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5
Fitness Prediction Techniques

This chapter is based on:

• P. van Stralen and A. D. Pimentel. ‘Fast Scenario-Based Design Space
Exploration using Feature Selection’. In: Proc. of the Int. Workshop
on Parallel Programming and Run-Time Management Techniques for
Many-core Architectures (PARMA’12). Feb. 2012

• P. van Stralen and A. D. Pimentel. ‘Fitness Prediction Techniques for
Scenario-based Design Space Exploration’. In: IEEE Transactions on
Computer-Aided Design of Integrated Circuits and Systems (TCAD)
32.8 (Aug. 2013), pp. 1240–1253

Earlier, we have introduced scenario-based DSE. Scenario-based DSE rapidly
evaluates mappings for multi-application workloads during the search through the
MPSoC design space. The multi-application workload is described using application
scenarios. Hence, the scenario-based DSE explicitly takes the existence of multiple
applications into account. Without the explicit modeling of the multi-application
workloads there are only two alternatives for designing an embedded system with
multiple applications: 1) Isolate all the applications on the architecture or 2) design
for the case where all the applications are active. Both of the approaches have their
own potential drawbacks. The isolation of the applications completely disregards
resource sharing. One of the consequences of the lack of resource sharing is that
communication structures like Time Division Multiple Access (TDMA) are required.
The design for the case where all applications are active may take resource sharing
into account, but it still results in an over-designed system.

In order to rapidly evaluate the mappings, the scenario-based DSE explores the
optimal mappings in the solution space simultaneously with the optimal fitness pre-
dictor in the problem space. This fitness predictor is a representative subset of
scenarios that is used to predict the quality of a mapping. Such a fitness predictor
is of utmost importance for the overall quality of the DSE. In the previous chapter
(Section 4.3), the problem space used a genetic algorithm to identify the optimal
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Figure 5.1: The refined exploration framework for scenario-based DSE.

scenario subsets. Although experiments showed the effectiveness of the fitness pre-
diction by means of a representative subset of application scenarios, there are more
potential methods to select a representative subset of scenarios. In this chapter, we
will investigate two alternatives.

The chapter is organized as follows. At first, Section 5.1 will give a refined design
of the scenario-based DSE. Based on this refined design, Section 5.2 gives a formal
definition of the mapping procedure of an MPSoC design instance. Next, Section 5.3
describes the fitness prediction techniques that are used to select the representative
subset of scenarios. The fitness prediction techniques are compared and validated in
Section 5.4. At the end of the chapter, a short conclusion is given.

5.1 Refined DSE Framework

Conceptually, scenario-based DSE is an exploration technique for embedded systems
with a dynamic multi-application workload. In this section, an exploration frame-
work for scenario-based DSE is presented that aims to provide a static mapping of
a multi-application workload onto a MPSoC. The mapping is to be used during the
entire lifetime of an embedded system. Consequently, the average behavior of the
designed MPSoC must be as good as possible for all the different application scen-
arios. Currently, we assume an equal likelihood for each application scenario. The
approach, however, can easily be generalized to different probability distributions.

Figure 5.1 shows the exploration framework. The left part of the picture provides
a general flow, whereas the right part illustrates the scenario-based DSE in more de-
tail. As input, the scenario-based DSE requires a scenario database, application
models and an architecture model. As a mapping specifies both the allocation and
binding (see Section 2.1.4), the architectural model typically contains more archi-
tectural components than actually fit on the final MPSoC. The allocation will only
select a subset of the architectural components that is used for the final design.
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Binding is performed for a multi-application workload and the description of
this workload is split into two parts: 1) the structure and 2) the behavior. The
structure of the applications is described using the KPN models of the application.
This model describes all the processes and communication channels that need to be
mapped. Next to the KPN models, the scenario database is used to describe the
behavior of the multi-application workload. This behavior is not relevant for the
mapping, but it is required for the evaluation of each mapping.

Ideally, all the mappings are exhaustively evaluated for all of the application
scenarios in the database. Practically, however, this is infeasible. Therefore, fitness
prediction is applied using a representative subset of scenarios. As motivated in
the previous chapter, this scenario subset needs to be selected dynamically by co-
exploring both the set of optimal mappings and the representative subset of scenarios.
In the refined framework (Figure 5.1), two separate components are shown that
simultaneously performs these tasks. At first, the design explorer searches for the
set of optimal mappings. Secondly, the subset selector tries to select a representative
subset of scenarios. As these components are running asynchronously, a shared
memory is present that is used to exchange data. For the design explorer, a sample
of the current mapping population is stored in the shared memory, whereas the subset
selector makes the most representative subset available for the fitness prediction in
the design explorer. One of the main advantages of the strict separation of the
execution of the design explorer and the subset selector is that the running time of
the design explorer becomes more transparent. From a user perspective, this is the
most important component, as it will identify the set of optimal mappings.

Finally, the speed of the scenario-based DSE also depends on the machine that
is used to run the framework. Therefore, we have also ported our scenario-based
DSE to a compute server with a high degree of chip multithreading and analyzed its
performance behavior. For the results, please refer to [84, 92].

5.2 Design Explorer

In this section, the design explorer, the component that is responsible for identifying
promising mappings, is specified. First, the used system model is described. This
system model formally describes both the applications and the architecture. Next,
the system model is used to describe the complete mapping procedure that is used
during the search of the GA.

5.2.1 System Model

Figure 5.2 shows the Sesame model that was introduced in Chapter 2 with the three
conceptual layers in Sesame: 1) the application model, 2) the mapping layer and 3)
the architecture model. The system model formalizes each of these layers:
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Figure 5.2: The different layers in the Sesame model and their connections.

Application layer The application model describes each individual application us-
ing a KPN. A KPN is formally defined as a directed graph GK(V,EK). The vertexes
V are the Kahn process nodes. For the example in Figure 5.2, V is equal to {Sample,
Encode, Quality}. The communication channels of the application are represen-
ted by directed edges EK = V × V . If, for example, (Sample, Quality) is defined
in EK , it means that there is a communication channel from Sample to Quality.

Architecture layer The architecture is represented by a directed graphGR(R,ER).
In this case, the set R contains the architectural components like processors, com-
munication buses, crossbars, FIFOs and memories. Edges ER = R×R, on the other
hand, describe the communication links in the architecture.

There are three types of architectural elements: 1) processors, 2) buffers and 3)
interconnects. The processors RP ⊂ R are architectural elements that are capable of
running processes. Buffers RB ⊂ R are the FIFO buffers used for the communication
between the different processors. If two communicating processes are mapped onto
the same processor, the communication may also be done internally. This is only
possible when a processor supports internal communication. If a processor p ∈ RP
supports internal communication, a buffer b ∈ RB is added to the architecture.
Additionally, the buffer is connected to enable reading and writing of data: (p, b) ∈
ER∧ (b, p) ∈ ER. Finally, the set of interconnects RI ⊂ R is purely meant to connect
the various system components.

In the example of Figure 5.2, the architectural processors EP consist of CPU-A
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and CPU-E. Next, the FIFO buffers in the architecture are MEM-2 and CPU-
E. This means that CPU-E supports internal communication. Finally, the BUS
belongs to the set of interconnects. There are 8 edges in the architecture. Six of
these links are connected to the bus (for reading and writing). Additionally, the
internal communication buffer of CPU-E is connected to the processor for reading
and writing. In this example, all communication links are bidirectional. An example
of unidirectional communicational links is the FIFO queue in Figure 4.6 on page 73.

Mapping Layer The mapping layer connects the application layer to the architec-
ture layer. Hence, it contains only edges: computation edges and communicational
edges. Computation mapping edges EX assign Kahn process nodes to the architec-
tural resources. To be precise, the edge (v, p) ∈ EX assigns Kahn process v ∈ V to
processor p ∈ RP . A Kahn process can only be mapped on processing elements that
are feasible of running that task:

(v, p) ∈ EX ⇐⇒ Feasible(p, v) (5.1)

An example of a processor that only is able to perform a limited set of tasks is shown
in Figure 4.6. In this architecture two ASICs are present: one can only execute DCT
transformations and one can only perform VLE encodings.

The communication is mapped using communication edges EC . A communication
edge (c, b) maps FIFO channel c ∈ EK to FIFO buffer b ∈ RB.

5.2.2 Mapping Procedure

Where the application and the architecture layers are predefined before a DSE is
started, the mapping layer is the part of the MPSoC design that is optimized. As
discussed before (see Figure 2.5 on page 19), the mapping is split into two steps: al-
location and binding. Allocation can reduce the resource usage of the MPSoC design,
whereas the binding maps all processes and channels on the allocated resources. The
procedure is as follows:

Allocation First, the architectural resources are selected to use in the allocation α.
All types of architectural resources are selected at once: αP = α∩RP , αB = α∩RB
and αI = α∩RI . More precisely, the allocation α contains a subset of resources such
that α ⊆ R:

(∑

r∈α
area(r)

)
≤ MAX AREA (5.2)

Hence, Equation 5.2 says that the total area of the allocated resources may not
be larger than the maximal area on the chip. Part of the system model is also
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the feasibility of the mapping: for each of the processes there must be at least one
processor that is feasible of running the specific process. This is defined as follows:

∀v ∈ V : |p ∈ αP : Feasible(p, v)| ≥ 1 (5.3)

Once the allocation α is known, a set of potential communication paths ψ = (αP ×
αB × αP ) can be defined:

ψ = {(p1, b, p2) : PATHα(p1, b) ∧ PATHα(b, p2)} (5.4)

The set of communication paths ψ is the set of paths such that (:) there is a path
from processor p1 to buffer b and a path from buffer b to processor p2 (Equation 5.4).
This path may span multiple resources as long as they are allocated:

PATHα(r1, r2) :=(r1, r2) ∈ ER∨ (5.5a)

∃ri ∈ αI : (r1, ri) ∈ ER ∧ PATHα(ri, r2) (5.5b)

The PATH function is recursively defined. There is a path between resources r1, r2
if there is a direct connection between them (Equation 5.5a). An interconnect ri can
also be used as part of the path. In this case, there must be a direct connection
between resource r1 and interconnect ri and a path between interconnect ri and
resource r2 (Equation 5.5b). An allocation is only valid if there is at least one
communication path between each set of processors:

∀p1, p2 ∈ αP : ∃(p1, b, p2) ∈ ψ (5.6)

By enforcing at least a single communication path between each set of processors, the
automatic exploration of mappings is guaranteed to find at least one valid mapping.
As will be explained later, the procedure randomly picks the processors after which
one of the communicational paths is selected.

Binding Binding maps all the Kahn process nodes onto the allocated resources.
There are two steps: 1) computational binding and 2) communication binding. Com-
putational binding βX maps the processes onto the processors such that βX ∈ EX :

∀v ∈ V : |{p : (v, p) ∈ βX ∧ p ∈ αP }| = 1 (5.7)

Equation 5.7 enforces that each process v is mapped on exactly one allocated pro-
cessor p. After the computational binding, the communication binding can be done.
Recall from Equation 5.6 that we have enforced that between each set of processors
at least one communication path is present in ψ. Therefore, for each communication
channel in the application, a communication path in the allocated architecture can
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be selected. More strictly, for each communication channel in the application, an
architectural buffer is selected such that βC ∈ EC :

∀(v1, v2), b ∈ βC :(v1, p1) ∈ βX∧ (5.8a)

(v2, p2) ∈ βX∧ (5.8b)

(p1, b, p2) ∈ ψ (5.8c)

∀c ∈ EK : |{b : (c, b) ∈ βC}| = 1 (5.9)

Multiple conditions must be enforced. First, the architectural buffer b on which
the communication channel (v1, v2) of the application is mapped must be a valid
communication path. This means that processes v1 and v2 must be mapped on
processors p1, p2 (Equation 5.8a and 5.8b) and that (p1, b, p2) is within the set of
communication paths ψ (Equation 5.8c). Processor p1 and processor p2 does not
necessarily need to be different as both of the processes in the communication link
may be mapped onto the same processor. Next, all communication channels c (which
is a tuple of the two communication processes) must be mapped on exactly one buffer
(Equation 5.9).

A mapping m is the combination of an allocation α and the bindings βX and βC .
It is only valid if all the preceding constraints (Equations 5.2, 5.3, 5.6, 5.7 and 5.9)
are fulfilled.

5.2.3 Genetic Algorithm

Our aim is to optimize the mapping of an embedded system. Hence, the space of
possible mappings must be explored as efficiently as possible. For this purpose, an
NSGA-II based multi-objective GA [12] is used. NSGA-II is an elitist selection al-
gorithm that applies non-dominated sorting to select the offspring individuals. Non-
dominated sorting ranks all the design points based on their dominance depth [10].
Conceptually, the dominance depth is obtained by iteratively removing the Pareto
front from a set of individuals. After each iteration the rank is incremented. An
example can be seen in Figure 5.5c.

In the previous chapter, a SPEA2 based GA was used. NSGA-II has a similar
performance (with respect to diversity and convergence) than SPEA2 [37]. The main
reason of choosing the NSGA-II based GA is because of its use of the dominance
depth for optimization. As will be discussed in Section 5.3.2, the dominance depth
can easily be used for rating the quality of the representative subset.

The dominance of the individuals is based on their fitness. As discussed before,
the predicted fitness is used instead of the real fitness. Let S be the total set of
scenarios and S̃j the representative subset of scenarios at time step j. The fitness
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objectives of a mapping m are as follows:

F (m) =
1

|S|
∑

s∈S
(time(m, s), energy(m, s), cost(m)) (5.10)

F̃S̃j
(m) =

1

|S̃j |
∑

s∈S̃j

(time(m, s), energy(m, s), cost(m)) (5.11)

The functions time(m, s) and energy(m, s) are evaluated using Sesame. Given
the mapping m and the application scenario s, the execution time and used energy
are determined by means of simulation. The cost of a mapping is independent of the
scenario and can be determined statically by adding up the costs of the individual
elements within the allocation α. There is an important difference between the real
fitness F and the estimated fitness F̃S̃j

. The real fitness uses all possible scenarios to

determine the fitness, whereas the estimated fitness only uses a subset of the scenarios
(S̃j ⊆ S). As a result, the real fitness is independent of the current generation. The
predicted fitness, on the other hand, may vary over the different generations. The
fitness F̃S̃j

is only valid for generation j as the representative subset S̃j+1 may change
over time.

In order to update the representative subset of scenarios in between the genera-
tions, the GA of the design explorer must be extended to support the communication
between the design explorer and the subset selector. This extension is shown in Fig-
ure 5.3. Before any individual can be evaluated, the currently most representative
subset of scenarios S̃j must be acquired. Using the representative subset of scen-
arios, the design explorer can quickly predict the fitness of all the individuals in the
population. This means that, depending on the number of changed scenarios in the
representative subset of scenarios since the previous generation, the parent popula-
tion also must be partially reevaluated. This predicted fitness is used to select the
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individuals for the next generation. In case the scenario subset is representative, the
decisions made by the NSGA-II selector are similar to those where the real fitness
would have been used. If this is not the case, the scenario subset should be improved.
For this purpose, the selected population is exported to the subset selector. Finally,
reproduction is performed with the selected individuals. During reproduction, a new
population of individuals is generated for usage in the next generation.

5.3 Subset Selector

To work properly, the design explorer requires a representative subset of scenarios.
The better the fitness prediction in the design explorer, the better the outcome of
the scenario-based DSE. Therefore, the subset selector is responsible for selecting
a subset of scenarios. This subset selection is not trivial. At first, there are a
potentially large number of scenarios to pick from. This leads to a huge amount
of possible scenario subsets. On top of that, the scenario subset cannot be selected
statically as the representativeness of the scenario subset is dependent of the current
set of mappings. This set of mappings is only available at runtime. Therefore, the
scenario subset is selected dynamically.

At the end of the previous section, it already became clear that the design explorer
communicates its current mapping population to the subset selector. This set of
mappings can be used to train the scenario subset such that it is representative for the
current population in the design explorer. As the population of the design explorer
slowly changes over time, the subset will change accordingly. The overview of the
scenario-based DSE (Figure 5.1) showed that the subset selector contains two threads
of execution: the selector thread and the updater thread. Figure 5.4 shows these
threads in more detail. The updater thread obtains the mapping individuals from
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the design explorer and updates the training set Ti of application mappings. This
set of training mappings is used by the selector thread for selecting a representative
subset of scenarios. The most representative subset of scenarios is exported to the
design explorer.

In the remainder of this section we provide a detailed view of the subset selector.
Before doing so, however, we will first describe the updater thread that is responsible
for updating the trainer. Next, the metric is described that is used to judge the
quality of the scenario subsets. The final subsection will show how the subset quality
metric is used within the selector thread to select scenario subsets.

5.3.1 Updater Thread

During the search of a representative subset of scenarios it is crucial to have a set of
training mappings Ti. Without a set of exhaustively evaluated mappings, one cannot
judge if the predicted fitness of a scenario subset makes a correct prediction. As a
training mapping is evaluated for all scenarios, it is relatively expensive to evaluate
a mapping that needs to be added to the trainer. Therefore, it is important that
the training mappings are selected carefully. Figure 5.4 illustrates the trainer update
from Ti to Ti+1. The steps are as follows:

Import Population Design Explorer: To keep the training set Ti up to date
with the mapping population in the design explorer, the current design explorer
population gj is imported.

Select Candidates: The current population is used to update the list of candidate
mappings Ci+1:

maximize
Ci+1

∑

m∈Ci+1

last gen(m)

subject to (1) Ci+1 ⊆ Ci ∪ gj
(2) Ci+1 ∩ Ti = ∅
(3) |Ci+1| ≤ C SIZE

While updating the candidate mappings there are three conditions. First, the new
set of candidate mappings is the union of the previous set of candidate mappings and
the population gj that is just received from the design explorer. Secondly, condition
two makes sure that all the candidate mappings are not yet in the trainer. Using
these two conditions, the procedure selects a set of candidate mappings that is new
to the trainer. Still, the first two conditions do not provide any control on the size
of the set of candidate mappings. As the selection of training mappings involves
computational overhead, the size of the set of candidate mappings must be limited
as well. Therefore, condition three makes sure that the size of the set of candidate
mappings is not larger than the predefined constant C SIZE. As the optimization
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goal is to optimize the sum of the last generation that each of the training mapping
is used (as returned by the function last gen), the most recently used mappings will
be kept in the set of candidate mappings (these have the highest value for last used
generation). Additionally, the optimization of the total sum tries to get the number of
candidate mappings as large as possible: the least recently used candidate mappings
will be removed until the set of candidate mappings is smaller or equal to C SIZE.
In this way, the representative subset of scenarios can be optimized to predict the
fitness of the current population of the design explorer.

Select Training Mappings: For each of the candidate mappings the predicted fit-
ness using the currently most representative subset of scenarios is obtained. For the
candidate mappings that are just imported from the design explorer, this should not
require any new Sesame simulations (the population is quite likely evaluated using
the same representative subset). For older candidate mappings some computational
overhead may be required for the partial reevaluation of the mapping fitness. To-
gether with the mappings in the current trainer Ti, an estimated Pareto front P̃j is
obtained.

The main goal of the representative subset is to correctly identify most optimal
mappings. Therefore, the trainer will focus on the mappings that are the closest to
the Pareto front. Any mapping may have a fitness that is hard to predict (a mapping
with a high quality or a mapping with a poor quality), but the scenario-based DSE
only suffers from high quality mappings that have an incorrectly predicted fitness.
As long as both the real and predicted fitness of a mapping is bad, it does not really
matter how bad the predicted fitness is. However, it is still an issue if the predicted
quality of a mapping is poor, whereas the real quality is good. In this case, the
mapping will not be added to the trainer. Although this is undesirable, without
exhaustively evaluating the candidate mappings these kind of incorrect predictions
cannot be detected. As the exhaustive evaluation is expensive, the gain in the trainer
quality does not outweigh the additional computational overhead that is required to
identify the high quality mappings where the predicted mapping quality is low. Over
time the predicted ordering of the mappings near the predicted Pareto front will be
improved. Likely, this will also improve the prediction of other mapping individuals.

Therefore, the k new training mappings Mc are selected from the set of candidate
mappings Ci+1 by optimizing the distance to the estimated Pareto front:

minimize
Mc

∑

m∈Mc

min
mp∈P̃j

(
d
(
F̃S̃j

(mp), F̃S̃j
(m)

))

subject to (1) Mc ⊆ Ci+1

(2)|Mc| = min(|Ci+1|, k)

The mappings are ordered on their normalized Euclidean distance (see Definition
5 on page 28) to the closest mapping in the estimated Pareto front P̃j . From the
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candidate mappings (condition 1) the k mappings are selected (condition 2) that are
the closest to the estimated Pareto front.

Evaluate New Training Mappings: The mappings that are selected are exhaust-
ively evaluated using Sesame. For this purpose, a separate pool of Sesame workers
is used (just as the design explorer has a pool of Sesame workers). Once the real
fitness is known, the mappings can be used to generate trainer Ti+1 out of trainer
Ti. Before the new training mappings are added, the trainer is truncated to fit the
new training mappings. This is done in such a way that the trainer always contains
real Pareto front P :

minimize
Ti+1

∑

m∈Ti+1

min
mp∈P

(
d (F (mp), F (m))

)

subject to (1) Ti+1 ⊆ Ti
(2) |Ti+1| = min(|Ti|,T SIZE− |Mc|)

The truncated new trainer is a subset of the old trainer (condition 1) and it does
not exceed the predefined trainer size. If trainer mappings must be discarded, the
mappings that are the furthest from the real Pareto front are removed. This is done
because of the second purpose of the trainer: at the end of the scenario-based DSE it
contains the best mappings that are found over time with their real fitness. Hence,
we assume that the maximal trainer size is picked in such a way that it is significantly
larger than the size of the Pareto front P . After truncation, the next trainer can be
finalized: Ti+1 = Ti+1 ∪Mc.

5.3.2 Subset Quality Metric

Having a set of training mappings is not sufficient for judging the quality of the
scenario subsets. In the previous chapter (Section 4.3.1) the fitness deviation and the
Spearman’s rank correlation was used for the subset fitness. For a correct prediction,
the Spearman’s rank correlation of a scenario subset is the most important. A
problem is, however, that whenever the Spearman’s rank correlation is less than
one a higher rank correlation does not necessarily corresponds to a better fitness
prediction of a scenario subset. For this purpose, the fitness deviation was added:
the average difference between the real and the estimated fitness.

In retrospective, this was not the best approach. The main purpose of the
scenario-based DSE is to identify the best set of mappings. Hence, a deviation
in fitness or lower rank correlation may not affect the identified set of best mappings.
Additionally, the fitness of a scenario subset was defined to be multi-objective: the
fitness deviation and the rank correlation were defined per individual optimization
objective for the MPSoC mapping. Although this does not prevent us from finding
the best subset, the subset search becomes easier once the quality of a subset is inde-
pendent of the number of mapping optimization objectives. In this way it is always
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Figure 5.5: A set of Pareto fronts showing the effect of a small error in the predic-
tion (as shown with the dashed arrow) on the misclassification rate using the boolean
and Goldberg’s ranking scheme.

clear which scenario subset is the best (with multiple objectives there may be more
Pareto optimal subsets).

That is why the misclassification rate is used as a subset quality metric. The
misclassification rate counts the number of ranks that are predicted incorrectly. Be-
fore we go into the definition of the misclassification rate, we first take a look into
the Pareto ranking [77]. There are several approaches to rank individuals using the
Pareto dominance relations, but in this thesis we only focus on two of those: Boolean
ranking and Goldberg’s ranking (also called non-dominated sorting).

The ranking schemes are visualized in Figure 5.5. Goldberg’s ranking approach
uses the dominance depth of the individuals. This is the same approach as the
NSGA-II selector. Boolean ranking, on the other hand, follows a more simple ap-
proach: if the solution is non-dominated the rank is one, otherwise the rank is two.
As the design explorer uses an NSGA-II based GA, it may be straightforward to
use Goldberg’s ranking scheme for the misclassification rate. The boolean ranking,
however, can be obtained more efficiently than the Goldberg’s ranking. On top of
that, the misclassification rate may be deceiving when Goldberg’s ranking is used.
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In Figure 5.5 an example of such a deceiving case is given. The used trainer
consists of 12 training mappings. Figures 5.5a and 5.5c show the exact fitness of the
training mappings, whereas Figures 5.5b and 5.5d show the predicted fitness of a
specific scenario subset. This scenario subset provides a relatively good prediction:
eleven out of the twelve training mappings are predicted correctly (the circular map-
pings). The incorrectly predicted training mapping (the square mapping) is slightly
off as shown by a dashed arrow. Due to the incorrect prediction, the square mapping
seems to be dominated by the leftmost training mapping. For both ranking schemes
the rank of the square mapping becomes ranked second instead of first. In case of
the boolean ranking this is the only rank that is incorrect. For Goldberg’s ranking,
however, all the training mappings that are dominated by the square mapping are
also incremented by one. As a result, the Goldberg’s ranking has a misclassifica-
tion rate of 3

4 , whereas the boolean ranking has a misclassification rate of 1
12 . Our

example clearly shows that a high quality mapping that is incorrectly ranked can
affect all of its dominated solutions. However, as the main purpose of scenario-based
DSE is that the Pareto front is predicted correctly, it is not a problem that the poor
mappings are incorrectly ranked.

This is exactly what is determined with boolean ranking. Each rank is based
on the correct prediction of a non-dominated individual. A formal definition of the
boolean ranking can be seen in the following equation:

relF ′(m1,m2) :=





1 F ′(m1) dominates F ′(m2)

−1 F ′(m2) dominates F ′(m1)

0 else

(5.12)

rankF ′(m,T ) :=

{
2 ∃m′ ∈ T (relF ′(m′,m) = 1)

1 else
(5.13)

At first, Equation 5.12 formally defines the Pareto dominance between two mappings
m1 and m2. The mappings are evaluated using fitness function F ′. This can be the
real fitness F , but also the predicted fitness F̃S̃ . In this case the scenario subset S̃ is
used to predict the fitness of the mappings.

Based on the relF ′ function the rankF ′ is defined. This function ranks mapping
m given trainer T (see Equation 5.13). In case any of the mappings in the trainer
dominates the mapping, the rank is equal to two. Otherwise, the mapping is Pareto
optimal and the rank is equal to one. Given the ranking function the misclassification
rate can be defined:

rrank(S̃, T ) :=
|{m ∈ T : rankF (m,T ) 6= rankF̃S̃

(m,T )}|
|T | (5.14)

The rate of misclassified boolean ranks is too coarse-grained to be used in isol-
ation. In contrast to Spearman’s rank correlation, a lower misclassification rate is
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Figure 5.6: A larger number of misclassified relations does not strictly correlate with
the Pareto front quality. The Pareto front in (c) has more mispredicted relations than
the front in (b), but the error ratio with respect to the real front is better.

always better (the more non-dominated individuals that are correctly identified, the
better). However, the probability of an equal misclassification rate is quite likely.

In this case the number of misclassified relations is used as a tiebreaker. The
number of misclassified relations can be defined quite straightforwardly:

rrel(S̃, T ) :=
|{m1,m2 ∈ T : relF (m1,m2) 6= relF̃S̃

(m1,m2)}|
|T |2 (5.15)

By definition when the number of misclassified relations is zero, the number of
misclassified ranks is also zero. For the other cases, the number of misclassified
relations can suffer from the same problem as we showed with Goldberg’s ranking.
An example is shown in Figure 5.6. Figure 5.6a shows the real Pareto front, where
the fronts of Figure 5.6b and 5.6c are obtained using a predicted fitness. The first
prediction (Figure 5.6b) only has two mispredicted relations (A ↔ E and D ↔ J),
whereas the second prediction (Figure 5.6c) has four mispredicted relations. Still,
the Pareto front of the first prediction is only correct for 50% (E and J are not
Pareto optimal). The second prediction, which is worse according to the number
of misclassified relations, correctly identifies the Pareto front. As we are using the
number misclassified relations as a subordinate metric, and not as a main metric,
this is no problem in our case. Figure 5.6b has a misclassification rate of 20% that
is worse than the misclassification rate of 0% in Figure 5.6c.
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5.3.3 Selector Thread

The selector thread uses the subset quality metrics to select the representative subset
of scenarios. More specifically, the goal of the selector thread is as follows:

minimize
S̃

rrank(S̃, T ) : minimize
S̃

rrel(S̃, T ) (5.16)

As discussed in the previous subsection, the main goal is to optimize the quality
of the predicted ranking. In the case of ties, the number of mispredicted relations will
determine which of the scenario subsets is the best. Whenever a better representative
subset is found, the subset is shared with the design explorer in order to improve
its fitness prediction. The subset may be of any size, as long as it does not exceed
a user-defined limit. This means that a smaller subset that has a better or equal
representativeness is preferable to a larger counterpart (the smaller the subset is, the
faster the fitness prediction).

As Chapter 4 showed, a random pick of scenarios does not result in a represent-
ative subset of scenarios. Hence, the subset of scenarios is selected dynamically. In
the previous chapter, a GA was used to select the scenario subset. In this chapter,
we explore three different techniques: 1) a genetic algorithm, 2) a feature selection
algorithm and 3) a hybrid method.

Genetic Algorithm (GA)

Our first subset selection technique uses a GA to select the representative scenario
subsets. The GA of the subset selector is somewhat similar to the GA in the design
explorer: a population of individuals is evolved over time in order to find the indi-
vidual with the highest fitness. In order to describe the individual, a chromosome is
used that enumerates the scenarios that are contained in the scenario subset. This
chromosome, as illustrated in Figure 4.2 on page 68, is simply a sequence of integers.
As the length of the chromosome is equal to the limit of the scenario subset size,
the scenario subset can never become too large. Smaller scenario subset sizes are
achieved in two ways: 1) scenarios may be used more than once within the same
chromosome and 2) there is a special value for an unused slot in the scenario subset.

Scenario subsets can change size as an effect of the mutation or crossover that
is applied during the search of a GA. The evolutionary process uses mutation and
crossover to prepare individuals for the next generation of scenario subsets. Where
the mutation replaces the scenarios in the subset one by one with other scenarios, the
crossover partly exchanges the scenarios of two subsets (see the illustration in Figure
2.8 on page 25). Only the successful modifications will make it to the next generation,
leading to a gradual improvement of the representative subset of scenarios.

This approach has several benefits. First, the computational overhead is relatively
small. Most time is spent in judging the quality of the scenario subsets and modifying
the population of scenario subsets. Additionally, selecting scenario subsets for the
next generation is relatively cheap. Apart from the low computational overhead, the
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Figure 5.7: An illustration of feature selection by means of the dynamic oscillation
search procedure.

search can also quickly move through the total space of scenario subsets. Due to
crossover and mutation, the scenario subset can quickly change and the alternatives
can be evaluated and explored. This also means that local optima can easily be
avoided. A local optimum is a solution that is clearly better than all closely related
solutions. A small change on a local optimum does not result in a better subset,
but the local optimum may still be much worse than the global optimal solution.
As a genetic algorithm always has a small probability that the scenario subsets are
changed significantly in the next generation, there is always a probability that the
search will move out of the local optimum.

Unfortunately, this is also the downside of the approach. Just when the search
comes close to the optimal solution, the mutation can quickly move the search to
a completely different direction. Although the likeliness of this all depends on the
choice of the parameters like mutation and crossover probability, it may be quite
hard to pick the parameters in such a way that search space is completely explored
in the promising regions. Elitism in GAs assure that the points close to the local
optimum are remained, but not that the neighborhood of each solution is carefully
explored.

Feature Selection (FS)

It would be better, if the approach was less dependent on the choice of the parameters
of the search algorithm. The Feature Selection (FS) technique has less parameters
and it basically performs a guided search that tries to improve a single scenario
subset step by step. There are many different feature selection techniques, each
giving a different trade-off between computational overhead and its quality. In fact,
the feature selection techniques with the lowest computational overhead actually use
a GA. In our case, we have chosen to use the dynamic sequential oscillating search
[68] as, in general, it provides better classifiers (i.e., the scenario subset that classifies
the non-dominated mapping individuals), with a moderate computational overhead.

Figure 5.7 illustrates the dynamic oscillating search. The most fundamental part
of the algorithm is the up and down swing. These swings are named according to their
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effect on the size of the scenario subset. Where the upswing will modify the subset by
first adding a number of scenarios to the subset and then removing the same number
of scenarios, the downswing will first remove scenarios before new scenarios are added
again. This explains the name of the upswing and downswing: in case of the upswing,
the size of the subset swings upward and for a downswing it swings downward.
For adding and removing scenarios the Sequential Forward Selection (SFS) and
Sequential Backward Selection (SBS) are used. These techniques will iteratively add
or remove a scenario in the most optimal way. This means that SFS will increase
the scenario subset size by iteratively adding the most optimal scenario. This most
optimal scenario is determined by trying out all possible scenarios from the scenario
database and the scenario that results in the best scenario subset will be added to
the larger subset. Similarly, the SBS will iteratively choose the optimal scenario
to remove from the scenario subset. This means that all the scenarios that can be
removed from the scenario subset are tried and the scenario removal that results in
the best scenario subset will be applied.

As simple as it sounds, it makes the computational overhead of the swings largely
dependent on the number of scenarios that are added or removed. The number of
possibilities will grow linearly with respect with the number of scenarios that are
added and removed during the swing. For each scenario that is added, all scenarios
in the scenario database must be analyzed. Since this leads to a quick increase of
computational overhead once the swings become larger, the size of the swing (or δ
as used in Figure 5.7) is initialized to one and slowly increased. During the search,
the up and down swings are alternated and whenever both the up and downswing
do not result in a better scenario subset the size of the swing is incremented by one.
This can be seen in Figure 5.7, at the cases where F (Xk) ≤ F (X ′k). The subset
X ′k is the current best subset and the subset Xk is the subset that is obtained after
the up or downswing. As a higher value for the function F means a better scenario
subset, the case where F (Xk) ≤ F (X ′k) is an unsuccessful attempt to improve the
scenario subset by a swing. Therefore, the currently best subset is restored and the
size of the swing is increased by 0.5. The 0.5 is just a trick to increment the swing
by one after two unsuccessful swings: the number of scenarios that are added is the
truncated integer value of δ. Of course, the swing can also be successful: in that case
the current best subset X ′k is updated and the swing size is reset to one.

In a sense, the dynamic oscillating search is a kind of hill climbing technique.
It oscillates the size of the scenario subset by exhaustively exploring all possibilities
to change the scenario subset. Whenever a better subset is found, the current best
representative subset is updated. Important to realize is that the current best subset
can also be updated during a swing. As SFS and SBS analyze the quality of the
scenario subset for each scenario that is added, it can be the case that a better
representative subset is found during the swing. If the size of this subset is smaller
than the maximal size, the currently most representative subset is updated and sent
to the design explorer.



SUBSET SELECTOR 101

Genetic
Search

Feature
Selection

Best undone subset

Improved subset

Figure 5.8: The hybrid subset selection approach that alternates between a GA and
a FS algorithm.

The FS method is more directed than the GA and, therefore, it will only move
closer to the optimal scenario subset. Unfortunately, this comes at a price: the FS
is much more sensitive to local optima than the GA approach.

Hybrid Approach (HYB)

Ideally, we want to combine the strengths of the GA and the FS approaches. The
hybrid approach (as shown in Figure 5.8) tries to achieve this by alternating the
GA and the FS methods. During the search of the representative subset a GA will
quickly prune the design space of potential scenario subsets, whereas the FS will
thoroughly search the small neighborhood around the high quality scenario subsets
that are found by the GA. The tricky point is the moment of alternation. When one
of the methods starts to converge, the other method should be activated.

At first sight, the feature selection may be interpreted as a custom variation
operator for the GA, but this is absolutely not the case. Both the GA and the
FS will keep state over time and, thus, if the same subset is sent to the FS more
than once the oscillating search will be continued where it stopped in the previous
invocation.

As the GA keeps a population of scenario subsets and the FS only works on a
single scenario subset, there must be determined which scenario subset from the GA
population is sent to the FS selection method. The most obvious method is to send
the most representative subset from the GA to the FS. This can, however, not be
done indefinitely. If the same subset is sent to the FS too often, the hybrid will be
susceptible again for getting stuck in local optima as all the effort of the FS will
be spent on the same subset. Therefore, the amount of effort spent by the FS to
improve a single scenario subset is limited. If the FS has spent sufficient time on
the same scenario subset (this time can be spread over multiple invocations of the
FS), the subset is done and it will not be sent to the FS anymore. So, the subset is
only sent if it is ”undone”: the size of the swing in the oscillating search does not
exceed a predefined maximal margin. This margin is chosen in such a way that the
computational overhead of a single swing is still acceptable.
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Figure 5.9: The used MPSoC architecture components used for the experiments

5.4 Experiments

Three different fitness prediction techniques have been introduced in this chapter:
Genetic Algorithm (GA), Feature Selection (FS) and a Hybrid Approach (HYB). In
this section, we will preform some experiments to compare the different techniques
and to analyze their behavior. The multi-application workload that is used in this set
of experiments is generated stochastically using a tool based on [51]. As discussed in
the previous chapter, this gives us full control on the behavior of the application and
the diversity within the corresponding scenario database by specifying constraints
on the amount of computation and communication per scenario. Our used multi-
application workload has 4607 scenarios that describe the behavior of 10 applications
with a total of 58 processes and 75 communication channels.

The multi-application workload has to be mapped on the architecture that is
shown in Figure 5.9. For the processes, there are eight potential processors: four
processors are able to execute all the different processes (CPU), the two ASIPs are
supporting 11 out of the 58 processes and the two ASICs can only run 4 out of the
58 processes. The ASICs and ASIPs are more specialized than the CPUs and can,
therefore, run the processes faster, but the result of this gain is that not all the pro-
cesses can be mapped on it. Looking back to our mapping procedure (Equation 5.3
to be precise), a valid allocation requires at least one of CPUs. For communication,
there are multiple options: a crossbar with buffers to temporarily store messages
[30], a memory connected by a shared bus and four dedicated FIFO communication
channels. Although each of the architectural components has a specific cost, we have
chosen not to specify a maximal area for the set of allocation components (Equation
5.2), but to treat the cost of the embedded system as an additional objective.

For this MPSoC design problem, it is clearly infeasible to exhaustively search for
the Pareto front of non-dominated mappings. Not only are there 6.8 ∗ 1058 possible
mappings, but also the number of 4607 scenarios is too large to quickly evaluate the
real fitness of each separate mapping. Therefore, it is crucial to use scenario-based
DSE to obtain different Pareto fronts. To be able to obtain the results of multiple
experiments quickly, all the experiments were performed on a dedicated node (e.g.,
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Figure 5.10: An example Pareto front for the stochastic multi-application workload
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types are: ASIC, ASIP, CPU, memory (M) and crossbar (X).

no other user processes are running) of the LISA cluster [42] that is part of the Dutch
SARA Computing and Networking Services. The selected nodes for our experiments
contain two Intel quad-core Xeon L5520 processors with a total of eight cores running
at 2.26 GHz.

Next to the cost of the embedded system, execution time and the energy con-
sumption are also objectives for the optimized mapping that we are looking for.
The execution time and the energy consumption are determined with the use of the
Sesame simulator. As was discussed in Section 2.1.5, the energy is estimated via
an activity-based power model that uses the busy and idle times of each individual
architectural component. As a result of these three objectives, the scenario-based
DSE will end up with a Pareto front that gives a trade-off between time, energy and
cost.

Figure 5.10 shows an example of such a Pareto front. It shows the time and
energy objectives on the X and Y-axis and the cost objective is shown using color.
Each color stands for a different cost range, where light blue refers to the cheapest
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mappings and red to the most expensive mappings. The cheap mappings can use
only a small set of allocated components, like the single core solution that is the most
energy efficient solution. This can easily be explained: the CPU is fully utilized and
no energy is spent on communication between different components. Obviously,
adding more processors improves the execution time due to the ability to spread
the computational load over the different processors. Not surprisingly, the fastest
solution uses almost all of the available architectural resources: two ASICs, four
CPUs, one ASIP, the shared memory and the crossbar. For most of the mappings,
the fast crossbar switch is the most obvious choice for communication, but the fastest
solution uses both a shared memory and a crossbar. It is a quite expensive solution,
but it increases the available communication bandwidth. When looking at low-energy
mappings, the tendency is non-trivial: in general adding more resources increases
the peak power of the system, but as the execution time may become smaller the
energy potentially drops. This is perfectly shown by the 1CPU, 2CPU+X and the
2CPU+2ASIC+X mappings. The mapping with only two CPUs has one of the
highest energy consumptions. Other solutions as the 3CPU+X mapping has a better
exploitation of the processors that leads to a lower execution time. The gain in
execution time is large enough to compensate for the higher power usage of the
additional processor. Due to communicational overhead, adding two ASICs in the
2CPU+2ASIC+X mapping decreases the performance with respect to the 2CPU+X
mapping, but the tasks are executed in a more energy efficient manner.

In the following subsections a couple of experiments will be discussed. In general
these will focus on two aspects: 1) how does the subset selection behave and 2) what
is the effect of the subset selection on the DSE itself. Section 5.4.1 will compare the
different selection techniques in isolation: what is the effect of the subset size on its
quality, how does the misclassification look like and what is the success rate of each
of the methods? As the subset selector is analyzed in isolation, the design explorer is
not taken into account. This design explorer will be taken into account in the next
experiment in Section 5.4.2 where the effect of the subset selection method and the
subset size on the DSE results of the design explorer is investigated. After analyzing
the subset selection in isolation and its effect on the DSE outcome, the quality of
the subset during the DSE is analyzed in Section 5.4.3. The last subsection in this
section compares the required effort for the different subset selection techniques to
identify mappings that match certain requirements.

5.4.1 Subset Selection Efficiency

In the first experiment of this chapter, we will focus on the subset selector. This
means that from the scenario-based DSE (as shown in Figure 5.1), only the subset
selector is taken into account and not the design explorer. The only way to achieve
this is to statically fill the trainer of the subset selector and to keep this trainer fixed
over time. Two different sets of training mappings will be used: the first contains
518 mappings, whereas the second contains 498 mappings. The difference in effort
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Figure 5.11: The relation between quality and size for the GA and FS subset selec-
tion approach over time.

that is required to find a representative subset for these trainers is shown in Figure
5.13c, which will be discussed later.

Quality versus size

One of the parameters affecting the quality of a representative subset of scenarios
is its size. When the allowed subset size is larger the subset selector has a higher
potential to obtain a representative subset. To quantify the effect of the subset
size our first experiment compares the quality of different sized scenario subsets
over time. Additionally, this experiment is also used to highlight the differences
between the GA and the FS approach for subset selection. Figure 5.11 shows the
results of this experiment, where the horizontal axis shows the elapsed wall clock
time and the vertical axis shows the quality using the misclassification rate. For this
experiment the first trainer of 518 training mappings is used. In contrast to our
earlier definition of Equation 5.14, the misclassification rate is based on Goldberg’s
ranking (see Figure 5.5c) and not on the boolean ranking. Although Goldberg’s
ranking may be somewhat deceiving, the differences between the GA and the FS
approaches are more clear when Goldberg’s ranking is used. The lowest rank for
the boolean ranking and Goldberg’s ranking are the same, but for higher ranks
Goldberg’s ranking has much more different ranks (boolean ranking ranks all the
dominated individuals with the same rank). This increases potential number of ways
that the trainer can be ranked. The parameters for the GA subset selection method
are determined experimentally and are shown in Table 5.1a. For the FS approach
no additional parameters are required.

As both approaches start with random subsets, the initial quality of the GA and
FS approaches are quite similar. This initial quality is clearly dependent on the size
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of the scenario subset: a subset of size 60 starts with a misclassification rate of 54
percent, whereas a subset of 15 scenarios misclassifies 68 percent of the individuals.
During the startup phase of the subset search (the first 30 seconds), the GA based
selector clearly has better subsets than the FS based selector due to the ability of the
GA based selector to quickly explore the complete design space of potential scenario
subsets. The modifications of the FS to the subsets are done more thoroughly and are
subtle and, therefore, it takes somewhat more time to find a representative scenario
subset. However, after sufficient time, the more thorough FS based selector starts
to outperform the GA based selector. For a subset of 15 scenarios (where there are
6.6 ∗ 1042 potential subsets) it takes only 30 seconds to outperform the GA based
selector. When the number of scenarios in a subset increases, the number of potential
scenario subsets also grows exponentially. Hence, the FS based selector requires 170
seconds to outperform the GA based selector for 60 scenarios in a subset and 300
seconds for 240 scenarios in a subset. On a further growth of the scenario subset
size, the time for the FS based selector to outperform the GA based selector will
only grow. Within 600 seconds, the FS based selector does not yet outperform the
GA based selector for a scenario subset of 3000 scenarios. Still, it is most likely that
eventually FS will outperform the GA based selector.

The startup phase of the search can be seen as a warm up period. As long as
this warm up period is short enough, it does not necessarily negatively affect the
scenario-based DSE. As the design explorer also has a warm up period, there is a
phase where the differences between the mappings are still significantly large and,
therefore, it is still relatively easy to discriminate between good and bad MPSoC
mappings. Later in the DSE, the differences between the mappings become smaller
and at that point it is important to have a good representative subset of scenarios.
For the smaller subset sizes, the FS based selector will have a more representative
scenario subset than the GA based selector after the warm-up period of the design
explorer. This is not the case for the larger subset sizes, but for these cases the GA
is required to quickly prune the design space of potential subsets. To automatically
make these considerations, we have introduced the hybrid selector method.

Misclassification: how does it look like

Up to now, the term misclassification rate was used quite often, but it was not really
shown what it looks like. In the experiment illustrated in Figure 5.12 an example
is shown of the relationship between the real and the predicted dominance depths.
In total, 1933 mappings are used to generate the density graph. These mappings
do not overlap with the mappings that are used to train the scenario subset of 240
scenarios using the FS based subset selector. The horizontal and vertical axes show
the predicted and real dominance depth. For each combination of a predicted and
real dominance depth the density is given using different gray tones. The darker the
region the more often the combination occurs.

Ideally, the diagonal (real dominance depth is equal to predicted dominance
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Figure 5.12: A density graph showing the relationship between the predicted and
the real dominance depth.

depth) should be gray and the rest of the density graph should be white. This
is indeed the case for dominance depths 1 and 2. As the DSE is only interested
in identifying the Pareto front of non-dominated mappings, the results for the real
dominance depth of 1 are quite good. For the mappings with a real dominance depth
of 1, 84 percent of the mappings have a correctly predicted dominance depth. The
fraction of non-dominated mappings is hardly visible in the density graph (which is
a good sign): 14 percent of the non-dominated mappings have a predicted domin-
ance depth of 2. For higher dominance depths, however, the diagonal becomes wider
(i.e., the error in the predicted dominance depth becomes larger) and the uncertainty
about the dominance depth grows. As discussed earlier in this chapter, a behavior
like this is the motivation for using the boolean ranking where the dominance depth
of two and higher all have the same rank.

Comparing the different methods

After illustrating the need of boolean ranking (it exactly corresponds to the aim
of the scenario-based DSE: identify the Pareto front) and the hybrid subset selec-
tion method (the GA reduces the warm-up period of the subset selection procedure,
whereas the FS closely explores the local neighborhood of a subset), the next step
is to quantify the difference between the three different subset selection methods.
As in the previous experiments, the subset selector is run in isolation without the
use of the design explorer. Therefore, instead of dynamically updating the trainer,
a fixed trainer was used. The trainers, which are shown in Figure 5.13c have 518
and 498 training mappings and they differ in their average crowding distance [12]
between the training mappings. On average, the training mappings in the second
trainer are 22.6 percent closer to each other than the training mappings of the first
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Figure 5.13: A comparison of the three approaches for the subset selector: a genetic
algorithm, a feature selection algorithm and a hybrid approach of both.

trainer. Consequently, for the second trainer it is harder to predict the ranking of
the different training mappings.

For each subset selection methods, 180 different runs are performed where the
size of the subset is varied between 20 and 200 (i.e., 0.4% to 4.3% of the total set of
scenarios). The subset of 20 scenarios is the smallest subset size for which an optimal
subset is found that correctly predicts the ranking for the trainer. For the subset of
200 scenarios, on the other hand, the subset is not yet too large to prevent a quick
identification of the optimal subset.

The aim of the experiment is to search for an optimal subset and find it within 15
minutes. In case an optimal subset is found, the search has succeeded. Figure 5.13
shows the results of this experiment. First, Figure 5.13a shows the average success
rate for each subset selection method. Recall that success means that a scenario
subset is found that is able to perfectly predict the Pareto front. This scenario
subset does not need to be unique; there may be more scenario subsets that are
capable of performing a perfect prediction. In Figure 5.13b the average evaluation
time is shown for each of the cases that the subset selector method found an optimal
scenario subset. The results clearly show that it is harder to find an optimal scenario
subset for the second trainer: the success rate for all the selection methods is lower
and the average evaluation time in case of success is higher.

When comparing the GA and the FS approaches, the FS approach is clearly better
with respect to success rate. For the evaluation time it depends on the trainer: in
case of the first (and simpler) trainer, the FS approach is able to find a solution more
quickly. In this case, relatively few modifications are required to a random initial
subset to converge it into an optimal subset. The optimal subset for the second
trainer is harder to find and, therefore, requires more modifications to transform an
initial subset into a representative subset. As the GA is able to quickly prune the
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design space of potential scenario subsets, the GA can potentially find the optimal
scenario subsets much earlier than the FS approach. However, the success rate of
the GA is still more than four times as low as the FS method (6.6% versus 29%).

In order to combine the strengths of both the GA and FS, the hybrid approach
is introduced. For the first trainer, the gain of the hybrid approach seems to be
small. It has a slightly lower success rate than FS (77% versus 83%) and it also
requires some additional time to find the optimal solutions. This result is not really
surprising, the optimal subset of the first trainer is easier to find and, therefore, the
pool of scenario subsets that is maintained in the hybrid approach only results in
additional overhead. Instead of focusing on fully optimizing a single scenario subset,
effort is spent to keep multiple subsets simultaneously. This effort, however, is well
spent when it becomes harder to find the optimal subset of scenarios. For the second
trainer, the hybrid approach has a success rate of 43 percent, where the FS approach
only has a success rate of 29 percent. Due to the quick pruning by the GA part of the
hybrid approach, the average evaluation time of the hybrid approach is the fastest
in case of the second trainer.

It is not implied that in the remaining 57 percent of the cases the subset cannot
be found: after some additional time the GA within the hybrid approach will likely
steer the search to the correct direction. Whenever a near-optimal scenario subset
is found, the hybrid approach can (in contrast to the GA approach) use its FS to
fully search the neighborhood of the near-optimal scenario subset. One could argue
that a FS method can, just as the hybrid approach, can be extended to circumvent
local optima. As an example, the FS algorithm can be restarted with different initial
subsets. However, if we would apply this technique, the resulting FS approach would
be slower than the hybrid method. Even if we would start the FS approach only
twice, it would be clearly slower than the hybrid approach.

A final advantage of the GA and the hybrid methods are that they do not have
a single good subset of scenarios. At all times, they will have a population full of
good scenario subsets. This is useful when the trainer is updated since it is more
likely that there is already a scenario subset in the population that is representative
for that specific trainer. The FS approach has only one subset and this leads to a
slower adaption to a changing trainer.

5.4.2 The Effect of the Subset Size on the DSE

Up to now, we have only looked at the subset selector in isolation. As the subset
selector is only meant to support the fitness prediction of the design explorer, the
next step is to investigate the effect of the subset selection techniques on the ability
of the design explorer to identify good MPSoC mappings. Since the term ”good
mappings” sounds rather vague, we have chosen to search mappings that, given a
maximal cost, have an execution time that is as low as possible. This is also easier
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Table 5.1: Experimental settings

Population size 20

Offspring size 40

Pcrossover 0.7

Pmutate 0.02

Population size 100

Offspring size 200

Pcrossover 0.9

Pmutate 0.01

(a) Subset GA (b) Design Explorer

to visualize. For experiment A the objective is:

minimize
m

time(m)

subject to cost(m) ≤ 100

Experiment A has a maximal cost of 100. In the example Pareto front given
earlier (Figure 5.10), there can be seen that for this cost limitation the number of
allocated CPUs is at most two. For communication, only the crossbar or the memory
can be used (not both). The FIFO is not available in experiment A. Experiment B
allows for more resources that are used to execute the multi-application workload as
fast as possible. With a maximal cost of 250 almost all components can be allocated:

minimize
m

time(m)

subject to cost(m) ≤ 250

For this experiment, we performed a DSE of eight hours with the hybrid subset
selector approach. From the eight available cores on the dedicated machine, two
cores were assigned to the subset selector and six cores were assigned to the design
explorer. The GA parameters are given in Table 5.1 and the experiments are done
for four subset sizes: 0.1, 1, 4 and 16 percent of the total number of application
scenarios. Each of the runs is repeated nine times to take the stochastic nature of
the GA into account. At six points in wall-clock time the current estimated Pareto
front is logged, which is exhaustively evaluated after the DSE to obtain the real
fitness values of the non-dominated MPSoC mappings.

Figure 5.14 shows the real execution (cycle) time of the fastest mappings that
are found by the DSE for each of the time steps. The subset sizes are shown with
separate bars from small to large. In general, there are two trends when the number
of scenarios in the subset is increased:

• Accuracy: A larger subset has will most likely lead to a more accurate fitness
prediction in the design explorer. As a result of this increased accuracy, better
decisions are made with respect to the discrimination between good and bad
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Figure 5.14: The effect of the subset size on the perceived result of the DSE.

MPSoC mappings. Therefore, the GA in the design explorer will require fewer
generations to identify the mappings with a low execution time.

• Overhead: A larger subset may result in fewer generations to identify good
MPSoC mappings, but the wall clock time of a single generation will also
increase. The higher the number of scenarios in the subset, the longer it takes
to evaluate a single mapping. This leads to a less effective evolutionary process
as fewer generations are performed within the same time frame.

For a short period (i.e., five minutes), the overhead effect is the most significant
in case of the 1%, 4% and the 16% scenario subsets. A larger scenario subset clearly
leads to an increase of the minimal execution time in the experiment of Figure 5.14a
and the experiment of Figure 5.14b. The only exception is the 0.1% scenario subset
which is too inaccurate to correctly predict the fitness of a mapping. Hence, its best
solution after five minutes is already worse than the one from the 1% subset. For
the 16% scenario subset the overhead effect is still too large and as a result it still
provide worse DSE results than the 0.1% subset.

The (in)accuracy effect of the 0.1% subset can be observed both by the low quality
of the final outcome and the high diversity over the different experiments. After eight
hours, the final result is 6.4 percent (Figure 5.14a) to 12.9 percent (Figure 5.14b)
slower than the most optimal mappings found by the larger scenario subsets. Next,
the standard deviation (as shown by the error lines on top of the bar) of the 0.1%
scenario subset is also relatively large. On top of that, the standard deviations remain
the same over time, whereas the large subsets have a decreasing standard deviation
over time. This clearly shows that the larger subsets become more accurate over
time, in contrast to the small and imprecise 0.1% scenario subset.
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Figure 5.15 makes the overhead effect more clear. The 1% subset size is capable
of doing 1585 generations in eight hours, whereas the 16% subset can only do 316
generations. Obviously, the number of generations indeed decreases with a larger
scenario subset. Less obvious is the non-linear relation. This is because a lower
evaluation time per generation leads to a larger sequential portion within the design
explorer. Amdahl’s law teaches us that this leads to a less efficient usage of the
multi-core machine, as the selection and the variation of the GA always needs to be
done sequentially.

After a longer period of time, the overhead effect is not relevant anymore. At
the end of the 8 hours the 1%, 4% and 16% subset sizes have a similar minimal
execution time as a final searching result. This is also the case for the standard
deviation between the different repetitive experiments. As long as the subset is large
enough to be accurate, the overhead only determines the convergence time of the
DSE. Figure 5.14c shows the convergence (i.e., how long does it take until the DSE
is within 1% of the final result) of experiment A is given. The convergence time of the
1%, 4% and 16% scenario subset sizes increases monotonically. Only, the inaccurate
0.1% subset is an exception to this rule as its convergence time is larger than the
1% scenario subset. Additionally, the slower convergence of the 16% scenario subset
can also be seen by the steady decrease of the minimal execution time of the found
solutions over the different time steps in Figure 5.14a.

To conclude, we can speak of an accuracy threshold. Once the accuracy of a
subset is above a certain threshold, the final GA results of the design explorer are
not significantly affected by the subset size. Above the accuracy threshold, a larger
scenario subset size will only negatively affect the convergence time.

5.4.3 Subset Quality during DSE

In the experiment of Section 5.4.1 we have shown the quality of a scenario subset of a
fixed trainer. This experiment leads to the conclusion that the hybrid subset selector
was better in identifying optimal subsets than the other approaches (especially when
the trainer becomes more crowded), but it does not tell us what happens with the
subset quality when the trainer dynamically changes during the DSE. This is what
we try to show with the experiment in this section, where we monitor the subset
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Figure 5.16: The subset quality during the DSE with respect to the misclassification
rate to the current training sets. Both the average measurements (the points) and
the smoothed trend (the line) is shown.

quality over time during a scenario-based DSE. For this purpose, we have taken
the same experimental settings as in the previous subsection (see Table 5.1) and we
logged the quality of the most representative scenario subset just before each update
of the trainer.

The results are shown in Figure 5.16. Just as before, an eight-hour DSE is
performed where each experiment is repeated nine times. Based on the conclusions
of the previous experiment, we have chosen for the scenario subset sizes of 0.5%, 1%,
4% and 8%. The points show the average misclassification rate, whereas the line is
an approximation of the data points with a Bézier curve.

In this experiment there are two opposing forces. At first, the subset selector
dynamically improves the scenario subset over time. As a consequence, the quality
will gradually become better. At the same time, however, the trainer is changed
dynamically by adding mappings originating from the design explorer. After such
a change it is harder to still classify the mappings in the trainer correctly and the
subset scenario quality decreases.

Not surprisingly, a larger scenario subset size results to a lower misclassification
rate. Initially, the misclassification may be zero, but at this point the trainer is still
empty. In the first hour, the trainer is slowly filled and transforms from an easily
predicted set of training mappings into a set of training mappings after which the
Pareto ranks are hard to predict. As a result, the misclassification rate of the smaller
subsets of 0.5% and 1% quickly increase to approximately 3.5 and 2.5 percent. After
a four-hour search, the trainer starts to stabilize. Hence, the misclassification rate
of the scenario subsets becomes more stable. The larger the scenario subsets are,
the less sensitive they are to a changing trainer. For the 8% scenario subset, the
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Figure 5.17: The average quality of the final DSE result for the different subset
selection techniques.

misclassification rate remains around 0.5 percent irrespective of the warming up of
the training set of mappings. This is mainly due to a better accuracy of larger
scenario subsets.

Hence, the trainer requires a short warm up period before the dynamic quality of
the subset stabilizes. Initially, the average crowding in the trainer is very low and,
without any exception, all of the scenario subsets provide a perfect prediction of the
Pareto ranks of the trainer. Over time, the design explorer starts to converge and the
trainer becomes more crowded (i.e., the mappings become more similar). As a result,
it becomes harder to correctly predict the Pareto ranks. This improved training set
may hurt the perceived misclassification rate of the scenario subset in the subset
selector, but it is beneficial for the design explorer that continuously encounters
unknown mappings. Therefore, the decrease in perceived misclassification rate does
not imply that the scenario subset is worse. It is more a sign of a more challenging
trainer. This is also seen by the stabilizing misclassification rate after a certain
period. At this point in time, the scenario subset is good enough to also predict the
fitness of the new mappings that are added to the trainer.

5.4.4 Selection Methods and DSE Efficiency

Our final experiment will focus on the different subset selection techniques and their
effect on the efficiency of the DSE. For this purpose, we compare the generational
distance (see Section 2.3.2) of the final Pareto front to the optimal front. As the
optimal front is not known, it is estimated by combining the Pareto fronts of all the
experiments that we have performed. Figure 5.17 shows the normalized generational
distance after 100 minutes of exploration time. For this purpose, all the objectives
time, energy and cost are normalized to a range from 0 to 1. The experiment is
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averaged over nine runs and done for three different subset sizes: 1%, 4% and 8%.

Recall from Section 5.4.2 that an increasing subset size results in two effects:
1) a higher accuracy and 2) a lower convergence rate. The lower convergence rate
manifests itself for the GA and FS with a higher generational distance to the optimal
Pareto front (i.e., the Pareto front is worse) after 100 minutes when varying the size
of the scenario subset. The hybrid approach, however, performs best with a subset
size of 4%. This subset is more accurate than the 1% subset. The slower convergence
becomes only visible at the 8% subset.

When comparing all the subset selection methods, the hybrid approach provides
the best results. The only exception is the 1% scenario subset where the design space
of potential scenario subsets is still small enough for the GA based selector to quickly
identify a good representative subset. When the design space of potential subsets
becomes larger (i.e., the scenario subset is larger), the hybrid method can exploit the
benefits of both the GA and the FS based selection methods. Still, a larger subset
size does not necessarily result in a larger gain of the hybrid approach (with respect
to the normalized distances of the other approaches). A larger subset size is also
potentially more accurate than a smaller one. Therefore, a larger subset can also
ease the search to a scenario subset. This can be observed when comparing the gain
of the hybrid approach at a 4% subset size and a 8% subset size.

5.5 Conclusion

Scenario-based DSE efficiently explores the mapping of dynamic multi-application
workloads onto an MPSoC. Crucial for the efficiency is the subset selector that
dynamically selects the fitness predictor for the design explorer. This fitness predictor
is a subset of application scenarios that is used by the design explorer to quickly
identify the non-dominated set of MPSoC mappings. In this chapter, we have given
a detailed description of how the representativeness of a scenario subset can be
calculated and which techniques can be used to select the fitness predictor (i.e.,
the subset of scenarios).

The three different fitness prediction techniques that were presented are: 1) a
genetic algorithm, 2) a feature selection algorithm and 3) a hybrid method combin-
ing the two aforementioned approaches. A genetic algorithm is capable of quickly
exploring the space of potential scenario subsets, but due to its stochastic nature it
is susceptible for missing the optimal scenario subsets. This is not the case with the
feature selection algorithm as it more systematically explores the local neighborhood
of a scenario subset. Unfortunately, this approach is relatively slow and can suffer
from local optima. The solution is to combine these approaches in the hybrid ap-
proach, leading to a fitness prediction technique that can quickly prune the design
space, can thoroughly search the local neighborhood of scenario subsets and is less
susceptible to local optima. Experiments showed that the hybrid approach provides
similar or better results than the other fitness prediction techniques.



116 CHAPTER 5. FITNESS PREDICTION TECHNIQUES

Additionally, this chapter investigated the effect of the scenario subset size during
the DSE. Generally, there is an accuracy / overhead trade-off. Potentially, a larger
the subset results in a more accurate fitness prediction. A more accurate fitness
prediction may reduce the number of required generations for the DSE. However,
the time a generation takes is affected by the overhead effect. This effect states that
the larger a subset, the longer a single mapping evaluation takes, and the longer it
takes to perform a single generation. There is a limited interaction between the two
effects. If the accuracy is below a certain threshold, the DSE will not be able to find
a representative subset of scenarios. As a result, the scenario-based DSE will provide
poor results. Above the accuracy threshold, the overhead effect will only negatively
impact the time before the DSE is converged. Still, as long as the subset size is above
the accuracy threshold, the scenario-based DSE will result in a non-dominated set
of MPSoC mappings for a dynamic multi-application workload.


