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ABSTRACT
One of the most innovative aspects of blockchain technology con-
sists in the introduction of an incentive layer to regulate the behav-
ior of distributed protocols. The designer of a blockchain system
faces therefore issues that are akin to those relevant for the design
of economic mechanisms, and faces them in a computational setting.
From this perspective the present paper argues for the importance
of computational social choice in blockchain research. It identifies
a few challenges at the interface of the two fields that illustrate the
strong potential for cross-fertilization between them.
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1 INTRODUCTION
A blockchain is a decentralized state machine, in its simplest form,
a decentralized ledger for financial transactions. The machine is
controlled by several distinct processes, called nodes or agents,
and computes by packaging state transitions (e.g., the order of
transfering x tokens from Alice’s account to Bob’s) in batches,
which are called blocks. Each block determines the next global state
of the machine (e.g., the next state of the ledger, where Alice’s
account has x tokens less and Bob’s x more). Each new block is
appended to the list of older blocks, thereby determining a growing
append-only list of global states of the machine—its computation
history. Crucially, each block points in a temper-proof way (via a
cryptographic hash) to the previous block to which it was appended,
thereby enforcing an immutable description of the history of the
machine. The core of a blockchain is the protocol that the nodes
follow in order to agree on which transitions to incorporate into
the list, i.e., to achieve consensus on the state of the machine.

Paper motivation. Blockchain was born as the backbone of the
Bitcoin cryptocurrency. The consensus protocol behind Bitcoin,
known as Nakamoto consensus [33, 52], showed that such a decen-
tralized consensus on an append-only list is possible even in large,
open peer-to-peer networks. This was a significant breakthrough
with respect to existing approaches to consensus, which worked
specifically on systems of limited size with controlled access. This
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breakthrough relied on one key insight: nodes in an open system
cannot be controlled, so their influence on consensus should be
kept at bay by linking it to the ownership of a non-monopolizable
resource—in the case of Bitcoin, computing power. In other words,
nodes in an open network cannot be controlled nor trusted, but
can be incentivized. Nodes that contribute to achieving consensus
are rewarded with (they ‘mine’) tokens, that is, units of currency.
This is the key intuition behind the application to consensus of the
Proof-of-Work (PoW) technique (originally developed to thwart
email spamming [27]), which has proven extremely robust, main-
taining the Bitcoin blockchain for over a decade (cf. for recent
overviews [53, 70]). So, blockchain consensus is the result of a
rational response to incentives.

Traditionally, research in blockchain has focused mostly on the
cryptographic foundations and the distributed computing aspects
(e.g., protocol correctness) of the technology. At the same time, a
game-theoretic perspective on blockchain protocols has also been
gaining attention: is behavior in accordance with the protocol eco-
nomically rational, in some precise equilibrium-theoretic sense?
In other words, are protocols strategy-proof? This game-theoretic
perspective has historically been marginal in distributed comput-
ing [1], but has proven significant in blockchain. By now, it has
been extensively applied—including by researchers in the AAMAS
community—to Nakamoto consensus (e.g., [4, 28, 56, 61]), as well
as to other protocols (e.g., [2, 5, 17, 45]). See [44] for an extensive
recent overview. However, the economic issues that the designer of
a blockchain system faces go well beyond incentive-compatibility
alone, and reflect broad issues in the design of collective decision-
making mechanisms, such as forms of equity and fairness. This
interface with the economic theory of group decision-making, and
specifically social choice theory, is the focus of the present paper.

Paper contribution. The contribution of this paper consists in
arguing how social choice theory, and its algorithmically-focused
branch—computational social choice—have an important role to
play in providing stronger foundations for the principled develop-
ment of blockchain technology. This paper sketches a number of
research challenges at the interface of computational social choice
and blockchain. I claim there exists now a perfect match between
the state-of-the-art in blockchain research on the one hand, and
the state-of-the-art in on computational social choice on the other.
Blockchain offers a wealth of novel questions that can push the
boundaries of the existing body of results of computational so-
cial choice, and in doing so contribute concrete solutions to the
challenges blockchain research itself currently faces.

To substantiate this claim, this paper reviews how key mech-
anisms that have a long tradition within (computational) social
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choice find deployment in blockchain systems: randomized mech-
anisms, voting mechanisms, and trust mechanisms. In reviewing
these mechanisms this paper identifies challenges that their de-
ployment in blockchain gives rise to, phrasing them in terms of
properties that, again, have occupied social choice theorists in the
past: fairness of lotteries, manipulation of voting, and false-name
proofness of trust mechanisms. Such an overview has no claim to
be exhaustive and rather aims at illustrating, by means of examples,
the potential for cross-fertilization between the two research areas.
Given the nature of this paper I will try to limit technical jargon
to a minimum, use informal language as much as possible and
just convey the gist of my arguments without resorting to explicit
mathematical details.

2 RANDOMIZATION
2.1 Lotteries in Blockchain and Social Choice
Randomization has a long tradition in distributed computing as
a way to bypass impossibility results such as the so-called FLP
impossibility theorem [31].1 Blockchain has further stressed the
importance of randomization. Lotteries are at the heart of the main
approaches to blockchain consensus such as proof-of-work (PoW,
currently used in both Bitcoin and Ethereum [12]) and proof-of-
stake (PoS, currently used for instance in the Ouroboros protocols
[23, 24] and Algorand [38]). At a high level, and leaving network
latency issues aside, these protocols work as follows: nodes partic-
ipate in a distributed lottery; the winner appends a new block to
the chain (or, depending on the specific protocol, becomes part of a
committee which will then vote on the block to be appended) and
receives a compensation in the native currency—what is referred to
as mining. Importantly, the chances of winning this lottery depend
on a resource that is assumed not to be monopolizable—such as
computational power (in PoW) or currency ownership (in PoS). This
makes participation to the lottery (directly or indirectly) costly and
prevents the manipulation of the lottery through identity forging
(the so-called Sybil attack [26]). Based on this blueprint, several
so-called ‘proof-of-X’ (PoX) [7] schemes have been proposed (e.g.,
proof-of-storage [51]).

Like in distributed computing, also in social choice theory ran-
domization is an established route to circumvent fundamental im-
possibility theorems of the deterministic social choice framework,
such as the Gibbard-Satterthwaite theorem [36, 57].2 In a famous
later theorem Gibbard himself [37] showed how randomization can
provide a possibility result that is out of reach in the deterministic
setting: the random draw of one agent (the ‘dictator’, or ‘leader’)
from the set of agents is the only decision mechanism that is ‘lot-
tery’ strategy-proof (in the specific sense of stochastic dominance3)

1The Fisher, Lynch, Paterson (FLP) impossibility result states that in an asynchronous
system no deterministic consensus protocol exists which can tolerate even just one
faulty node, where a faulty node is a node which stops interacting with the protocol.
2The theorem states that no social choice function exists which is simultaneously
non-manipulable and non-dictatorial.
3I provide a sketch of the definition here: N is the set of agents; A is the set of
alternatives; P = ⟨P1, . . . , P |N | ⟩ ∈ P is a profile of preferences overA. A randomized
decision rule is a function r : P → ∆(A), that is, a function assigning a lottery over
A to each profile of preferences. A lottery p stochastically dominates a lottery q for i
iff

∑
x∈A:xPi y p(x ) ≥

∑
x∈A:xPi y q(y), for any y ∈ A. A randomized decision rule

is strategy-proof, w.r.t. stochastic dominance, if for all i ∈ N it never selects a lottery
which is stochastically dominated by another lottery for i .

and ‘lottery’ efficient (in the sense of never assigning positive proba-
bility to alternatives that are Pareto dominated). From a blockchain
perspective the theorem can be thought to offer a justification for
the use of randomization in PoW and PoS consensus: using a lottery
to select the next block in the chain is economically efficient and
elicits the true preferences of nodes about what block should be
included in the chain. A string of works have further extended
Gibbard’s result (e.g., [6, 37, 55]) and randomization is recognized
as an important toolbox in the design of economic mechanisms,
from allocation to voting [11]. This body of theory offers a sophis-
ticated framework to understand important economic properties
of the sort of lotteries deployed in blockchain protocols. One such
property is fairness.

2.2 Challenge: Long-Term Fairness
By linking winning chances to resource ownership and linking
lottery outcomes to currency allocation, blockchain protocols make
participation resistant to Sybil attacks (participation is costly) and at
the same time monetarily rewarding (’no-show’ is disincentivized).
This scheme, however, has been shown to induce centralizing effects
on several blockchain systems (see, e.g., [30, 46]). Participants with
more resources, all other things being equal, have higher chances
of being selected by the lottery and thus accrue more resources in
the long term. The resulting allocation of resources invested in the
system becomes therefore increasingly unequal over time, and this
inequality in resource ownership de facto biases the lotteries upon
which consensus is based. In blockchain, such bias translates in
a centralization effect, which makes the blockchain more vulner-
able to failures or attacks. So, randomized blockchain consensus
protocols need to implement, in the long term, allocations of win-
ning chances which are fair towards participating nodes in two
somewhat opposing senses: fair in the sense of being lotteries that
are not too biased towards few participants, in order to preserve
decentralization; and at the same time fair in the sense of being
responsive, even proportional, to the resources invested so that par-
ticipation is suitably incentivized. The analysis of such a trade-off
is an inherently social choice-theoretic question: can randomized
mechanisms for blockchain be designed which achieve participation
incentivization and equitability at the same time, in the long-term?
Extensions of existing work in computational social choice may
provide the right stepping stone to approach this question, along
the following lines.

Perpetual lotteries. First, while randomized mechanisms in so-
cial choice are normally studied in one-shot interaction, fairness
properties in blockchain should be conceptualized in the context
of indefinitely repeating interaction: a lottery may satisfy forms of
fairness in one-shot interaction (e.g., assigning winning chances
proportionally to invested effort, like in PoW and PoS lotteries) but
may fail fairness criteria in the long run (see [30]). This suggests the
study of randomized mechanisms within the recently developed
perpetual voting setting of [47] (see also [32]). A key feature of the
perpetual voting framework that appears particularly relevant for
applications in blockchain is, in particular, the history-dependence
of decisions. In blockchain this dependence manifests itself via the
positive feedback between current and future winning chances.
Functions capturing this positive feedback could be approached
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axiomatically as well as via computer simulations (see [69] for re-
cent work in this direction) in order to provide a framework to
understand long-term fairness properties of blockchain protocols
viewed as perpetual randomized mechanisms.

Contest-based lotteries. Second, work on randomized mecha-
nisms in social choice normally assumes uniform probabilities or
is agnostic about the specific probability mass functions defining
the lotteries. Furthermore, when lotteries are iterated, as in random
serial dictatorships [11], probability functions do not vary over
time. As noticed above, this is not the case in blockchain: an agent’s
chance towin equals its share of a total non-monopolizable resource.
But there is another crucial element of lotteries in blockchain. The
winning probabilities for i can be defined as Pi =

f (ei )∑
j∈N f (ej )

, where
ei is i’s invested effort to acquire a non-monopolizable resource
(e.g., currency, computing power), and f is a function (here as-
sumed unique for all agents for simplicity) mapping each agent’s
effort to its acquired amount of resource (see [25]). An agent’s i
expected utility in this type of interaction is, therefore, Piri − ei .
That is, i’s probability of winning times its reward (e.g., block re-
ward plus transaction fees in Nakamoto consensus) minus the effort
invested. In economics jargon this type of interaction is called a
contest [21, 22, 65]. Linking contest theory to the make-up of the
lotteries in randomized mechanisms would capture a crucial aspect
of perpetual randomization in blockchain, and offer a parsimonious
framework in which to study long-term fairness properties.

3 VOTING
3.1 Voting in Blockchain and Social Choice
Voting mechanisms have been at the heart of distributed comput-
ing since its early days (e.g., [34]). Still, almost no crossover has
happened between the social choice literature on the analysis of
voting mechanisms and the distributed computing literature (a re-
cent exception is [50]). This is perhaps not surprising, as the role
that voting plays in the two traditions is fundamentally different. In
distributed computing, voting is a consensus mechanism producing
agreement in contexts where what matters is agreement itself, and
not so much the option upon which agreement settles. That is, the
agents involved in consensus are assumed not to be invested in
any specific option, but to just aim at reaching consensus. In social
choice instead, voting is eminently a mechanism for preference
aggregation. Given that blockchains are open systems and that,
therefore, agents’ interests cannot be assumed to align, the social
choice theoretic perspective on voting becomes naturally relevant.

There are several applications of voting in blockchain, but fork
resolution is arguably the main one.4 I will illustrate this application
of voting with respect to a specific protocol proposed for Ethereum
called Casper [13], although voting mechanisms for fork resolution
are used in many systems (e.g., the Spectre protocol [60]). In a
nutshell, the aim of Casper is to use voting among a randomly
selected committee of agents (called validators) to resolve forks
in the blockchain and guarantee consensus on a canonical chain
(the so-called finality property). Whenever a fork occurs, agents

4Forks are branches of the blockchain. When these are due to network latency issues or,
possibly, attacks—rather than deliberate choices of developers (so-called hard forks)—
the protocol is supposed to resolve them.

vote on blocks occurring on different branches in the fork (this
can be thought of as voting on the nodes of the tree of possible
chains). Each agent’s vote is weighted by the agent’s stakes, that is,
the agent’s deposit in currency (so, a high deposit means greater
voting power), and a block is considered to belong to the canonical
chain whenever a weighted supermajority of 2

3 votes for that block.
This voting procedure guarantees that the winning blocks identify
a legitimate chain (i.e., without forks), provided that the agents
submitting individually consistent votes (that is, not voting for
blocks on different chains) own at least 2

3 of the total deposits.

3.2 Challenge: Manipulating Byzantine Voting
Voting procedures are vulnerable to manipulations of different
kinds: strategic voting [62], lobbying [18], bribery and control [29],
vote negotiation [41]. Given the incentives layer of blockchain pro-
tocols, all such forms of vote manipulation are potentially relevant
in view of the deployment of voting mechanisms. For example, re-
turning to Casper, although the protocol can be shown to be robust
against a share of Byzantine voters worth 1

3 of the total deposit
in stakes, to what extent is the protocol robust against strategic
forms of vote manipulation of the types mentioned above? More
generally: to what extent should voting mechanisms in blockchain
consensus be robust against forms of vote manipulation?

Given that voting in blockchain systems is conducted by com-
putational processes, the computational complexity approach to
robustness against manipulations appears especially natural: robust-
ness to manipulations pursued through computational intractability
[8, 29]. In this perspective, one might argue more specifically that
voting mechanisms for blockchain should satisfy two properties:
have a tractable winner determination problem; have intractable
manipulation problems with respect to forms of manipulation that,
given the application, may be considered relevant. Results from
the above mentioned literature offer an obvious starting point, but
should be extended in order to incorporate the possibility—which
is fundamental in the distributed computing perspective—of Byzan-
tine agents, in a way akin to what has been pursued in applications
of game theory to distributed computing (see, for instance, the so-
called Byzantine-Altruistic-Rational fault-tolerance models [19]).
In particular, the decision problems themselves concerning the ex-
istence of manipulation strategies would need to be adjusted to
this setting, by allowing for the possibility of shares of the agents
population to be Byzantine.

4 TRUST
4.1 Trust in Blockchain and Social Choice
Among the key limitations of PoW are its high energy demand,5
high latency and low transactions throughput [9]. An influential
approach trying to address these limitations has been proposed by
blockchain systems like Stellar [49] and Ripple [58]6 or TrustChain
[54]. The approach of these systems to safeguard consensus against
Sybil attacks is not based on lotteries but on the idea of leveraging
5The estimated annual energy consumption of the Bitcoin network is 194.95 TWh,
roughly comparable to the annual energy consumption of a country like Thailand.
Source: digiconomist.net (last accessed on 19.11.21).
6They represent, respectively, the 7th and 24th cryptocurrency in terms of market cap-
italization (in the order of hundreds of millions of dollars). Source: coinmarketcap.com
(last accessed on 19.11.21).
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existing ‘real-world’ trust relations in order to select the agents that
may participate in consensus. In other words, the system remains
open, but new participants are admitted only if trusted by existing
ones. According to the proponents of these systems, this should
make it possible then to use well-established consensus approaches
proper of permissioned (i.e., closed) systems, like Byzantine fault-
tolerant consensus (BFT, [16, 48]). Nodes participate in consensus,
but only in as much as they are trusted by others. This controls
participation to the consensus process by restricting access. It does
so, however, in a way that is in principle open and decentralized.

Abstractly, the above systems work on the basis of an underlying
trust network that links nodes according to who trusts whom. At
any given time, each honest node broadcasts a truthful opinion
about the state of the next block (e.g., whether a given block should
be included or not) to the nodes that listen to it. But the system
may contain Byzantine nodes, and such nodes may reveal different
opinions to different honest nodes. A consensus protocol running
on such a trust network can be viewed as a discrete time dynamical
system generating a stream of opinion vectors of nodes. The final
vector should be such that all honest nodes hold the same opinion,
that is, the system does not fork—the so-called ‘safety’ property.

At least three strands of research in computational social choice
appear relevant for the above class of systems. The first one is
the axiomatic and computational analysis of trust and reputation
mechanisms (e.g., [35, 59, 63]). The second one is the analysis of
influence and power in structured groups and social networks (e.g.,
[40, 42, 43]). The third one is the analysis Sybil-proofness, or false-
name proofness (e.g., [20, 64, 67]). In what follows I will outline
how especially the latter two strands of research can offer insights
into the fundamental tradeoffs between decentralization, safety and
sybil-proofness that the above systems need to handle.

4.2 Challenge: Decentralized Sybil-proof Trust
Understanding how to deploy BFT consensus in a permissionless
setting is explicitly recognized as an open problem in distributed
computing [14, 66]. Yet, little academic research exists on the trust-
based approach to consensus used by systems like Ripple and Stellar.
Computational social choice could provide a fruitful framework
from which to study this approach: Can trust systems for blockchain
consensus be designed that maintain safety (i.e., absence of forks) are
decentralized and, at the same time, Sybil-proof?

Decentralization & safety. Trust involves a form of influence: a
node’s voting decision on whether to validate a block depends on
the decisions of the nodes it trusts and ‘listens to’. At the same
time, safety demands that no two honest nodes express dissenting
(finalized) votes and this in turn imposes structural properties on
the trust structure: if we do not want forks to occur, then trust
structures should satisfy specific properties (see [10, 49]). But how
decentralized a system really is when such properties hold is un-
clear, because some nodes may end up accruing disproportionate
influence in the network. De facto centralization is a well-known
phenomenon in PoW and PoS blockchains (see the above discussion
about randomized mechanisms) but a comparable understanding
for consensus protocols based on trust mechanisms is still lacking.
In particular it is unclear how to even quantify influence on the

consensus process in such systems, although some proposals have
been put forth using the theory of power indices [10].

Sybil-proofness of trust mechanisms. If consensus is based on
trust systems like the ones sketched above, what kind of Sybil-
proofness guarantees can be achieved? Intuitively, trust relations
should make the system harder to access for Sybils as they would
be able to exercise influence on consensus only if trusted by honest
nodes. But can this argument be made exact?

PoW and PoS protocols implement a form of costly identity. They
make participation to consensus costly by making it dependent on
the investment in a resource (e.g., computing power). In a way nodes
purchase identities on a continuum and proportionally to their
ownership of a non-monopolizable resource. Costly identities have
been investigated also in social choice andmechanism design as one
possible approach to achieve the so-called false-name-proofness of a
mechanism. A mechanism is said to be false-name-proof if no agent
participating in it would benefit by using more than one identifier
to interact with the mechanism. A number of routes to enforce
false-name-proofness have been investigated in this literature and
costly identities have been studied also in the context of voting
[68].7 In this context, while creating Sybils may be costless, creating
trustworthy ones can be made costly. The issue then translates
into understanding the tradeoffs that manipulators face between
identifiers’ costs and their payoffs measured in terms of expected
influence on the consensus process.

5 CONCLUSIONS
This paper has highlighted how the applications to blockchain of
mechanisms such as lotteries, voting or trust systems give rise
to challenges that have a natural social choice dimension. These
challenges all revolve around understanding fundamental tradeoffs,
often in the long run, among properties that are crucial to the
correct behavior of blockchain consensus protocols and are linked
to the incentive dimensions of such protocols. In pursuing such
problems from a computational social choice perspective, onewould
need to adapt standard concepts, definitions and techniques to the
blockchain setting. This adaptation opens up promising lines of
research and this paper has tried to illustrate some such lines, which
appear promising to the author.

What covered, however, should not be considered exhaustive. In
particular, this paper has focused on the problem of consensus, but
looking more broadly at the blockchain field one finds many more
points of contact with social choice, some of which have already
been identified in the literature. For example, voting theory and
coalitional games have been applied to the problem of the algorith-
mic governance of hard forks in blockchain [3], and epistemic social
choice has been applied to the so-called oracle problem [15, 39], that
is, how to reliably link blockchain records to real-world events. For
all these reasons I believe there exists now a deep cross-fertilization
potential between the two areas of research, and one that would
greatly benefit both.
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