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CHAPTER 9

General discussion
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This general discussion is structured in three parts. We start with a summary. In the
second part, we discuss the methodological chapters. In the third part, we discuss the experi-
mental chapters.

9.0 Summary of results

In Chapter 2, we addressed the problem of constructing a measure of phase-coupling between
a neuron’s spike trains and the simultaneously recorded LFP, independent of a neuron’s firing
rate, spike count, and history-effects within its spike trains. This problem was solved by con-
struction of a measure called the Pairwise Phase Consistency (PPC). The PPC computes the
average coincidence across all pairs of individual spikes, which addresses the bias problem.
The problem of history-effects was solved by only considering pairs of spikes that belong to
different trials. This technique was applied to actual experimental data in Chapters 6 and 8.

In Chapter 3, we addressed the problem of constructing a measure of phase synchroniza-
tion between EEG or MEG signals that is robust against (instantaneous) volume-conduction
and noise, and that is minimally affected by sample size bias. We proposed a measure called
Weighted Phase Lag Index (WPLI). This measure is based on the imaginary component of
the cross-spectrum, like previous phase-synchronization measures (Nolte et al., 2004; Stam
et al., 2007), which makes the WPLI insensitive to effects of volume-conduction. We pro-
vided several theoretical arguments why WPLI is less sensitive to noise, volume conduction,
and changes in the mean phase of coupling than previous measures. Our simulations con-
firmed these claims. This measure was applied to orbitofrontal cortex (OFC) data showing
phase-coupling between OFC signals in the theta-band that cannot be explained by volume
conduction of a single source. It was also successfully applied to experimental, multi-area
data (barrel, visual, perirhinal cortex and CA1 of hippocampus) in order to investigate local
rhythmicity and inter-areal rhythmicity (see Chapter 6).

In Chapter 4, we investigated the problem that Granger-causality measures - used to infer
causality from the observations of time series - can be strongly affected by noise. Our simula-
tions confirmed that Granger-causality measures can be strongly affected as such. The effect
of noise is especially detrimental when the noise is dependent (i.e., common), and less so
when the noise is independent. Two different approaches to solve this problem were investi-
gated. First, by comparing Granger-causality values on the actual data with Granger-causality
values on time-reversed signals (reversed Granger testing). Second, by computing a measure
called Phase Slope Index (PSI), which essentially measures whether one of the signals is
systematically advanced in time relative to the other signal. We showed that - contrary to
previous claims (Nolte et al., 2008) - the PSI can be strongly affected by dependent noise.
The difference in these results is explained by the fact that we evaluated the performance of
the PSI for the asymptotic sampling regime, instead of short time series. We further showed
that, in case of dependent noise, reversed Granger testing has a much smaller likelihood of
falsely detecting the directionality of causal flow between signals. In addition, we showed
that a criterion can be used on the basis of the cross-correlation function to further reduce
the likelihood of falsely detecting the directionality of causal flow, by examining whether the
cross-correlation function exhibits a peak or a trough at time zero. These findings have very
important implications for the application of Granger-causality techniques to neuroscience
data.
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In Chapter 5, we investigated the problem that direct estimators of the entropy and mutual
information function can be strongly biased by sample size. This is a major obstacle for
the application of Information Theoretical techniques (Shannon, 1948) to neuroscience data.
An estimator of the entropy was developed that is based on the polynomial expansion of
the logarithmic function, and analytical expressions were derived for this estimator. This
yields a remainder error term whose analytical function can be exactly derived. We showed
that this remainder error term can be estimated by Bayesian estimation, using a nearly flat
prior on the entropy that was developed by Nemenman et al. (2004). Systematic simulations
of the performance of many entropy estimators were performed by generating probability
distributions from this nearly flat prior. Our simulations show that our developed estimator
has minimal bias in comparison to the other available estimators. In particular, it strongly
reduced the bias of the previously developed estimator by Nemenman et al. (2004) in case
the number of states (i.e., symbols) or the entropy was relatively small. These results yield
improved estimation of information theoretical quantities for neuroscience data.

In Chapter 6, we investigated whether band-limited gamma synchronization exists in area
S1BF of the rat (primary somatosensory cortex, barrel field), confirming that strong, band-
limited gamma synchronization exists in area S1BF of the rat. The properties of this gamma
rhythm were further investigated. We showed that putative fast spiking inhibitory interneu-
rons - putatively comprising fast spiking basket, axo-axonic and somatostatin expressing cells
(Gentet et al., 2012) - are much more strongly gamma locked than putative excitatory cells.
This conforms to the proposal that inhibitory interneurons are indeed involved in the gener-
ation of the gamma rhythm (Tiesinga & Sejnowski, 2009; Whittington et al., 2011; Bartos
et al., 2007). These data are consistent with the data from Cardin et al. (2009), who showed
that optogenetic activation of putative fast spiking basket cells, but not putative pyramidal
cells generates gamma oscillations in S1BF of the anesthesized rat. We explored the precise
temporal dynamics of activation of putative, narrow spiking inhibitory interneurons and pu-
tative excitatory cells. We found no average phase delay between these two classes of cells.
Yet, we found a bimodal distribution of phases for the narrow spiking, inhibitory interneuron
group, with an early and late group that were strongly and weakly entrained by the gamma
rhythm, respectively. These results show that the temporal dynamics of the gamma cycle
may be more complicated than suggested by so called ING (Interneuron Network Gamma)
and PING (Pyramidal Interneuron Network Gamma) models. PING models lend a critical
role to synchronous activation of pyramidal cells, and predict a phase advance of pyramidal
cells over inhibitory cells. ING models lend a critical role to mutual inhibitory connections
between inhibitory cells, and do not require synchronous activation of pyramidal cells. These
latter models do not predict a phase advance of pyramidal over inhibitory cells (Whittington
et al., 2011; Tiesinga & Sejnowski, 2009; Bartos et al., 2007; Wang, 2010). Our data are con-
sistent with a mixture of PING and ING models, in which the early group of inhibitory cells
rhythmically entrains the pyramidal cells, which cause activation of a more weakly entrained
group of inhibitory cells at a delay. Finally, we explored whether gamma synchronization in
S1BF is a strictly local phenomenon, or part of a larger, gamma-rhythmic network. To this
end, we analyzed whether S1BF gamma was coherent with gamma oscillations measured in
primary visual cortex (V1M), perirhinal cortex, and the CA1 field of the hippocampus. No
evidence was found for long-range gamma coherence between these structures, suggesting
that the integration of S1BF’s tactile responses by these other areas does not rely on long-
range gamma coherence.
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In Chapter 7, we investigated the properties of the gamma rhythm in orbitofrontal cortex
(OFC) of the awake rat, showing strong, band-limited gamma-oscillations in OFC during the
odour sampling phase. LFP gamma oscillations were associated with learning, as their power
increased over the course of trials. This trial-number-dependent increase in OFC gamma
power was strongly predictive of behavioral learning. Our results showed that OFC gamma
oscillations were predominantly expressed in cells with specific behavioral correlates, namely
in cells that became highly active only after the odour sampling phase (‘movement’ cells),
suggesting that OFC gamma oscillations contribute to the formation of assemblies with spe-
cific behavioral correlates. Interestingly, we found that gamma locking in movement cells
was negatively correlated with their firing rate, suggesting that observed gamma locking was
a signature of inhibitory control. Finally, we explored whether putative inhibitory interneu-
rons and excitatory cells show differential gamma locking. Surprisingly, we found no differ-
ences in the strength of gamma locking between these cell classes. However, we did find a
phase advance of putative pyramidal cells over putative inhibitory interneurons. These results
are conform to a PING model of gamma oscillations.

In Chapter 8, we investigated the role of the NMDA receptor (NMDAR) in the formation
of stimulus-outcome associations in OFC, and its role in OFC rhythms. In the acquisition
phase, firing rate discrimination between S+ and S- stimuli was strongly affected by block-
ade of the NMDA receptor (using D-AP5). This effect was specific to the odour sampling
phase. In the reversal phase, we found that firing discrimination between S+ and S- stimuli
was affected during all task periods, including those task periods where immediate predictions
were made about expected outcomes. The effects of NMDAR blockade were not immediately
visible but arose slowly over time, implicating that NMDAR-mediated regulation of synaptic
plasticity was affected. We then examined the effect of NMDAR blockade on OFC rhythms,
finding a strong increase in spike-LFP synchrony and LFP power across many frequencies,
including theta, beta, and supragamma frequencies. Interestingly, we found no effect of ND-
MAR blockade on the OFC gamma rhythm, not in terms of average LFP power and spike-LFP
coupling, but also not in terms of the gradual increase of LFP gamma power over trials. In
addition, we found that relationships between firing rate coding and oscillatory locking were
distorted by NMDAR blockade. In particular, where theta phase locking was predictive of
S+/S- discrimination in the control condition, we found this not to be the case for the drug
condition, despite the increase in theta power and spike-LFP coupling. These results indicate
that NMDAR blockade strongly disturbs local synchronization dynamics, which may have
contributed to the observed loss in S+/S- discrimination.

9.1 Discussion on statistical methods

9.1.1 Limitations of statistical work

We will first discuss various limitations of our work, and suggest several extensions.

From bivariate to multivariate

In Chapters 2 (Vinck et al., 2010a, 2012b), 3 (Vinck et al., 2011), and 4, we have restricted
our analysis of connectivity measures to bivariate signal pairs, as opposed to multivariate
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signals. Neuroscience studies that are concerned with studying interactions between brain
areas often first estimate connectivity measures for one bivariate signal pair at a time, be-
fore visualizing a larger matrix of bivariate connectivity values that can be analyzed using
e.g. graph theory (Bullmore & Sporns, 2009). A practical reason for this approach is that
directly fitting a multivariate connectivity matrix for S signals requires the estimation of an
S x S connectivity matrix, increasing the required degrees of freedom of the data (number
of observations) by a factor of S 2. Nevertheless, it may be argued that, just like mapping the
response of one neuron at time cannot yield a complete understanding of the brain, mapping
one bivariate connection at a time can provide only limited insights into the functioning of
brain networks. One statistical reason for this is that considering two signals at a time does
not allow one to partialize out the influence of other signals that may be driving the causal
flow or phase-coupling between the two signals (a problem that is sometimes referred to as
the problem of the ‘third driver’). For spike-LFP coupling (Chapter 2), it has been proposed
to analyze spike-LFP coupling by fitting a multivariate (von Mises) distribution on spike-LFP
phases across different LFP channels (Koepsell et al., 2010). Although this technique is very
useful for decoding purposes, it cannot remove spurious phase-coupling between one neuron
and one LFP that is explained by a third (LFP) source. Thus, there is a need to develop multi-
variate spike-LFP coupling methods. One approach may be to use techniques such as partial
coherence (Albo et al., 2004), but it is unknown how to control for spike count or rate in that
case.

For the WPLI (Chapter 3), it has been suggested to first use autoregressive modelling
(instead of Fourier analysis) to derive multivariate phase relationships between signals on
a trial-to-trial basis and compute the WPLI based on a spectral density matrix of S x S
sensors (Gordon et al., 2013). Finally, as for Chapter 4, the Granger metrics developed by
(Geweke, 1982) can be readily applied to multivariate settings. In fact, Granger’s definition
of causality holds that a signal x(t) causes a signal y(t) if it can forecast y after conditioning
on the universal information set, excluding the information about x(t). In practice, this idea
is often implemented by considering two time series at a time. Causal inferences based on
bivariate signal pairs should be treated with great care if observations are made from systems
that are not isolated, as they are in the brain. The possibility of a ‘third’ source driving the
causality between two time series can, in this case, not be excluded. For this reason, Granger
referred to causality based on bivariate settings as prima facie causality (Granger, 1980).
Besides addressing the problem of the third driver, multivariate modelling may also mitigate
the effects of noise on causal inferences, as the additional equations in the VAR (Vector Auto
Regressive model) might effectively absorb the additional noise terms (especially if the noise
itself can be measured without noise). Future work is needed to inquire how reversed Granger
testing (Chapter 4) performs in multivariate settings.

Assumption of independence of observations

In Chapter 3, we have assumed that the WPLI is computed for statistically independent obser-
vations. The same assumption was made for the pairwise phase consistency in (Vinck et al.,
2010b). In Vinck et al. (2012b), we have shown that the PPC is not an unbiased statistic
(Vinck et al., 2010b) when this assumption is violated, although it is still much less biased
than when directly using the phase locking value (resultant length). In fact, the bias of the
phase locking value can be strongly augmented if it is computed across statistically depen-
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dent observations, as the degrees of freedom (which drive the bias) effectively fall off less
steeply as the number of observations increases (as compared to the case of fully indepen-
dent observations). For example, suppose that we measure the relative phase θ(t) between
two signals at times t, t + 1, . . . . The relative phases across these time-points are not statis-
tically independent, i.e. the observation of a relative phase at time t can make it much more
likely to observe a similar relative phase at time t + 1. Consequently, the phase locking value
may attain a value larger than zero, even though the relative phases are uniformly distributed.
This bias only disappears as we increase the number of observations (Vinck et al., 2012b).
In many neuroscience experiments, signals are typically divided into trials that are separated
by relatively long inter-trial intervals, allowing for phase resets that render the relative phases
across different trials effectively statistically independent (at least, for the frequencies that are
typically studied). However, in some cases, one might want to compute WPLI for a single
data trace that does not contain inter-trial intervals, e.g. if one is interested in spontaneous
activity. In those cases, one solution might be to compute the debiased WPLI across pairs of
observations that are sufficiently distant (where ‘sufficiently distant’ should be specified with
an objective criterion on e.g. the cross-correlation function), in analogy to Chapter 2. Future
work is required to further understand and resolve this type of bias.

Combination with other preprocessing techniques

We have not combined the measures from Chapters 3 (WPLI) and 4 (reversed Granger test-
ing) with other signal processing techniques to remove noise, e.g. independent component
analysis, Kalman filtering or the use of vector autoregressive moving average models (Nala-
tore et al., 2007). It needs to be investigated to what extent the addition of these preprocessing
techniques can reduce sensitivity to added noise, and to what extent the conclusions drawn
for the connectivity and causality measures (Chapter 3 and 4) hold after applying these pre-
processing techniques.

Extension of spike-field measures to causality inference

The spike-field measures developed in Chapter 2 quantify phase-coupling between spikes and
LFPs, but do not allow inference of causal relationships (Granger, 1969) between spikes and
fields. An extension of the PPC measure in this direction is required. A similar limitation
holds for measures of spike-spike coherence and spike-spike cross-correlation.

Estimation of Granger measures in finite sampling domain

Our study on causality measures considered these measures in the asymptotic sampling
regime. This approach revealed new insights on the behavior of measures such as phase
slope index (Nolte et al., 2008) that would have been difficult to obtain in the finite sampling
regime, as fitting VAR models is numerically quite expensive. Interesting statistical problems
remain in the finite sampling domain, however, as causality measures can be strongly biased
by sample size. This bias has two sources: a) The convexity of the log function creates a pos-
itive bias for Granger measures, due to Jensen’s inequality; b) The unrestricted model (with
two time series included as forecasters, and hence more parameters to fit) always tends to ex-
plain more variance than the restricted model (with only one model included as forecaster),
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because of over-fitting. This also creates a positive sampling bias. We are currently working
towards solutions to this problem.

Assumption of stationarity of signals

A common assumption made in this thesis is that signals are stationary. While this assumption
may hold approximately true in some neuroscience experiments, it can be violated in practice,
e.g. with the onset of a stimulus in the visual field. It needs to be investigated, for example,
how Granger causality, reversed Granger testing and Phase Slope Index (Chapter 4) perform
for non-stationary signals.

Use of other spectral estimation techniques

In our experimental applications of the spike-LFP PPC, we have thus far relied heavily on the
use of Digital Fourier Transforms to estimate instantaneous phases (Vinck et al., 2010a,b; van
Wingerden et al., 2010b,a; Womelsdorf et al., 2010a; van Wingerden et al., 2012; Womelsdorf
et al., 2012). However, as biological spectra are often smooth, with only few peaks present,
they might be well estimated using (vector) autoregressive modelling. This allows for the
spectral density matrix to be computed using much less time-points, which may increase our
sensitivity to pick up e.g. relationships between spikes and fields.

Development of entropy estimators for continuous data

The entropy estimator developed in Chapter 5 applies to discrete variables. However, many
datasets in neuroscience consist of discretized signals that were originally continuous (e.g.,
EEG signals). An important open question is how to optimally reduce the large dimensional-
ity of these types of signals / variables, allowing for the use of information theoretic tools for
discrete variables. This dimensionality reduction can be performed using classification tech-
niques (e.g., using template matching or probabilistic decoding, e.g. see van Duuren et al.
(2009)) as a preprocessing step, which raises the question which one of the many available
classifiers should be used, or using histogram binning of the continuous data as a preprocess-
ing step (Panzeri et al., 2010). On the other hand, it is conceivable that non-parametric den-
sity estimates in combination with entropy estimators for continuous variables (Kozachenko
& Leonenko, 1987) do a better job in recovering quantities like entropy and mutual informa-
tion.

9.1.2 Relationship between chapters

We now make some links between the various methodological chapters.

Noise and volume conduction

Chapters 3 and 4 were both concerned with the problem of noise and volume conduction.
In 4, we considered both the impact of independent and dependent noise. In 3, we were
only concerned with the effects of common noise. Noise is one of the most fundamental
methodological problems for electrophysiology. A peculiarity of neuroscience data is that
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the electric signals that are measured are often very weak relative to environment noise, and
that there is large instantaneous current spread from brain sources to measurement sensors.
This imposes fundamental constraints on the interpretation of neuroscience data. In Chapter
3, we have considered the problem of constructing a connectivity measure that is minimally
affected by noise. This was achieved by using only the imaginary component of the cross-
spectrum and applying a novel normalization of its expected value. We have shown that the
WPLI mitigates the effect of noise on coherence measures. In Chapter 4, we have shown
how noise impacts causality measures, and have proposed the solution to compute Granger
causality measures for reversed time series, and to examine whether the cross-covariance
function has a peak or valley at τ = 0, a simple yet powerful criterion. The presence of a
WPLI that is not significantly different from zero may be used as another criterion to reject
the hypothesis that there is significant directionality in the causal flow between signals, as
causal flow implies the presence of non-zero coherence between signals, which implies a
non-zero WPLI in turn (unless the phase relationship is precisely 0 or 180◦; Chapter 3).

Sampling bias

Chapters 2, 3 and 5 all consider the problem of estimating statistical quantities in the fi-
nite sampling regime. This problem is especially important for spiking data, as neurons can
have widely different firing rates (across neurons, but also across task, behavioral states, time
points, etc.). At the same time, it is critical that we can measure synchronization differences
independent from firing rate differences, as firing rate and synchronization are often both
modulated by task parameters (see below). In Chapters 2 and 3, we have constructed a mea-
sure based on pairwise combinations to obtain a bias-free statistic. A similar approach was
used in Chapter 5. (In fact, the development of the entropy estimator followed the results ob-
tained in Chapter 2). For the entropy estimation problem, Ma (1981) had already suggested
to construct an entropy estimator based on pairwise comparisons between states. Analysis of
the entropy function however shows that pairwise measures are not sufficient for removing
the entropy bias (Chapter 5). Our entropy estimator is based on considering all n-wise com-
binations of observations, which yields an n-th order bias approximation to the entropy (after
which the remainder can be estimated using Bayesian techniques). It should be mentioned
that this approach performs well when the number of symbols M is not too large. If the num-
ber of symbols or states M → ∞, symbol probabilities become extremely small on average,
such that the Taylor expansion around (state or symbol) probability pm = 1 does not yield
much advantage for many probability distributions. An interesting extension of the entropy
and WPLI estimate may be suggested along the lines of 2 in case subsets of observations are
not independent - by restricting analysis only to those pairwise combinations that correspond
to statistically independent observations.

Use of Bayesian priors

Chapters 4 and 5 heavily rely on the Bayesian framework in statistics. In both chapters, we
argued that we need to specify a prior distribution on the data in order to evaluate the per-
formance of entropy and causality measures. The entropy estimators and Granger causality
metrics cannot be seen as universally good statistics (as opposed to for example the arithmetic
mean), but have good performance only under the assumption of a certain prior distribution
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on the data. Following Nemenman et al. (2004), we have argued that a prior is ideally flat
on the quantity that needs to be estimated or measured. However, there may be practical rea-
sons to prefer another type of prior, if one has knowledge of the system under consideration.
Chapter 2 on the other hand claims that the PPC measure is a universally good statistic, as its
properties (unbiasedness) do not depend on the prior distribution of spike-LFP phases.

Relationship between connectivity, causality and information metrics

We can broadly divide the examined metrics into: i) connectivity/correlation metrics and
ii) causality metrics. Among the various possible measures of association between random
variables, the mutual information function I(X,Y) is the most generic function to quantify
the statistical relationship between two random variables. In fact, two random variables are
statistically independent if and only if p(x, y) = p(x)p(y), which implies I(X,Y) = 0. All
other statistics that measure statistical relationships (e.g., through linear correlation) lead to
a loss of information w.r.t. the mutual information function and may fail for non-linearly
related variables. This also holds for measures like PPC and WPLI (Chapters 2, 3 and 4).
Connectivity metrics like coherence, PPC and WPLI (Chapter 2 and 3) also do not detect the
directionality of causal flux, but merely show at which frequencies there is coherent behavior.
A causality metric has been developed based on Shannon entropy, called transfer entropy
(Schreiber, 2000). We did not include transfer entropy in our analysis of causality measures
in Chapter 4 because of the estimation issues discussed in Chapter 5. Future work is required
to examine how it is affected by noise.

9.2 Discussion on experimental chapters

9.2.1 Limitations of experimental chapters

We first discuss several limitations of our experimental work, and several possible extensions.

Behavioral paradigm for the study of barrel gamma oscillations

Chapter 6 revealed the existence of band-limited gamma synchronization in area S1BF of
the awake, freely-moving rat. The experimental setting in which these recordings were per-
formed was a left-right visual discrimination task set on a figure-8 maze, where one visual
stimulus served as the S+ and one visual stimulus served as the S- stimulus. This task was
originally designed to activate the multiple regions from which we recorded, namely primary
visual cortex, perirhinal cortex, the dorsal CA1 field of the hippocampus, and barrel cortex.
Task periods were flanked by a pre- and post-task sleep session. We are currently analyzing
patterns of coherence between these different areas, and cross-areal patterns of reactivation
during sleep. Our task gives rise to quite stereotypical electrophysiological behavior, with re-
liable sequences of activations across cells from different areas. This makes it well suited to
study reactivation of task-related spike patterns during sleep periods (Wilson & McNaughton,
1994). Nevertheless, our task was originally not designed to focus exclusively on dynam-
ics within S1BF, but rather on the coherence between the different areas. We have studied
whether observed gamma oscillations in S1BF were phase-coupled with gamma oscillations
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in the other areas. We found that gamma synchronization between these different areas was
very weak. Thus, it is unlikely that integration of visual-tactile information in perirhinal cor-
tex or between S1 and V1 is mediated by gamma coherence. Future experiments are required
to repeat our finding of band-limited S1BF gamma synchronization in more behaviorally con-
trolled settings, and in settings where whisker input is critical for correct decision-making.
However, our behavioral protocol also has several strong points. First, it encompasses differ-
ent behavioral periods, such as the inter-trial interval, during which rats are typically sitting
still and freely whisking, a visual stimulation period, and a movement period during which
rats run through the maze, with their whiskers being stimulated by the walls that flank the
maze lanes. Second, behavior of the rats is quite naturalistic, in the sense that rats are freely
whisking and freely moving, as opposed to experiments were rats are head-fixed and receive
passive whisker stimulation. The latter behavioral setting obviously hardly occurs in natural
habitats. Thus, the sensory pattern of stimulation is quite ‘natural’ and likely generalizes
beyond the laboratory setting. (It should be noted that many researchers of the visual cortex
put great emphasis on using natural stimuli, and that many results obtained for gamma syn-
chronization in visual cortex were obtained using rather artificial large, high-contrast grating
stimuli, that are not part of our natural visual diet).

Cell identification

Another limitation of Chapters 6 to 8 is that cell types were identified using extracellular
recordings, without the use of optogenetic or histological identification tools (e.g. as in
Tukker et al. (2007); Cardin et al. (2009); Gentet et al. (2012). The approach of identify-
ing cell types using extracellular recordings is quite well accepted, e.g. see (Bartho et al.,
2004; Csicsvari et al., 1999, 2003; Mitchell et al., 2007). At least, separating cells obtained
using extracellular recordings creates more homogeneous samples in terms of electrophysio-
logical behavior, e.g. firing rates, waveforms, etc., than when considering all cells together.
It is thus always recommended. Nevertheless, it is more prone to classification errors than
compared with identification tools based on genetic or histological tools (the application of
these techniques to awake, behaving animals is technologically very challenging, however).
We are quite confident that classification errors were small. First, waveform characteristics
produced non-overlapping classes of cells with characteristics that are very similar to studies
that did use genetic identification tools (Cardin et al., 2009; Gentet et al., 2012), and dif-
ferences in firing rates were in line with these studies. Second, the percentage of identified
putative inhibitory interneurons with narrow waveforms matched well with the percentage
that is theoretically expected (Beaulieu, 1993; Rudy et al., 2011; Lefort et al., 2009). Never-
theless, our putative inhibitory interneuron class was likely comprised of fast spiking basket
cells, somatostatin-expressing cells (the two major classes), and the more rare chandelier cell
class (Gentet, 2012). Interestingly, we found a bimodal distribution of preferred phases in
the gamma cycle for putative inhibitory cells. Late cells were particularly weakly gamma
entrained. One may hypothesize that these late cells correspond to the SOM and/or chande-
lier cell class, as these cells receive little inhibition from the fast spiking basket cells (which
would set the common gamma rhythm for the excitatory and fast spiking basket cells). If
recordings using optogenetics or histological verification would identify these cells as either
SOM or chandelier cells, it may yield an interesting criterion to identify SOM and/or chan-
delier cells from extracellular recordings.
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Focus on LFP signals

Our studies were heavily focused on the study of LFP signals. These signals provide very
sensitive measures of rhythmic activity, as they correspond to population mass activity, and
have been successfully used in many studies to inquire rhythmic synchronization, especially
when combined with spiking activity (Fries et al., 2001b; Gregoriou et al., 2009; Bosman
et al., 2012). A statistical reason for its sensitivity is provided in Chapter 2, where we have
shown that coherence of signals increases as the number of spikes increases (the LFP is
based on a large sample of spikes). Results on rhythmic synchronization patterns obtained
using LFP or spike-LFP measures have been validated using spike-spike measures (Fries
et al., 2001b). LFP signals also provide a different type of information than spike trains,
as they mainly tap into synaptic inputs, rather than the action potential outputs (Logothetis,
2003). However, the interpretation of the spatial extent of LFP signals is not necessarily
straightforward, because of the spread of currents in the extracellular medium (Nolte et al.,
2004; Nunez & Srinivasan, 2006; Vinck et al., 2011; Sirota et al., 2008). This issue is less
serious for intracranial EEG data than for scalp EEG data, as the skull has high resistivity (for
an overview, see Nunez & Srinivasan (2006)). Methodological progress can lead to improved
understanding of volume conduction, and create measures (Chapter 3) that are insensitive
to volume conduction. Nevertheless, the interpretation of the spatial source of LFP signals
can be complicated when powerful current generators are present that have a coherent out-
of-phase relationship, as with the hippocampal theta rhythm (Sirota et al., 2008). Thus, to
demonstrate that oscillations arise from local currents, it is required to show that spikes are
indeed entrained to LFP signals in order to show rhythmic structure in a given area, as we did
in Chapters 6 and 7, and it is preferred to use current source density analysis to study LFP
signals, as this strongly suppresses the contribution of distal sources (Buzsaki et al., 2012;
Mitzdorf, 1985).

Across-subject variation

A final limitation of our studies is the limited investigation of across-subject variation. It
has been shown, in primate occipital cortex, that human/primate subjects can have widely
varying spectra, which likely has a genetic basis (Vinck et al., 2010a; Hoogenboom et al.,
2006; van Pelt et al., 2012). Ideally, studies concerned with rhythmic synchronization should
therefore present results for different subjects. This was not done for Chapters 7 and 8, which
is a weakness of these studies (our unpublished data shows that effects were consistent across
animals, however). In Chapter 6, we did show LFP-LFP phase-synchronization and LFP
power spectra for the various subjects. This revealed small inter-subject variation in the peak
gamma frequency. Because of this reason, and the fact that our sample was relatively small,
we pooled data for the cell analysis in Chapter 6. We did verify however that the difference
between NS and BS cells held true for individual rats (although it only reached significance
in rat R1, and showed a non-significant trend in rat R2; rat R3 did not have enough NS cells
to make reliable comparisons between BS and NS cells). The finding of low variation in peak
gamma frequencies in S1BF requires future investigation, given the findings of high variation
in gamma in primate occipital cortex (van Pelt et al., 2012). We found some support for
the idea that this reflects an area difference, as we find larger variance across rats of peak-
frequencies for the visual cortex in our data (data not shown, unpublished results).
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It is common practice to pool data together for different animals in electrophysiological
studies (with an N of N=2 for monkey studies or N=2 to larger for rodent studies). It should
be noted however that there are some statistical pitfalls with this approach. For example, it
may be possible that, in a given dataset, certain cells (e.g. the movement cells in Chapter
7) were more often recorded from rats in which gamma oscillations were stronger. This
might be due to a difference in placement of the tetrodes across rats, a simple coincidence,
or a physiological difference across subjects. If different subjects have statistically different
spectra, then this may cause statistical differences between different cell types. It is therefore
important if not necessary to report statistics also for individual animals. Alternatively, one
may first compute pairwise differences per animal separately, and pool these across animals.

9.2.2 Comparison of gamma oscillations across areas

We will now compare the characteristics of gamma synchronization between OFC and barrel
cortex, and also between other areas. These comparisons are summarized in Table 9.1. We
focus on several aspects, namely 1) mechanisms of gamma oscillations, and engagement of
different neuron types; 2) relationship of gamma synchronization with firing rate, 3) cross-
areal gamma synchronization; 4) functional correlates of gamma.

Mechanisms of gamma oscillations and engagement of diferent neuron types

Information processing in the brain relies on a dynamic balance between timed inhibition
and excitation (Isaacson & Scanziani, 2011). The role of different inhibitory interneurons
and pyramidal cells in brain rhythms is still poorly understood. This lack of understanding
derives primarily from technical limitations in identifying different inhibitory interneuron
types from in vivo data: Interneurons comprise only <20% of cells in the brain, and PV
(Parvalbumin expressing) and SOM (Somatostatin expressing) cells cannot be distinguished
on the basis of action potential waveforms. Understanding how neurons from different classes
engage in rhythms serves several purposes: 1) it sheds light on the mechanisms underlying
these rhythms; 2) the functions of a rhythm should involve only those cells that participate in
that rhythm; 3) it leads to improved understanding of how inhibition and excitation are related
to each other in time, which likely plays an important role in cortical information processing
(Isaacson & Scanziani, 2011).

Mechanisms of gamma oscillations can be broadly divided in ING and PING mecha-
nisms (see Introduction; Tiesinga & Sejnowski (2009); Bartos et al. (2007); Whittington
et al. (2011); Wang (2010)). ING mechanisms rely on mutual inhibition and gap junctions
between inhibitory interneurons (Bartos et al., 2007). In ING models, I (Inhibitory) cells set
the gamma rhythm, and entrain the E (Excitatory) cells. E cells do not have to fire in syn-
chrony, although I cells need to receive sufficient excitatory drive from the E cells to generate
gamma oscillations (Bartos et al., 2007). In ING models, both I and E cells are entrained by
the same rhythmic inhibition. This rhythmic inhibition may be seen earlier by the I than the
E cells, as I-I inhibition is particularly fast (Bartos et al., 2007). In PING models (Wilson
& Cowan, 1972; Börgers & Kopell, 2005; Eeckman & Freeman, 1990; Whittington et al.,
2011), the synchronous activation of E cells is a critical component of the waxing and wan-
ing of the I activation. E cells fire first in the gamma cycle, triggering activity of the I cells,
which causes the activity of the E cells to decrease again, causing a release of inhibition,
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Phase lead E
over I?

Locking
strength dif-
ference I and
E

Relationship of
synchronization
with firing rate

Cross-areal
links

Possible functional cor-
relates

S1BF No. Bimodal in
I (Chapter 6).

I stronger than
E

+ Not coherent
with V1M,
PRh, CA1

Integration of whisker
signals (Jones & Barth,
1997), sensory gating
(Cardin et al., 2009)

Visual cortex ? ? + attention
in V4, (Fries
et al., 2001b);
- stimulus size
(Gieselmann &
Thiele, 2008);
+ contrast (Ray
& Maunsell,
2010); ± at-
tention in V1
(Buffalo et al.,
2011; Chalk
et al., 2010)

V1-V4
(Bosman
et al., 2012),
V4-FEF (Gre-
goriou et al.,
2009), V1-V2
(Jia et al., 2013;
Roberts et al.,
2013)

Attention (Fries et al.,
2001b; Fries, 2005;
Gregoriou et al., 2009;
Bosman et al., 2012),
phase coding of visual
features (König et al.,
1995; Fries et al., 2007;
Vinck et al., 2010a;
Havenith et al., 2011;
Womelsdorf et al.,
2012), binding of fea-
tures (Singer (1999),
but see Roelfsema et al.
(2004); Lima et al.
(2010)) sharpening of
sensory representations
(Womelsdorf et al.,
2012)

OFC Yes (Chapter 7) No (Chapter 7) negative corre-
lation (move-
ment cells),
(Chapter 7)

? Inhibitory behavioral
control, assembly for-
mation (van Wingerden
et al., 2010b)

CA1 Yes, (Tukker
et al., 2007;
Csicsvari et al.,
2003)

No (Tukker
et al., 2007)

? DG, LEC, CA3
(Bragin et al.,
1995; Colgin
et al., 2009)

Memory, assembly for-
mation (Montgomery &
Buzsáki, 2007; Fell &
Axmacher, 2011; Jutras
& Buffalo, 2010)

CA3 Yes, (Csicsvari
et al., 2003)

? ? DG, CA1 (Bra-
gin et al., 1995;
Colgin et al.,
2009)

Memory, assembly for-
mation (Montgomery &
Buzsáki, 2007; Fell &
Axmacher, 2011; Jutras
& Buffalo, 2010)

Table 9.1: Summary of properties of gamma oscillations across areas. ?: No data available on this
aspect. +: Positive correlation. - Negative correlation.

which allows the E cells to fire in synchrony again, starting the gamma cycle anew. Thus, the
main prediction of PING models is a phase lead of E over I cells, and synchronous activa-
tion of both E and I cells. Increased understanding of the mechanisms of gamma oscillations
relies on a combination of mathematical modelling on the one hand, and experiment results
providing constraints to these models.

Our S1BF data partly suggest an ING-type (Interneuron Network Gamma) mechanism for
S1BF gamma. This claim is supported by several pieces of evidence: 1) In S1BF, we found
that gamma locking is much more strongly expressed in NS, putative inhibitory interneurons
than BS, putative pyramidal cells. This is consistent with the findings of Cardin et al. (2009),
who found that optogenetic stimulation of FS PV cells elicited gamma oscillations, but that
optogenetic stimulation (even at gamma frequencies) of pyramidal cells did not. 2) In S1BF,
most putative I cells fired before the putative E cells, with only a subset of I cells firing
after the E cells. We hypothesized that the early firing I cells, that are strongly locked to the
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gamma rhythm, pace the gamma rhythm in an ING-like fashion, and that the late firing I cells
inherit gamma from the E cells, which may further cause the E cells to cease firing because
of inhibitory feedback. Thus, our data suggest a hybrid ING-PING type of model. 3) We
also found that locking of the I cells did not differ across behavioral conditions, but that the
engagement of the E cells was dependent on behavior, as gamma locking of the putative BS
cells was increased during the movement period. This is also consistent with ING models, as
the entrainment of the I cells does not depend on the synchronous activation of the E cells.
Future experiments with optogenetic identification tools or whole-cell recordings are required
to further investigate these issues.

SOM cells may also play a role in controlling gamma synchronization, although this has
not been explored experimentally. SOM cells in S1BF and the CA1 field of the hippocampus
actively suppresses burst firing of pyramidal cells (Gentet et al., 2012; Royer et al., 2012).
Burst firing may reduce gamma synchronization as pyramidal cells that are bursting easily
cover a whole gamma cycle with spikes from bursts, which spreads out locking across the
gamma cycle. In fact, in S1BF, the propensity to fire spikes in bursts may be one of the
reasons why pyramidal cells are less entrained by the gamma rhythm than putative inhibitory
interneurons (Chapter 6). This hypothesis requires further experiments using optogenetic
experiments.

Our OFC data on the other hand are consistent with a PING-type mechanism. This claim
is supported by two pieces of evidence: 1) Gamma locking was equally strong in putative
interneurons and putative pyramidal cells. 2) I cells fired with a characteristic delay after E
cells in the OFC (Chapter 7)). Data from our NMDAR manipulation experiments suggests
an important role of NMDAR in controlling OFC synchrony at theta, beta, and supra-gamma
frequencies, but we found little effects on oscillations in the gamma range. Thus, control of
OFC gamma oscillations likely occurs through AMPA and GABA receptors, rather than the
NMDA receptor (Chapter 7).

Despite much work on the study of gamma oscillations in visual cortex, the mechanisms
of gamma in visual cortex are still very poorly understood. In fact, there is not a single study
that has addressed the role of different neuron types in vivo.

Links with firing rate

Neurons can encode information through changes in the mean firing rate, but also in the pre-
cise patterning of spikes. Changes in synaptic inputs that affect the mean firing rate likely
also affect synchronization. Understanding the relationship between changes in firing rates
and oscillatory synchronization can improve our understanding of the mechanisms of oscilla-
tions and provide constraints on all types of models. In addition, it sheds light on the function
of a rhythm, as a rhythm that occurs during states of low firing activity likely carries different
functions than a rhythm that occurs during states of high firing activity.

In S1BF, we found a positive correlation between firing rates and gamma synchroniza-
tion, whereas we found a negative correlation between firing rates and beta-synchronization
(Chapter 6). These findings are consistent with previous work showing an increase in gamma
power during whisking periods (Zagha et al., 2013) and passive whisking stimulation (Jones
& Barth, 1997). Yet, these studies did not show band-limited gamma oscillations in area
S1BF.

In visual cortex, gamma synchronization holds both positive and negative correlations
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with firing rate. The transition of a situation with no visual stimulation to a situation with
visual stimulation is accompanied by a large increase in firing rate, a reduction in alpha power,
and an increase in gamma synchronization (Fries et al., 2008). Increasing the contrast of a
visual stimulus gradually leads to an increase in firing rates, but also in gamma-band power
and gamma-band frequency (Henrie & Shapley, 2005; Ray & Maunsell, 2010; Roberts et al.,
2013). However, stimulus size has a negative effect on firing rates, but a positive effect on
gamma synchronization (Gieselmann & Thiele, 2008). Attention increases both firing rates
and gamma synchronization in area V4 (Taylor et al., 2005; Fries et al., 2001b; Gregoriou
et al., 2009), whereas the evidence is mixed for area V1 (Chalk et al., 2010; Buffalo et al.,
2011). These various effects of stimulus features on occipital gamma oscillations have by
some researchers been interpreted as an indication that gamma oscillations might be nothing
more than a mere epiphenomenon of excitatory-inhibitory circuit interactions, not serving
any other physiological function (Ray & Maunsell, 2010). This interpretation is not excluded,
however, if gamma synchronization has significant network consequences, then it is a relevant
process (either as noise that should be reduced, or as a signal that can be used functionally,
“In science, one man’s noise is another man’s signal” - Edward Ng, New York Times, 20th
of March, 1990).

In OFC, we found that gamma locking during the odour sampling period was negatively
correlated with firing rate. The induced OFC gamma-band synchronization appears more
similar to beta-band synchronization found in motor cortex, that precedes motor execution
(Donoghue et al., 1998; Baker, 2007). Viewed across brain areas, the precise balance between
excitation and inhibition might determine whether a positive or a negative relationship arises
(Pennartz et al., 2011). If excitation and inhibition increase in a balanced way, then both the
firing rate and the strength of gamma-band synchronization can increase. This may occur
for example during visual stimulation. If, however, inhibition increases in order to suppress
firing rates, then the strength of gamma-band synchronization may increase concurrently
(Gieselmann & Thiele, 2008; van Wingerden et al., 2010a).

Cross-areal gamma synchronization

Our data add to the notion that gamma is ubiquitous in the cortex (Fries, 2009). The capacity
of many different circuits to generate gamma synchronization likely relies on the ubiquity
of the basic microcircuit components (I and E cells) that are required to generate gamma.
Yet, there is still no consensus on the function of gamma oscillations. (Or, on what experi-
ments can give decisive answers about its function). An influential working hypothesis has
been laid out by (Fries, 2005), who holds that gamma synchronization serves to regulate
communication between neuronal groups (the CTC - Communication Through Coherence -
hypothesis). In our data, we did not find long-range gamma synchronization between S1BF
on the one hand, and perirhinal cortex (PRh), area V1M, and dorsal CA1 on the other hand.
(Our unpublished data shows that long-range coherence between S1BF and other areas occurs
specifically in the beta band, but only during very specific behavioral periods). Areas CA1,
and V1M are not the main projection targets of S1BF, however, so this finding does not pre-
clude long-range synchronization of area S1BF with other brain areas. Yet, there are strong
connections between S1BF and PRh (Aronoff et al., 2010). In addition, it is quite possible
that coherence of S1BF with these other areas is relatively sparse. Furthermore, for gamma
coherence between V1M and S1 to occur, it may well be required to have overlapping recep-



242 Chapter 9

tive fields, or to have a behavioral setting requiring visual-tactile integration. Finally, it is not
surprising that long-range gamma synchronization is weak as it not easy to implement mech-
anistically: One area has to reset the gamma rhythm of another area through entrainment, or
a third area needs to achieve this. If gamma is generated through an ING mechanism, then
the pyramidal cells effectively do not set the rhythm, and it is difficult to imagine why E-E,
or E-I projections from another area would achieve the same.

Function of gamma oscillations

Our S1BF data did not directly address the functional role of gamma in S1BF. Following
(Jones & Barth, 1997), we hypothesized that it allows for integration of information across
different whiskers. Further experiments are required to test this hypothesis. Another possi-
bility is that it regulates communication between S1 and S2. This hypothesis also requires
future experiments, similar to the type of experiments that have recently been performed in
the occipital cortex of primates (Bosman et al., 2012; Jia et al., 2013).

Our OFC data provided more direct evidence for a functional role of gamma synchro-
nization, as we found a clear behavioral correlate in terms of learning, in the sense that an
increase in gamma OFC across trials was predictive of learning stimulus-outcome associ-
ations, although gamma remained strong when learning was completed. We hypothesized
that this increase in gamma OFC across trials would be disturbed by blocking NMDARs,
however, we found that blocking NMDARs had no effect (Chapter 8). Thus, the increase
is likely not mediated by an NMDAR-dependent type of long-term potentiation. The pre-
cise contribution of gamma to OFC learning however is not yet clear and requires further
investigation. 1) Preparatory gamma-band synchronization in OFC may play an active role
in priming movement or action-value cells and bringing them in an excitation-controlled,
“idling” state (Chapter 7). 2) Increased gamma synchronization (over trials) may arise as a
by-product of an increase in inhibitory control over movement or action-value cells (Chapter
7). 3) OFC gamma synchronization may actively contribute to NMDAR-mediated potentia-
tion of synapses through the spike-timing-dependent-plasticity mechanism (Markram et al.,
1997), which would explain why it is predictive of learning. This predicts that NMDAR
blockade leads to deficits in coding stimulus-outcome associations, which we did indeed ob-
serve. Although OFC gamma synchronization itself may not be NMDAR-dependent, the
complex network consequences of gamma synchronization may still be NMDAR-dependent.

In general, for sensory or multi-sensory systems the function of local gamma synchroniza-
tion may relate to a sharpening of (multi-)sensory representations. We have recently provided
evidence for this hypothesis in area V1 of the awake monkey. Womelsdorf et al. (2012) have
shown that neurons in visual cortex are more strongly orientation tuned if they are also more
strongly gamma entrained. Furthermore, we showed that spikes falling on certain phases of
the gamma cycle are more orientation selective (Womelsdorf et al., 2012). These spikes also
carry less noise correlations, which are detrimental for coding (Womelsdorf et al., 2012).
These findings suggest an important functional role of gamma oscillations in shaping visual
orientation tuning, and suggest that sensory information is primarily transmitted at gamma-
frequencies (which raises the radio metaphor). In concordance with these findings, it has
been shown by Azouz & Gray (2003) that, in primary visual cortex of anesthesized cat, high-
frequency components of membrane potential fluctuations are especially orientation tuned,
which might provide a mechanism for the findings of Womelsdorf et al. (2012). This scheme
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is congruent with the findings of Bosman et al. (2012), who have shown that V1-V4 feedfor-
ward communication (transmitting sensory signals) utilizes gamma coherence, while V1-V4
feedback communication (transmitting top-down information) utilizes beta coherence. It is
presently unknown whether a similar sharpening occurs in areas S1BF and OFC. In Chapter
8, we have shown that OFC neurons are particularly discriminative between the S+ and S-
odour (in their firing rate) if they are also theta locked, and that this relationship is NMDAR-
dependent, suggesting that a similar sharpening occurs in area OFC. We did not observe such
a relationship for OFC gamma, however.

To conclude: While the mechanisms of gamma oscillations are becoming increasingly
clear, its functions remain, to some extent, elusive. One reason for this is that a direct causal
manipulation of gamma oscillations in the absence of any other circuit effect (on e.g. firing
rate) is extremely challenging and perhaps fundamentally impossible. The same might be
said about causal manipulations of firing rate however, as they also affect synchronization
processes. In this sense, neuroscience is in need of a ‘network-clamp’, perhaps implemented
using optogenetic techniques, that holds the firing rate of cells steady while precisely manip-
ulating the timing of spikes.


