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Chapter 2

Applications of the

Lowe-Andersen thermostat

Being able to control your simulation can be a complex process. The closer a
property is to the actual building blocks, the easier it typically is. Restraining
a single particle not to move is easy for example. On the other hand there
are the large scale observables like temperature, viscosity and heat capacity,
all some form of ensemble averages. For some of the observables we are only
interested in their values, but for some we want to be able to choose a specific
value, just like with a real experiment.

Temperature is one of the things we want to control. Since the properties
of a system can vary wildly, an experimenter usually controls the temperature
in one way or another. While not always a concious decision, it is easy to
see that many experiments of all sorts would result in very different situations
if the temperature is off by a factor 10. As an example, try to measure the
density of ice at 2700 degrees Kelvin, this will be problematic.

Real experiments use a thermostat of some sorts when the temperature has
to be controlled. If the actual temperature does not have to be accurate up to a
few degrees, performing the experiment in a room at the right temperature will
suffice. For more control we could place the experimental set-up in a large
liquid bath with the right temperature. The zeroth law of thermodynamics
works in our favour here. If the surroundings of our experiment are large
enough and heat transfer is fast enough, our experimental set-up will have a
temperature close to that of the environment. Keeping this coupling principle
in mind makes it easier to understand the mechanisms used to control the
temperature in a simulation.

Given the definition of temperature kBT in our typical particle system
with N particles each with mass mi and velocity vi, kBT = 1

3N
∑

i miv2
i , one

approach can be to simply alter the velocities of all particles at given times.
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2. APPLICATIONS OF THE LOWE-ANDERSEN THERMOSTAT

Simply rescaling is the simplest (and most naive) way. A simple argument is
that in a particle system the temperature is not the exact same value at each
instant in time, it fluctuates around this value.

A more physical approach is to try to couple the system to a larger system
with the correct temperature. This is the approach taken by most actually
used thermostats like the Andersen, Nose-Hoover and Berendsen thermostats
[10–12]. Even more alternative approaches with their drawbacks and benefits
are reviewed by Hunenberger [13].

This chapter investigates a relatively new scheme (the Lowe-Andersen
thermostat) that is relatively simple, but has smaller drawbacks than alterna-
tive simple schemes. First we show the benefits of the Lowe-Andersen scheme,
then we introduce two modified versions of this scheme and finally we inves-
tigate a problem introduced by the pairwise interaction in this method.

2.1 The Lowe-Andersen thermostat in MD simulations

2.1.1 Introduction

Specifying the temperature in Molecular Dynamics (MD) involves using a
“thermostat” that in some way couples the system to an external heat bath.
The simulation then samples the Canonical (NV T ) Ensemble. Here we show
that a recently proposed method [9], the Lowe-Andersen thermostat, has some
advantages over existing methods.

Thermostats can be categorised as either local or global. Local ther-
mostats dissipate energy on a spatially localised scale whereas global ther-
mostats dissipate energy uniformly in the system. Generally one may regard
the former as preferable because this is usually more realistic and (in princi-
ple) allows local temperature control. For example, using a local thermostat
at the solid surface reproduces the correct diffusive behaviour of absorbents
in carbon nano-tubes [14]. The simplest local thermostat is the Andersen
thermostat [10]. It works by having particles undergo “bath” collisions. A
bath collision involves assigning the particle a new velocity taken from the
Maxwellian distribution (for the set temperature). Each particle has a prob-
ability Γ∆t per time-step ∆t of undergoing a bath collision. Here Γ is the
collision frequency. This method satisfies detailed balance so the equilibrium
quantities are correct. A similar method solves a Langevin equation of motion
for the particles [15]. This replaces the discrete bath collisions in the Andersen
method with a dissipative friction force, but no longer necessarily satisfies de-
tailed balance. Both methods have one notable drawback. They significantly
perturb the dynamics of the system relative to the unthermostatted case [5].
For the Andersen method, unless the collision frequency is low, the rate of
diffusion of the particles is reduced. This is inefficient because it means that

12



2.1. THE LOWE-ANDERSEN THERMOSTAT IN MD SIMULATIONS

configurational phase space is only sampled slowly. On the other hand, high
collision frequencies are preferable for efficient thermostatting. Thus, there is
a trade-off between these two competing requirements.

An elegant “global” approach is the “extended system” methodology, de-
veloped by Nosé [11] and Hoover [16]. One advantage of this method is that
it does not significantly perturb the dynamics of the equilibrium system. For
example, in a Lennard-Jones fluid the diffusion coefficients calculated in a sys-
tem coupled to a Nosé-Hoover thermostat hardly differ from those calculated
in the unthermostatted system [5]. However, as well as being global it has the
additional disadvantage of not satisfying Galilean invariance. That is, centre
of mass motion, unless explicitly corrected for, is treated as an increase in the
temperature. This is problematic in non-equilibrium simulations [17].

Stoyanov and Groot [18] have recently proposed a method that attempts to
construct a local, Galilean invariant, Nose-Hoover thermostat. This combines
a Nosé-Hoover approach with a Lowe-Andersen thermostat [9]. Here we con-
sider just the latter. Its origins lie in the field of mesoscopic simulation [19].
A technique called “Dissipative Particle Dynamics” (DPD) was developed by
Hoogerbrugge and Koelmans [7]. Español and Warren [8] put the method on
a firm theoretical foundation by showing that DPD basically consists of par-
ticles interacting with a generic soft potential, coupled to a thermostat. The
thermostatting part of the algorithm is not dependent on the soft potentials
so in principle it can also be used with the more realistic potential used in
MD. This is indeed the case [17]. Further, the DPD thermostat actually has
some nice properties. It is local, Galilean invariant and conserves linear and
angular momentum. One issue however is how exactly to solve the DPD
stochastic equations of motion [20]. Using a simple Verlet type scheme [21]
can lead to serious errors in the equilibrium properties of the system unless
a very small time-step is used [22, 23]. Several more complicated algorithms
were proposed [24–26] to mitigate this problem. Notably, Pagonabarraga et al.
pointed out that in order to satisfy detailed balance an iterative procedure was
necessary [26]. Lowe suggested that rather than modify the method of solving
the DPD equations one might instead modify the method [9]. He proposed
using the Andersen methodology but, instead of thermalizing the velocity of
individual particles, thermalizing the relative velocity of pairs of particles. The
resulting algorithm has DPD’s positive features (locality, Galilean invariance
and momentum conservation) but, using a simple Verlet scheme to solve the
equations of motion, satisfies detailed balance. Peters showed that in the
short time-step limit the two methods are equivalent [27]. The Lowe-Andersen
thermostat can, however, use a much larger time-step and still reproduce
equilibrium properties accurately. It can therefore be viewed as a computa-
tionally more efficient method of implementing the DPD thermostat. As with
the DPD thermostat, the Lowe-Andersen thermostat should work equally well
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2. APPLICATIONS OF THE LOWE-ANDERSEN THERMOSTAT

in MD simulations. In this section we compare simulations of a Lennard-Jones
fluid using the Andersen and Lowe-Andersen methods. There are reasons to
believe that, if implemented efficiently, the latter should perturb the dynamics
of the system to a lesser extent. We begin by explaining why this should
be the case and how one should best configure the thermostat in MD. The
simulations we describe then test to what extent this methodology represents
an improvement on the Andersen method.

2.1.2 Comparison of the Andersen and Lowe-Andersen methods

The original Andersen thermostat proceeds by first integrating the equations
of motion, using for example a velocity Verlet algorithm [28]. In a second step
the particles have a probability Γ∆t of undergoing a “bath” collision. Here Γ
is the bath collision frequency and ∆t the time-step. Bath collisions involve
taking a new velocity from the Maxwell distribution, so the new velocity of
particle i, ~v∗

i (t), is

~v∗
i (t) =

{
~vi(t) Γ∆t < ζ1
~ε Γ∆t ≥ ζ1

(2.1)

where the random vector ~ε , in terms of the temperature T , Boltzmann constant
kB and particle mass mi, is

~ε =
√

kBT

mi
[ζ2, ζ3, ζ4] (2.2)

with ζ1 a uniform random number between 0 and 1, and ζ2 to ζ4 independent
random numbers taken from a Gaussian distribution of unit variance. Andersen
showed that under these operations the Canonical distribution is invariant and
that it is a valid Monte-Carlo scheme (semi-detailed balance is satisfied so
long as the first step conserves total energy) [10]. For the Lowe-Andersen
thermostat one considers pairs of particles located within a distance RT of
each other. A bath collision then involves taking a new relative velocity for the
two particles from the Maxwellian for relative velocities. To conserve angular
momentum this operation is only performed on the component of the relative
velocity parallel to the line of centres. Further, the new relative velocity is
imposed in such a way that linear momentum is conserved. A bath collision
then takes the form

~v∗
i (t) =

{
~vi(t) Γ∆t < ζ1
~vi + µij

mi

(
λ −

(
~vi − ~vj

)
· σ̂ij

)
σ̂ij Γ∆t ≥ ζ1

~v∗
j (t) =

{
~vj (t) Γ∆t < ζ1
~vj − µij

mj

(
λ −

(
~vi − ~vj

)
· σ̂ij
)

σ̂ij Γ∆t ≥ ζ1
(2.3)

14



2.1. THE LOWE-ANDERSEN THERMOSTAT IN MD SIMULATIONS

Here σ̂ij is the unit separation vector σ̂ij = (~ri − ~rj )/
∣∣~ri − ~rj

∣∣, mi and mj the
masses of particles i and j respectively, µij (= mimj /(mi + mj )) the reduced
mass of the pair and λ a stochastic variable λ = ζ2

√
(kBT /µij ). The procedure

is carried out sequentially for each pair and the velocity appearing on the right
hand side is always the current value (i.e. it can itself be a post-collisional
value).

The equations of motion are integrated in two stages. First the “pre-
collision” step

~xi(t + ∆t) = ~vi(t) + 1
2∆t2~f (t) (2.4)

~vi(t + 1
2∆t) = ~vi(t) + 1

2
~fi(t) (2.5)

then the forces acting on all particles are recalculated with the new positions
and velocities and the velocity update scheme 2.3 is applied. Finally the
velocity is updated again

~vi(t + ∆t) = ~vi(t + 1
2∆t) + 1

2
~fi(t + ∆t) (2.6)

.
To compare the extent to which the two methods might affect the dynamics

of the system we can first look at the short time behaviour of the velocity
autocorrelation function (VACF). The VACF, C (t), is defined as

C (t) = 〈~v (0) · ~v (t)〉 (2.7)

it can in turn be related to the diffusion coefficient, D, via the Green-Kubo
relation

D = 1
d

∫ ∞

0
C (t)dt (2.8)

where d is the dimensionality of the system. The VACF can be expanded as
a Taylor series to give

C (∆t) = 3kBT

m
+ ∆t

m
〈~v (t) · ~f (t)〉 + O∆t2 (2.9)

where ~f is the force acting on particles with mass m. For the thermostatted
system the force can be decoupled into two independent contributions, one
arising from the inter-particle forces, ~f I and one due to the thermostat, ~fT. In
a system with continuous potential, it follows from time reversal symmetry
that

〈
~v · ~f I

〉
= 0. On the other hand, the action of a bath collision for the

Andersen thermostat corresponds to a force

~fT = mi
∆t

(~ε − ~v ) (2.10)
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2. APPLICATIONS OF THE LOWE-ANDERSEN THERMOSTAT

and for the Lowe-Andersen thermostat

~fT = µij
∆t

(
λ −

(
~vi − ~vj

)
· σ̂ij

)
σ̂ij (2.11)

If we look at the VACF after one time-step for the Andersen thermostat this
gives

C (∆t) = 3kBT

mi
(1 − Γ∆t) (2.12)

Restricting ourselves to a one component system (all masses equal), for the
Lowe-Andersen thermostat we have

C (∆t) = 3kBT

mi

(
1 − Γ∆t

6

)
(2.13)

Given that Γ∆t ≤ 1 we see that the Andersen thermostat in the worst case
reduces the VACF to zero after one time-step. This is clearly part of the
reason it strongly suppresses diffusion. On the other hand for the Lowe-
Andersen thermostat, in the same limit C (∆t)/C (0) = 5/6. This analysis shows
that while the Lowe-Andersen method does perturb the dynamics at very short
times, it does so to a lesser extent than the Andersen method.

At longer times one also expects a difference. The Lowe-Andersen method
conserves momentum whereas the Andersen method does not. One therefore
expects only the former to preserve hydrodynamic behaviour in the system.
It is well know that the longer time behaviour of the VACF in a fluid is well
described by continuum hydrodynamic theory [29]. A method that preserves
hydrodynamics should affect the long-time dynamics to a much lesser extent
than a method that does not. In the case of the Lowe-Andersen thermostat
there is however a proviso. The thermostat makes a contribution to the in-
stantaneous stress in the system and hence increases the viscosity relative
to the non-thermostatted case. In some cases this is desirable [9] but not if
one wishes the thermostat to minimally perturb the dynamics of the system.
For the one component system an estimate for the extra contribution to the
viscosity is [9]

ηT ∼ πρ2RT
5Γ

75m
(2.14)

where ρ is the density. Unless ηT is small compared to the viscosity of the
unthermostatted system the increased total viscosity will slow the dynamics
of the system. This is not what we want so clearly we should aim to minimise
ηT . Given that optimal thermostatting requires that we maximise Γ the inter-
action radius for the thermostat is the only parameter we are free to vary (the
other quantities are intrinsic to the fluid). However, the number of possible
thermostat collisions a particle can experience per time-step itself depends on
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2.1. THE LOWE-ANDERSEN THERMOSTAT IN MD SIMULATIONS

RT. We should therefore aim to make RT as small as possible while still satis-
fying the constraint that, on average, there are enough collisions per time-step
to efficiently thermostat the system.

2.1.3 Numerical test of the algorithms

To test the relative effect of the Lowe-Andersen and Andersen thermostats
we have simulated a fluid of particles interacting through a Lennard-Jones
pair potential. Using the usual reduced units to describe this system [28], we
considered five state points. Three are at a reduced temperature T ∗ = 2.0 (in
the supercritical fluid regime) at moderate to high density ρ∗ = 0.1, 0.4 and
0.8. Two are in the liquid regime; T ∗ = 0.8, ρ∗ = 0.7 and T ∗ = 0.722, ρ∗ =
0.8442. The latter is near to the triple point. In order to compare the two
methods we need to match the bath collision frequency. As noted above, for
the Lowe-Andersen method this will depend on the interaction radius used
for the thermostat and we wish to minimise this quantity.

We therefore chose the minimum value of RT that gives a prescribed col-
lision rate. In practice we achieve this by, at each state point, carrying out a
simulation during which we calculate the collision rate for the Lowe-Andersen
thermostat as a function of RT . This simply requires one simulation to cal-
culate the average number of particle pairs within hypothetical radius RT of
each other. Once we have this information, we can determine from the plot of
Γ versus RT the minimum value of RT that gives the same collision frequency
as the Andersen thermostat simulation with which we are comparing. In fig-
ure 2.1 we show as an example the collision frequency as a function RT at the
state point T ∗ = 0.8, ρ∗ = 0.7.

Obviously, for small RT where the thermostat interaction radius is smaller
than the collision diameter there will be no thermostat collisions. However
once this distance is exceeded the frequency rapidly increases. Thermostat
radii for which the actual number of collisions match the choice of Γ∆t for the
five state points are given in table 2.1.

In all cases RT is only fractionally greater than the collision diameter.
Using a time step of ∆t∗ = 0.001 we calculated the temperature, the mean
potential energy per particle U∗ and the pressure P∗. The values are also in
tabulated table 2.1, along with the values calculated by Johnson et al. [30].
Repeating the simulations with ∆t∗ = 0.0005, the results, to the accuracy
quoted, were indistinguishable. As the data in table 2.1 show, the method
clearly gives the static properties correctly.

Turning to the dynamics, in figure 2.2 and 2.3 we have plotted the mean-
squared displacement as a function of time for simulations using our method
and Andersen’s method.

This is the same calculation described by Frenkel and Smit to illustrate
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Figure 2.1: Collision frequency Γ∗ as a function of the thermostat interaction
radius R∗

T at a state point T ∗=0.8, ρ∗=0.7.

the limitations of the Andersen thermostat [5]. The figure shows that for Γ ≤ 20
the dynamics are little perturbed by our thermostat whereas there is already
a pronounced reduction in the rate of increase of the mean squared displace-
ment (which is proportional to the diffusion coefficient) using the Andersen
thermostat. Moving to higher thermostatting rates and other state points,
in figure 2.4 we have plotted the measured diffusion coefficients up to the
maximum collision frequency the time step permits.

All diffusion coefficients have been scaled relative to their “true” value (that
is, the value they have in the weakly thermostatted limit). We can clearly
see that although there is a significant decrease in the diffusion for high
collision frequencies for the Lowe-Andersen thermostat the effect is nowhere
near as dramatic as for the Andersen thermostat. At Γ = 1000, for example,
in the worst case (corresponding to the lowest density and hence the largest
thermostat radius) the diffusion coefficient is reduced by 40%. In the best case
(the highest density) only 20%. This should be compared with the Andersen
method which, at this collision rate, typically reduces the diffusion coefficient
by more than two orders of magnitude. This observation applies for all the
state points we considered.
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2.1. THE LOWE-ANDERSEN THERMOSTAT IN MD SIMULATIONS

T ∗ ρ∗ RT P∗ P∗ [30] U∗ U∗ [30]

0.722 0.8442 1.036 0.41(1) - -5.860(5) -

0.8 0.7 1.051 -0.50(1) -0.521(5) -4.852(5) -4.851(2)

2.0 0.1 1.348 0.1806(5) 0.1802(2) -0.640(5) -0.643(2)

2.0 0.4 1.088 0.75(1) 0.742(3) -2.431(5) -2.435(3)

2.0 0.8 1.005 5.50(5) 5.453(7) -4.538(5) -4.543(1)

Table 2.1: Results for the internal energy U∗ and pressure P∗ compared
with the results from Johnson [30]. RT is the thermostat radius for which the
number of collisions match that of an Andersen thermostat with the same
collision probability. All values are in reduced units and the pressure and
energy include tail corrections.
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Figure 2.2: Mean square displacement for low collision frequencies Γ∗ us-
ing the Andersen thermostat. The state point is the one considered in [5]
(T ∗=2.0, ρ∗=0.8442)

2.1.4 Conclusions

We showed that the Lowe-Andersen thermostat can be used in Molecular
Dynamics simulations. The method has the nice features of the Andersen
thermostat, locality and simplicity. Furthermore, the method is Galilean in-
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Figure 2.3: Mean square displacement for low collision frequencies Γ∗ using
the Lowe-Andersen thermostat. The state point is the one considered in [5]
(T ∗=2.0, ρ∗=0.8442)

variant and this, as Soddemann et al. pointed out [17], is advantageous in
non-equilibrium simulations. Moreover, it has a significant advantage over
the Andersen thermostat even for the equilibrium simulations considered here.
At high thermostatting rates, where the system rapidly samples the canon-
ical ensemble, it does not significantly slow the configurational dynamics.
It therefore circumvents a known limitation of the Andersen approach. We
should add that here we considered simulations of relatively dense fluids for
which a thermostat radius somewhat larger than the particle diameter yields
sufficient thermostat collisions. Minimising this radius is important because
it minimises the extra contribution the thermostat makes to the viscosity of
the system. If the system has a significantly lower (gas-like) density this
will not be possible. In this regime the approach described by Stoyanov and
Groot [18] is necessary. However, as the majority of MD simulations study
the fluid (and indeed solid) regime, the simple method described here has
widespread applicability.
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Figure 2.4: Diffusion coefficient D∗ normalised by the true (unthermostat-
ted) diffusion coefficient D∗

0 as a function of the collision frequency Γ∗. Re-
sults for the Lowe-Andersen thermostats at all five state points are shown.
The Andersen thermostat results at one state point (T ∗=0.722, ρ∗=0.8442)
are shown for comparison

2.2 An adapted thermostat

In the second section of this chapter we propose a simpler version and an
alternative approach for the Lowe Andersen thermostat. First we will treat
the simpler version. Also in this section wherever we present results and
ommit units, we have chosen units such that the interaction radius rc = 1, the
temperature kBT = 1 and particle masses are m = 1. This choice fixes the
unit of time implicitly. The radius rc is functionally identical to RT from the
previous section, but RT is chosen through an iterative procedure, while rc
gets it’s value by construction.

2.2.1 A simpler Lowe-Andersen scheme

The Lowe-Andersen thermostat is constructed in such a way that it conserves
both linear and angular momentum in the pair collisions. It is relatively easy
to see why conservation of linear momentum is required. We want a particle
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2. APPLICATIONS OF THE LOWE-ANDERSEN THERMOSTAT

system to have correct hydrodynamic behaviour at long length scales. So
we must make assumptions that are analogous to the assumptions leading
to the Navier-Stokes equations. These are conservation of mass, momentum
and energy, so obviously we also want the thermostat to conserve linear
momentum. Energy conservation will not be required as the thermostat acts
as a coupling to an external heat bath.

From a theoretical point of view, microscopic conservation of angular mo-
mentum is not necessary to recover correct fluid like behaviour [31]. If the
microscopic angular momentum is randomly oriented, then the stress tensor
is symmetric and the angular momentum of a continuum fluid is no longer
independent of the linear momentum equation. That is, the angular momen-
tum equation of the fluid motion on long length-scales arises from the linear
momentum equation. This was also confirmed by computer simulation [32].
Consequently, this requirement for the Lowe-Andersen thermostat is for many
cases unnecessarily restrictive. If we remove the need for conservation of
angular moment and apply this to the Lowe-Andersen thermostat, we can
change the velocity update procedure to just reset the relative velocities and
not the relative velocities along the lines of centre. So we change

~v∗
i (t) =

{
~vi(t) Γ∆t < ζ1
~vi + µij

mi

(
λ −

(
~vi − ~vj

)
· σ̂ij

)
σ̂ij Γ∆t ≥ ζ1

~v∗
j (t) =

{
~vj (t) Γ∆t < ζ1
~vj − µij

mj

(
λ −

(
~vi − ~vj

)
· σ̂ij
)

σ̂ij Γ∆t ≥ ζ1
(2.15)

to

~v∗
i (t) =

{
~vi(t) Γ∆t < ζ1
~vi + 1

2

(
1 −

√
6kbT δ
|∆~vij |

)
∆~vij Γ∆t ≥ ζ1

~v∗
j (t) =

{
~vj (t) Γ∆t < ζ1
~vj − 1

2

(
1 −

√
6kbT δ
|∆~vij |

)
∆~vij Γ∆t ≥ ζ1

(2.16)

where δ is a random Gaussian variable with mean 0 and standard deviation
1 and ζ1 is again a uniform random variable between 0 and 1.

2.2.2 An alternative Lowe-Andersen scheme

We can also take yet another different approach to the Lowe-Andersen ther-
mostat. Instead of rescaling the velocity along the line of centres, we can
rescale the velocity component not in that direction. So instead of using 2.15,
we can write the update scheme as follows. For simplicity we assume both
particles have equal mass.
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2.2. AN ADAPTED THERMOSTAT

We start with defining the perpendicular velocity vectors

~vi⊥ = ~vi − ~v (2.17)

~vj⊥ = ~vj + ~v (2.18)

with

~v = 1
2
((

~vi − ~vj
)

· σ̂ij
)

σ̂ij (2.19)

Now the relative perpendicular velocity vector is defined as

~v⊥ = ~vi⊥ − ~vj⊥ (2.20)

With this we can write the velicoty update scheme as

~v∗
i (t) =

{
~vi(t) Γ∆t < ζ1
~vi⊥ + 1

2~v⊥ + ~v⊥
|~v⊥|

√
4kBT δ + ~v Γ∆t ≥ ζ1

~v∗
j (t) =

{
~vj (t) Γ∆t < ζ1
~vj⊥ − 1

2~v⊥ − ~v⊥
|~v⊥|

√
4kBT δ − ~v Γ∆t ≥ ζ1

(2.21)

with δ a random Gaussian variable with mean 0 and standard deviation 1.
Please note the factor 4, we are only re-thermalizing 2 degrees of freedom
for 2 particles since we keep the component along the line of centers.

2.2.3 Results

We now have 3 “flavours” of the Lowe Andersen thermostat, the original one,
a simplified version (that rescales relative velocities) and an adapted version
(that works on the perpendicular part of the velocity). We will refer to the
3 thermostatting methods as “Lowe-Andersen”, “Relative” and “Perpendicular”
respectively. To examine the differences between the three methods we cal-
culate the Schmidt number Sc defined as Sc = η

D for some systems using
exactly the same parameters and only changing the thermostat. The Schmidt
number is a dimensionless constant that gives the ratio of the momentum
diffusivity over the mass diffusivity.

For DPD particle systems a known problem is that the high Schmidt num-
bers required for the liquid regime (O(103)) are hard to achieve, and typical
simulations are done in the gaseous regime (O(1)). So a thermostat that can
increase the Schmidt number without changing the static properties is useful.
A proper analysis of the behaviour of the Lowe-Andersen thermostat has al-
ready been performed [33], and the conclusion is that it is possible to achieve
liquid like Schmidt numbers. However it is still useful to investigate the two
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alternative schemes to see if they can reach the same Schmidt numbers at
lower collision frequencies.

The value for the diffusion is calculated using the slope of the MSD func-
tion. The viscosity η is calculated using the method proposed by Backer [34].
In the Backer method we apply two small pressure gradients of equal mag-
nitude but opposite directions to left and right half of the system. As long as
the pressure gradient is small we can stay in the low Reynolds number (≪ 1)
regime and use a known analytical solution for the resulting Poisseuille flow
to directly estimate the dynamic viscosity.

As we can see from table 2.3 the increase of the Schmidt number is quite
dramatic for all the chosen system parameters (as found in table 2.2). The
static properties like the actual temperature and radial distribution function
are not perturbed by using this different thermostat. We checked the static
properties explicitly but there was no significant difference between the ob-
served values.

Parameter set: 1 2 3

ρ 2.00 5.00 2.00
Np 500 1000 500
∆t 0.05 0.05 0.05
T 1.0 1.0 1.0
Γ 10 10 1

Table 2.2: Parameter sets used, again all units are such that kBT = 1, the
unit of length is the thermostat cut-off radius and the density is the number
density.

Set 1 Set 2 Set 3
Method D η Sc D η Sc D η Sc

Lowe-Andersen 0.12 1.7 7.5 0.037 12 64 0.50 0.74 0.7
Perpendicular 0.035 7.7 111 0.022 52 477 0.24 1.17 2.4

Relative 0.030 9.7 160 0.022 63 571 0.21 1.45 3.4

Table 2.3: Schmidt numbers Sc for the three thermostats described, together
with the observed dynamic viscosities η and diffusion coefficients D. For
clarity the methods are ordered by increasing Schmidt number values.

While the diffusion is a bit lower for both the “perpendicular” and “relative”
thermostats, the high increase in dynamic viscosity makes for a very significant
increase in the Schmidt number.
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2.2.4 Conclusion

In this section we introduced two new thermostatting schemes and performed
some simple tests to validate their usage. We did not find any differences
in static properties, only a large impact on the dynamic properties. As both
schemes are also slightly simpler to use, they might make for good alternative
candidates to the Lowe-Andersen thermostat in some cases where the arti-
ficially slowed down mass transfer dynamics (e.g. reduced diffusion) are an
acceptable trade-off for the highly increased momentum transfer dynamics.

2.3 Thermostat interaction ordering

In this last section we will describe a flaw in the way the Lowe-Andersen
thermostat works. Because the pairwise operation is not commutative, the
ordering in which the operation is applied may matter as the operation in-
troduces correlations between the particle pair it acts upon. We will give a
few examples when these correlations become an issue and a simple way of
working round this. Again, whenever we don’t explicitly specify units in this
section, they are chosen such that the thermostat interaction radius rc = 1,
the temperature kBT = 1 and particle masses are m = 1. This choice fixes
the unit of time implicitly.

2.3.1 Theoretical analysis

In the methods described in this work there are a small set of operations that
are carried out on the system particles. These operations can be grouped
into an integration scheme, continuous force operations and instantaneous
operations.

All continuous forces considered are pairwise additive. This means that in
a 3 particle system the forced exerted on particle 1 is the sum of the forces
exerted by particle 2 in the absence of particle 3 and the force exerted by
particle 3 in the absence of particle 2. This is a typical property of systems
that are in the classical limit.

The integration schemes change a particle’s position and velocity, but only
as a function of the particle’s own properties. This implies that the order in
which particles are treated in the integration scheme and continuous force
parts of the simulation code will not matter. One can update for example
the particle positions in order of the particle number, sorted by position or
completely at random.

For instantaneous operations there might be a problem, especially if the
operation somehow correlates the new state of a particle with its old one and
that of a different particle. Now the order of the operations carried out will
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matter. As an example we will consider the operation A where we assign the
average of property p to particle 1 and 2 for a system of 3 particles. Out of
the 6 possible orders to do operation A we will pick 2, A(1, 2), A(2, 3), A(3, 1)
and A(2, 3), A(1, 2), A(3, 1) and consider the final value for particle 1. Using the
first order we will end up with the value 3

8p1 + 3
8p2 + 1

4p3 while doing it in
the second order we get the value of 1

4p1 + 3
8p2 + 3

8p3.
While the calculation of A is a trivial example, it should be clear that simi-

lar problems may appear in simulations with operations like this. In this work
we often use the Lowe Andersen thermostat. This is effectively an operation
that instantaneously changes the velocity of a particle pair. In the low col-
lision frequency limit the chance that a single particle gets thermostatted is
relatively small, within the interaction volume VI = 4

3πR3
T of a single particle

there are typically NI = ρVI particles. The chance P that a single particle
then has more than 1 interaction is then

P>1 = 1 − (1 − Γ∆t)NI − (NI − 1)!
NI !

(1 − Γ∆t)(NI−1)Γ∆t

.
For most simulations done here P>1 is close to 1 for the parameters used,

so it is useful to consider the effect of ordered collisions on the system. As a
model system to verify that the problem does indeed occur with the thermostat
we put 3 particles in a box within their cut-off radius and ran a regular
simulation where we calculated the velocity autocorrelation function 2.7 for
all 3 particles individually. During the simulation we do not actually update
the positions to keep all of them within their respective cut-off radii. As we
can in figure 2.5, there is indeed a significant effect in this small model system.
We also checked the temperature of the system, both the average for the entire
system and per particle. In all cases the observed temperature was within the
error margins of the set temperature. In figure 2.6 we also show the averaged
velocity autocorrelations functions for the 3 particles in both cases. There
appears to be no discernible difference between the two. This implies that
system averages will not be directly influenced by the ordering effect.

If we also consider a slightly larger system with 5 particles (2.7,2.8) we see
the same thing. Ordering collisions results in different velocity autocorrelation
functions for the different particles. Another way of illustrating the ordering
problem is by rewriting the Lowe Andersen thermostat in slightly simpler way
where we do not conserve angular momentum, we will go into more detail on
this in a later section. The simplest way to describe the thermostat is then
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Figure 2.5: Normalized one component velocity autocorrelation functions
for a small 3 particle system. The left one is for ordered collisions, the right
one for random collisions.

~v∗
i (t) =

{
~vi(t) Γ∆t < ζ1
~vi + ~vi− ~vj

2|~vi− ~vj | + γ(~vi− ~vj )
2|~vi− ~vj | Γ∆t ≥ ζ1

~v∗
j (t) =

{
~vj (t) Γ∆t < ζ1
~vj − ~vi− ~vj

2|~vi− ~vj | − γ(~vi− ~vj )
2|~vi− ~vj | Γ∆t ≥ ζ1

(2.22)

This scheme effectively rescales the relative velocity for two particles to be
from a Gaussian distribution. The parameter γ is a random Gaussian variable
for which the exact width is irrelevant for now, but the mean should be 0. We
can rewrite the velocity replacement as a matrix operation Mij that acts on
the “super” velocity vector (vix , viy, viz , vjx , vjy, vjz ) == (~vi, ~vj )

Mij = 1
2

(
1 − γij

∆ij
1 + γij

∆ij
1 + γij

∆ij
1 − γij

∆ij

)

with ∆ij = |~vj − ~vi|. For a 2 particle system this is a relatively trivial operation,
but for an N particle system, it gets more complex. Since ∆ij depends on the
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Figure 2.6: Normalized averaged velocity autocorrelation functions for the
ordered and random interactions.

the vector the matrix operates on it is not possible to construct one single
matrix that calculates all the new velocities in one go in this way. Instead
we have to multiply the velocity super vector m times by m different matrices
M

(k )
ij with m the amount of particle interactions in a given time-step and k the

k ’th interaction. Each of these matrices M
(k )
ij has elements mab given by

mab =





1
2

(
1 − γij

∆ij

)
((a = i and b = i) or (a = j and b = j)

1
2

(
1 + γij

∆ij

)
((a = i and b = j) or (a = j and b = i)

1 (a = b and (a 6= i and a 6= j)
0 otherwise

(2.23)

Each of these matrices M
(k )
ij contains a unique ∆k that only depends on

the matrices M
(l)
ij with l < k . We can analyse a single matrix M

(k )
ij and get

the eigenvalues to be 1 and γ
∆k

. This implies that a single collision leaves
the velocity distribution invariant on average as γ and ∆k both come from the
same Gaussian distribution.

Now depending on the (arbitrary) ordering of pair collisions that determine
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Figure 2.7: Normalized one component velocity autocorrelation functions
for a small 5 particle system. The left one is for ordered collisions, the right
one for random collisions. The only interactions done are 1-2, 2-3, 3-4, 4-5
and 1-5.

the application of the Mk ’s on the super velocity vector we can introduce
correlations. We will not treat the analytical approach in much detail, as
figure 2.5 already indicates that the effect can be significant.

Without actually modifying the Lowe-Andersen thermostat, as that has
been proven to work sufficiently well in multiple systems, we can apply a
symmetry argument to work around the ordered collision ordering. Assuming
there is a measurable effect on the velocity autocorrelation function of a single
particle, we want to make sure that each particle suffers from the ordering
effect in the same way. If we do not have any details about the system
implementation, the only way to enforce this is by having all collisions occur
in a random order. Random ordering ensures that no particle a will always
have a velocity update before particle b. Another argument why collisions
should be random is by looking at the underlying process we try to model.
Particles interact with each-other at random times that do not have to occur
exactly at the discrete points in time where we describe the system. Only by
treating the continuous range of events at fixed intervals do we introduce the
artefacts described above.
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Figure 2.8: Normalized one component velocity autocorrelation functions
for a small 5 particle system. The left one is for ordered collisions, the right
one for random collisions. All 10 possible interactions are done.

To randomize the interactions, the following procedure can be followed.
First decide if you will update the velocity of two particles due to a thermostat
interaction (the Γ∆t ≥ ζ1 case in equation 2.3). If so, instead of constructing
new velocities, add two references to the particles as a tuple to a list and
continue finding the next candidate pair. After you are done treating all the
pairs in this way, apply a list randomization algorithm to the list of tuples.
A simple and effective algorithm is “Algorithm 235: Random permutation” [35].
With the new ordering of pairs, go back and apply the velocity update scheme
as usual (2.3 and assume ζ1 = 0).

A simple check on an existing system is to see if it contains particle col-
lisions that are always in a specific order and a particle has on average
more than 1 collision per time-step. An example of this would be a linear
polymer chain in a solvent where the monomers making up the chain are al-
ways thermostatted pairwise from one end to the other with a high collision
frequency. The first bead in the chain can then have a significantly higher dif-
fusion coefficient than the other beads. The higher diffusion in turn may alter
ensemble averages of the entire polymer. More precisely, consider the follow-
ing straightforward implementation of a particle system. The particle system
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consists of Ns solvent particles and 1 polymer consisting of Np monomer parti-
cles linked together to form 1 polymer molecule. The simplest way of actually
modelling this is by having N = Ns +Np particles numbered 1 to N . The first
Np particles are linked together to form the single polymer chain, so during
force calculation some spring force is applied to all particles pairs (i, i + 1)
with i < Np. Pair interactions when done in the simplest way possible is
to check for each particle i if there is a particle j > i within the interaction
range, and then possibly applying the interaction. With this straightforward
implementation now consider particle 1, one head of the polymer chain. The
thermostat interactions with particles 2 and 3 will always occur in the same
order. As shown earlier this will decrease the effective diffusion of this partic-
ular monomer. Because the rest of the polymer chain is attached to the head
monomer, the complete dynamics of the polymer chain may be altered. Even
when the thermostat interactions are forbidden between particles making up
the polymer and all thermostatting is provided through the solvent-monomer
and monomer-monomer interactions the head particle with index 1 is (on av-
erage) always thermostatted before the particle with index 2, possibly still
introducing a slow-down of the dynamics of particle 1.

In most systems however, the ordering issue should not occur. As the
Lowe-Andersen thermostat is mostly applied to solvents and gasses, particles
are not expected to be in each other’s interaction radius for long times. Another
simple test will be to change the time-step size while keeping the collision rate
per time constant. Dynamic properties like the diffusion should not change in
this case. Further research will have to quantify exactly how measurable the
ordering effect is, but if a model is free of long-time systematic ordering we
expect no issues relating to interaction ordering.

2.3.2 Parallel implementations of the Lowe Andersen thermostat

It is very common for scientific programs to run on multiple computers at
once, this is usually referred to as parallel code. It is called parallel because
multiple processing units are working on small pieces of the same problem in
parallel.

There are a number of ways to distribute the work for a single problem
over multiple computers. The most favourable and easy one is so called “farm-
ing”. Farming means that the very same problem is solved multiple times with
different starting points from the same ensemble and the measured observ-
ables are averaged over all simulations. For almost all of the experiments
done in this work farming is a sufficient way to parallelize the workload. The
obvious benefits are perfect scalability, i.e. twice the numbers of computers
results in two times more usable data, cheap computing units (no expensive
network is needed) and a trivial algorithm, just start the same simulations
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multiple times with a different random number seed.
However, this is not the end of the story. There are many simulations that

simply cannot be run in this farming way on a single computer. One might be
interested in a simulation of a large system that evolves from one state to the
other and takes a very long time on a single computer. Also the problem size
might be so large that it does not fit in the computer memory. In both cases
it might be worth it to change the algorithm in a such a way that a single
simulation runs on multiple computers at once.

There are quite a number of ways to do this. A very intuitive one is
domain decomposition. Here the relative position of elements in the simulation
is used to group bits that interact often with each other together and have
each computer work on such a group of elements. For a particle system one
could slice the system into equal sized slabs and have each node work on
all particles in one such slab. Interactions between two particles in different
domains need to be dealt with explicitly by having two computers negotiate
on the operations to perform on the particle pair. While domain decomposition
might seem like a very good way of solving a problem in parallel it does have
some drawbacks. In case of very long ranged interactions the computers spend
most of their time communicating with other computers, this is a very slow
operation even on the best performing networks available. This communication
part will always cause the efficiency of doing a same problem in this way to
be lower than by doing it with farming.

The last way of parallelizing we will consider here is doing it on a very
low level. Start with the actual code used, look for the piece that the com-
puter spends most of the time executing. Then try to split this piece of code
in separate pieces that do not depend on each other. For example, there
might be a code block where the values in a large array ~x are multiplied by
some constant value, immediately followed by values in array ~y being multi-
plied by some constant value. One could then distribute the workload over 2
processors, one could multiply the values in array ~x , the other in array ~y.

After this short introduction to parallel code we will attempt to explain
what the problem is with implementing the Lowe-Andersen thermostat in
a parallel program and how we think this implementation can be done in
an efficient way. The interactions caused by the thermostat are completely
local at first glance. Just two particles interact only within a fixed distance,
therefore domain decomposition should be a trivial task. This however, is
not the case. Because a thermostat collision correlates the velocities of two
particles, a particle that subsequently interacts with either of those two gets
weakly correlated with the other of the pair. Taken to the extreme, particles
that are at the largest possible distance in the system might still get correlated
in a single iteration. This effectively means that the thermostatting algorithm
cannot be efficiently implemented using domain decomposition in the case
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where all the thermostat interactions have to be done in 1 very specific order.
Luckily this is an extreme example, as we will show here.

Let us first treat a thermostat interaction between two particles as a con-
nection between those two. So if two particles a and b both only interact
with c, they are still (indirectly) connected. Using this approach we can group
together all the interactions, in the extreme limit there will be just 1 group
with all interactions.

We can make a very rough estimate of the transition to one connected
group in terms of collision frequency and particle density. If we have a particle
density ρ, a point in the system has on average 4

3πρr3
rc possible interactions

with neighbours. Out of those possible interactions, only a fraction Γ∆t will
actually interact. So the interaction density will be approximately 4

3πρr3
cΓ∆t .

A very rough estimate of a “percolation threshold” is that it will only happen if
the amount of interactions in a volume r3

c is higher than one. So a first order
approximation of a requirement for efficient parallelization would be

4
3πρr6

cΓ∆t < 1

Filling in some numbers that we typically use for simulations (ρ ≈ 3, ∆t ≈
0.01, r3

c = 1) we get roughly Γ < 12; this is a very reasonable condition in
most simulations.

So typically it is possible to group the interactions together in a high
number of groups. If the number of groups is larger than the number of
computers this work can in theory be done efficiently in parallel. We also
have to remember the collision ordering randomization requirement from the
previous section. The conclusion is that the order of interactions must be
randomized. For a large system randomization can be mistaken to randomize
all of the interactions. This is not directly necessary. If two groups of particles
do not interact at all in a given iteration, there is no need to treat the two
groups in any particular order, so you only have to randomize interactions
within the groups themselves. So grouping allows you to split the workload
for treating different groups over multiple computer nodes.

Using a grouping approach it should be clear that efficient parallelization
of the thermostat is directly related to networks and percolation mentioned in
Chapter 4.1. Way above the percolation threshold the interactions are all long
ranged, only below this threshold it is possible to evenly distribute the work-
load for the thermostat over all computers. We have not actually implemented
a parallel version of the Lowe-Andersen thermostat in our simulation code.
The reason for not building a parallel implementation is, as mentioned ear-
lier, that in many cases you are actually interested in ensemble averages. By
simulating multiple instances of the same system in different configurations in
parallel you can get the desired results without the need for complex parallel
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computation methods. Only when you’re interested in a long time evolution
of a single process, say the mixing dynamics of two initially separated fluids
you may want to parallelize your simulation code.
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