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Chapter 3

DPD simulations at constant

pressure

3.1 Introduction

Specifying the pressure in particle simulations involves using a “barostat” that
in some way couples the system to an infinite external system with a fixed
pressure. The system then samples the Isobaric-Isothermal (NPT) ensemble.
Here we will show a way of sampling the NPT ensemble in DPD simulations
using a technique similar to the way it is often done in Molecular Dynamics.
We will then use this method to test a simple 2 component equation of state
for a mixed DPD fluid.

Since most real experiments are done at constant pressure, temperature
and number of particles, this is often the most logical choice for a simulation
as well. Unfortunately typically particle methods by themselves have a con-
stant volume, energy and number of particles. Sampling in another ensemble
requires an explicit modification of the method. In Chapter 2 we have studied
ways of keeping the temperature of a system fixed. Here we will implement
a way of also keeping the pressure constant in a DPD simulation.

3.2 Dissipative Particle Dynamics

The Dissipative Particle Dynamics (DPD) method was introduced in 1992 by
Hoogerbrugge and Koelman [7]. Their model was improved in 1995 when
Español and Warren [8] put it on a solid theoretical foundation by getting the
thermodynamic equilibrium properties right. The method itself is a mesoscopic
particle method that is well-suited for multi-component fluid simulations, and
specifically ones where the dynamics itself are interesting. By mesoscopic we
mean in this context that the simulations capture the fluctuations with small
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3. DPD SIMULATIONS AT CONSTANT PRESSURE

scale physics, but individual particles making up the system do represent
many atoms or molecules. An oft overlooked property of DPD is that it has
a relatively simple equation of state. This simple equation of state allows a
theorist to work out analytical solutions to some problems that can be checked
with computer simulations in a relatively simple way. The simple equation of
state can be placed in between the overly simple ideal gas equation of state
and the relatively complex Lennard-Jones equation of state. Both equations
of state also have a corresponding simulation technique, but the ideal gas
fails to exhibit phase transitions, while a Lennard-Jones equation of state can
have over 32 terms making it very cumbersome to work with. In contrast, a
simple DPD equation of state has only two terms while still exhibiting phase
transitions.

With these properties in mind, it is useful to explain the actual method in
a bit more detail. The method consists of 3 parts, a set of forces that enforce
the correct static thermodynamic properties, an integration scheme that takes
care of the correct time evolution of the system and finally a set of boundary
conditions. The forces in DPD are usually given as 3 separate parts. First
the conservative force fc

~fc =
{

aij (1 − rij
rc

)r̂ij if rij < rc

0 if rij > rc

Here aij is a function of the particle types involved in a particle pair inter-
action. The distance between particles i and j is rij , the force cut-off radius
rc and r̂ij is the unit distance vector between i and j. The aij parameter can
be used to tune the interaction between different fluids in the system. Phase
transitions in the system occur because of this force, setting it to 0 reduces
the system to an ideal gas. Second we have the random force, that together
with a dissipative force acts as the system thermostat. The random force ~fr

consists of a tunable magnitude σ , a distance dependent weight ωR and a
randomly chosen variable from a Gaussian distribution with unit variance Θij

chosen to be
~fr =

{
σωR (rij )Θij r̂ij if rij ≤ rc

0 if rij > rc

Finally the dissipative force ~fd force has the following form:

~fd =
{

−γωD(rij )(r̂ij · ~vij )r̂ij if rij ≤ rc

0 if rij > rc

Here γ is a tunable friction coefficient and ωD is a distance dependent weight.
The random and dissipative forces balance the system to be at a temperature
kBT = σ2

2γ if ωD(rij ) =
(
ω(rij )

)2. For simplicity the weight function ωR (rij ) is
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3.3. BAROSTAT

usually chosen to be

ωR (rij ) =
{

1 − rij
rc

if rij ≤ rc

0 if rij > rc

The total force on a single particle i is now given by
~fi = Σi 6=j

(
~fc(rij ) + ~fr(rij ) + ~fd(rij )

)

. Note that although this is a double summation, all three force components
have a limited range, so the simulation remains manageable even for large
amounts of particles.

Now the equations of motion also have to integrated. There are some
options here, but for strict DPD using the random and dissipative forces a
scheme that has no velocity dependent forces is useful. A modified velocity-
Verlet scheme is typically used. Here the equations of motion are integrated
as follows, using g as a shorthand for the calculated forces based on the new
particle positions:

~ri(t + ∆t) = ~ri(t) + ∆t~vi(t) + 1
2(∆t)2~fi(t) (3.1)

~v∗
i (t + ∆t) = ~vi(t) + λ∆t~fi(t) (3.2)

~fi(t + ∆t) = g(~ri(t + ∆t), ~v∗
i (t + ∆t)) (3.3)

~vi(t + ∆t) = ~vi(t) + 1
2∆t(~f (t) + ~fi(t + ∆t)) (3.4)

Here the velocity v∗
i is a guess for the actual velocity at t + ∆t . A suggested

optimal value for this the value of λ is 0.65.
Finally there is the question of how to handle particles near the edge

of a simulation box. This is an area of active research, as it is apparently
quite difficult to simulate a wall that has all the expected properties correctly.
Fortunately we are only interested in bulk properties of the system, so we
choose to use simple periodic boundaries. This means that if at any point a
particle in a system with with some pre-defined dimensions moves outside
of the simulation box, the particle is translated to the other side of the sys-
tem. Forces are also calculated over the boundary if that results in a shorter
distance.

For simplicity in the rest of this chapter, we take the force cut-off radius
rc to be 1, the particle masses to be 1 and the temperature in units such that
kBT = 1. This implicitly fixes the unit of time as well.

3.3 Barostat

While DPD by itself already contains a thermostat (the random and dissipative
force), it has no way of controlling the pressure. Therefore many papers report
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3. DPD SIMULATIONS AT CONSTANT PRESSURE

on results acquired with a canonical ensemble. Since DPD has a very simple
equation of state, one could theoretically calculate the density required for a
certain pressure and do the simulations at that state-point. There are however
some drawbacks to this approach, it can only be done for a one component
system. Many DPD simulations are however done with multiple species. Then
an iterative procedure is needed to get the right density, or ideally a way to
control the pressure.

There are several methods available to perform constant pressure Molec-
ular Dynamics and Monte Carlo simulations. The dynamic approach involves
coupling the dynamics of the system to those of a hypothetical piston. These
methods have indeed been used to develop constant pressure DPD algorithms.
For example, Trofimov et al. [36] used a DPD system coupled to an Andersen
barostat [10] while Jakobsen [37] used a Langevin barostat [38]. The problem
with using a dynamic method is that the same problem arises as does with
constant volume DPD simulations. Namely, that to ensure that detailed bal-
ance is satisfied it requires an iterative algorithm. Incorporating the barostat
dynamics just represents an additional degree of complexity in an iterative
scheme. The Lowe-Andersen thermostat modifies the DPD method so that a
simple (non-iterative) scheme for integrating the equations of motion satisfies
detailed balance. Here, in the same spirit, we propose a method for constant
pressure simulations.

The Lowe-Andersen thermostat satisfies detailed balance because it is a
valid Monte-Carlo scheme (or vice versa). The idea here is to combine this with
a Monte Carlo constant pressure algorithm, involving small changes in the size
of the simulation box. Specifically we use the method of McDonald, described
in [5], Chapter 5. This method mixes normal (constant volume) moves and
volume changes. Since the Lowe-Andersen thermostat generates, in Monte
Carlo terms, valid constant volume displacements the combined method will
satisfy detailed balance even with a simple algorithm to update the equations
of motion.

Our implementation attempts to update the system volume periodically in
the following way. A new volume V ′ is chosen based on the current volume
V by ln V ′ = ln V + σ− 1

2
10 . Where as usual σ is a uniform random number

in the interval [0..1]. All particles positions are then rescaled to fit inside
the new volume, and the new total energy E ′ is calculated. If our system
contains “molecules”, e.g. polymers, we only translate the centre of mass of
the molecule and do not simply change the individual particle positions. With
the new energy and volume values we then calculate the acceptance term
accept for the Monte Carlo scheme as

accept = min
(

1, e
− 1

kBT ((E ′−E )+P(V ′−V )−(N+1)kBT ln V ′
V )
)

.
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3.4. RESULTS

Then we generate another uniform random number σ in the interval [0..1] and
accept the new system volume if σ < accept, or we revert to the previous
volume otherwise. In the acceptance rule E refers to the (potential) energy of
the configuration, P to the pressure and V to the volume, quantities denoted
with a prime are the possible new values if the configuration is accepted. Note
that N is the number of “molecules” and not strictly the number of particles.

3.4 Results

3.4.1 Constant pressure

To verify if this barostatting method works, we ran a number of DPD simu-
lations with various potentials, temperatures and densities and measured the
system pressure. As can be seen in figure 3.1, for all tried configurations the
system pressure is equal to the external pressure within the statistical error
associated with particle systems. Note that many of the shown configurations
are phase separated systems with 2 components with varying densities. This
is a good indication the method will also work for even more complex systems.

3.4.2 Mixing and demixing

We also compared the system densities with the densities predicted by a DPD
equation of state for a 2 component system. One of the assumptions for this
equation of state is that the system is not demixed in two phases with different
densities. Many of our configurations are for phase separated systems, so we
need a way to filter those configurations without visual inspection.

We can use the structure factor S(~k ) for this, this is the Fourier transform of
the density-density correlation. This is a quantity that is directly measurable
in real life scattering experiments. There are multiple definitions, but one we
can use is

S(~k ) = 1
N

ΣiΣje
i~k ·~rij (3.5)

where ~k is a wave vector. In a typical experiment one could send a beam with
a certain wave vector into a crystal sample, measure the scattered beam and
reconstruct the crystal structure from it. The important thing is that if we know
the structure factor as a function of ~k we have a good indication of the amount
of “structure” on certain length scales (hence the name structure factor). Since
we are not doing real experiments but computer experiments, we have to take
a slightly different approach. We already know all the particle positions, we
can define certain wave vectors and calculate a structure factor, but in general
this will not give us much new information. In our case it is useful though.
Since the structure factor gives us an indication of the amount of structure
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Figure 3.1: Measured pressure Ps normalized to the applied pressure Pe

for all permutations of the following parameters: a00, a01, a11ε[15, 16..20]
and Pε[1, 2, 4, 8, 16, 32, 64]. All configurations consisted of 333 particles of
type 0 and 667 particles of type 1. The temperature was set to 1kBT and
all configurations were sampled 800 times during 8000 time steps with
∆t = 0.02 after 2000 equilibration steps.

on certain length scales, we can use it to check whether the solvent particles
have structure on length scales much larger than their own size. If there is
structure on length scales much larger than the particle size, the solvent is
demixed.

We can rewrite the structure factor to

S(~k ) = 1
N

Σi(cos2(~k · ~ri) + sin2(~k · ~ri)).

(See appendix 10.2). Take note that since we are working with a finite size,
periodic system, we should take care that the wave vector always “fits” in the
box. We can easily accomplish this by using only vectors in the three principal
directions with length i2π

L with iε[1, 2, 3...] and L being the box length. In our
case we only use the structure factor value for the largest ~k that will fit in
the simulation box, ~k∗. So for a (cubic) simulation box with length L, ~k∗ will
be one of {2π

L êx , 2π
L êy, 2π

L êz}. For accuracy we take the average of the three
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3.4. RESULTS

values S(~k∗). A secondary benefit of taking the average is that for laminar
phase separation, we don’t accidentally measure the structure factor parallel
to the separating planes.

In this way we can simply verify if the system is phase separated by
considering the one component structure factor S(~k∗)00 where we only take
into account the particles of one type. We do not take the full structure factor
that considers all the particles, as this would not show phase separation effects
when the densities for the two particles types are identical. In theory this
should be a good measure for the amount of separation for the 2 component
system. The value of S(~k∗)00 will be close to 0 for a mixed system, similar to
a one component system. This is because a mixed system has no observable
structure/density fluctuations on long length scales. It will not be exactly 0
because of finite size effects and statistical errors in the measurement. For a
demixed system, the value of S(~k∗)00 will be larger than the structure on the
small length scales, which is close to the number density for the particle type
we’re measuring, ρ0. As can be seen in figures 3.3, 3.2 and 3.4, the exact value
for which we should decide through this procedure if a system is demixed or
not is open to interpretation, but something close to ρ0 is a good estimate.

Figure 3.2: Particle system where S(k∗) ≪ ρ0

To verify if this is a good choice we can also attempt to estimate the mixing
and demixing from the free energy differences between the two states. We
start by using the following 2 component equation of state with ρ = ρ0 + ρ1:

P = ρkBT + α(a00ρ2
0 + 2a01ρ0ρ1 + a11ρ2

1), (3.6)

and the one component equation of state as found by Groot and Warren:

P = ρkBT + αaρ2. (3.7)
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3. DPD SIMULATIONS AT CONSTANT PRESSURE

Figure 3.3: Particle system where S(k∗) ≫ ρ0

Figure 3.4: Particle system where S(k∗) ≈ ρ0

In both equations α is a fitted constant, that is usually found to be 0.101, and
aij is the interaction strength between species i and j . The two-component
equation of state is a trivial extension to two components that reduces to the
one-component equation of state when a00 = a01 = a11.

For both components we solve the predicted densities ρ for the mixed
(ρm) and demixed (ρd) states ρm0, ρm1, ρd0 and ρd1. Then we calculate the
chemical potentials of the 4 cases to be

µm0 = 2α (a00ρm0 + a01ρm1) + kBT log ρm0, (3.8)

µm1 = 2α (a00ρm0 + a01ρm1) + kBT log ρm1, (3.9)

µd0 = 2αa00ρ0d + kBT log ρ0m, (3.10)

µd1 = 2αa11ρ1d + kBT log ρ1m, (3.11)
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3.4. RESULTS

and finally use these chemical potentials to calculate the free energy differ-
ence between the mixed and demixed case to be

∆G = N (µm0 + µm1 − µd0 − µd1) . (3.12)

If ∆G > 0 we expect the system to demix. We can now compare the estimated
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Figure 3.5: Comparison of the free energy difference between the mixed
and demixed states ∆G predicted from equation 3.6 with the observed long
range structure factor value S(~k∗).

∆G with S(~k∗). As we can see in figure 3.5 there is a direct correlation
between the two quantities and choosing S( ~k∗) > ρ0 is indeed a good choice,
number densities fluctuate in the various configurations but are typically order
1. Please note that the equation of state is still an estimate only valid for
ρ >> 1. So our predictions for when the system demixes are not exact. The
observed results for the densities at many state points, including an indication
if the configuration is phase separated can be found in figure 3.6.

3.4.3 A better equation of state

Remembering the two component equation of state 3.6, we can now com-
pare the measured densities from our simulations with those predicted by the
equation of state. Note that when we remove the points corresponding to the
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Figure 3.6: Comparison of the theoretical two-component equation of state
with the observed densities at fixed pressures. All the simulations were
done with the same settings mentioned in figure 3.1. The circles represent
configurations that were phase separated, the crosses represent config-
urations that are mixed. The vertical axis is presented as the predicted
pressure Peos normalized to the observed pressure Psystem. The leftmost
blob is at Psystem = 1, the second from the left at Psystem = 2, the third at
Psystem = 4 etc.

demixed state and the low densities, we should in principle be able find a
function that matches the remaining data points. The original DPD equation
of state for a single component has been shown already by Groot and Warren,
but only in the limit of ρ going to infinity and more specific ρ > 3. The two
component equation has the same properties, but we should in principle be
able to fix these limits to acquire a better equation of state. To do this we
multiply 3.6 with a virial type of equation 1 + C1

ρ + C2
ρ2 + C3

ρ3 + .... Here the
values of Ci are a priori unknown constants that have to be determined by
fitting to experimental data. Combining the virial expansion with the equation
of state we get

P = (1 + C1
ρ

+ C2
ρ2 + C3

ρ3 + ...)(ρkBT + α(a00ρ2
0 + 2a01ρ0ρ1 + a11ρ2

1)). (3.13)
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1 2 3

C1 -0.199(2) -0.389(2) -0.390(3)
C2 0.150(8) 0.153(5)
C3 -0.001(2)

Table 3.1: Fitting coefficients for 3.13. The columns indicate the highest
order coefficient used for fitting. There is no significant difference between
2 and 3, so fitting up to and including C2 should be sufficient.

We can then fit this equation to the data we have, again using just the mixed
state data, to get the values listed in table 3.1. As we can see using up to C2
is good enough to get a good equation of state.

3.4.4 Conclusion

We have been unable to find references to the usage of the barostat described
in [5] in a DPD system. After building this, in combination with the Lowe-
Andersen thermostat, it works as expected without spurious time-step effects.
We then applied it to a two-component system and used it to verify a proposed
mean field two component equation of state for DPD. The equation of state is
usable to roughly predict if a system will be mixed or demixed. We can also
extend the equation of state slightly using a lower order virial expansion and
find that with just three terms we can quite accurately describe the system
also for low (ρ < 3) densities. The major benefit of the barostatted DPD
system will be in situations where a simple analytical equation of state is
required that still describes complex behaviour. As mentioned earlier, DPD
and its equation of state are about the simplest step up from an ideal gas,
but the added richness you achieve with multiple species and the simple
equation of state make it an ideal tool to allow computer experimentalists
to work together with theorists closely on multi-phase problems. Usually an
equation of state must be calculated for a given system, but for DPD it can
be specified to a very good approximation.

45


