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Chapter 4

Network detection in particle

systems

4.1 Introduction

Polymer networks form when polymer molecules are linked together in some
way. There are three types of this “cross-linking” [39]. Firstly, chemical bonds,
which are essentially permanent. Secondly, physical links such as hydrogen
bonds or van der Waals attraction. These are often weak and not thermo-
dynamically stable so the pattern of linking is not fixed. Furthermore, the
connections between polymer molecules are easily broken by the applica-
tion of external forces. Thirdly, topological links called entanglements where
the polymer molecules are constrained by being wrapped around each-other.
These are essentially permanent but evolve dynamically as the point of the
“knot” moves along the chain. There is also the possibility that more than one
of these cross-linking types exists in some systems. Given this, and the fact
that the the linking mechanisms themselves have very different characteristics,
materials containing polymer networks display a vast range mechanical and
dynamic of behaviour. Another important factor in determining their properties
is the proportion of space occupied by the network. Gels typically consist of a
low density of polymers dispersed in a liquid (up to 99% liquid by weight). At
the other ender of the spectrum, the polymer density of rubbers is much higher
such that the polymers occupy all space. For the purpose of this chapter we
will not distinguish between the two and just call them networks.

Networks are typically formed in a process where monomers or chains are
linked together by a chemical or physical process. This effectively transforms
the loose elements into larger connected structures, as the degree of cross
linking increases. At some point the connected structure occupies the entire
macroscopically observed system. There is a point where the system only
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4. NETWORK DETECTION IN PARTICLE SYSTEMS

just has a structure that is the size of the system. A “spanning” structure
exists. The macroscopic physical properties of the system change at this point,
which is usually referred to as the gel point, the vulcanization threshold or
the percolation point, depending on the context. The simplest change is that
below the threshold the system behaves like a fluid, above it like a solid.

There are numerous publications on experimental work regarding polymer
networks since materials of this type have interesting elastic properties that
make them very useful in industrial and medical applications. Rubbers, being
a types of polymer networks, deform under stress, but regain their original
shape when the stress is removed. Gels find extensive use in pharmaceuti-
cals, cosmetics and food. For the rational design of materials, required for
a given application, knowledge and prediction of the properties are crucial.
The seminal work of Flory [40] and de Gennes [2] laid the foundation for much
progress in theoretical description of polymer network systems [41]. Theoret-
ical research focuses mainly on the physical properties and amongst many
other things on the collapse and expansion of a network, similar to the single
polymer case discussed in other chapters of this work. However there is still
a large gap between the experimental and theoretical work. From a practi-
cal point of view it is extremely hard, if not impossible, to create networks
that are as ideal as theoreticians would like them to be for their theoretical
models to hold and vice versa the models are too complicated to solve if a
greater degree of realism is included. One approach in bridging this gap is
with computer simulations. Typical simulations can effectively “solve” theories
that are too complicated to solve analytically or create model systems that
are much more ideal and “measurable” than real systems to test the validity
of theoretical assumptions.

In the chapter we will address the following problem. In a simulation, how
do we know when we do or do not have a network that spans the system. In
the small, by macroscopic standards, systems that we can practically simu-
late different realizations of a given model system under fixed conditions will
inevitably give both system spanning and non-spanning structures. However,
if we calculate physical properties by averaging over all realizations and in-
clude those which do not have a spanning structure we will obviously get
spurious results compared to a macroscopic system for which all realizations
have a spanning structure. For example if we calculated the bulk modulus
and included all realization, those that are liquid-like (do not contain a span-
ning structure) would clearly contribute unrealistically low values. Similarly,
if we looked at the dynamic response they would contribute liquid-like (finite
viscosity) behaviour, rather than the solid-like behaviour of spanning system.
The obvious way to alleviate this problem is to exclude realizations that do
not contain a spanning structure. However, to do so we need to identify which
case we have.
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4.1. INTRODUCTION

There are a number of simulations techniques that deal directly or indi-
rectly with detecting polymer networks. One of the older analogous prob-
lems that people have tried to solve with simulations is the percolation prob-
lem [42,43]. Consider a grid completely filled randomly with elements of either
type a and b where the density of a is ρa. One can then attempt to calculate
at what value of ρa neighbouring elements of type a form a connected path
from one side of the system to the other. This problem was first posed in 1957
by Broadbent and Hammersley [44] and the first effective simulation technique
that could simulate this problem in an efficient way was proposed in 1976 by
Hoshen and Kopelman. [45,46]. We will later refer to this algorithm as ’HK76’.
Later the HK76 method was modified to work off lattice [47].

Another technique we can use in polymer network simulations is the so-
called burning algorithm developed in 1984 by Herrmann [48]. The procedure
is similar to forest fire propagation, hence the name. This technique can be
utilized to analyse polymer network structures, it can find the stress bear-
ing backbone, identify loops and a few other properties [49]. People have
employed these network analysis techniques to two types of network sim-
ulations [50–52]. The first type are typically atom-scale simulations where
individual monomers are explicitly treated and have been typically done far
above the vulcanization threshold [53–55]. They employ the burning algorithm
to analyse their system and effectively categorize every single monomer. The
other type of simulations try to model the system with a “phantom” network.
This is typically a set of connected elements that does have the same con-
nectivity as a real network but lacks excluded volume interactions and hence
ignores entanglements and knots. While this may seem like an oversimplifi-
cation, such models still capture many of the properties of such a system in a
realistic way.

One of the biggest differences between a real system and a simulated sys-
tem is the size of the sample. Simulated systems can not nearly be as large
as real systems. A big simulated system containing thousands or even million
monomers and be measured on a microsecond scale [56], while a real sample
the size of a bucket will contain 20 orders of magnitude more monomers and
a patient scientist can perform measurements that take years. On the one
hand, this means that any effect on length scales larger than the simulation
box cannot be captured. On the other it poses a serious problem with bound-
ary conditions. Since in real systems the boundaries are effectively “infinitely”
far away measuring bulk properties is easy, but this cannot be done in sim-
ulations. The fraction of “bulk material” over “close to the edge” material is
close to 1 in a real system, and close to 0 in a simulated system. Two com-
mon solutions to this problems are either taking a small enclosed system or
use periodic boundary conditions. Neither of the two solutions is perfect, but
periodic boundaries do have some benefits over a closed system.
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4. NETWORK DETECTION IN PARTICLE SYSTEMS

One is that periodic systems are more isotropic than confined systems.
There are no effective edges, so there is no location dependent effect from an
edge. In a way, they have an infinite size. The second is that although periodic
systems do not allow for fluctuations to occur on lengths larger than the box
length, a confined system with the same dimensions has a small system size.
In addition, periodic systems inherently have translational invariance. This is
a requirement for momentum conservation, an important consideration if one is
interested in dynamics. A more thorough treatment on the difference between
confined and periodic systems can be found in Allen and Tildesly [28].

Addressing the problem of identifying spanning structures in a confined
systems is relatively straightforward. It just requires identifying whether there
is a connected path between the confining boundaries. For periodic systems,
which are essentially infinite in size, this is not the case, as we will see. In
simulations using periodic boundary conditions in studies of system with den-
sities far above the percolation threshold all realizations will yield spanning
structures. However, as we will see near the gel point this is not the case.
For the remainder of the chapter we will consider cross-links as simply the
notion that one point is connected to another in some way. The nature of the
connection is not considered. This applies most intuitively for covalent bond
cross-linking, but in principle could be applied for other mechanisms.

4.2 The problem with resolving the problem

Probably the first problem you may run into when constructing a network is
detecting if the system is actually a network. In the thermodynamic limit, the
gel transition/vulcanization threshold is at a very specific density, but for a
single small configuration this does not hold. Now say you are constructing
networks close to the gel transition point but only want to take an ensemble
average over the ones that are actually a network, how do you find out if a
configuration should be taken into account. The problem is very clear in a
very large real system, if you can trace a path from one side to the other, i.e.
the system has structure on the largest possible length scale, then it is a net-
work. One way of approaching this problem is by looking at order parameters,
Puertas does this with a ’de-mixing’ order parameters [57], but these methods
all consider ensemble averages that do not specifically distinguish between
network and non-network configurations. So they do find the transition point,
but only for the average configuration, not for each single instance.

To illustrate the problem, for which we will propose an algorithm to solve,
consider an almost empty periodic system with just a single long polymer
chain. Percolation theory would tell us that this system will be a network if
one end is touching one side of the box while the other end is touching the
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4.2. THE PROBLEM WITH RESOLVING THE PROBLEM

other side of the box (we will refer to this as a “spanning cluster” from here
on). Obviously a single linear chain is not a network from a conceptual point
of view as can be seen in figure 4.1. A simple correction to this would be
to require that the chain is connected to itself across the boundary. At first
glance this might be the complete solution to the problem, but as we can see
in 4.1 and 4.2 there are configurations that are obviously a network but are
falsely identified by either of the two criteria.

Figure 4.1: Probably the most obvious case where the percolating cluster
condition fails. The object is obviously not a network, yet it spans an entire
periodic box.

Taking 4.2 as a starting point, we can try to solve the network problem by
explicitly correcting for these exceptions. Unfortunately there are an infinite
number of possible exceptions (see 4.4) so a more elegant approach is needed.
While most of the exceptions only occur in a very small subset of possible
configurations, we will see later on that for typical simulation system sizes
they do occur relatively often.

As a first naive approach one could consider simply expanding the simu-
lation box to a much larger box. If the system is a network, it will not relax
and the potential energy will continue increasing, i.e. it would take an infinite
amount of energy to scale the system to infinity. There are a few issues with
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4. NETWORK DETECTION IN PARTICLE SYSTEMS

Figure 4.2: The simplest case where the self-connected condition fails. We
can easily see that the object connects to periodic images of itself, yet the
largest object in a single box does not connect to itself. This can change
if we choose a different arbitrary periodic box location as we see in figure
4.3.

this however. Simply rescaling the system will not work, any rescaled system
with at least one pair potential that goes to infinity for long distances will
satisfy this condition, while not always being a network. To overcome this the
system would have to be re-sized in small steps, where after each step the
system would be allowed to equilibrate for some time. It is easy to see that
this is a computationally expensive operation. Also it is wrong in a way. The
system will have to be a network in all 3 directions, yet the energy will still
go up to infinity if the system is a “slab” or even a “rod”. Also it seems counter
intuitive to explicitly perturb a system if all we are interested in is a topolog-
ical property of the system. So ideally we would like to have a method that
will correctly classify a system as network or not without explicitly resolving
one or more of the odd cases but treat all of them with minimal computa-
tional effort. Other research has failed to notice this issue, for example [58]
simply treats all configurations that have one cluster touching both ends of
the simulation box as a network configuration. Others do not even explicitly
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4.3. THE ALGORITHM

Figure 4.3: A simple case where all the network criteria agree, but only be-
cause we chose the right boundary for a periodic box, see 4.2 for a different
choice causing them to disagree.

mention what they take as the condition or if they use periodic boundaries or
not [59–61].

4.3 The algorithm

We propose the following algorithm to verify if a set of connected points in a
periodic system is a network or not. The physical idea behind this algorithm
is the requirement that if one stretches the box, the enclosed particle system
stretches along and can not relax to freely moving bits. So

lim
Li→∞

N∑

i=1

N∑

j=1
Uij = ∞

for all directions Li ∈
{

Lx , Ly, Lz

}
with Uij the potential energy contribution

for particle pair ij .
For a system to be a network we use the following three definitions.

53



4. NETWORK DETECTION IN PARTICLE SYSTEMS

Figure 4.4: A more complex example where our algorithm and the self-
connected condition disagree. See how explicitly trying to correct for spe-
cific cases will not work because there are can always be more exceptions
to such rules.

D1. A cluster is the collection of all mononers that are directly or
indirectly connected to each other, even across periodic boundaries in
all but one unit direction.

D2. A cluster contributes to the network if there is a path to a different
periodic image of itself using the discarded inter cluster connections.

D3. A system is a network if there are clusters contributing to the
network for all n perpendicular directions in an n-dimensional system.

For definition D1, take note that this means that for an n-dimensional sys-
tem, there are n possible clusterings. Each of these clusterings will be used
to detect if the system is a network in the corresponding direction where
the connections across periodic boundary conditions are not take into ac-
count. Taking figure 4.4 as an example, there will be 2 clusterings, one for
the horizontal and one for the vertical direction. In the horizontal direction,
we discard the connections crossing the left and right boundaries of the unit
cell, so we get 9 clusters. As can be seen in the bottom half of the image,
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4.3. THE ALGORITHM

those 9 clusters will eventually be considered a network in the horizontal di-
rection because you can trace a clear path to one of the periodic images, see
the further explanation of D2 below. In the vertical direction, we discard the
connections crossing the top and bottom boundaries of the unit cell, of which
there are none, so we get one cluster. This one cluster does not connect
to itself across the top and bottom boundaries of the unit cell, so we don’t
consider this system a network in the vertical direction.

Definition D2 specifically mentions a connection to a periodic image of
itself. This is the only way to guarantee that a part of a network is connected
to another part infinitely far away. To see why, consider the case where none
of the clusters connects to a periodic image of itself. If there are n clusters, the
longest chain one can construct would span n periodic boxes, so the system
has no structure on length-scales longer than that. Now the only way to
get a longer (infinite) chain is by allowing a subset of clusters to be re-used.
However if you reuse a cluster, it immediately follows that since there is a
path between them, there must also be a path to opposite sides of it in both
directions because of periodic boundary conditions, hence the definition for
D2. For the algorithm to work the system has to be described as a set of point
locations ~ri and links lij connecting points i and j in a box with dimensions
{Lx , Ly, Lz}. The algorithm works in two stages, both performed in all unit
directions {êx , êy, êz}, so for a 3 dimensional box we would treat the (1, 0, 0),
(0, 1, 0) and (0, 0, 1) directions.

The need to think of this problem in terms of periodic images further away
than the next nearest unit cell is illustrated in figure 4.5. It should be easy
to see that this approach of constructing a system that only connects to itself
three unit cells away can be extended to any arbitrary distance.

In the first stage of the algorithm all connections lij that cross a periodic
boundary in one direction are dropped, we refer to these as l∗ij . For our
polymer-like systems this means that if the shortest path between ~ri and ~rj

crosses the box boundary perpendicular to êx we will discard it in this stage
(assuming that we are in the first pass that considers êx ). The monomers are
then tagged with a unique identifier (“id”) for each group that forms a cluster
using an off lattice HK76 [45, 46] adaptation as follows. There are many way
of doing this, but the easiest (and most inefficient) way can be summarized
as: Start by assigning each monomer a unique numerical id, then iterate over
all connected monomer pairs and assign both of them the highest id if the
id’s differ. Stop iterating when after a pass over all pairs not a single id was
changed.

Our implementation is slightly more involved but much more efficient, we
will detail it in appendix 10.1, the approach is similar to the original HK76
implementation. The biggest change is to use two lists of pointers, the first
points into the second and the second pointing into itself. Entries in the first
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4. NETWORK DETECTION IN PARTICLE SYSTEMS

Figure 4.5: A simple case where we can easily see that we have a network,
but that an element only first connects to a periodic image of itself after
skipping 2 periodic boxes. While configurations are rare in typical grid-like
percolation systems, they occur more often in system with large objects.

list are coupled one on one to particles, the pointer into the second array
indicates to what cluster the point belongs. By allowing the second array to
point into itself, you can join groups if required later, and with a consistent
scheme all particles that are in the same cluster will get the same unique
index. The benefit of this scheme is that it allows analysis of the entire
cluster with a single pass over the connections.

At this stage in the algorithm the first network test can be performed. All
monomers with the same id belong to a single cluster Ci. We will always
have a number of clusters Nc smaller than the initial number of monomers.
For each cluster Ci test if one of the dropped connections l∗ij would connect
a cluster to itself. This can be done by testing each l∗ij , if ~ri and ~rj have a
distance ~ri − ~rj > Lx

2 and both share the same id the cluster with this id
connects to itself across a periodic boundary. This would immediately mean
the systems satisfies definition D2.

If no network is detected, the second stage should be performed. In the
second stage we first remove all “dead end” clusters. These are clusters that
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would only have connections to one other cluster on one side through the
dropped connections l∗ij . The dead end removal should be done recursively
since a dead end removal might introduce new dead ends. This step is op-
tional, but it reduces the next step to a simpler problem. The result will be Nr

(≤ Nc) clusters. We then construct a square matrix Slm of size Nr where each
element indicates if there would be a connection between clusters with id l

and id m if there were no dropped links l∗ij . An arbitrary but working choice
of values is 0 for no connection, 1 if l connects to m from left to right and −1
if l connects to m from right to left. If there is an ambiguity in assigning a
matrix element value it means that definition D2 is satisfied and there is a
network in this direction.

Now we reach the final part in the algorithm. Here we re-use the burning
algorithm [48] mentioned earlier. The primary purpose of the burning algorithm
for us is to check if two points in a set of points and connections are connected
through some path. This is done by recursively flagging points in the set
directly connected to already flagged points, starting with one arbitrary point
in the set. If the iterative process is carried out for long enough, any point that
has a path to the original point will be flagged. Points that have no possible
path to the original point will not be flagged no matter how long the iterative
process takes. A secondary use is to keep a bit more information next to the
flag that will allow us to resolve if clusters do or do not satisfy condition D2.

Put differently, the full final part of the algorithm is now as follows. We
pick the first cluster l = 1 and analogous to the burning algorithm set this
cluster “on fire” at a single certain periodic image identified by q1 = 0. Then
iteratively we “ignite” all clusters directly connected to burning ones that have
not burned before, put out burning ones and assign all new burning clusters
a value of qa = qb + Sab. Here index a is the index of the newly burning
cluster and b the one that set it on fire. Effectively this is the distance from
the original burning cluster in periodic box units given the ”arbitrary” values
−1, 0 and 1.

A few things can happen now, the most important one is a collision. In a
collision two clusters attempt to set the same other cluster on fire or a cluster
tries to set another one on fire that has already burned. If a collision can
result in multiple possible values of q then this implies that definition D2 is
satisfied, otherwise we can ignore the collision. After a number of iterations
there will be no fires left, in that case set one of the clusters that has not
yet burned on fire and repeat the current stage of the algorithm. At some
point all clusters will have burned, if there have been no collisions resulting
in definition D2, the system is not a network.

As implied at the start, the full algorithm should be done 3 times for all
3 directions, only if definition D2 is satisfied in all 3 directions the system
is a network. To summarize, we now distinguish 3 possible tests related to
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4. NETWORK DETECTION IN PARTICLE SYSTEMS

percolation/network detection in a given direction:

T1. Percolating; There is a cluster spanning the entire system in one
direction
T2. Our new method; There is a cluster connected to its periodic image

T3. Self connected; There is a cluster directly connected to its periodic
image across a boundary

The first test will falsely classify systems as a network when they are
not, the third will falsely classify systems as non-networks while they are
networks and our method will not give any false classifications.

4.4 Justification

Our new algorithm is a combination of the off lattice HK76 algorithm [45, 46]
and the burning algorithm [48]. Both have been proven to be efficient and
correct so we will not discuss the validity and speed of these parts. When
implementing these algorithms there are multiple approaches possible, we
noticed that implementing both a fool-proof but slow and a complex but faster
version was often useful to verify the correct implementation of the complex
one.

The biggest change we have made is taking the relative positions of ele-
ments into account. Relative positions play a role when using periodic bound-
ary conditions. In a confined system the HK76 algorithm should be used to
tag spanning clusters and the burning algorithm can be used to analyse single
clusters.

The validity of our new algorithm depends on the validity of the last stage,
the burning of the clusters. Here the main assumption is that the system
satisfies definition D2 if, and only if, there are two or more possibilities for
the value of ri somewhere in that part of the algorithm. It is easy to see that
this is true. Assume a configuration with N elements in a periodic box that has
uniquely determined values for ri. This means that there is a single unique
distance between two elements. The system can therefore be a maximum of N

periodic box lengths long. This implies that the system cannot be a network
since a network should have an infinite size.

Now assume that a system that has an ambiguous value for an element
x , say a or b. This means that the element is both a distance a and b from
the starting element with r1 = 0. Because of periodicity, and the fact that
Sij = −Sji, there will also be a path from element x to images of the starting
element at r1 = a − b and r1 = b − a. This again implies two paths from
the starting element at r1 = a − b to x at a − b + a and a − b + b. Now it
should be clear that using this construction one can find a path connecting
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4.5. APPLICATION ON KNOWN SOLUTION

x to periodic images of itself at infinite distance, thereby satisfying definition
D2.

4.5 Application on known solution

Unfortunately it is very hard to give actual proof that a complex algorithm
works in all cases. Although we believe that the previous section justifies this
to be the case, we will not attempt to rigorously show that the algorithm will
give the correct answer for all possible configurations no matter how exotic.
We will however attempt to justify that the algorithm is correct by applying
it to a problem with a well known solution.

Turning to basic percolation, theory gives us many sample systems to test.
A percolation system consists of connected objects, and the problem is finding
the object or connection density where the system allows a path from one
end to the other. The best way to think of a percolating system is to think
of it as a maze, if you can go from one end to the other, it is percolating, if
you can not, it is not percolating. Now the more holes you make in walls, the
more likely it becomes that you can go from one end of the maze to the other.
Keeping with the maze metaphor, consider a maze that is infinitely large. For
a very high hole density you can always find a path from one end to the other,
for a very low hole density you can not. There exists a very specific density
that is the cross-over density between the two situations.

Now a simple model of this maze is with a cubic lattice. Each point on the
lattice is either filled or empty, and the lattice spacing is 1. Two lattice points
are only connected to the four nearest neighbours. If we then fill lattice points
at random on a very large grid, we should find that some grids will have a
path from one side to the other, and some do not. Looking at the density of
filled lattice points, we should see that at least for very large grids we will
hardly find any configurations with a path from one end to the other if the
density is below 0.3116, and almost only configurations with such a path for
densities above 0.3116 [62].

As we will consider relatively small systems, we do not expect to reproduce
this number very accurately, but it should be close. We generated a large
number of configurations with point densities close to 0.3116. For each of
these configurations we tested if T1, T2 and T3 hold. Then for a given density
we calculated what fraction of configurations with that density meets T1, T2
or T3. The result can be found in figures 4.6 and 4.7. An example configuration
that meets T1 but not T2 or T3 is given in 4.8.

All the results presented for T1, T2 and T3 are for the same set of con-
figurations. So any difference in the fractions meeting T1, T2 or T3 are a
systematic difference, and not due to statistical noise. If, for example, T2 is
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Figure 4.6: Fraction of generated configurations meeting criteria T1, T2 or
T3. Note that T2 and T3 almost overlap. The density is the number density
based on a length scale of 1, for points randomly placed on a grid. Each
configuration was randomly generated on a 10x10x10 periodic grid.

met in fT 2 of the cases and T3 in fT 3, certainly a fraction fT 2 − fT 3 of the gen-
erated configurations caused disagreement between T2 and T3. Of course the
numerical values T 2 and T 3 are still subject to statistical errors associated
with ensemble averaging, but repeating the experiment many more times will
never cause the sign of the difference to change.

An interesting observation here is that the difference between the three
resulting data sets, particularly T2 and T3 is quite small. Nonetheless, T1
obviously over estimates to fraction of percolating networks and so falsely
classifies non-percolating systems as percolating. The simple conclusion may
be that our method is overly complex, relative to T3 but for polymer systems
where we want to apply our proposed method this difference is much more
pronounced as we will see in the next section. We should also point out
that there are a few configurations where T3 indicates that a systen is not
percolating whereas our condition T2 shows that in fact it is. We do not try
to verify the value of 0.3116 in detail as the purpose of this work is not to
find the exact value of the critical density, but to correct for false labelling of
configurations due to finite size effects. In fact in the thermodynamic limit of
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Figure 4.7: Fraction of generated configurations meeting criteria T1, T2 or
T3. Note that T2 and T3 almost overlap. The density is the number density
based on a length scale of 1, for points randomly placed on a grid. Each
configuration was randomly generated on a 12x12x12 periodic grid.

an infinitely large grid all three methods should yield the same step function.
It should be clear though that our simulations do not contradict this value. We
also give the fraction of configurations meeting T2 for varying system sizes in
4.9. From that dataset we find that the transition between non-network and
network is indeed steeper for the larger system. This is a clear indication
that the existence of a region of densities that allow both network and non-
network configurations is a finite size effect. Nonetheless, in simulations we
are always dealing with finite sized systems, so the false classification is not
trivial

4.6 Application on polymer network

4.6.1 Polymer network model

As a second test, we try to create the simplest possible network model with
polymer chains. Such a network consists of a set of linear polymers that are
then interconnected at some points along the chains. If we then assume that
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4. NETWORK DETECTION IN PARTICLE SYSTEMS

Figure 4.8: Example of a grid where T1 is true but T2 is not. We leave it
as an exercise to the reader to spot why.

a typical distance along a chain between two interconnection points is larger
than a persistence length (depending on the type of polymer this can be as
few as 20 repeat units) we believe we can represent a network with a set of
ideal chains. The actual interconnections are created in a system filled with a
set of ideal chains such that two monomers on different chains are connected
only if they are within a certain distance and with a certain probability. The
system is created in a periodic box. For the initial configuration of the chains,
statistically representative ideal chain conformations are generated and then
located randomly in the simulation box. This is somewhat artificial as the
chains are “ghost chains”, in that they have no interaction with each-other
other than the cross-linking. This model does, however, capture the entropic
effects of deforming the polymers and forms the basis for many theoretical
studies [63, 64]. During a dynamic simulation we model the connections be-
tween monomers as harmonic springs.

4.6.2 Static simulations

We first performed simulations to determine critical parameters for our simple
network generation algorithm. Since we would like to generate configurations
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Figure 4.9: The fraction of generated configurations that meet condition T2
for varying densities and system sizes. As the system gets larger, the curve
becomes steeper as we expect.

close to the critical density (gel point) for the system we will have to estimate
this first. An analytical approach proved to be very complex, but fortunately
the model is very cheap to test numerically and we only need it to obtain get
a rough estimate of the critical density. To get this estimate, we repeatedly
generate two random chains with 20 monomers with their centers of mass
distance set explicitly to dcm. We choose the unit of length to be the the Kuhn
length for the connections. As we are not doing any dynamics, there is no
need to specify a unit of time, but for simplicity we choose particle masses to
1, so the number density and mass density are the same. We then calculate
how many connections we expect between the chains based on the same
(simple) model we will use to actually generate the network later on. In our
simulation we choose to link two monomers together with a probability of 0.1
if they were within a distance 1.0. By repeatedly doing this for various values
of dcm we obtain a numerical estimate of how likely it is that two chains are
connected if they are a distance dcm apart. As we can see in 4.10, the distance
for where we expect 1 connection between two chains is approximately 1.8.
We can now use this length to estimate a range in where we expect the
critical density to be. One approach is to treat the individual polymers as
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Figure 4.10: The amount of connections between two chains in our network
model for a given centre of mass distance.
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spheres with a diameter d = 1.8 (r = 1.8/2 = 0.9), the monomer density in
the spheres is then ρm = 20

4
3 π0.93 = 6.55. For randomly placed overlapping

spheres there is a known critical density. This density is given by the “Swiss
cheese” model [65] and is about 0.289. The effective monomer density for the
whole system is then given by simply multiplying this critical density with
the density of monomers inside the spheres to yield ρc = 6.55 · 0.289 = 1.9.
The sphere approximation is not the best approximation for a polymer chain
as they can form connections at much larger distances than 1.8 so we expect
this to be more an upper bound. Another approximation is to simply use a
dimensional argument, if the typical interaction length-scale is 1.8 and we
normalize to this, we obtain a density of ρm = 20

1.83 = 3.43. Again we use the
“Swiss Cheese” model to translate our monomer density to a critical monomer
density, giving ρc = 3.43 · 0.289 = 1.0. We now have a density range with
a lower bound of 1.0 and an upper bound of 1.9 where we expect to find
the critical density. Or more specifically for our simulations, the transition
between non-network to a network. Based on the critical density estimate,
we generated configurations at different densities. (ρ between 1.0 and 1.9,
and various N between 1000 and 9000, 1000 samples per point). Then we
determined the fraction of generated configurations that are networks.

To show why having a critical look at the network detection algorithm
is important we again tested if a system is a network by using the self-
connected and the percolating criteria. In figure 4.11 the conditions T1, T2
and T3 are validated for the same random configurations, for a system size
of 7000 monomers with varying densities. While with the grid simulations
in figures 4.6 and 4.7 the results for T2 and T3 were very close, they are
significantly different for the polymer network. As noted above, although the
curves are within the statistical errors the fact that the results are generated
from the same configurations means that the difference between them, for this
set of configurations is exact. There is no doubt that condition T3 fails to
recognise a significant proportion of configurations as being networks when
in fact they are. Since the two criteria differ in that T3 identifies clusters
that are connected over distances of many periodic box lengths, this indicates
that this is more commonly the case for the model polymer network than for
the grid model. In other words, the clusters that form in this case are more
rarefied, in that they are self connected on significantly longer length scales.
As we also generated configurations for different values of N we have many
graphs similar to 4.11, each showing the network transition as function of
density. Next to this we can also calculate the dependency of the network
transition as a function of the system size (number of monomers). Figure 4.12
shows that our largest systems do not yet converge to a “critical” density,
but that our initial estimate of somewhere between 1.0 and 1.9 will be much
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Figure 4.11: Fraction of generated configurations meeting criteria T1, T2 or
T3. The density is the monomer density, where the length scale is based on
the fixed bond length of 1. A single configuration consists of 7000 monomers.
Note that the lines for T2 and T3 are now visually separated, in contrast
to fig 4.6 and 4.7

closer to 1.0 than 1.9.
To display the results of those calculations coherently in 2 graphs we have

put the fractional difference between T2 and T1 and T3 and T2 respectively
in 4.13. As can be seen from these results the differences between the three
methods can be very large, with up to 25% of the configurations being incor-
rectly classified as networks, or 9% being missed as valid networks depending
on the choice of detection algorithm. We also did a similar analysis for the
grid case in the previous section, but there the results were much less pro-
nounced, especially for the T2-T3 difference, in much less than 1% of the cases
do those two disagree. A simple explanation for the difference in results for
the grid case and the network case is that the objects in the grid case are
much smaller. As we are effectively studying a finite size effect, the effect
should be smaller if the ratio of the object size to the system size is smaller.

Now there are two arguments to use our method over the T1 and T3
criteria. First we claim that our method always correctly identifies a network.
Second our method can be used for periodic systems, in fact it is only relevant
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Figure 4.12: System density where half the generated systems are a net-
work. The T3 condition clearly fails to recognize a fraction of the systems as
a network while the T1 condition labels systems as networks incorrectly.
The original data is relative noisy so three lines are fitted through the
results. As a fitting function we choose a power law ρ = aNb.

for periodic systems since it will reduce to the self connected check in confined
systems. We feel that especially the last argument is the relevant one. Using
periodic boundaries effectively removes all boundary effects in the system
and is the best way to estimate properties of the system on a length scale
larger than the actual box size. Even if the self-connected condition or the
percolating condition is used in a periodic system, there is this arbitrary choice
of the system boundary.

4.6.3 Dynamic simulations

The static simulations give some insight in the topological effects of vary-
ing system parameters like density, but the generated configurations are not
equilibrium configurations. To get access to various equilibrium configurations
so we can measure some ensemble averages, we have to do a time-evolution
of the system. For time evolution we only have to add a thermostat and an
integration scheme to the already described model, as this already includes
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Figure 4.13: The fractions of incorrectly classified networks. We tested the
classification algorithms on a system containing random Gaussian chains
with Kuhn length 1 and 20 beads each. On the x-axis is the system size in
total number of monomers, on the y-axis the monomer density. In the left
graph we see the fraction of falsely classified networks, on the right the
fraction of missed networks.

harmonic springs for the connections. For the thermostat and integration
scheme we choose the Lowe Andersen thermostat as described in Chapter 2.
During simulations the volume V , number of particles N and temperature T

are kept constant.
We then generate a configuration with a density around the gel-point and

verify that it is actually a network using the T2 condition. This configuration
is then simulated for X time-steps while at the same time we calculate the
structure factor. At the end of the simulation the same configuration is rescaled
uniformly with a factor α to fit in a slightly larger box with volume α3V .
For this new volume we allow the system to equilibrate then calculate the
structure factor again.

The results from repeating the procedure above multiple times are all
rescaled to the original length L = V

1
3 . As we can see from the results for this

procedure, shown in figure 4.14, the stretching of the network is clearly not
affine. The very low length scale structure factor and the large scale struc-
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Figure 4.14: The structure factor for a single configuration calculated at
various densities. The length is rescaled back to the simulation box size.
The box length L given in the caption.

ture factor both go to the same value, but for intermediate length scales the
structure factor for the more stretched configurations is significantly higher.
Our results show that, at least near the gel point, even the simple ghost chain
model yields a non-affine deformation. Non-affine deformation has been pro-
posed as an explanation for the non-linearity of the elasticity of polymer
networks [66]. Further, it is also frequently observed experimentally [67–69].
Experimentally though, it is often difficult to exclude the possibility that this
is due to the presence of other cross-linking mechanisms, for example en-
tanglements. Interestingly, experimental results show that hydrogels [69], for
which the density is so low that this is unlikely to be the case, also deform
non-affinely. Our simulations correspond most closely to an idealized model
of these materials. The fact that they still show non-affine deformation sup-
ports the idea that, in reality, it is simply the inhomogeneity of the network
that is responsible, rather than other possible explanations such as polymer
stiffness or the nature of the cross linking.

Calculating the pressure for this system is complex, but we can calculate
the potential energy for all the volumes. The results for this can be found in
4.15. Since calculating the pressure involves taking the derivative with respect
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Figure 4.15: The average potential energy per particle (not per bond) for
various system densities.

to the inverse density, clearly the results are of insufficient accuracy to make
the pressure calculation meaningful. More extensive simulations of even this
simple system are required. We regard this therefore as simply a “proof off
principle”.

For the configuration used in the dynamic simulations we counted the
number of links per monomer and generated a histogram out of this, the
results can be found in figure 4.16. We also generated various configurations
with single monomers following the same interlinking procedure as for the
polymer case. The goal was to get a configuration that has about the same
number of links and is also a network. For this we had to choose a higher
monomer density.

4.7 Computational efficiency

Our algorithm is partially based on already existing algorithms. For the
clustering phase we use an off-lattice variant of the HK76 algorithm, this
is known to scale linearly with the number of objects in the system. The
next phases where we use the information from the clusters to determine if
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Figure 4.16: The dynamic network simulations were done with a configu-
ration generated at a density of ρ = 2.4. This graph shows the distribution
of the amount of connections a single monomer has to other monomers for
various densities. Below the critical density it is peaked around 2 (the inter-
chain connections), and above the critical density the distribution becomes
broader.
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a system is a network scale differently. Because the dead end removal is
recursive, it scales as O(N2

c ) at worst. This is however not typical scaling,
normal scaling will be much closer to O(Nc). Last is the burning phase, this
is linear in the number of clusters.

To verify all this, we measured the wall clock time t for the grid simulations
for two densities at various system sizes. This includes both the generation
of configurations and the analysis thereof. One density (ρ = 0.5) was above
the critical density (ρ = 0.3116), the other below (ρ = 0.25). As can be seen
in 4.17 the scaling is not exactly linear, but very close. For these settings we
get a scaling that can be fitted very well to a power law t = aNb with an
exponent b = 1.13. The value for a is not really relevant as it captures the
amount of iterations per data-point (100 here), the computer specifications,
the compiler efficiency and so on. Whether this is relevant of course depends
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Figure 4.17: The wall clock time required to generate and analyse 100 grid
configurations at a density below the critical density (ρ = 0.25) and above
the critical density (ρ = 0.5). The scaling is unfortunately not linear, but
the fitted exponent (1.127) is probably acceptable for most use cases.

on how much time is also necessary for other parts of a give calculation,
for example network generation or solving for the dynamics. Given that the
scaling of our algorithm is so close to linear, it is unlikely in most case to result
in a significant overhead, particularly for more complex model networks.
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4.8 Conclusions

We have adapted the original HK76 algorithm to detect polymer networks
in off-lattice periodic systems. While our new algorithm might give little
insight into the physics behind polymer networks we think it is an essential
tool into the study of critical parameters of polymer network models. The
algorithm gives a definitive answer if one wants to know if a periodic system
is a network and thus cancels the uncertainty related to the network detection
method. Using the method we showed that if we only take configurations that
are networks into account, near the gel point even networks of ghost chains
deform non-affinely.

One interesting thing with our method is that we expected a similar method
to have been described in literature already. We were unable to find any al-
ternative approaches to address the problems described in this chapter. Only
after performing the tests on the simple lattice did we find that our new method
gives almost always the same answer as the self-connected condition does.
Given that percolation simulations are typically done on very large systems it
is easy to see that the choice of either our new algorithm or any of the other
two does not necessarily matter much, especially the self-connected condi-
tion agrees with our method most of the time for those systems. Similarly, far
above or far below the percolation threshold all methods yield the same results
(all configurations being networks in the first case and not networks in the
second). Only when decreasing the system’s size near the percolation thresh-
old and introducing more complex objects, especially “stringy” objects, does
our method show its true strength. This limits its applicability, but since its
computational complexity is slightly higher than performing a self-connected
check, we think that our method should find a place in any simulation that
treats relatively small systems with “stringy” objects close to the percolation
threshold. Another notable observation is that the accuracy of a detection
method depends on the system being studied. For more complex systems this
might be different again, so our method could be used to test whether simpler
detection methods are adequate on a given system.

We also think this algorithm might be useful in other systems like protein
simulations or zeolites. In protein systems it is often necessary to remove
loose water molecules trapped inside the protein. Our algorithm can detect
those loose pockets of water if we treat the hydrogen bonds as polymer bead
connections. Zeolite systems can be thought of as large numbers of intercon-
nected pockets through which molecules can diffuse. Our algorithm can be
used to detect if particles are allowed to diffuse infinitely far in all directions.

We are aware that there may be more efficient algorithms to perform one
of the sub tasks in the proposed algorithm. Since a typical polymer simulation
with static bonds will only need to use this algorithm once at initialization

73



4. NETWORK DETECTION IN PARTICLE SYSTEMS

time, computational efficiency is not as critically important as other parts of
a simulation.
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