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Introduction
CHAPTER 1

The statement that more is seen than can be remembered implies two things. First, it implies a
memory limit, that is, a limit on the (memory) report. Such a limit on the number of items
which can be given in the report following any brief stimulation has, in fact, been generally
observed; it is the span of attention, apprehension, or immediate-memory (cf. Miller, 1956b).
Second, to see more than is remembered implies that more information is available during,
and perhaps for a short time after, the stimulus can be reported.
- Sperling, 1960
Anything that we are aware of at a given moment forms part of our consciousness, making
conscious experience at once the most familiar and most mysterious aspect of our lives. Velmans & Schneider, 2007
We experience the world in a rich and detailed manner no matter where we look. As you are
reading the first sentences of this thesis, you most likely also experience some details that are
not in the focus of your attention, such as the size and color of the pages of this book, or the
colors and materials of objects present in the background. Together, the objects in the focus of
your attention and the details outside your attention form the perception of a world that is
complex and integrated. You don't have to continuously move your eyes and focus your
attention on all of these aspects for this sensation of richness to occur. Although we feel as if we
perceive the whole visual world at once, it has been argued that attention is necessary to
consciously process information: under this assumption, unattended information is only
implicitly, or unconsciously, processed. In this thesis, I will investigate whether attention is
indeed necessary for conscious visual processing to occur.
One of the hallmarks of visual consciousness is that it is qualitative in nature. An
example of perceptual quality is depicted in Figure 1.1. On the left, an illusory triangle lying on
top of three disks can be perceived: it is defined by illusory contours and an illusory contrast
difference between figure and background. In comparison, on the right of Figure 1.1, a triangle
can be cognitively inferred from the layout of the inducers, but the perception of this triangle is
not accompanied by an added visual percept. Thus, an additional visual quality is present in the
7
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left figure compared to the right figure. To gain insight in the necessity of attention to create a
perceptually qualitative - and thus visually conscious - world, I examined whether visual qualities
such as these can arise under conditions of inattention as well. Below, I will first discuss how one
can measure the richness of our perception using a cueing paradigm, and how these
measurements can tell us something about the relation between attention and consciousness. I
will explain how we can investigate unattended perception behaviorally by looking at different
stages of visual memory, and how I examined whether various characteristics that are associated
with consciousness - such as the integration of information to create perceptual inference (Fig.
1.1) and explicit information processing – are present during these different stages of memory.
Last, I will elucidate how we may further our knowledge of what types of processing can occur
outside the scope of attention by using neural measurements to investigate the perceptual
processing of unattended, and even unreported, visual stimuli.

Figure 1.1. Illusory versus non-illusory triangle. On the left, an illusory triangle can be perceived
that lies on top of three black discs, and is defined by illusory contours and an illusory contrast
difference between figure and background. On the right three ‘twigs’ have the same inner outline
as the inducers on the left. Although a triangle can be cognitively inferred, this figure does not
result in an illusory percept.

Attention and its link to consciousness
While the sensation of perceiving a rich and detailed visual world is familiar - and perhaps even
self-evident - to most of us, it has proven challenging to probe the richness of our perception
empirically: when subjects are asked to freely report about a scene they have just perceived,
they can only report about 4 objects from this scene, suggesting that the rich perception we
experience is an illusion. In 1960, however, George Sperling performed an experiment that
possibly touched upon our introspective feeling of rich perception. He briefly presented subjects
with a picture containing rows of letters and asked them to remember as many letters as
possible (Fig. 1.2). When asked to report any letter they could remember, participants were able
to report 4 items on average, even when up to 12 items were presented (Sperling, 1960).
8
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Intriguingly, however, if within a few hundred milliseconds after offset of the memory display a

cue was presented indicating which row of letters should be recalled, performance was boosted
up to 3 out of 4 items per row. Because subjects never knew in advance which row would be
cued, it was inferred that they had the potential to remember 9 out of 12 letters from the whole
array. Crucially, the cue was presented after disappearance of the memory items, thus the cue
must tap into a mechanism that can maintain a large amount of information for a short period of
time. This fleeting form of memory was referred to as sensory memory: the capacity to shortly
maintain the first information that flows from our senses.

Figure 1.2. Partial report paradigm as used by Sperling (1960). Subjects see an array of letters
which they try to remember to the best of their ability. In the Whole-report condition (above),
subjects have to report as many letters as they can remember from the whole array. In the
Partial-report condition (below), subjects get an auditory cue that indicates which row they
should report. This figure is based on the Sperling (1960) manuscript and copied with permission
from Sligte (2011).
You can experience the high capacity of sensory memory yourself: briefly look at an
unfamiliar image, then close your eyes and try to report as many objects in the scene as possible.
You will probably be able to recall around four objects. When you do the task again (looking at a
different scene), and now, after closing your eyes, try to think of only those objects in a specific
part of your visual field (don’t cue before you close your eyes, that’s cheating, let someone else
say what part to report on). You will probably find that you are, again, able to remember about
four objects, but now tied to the specific area. This phenomenon should repeat itself even if you
do this task over and over again (looking at different scenes of course). What is so intriguing
9
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about this phenomenon is that, apparently, after closing your eyes, much more information was
available than you could report, because you could have decided to focus on any particular part
of the scene and still be able to recall around 4 objects in that area. However, as soon as you
have recalled the objects in a specific location, the objects in the other locations are no longer
available. Their representations have decayed.
Our limited capacity to report about everything we see is proposed to lie with our
limited attentional capabilities. Sensory memory has been taken as evidence that we perceive
more than we can attend to, and thus more than we can report about; it is proposed to underlie
the rich visual world we experience (Block, 2005, 2007, 2011; Crick & Koch, 1990; Koch &
Tsuchiya, 2007; Lamme, 2003, 2006, 2010; Tononi, 2008). Unfortunately, this large memory
capacity decays quickly, and when subjects freely report about what they remembered, the
information contained in sensory memory has largely perished. Under conditions of free report,
subjects can on average remember 4 items (Luck & Vogel, 1997; Sperling, 1960). This capacity
corresponds to a robust form of short-term memory, also termed working memory. The
bottleneck of our working memory system thus seems to lie with attention (Awh, Vogel, & Oh,
2006; Chun & Turk-Browne, 2007; Fougnie, 2008; Gazzaley & Nobre, 2012; Postle, 2006). It has
been shown that indeed, attention facilitates items to be transferred to working memory
(Gazzaley, 2011; Griffin & Nobre, 2003; Matsukura, Luck, & Vecera, 2007; Awh & Jonides, 2001).
In addition, diverting attention during encoding (Vandenbroucke, Sligte, & Lamme, 2011; Vogel,
Woodman, & Luck, 2005) and maintenance (Allen, Baddeley, & Hitch, 2006; Awh, Jonides, &
Reuter-Lorenz, 1998) impairs working memory performance. Also, the number of items that can
be tracked in a multiple object tracking task is limited to about 4 objects, corresponding to the
average short-term memory capacity (Cavanagh & Alvarez, 2005). It is therefore proposed that
sensory memory represents all the information that can be processed outside attention, while
working memory reflects our attentional capabilities (Block, 2005, 2007, 2011; Crick & Koch,
1990; Lamme, 2003, 2006, 2010; Sperling, 1960).
Not only does the transfer from sensory memory to working memory depend on
attention, lapses of attention have been shown to influence reportability in a range of other
tasks. For example, when subjects focus on a stream of pictures or letters in which they have to
detect two targets, they miss the presence of a second target when it is presented close in time
to the first target (Raymond, Shapiro, & Arnell, 1992). This phenomenon is called the attentional
blink, and is thought to occur because the first target captures attention, thereby leaving little
attention (or faulty placed attention) for the second target, which then cannot be reported
about (Di Lollo, Kawahara, Shahab Ghorashi, & Enns, 2005; Olivers & Meeter, 2008; Slagter,
10

Introduction

Johnstone, Beets, & Davidson, 2010). In a similar fashion, inattentional blindness occurs when a
subject focuses on a particular task (for example, counting the number of passes of a basketball
team dressed in white, while they are standing in the midst of a team dressed in black), thereby
missing certain obvious events (such as a man dressed up in a gorilla suit walking through the
field). These events are not missed when subjects are informed about their occurrence in
advance (Rensink, 2000; Simons & Chabris, 1999). This shows that specifically, a lack of attention
for stimuli outside the focus of attention and not our perceptual capabilities causes obvious
events to be missed.
What happens then to visual information that is not attended? Previous studies have
shown that stimuli that are missed due to inattention can be processed up to a semantic level
leading to priming effects (Luck, Vogel, & Shapiro, 1996). Also, figure-ground segregation and
binding can take place (Moore & Egeth, 1997; Pitts, Martínez, & Hillyard, 2012; Scholte,
Witteveen, Spekreijse, & Lamme, 2006). Similarly, although we don’t have the capacity to attend

to every letter in the Sperling paradigm (Fig. 1.2), when using an attention-guiding cue, one can
retrieve almost all items of the display, showing that unattended information stays available for
a short period of time. This then suggests that attention does not determine perceptual
processing itself, but rather determines which perceptual processes are strengthened in order to
be maintained for a longer period of time.
However, controversy remains whether perceptual processing that occurs outside the
scope of attention, and therefore outside the scope of report, should qualify as conscious
processing (Baars, 1997; Cohen & Dennett, 2011; Dehaene, Changeux, Naccache, Sackur, &
Sergent, 2006; Dehaene & Changeux, 2011; Kouider, de Gardelle, Sackur, & Dupoux, 2010; Lau &
Rosenthal, 2011). Some argue that stimuli that are not reported about due to attentional lapses
are not part of our conscious experience. Of course, this is an intuitive notion: if you can’t report
about what you saw, you must have never been aware of it. But where does that leave our rich
visual experience? We can’t report about everything we see, unless we are cued in the right
direction. Does cued recall count as conscious report? Or does report only count as evidence for
conscious processing when it is ‘free’?
Although at first sight, it makes sense to equate conscious experience with the ability to
freely report about the contents of our experience, problems start to arise when we want to
define what counts as ‘proper’ report. Consider, for example, the case of split-brain patients, in
which the connection between the two hemispheres - the corpus callosum - is severed (often as
treatment to severe epilepsy). If these patients view something in their left visual field, this
information is only processed by the right hemisphere and cannot be transferred to the left
11
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hemisphere as it is in non-patients (Gazzaniga, 2005). Importantly, the left hemisphere is where,
for most people, processing of language is dominant. As a result, these patients are unable to
verbally report about objects seen in the left visual field. If one considers verbal reportability as
crucial evidence for consciousness, these patients do not have awareness of stimuli that are
perceived in their left visual field. However, if patients are asked to draw what they saw, or to
pick the object from a group of concealed items using their left hand, they are perfectly able to
do so. Should we now discard drawing and feeling from the list of behaviors that count as
conscious report, simply because patients cannot talk about what their right hemisphere ‘sees’?
What is the criterion for including one form of report and excluding another? And if we do
concede that their right hemisphere has conscious experiences even though a patient verbally
insists he did not see anything, how do we go about establishing what counts as conscious
experience? Perhaps we could come closer to a unified theory of consciousness when we step
away from relying on forms of report, and instead investigate the perceptual processes that
underlie our conscious experience; the conscious percept that forms the basis of our report
(Kanai & Tsuchiya, 2012; Lamme, 2010).
To investigate conscious content (e.g. in Fig. 1.1, the illusory triangle) independent of the
cognitive processes that enable report, we must first verify that the perceptual processes
underlying conscious content similarly take place in the absence of report. Attention is a key
mechanism underlying report. During inattentional blindness and the attentional blink, stimuli
cannot be reported due to a lack of attention. Likewise, most items in sensory memory cannot
be reported about, unless they are transferred to working memory by means of internal
attention or external attention guided by a cue. In this thesis, I will investigate the quality of
perception during inattention by examining which processes occur in sensory memory and
during inattentional blindness. I will compare unattended processing to attended processing to
see whether perceptual characteristics change from one condition to another. If unattended
processing turns out to be qualitatively different from attended processing, we should conclude
that attention alters our perceptual states, thereby influencing our conscious experience. This
would imply that attention is necessary for conscious processing to occur. However, if
perceptual processing does not differ between attended and unattended processing, the
reasonable conclusion would be that attention itself, and therefore one of the main mechanisms
supporting report, does not influence the contents of our experience, but only our ability to
report about this experience. If this is the case, perhaps we should not focus consciousness
research on investigating the mechanisms that are linked to report, but on the perceptual
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processes that form the content of our report (Block, 2005, 2007, 2010; Lamme, 2003, 2006,
2010).

Investigating

the

behavioral

characteristics

of

unattended

processing
Sensory memory versus working memory
The best way to compare unattended and attended processing behaviorally is by comparing
sensory memory and working memory. Sensory memory and working memory can be
investigated using the partial-report paradigm as first designed by Sperling (1960). However, in
his paradigm, the influence of purely visual representations and verbal representations are hard
to disentangle, because here report itself depends on the verbalization of the memory items,
and thus the memorized items might be verbal instead of visual in nature. To specifically
measure the contribution of visual memory, it is best to combine a partial-report paradigm with
a change detection task (Becker, Pashler, & Anstis, 2000; Landman, Spekreijse, & Lamme, 2003;
Landman, Spekreijse, & Lamme, 2004; Phillips, 1974; Pinto, Sligte, Shapiro, & Lamme, 2013;
Sligte, Scholte, & Lamme, 2008; Sligte, Scholte, & Lamme, 2009; Sligte, Vandenbroucke, Scholte,
& Lamme, 2010; Sligte, Wokke, Tesselaar, Scholte, & Lamme, 2011). In a change detection task,
subjects are presented with a memory display containing stimuli that they have to remember to
the best of their ability (Fig. 1.3). A test display is presented after offset of the memory display,
in which on 50% of the trials one of the stimuli has changed compared to the memory display.
The subjects’ task is to indicate whether a change occurred in the test display compared to the
memory array (two-alternative-forced choice). To measure sensory memory capacity, a cue
(termed retro-cue) is presented in between the memory and test display. The retro-cue indicates
which stimulus might change in the test display. To measure working memory, the cue is not
presented in the interval between memory and test display, but after onset of the test display.
This way, sensory memory representations are overwritten, and only the items that are robustly
stored in working memory remain available for detecting a change.
Using the partial-report change detection paradigm it was shown that the retro-cue can
boost performance up to 4000 ms after stimulus offset (Sligte et al., 2008, 2009), which is
considerably longer than the partial report benefit originally reported by Sperling, lasting about
500 ms. Within that 4000 ms interval, two stages of sensory memory can be distinguished (Sligte
et al., 2008). The first stage corresponds to classical iconic memory (IM; Neisser, 1967). This

13
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Figure 1.3. Change detection combined with a partial-report paradigm. Subjects have to
remember as many items as possible from a memory display (in this case containing oriented
rectangles). A retro-cue can be presented after memory display offset, indicating which of the
items might change. Subjects report whether a change occurred for the test display compared to
the memory display.
stage only lasts for a few hundred milliseconds and when stimuli are made isoluminant with
respect to their background (instead of white stimuli on a black background), or a light mask is
presented after stimulus offset to abolish any retinal afterimages, IM performance drops
considerably (Fig. 1.4A). The second stage of sensory memory is not erased by a light mask or
isoluminant stimuli, but is still easily overwritten by the presentation of similar stimuli
(Makovski, Sussman, & Jiang, 2008; Pinto et al., 2013). Moreover, representations in this
memory stage are supported by processing in visual area V4, and the strength of activity in V4
can distinguish between representations that are supported by late sensory memory or by WM
(Sligte et al., 2009). Therefore, a tri-partite division of visual short-term memory is proposed (see
Fig. 1.4): the first stage encompasses early sensory memory, or IM, that depends on retinal
afterimages and only lasts for about 100 milliseconds; the second, late sensory memory stage is
termed fragile memory (FM; Sligte et al., 2008). It has a cortical basis and lasts up to a few
seconds, but is not (yet) made resistant against interference from similar item presentations; the
third stage, WM, comprises a form of short-term memory that is maintained over longer periods
of time, is robust against interference, and depends on attentional selection.
Because sensory memory representations (IM and FM) last for a shorter period of time than WM
representations and are easily overwritten by similar stimuli, it is hypothesized that sensory
memory reflects a stage in visual memory that is formed independently of focused attention.
Comparing the characteristics of sensory memory to WM therefore gives us insight into the
characteristics of unattended versus attended processing. Especially FM is an interesting stage in
sensory memory, since it lasts longer than IM and has a cortical basis. The question remains,
however, whether such a relatively long-lasting, cortically based storage can indeed represent a
separate, unattended, stage of processing, or rather represents a weak form of WM. Although
14
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behavioral evidence suggests that FM can be distinguished from WM, its representations at least
partly rely on the same brain area (Sligte et al., 2009). To support the hypothesis that FM

represents a separate, unattended form of memory, it should first be distinguished from WM
based on its underlying attentional and cortical mechanisms. In Chapter 2, I therefore set out to
dissociate FM and WM to confirm that FM is an unattended and separate stage in visual memory
compared to WM. I investigated the dependence on attention for FM and WM by diverting
attention during encoding of the memory displays using three different attentionally demanding
tasks. Furthermore, in Chapter 3 I related individual differences in FM and WM capacity to their
EEG time-frequency characteristics to investigate whether the neural underpinnings of FM and
WM can be separated.

Figure 1.4. Capacity of three stages in Visual Short-Term Memory. Copied and edited with
permission from Sligte et al. (2008). A) Iconic Memory (IM) capacity increases with set size and is
very high for white stimuli presented on a black background (black bars), but decreases when the
afterimages are weakened by presenting isoluminant red on grey stimuli (grey bars). B) Fragile
Memory capacity also increases with set size, but capacity is smaller than IM and is not affected
by manipulating the strength of afterimages. C) Working Memory capacity is limited to about 4
items and does not increase with increasing set size.
The nature of sensory memory representations
If FM indeed reflects an unattended form of memory, it is a likely candidate for unattended
conscious processing. To establish that FM represents conscious processing, one must show that
the perceptual characteristics of FM are similar to the perceptual characteristics of WM.
Previous experiments investigating FM mainly used oriented line elements as memory items
(Sligte et al., 2008, 2009; Vandenbroucke et al., 2011) but see Landman et al., 2004). However,
orientation can be processed unconsciously as well (Boyer, Harrison, & Ro, 2005; Clifford &
15
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Harris, 2005). To determine whether FM representations consist of bound and integrated
percepts, one can investigate whether processes such as perceptual inference take place.
Landman et al. (2004) already showed that perceptual grouping takes place in FM: in their
experiment, they used line elements that were defined by an orthogonal orientation compared
to their background. When in the interval before the retro-cue, the line elements were
redefined by switching around the orientation of the figures and the background, performance
in the partial-report paradigm decreased. This suggests that segregation of figures versus their
background, and thus the perceptual grouping of local elements, plays an important role in
change detection. To investigate whether higher-level perceptual inference in which elements
are bound over different objects takes place in FM, we used the Kanizsa illusion as objects in a
change detection task (Fig. 1.1 - left; Kanizsa, 1976). In the Kanizsa illusion perceptual inference
produces the perception of an illusory figure - defined by illusory contours and an illusory
contrast difference between figure and background - through the integration of elements. What
is special about this stimulus is that we do not only know that a pentagon can be formed out of
the inducing elements (cognitive inference, Fig 1.1 - right), but that the inference of the
pentagon is accompanied by a visual experience. This corresponds to the difference between
knowing that a car has moved when you see it in two different locations versus actually seeing
the car move (Pylyshyn, 1999). Perceptual inference thus alters the perceptual characteristics of
a stimulus. If stimuli like the Kanizsa illusion can be represented in sensory memory, this
suggests that perceptual inference occurs, making sensory memory a likely candidate for
unattended conscious processing. In Chapter 4, I explored the perceptual characteristics of
sensory memory (including iconic memory - IM) and compared these to WM. Instead of
reporting a change in orientation of a rectangle, subjects now indicated whether a change in
orientation for an illusory Kanizsa triangle occurred.
Does sensory memory represent explicit or implicit processing?
Another important feature of conscious processing is that it is supported by explicit processing
(Baars & Franklin, 2003; Lau & Rosenthal, 2011). When you make a decision and afterwards can
argue why you made this decision, the process underlying the decision was explicitly available to
you. Many unconscious processes, however, occur implicitly. This makes us behave according to
events or decisions that we cannot retrieve, for example when we learn grammar and decide
whether a sentence is grammatically correct (Knowlton, Ramus, & Squire, 1992) or slow down to
stop signals that we did not perceive (van Gaal, Ridderinkhof, Scholte, & Lamme, 2010).
Therefore, investigating whether sensory memory relies on explicit or implicit processing is a
16
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second important step in answering the question whether sensory memory could reflect

conscious processing. In Chapter 5, I compared the degree of explicit processing for IM, FM and
WM by evaluating their level of metacognition. Metacognition reflects the degree to which
subjects can accurately reflect on the correctness of their decisions (Fleming, Weil, Nagy, Dolan,
& Rees, 2010; Metcalfe & Shimamura, 1994). It is calculated by combining objective
performance on the change detection task (change/no-change response) with subjective
confidence ratings (sure/not-sure) that a subject gives for the objective decision. When correct
responses are accompanied by high confidence and incorrect responses by low confidence,
subjects have good knowledge about the correctness of their perceptual decisions, or high
metacognitive performance. Vice versa, when there is no relationship between confidence
ratings and the correctness of perceptual decisions, metacognition is low. Comparing
metacognitive performance for IM and FM to WM tells us whether sensory memory
representations are explicitly processed to the same extent as WM representations.

Investigating unattended processing using neural measurements
Behavioral studies give insight in the way people perceive and remember visual scenes. When
the behavioral characteristics of unattended processing are better understood, one can
investigate what happens to unreported items on a neural level. The advantage of taking a
neural approach is that neural measurements are independent of report, because the timing of
these stimuli, and thus the timing of their processing, can be investigated in a controlled setting.
During inattentional blindness for example, unexpected stimuli are not reported about because
subjects are engaged in an attentionally demanding task and task-irrelevant stimuli are missed
(Rensink, 2000; Simons & Chabris, 1999). However, we can still see what kind of processing
occurred for these events, because we can analyze the activity evoked during presentation of
these stimuli. This way, perceptual processing of unreported stimuli can be investigated without
relying on behavorial measurements.
Determining the level of visual integration during unattended processing
Several studies have looked at the difference between unreported and reported stimuli using
either the attentional blink (Kranczioch, Debener, Schwarzbach, Goebel, & Engel, 2005; Luck et
al., 1996; Marois, Yi, & Chun, 2004; Sergent, Baillet, & Dehaene, 2005) or inattentional blindness
(Pitts et al., 2012; Scholte et al., 2006). The main goal of these studies is often to show which
mechanisms support the reportability of a target. However, visual processing of the unreported
target has been found to occur just as for the reported target.
17
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During the attentional blink the Parahippocampal Place Area (PPA) is selectively

activated when the missed target is a house (Marois et al., 2004), Lateral Occipital Cortex and
Fusiform Gyrus might even show more activity for unreported than for reported letters, and the
Inferior Superior Lobe (ISL) and the Anterior Cingulate Cortex show a small increase for
unreported targets compared to when no target is presented (Kranczioch et al., 2005). In
addition, early ERP components such as the P1 and N1 (occurring around 100 ms) are present for
unreported targets (Luck et al., 1996; Sergent et al., 2005), and unreported targets can elicit
both letter and semantic priming (Shapiro, Driver, Ward, & Sorensen, 1997), suggesting that
perceptual processing for unreported targets proceeds as with reported targets, the only
difference being that these targets are not accessed due to a lack of attention.
Similar results were found for inattentional blindness. Unreported stimuli have been
shown to elicit activity associated with figure-ground segregation (Scholte et al., 2006), and
feature grouping (Pitts et al., 2012). However, it has also been shown that when line-drawn
pictures are presented superimposed on words, these words do not elicit word-specific activity
compared to scrambled letters, suggesting that words are not processed when they are
unattended (Rees, Russell, Frith, & Driver, 1999). This is in contrast with findings on processing
of words during the attentional blink (Shapiro et al., 1997), and further research on the depth of
processing during different manipulations of attention is necessary.
Although it thus seems that perceptual processing occurs during lapses of attention, the
question remains whether perceptual inference through integrative processing takes place.
Integration of information has been proposed to be a key factor in conscious processing
(Fahrenfort et al., 2012; Tononi, 2008). Moreover, types of perceptual inference that depend on
interactions between higher-level and lower-level visual areas do not occur when stimuli are
masked such that they are not perceived, even when attended (Fahrenfort, Scholte, & Lamme,
2007; Harris, Schwarzkopf, Song, Bahrami, & Rees, 2011). Therefore, if perceptual inference that
depends on integrative processing occurs during inattentional blindness, this shows that
attention is not necessary for complex integrative processing to occur. In Chapter 6, I studied
whether this type of perceptual inference occurs for unattended, and therefore unreported,
stimuli by measuring functional Magnetic Resonance Imaging (fMRI) while subjects were
rendered inattentionally blind to the same type of visual illusion (Kanizsa, 1976) as used in
Chapter 4. In addition, in Chapter 7 I investigated the neural correlates of the influence of object
knowledge on subjective color perception using fMRI. I presented subjects ambiguously colored
prototype objects that could either shift towards the color red when presented on prototypical
red objects (such as tomatoes) or towards green when presented on prototypical green objects
18
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(such as clovers). When this effect is found to operate on a visual level, we can use it in future
research to look at subjective color perception for unattended items.

Investigating the quality of perception without attention – Thesis
outline
In this thesis, I have investigated the quality of unattended and unreported stimuli using
different methods and tasks. In the first four experimental chapters (2-5), I compared the
characteristics of sensory memory, a form of visual short-term memory that does not depend on
attended processing, to working memory, a stage in visual short-term that depends on attention
to be maintained. In the last two experimental chapters (6-7), I investigated the perceptual
characteristics of unattended, and therefore unreported, objects by using fMRI, and explored
the possibility of using fMRI to study subjective color perception. In Chapter 8, I will summarize
the results of these studies and discuss whether unattended processing could qualify as
conscious processing, which might lead to a shift in the focus of consciousness research.
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Manipulations of attention dissociate fragile visual
short-term memory from visual working memory
CHAPTER 2

Based on: Vandenbroucke, A. R. E., Sligte, I. G. , & Lamme, V. A. F. (2011). Manipulations of

attention dissociate fragile visual short-term memory from visual working memory.
Neuropsychologia, 49(6), 1559-1568.

Abstract
People often rely on information that is no longer in view, but maintained in visual short-term
memory (VSTM). Traditionally, VSTM is thought to operate on either a short time-scale with high
capacity – iconic memory - or a long time scale with small capacity – visual working memory.
Recent research suggests that in addition, an intermediate stage of memory in between iconic
memory and visual working memory exists. This intermediate stage has a large capacity and a
lifetime of several seconds, but is easily overwritten by new stimulation. We therefore termed it
fragile VSTM. In previous studies, fragile VSTM has been dissociated from iconic memory by the
characteristics of the memory trace. In the present study, we dissociated fragile VSTM from
visual working memory by showing a differentiation in their dependency on attention. A
decrease in attention during presentation of the stimulus array greatly reduced the capacity of
visual working memory, while this had only a small effect on the capacity of fragile VSTM. We
conclude that fragile VSTM is a separate memory store from visual working memory. Thus, a
tripartite division of VSTM appears to be in place, comprising iconic memory, fragile VSTM and
visual working memory.
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Introduction
Classical theories on visual short-term memory (VSTM) generally make a distinction between
iconic memory and working memory. Iconic memory is a high-capacity store that lasts for about
half a second and is easily overwritten (Averbach & Coriell, 1961; Sperling, 1960), while visual
working memory is low in capacity, lasts seconds to minutes and is resistant against visual
interference (Luck & Vogel, 1997; Phillips, 1974). Recent research, however, suggests that there
might be an additional short-term memory stage in between iconic memory and visual working
memory (Becker et al., 2000; Griffin & Nobre, 2003; Landman et al., 2003, 2004; Makovski &
Jiang, 2007; Sligte et al., 2008, 2009; 2010). This stage has been shown to have a large capacity
and a lifetime of up to four seconds (Lepsien, Griffin, Devlin, & Nobre, 2005; Sligte et al., 2008,
2009). At the same time, it is easily overwritten by similar visual stimulation. We believe this
stage reflects storage of information in a fragile format and propose to term it fragile VSTM.
Previous studies have already shown that fragile VSTM can be dissociated from the
classical notion of iconic memory. The lifetime of fragile VSTM by far outlasts the lifetime of
iconic memory (Lepsien et al., 2005; Sligte et al., 2008, 2009) . When a cue is shown after
stimulus presentation, items can be retrieved from fragile VSTM for up to 4 seconds, which is
much longer than the 500 ms decay time for iconic memory (Averbach & Coriell, 1961; Sperling,
1960). The two memory stores also seem to rely on different characteristics. When objects are
presented in an isoluminant colour compared to their background, the capacity of iconic
memory decreases, while that of fragile VSTM remains the same. Moreover, a flash of light
presented directly after stimulus presentation has a decreasing effect on iconic memory, but not
on fragile VSTM. This suggests that iconic memory relies on contrast differences, while fragile
VSTM does not (Sligte et al., 2008). Finally, it has been shown that perceptual grouping and
segregation occurs in fragile VSTM (Landman et al., 2003, 2004).
Whether fragile VSTM can be dissociated from visual working memory, however,
remains an open question. At first sight, it seems the two have different behavioral and
psychophysical characteristics. The capacity of fragile VSTM can be up to four times as high as
the capacity of visual working memory and fragile VSTM is completely overwritten by objects
that are similar to those presented in the memory display, whereas visual working memory is
resistant to overwriting (Sligte et al., 2008). In neural terms, however, the distinction is not so
clear. A recent fMRI study showed that V4 activity was related to storage in both fragile VSTM
and visual working memory, but when an item was represented in visual working memory,
activity was higher in a retinotopically specific way (Sligte et al., 2009). This might suggest that
fragile VSTM is just a weakly represented form of visual working memory.
22

Fragile memory versus working memory: attention

If this is the case, it could be that fragile VSTM is supported by the same neural substrate

as visual working memory, but that activity related to fragile VSTM is just below threshold for
report. Another possibility is that fragile VSTM represents the underlying storage capacity of
VSTM, while visual working memory corresponds to a robust store that relies on attention to
boost sensory information and make it available for cognitive manipulations and report. If that is
the case, fragile VSTM could be formed without the need for attentional selection, while visual
working memory actually depends on attentional selection to be formed. Neurally, this
distinction can be sustained; fragile VSTM might be supported by higher visual and
inferotemporal areas that are often linked to memory encoding or maintenance (Todd & Marois,
2004; Tseng et al., 2010; Xu & Chun, 2005), while visual working memory might be supported by
extended brain regions involved in attention, selection and control, seated mainly in the parietal
and prefrontal cortex (Curtis & D'Esposito, 2003; Lepsien et al., 2005; Pessoa, Gutierrez,
Bandettini, & Ungerleider, 2002; Ranganath & D’Esposito, 2005). Recent research from our lab
suggests that at least the dorsolateral prefrontal cortex (DLPFC) is not involved in the storage of
fragile VSTM; when TMS is applied over the right DLPFC, visual working memory suffers, but
fragile VSTM remains unaffected (Sligte et al., 2011). Preliminary evidence thus implies that the
two memory stores can be separated. If visual working memory indeed heavily depends on
attention and control processes while fragile VSTM does not, then disrupting these processes
behaviorally would yield the same results: visual working memory capacity decreases, while
fragile VSTM should stay relatively intact.
To test this hypothesis, we diverted attention during presentation of a memory array,
while subjects performed a change detection task that measures both the capacity of fragile
VSTM and the capacity of visual working memory (Fig. 2.1). All our attention manipulations were
aimed at disrupting attention during encoding, although the early stages of maintenance might
also have been affected, especially in the second experiment. Previous studies have shown a
tight relationship between top-down attention and visual working memory maintenance (Awh et
al., 2006; Fougnie, 2008). Nevertheless, it has not been explicitly investigated whether attention
during encoding and/or maintenance is necessary for the build-up and maintenance of fragile
VSTM representations. Only one study provides preliminary evidence that attention is not
necessary for maintenance of fragile VSTM (Landman et al., 2003). This study suggests that these
representations do not depend on attention by showing that even after attentionally selecting a
specific item from VSTM, non-selected items could still be retrieved. This implies that items
remain available in fragile VSTM, even when attention is diverted. In the current study, we used
three different attention manipulations to examine whether decreased attention during
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presentation of the memory display has a dissociating effect on fragile VSTM and visual working
memory.

Figure 2.1. General trial design. On each trial, subjects had to retain the orientation of eight
rectangles across a retention interval. After the retention interval, one of the rectangles changed
orientation on 50 percent of the trials and subjects had to detect this change. On each trial, a cue
singled out the item to change, either A) during the retention interval (retro-cue) to measure
fragile VSTM or B) during the probe array (post-cue) to measure visual working memory.
In the first experiment, temporal uncertainty for presentation of the memory array was
created. It has been shown that when attention is not properly oriented in time, performance
suffers (Coull, Frith, Buchel, & Nobre, 2000; Small et al., 2003). We used this temporal aspect of
attention by presenting subjects multiple memory arrays of which only one had to be compared
to the test array. Subjects did not know which memory array would be the last one and thus the
one to maintain in memory, and therefore were not able to fully orient their attention. We
observed that visual working memory capacity decreased, while fragile VSTM remained intact. In
a second experiment, subjects performed an n-back task prior to and during the delivery of the
display to remember. In this dual-task setting, visual working memory capacity also suffered
more than fragile VSTM. In a third experiment the change detection task was combined with an
Attentional Blink (AB) paradigm (Olivers, van der Stigchel, & Hulleman, 2007; Raymond et al.,
1992; Shapiro, 2009). In an AB paradigm, subjects have to detect two targets in a stream of
distracter items. When the second target is presented in proximity of the first target, detection
of the second target suffers. This decrease in detection is attributed to a lapse in attention due
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to processing of the first target. We used the AB to reduce attention on the memory array. Again,
the decline in performance was larger for visual working memory than for fragile VSTM.
Together, these results indicate that when attention is occupied, visual working memory suffers,
but fragile VSTM stays relatively intact. This study thus supports the notion of two separate
processes in memory: one that is engaged in the storage of information and one that is
responsible for the selection of information through attention.

General Methods
The general set-up of all experiments described in this paper is identical; in each experiment, we
presented human volunteers with a cued change detection task (Becker et al., 2000; Griffin &
Nobre, 2003; Landman et al., 2003; Makovski & Jiang, 2007; Sligte et al., 2008, 2009; Sligte,
Vandenbroucke, et al., 2010) that is able to measure the capacity of fragile VSTM and the
capacity of visual working memory in a single experiment. Differences between experiments are
how we manipulated attention during presentation of the stimuli to remember, namely by (1)
creating uncertainty, by (2) having a dual-task set-up, and by (3) creating an Attentional Blink.
Participants
In total, 30 students of the University of Amsterdam participated in two training sessions that
preceded the main experiments (see Training of General Methods). All participants had normal
or corrected-to-normal vision. For their participation, subjects received course credits or a
monetary reward. The local ethics committee of the University of Amsterdam had approved the
study and participants gave their written informed consent before the start of the experiment.
Stimuli and apparatus
Stimuli were presented on a 19-in. Ilyama monitor at a refresh rate of 60 Hz. Participants were
seated 100 cm away from the screen, resulting in a total display size of 20.4 by 15.4 degrees in
visual angle. Objects in each visual array were white rectangles (1.56 by 0.39 degrees of visual
angle) placed on a black background, radially at four degrees of visual angle from a fixation point.
The memory and probe arrays contained eight of these rectangles that each had one of four
possible orientations; horizontal, vertical, 45˚ to the horizontal or 135˚ to the horizontal. Cues
consisted of white lines (2.55 by 0.06 degrees of visual angle) that pointed from the fixation
point to one of the eight possible locations.
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Design and procedure
Participants were instructed to maintain fixation at a red dot in the middle of the screen
throughout each trial. At the start of each trial, the red fixation dot turned green for 1000 ms.
After this, the memory array containing eight oriented rectangles appeared for 250 ms.
Participants were instructed to remember the orientations of the rectangles in this memory
array to their best ability. There were two types of trials (see Fig. 2.1). On retro-cue trials, a 500ms cue was presented 1000 ms after offset of the memory array and this cue indicated which of
the eight rectangles might change orientation between memory and probe array. Another 1000
ms later, the probe array would appear and participants had to indicate by button press whether
the cued rectangle had changed orientation compared to the memory array or not (Fig. 2.1a).
These trials measured fragile VSTM. On post-change cue trials, the 500-ms cue was not delivered
during the retention interval, but simultaneously with the probe array, 1000 ms after offset of
the memory array (Fig. 2.1b). These trials measured visual working memory. The post-change
cue was presented to keep this condition comparable to the retro-cue condition. Thus, on both
trials, the 500-ms cue was presented 1000 ms after offset of the memory array.
The probe array remained on screen until participants gave a response by pressing one
of two buttons positioned on the right armrest of the chair. The left button was always
associated with no-change responses and the right button with change response. Participants
were instructed to always press the no-change button, unless they were absolutely sure they
had seen a change. After each response, participants received auditory feedback indicating
whether they had performed correctly. In addition, participants were informed that the cue was
always valid and none of the other rectangles could change orientation. The change always
consisted of a 90˚ rotation and occurred on 50 % of both types of trials. All trials were randomly
mixed within blocks.
Training
Prior to participation on all of the three experiments, participants received training on the cued
change detection task. Participants received two sessions of training and only those participants
with a mean percentage correct of at least 80% were allowed to participate in the experiments
reported in the rest of the paper. This decreased the probability of floor effects (50 %; chance
performance) that might occur in the dual-task setting.
In the two training sessions, the difficulty of the task was gradually increased until it
reached its final form as described in the previous section. In the first 64 trials, the memory array
remained on screen for 500 ms instead of 250 ms and the cue was presented at an interval of
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100 ms after offset of the memory array. For the next 64 trials, the memory array was presented
for 250 ms and the cue was given 500 ms after memory array offset. Participants then practiced
184 trials of the task with its final settings on the first session and another 480 trials during the

second session. Each 60 trials, subjects were allowed to pause and they received feedback on
their total performance level. Participants that did not reach a mean score of 80% after the
second session received course credits or a monetary reward for their participation, but were
not allowed to participate in the final experiments. Out of 30 participants, 7 subjects did not
reach this 80% criterion.

Experiment 1
Previous research has shown that attention can be manipulated temporally (Coull et al., 2000;
Nobre, 2001; Small et al., 2003). When a target stimulus is presented at an unexpected point in
time, detection performance suffers. In the current task, we used this temporal aspect of
attention to decrease attention for the memory array. Subjects were presented with a random
number of different rectangle arrays (1-7) and only the last array served as the memory array
(Fig. 2.2). Therefore, subjects never knew before the start of a trial how many arrays would
appear. We expected that because subjects could not properly prepare themselves for the
memory array, attention for this array would be diminished (however, see Discussion for more
considerations). If attention is only necessary for visual working memory, but not for fragile
VSTM, performance should only decrease in the post-change cue condition.

Figure 2.2. Experiment 1: Trial design. At the start of a trial, 1 - 7 arrays containing different
rectangle configurations were presented. Only the last array served as the memory array.
Participants never knew how many arrays would appear and thus never knew whether the
presented array would be the memory array. After presentation of the memory array, the trial
proceeded as a post- or a retro-cue trial.
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Methods
Subjects
Out of the 23 participants that passed the training, 12 took part in Experiment 1 (age 17 – 27).
Stimuli and apparatus
Stimuli and apparatus are described in Stimuli and apparatus of the General Methods.
Design and procedure
Every trial started with the red fixation dot turning green for 1000 ms after which the first
rectangle array was presented for 250 ms. After offset of this first array, there was a 1000 ms
black screen. After this delay, either the cue was presented (retro or post-change) or another
rectangle array was presented for 250 ms (Fig. 2.2). If the cue was presented, the participant had
to indicate whether in the probe array, the rectangle in this location had changed orientation
compared to the memory array. If another rectangle array was presented, the participant was
instructed to remember the orientations of this new array. So, the probe array always had to be
compared to the last rectangle array shown. On every trial, 1 – 7 arrays could be presented.
At the start of the experiment, participants received 96 trials of the basic cued change
detection task (48 retro-cue and 48 post-cue, mixed) as described in Design and Procedure of the
General Methods. This served as a pre-test for the participants’ basic memory capacity. After
this, they received 14 practice trials and 336 experimental trials of the Multiple Array (MA)
change detection task. For each number of arrays (1-7), there were 48 trials (24 retro-cue, 24
post-cue). On 50% of the trials, the cued rectangle changed orientation. All trials were randomly
mixed. At the end of the experiment, participants again received 96 trials (48 retro-cue and 48
post-cue) of the basic cued change detection task. This served as a post-test for their memory
capacity.
Analysis
We calculated memory capacity by computing Cowan’s K (Cowan, 2001). The formula is K =
((percentage hits – 0.5) + (percentage correct rejections – 0.5)) * N items, and accounts for
guessing by subtracting 50 % change performance. To determine the effect of the MA
manipulation, we performed a repeated measures ANOVA on Cowan’s K for memory type
(fragile VSTM, visual working memory) X task (pre-test, MA, post-test) .
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The results replicated previous findings that fragile VSTM has a larger capacity than visual
working memory (Fig. 2.3, F(1,11)=64.0, p<.001) (Landman et al., 2003; Sligte et al., 2008, 2009;
2010). The MA task had a decreasing effect on capacity for both types of memory (F(1,11)=62.2,
p<.001, all paired t-test p<.05). However, the MA task had a much larger effect on visual working
memory than on fragile VSTM (F(2,22)=10.1, p=.001). The reduction was on average (pre-test
and post-test) 0.67 items for fragile VSTM and 1.82 items for visual working memory, which
corresponds to a reduction of 9.7 % for fragile VSTM and 33.7 % for visual working memory. This
effect was driven by a difference in both pre-test compared to MA task (F(1,17)=13.2, p=.004)
and MA task compared to post-test (F(1,11)=14.3, p=.003).

Figure 2.3. Experiment 1: Results. Performance on fragile VSTM (F VSTM) and visual working
memory (VWM) trials (expressed as capacity, Cowan’s K) for the pre-test, Multiple Array (MA)
task and post-test. Performance on the MA task was worse for both types of memory, but VWM
suffered more than F VSTM. * p < .05, ** p < .01, *** p < .001
Average performance on the fragile VSTM trials was rather high (Cowan’s K pre-test =
6.86, post-test = 6.97). It could be that the interaction effect was driven by ceiling performance
on the fragile VSTM trials of the pre- and post-test. To investigate this, we correlated fragile
VSTM capacity of the pre-test and post-test with the decline in capacity of fragile VSTM during
the MA-task (Fig. S2.1). If the effect would be driven by ceiling performance, this would result in
a negative correlation; decline in performance would be smallest for the high-performers and
largest for the low-performers. This was not the case. Even with a considerable spread in
performance for the fragile VSTM trials, correlations between pre-test capacity and MA capacity
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decrease or post-test capacity and MA capacity decrease were not significant (Pearson’s R=.326,
p=.301; Pearson’s R=.245, p=.442).
Discussion
In Experiment 1, attention for the memory array in a cued change detection task was decreased
by creating uncertainty for when the task relevant memory array would be presented. This
manipulation had a larger effect on visual working memory than on fragile VSTM. Research has
shown that just as with spatial attention, the prefrontal cortex modulates temporal attention
(Coull et al., 2000; Nobre, 2001; Small et al., 2003). We therefore infer that when attentional
resources are not optimally directed, visual working memory suffers because the frontal brain
areas can exert less control over the lower visual areas that modulate the storage of information.
Fragile VSTM capacity, however, possibly depends on lower level areas and might therefore be
less affected by this manipulation.
Although we hypothesized that the attention manipulation would not affect fragile
VSTM capacity at all, there was a small and significant reduction in performance (K = .67). It can
be debated whether the manipulation effectively influenced temporal attention. Other factors,
such as proactive interference - the negative influence of similar arrays preceding the memory
array -, might also have played a role. For instance, if visual working memory for the previous
arrays was not properly cleared, the lingering effect of wrongly remembered items would affect
both fragile VSTM and visual working memory. However, this effect would be much stronger for
visual working memory, as this is a low-capacity store, while the effect on fragile VSTM would be
less pronounced. A suggestion for future research might be to exploit the temporal allocation of
attention by varying the temporal certainty of the memory array.

Experiment 2
In Experiment 1, the temporal aspect of attention was manipulated. Here, we manipulated
central attention by having subjects perform a Rapid Serial Visual Presentation (RSVP) task.
Subjects had to respond when in a letter stream an identical letter was presented 1 or 2
positions back, also known as an n-back task (Fig. 2.4). The memory array was presented while
participants performed the n-back task, so they could not fully attend to the memory array. We
expected, again, that this attention manipulation would have a larger effect on visual working
memory than on fragile VSTM. Moreover, we expected that the 2-back task would be more
attention demanding than the 1-back task. We therefore predicted that performance on the
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change detection task would suffer more from the 2-back task and that this decrement would be
larger for visual working memory than for fragile VSTM.
Methods
Subjects

Out of the 23 participants that passed the training, 18 took part in experiment 2 (age 17 – 27). Of
these 18 participants, 9 took part in experiment 1 as well.
Stimuli and apparatus
Stimuli and apparatus are described in Stimuli and apparatus of the General Methods.
Design
A green fixation dot indicated the start of a trial. A sequence of letters was then presented at the
position of the fixation point (Fig. 2.4). Each letter was presented for 300 ms with an ISI of 300
ms. After 7, 11 or 13 letters (distributed evenly over all trials), the memory array was presented
together with a letter for 300 ms. After another 300 ms ISI, the last letter appeared. The cue
(retro or post-change) was presented 1000 ms after the last letter, so the interval between cue
and memory array was now 1600 ms.

Figure 2.4. Experiment 2: Trial Design. Change detection combined with an n-back task. A trial
started with a stream of 9, 13 or 15 letters. During the one to last letter, the memory array was
presented. Subjects had to detect an immediate letter repetition (1-back, depicted) or a letter
repetition with one different letter in between (2-back). After the last letter, the trial proceeded
as a post- or a retro-cue trial.
Experiment 2 consisted of two different testing sessions. In the first session, the letter
sequences were set up so that it was a 1-back task: participants had to press the button
positioned on the left armrest when they saw the same letter presented in the sequence as one
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position before. In the second session, the letter sequence was set up so that it was a 2-back
task: now participants had to detect a repetition of a letter that was shown two positions back.
Per trial, there were 1 to 3 letter targets and on 33.3% of the trials, a target was presented one
position before, during, or one position after the memory array. There were no 1-back
repetitions during the 2-back task. In both sessions, the secondary task was to answer whether
one of the rectangles had changed orientation in the probe array. As a repetition of a letter
could also occur during or after presentation of the memory array, participants were forced to
keep paying attention to the letter sequence, even when the memory array was shown. They
were told that the letter task was the most important task and that they should try to score 100 %
on this task.
Each of the two sessions started with a practice block on the basic change detection (96
trials: 48 retro cue, 48 post cue) and a basic n-back task. In the basic n-back task, a letter stream
was presented for 30 seconds and 90 seconds without the memory array surrounding it. Then,
subjects performed the dual task three times. Once, subjects only had to respond to the n-back
task and ignore the memory and probe arrays (24 trials). This served as the basic n-back score.
Once, subjects only had to respond to the change detection task and ignore the letters (12
practice trials, 144 experimental trials: 72 retro-cue, 72 post-cue). This will be referred to as the
single task, and served as the basic memory capacity score. To measure the effect of the n-back
task on memory capacity, subjects had to respond to the two tasks at the same time (dual task),
treating the n-back task as the main task (12 practice trials, 144 experimental trials: 72 retro-cue,
72 post-cue). The three experimental tasks were counterbalanced between subjects to prevent
any sequence effects.
Analyses
As in Experiment 1, Cowan’s K for memory capacity was calculated (see Analyses for Experiment
1). In the dual task, the trials in which a letter target was presented one position before, during,
or one position after the memory array (33.33%) were taken out of the analyses because
pressing a button during presentation of the memory or probe array might interfere with the
perceptual processing itself. The corresponding trials in the single task were left out as well. A
repeated measures ANOVA analysis using Cowan’s K was done for the variables of memory type
(fragile VSTM , visual working memory) X task demand (single, dual) X n-back (1,2). To examine
the performance on the n-back task, a repeated measure ANOVA on percentage correct for nback (1,2) X task demand (single, dual) X memory type (visual working memory, fragile VSTM)
was performed.
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Results
In Experiment 2, subjects performed a dual-task with an n-back task as primary task.
Performance on the n-back task did not differ between the single- and dual-task setting
(F(1,17)=0.033, p=.857), suggesting that subjects followed the instructions and treated the nback task as their primary task. Percentage correct on the 1-back was higher than on the 2-back
task (F(1,17)=24.6, p=.001), which indicates that as intended, the 2-back task was more difficult.
Importantly, performance on the n-back did not differ between the two types of memory trials
(F(1,17)=0.002, p=.964).
As in Experiment 1, fragile VSTM capacity was larger than visual working memory
capacity (F(1,17)=361.8, p<.001). There was a general decrease in capacity for both types of
memory when a secondary task was performed (Fig. 2.5, F(1,17)=58.6, p<.001). Again, this effect
was larger for visual working memory than for fragile VSTM (F(1,17)=28.6, p<.001). The
reduction averaged over both n-back conditions was 0.51 (reduction of 6.9 %) items for fragile
VSTM and 1.89 (reduction of 36.3 %) for visual working memory. Performing a secondary task
thus had a larger effect on visual working memory than on fragile VSTM.
The three-way interaction between n-back, task demand and memory type did not reveal a
statistically significant effect (F(1,17)=1.9, p=.181), suggesting that performing a 2-back task did
not have a larger effect on visual working memory than on fragile VSTM compared to
performing a 1-back task. Looking at Figure 2.5 however, performing a 2-back task seems to
produce a statistically larger effect for fragile VSTM, but a numerically larger effect on visual
working memory. As the three-way interaction might not have enough power to detect these
differences, we chose to perform a repeated measure ANOVA on n-back (1,2) X demand (single,
dual) for fragile VSTM and visual working memory separately. Both types of memory suffered
from performing a dual task (fragile VSTM, F(1,17)=7.6, p=.013; visual working memory,
F(1,17)=73.9, p<.001). However, fragile VSTM did not suffer more from performing a 2-back task
compared to a 1-back task (F(1,17) =.891, p=.358). The numerical decrease in capacity for fragile
VSTM was indeed not much larger during the 2-back task compared to the 1-back task (.61 items
versus .40 items respectively). Visual working memory capacity on the other hand showed a
larger decrease when performing a 2-back task compared to a 1-back task (F(1,17)=4.76,
p=.043), corresponding to a numerical difference of 2.29 versus 1.57 items respectively. We
therefore suggest that a 2-back task has a larger effect on visual working memory than on fragile
VSTM, but that the power of these experiments was too small to produce a significant three-way
interaction.
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In Experiment 2, the basic memory capacity scores on fragile VSTM were again rather

high (1-back: K = 7.33; 2-back: K = 7.43). If a ceiling effect would be the explanation for the lack
of an effect on fragile VSTM, this would result in a negative correlation between basic memory
capacity score and decline in performance. However, there was absolutely no correlation
between memory capacity score and decline in performance during the two dual-tasks (Fig. S2.2,
1-back: Pearson’s R = .01, p = .968; 2-back: Pearson’s R = -.06, p = .820). It is therefore unlikely
that a ceiling effect could explain these results.

Figure 2.5. Experiment 2: Results. Performance on fragile VSTM (F VSTM) and visual working
memory (VWM) trials expressed in capacity (Cowans’s K). A) Results for the 1-back session. There
was a larger reduction for VWM than for F VSTM when subjects performed the two tasks
simultaneously (dual) compared to the change detection task only (single). B) Results for the 2back session. The same results were obtained as for the 1-back session. * p < .05, ** p < .01, ***
p < .001
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In this experiment, an n-back task was used to divert attention from the memory array. The
results were congruent with the results of Experiment 1. When attention for the memory array
was diminished, visual working memory suffered more than fragile VSTM. Moreover, when the
secondary task became more attention demanding, visual working memory seemed to decrease
even more, while the effect on fragile VSTM remained just about the same. We conclude that,
because at the moment of encoding and maintenance subjects were engaged in an attention
demanding secondary task, they had less attentional resources available to store the items in
visual working memory. Fragile VSTM, however, was less affected, because this stage of memory
is not dependent on attention.

Experiment 3
In the previous experiment, a dual task design was used to divert attention from the memory
array. We assumed that because subjects focused on the n-back task, their attention for the
memory array would be diminished. Although the n-back task is associated with activation of the
prefrontal cortex (Owen, McMillan, Laird, & Bullmore, 2005) and thus likely to depend on
attentional resources, we also wanted to employ an attention manipulation that is known to
effectively decrease attention for a short period of time. The Attentional Blink (AB) paradigm
seemed like a good candidate. In classical AB tasks, an RSVP stream of letters or characters is
presented (Olivers et al., 2007; Raymond et al., 1992; Shapiro, 2009) participants have to detect
two targets that are presented in this stream. When the second target (T2) is presented in close
proximity of the first target (T1), T2 is less likely to be detected. This effect has been attributed
to the momentary lack of availability of attentional resources; therefore the second target is not
perceived. This lapse of attention has been shown to affect spatial processing (Olivers, 2004) and
performing a secondary task, such as a visual search task, as well (Joseph, Chun, & Nakayama,
1997). Electrophysiological studies have shown that especially the P300 component, often
associated with working memory, seems to be affected during the blink (Vogel & Luck, 2002). On
the other hand, there is still some processing of T2 by lower level areas of the brain (Luck et al.,
1996; Marois et al., 2004; Sergent et al., 2005), which can constitute semantic information.
For this experiment, we integrated the rectangle memory array in an AB task by presenting it as
T2 in a character stream (Fig. 2.6). We expected that when the memory array was presented in
proximity of T1, it would suffer from the AB. We hypothesized that during the AB, visual working
memory would fail to come about because higher-level processes are suppressed. However,
fragile VSTM that probably depends on activation of lower level areas would still be formed.
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Methods
Subjects
Out of the 23 participants that passed the training, 18 took part in Experiment 3 (age 17 – 27). Of
these 18 participants, 9 took part in Experiment 1 and 13 in Experiment 2 as well.
Stimuli and apparatus
Apparatus are described in Stimuli and apparatus of the General Methods. The memory and
probe arrays in this experiment were modified such that the rectangles and background were
now isoluminant (red on grey, both 24.65 cd/m2). This way, the memory array did not produce
an afterimage. Compared to the attention manipulations used in the first 2 experiments, the AB
was locked to a certain time window, so we wanted to make sure that in this task the image was
present for just a short period of time. Otherwise, the configuration of the arrays was the same.
The stimuli used for the RSVP task were the same stimuli as used by Olivers et al. (2007).
The targets were letters made of horizontal, vertical and diagonal line elements of a 2 X 3 grid
square. The distracters used were scrambled letters; the line elements of the letters used as
targets were scrambled into fantasy characters. The fantasy characters still looked a bit like
letters because of certain constraints (e.g. the line elements must be connected). The letters I, L,
O and Q and their corresponding distracters were taken out because they resembled each other
or other letters too much. The letters were isoluminant with respect to their background as well
(red on grey, 24.65 cd/m2).
Design and Procedure
A green fixation dot indicated the beginning of a trial. After 1000 ms, the fantasy characters
appeared on the screen one after another (Fig. 2.6). Each character was presented for 66 ms
with an ISI of 50 ms. In total, there were 11 or 13 fantasy characters in a stream (randomly
distributed). Somewhere in this character stream, a letter was presented (T1). After this stream
of characters the rectangle array was presented for 66 ms. Thus, the memory array was now the
T2 target. After a 1000 ms blank interval, the cue was presented (retro or post-change) for 500
ms. Participants then first gave their response on the change detection task. When they had
answered the change detection task, they answered which letter they had seen in the character
stream by typing in the letter on a keyboard. T2 was positioned such that it was 2, 3, 4 or 8 lags
back from T1. For each cue type, there were 32 trials per lag position (50 % change trials).
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Figure 2.6. Experiment 3: Trial Design. The change detection task combined with an AB
paradigm. Preceding the memory array (T2), 12 or 14 characters were presented (Olivers et al.,
2007), one of which was a real letter and the others were fantasy characters resembling letters.
On each trial, subjects had to detect the letter (T1). The lag between T1 and T2 could be 2, 3, 4 or
8 (lag 2 is depicted). After the presentation of the memory array, the trial proceeded as a post- or
retro-cue trial.
Participants first received a practice block of the basic change detection task for 96 trials
(48 retro-cue, 48 post-cue). The arrays were isoluminant and the memory array was only
presented for 66 ms to get used to the presentation used in the AB-change detection task.
Subjects then received three different tasks (counterbalanced). They performed the classical AB
task, in which two letters were presented in the character stream. Their task was to first respond
which was the second letter they had seen (T2) and then which was the first letter they had seen
(T1). The character streams now consisted of 14 or 16 characters, because T2 was always
followed by two more fantasy characters to mask it and make sure there was an AB effect (Enns,
Visser, Kawahara, & Di Lollo, 2001; Vogel & Luck, 2002). Participants received 256 trials (64 trials
per lag position) and first did a training session of 32 trials in which the stimulus time started at
100 ms and was decreased to 66 ms, while ISI started at 100 ms and was decreased to 50 ms.
Participants received the combined AB-change detection task twice; once they had to respond to
both T2 and T1 (16 practice trials, 256 experimental trials) to measure the effect of the AB on
memory performance and once they only responded to T2 (16 practice trials, 256 trials). This last
task served as the basic memory capacity score.
Analyses
For the basic AB task containing only the character stream, the AB effect was measured by
calculating percentage correct for identifying T2 when T1 was answered correctly. If T1 is not
answered correctly, there cannot be an AB, so these trials were not taken into the analyses. A
repeated measure ANOVA on percentage correct for each lag (2,3,4,8) was performed.
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As in Experiment 1 and 2, analysis for memory capacity was done with Cowan’s K (see

Analyses for Experiment 1). A repeated measures ANOVA was performed for memory type
(fragile VSTM, visual working memory) X type of task (dual, single) X lag position of T2 (2,3,4,8).
For the AB-change detection task in which participants responded to both T2 and T1, only the
trials in which T1 was answered correctly were used in the analysis; if T1 is not answered
correctly, there cannot be an AB, so these trials are not informative. The single task served as
the basic memory capacity and because participants did not respond to T1, all trials per lag were
used.
Results
For the basic AB task, there was a clear effect of lag (F(3,15)=22.7, p<.001). Identification of T2
was lowest when the lag between T2 and T1 was small (lag 2: 47.8 %) and gradually increased
until the lag between T2 and T1 was large (lag 3: 61.4 %, lag 4: 75.6 %, lag 8: 85.5 %).

Figure 2.7. Experiment 3: Results. Capacity for fragile VSTM (F VSTM, dark grey) and visual
working memory (VWM, light grey) on the combined AB-change detection task (expressed as
Cowan’s K). On the single task, subjects only responded to T2 (solid lines). On the dual task,
subjects responded to both T2 and T1. On the single task, performance for F VSTM and VWM was
the same for each lag position of T2. When performing the dual task, F VSTM capacity showed a
small general decrease, but VWM capacity showed a clear Attentional Blink: capacity decrease
was largest for lag 2 and absent for lag 8. * p < .05, ** p < .01, *** p < .001
Once again, a larger capacity for fragile VSTM versus visual working memory was found
(F(1,17)=157.2, p<.001). Detecting T1 had a negative effect on memory performance in general
(F(1,17)=18.2, p=.001) and performance on each lag position differed (F(3,51) = 3.9, p=.014).
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Although the general decrease in performance was the same for both types of memory (fragile

VSTM: 0.57 items, or 7.9 % reduction; visual working memory: 0.85 items, or 17.2 % reduction,
F(1,17)=1.0, p=.331), there was a clearly different pattern for each lag (F(3,51)=2.9, p=.042). As
can be seen in Figure 2.7, there was a general decline in performance for fragile VSTM, but the
lag position of T2 did not affect memory performance differently. For visual working memory,
however, a clear AB can be seen: when there is a small lag between T2 and T1, T2 performance
shows the greatest decline, but performance recovers when the lag between T2 and T1 becomes
larger.
Discussion
In the last experiment, the effect of attention on memory performance was once again
demonstrated. When a change detection task was combined with an AB task such that the
change detection memory array served as T2, visual working memory suffered from an AB,
whereas fragile VSTM only showed a small general decrease in performance. Thus, the decrease
in attention specifically affected visual working memory. In this experiment, the interaction
effect was unlikely due to ceiling performance on the fragile VSTM trials, since the mean
decrease in performance on both types of memory was equal. The effect of attention was
marked by a different pattern for fragile VSTM and visual working memory and this pattern
should not be absent due to ceiling.
Besides the fact that this experiment clearly dissociates between fragile VSTM and visual
working memory, it replicates findings that the high capacity of fragile VSTM is not due to visible
persistence (Sligte et al., 2008). The arrays used in this experiment were isoluminant and
therefore did not produce an afterimage. Subjects were thus not able to rely on an afterimage to
increase their performance.

General Discussion
In this study, we dissociated different stages of VSTM by manipulating attention during encoding
of a memory array. Using a change detection task, we showed that fragile VSTM does not
depend on attention, while visual working memory does. When a retro-cue was presented
during the interval between the memory and probe array, almost all items could be retrieved
even when attention was weakened during presentation of the memory array. In the post-cue
condition, however, weakening attention during memory array presentation had a pronounced
negative effect on memory capacity.
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Albeit to a smaller extent, performance on the fragile VSTM task also suffered from the

manipulations. However, this seemed more likely to be due to a general effect of performing a
more difficult (Experiment 1) or dual task (Experiment 2, 3). Especially Experiment 3 showed that
this effect was general and not due to the specific manipulation of attention. Another
explanation might be that attention affected perceptual processing itself (Awh et al., 2006; Vogel
et al., 2005). This would logically affect all levels of VSTM and might be a reason for the small
general decrease in performance for fragile VSTM. On the other hand, one might expect that this
effect would be time locked to the AB in Experiment 3 as well. Nevertheless, the key point here
is the effect of attention on post-perceptual processing, and this seems to differentially affect
fragile VSTM and visual working memory. The results clearly argue for viewing fragile VSTM as
independent from visual working memory and attention. In combination with earlier results
showing the difference between iconic memory and fragile VSTM, a tri-partite division of visual
storage seems in order, comprising iconic memory, fragile VSTM and visual working memory
respectively.
The interaction between VSTM and attention
The current results contribute to the debate about the involvement of attention in VSTM. Many
have described that the two processes are closely linked and are supported by overlapping brain
areas (Awh et al., 2006; Awh & Jonides, 2001; Cowan, 2001; Fougnie, 2008). It has even been
proposed that attention is necessary for encoding and maintenance of VSTM. The present study,
however, suggests that there are different stages in VSTM and that the role of attention in these
stages can be clearly separated. At first, when a picture is shown, all items are represented for a
very short period of time in a sensory store that is probably supported by lingering activity in
lower visual areas (Irwin & Thomas, 2008). Fewer items are then maintained for a longer period
of time in a fragile VSTM store supported by higher visual and inferotemporal areas (Sligte et al.,
2009). Finally, only the few items that receive focused attention are represented in visual
working memory mediated by frontal areas of the brain (Curtis & D'Esposito, 2003; Lepsien et al.,
2005; Pessoa et al., 2002). The activity in these frontal areas probably boosts activity in the visual
areas by means of feedback (Ranganath & D’Esposito, 2005). This protects these items from
overwriting by new stimulation and makes them available for cognitive manipulation and report.
The latter ability probably underlies what is mostly measured in classical VSTM or visual working
memory tasks.
In the present study, we explicitly tried to address whether the contents of visual
memory can be formed independently of attention. However, many scholars suggest that
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attention is especially important during the maintenance or rehearsal of visual working memory

(Awh et al., 2006; Awh & Jonides, 2001; Cowan, 2001). We predict that reducing attention
during maintenance would have the same effect as reducing attention during encoding: visual
working memory capacity decreases, but fragile VSTM remains intact. Although we did not test
this explicitly, previous research has shown that items can still be accessed even after attention
has been directed to one item in the display (Landman et al., 2003). In this study, two
consecutive retro-cues are shown on 25 % of the trials, and only the second cue is valid. The
second cue can still boost memory up to a higher performance level than without a retro-cue. It
thus seems that representations in fragile VSTM still remain available for report, even when
another item has been attentionally selected for maintenance.
The distinction between memory storage and attention also coincides with the ideas of
Postle (2006) that the prefrontal cortex plays a controlling and mediating role and is not the
locus for storage of information content. We demonstrate that when the prefrontal cortex is
engaged in another task, the controlling and mediating role on VSTM is diminished, but the
storage of information is unaffected. Another recent study from our lab further supports these
results by showing that when TMS is applied on the right DLPFC, visual working memory is
impaired while fragile VSTM stays intact (Sligte et al., 2011).
The attention manipulations
Attention was manipulated in three different ways. In the first experiment, subjects had to pay
attention to multiple arrays, because they were uncertain when the memory array would appear.
We hypothesized that subjects were not able to adequately allocate their attention to the
memory array (Coull et al., 2000; Nobre, 2001; Small et al., 2003). Although the manipulation
had a larger effect on visual working memory than on fragile VSTM, an alternative explanation is
that clearing memory takes time or happens in an imperfect way. This would then have a larger
effect on working memory (having a smaller capacity) than on fragile VSTM (having a larger
capacity). To make sure that the difference in performance was attention-related, we also
wanted to employ a more central attention manipulation. We therefore conducted two more
experiments in which attention was decreased by presenting subjects with a dual-task setting.
In the third experiment, we used an Attentional Blink paradigm to diminish attention for
the memory array. This is a well-known attention manipulation that has a selective effect on
attention. We do not want to make any statements about the AB itself. It could be debated
whether an AB can be found for two different types of stimuli. However, Olivers (2004) showed
that spatial processing is affected by the AB and Jospeh et al. (1997) demonstrated that a
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secondary task is affected by detecting a first target. Another important issue is the necessity of
presenting a mask after T2 (Enns et al., 2001; Vogel & Luck, 2002). In our design, this was not
possible, as the fragile VSTM traces would be immediately overwritten by the presentation of
similar visual stimulation. On the other hand, this exactly could be the reason why in classical AB
paradigms, a mask is needed to induce an AB: if there is no mask, T2 can be recovered from
fragile VSTM (Luck et al., 1996; Vogel & Luck, 2002).
High memory capacities
Our data raise two important concerns regarding the memory capacity scores. First, visual
working memory capacity is higher – about one object - than usually measured in visual working
memory tasks. One explanation is that subjects received extensive training for the task and only
those that performed sufficiently were allowed to participate in the experiments. Hence, the
subject pool had a high average visual working memory capacity. Moreover, as the experiments
progressed, subjects that participated in multiple experiments were exposed to the task even
more. This probably led to a boost in the average memory capacity. However, the main focus of
this study is not memory capacity per se, but rather that visual working memory suffers more
from reduced attention than fragile VSTM does.
The second concern is that attention manipulations could have had less effect on fragile
VSTM because of a possible ceiling effect. However, correlations between basic performance
and the drop in performance were not significant. This means that the drop in performance was
the same for subjects with a high or a low capacity, hence the interaction effect was probably
not driven by ceiling performance.
VSTM, attention and consciousness
Our results are not only relevant to the debate on VSTM, but can also be viewed in relation to
theories on consciousness. The outcome shows that conscious memory representations can
arise independently of attention, which is in accordance with theories proposed by Block (2005,
2007) and Lamme (2006, 2010). According to these authors, consciousness arises as a result of
recurrent processing, while attention is dependent on the depth of processing, i.e. whether
frontal regions are involved or not. The prediction is that when recurrent processing is local, and
thus unattended, the representations are conscious, but not yet available for report. Only when
recurrent processing has spread to frontal regions, involving attention, the representations can
be reported about. Our study supports this model by showing that memory traces can be
formed independent of attention. When the memory has to be reported about however,
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attention has to be directed to the memory. This suggests that consciousness itself does not
depend on attention, but is manifested by it behaviorally.

Acknowledgements
This research was made possible by an Advanced Investigator Grant from the European Research
Council (ERC) to VL. Further, we would like to thank Heleen Slagter for her contributions,
especially to the 3rd experiment, and Steven Scholte for his helpful ideas on this research.

43

Chapter 2

Supplementary Figures

Supplementary Figure 2.1. Experiment 1: Correlations between tasks for fragile VSTM
performance. Correlation between fragile VSTM (F VSTM) capacity on the pre-test and its
decrease during the Multiple Array (MA) task (black dots, R = .326) and F VSTM capacity on the
post-test and decrease during MA task (grey dots, R = .245). There is no relation between
capacity on the single task and decline in capacity on the MA task. This suggests that the
relatively small decrease during the MA-task is not due to ceiling performance; if ceiling
performance would drive these results, this would result in a small decline for high-capacity
individuals and a large decline for low-capacity individuals.

44

Fragile memory versus working memory: attention

Supplementary Figure 2.2: Experiment 2: Correlations between tasks for fragile VSTM
performance. Correlation between fragile VSTM (F VSTM) capacity on the single-task and its
decrease during the dual task for the 1-back session (black dots, R = .01) and the 2-back session
(grey dots, R = -.06). There is no relation between capacity on the single task and decline in
capacity on the dual task. This suggest that the relatively small decrease during the dual tasks is
not due to ceiling performance; if ceiling performance would drive these results, this would result
in a small decline for high-capacity individuals and a large decline for low-capacity individuals.
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Abstract

Evidence is accumulating that the classic two-stage model of Visual Short-Term Memory (VSTM),
comprising Iconic Memory (IM) and Visual Working Memory (WM), is incomplete (Sligte et al.,
2008; Vandenbroucke et al., 2011). A third memory stage, termed Fragile Visual Short-Term
Memory (FM) seems to lie in between IM and WM. Although FM can be distinguished from IM
using behavioral and fMRI methods, the question remains whether FM is a weak expression of
WM or a separate form of memory with its own neural signature. Here, we tested whether FM
and

WM

in

humans

are

supported

by

dissociable

time-frequency

features

of

electroencephalography (EEG) recordings. Subjects performed a partial-report change detection
task, from which individual differences in FM and WM capacity were estimated. These individual
FM and WM capacities were correlated with the time-frequency characteristics of the EEG signal
before and during encoding of the memory display. FM capacity correlated with an increase in
theta power in central-parietal electrodes during encoding. FM was also related to an increase in
frontal gamma that occurred simultaneously with a decrease in peri-occipital alpha before onset
of the memory display, suggesting that an increase in visual excitability is more important for FM
than for WM. Together, these data show that FM depends more on visual processing
mechanisms than does WM, thus providing novel evidence for a dissociation between these
VSTM stages.
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Introduction
Traditionally, Visual Short-Term Memory (VSTM) has been divided into two subsystems: a shortlasting, but large capacity storage termed Iconic Memory (IM; Sperling, 1960; Neisser, 1967) and
a long-lasting, but small capacity storage termed Visual Working Memory (WM; Luck et al.,
1996). In the last decade, evidence for a third memory stage that operates in between IM and
WM, termed Fragile Visual Short-Term Memory (FM; Griffin & Nobre, 2003; Landman et al.,
2003; Makovski et al., 2008; Sligte et al., 2008). However, while FM can be clearly dissociated
from IM (Sligte et al., 2008), it remains a topic of debate whether FM is really different from WM
(Makovski, 2012; Matsukura & Hollingworth, 2011).
FM is distinct from IM, as it has a smaller capacity and lasts for several seconds (LewisPeacock, Drysdale, Oberauer, & Postle, 2012; Sligte et al., 2008). Moreover, in contrast to IM,
FM is not erased by a light mask (Sligte et al., 2008), and neural traces associated with FM have
been found in V4, showing that these representations are based on cortical processing and not
on retinal afterimages (Sligte et al., 2009). At the same time, FM seems to differ from WM, since
the presentation of a display containing similar stimuli overwrites FM representations, while it
does not overwrite WM (Pinto et al., 2013; Sligte et al., 2008). Second, when attention is
diverted during memory encoding, FM capacity reduces only slightly, while WM capacity suffers
considerably (Vandenbroucke et al., 2011). Also, when TMS is applied over the Dorsolateral
Prefrontal Cortex during maintenance, WM capacity decreases, while FM capacity remains intact
(Sligte et al., 2010). Therefore, we suggest that FM reflects a stage in VSTM in which visual
cortical icons are maintained independent of focused attention, whereas information in WM has
received selective attention, thereby making the information more robust and available for
further manipulation and report (Sligte et al., 2010).
Although behavioral evidence is accumulating that FM and WM reflect different stages
in VSTM, it could be that FM is merely a weak form of WM and depends on the same neural
substrates. Here, we recorded EEG while subjects performed a partial-report change detection
task that measures FM and WM capacity (Fig. 3.1). To measure FM capacity, a spatial cue is
presented after offset of the memory display, but before onset of the test display (Fig. 3.1A).
This way, all items that are processed up to a visual cortical level and are not yet overwritten by
new stimulation can be retrieved. To measure WM, the spatial cue is only presented after onset
of the test display. Hereby, all FM representations are overwritten and only items that are made
robust against interference are available for report (Fig. 3.1B). Crucially, to investigate the
difference between FM and WM mechanisms, we correlated individual FM and WM capacity
with oscillatory activity before onset of the cue. If FM representations are indeed formed
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separately from WM representations, a difference in the underlying oscillatory mechanisms
should already be evident before the spatial cue is used to access FM.

Figure 3.1. Task design and behavioral results. Subjects were instructed to remember all
rectangles in the display. On FM trials (A), a spatial retro-cue was presented that indicated which
item might change orientation at test (50% change). On WM trials (B), instead of a spatial cue, a
neutral cue was presented. The spatial cue was presented after appearance of the test display.
The presentation of the test display will erase FM memory traces and leave only WM
representations intact. C) Capacity for FM (light grey) and WM (dark grey) on the 4 different
loads. Capacity differs between FM and WM trials. Also, FM capacity increases with memory load,
while for WM it reaches plateau at a load of 4.

Methods
Subjects
Twenty-five students (Mean age = 23, SD = 2, 11 male) from the University of Amsterdam
participated in this experiment for course credit or monetary reward. All subjects had normal or
corrected-to-normal vision and signed an informed consent form before participation. The study
was approved by the local Ethics Committee.
Stimuli
Memory and test displays consisted of white rectangles (1.4˚ x 0.4˚ in visual degrees) presented
on a black background, placed radially (2.6˚) in eight invisible placeholders. The rectangles had
four possible orientations: horizontal, vertical, 45˚ rotated to the horizontal or 135˚ to the
horizontal. The neutral cue consisted of a white star (total span 2.4˚) containing eight arms
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pointing towards the 8 possible item locations. To create the spatial cue, one of the eight white
arms was replaced by a red arm (Fig. 3.1A and B).
Task & Procedure
To indicate the start of a trial, the grey fixation dot turned green for 500 ms. Then, the memory
display appeared for 250 ms containing 2, 4, 6 or 8 oriented rectangles placed randomly in the
eight placeholders (Fig. 3.1A and B). Subjects were instructed to remember the orientation of all
rectangles. On FM trials (Fig. 3.1A), a spatial retro-cue was presented 1000 ms after offset of the
memory array, indicating which item could change in the test display (50% change, 90˚ rotation,
all other items remained unchanged). After 500 ms, the retro-cue was replaced by a neutral cue.
The test display was presented 1000 ms after offset of the retro-cue and subjects indicated
whether they perceived an orientation change in the cued memory item. WM trials started the
same as FM trials (Fig. 3.1B), but instead of presenting a spatial cue 1000 ms after offset of the
memory array, a neutral cue was presented for 1500 ms. The spatial cue was then presented 100
ms after onset of the test display. All trials were separated by a 1000 ms inter-trial interval.
Before the start of the EEG recordings, subjects received two training blocks of 64 trials
(FM: 32, WM: 32, randomly intermixed). Importantly, subjects were not prompted to which trial
type they would receive. The probability of a trial containing 2, 4, 6 or 8 rectangles was equal,
but randomly distributed within blocks (8 trials for each load in FM and WM). After the training
trials, subjects performed 384 trials for each condition (96 trials per load; total of 768 trials),
separated in blocks of 64 trials.
Behavioral analyses
To determine FM and WM capacity Cowan’s K was calculated ((hit rate - 0.5 + correct rejection –
0.5)*N), which corrects for guessing (Cowan, 2001). To investigate the correlation between
behavior and time-frequency characteristics, maximum FM and WM capacity for each subject
were taken as the maximum score on any of the 4 loads (P. Sauseng et al., 2009). This reflects
individual FM and WM capacity most reliably, because when load heavily exceeds memory
capacity (for example in the load 8 WM condition), subjects might underperform compared to
their true capacity.
EEG recordings & preprocessing
EEG was recorded at 1024 Hz using a 64-channel Biosemi ActiveTwo system (BioSemi,
Amsterdam, the Netherlands) placed according to the 10-20 system. Offline, data were down50
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sampled to 512 Hz, high-pass filtered at 0.5 Hz, and re-referenced to the average of two earlobes

electrodes. Trials were epoched from -1.5 to 4 seconds (relative to the onset of the memory
array). Due to a recording error, for two subjects only 512 trials were recorded. All trials were
visually inspected, and trials containing artifacts not related to eyeblinks were removed. One
subject was removed because of an excessive number of artifacts, leaving too little trials to
analyze. For the remaining 24 subjects, an average of 7.8 % of the trials was removed (ranging
from 1.6 % to 22.6 %, SD = 5.5 %), leaving a minimum of 59 trials per load per memory condition,
and a minimum of 244 trials per overall memory condition. To remove eyeblink artifacts, an
Independent Component Analysis was performed for each subject and components that were
clearly related to eyeblinks were removed using EEGLab (Delorme & Makeig, 2004). After
component removal, we applied a spatial filter (current-source-density) that increases
topographical selectivity by filtering out spatially broad and therefore likely volume-conducted
effects (Srinivasan, Winter, Ding, & Nunez, 2007). The units of data after this transformation are
mV/cm2.
EEG Time-Frequency Decomposition
All data were analyzed using Matlab 2010 (MathWorks Inc.) in combination with EEGLab
(Delorme & Makeig, 2004). We convolved the time domain signal with a complex Morlet wavelet
with increasing cycles as frequency increased (Cohen, Elger, & Ranganath, 2007; Cohen, van
Gaal, & Lamme, 2009). The resulting complex signal provided an estimate of power for each time
point at 30 frequencies between 2 and 70 Hz (logarithmically spaced). Epochs were centered at
the onset of the memory array and relatively large windows were taken (-1.5 to 4 seconds) to
prevent edge artifacts from contaminating the estimates of power. Power was normalized using
a decibel (dB) transform, for which the baseline was taken as the average power over each
frequency band at -1000 to -600 ms (grey fixation) for each condition. This way, data from each
subject and each condition are in the same scale and thus comparable.
Electrode selection
Because we did not have any a priori hypotheses regarding the electrodes at which we would
find correlates between brain and FM/WM, we selected electrodes by visually inspecting power
data after onset of the memory array (Fig. 3.2). To prevent a bias towards choosing electrodes
that showed a difference in FM and WM, thereby increasing the chances to find a significant
difference between conditions (Kriegeskorte, Simmons, Bellgowan, & Baker, 2009), we inspected
power averaged over all subjects and conditions. We selected four sites (electrode sets) that
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showed the most pronounced changes in power after onset of the memory display (Fig. 3.2A). As
we did not expect any lateralization effects, because memory items were presented on both
sides of the fixation cross, we pooled together the two visual sites, creating 3 electrode sites
(peri-occipital: PO3/4, PO7/8, P5/6, P7/8; central-parietal: Pz, CPz; midfrontal: FCz, FC1/2) on
which to base further analyses.

Figure 3.2. Electrode selection. A) Based on the response associated with the memory array at
250 ms (4 Hz), three electrode poolings were made to investigate correlations between power
and FM/WM capacity. B). Example of average power (upper) and power difference (lower) for
the peri-occipital pool. For illustrative purposes, the whole trial is depicted here, but only data
between the indication of the start of a trial (-500 ms) and the cue (1250, neutral or spatial) were
used for the correlational analyses.
Correlation analyses
To investigate the oscillatory mechanisms underlying FM and WM capacity, we correlated the
maximum FM/WM capacity per subject with the average power on FM/WM trials at each
frequency band and at each time point before onset of the retro-cue, creating a correlational
time-frequency plot for each electrode pooling (using Spearman’s Rho, R). To compare the
difference between FM and WM, we transformed the correlations using Fisher’s Z, which allows
the comparison of non-normally distributed data (Fisher et al., 1970). To determine timefrequency windows of interest, we split the data in half, using the odd trials as a selection set.
Because we were specifically interested in the difference between FM and WM, we selected
time-frequency points from the selection set that had a Fisher’s Z difference between FM and
WM of at least 1.96 (corresponding to a two-sided p-value of .05). We drew windows around
52

Fragile versus working memory: EEG

these time-frequency points (see Fig. 3.4A) and used the even trials (test set) to statistically

evaluate the difference between FM and WM correlations. We tested this difference using a
permutation test, shuffling the mapping between subjects’ capacities and their EEG data 10,000
times, and calculated how many times the new correlation difference exceeded the original
correlation difference (corresponding to a p-value).
The above procedure allowed for a rigorous statistical test of differences between FM
and WM correlations with EEG power (Nieuwenhuis, Forstmann, & Wagenmakers, 2011).
However, we were primarily interested in how FM and WM capacity correlate individually with
EEG. Therefore, when the original correlation difference was significant (p < .05), we evaluated
whether there was a clear relation between either FM or WM capacity with power in the
significant time windows. Because FM and WM capacity were correlated (R = .44, p = .03), we
also computed partial correlations (that is, correlating WM capacity while partialling out FM
capacity, and vice versa). We then permuted single FM and WM correlations, thus calculating a
p-value for both memory types separately.
To investigate whether between-subject differences in FM and WM correlations were
due to inter-individual trait differences or to intra-individual state differences, we conducted a
second analysis on the significant time-frequency windows. Within each subject, we ranked all
FM and WM trials according to power (not baseline corrected), divided the data into one lowand one high-power trial set, and calculated capacity over these two sets. If the between-subject
correlations between FM and WM capacity and power were state-dependent, one would expect
to find a capacity difference between low- and high-power trials. If, however, the difference in
neural mechanisms underlying FM and WM capacity reflects trait differences, there should be
no difference in capacity between low- and high-power trials.

Results
Behavioral results
Using a 2 (Memory: FM, WM) x 4 (Load: 2, 4, 6, 8) Repeated Measures ANOVA, we found a main
effect of Memory, showing that FM capacity was larger than WM capacity (Fig. 3.1C; F(1,3) =
98.8, p < .001). Also, there was an interaction effect between Memory and Load (F(1.8, 41.2) =
27.5, p < .001), showing that WM capacity increased between load 2 and 4 (t(23) = 7.8, p < .001),
but not between load 4 and 6 or between load 6 and 8(t(23) = - .3, p = .736; t(23) = .7, p = .473;),
while FM capacity increased until load 6 (difference between load 4 and 6: t(23) = 7.7, p < .001),
and then leveled off between load 6 and 8 (t(23) = 1.8, p = .093). This confirms previous work
showing that FM has a larger capacity than WM, and that FM performance can increase with
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larger memory load, while WM capacity stays fixed even when increasing the number of items
to remember (Sligte et al., 2008).
Correlation between capacity and power
To investigate whether FM and WM depend on different underlying oscillatory mechanisms, we
correlated individual FM and WM capacity with time-frequency power before onset of the cue.
Importantly, subjects were not aware of the trial type they would receive before onset of the
cue, and thus could not prepare for the two conditions differently. We confirmed that indeed no
significant differences were found in power before onset of the retro-cue between FM and WM
trials when averaged over subjects (Fig. 3.2B). However, if different mechanisms support the
formation of representations in FM and WM, a divergence should be seen before onset of the
retro-cue when we correlate individual differences in time-frequency power with individual FM
and WM capacity.
We first calculated the correlation between FM capacity and average power on all odd
FM trials, and between WM capacity and average power on all odd WM trials (selection set, see
Methods). As we wanted to specifically test the difference between FM and WM, we selected
time-frequency windows that showed a significant difference between FM and WM in the
selection set. We then tested whether there was a significant difference between FM and WM
for these time-frequency windows in the even trials.
There were four time-frequency windows that showed a significant difference in
correlation between FM and WM (Fig. 3.4A). We therefore explored the correlations for these 4
windows for FM and WM separately by calculating their partial correlation values, which reflect
the correlation between FM capacity and power when WM capacity is taken into account and
vice versa (see Methods). For the peri-occipital pool, there was a negative correlation with FM
capacity for 6-18 Hz (alpha) power before onset of the test display (-500 to 0 ms, window 1),
whereas there was no correlation with WM capacity (FM: R = -.49, WM: R = .08; FM – WM
difference: p = .02). Also in peri-occipital channels, the 2-3 Hz (delta) power just before and
during presentation of the test display (-100 to 100 ms, window 2) correlated more positively
with FM than with WM (FM: R = .62, WM: R = .30; FM – WM difference: p = .04). For the centralparietal pool, there was a significant difference for 3-7 Hz (theta) after onset of the memory
display (0 to 400 ms, window 3) that showed a positive correlation with FM and a slightly
negative correlation with WM (FM: R = .59, WM: R = -.09; FM – WM difference: p = .002). Last, in
the midfrontal pool, a window of 37-70 Hz (gamma) power before onset of the memory display
(-500 to 0, window 4) correlated positively with FM and negatively with WM (FM: R = .32, WM: R
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= -.29; FM – WM difference: p = .01). Together, these data show that FM capacity is at least
partially related to different oscillatory mechanisms than WM capacity. Crucially, these
differences arise even before onset of the retro-cue, which suggests that the build-up of FM and
WM representations is supported by divergent mechanisms.
Interestingly, both the peri-occipital and midfrontal pool showed a strong correlation
with FM before onset of the memory display (Fig. 3.4, window 1 and 4). To investigate whether
there was a relation between individual midfrontal gamma power and peri-occipital alpha power,
we correlated the average power for FM trials in these two time-frequency windows and tested
significance using a permutation test in which individual power for the peri-occipital pool was
shuffled 10,000 times. Because this was a post-hoc test, we employed an α of .001. The
correlation between midfrontal gamma and peri-occipital alpha was significant (R = -.65, p
= .0006), showing that when midfrontal gamma was higher, peri-occipital alpha was lower. This
suggests that a top-down mechanism operating between midfrontal and peri-occipital channels
regulates the expectancy of the memory display, thereby increasing FM capacity, but not WM
capacity. Both time-frequency windows did not correlate with any of the other time-frequency
windows (all p > .09).
Although we found 3 positive correlations for FM, we did not find any positive
correlations for WM. We therefore tested the variance of FM and WM capacity to see whether a
larger variance in FM could explain this difference. Variance of FM (1.5) and WM (1.1) were
significantly equal, however (Levene’s statistic = .7, p = .41), and therefore cannot fully explain
this finding.
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Figure 3.4. Correlation between power and capacity. A). Time-frequency plots showing the
difference between FM and WM correlations with power on the odd trials. Plots depict the time
from the indication of the start of a trial (green fixation dot, -500 ms) to the onset of the cue
(1250 ms). Based on the Fisher’s Z values for the odd trials, thirteen windows were selected to
test for significance in the even trials. Dotted squares indicate 9 windows that were selected and
tested, but were not significant in the even trials. In four windows (solid squares, numbered), a
significant difference between Fragile Memory (FM) and Working Memory (WM) correlations
was found. B) The relation between power on the even trials and FM and WM capacity for the
four significant time windows. Plots depict the full correlations (R), but partial correlations
(partial R, displayed above the plots) were calculated from the residuals when regressing out
WM capacity for the FM correlation and vice versa. The numbers correspond to the time
windows in A.
The current correlational differences between FM and WM were based on betweensubject analyses. The question remains whether these differences reflect inter-individual trait
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differences or intra-individual state differences. We therefore divided the data of the 4 timefrequency windows into low- and high-power trial sets, and calculated capacity over the low and
high-power sets separately. We conducted four 2 (Memory: FM, WM) x 2 (Power: Low, High)
ANOVAs, and found that only in time-frequency window 1 (peri-occipital alpha, -500 to 0 ms),
there was a main effect of Power (F(1,23) = 11.3, p = .003, 3 other time-frequency windows, all
F(1,23) < .4, all p > .58). This indicates that when subjects had lower alpha during the indication
of the start of the trial, they performed the memory task better on both FM and WM trials.
However, we found no significant interactions between Memory and Power (all F(1,23) < 3.8, all
p > .06), suggesting that the correlational differences between FM and WM capacity and power
were due to subjects’ general trait characteristics.

Discussion
Over the last years, several studies have shown that the traditional two-stage system of Visual
Short-Term Memory (VSTM), comprising Iconic Memory (IM) and Working Memory (WM), might
be insufficient (Pinto et al., 2013; Sligte et al., 2008; Vandenbroucke et al., 2011). A third stage of
VSTM, termed Fragile Memory (FM), has been proposed to lie in between IM and WM. FM can
be clearly dissociated from classical IM, since it has a smaller capacity, does not rely on retinal
afterimages (Sligte et al., 2008) and has a cortical basis (Sligte et al., 2009). In the present study,
we showed that FM and WM can be dissociated on the basis of their electrophysiological
correlates. We found several time-frequency windows before onset of the retro-cue for which
power correlated differently with FM and WM capacity. This shows that the mechanisms at play
during encoding of the memory array differently determined the formation of FM and WM
representations.
The first difference between FM and WM was evident before onset of the memory
display. When the fixation dot turned green to alert subjects to the start of a trial, FM capacity
correlated negatively with peri-occipital alpha power (6-18 Hz). A pre-stimulus decrease in
occipital alpha has been related to visual discriminability (van Dijk et al., 2008), visual attention
(Klimesch, 1999; Sauseng et al., 2005), and visual excitability (Lange, Oostenveld, & Fries, 2013).
In the same time window, FM correlated positively with frontal gamma (37-70 Hz) power. An
increase in frontal gamma before stimulus onset - also in combination with a decrease in
posterior alpha - has been shown to modulate reaction time to visual stimuli (Gonzalez Andino,
Michel, Thut, Landis, & Grave de Peralta, 2005). In the current study, the increase in frontal
gamma power correlated with the decrease in peri-occipital alpha power. This indicates that a
top-down mechanism might have controlled the state of visual readiness to encode information,
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and this state of readiness facilitated FM representations to be formed, but did not relate to the
formation of WM representations.
After stimulus onset a positive correlation between FM and theta power (3-7 Hz) and a
negative correlation between WM and theta power were found for the central-parietal
electrode pool. At the same time, an increase in delta power (2-3 Hz) correlated more positively
with FM for the peri-occipital pool. An increase in power after stimulus presentation at these
electrode sites is related to visual processing of the memory display (Klimesch, 1999). Thus,
subjects with enhanced visual processing of the memory items had a larger FM capacity, but not
a larger WM capacity. This indicates that forming FM representations is more dependent on
visual processing of a scene than the forming of WM representations is.
The variance between subjects in the power spectra which resulted in a difference in FM
and WM capacity is suggested to reflect a general trait difference between subjects rather than
the state a subject is in during a particular trial. Multiple studies have shown that differences in
time-frequency spectra can be related to differences in white matter density (Cohen, 2011a;
Cohen, 2011b; Valdés-Hernández et al., 2010; Zaehle & Herrmann, 2011). It could thus be that in
the current study, a difference in structural connectivity between areas involved in this task was
the underlying source of the correlation between power and capacity.
The current study shows that the formation of FM and WM at least partly rely on
different mechanisms. FM has a clear visual basis, while for WM, visual processing of the
memory display is less important. In the model we propose (Sligte et al., 2010), FM represents
the maintenance of items at a visual level, while WM reflects maintenance of items on a
cognitive, perhaps more abstract level. The capacity to maintain items at a visual level is much
larger than the capacity to maintain items at a cognitive level, depending on the complexity of
the items that are used (Sligte et al., 2010; Vandenbroucke, Sligte, Fahrenfort, Ambroziak, &
Lamme, 2012). In conclusion, these results show that a distinction between Fragile Visual
Memory and Visual Working Memory, and thus a distinction between three different stages
(Iconic, Fragile, and Working Memory) in VSTM, is warranted.
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Abstract

Introspectively we experience a phenomenally rich world. In stark contrast, many studies show
that we can only report on the few items that we happen to attend to. So what happens to the
unattended objects? Are these consciously processed as our first person perspective would have
us believe, or are they – in fact – entirely unconscious? Here, we attempt to resolve this
question by investigating the perceptual characteristics of visual sensory memory. Sensory
memory is a fleeting, high-capacity form of memory that precedes attentional selection and
working memory. We found that memory capacity benefits from figural information induced by
the Kanizsa illusion. Importantly, this benefit was larger for sensory memory than for working
memory and depended critically on the illusion, not on the stimulus configuration. This shows
that pre-attentive sensory memory contains representations that have a genuinely perceptual
nature, suggesting that non-attended representations are phenomenally experienced rather
than unconscious.
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Introduction
When watching a beautiful scene, for example when standing on top of a just conquered
mountain, it might feel as if you are conscious of every element present in front of your eyes.
This subjective impression, however, may be misleading. Studies using change detection have
shown that when a scene is presented twice in succession, large changes often go unnoticed
(Rensink, O'Regan, & Clark, 1997). This has led researchers to suggest that only those parts of a
scene that are attended are consciously perceived (Cohen & Dennett, 2011; Dehaene et al.,
2006; O'Regan & Noë, 2001). What happens then to the objects that are unattended? An
obvious conclusion would be that momentarily unattended objects are unconsciously processed.
However, recently it has been proposed that attention and consciousness are separate and
maybe even orthogonal processes (Block, 2007; Dehaene & Changeux, 2011; Koch & Tsuchiya,
2007). Possibly, unattended objects are consciously processed, but not stored in working
memory due to the bottleneck of attention. In this paper, we investigated the nature of
unattended objects by assessing whether these objects carry hallmarks of conscious perception
such as perceptual organization and perceptual inference, which are known to be absent during
unconscious processing (Fahrenfort, Scholte, & Lamme, 2008; Sterzer, Kleinschmidt, & Rees,
2009).
The number of changes in a display that can be reported corresponds to the capacity of
visual working memory, which has an average of 4 objects (Luck & Vogel, 1997). In the last few
years, however, change detection research has shown that more changes can be detected when
using a partial-report paradigm (Kuo, Stokes, & Nobre, 2012; Landman et al., 2004; Makovski et
al., 2008; Sligte et al., 2008, 2009; Vandenbroucke et al., 2011). If a specific location is cued after
offset of a memory display, but before onset of the test display (with a so-called retro-cue),
performance can be improved by as much as 300 % (Sligte et al., 2008). This increase in
performance is attributed to sensory memory (Sperling, 1960), a form of memory that is
established prior to attentional selection (Vandenbroucke et al., 2011). Sensory memory has a
much higher capacity than visual working memory, but its representations are fragile and easily
overwritten by new stimulation (Makovski et al., 2008; Sligte et al., 2008). Nevertheless, these
representations can be retrieved for up to 12 seconds after stimulus offset (Lepsien et al., 2005;
Lewis-Peacock et al., 2012) and do not depend on eye movements that might guide attention
before the cue (Matsukura et al., 2007; Sligte et al., 2009).
A consensus exists among researchers that representations in working memory have
been consciously processed. It is still highly debated, however, whether sensory memory also
consists of conscious representations (Block, 2007, 2011; M. A. Cohen & Dennett, 2011; Kouider
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et al., 2010; Lamme, 2010; Lau & Rosenthal, 2011; Philips, 2011). In this study we aimed to
examine the nature of sensory memory by looking at its perceptual characteristics. In many

cases, our perception of a stimulus deviates from the actual physical stimulus properties present
in the scene. This process is called perceptual inference and is often studied using visual illusions.
In the illusory Kanizsa figure (Kanizsa, 1976), for example, an occluding surface can be inferred
from the elements (inducers) in the scene (Fig. 4.1A). This surface is perceived as brighter than
the background and has illusory contours that define its borders. The illusion thereby transforms
the percept from meaningless fragmented input into a triangle lying on top of three disks. In this
transformation, a percept is formed that actually moves away from the physical stimulus
properties (i.e. disks are inferred that are not there). Recently, it was shown that the Kanizsa
illusion requires conscious processing of the inducers (Harris et al., 2011). When the inducers
were made invisible by use of continuous flash suppression, subjects did not perceive the
Kanizsa figure. In comparison, a simultaneous brightness contrast - the illusion of a white disc
seeming brighter when presented on a black background than on a grey background - persisted
even when the same procedure was used to make the surrounding context invisible. This implies
that while simple contrast illusions are driven by low-level stimulation, perception of the Kanizsa
figure depends on high-level inferential processes and represents a form of higher-order
perceptual organization mediated by feedback interactions from higher to lower visual areas
(Halgren, Mendola, Chong, & Dale, 2003; Knebel & Murray, 2012; Wokke, Vandenbroucke,
Scholte, & Lamme, 2013). If figural information as present in the Kanizsa illusion could be
maintained in sensory memory, this would imply that higher-order perceptual organization has
occurred, which is in contrast with a description of sensory memory as being purely unconscious.

Figure 4.1. Two types of stimuli used in Experiment 1. In the Kanizsa condition (A) the inducers
formed an illusory triangle. In the control condition (B) the same inducers were configured in such
a way that no illusion was formed.
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To study the presence of illusory figures in sensory memory, we embedded Kanizsa

illusory triangles as objects in a cued change detection task. Two types of sensory memory early and late - and working memory were measured using different cue timings (see Methods).
Performance on the change detection task containing Kanizsa figures was compared to the same
task containing control figures (Fig. 4.1B). We expected a beneficial effect for the Kanizsa figures
compared to the control figures. If the Kanizsa illusion only influences the capacity of working
memory, this would confirm that only working memory contains perceptually inferred
representations. If, however, sensory memory benefits from the Kanizsa illusion as well, this
would suggest that sensory memory is qualitative in nature and shares properties with working
memory that are typical of conscious processing. Importantly, we predicted an interaction
between figure condition and memory type. The capacity of sensory memory is known to be
larger than the capacity of working memory (Sligte et al., 2008; Sperling, 1960). This larger
capacity is established by the retro-cue benefit: performance on a change detection task
exceeds working memory capacity when a retro-cue is presented. Therefore, if Kanizsa figures
boost sensory memory capacity, it is expected that the boost for sensory memory will be larger
than the boost found for working memory. This interaction would indicate that over and above a
boost for working memory, there is an additional retro-cue benefit for illusory Kanizsa figures,
demonstrating that sensory memory representations contain perceptual information.

General Methods
Subjects
Forty-three students of the University of Amsterdam (35 females and 9 males, age range 19-52)
with normal or corrected-to-normal vision participated in this study. Thirty-nine participants (30
females and 9 males) passed the training criterion (see Procedure) and either participated in the
first experiment (20 subjects, age range 19-51, M = 25, SD = 7) or in the second experiment (20
subjects, age range = 19-51, M = 24, SD = 8; 1 participant participated in both experiments). The
local ethics committee of the department of Psychology of the University of Amsterdam
approved the experiment and all subjects gave their written informed consent.
Task
Subjects were asked to fixate on the red dot in the center of the screen throughout each trial.
The red dot turned green for 1000 ms to indicate the start of a trial. Then, a memory display
containing eight figures appeared for 500 ms (Fig. 4.2). Subjects were instructed to remember as
many objects in this memory display as possible. On each trial, one figure was cued by a line
62

Perceptual nature of unattended representations

(500 ms) that singled out the figure that could change. All non-cued figures remained the same
between memory and test display and the cue was always valid. During presentation of the test
display, subjects indicated by button press whether the cued figure was the same (50% of the
trials) or different (50% of the trials) compared to the memory display and it was stressed to
respond “no-change” when subjects were uncertain about their choice. After the response,
subjects received auditory feedback on their performance on that trial.
To separate the capacity for sensory memory and working memory, three types of trials
were presented (Fig. 4.2C and D). Two different cue timings were used to measure sensory
memory. On early sensory memory trials, from now on termed the iconic memory condition (IM;
Neisser, 1967), the cue was presented 33 ms after offset of the memory display. A 500 ms blank
screen separated the cue and the test display to allow the cue to be fully processed and to
prevent interference with the test display. Previous studies have shown that cues presented
immediately after offset of the memory array tap into a form of sensory memory that is
dependent on afterimages (Sligte et al., 2008). When, for example, a light mask is presented
before the cue this reduces the high performance to a performance level found for late (>1000
ms) cue timings. On late sensory memory trials, from now on termed the fragile short-term
memory condition (FM; Sligte et al., 2008), the cue was presented 1000 ms after offset of the
memory display. Therefore, the representations had to be maintained in memory for a 1000 ms
interval before attentional selection came into play (note that with such an interval between
stimulus offset and cue, any account of the cue directly affecting the representation of the
memory display becomes invalid (Philips, 2011). As retinal persistence and phosphor persistence
of the monitor do not last for 1000 ms, performance in this condition cannot purely depend on
retinal afterimages anymore but has to depend on a more genuine form of memory (or ‘neural
afterimage’). Again, the test display was presented 500 ms after cue offset. On working memory
trials (WM; Luck & Vogel, 1997), the test display was presented 900 ms after offset of the
memory display. The cue then appeared 100 ms after onset of the test display and remained on
screen together with the test display for 500 ms. This way, the memory display and any retinal
or ‘neural’ afterimage of it (IM and FM) was overwritten by the test display and only those items
of the
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Figure 4.2. Configuration of the stimulus display for the Kanizsa condition (A) and the control
condition (B). The 8 stimuli were placed radially around the fixation dot in both conditions. A
change (50 % of the trials) always involved a rotation of the two middle inducers of one stimulus.
The trial timings are depicted in (C) and the stimulus displays in (D). There were two sensory
memory conditions: Iconic Memory (IM) and Fragile Memory (FM). In these two conditions, the
cue was presented after the memory array, but before the test array. In the Working Memory
condition (WM), the cue was presented just after presentation of the test array. Sensory memory
is erased by the test array.

memory display that had been attended and robustly stored in WM remained available for
detecting a potential change. In both the FM and WM trials, the lag between memory display
offset and cue onset was 1000 ms. In all conditions, the test display remained on screen for 4000
ms or until the subject made a response.
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In the first session, subjects were trained on the basic version of the change detection task
containing white rectangles instead of the inducer elements. The training consisted of blocks of
60 trials in which IM, FM and WM conditions were intermixed. Subjects practiced for a minimum
of 4 and a maximum of 12 blocks of 60 trials. Only subjects that reached a performance level of
75% were allowed to enter the next phase of the experiment. This criterion was incorporated to
prevent participants performing at chance level in the experimental session, which was
predicted to be more difficult. After the basic change detection task training, subjects were
trained on the actual experiment containing the Kanizsa figures for 4 blocks of 72 trials (24 trials
per condition, randomly intermixed within blocks: memory-type (3) × figure-type (2)) resulting in
a total of 288 trials. No performance level criterion was used for this task.
In the second experimental session, which took place after a minimum of 30 minutes
rest or a maximum of 14 days later, subjects first performed 12 practice trials of the Kanizsa
change detection task (two trials per condition: memory-type (3) × figure-type (2)). Then,
subjects performed 12 blocks of 72 trials (24 trials per condition, randomly intermixed within
blocks: memory-type (3) × figure (2)), making a total of 864 trials. Performance on these 864
trials was analyzed using a 3 (memory-type) x 2 (figure) Repeated Measures ANOVA. Post-hoc
analyses showed that there was no correlation for the interval between training and
experimental session and the average performance on the experimental session (Exp 1:
Pearson’s R = -.23, p = .32; Exp 2: Pearson’s R = .16, p = .51).

Experiment 1
In the first experiment, the performance on a change detection task containing Kanizsa figures
was compared to a control condition in which Kanizsa inducers were presented that did not
induce an illusory percept. In both conditions, the change in any object could be perceived by
virtue of the fact that two inducers of that object changed (see Fig. 4.2A and B). However, in the
Kanizsa condition, an illusory percept was induced that could aid the subject by remembering
triangles that point towards the center of the screen or away from it.
Methods
Stimuli
During the training session, a basic version of the change detection task was performed (Sligte et
al., 2008), in which the figures consisted of white rectangles oriented horizontally, vertically, 45°
to the vertical, and 135° to the vertical. Subjects were shown memory and test displays
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containing eight rectangles (1.6°x 0.45°) placed radially within 2.29° from a red fixation dot on a
black background. The cue was a 3-pixel thick line (2° x .05°) pointing towards one of the eight
locations.
In the second part of the training and in the actual experiment, two sets of stimuli were
used (outline of stimuli: 2° x 3.15°), which constituted an experimental (Fig. 4.2A) and a control
condition (Fig. 4.2B). Both sets consisted of four white inducers (circle radius of .42°, gap width
of .45°). As in the basic version of this task, subjects were shown memory and test displays
containing eight figures from one of two possible sets, placed radially around the red fixation dot
at 2.29° distance. In the experimental set (Kanizsa condition) the inducers formed a Kanizsa
triangle pointing towards or away from the fixation (size triangle: 1.15° x 1.13°). The support
ratio (the ratio of the physically specified contours to the total contour length) of the Kanizsa
triangle was 0.67. In the control condition inducers formed figures with the middle inducer
rotated inwards or outwards compared to the center of the figure itself. All stimuli were white,
presented on a black background.
Results
Figure 4.3A shows the average performance in percentage correct for the Kanizsa and control
condition for each type of memory. IM performance was higher than FM performance, which
was higher than WM performance, F(2,38) = 64.5, p < .001, η² = .773. This confirms that sensory
memory capacity (IM and FM) is larger than WM capacity, consistent with previous findings
(Sligte et al., 2008, 2009; Vandenbroucke et al., 2011), and that an early cue as used in the IM
condition enhances performance more than a late cue as used in the FM condition (Sligte et al.,
2008). Also, performance in the Kanizsa condition was higher than performance in the control
condition (F(1,19) = 123.6, p < .001, η² = .867). This suggests that the added percept of a triangle
present in the Kanizsa condition aided subjects’ memory.
Importantly, the benefit for the Kanizsa versus the control condition differed for the
three types of memory (F(2,38) = 3.8, p = .032, η² = .165). Post hoc t-tests showed that the
difference between the Kanizsa and control condition was larger for IM and FM (14.8% and
13.9%, respectively) than for WM (10.1%; Fig. 4.3A; t(19) = 2.3, p = .034, t(19)= 2.4, p = .029).
This indicates that IM and FM had a larger benefit from the illusory percept than WM did, as was
expected based on the larger capacities for sensory memory than for working memory in general.
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Figure 4.3. Mean percentage correct for Experiment 1 (A) and 2 (B). In Experiment 1 (A),
performance on all memory types was higher for the Kanizsa condition (dark blue) compared to
the control condition (light blue; difference scores in black). Importantly, the boost for sensory
memory (IM and FM) was larger than the boost for working memory (WM). In Experiment 2 (B),
performance for the Kanizsa condition was again higher compared to the control condition, but
the boost was the same for each memory type. Error bars depict standard errors. *** p < .001; *
p < .05

As our subject pool had a fairly wide age range, we added age as a covariate to the
Repeated Measures ANOVA to see whether the interaction effect could be explained by age.
Also, there was quite some variability in the interval between the training and the actual
experiment (see Methods), which could have influenced the results. However, neither age
(F(2,34) = 1.7, p = .204) nor train-test interval interacted with the significant memory type x
figure effect (F(2,34) = .2, p = .814) or any of the main effects (all F < 1.9, all p > .171).
Control analyses confirmed that the interaction effect could not be accounted for by a
possible floor effect in the WM condition (which would be chance performance of 50%). When
splitting up the group in high- and low-WM control performers (M = 54.8% versus 52.7%), the
interaction effect remained in both groups. Although statistical testing for an interaction effect
on 10 subjects yields too little power, we found the same numeric increase in performance on
Kanizsa trials for both the high and the low performers (low: IM – 15.1%, FM – 13.8%, WM –
10.1%; high: IM – 14.5%, FM – 14.0%, WM – 10.2%). Together with the fact that the WM control
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condition differed significantly from chance (post-hoc t-test: t(19) = 4.9, p < .001), these findings
suggest that a floor effect could not explain our results.
Discussion
In Experiment 1, we investigated the performance for Kanizsa figures in IM, FM and WM. The
results clearly show that all types of memory benefit from the Kanizsa illusion compared to the
control condition. Moreover, IM and FM exhibited a larger benefit from the perceptual nature of
the Kanizsa condition than WM did. This shows that apart from the working memory component
that contributed to the performance in the sensory memory conditions, there was a retro-cue
benefit in the Kanizsa condition that exceeded the benefit resulting from the retro-cue in the
control condition This suggests that the Kanizsa illusion was already represented in sensory
memory, enabling an extra boost to the performance on these conditions over and above the
boost that is seen without the Kanizsa illusion. As the Kanizsa illusion is a prime example of
perceptual inference, which depends on conscious perception (Fahrenfort et al., 2008; Harris et
al., 2011; Wokke et al., 2013), these findings are a first indication that IM and FM consist of
qualitative representations. To investigate whether the boost in performance seen in the Kanizsa
condition truly depends on the perceptually inferred characteristics of the Kanizsa illusion, a
second experiment was conducted in which the configuration of the elements remained the
same, but the strength of the illusory percept was largely reduced.

Experiment 2
In Experiment 2, the effect of perceptual inference in the Kanizsa illusion on memory
performance was investigated. Instead of using black-and-white Kanizsa figures, the inducers
were made isoluminant with respect to their background. This has been shown to decrease the
Kanizsa illusory effect (Gregory, 1977; Jory & Day, 1979), an effect that can to some extent be
observed from Figure 4.4 (when properly fixating the fixation dot and when the screen on which
it is viewed shows the red and grey as isoluminant). Although perceptual organization of the
elements still enables the formation of a triangle, the perceptual quality of illusory contours and
the illusory contrast difference between the region of the triangle and its surround disappear
under conditions of isoluminance. The crucial difference with Experiment 1 is therefore that the
triangle can only be cognitively inferred and the perceptually inferred characteristics are heavily
diminished. The difference between cognitive inference and perceptual inference of the triangle
is whether you decide there should be a triangle compared to actually perceiving a triangle,
similar to for example knowing that a car has moved because the second time you see it, it is in a
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different location versus actually perceiving the movement of the car (Pylyshyn, 1999). If the
boost in performance for the Kanizsa condition found in Experiment 1 was due to the added
features and thus the perceptual aspects of the figure, than the interaction effect between
figure condition and memory type would disappear for the isoluminant Kanizsa figures in
Experiment 2.
Methods
Stimuli
The experiment was the same as Experiment 1, except now the stimuli were red inducers on an
isoluminant, grey background (24 cd/m², see Fig. 4.4). At the start of the experimental session,
the background was set to subjective isoluminance for each participant by using a Flicker
Photometry task (Shady, MacLeod, & Fisher, 2004). In this task, a checkerboard pattern
consisting of red and grey squares alternating at a frequency of 30 Hz was presented. The RGB
value of the red squares was kept constant (brightest possible: 255,0,0) and subjects were
instructed to adjust the color of the grey squares in RGB color space by pressing one of two
buttons until a minimum amount of flicker was observed. The Flicker Photometry task was
presented three times and the average RGB value was taken as color value for the background of
the display.

Figure 4.4. Stimulus displays for Experiment 2. The background was made subjectively
isoluminant with respect to the bright red inducers for each participant. This reduced the illusion
in the Kanizsa condition (A) while the control condition (B) stayed perceptually the same as in
Experiment 1.
Results
Figure 4.3B shows the performance in percentage correct on the isoluminant Kanizsa and control
conditions for each memory type. As in Experiment 1, a main effect of memory type was found
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(F(2,38) = 28.0, p < .001, η² = .596). This indicates that performance in the sensory memory
conditions was again better than performance in the WM condition. Also, performance in the
Kanizsa condition was higher than performance in the control condition, (F(1,19) = 44.0, p <
.001, η² = .698). Apparently, even when the illusory nature of the effect is largely removed,
merely organizing the inducers in such a way that enables one to cognitively infer the presence
of triangles is sufficient to boost memory capacity. Crucially, however, the interaction between
memory type and figure condition was absent (F(1.5,31.6) = .3, p = .677, η² = .016, GreenhouseGeisser corrected) indicating that there was a benefit for the isoluminant Kanizsa condition
versus the control condition, but this boost in performance was the same for all three memory
types (IM: 8.5%, FM: 8.2%, WM: 7.5%). As in Experiment 1, we added age and days between
training and experimental session as covariates in our analyses and found no significant effects
(all F < 3.2, all p > .057)
To compare the results of Experiment 2 to Experiment 1, experiment was implemented
as a between-subject factor in the Repeated Measures ANOVA. The three-way interaction
between memory type, figure condition and experiment was not significant (F(2,76) = 1.4, p
= .256, η² = .035), indicating that the direction of the interaction effect between memory type
and figure condition was the same in both experiments. However, the lack of the three-way
interaction could have been due to low statistical power (.289). As our hypotheses predicted an
interaction between VSM and VWM, we combined the IM and FM condition and tested the two
VSM conditions averaged against VWM. This resulted in a marginally significant interaction
between memory type, figure condition and experiment (F(1,38) = 3.2, p = .081, η² = .078).
When the same interaction effect was tested using a Monte-Carlo permutation test (1,000,000
iterations of reshuffling the data), there was a just significant effect (p = .048). These two
analyses suggest that the direction of the interaction effect was as expected: for Experiment 2,
the difference between Kanizsa and control was smaller than for Experiment 1, especially for the
VSM conditions.
In addition, when looking at the results for the control condition and Kanizsa condition
separately, it can be seen that memory performance on the control condition was similar for the
two experiments (Exp. 1: IM 61.7%; FM 56.0%; WM 53.8%; Exp 2: IM 59.4%; FM 55.7%; WM
53.5%), while memory performance on the Kanizsa condition differed (Exp 1: IM 76.5%; FM:
69.9%; WM: 63.9%; Exp. 2: IM 68.0%; FM 63.9%; WM: 60.9%). We therefore tested the
experiment effect for the two figure conditions in separate Repeated Measures ANOVAs. The
Repeated Measure Analysis for the control condition showed that there was no interaction
between experiment and memory Type (F(1.7,65.2) = .87, p = .41, η² = .022, Greenhouse-Geisser
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corrected), while for the Kanizsa condition there was a significant interaction (F(2,76) = 5.5; p
= .006, η² = .127). This suggests that when comparing the experiments, performance on the
control condition was the same for all three memory types while performance on the Kanizsa
condition differed between memory types.
Discussion
In Experiment 2, the effect of the added percept in the Kanizsa illusion was removed by making
the figures isoluminant. Although keeping a form of spatial organization - and thus cognitive
inference - intact, this severely diminished the perceptual illusion of an occluding figure surface;
logically, the only figure that the combination of inducers can make is a triangle (cognitive
inference), but the actual visual aspects of the figure (perceptual inference), i.e. its surface and
contours, are absent. Under isoluminance, a beneficial effect for the Kanizsa figures versus the
control figures was found for all memory types. Crucially, however, the interaction effect
between sensory memory and working memory disappeared. This suggests that the extra boost
for sensory memory found in Experiment 1 relied on the perceptual illusory aspects present in
the black-and-white Kanizsa figures and not on cognitive inference induced by the spatial
configuration itself.

General Discussion
In this study, we examined the underlying nature of sensory memory representations. It is highly
debated whether sensory memory representations are fragmented and unconscious (Cohen &
Dennett, 2011; Kouider et al., 2010; Lau & Rosenthal, 2011; Philips, 2011) or whether they are
qualitative in nature and therefore phenomenally conscious (Block, 2011; Lamme, 2010). To
investigate the characteristics of sensory memory, the effect of a Kanizsa illusion on sensory
memory performance was examined. In this Kanizsa illusion, a set of inducers was aligned in
such a way that they formed an illusory occluding triangle defined by illusory contours and a
contrast difference between surface and background. The Kanizsa illusion was shown to have a
beneficial effect on sensory memory compared to a control condition. Importantly, in
Experiment 1 the boost for sensory memory (IM and FM) was larger than the boost for WM, as
was predicted based on their different baseline capacities. This shows that the boost in the
sensory memory conditions was not only driven by a potentially shared working memory
component between conditions; sensory memory had a larger increase in performance from the
Kanizsa illusion than working memory had from the Kanizsa illusion, showing that there is a
benefit in performance over and above the advantage of the illusion that is seen in working
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memory. In Experiment 2, however, the figures were made isoluminant - keeping the spatial
organization that enabled cognitive inference intact while removing the percept of illusory
contours and the illusory contrast difference between surface and background – and the
interaction effect between sensory memory and WM disappeared. This suggests that the extra
boost found for sensory memory depended on the perceptual quality of the original Kanizsa
figures and not merely on spatial organization or attentional selection.
An important aspect of why the perceptual quality of the Kanizsa figure should be
termed phenomenological is that to perceive the Kanizsa figure, higher-level inference is
necessary, which does not occur when the inducing elements are unconsciously processed
(Harris et al., 2011). In the illusion, the percept moves away from the physical stimulus
properties in the sense that objects are perceptually inferred that are not physically present in
the image. This is in contrast to subliminal priming for example, in which semantic and
categorical aspects of the stimulus can be extracted (Greenwald, Draine, & Abrams, 1996), but
the meaning of the stimulus is processed as it is, and is not altered by inference mechanisms.
Whether the semantic processing of words or pictures might be called qualitative as well is of
course still open for debate. However, the mechanisms at play in the Kanizsa illusion that allow
perception of the exact figure composition (e.g. whether the illusory figure is pointing towards
the fixation point or away from it, see following paragraph) are likely to depend on conscious
processing (Harris et al., 2011).
Although evidence has been found that the Kanizsa illusion is not perceived when its
inducers are made invisible (Harris et al., 2011), other studies have found that the Kanizsa
illusion survives crowding (Lau & Cheung, 2012) and breaks through interocular suppression
more easily (Wang, Weng, & He, 2012), suggesting that processing of the Kanizsa illusion can
occur unconsciously or preconsciously. On the one hand, these studies seem to contradict each
other, but it might be that the formation of the Kanizsa illusion is dependent on a diverging set
of mechanisms. The critical manipulation in the masking study (Harris et al., 2011) was that
subjects had to indicate which direction the Kanizsa triangle was facing, while in the interocular
suppression study (Wang et al., 2012), subjects merely had to detect the presence of the
stimulus on the left or right side of the screen. In the latter study, basic grouping mechanisms
that are known to depend on fast, feedforward activity (Roelfsema, 2006) might have driven the
easier break through. It could well be that explicit figure formation depends on later, recurrent
activity and this latter process is associated with conscious processing (Fahrenfort et al., 2008;
Harris et al., 2011; Roelfsema, 2006; Wang et al., 2012). However, since evidence about the
requirement of conscious processing for perceiving the Kanizsa illusion is not clear-cut (such as
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in the case of crowding; Lau & Cheung, 2012), we cannot unequivocally claim that processing of
the Kanizsa figures in sensory memory implies that sensory memory reflects conscious
processing. More research on the processing of Kanizsa figures is needed to strengthen this
claim.
The retro-cue that was used in this study is thought to guide attention to one of the
representations in sensory memory and thereby make this representation robust to interference
from the test display and available for report. It could therefore be argued that these
representations are initially fragmented and unconscious, and attention is necessary to form a
coherent and conscious percept (Cohen & Dennett, 2011; Philips, 2011). In this study, however,
that does not seem to be the case. If attention was the sole factor for the Kanizsa illusion to
become coherent and qualitative, the interaction effect found in Experiment 1 cannot be
explained: if the cue determines the formation of the illusion, the boost in performance should
be the same for each cue condition. Our results show that the Kanizsa illusion was already
present in the representation of the array before arrival of the cue. Moreover,
electrophysiological studies have shown that perceptual organization and figure-ground
segmentation form the basis for selective attention and attention spread (Qiu, Sugihara, & von
der Heydt, 2007; Wannig, Stanisor, & Roelfsema, 2011), suggesting that attention depends on
the structure provided by perceptual organization rather than the other way around. In
Experiment 2, on the other hand, the interaction effect was not found. There seemed to be a
basic advantage of the stimulus configuration when grouping Kanizsa elements together even
when they did not result in a concurrent perceptual illusion. This advantage may have indeed
depended on attention, and is therefore the same for the working memory and retro-cue
conditions; in all conditions – also the IM and FM conditions - a working memory component is
measured. During the memory array, there will always be some items that are attended and
stored in WM. The iconic and fragile memory components thus ride on top of the WM capacity.
In Experiment 2 it was shown that the added capacity for the Kanizsa configuration was not
different for the three conditions. This implies that the results are explained by the benefit of
cognitive inference that occurs in working memory and are mediated by attention. However,
attention cannot explain the effect of the Kanizsa illusion for the retro-cue conditions in
Experiment 1, in which there was an additional benefit on top of the benefit found for the
working memory condition.
The presented results suggest that the representations underlying sensory memory are
phenomenological. This seems in contrast with a recent study using a similar paradigm, in which
it was suggested that the rich phenomenology experienced outside the focus of attention might
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be a false impression (de Gardelle, Sackur, & Kouider, 2009). When asked to remember a display
containing three rows of four letters, subjects failed to detect a pseudo-letter presented in one
of the uncued rows. This may be interpreted such that the representations held in sensory
memory are fragmentary and therefore unconscious. If sensory memory had been conscious at
the moment of perception, the pseudo-letters should have been remembered. However, the
design used by de Gardelle et al, was not optimized to measure sensory memory: they
presented a mask after offset of the memory array, potentially abolishing sensory memory
before the cue was presented. This interpretation is supported by the fact that they measured
an average sensory memory capacity of 1.47 letters per row, which is much lower than the 3
items found in the traditional Sperling experiment (Sperling, 1960). Moreover, the recall
procedure for the pseudo-letters tapped into the uncued row, while the crux of measuring
sensory memory is that the specific row needs to be cued to be able to report about it.
Therefore, the study by de Gardelle et al. mainly demonstrates that illusions can occur during
the brief presentation of visual displays, rather than refuting the claim that sensory memory has
a high capacity.
In the current study, capacity is used as a measure to draw conclusions about the
perceptual nature of unattended representations. However, we do not want to claim that
memory capacity in itself is directly related to phenomenology. Rather, we show that a
perceptual property of the Kanizsa illusion is able to boost the capacity of sensory memory, and
that hence sensory memory holds items with some sort of perceptual status. Obviously, to
warrant the conclusion that sensory memory holds items in a fully perceptual or even conscious
status would require more evidence. Many dimensions of perceptual quality would have to be
compared between sensory memory and unequivocally conscious representations, either
psychophysically or using neuroimaging techniques. Only when sensory and attended or
accessed representations are similar in many or all perceptual dimensions the conclusion is
warranted that sensory memory is a remnant of conscious vision. We have merely added a
single dimension in that investigation, supporting the growing debate on the conscious or
unconscious nature of sensory memory (Block, 2011; Cohen & Dennett, 2011; Kouider et al.,
2010; Lamme, 2010; Lau & Rosenthal, 2011; Philips, 2011). Our results match with previous work,
in which it was shown that sensory memory does not only support change detection, but can
also be used for identification of real-life objects (Sligte et al., 2010). The results are also in line
with a recently published study that showed the presence of the Ponzo and Ebbinghaus illusion
in iconic memory (Ben-Shalom & Ganel, 2012). This implies that sensory memory does not
merely entail simple features - such as orientation - that can also be represented unconsciously
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(Clifford & Harris, 2005), but consists of higher-level integrated representations with a
phenomenological basis. This potentially places pre-attentive sensory memory representations
in the domain of phenomenal consciousness and outside the domain of unconscious processing.
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Abstract
Our capacity to attend to multiple objects in the visual field is limited. However, introspectively
we feel we see the whole visual world at once. Previous studies have suggested that the feeling
of seeing more than we can attend to is illusory. Here, we investigated this by combining
objective change detection performance with subjective confidence ratings during a visual
memory task. This allowed us to compute a measure of metacognition, the degree of knowledge
subjects have about the correctness of their perceptual decisions. We show that subjects not
only store more objects than they can attend to, but that their metacognitive performance for
the unattended objects is equal to metacognitive performance for attended representations.
This suggests that our subjective impression is not an illusion, but accurately reflects the richness
of our visual perception.
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Introduction
In day-to-day life, we subjectively experience everything that is in our visual field as a rich and
integrated whole. When asked about a scene that has disappeared from view, however, we can
only report about the few items we happened to attend to. This dissociation between our rich
experience and limited attentional capacities remains poorly understood. The introspective
feeling of rich perception has been supported by partial-report studies (Landman et al., 2003;
Sligte et al., 2008; Sperling, 1960), showing that for a brief moment after disappearance of a
visual display, a cue can guide subjects to retrieve much more information from the display than
when no cue is given. It thus seems that a lot of information is available for a short period after
stimulus offset, but this information quickly decays over time. This temporary high-capacity
memory storage has been taken to suggest that, actually, our conscious experience is not limited
to what we can report about, but our limited attentional capacities restrict unattended
information from being made robust and available for report and other cognitive manipulations
(Block, 2005, 2011; Lamme, 2006, 2010). Others, however, argue that unattended items are
never consciously processed, and that attention is necessary to have a visual experience (Cohen
& Dennett, 2011; Kouider et al., 2010). In this view, our introspective feeling of seeing more than
we can attend to is illusory and high-capacity performance in partial-report experiments is based
on implicit or unconscious information (Lau & Rosenthal, 2011; Rahnev et al., 2011). In the
present study, we investigated whether our subjective experience of perceiving more than we
can attend to is real or illusory by combining objective with subjective ratings during a partialreport experiment, thereby measuring the level of metacognitive performance for unattended
objects (Fleming, et al., 2010; Kanai, Walsh, & Tseng, 2010).
Previous studies have shown that when subjects attend away from a stimulus location,
they adopt a liberal decision criterion for target stimuli in that location, tending to report that a
stimulus is present. In contrast, when subjects attend to a stimulus location, they less often
report that a stimulus is present, corresponding to a conservative decision criterion. In addition,
the confidence ratings accompanying perceptual decisions are higher for unattended than for
attended stimuli (Fig. 5.1; Rahnev et al., 2011; Rahnev, Maniscalco, Luber, Lau, & Lisanby, 2012;
Wilimzig, Tsuchiya, Fahle, Einhäuser, & Koch, 2008). Although this seems counterintuitive, it can
be explained within the framework of signal detection theory (Macmillan & Creelman, 2005):
during attention and inattention a subjects’ confidence criterion may remain the same,
inattention introduces a more variable internal representation and thus a wider signal
distribution, creating more responses that exceed the confidence threshold (Fig. 5.1). It has
therefore been suggested that our subjectively rich perception is inflated and that actually very
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little is seen outside the focus of attention (Rahnev et al., 2011). A crucial point that has been
overlooked, however, is whether subjective confidence ratings coincide with objective
performance. When correct responses are accompanied by high confidence and incorrect
responses by low confidence, subjects have good knowledge about the correctness of their
perceptual decisions, or high metacognitive performance (Fleming et al., 2010; Metcalfe &
Shimamura, 1994). Vice versa, when there is no relationship between confidence ratings and the
correctness of perceptual decisions, metacognition is low. Investigating subjective and objective
ratings in isolation tells us something about the characteristics of decision criteria and
confidence, but looking at metacognition reveals whether subjects base their objective decisions
on explicit knowledge.

Figure 5.1. Signal detection diagrams under attended (upper panels) and unattended (lower
panels) conditions. Characteristics are described using a change detection paradigm, because
we use this paradigm in Experiment 1 (To translate this diagram to classical signal detection
theory, ‘no change’ can be replaced by ‘stimulus absent’ and ‘change’ by ‘stimulus present’). (a)
Hypothetical probability densities of signal strength induced by two stimuli in a change detection
paradigm. In this case, a stimulus is presented that does not change. The probability densities of
change and no change are normally distributed and are a certain distance apart. The distance
between the peaks (in standard deviation units; also known as d’) signals the discriminability
between the two alternatives. The decision criterion (thick vertical line) is the threshold above
which a subject responds change in a particular trial. When the decision criterion lies exactly in
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between the two peaks it will result in the same number of no-change and change responses
(assuming equal variance). When the decision criterion is shifted towards either peak there will
be a corresponding response bias; in this figure the decision criterion is negative (shifted towards
the left peak) so that subjects respond change more often, resulting in more hits, but also more
false alarms. When a stimulus is unattended (lower panel), there is more variance in the signal as
compared to when the stimulus is attended (upper panel). This creates a wider signal distribution,
but when the decision criterion remains the same, this will result in more change responses
(again we assume equal variance), and thus a higher false alarm rate (Rahnev et al., 2011). In (b),
the effect of attention on confidence ratings is shown. When the signal is greater than the conf+
threshold or lower than the conf- threshold, subjects will give high confidence ratings (dark
colored stripes); when the signal is in between conf- and conf+, subjects give low confidence
ratings (light colored stripes). Conf- reflects the situation in which subjects have high confidence
that the stimulus indeed did not change (thick red stripes), conf+ reflects the situation in which
subjects have high confidence that the stimulus changed, when in fact it did not (thick green
stripes). Again, in the absence of attention (lower panel) there is more variance in the signal (as
compared to the upper panel). This results in a wider distribution and therefore the additional
variance in the absence of attention will lead to a larger number of high confidence ratings, even
when the confidence criterion itself does not change between attended and unattended stimuli.
To investigate metacognition for unattended visual representations we combined a
partial-report change-detection paradigm with subjective confidence ratings. By using a partialreport paradigm one can distinguish between visual sensory memory (Sperling, 1960) and visual
working memory (WM; Luck & Vogel, 1997). Visual sensory memory is a high capacity memory
storage in which information is maintained in a fragile format for a short period of time (Sligte et
al., 2008). It can be divided into Iconic Memory (IM) and Fragile Visual Short-Term Memory (FM).
IM is a high-capacity, short-lived store that is dependent on afterimages. FM on the other hand,
is a form of memory that can last for up to 4 seconds (Sligte et al., 2008) and is supported by
cortical processing (Sligte et al., 2009), but is fragile because it is overwritten by a new display
containing similar items (Makovski et al., 2008; Pinto et al., 2013). WM on the other hand is a
low-capacity, long-lived memory storage that is not overwritten by new displays (Baddeley &
Hitch, 1986; Durstewitz, Seamans, & Sejnowski, 2000; Pinto et al., 2013). Crucially, WM capacity
depends on attention (Awh et al., 2006; Chun, 2011), while FM capacity is hardly reduced when
attention is diverted during encoding of the memory array (Vandenbroucke et al., 2011).
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Since WM contains information we can manipulate and report about, it is thought to
reflect conscious, explicit processing (Baars & Franklin, 2003; Lamme, 2006). Therefore, we
compared metacognitive performance for WM with metacognitive performance for sensory
memory: if representations in sensory memory reflect implicit information processing,
metacognitive performance should be lower for sensory memory than for WM. If, however, the
information stored in sensory memory is as explicit as information stored in WM, metacognitive
performance should be equal for these memory stages.
Measures of metacognition are notoriously subject to biases and confounds (Galvin,
Podd, Drga, & Whitmore, 2003), which we were careful to control for. First, to ensure that
differences in subjective scores cannot be ascribed to differences in objective performance (Lau
& Passingham, 2006), we adopted a staircase procedure in which objective performance in both
sensory and WM conditions was kept at 75% by varying the number of items to remember. This
allowed us to measure capacity differences between the three types of memory, while keeping
task difficulty the same. Second, we applied a recently introduced measure, meta-d’-balance
(Maniscalco & Lau, 2012), that complements standard signal-detection analysis to ensure that
metacognitive scores were not confounded by variation in objective or subjective decision
criteria.
In Experiment 1, subjects performed a change detection task in which they reported
whether a change in stimulus orientation occurred between a memory and a test display. We
found that metacognition for sensory memory was equal to (IM) or even higher (FM) than
metacognition for WM. In addition, subjects adopted a more liberal decision criterion for
sensory memory than for WM, i.e., in sensory memory conditions subjects reported perceiving a
change more often (Fig 5.1). This matches with the decision criterion as found by Rahnev et al.
(2011) for unattended versus attended stages respectively, confirming our previous findings that
FM, and also IM, represents an unattended stage of memory processing, while WM reflects
attended processing (Vandenbroucke et al., 2011). At the same time, the differences in decision
criterion between conditions, combined with the high hit and/or false alarm rates observed in
this experiment, might have influenced metacognition scores (Barrett et al., submitted). We
therefore conducted a second experiment in which we equalized the objective decision criterion.
Subjects had to perform a discrimination task instead of a detection task: stimuli always changed
orientation, and subjects had to indicate whether they perceived a clock-wise or counterclockwise change. In this task, there was no bias towards reporting clock-wise or counter-clock
wise, because under the signal detection theory, these two stimuli (and thus their thresholds)
are interchangeable. We found that metacognition was now equal for sensory memory and WM,
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and because the decision criterion was close to 0 and equal for all three memory conditions, the
comparison of metacognitive scores for IM, FM and WM was fully warranted.

Experiment 1
Methods
Participants
Twenty-five students (with normal or corrected-to-normal vision) of the University of
Amsterdam participated in the experiment (9 men, age M = 21.5, SD = 1.9). Subjects gave their
written informed consent before the start of the experiment, which was approved by the local
ethics committee.
Stimuli
The stimulus displays consisted of white rectangles (1.55° x 0.40° in visual angle) on a black
background, placed randomly in placeholders (2.03°) of a 36 (6x6) squared grid (12.24° by
12.24°). The four placeholders surrounding the fixation dot (radius 0.23°) always remained blank.
The rectangles had four possible orientations: horizontal, vertical, 45° to the horizontal or 135°
to the horizontal. The cue consisted of four triangles (short sides 0.23°) positioned in the corners
of a placeholder (Fig. 5.2).
Task
Subjects fixated on a centrally presented dot throughout each trial. The fixation dot changed
from red to green for 1000 ms to indicate the start of a trial. Then, a memory display was
presented for 250 ms containing differently oriented rectangles. Subjects were instructed to
remember as many oriented rectangles as possible.
In the sensory memory conditions, a 500 ms-cue was presented either 50 ms (IM) or
1000 ms (FM) after offset of the memory display to single out the item to remember (Fig. 5.2a
and c). The test display was then presented 500 ms after offset of the cue and subjects had to
indicate whether the cued item had changed orientation or not (50 % change, 90˚ rotation, cue
was always valid). In the WM condition, the test display was presented 900 ms after offset of the
memory display and then the cue was presented 100 ms after onset of the test display to single
out the item that might have changed orientation (Fig. 5.2b and c). After subjects gave their
objective rating (change or no-change), they were asked to judge the confidence in their
perceptual decision by choosing ‘sure’, ‘doubt’, or ‘guess’. Subjects were encouraged to use all
three options throughout the experiment.
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Figure 5.2. Trial design for Visual Sensory Memory (IM and FM) and Visual Working Memory
(WM). Subjects were presented with a memory display containing a number of items depending
on their performance (staircase: performance was titrated to 75% by adding or removing
rectangles). In the sensory memory conditions (a), a cue was shown after offset of the memory
array but before onset of the test display. This allowed subjects to retrieve the information that
was maintained before interference of a new display and resulted in a larger number of rectangle
orientations that could be remembered. Two cue timings were used for the sensory memory
condition (c, see text). In the WM condition (b), the cue was presented after offset of the test
display, allowing subjects to retrieve only those items that were attended in the memory array
and thereby made robust to interference from the test display. Cue and display timings were
matched to IM and FM (c). Note that distances and relative sizes are adjusted for the purpose of
illustration.
Procedure
Before the start of the experiment subjects received a training of 60 trials (due to a technical
mistake 5 subjects received 10-30 training trials more). IM, FM and WM trials were randomly
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intermixed (20 trials each) and subjects were not informed about trial type. During training, the
displays contained six randomly placed rectangles. Subjects received immediate feedback on the
correctness of their (objective) response (confidence judgements were not elicited during
training).
Previous studies have shown that capacity for IM and FM is much higher than for WM
(Sligte et al., 2008; Vandenbroucke et al., 2011), and there are large individual differences. To
minimize large variance in performance at the beginning of the experimental blocks (see below)
for the different conditions, the number of rectangles in the displays at the outset of each
experimental block was derived from the percentage correct on the training trials. The starting
number of rectangles was calculated for IM, FM and WM separately (training trials 75 % correct:
number of rectangles was kept at 6, every 15% deviance from 75% resulted in 1 rectangle more
or less).
After training, subjects performed an experimental block of 366 trials (of which the first
6 were not analysed) in which the immediate feedback was eliminated and subjects additionally
provided confidence judgements (2 subjects received 306 trials). To keep objective performance
the same on all conditions and constant over the course of the block, percentage correct was
calculated on every 4 trials (per condition) and a rectangle was added to or removed from the
displays when performance was higher or lower than 75%. This resulted in an average
performance of 75% for all three conditions, but a different capacity score, which was defined by
the number of rectangles present in the display at the end of the experimental blocks (Fig. 5.3b).
Results
To evaluate whether objective performance was equal for IM, FM and WM, sensitivity was
calculated as type I d’ (z(hit rate) - z(false alarm rate), (Green & Swets, 1966; see Fig. 5.1). Hits
were classified as correctly reported changes and false alarms as incorrectly reported changes.
We excluded one subject from the analyses, because due to a technical mistake, this subject
performed the task twice in a row and performance dropped throughout the second run. Figure
5.3a shows that – as intended - d’ for FM and WM did not differ (t(23) = -.9, p = .380), but d’ for
IM was slightly higher, especially compared to FM (t(23) = 3.4, p = .002; main effect of memory
conditions (F(2, 46) = 4.4, p = .018). Exploring the performance level for each condition over the
course of the experiment showed that a few subjects kept on improving their score for IM
throughout the experiment. This suggests that the IM condition was easier than the FM and WM
conditions, and therefore, d’ over the whole experiment was somewhat higher. The
manipulation of keeping performance at the same level resulted in a different number of
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rectangles in the displays at the end of the experiment for each of the three conditions (Fig.
5.3b; F(2,46) = 29.5, p < .001). This showed that the capacities for the three conditions differed,
such that IM capacity was higher than FM capacity (t(23) = 2.4, p = .026), which was higher than
WM capacity (t(23) = 6.5, p < .001).
To calculate decision bias, the decision criterion (See Fig. 5.1) was computed as c (0.5*(z(hit rate) + z(false alarm rate); Green & Swets, 1966; Fig. 5.3c). The decision criterion was
negative for both sensory memory conditions, showing that there was a tendency to respond
‘change’ more often than ‘no-change’, while in the WM condition, the opposite occurred (F(2,46)
= 132.7, p < .001). Thus, for sensory memory a more liberal decision criterion was adopted while
for WM, the criterion was more conservative.
The level of metacognitive performance was established by plotting and analyzing the type II
Receiver Operating Characteristic (ROC) curve (Fig. 5.3d). This plots the cumulative probabilities
of the confidence ratings for correct responses versus the cumulative probabilities of the
confidence ratings for incorrect responses (Macmillan & Creelman, 2005). The Area Under the
(ROC) Curve (AUC, deviation from the diagonal) then provides a measure of the ability to link
confidence to perceptual performance (Galvin et al., 2003; Fleming et al., 2010). The AUC for the
three conditions differed (F(2,46) = 4.5, p = .013), and this effect was mainly driven by the fact
that the AUC for FM was larger than for WM (t(23) = 3.3, p = .003). This shows that there is at
least as much metacognition for IM as for WM (AUC for IM versus WM gave t(23) = 1.5, p = .14),
and suggests even higher levels of metacognition for FM.
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Figure 5.3. Results Experiment 1. (a) To prevent objective performance from influencing
metacognitive performance, objective performance was titrated to 75% using a staircase
procedure that adjusted the amount of items to remember. As a result, sensitivity (d’) was
around 1.6 in all conditions, although IM had a somewhat higher sensitivity than FM. (b)
Capacity scores, as defined by the number of rectangles displayed at the end of the experimental
blocks. Capacity for IM was higher than for FM, which in turn was higher than capacity for WM.
(c) Decision criterion c (in standard deviation units) for IM and FM versus WM stages. Both
sensory memory conditions were characterized by a more liberal decision criterion, showing that
subjects reported a change more often. (d) Confidence ratings (1-3) were used to derive a
Receiver Operating Characteristic (ROC) curve that shows the ability to discriminate between
incorrect and correct responses for each level of confidence. The four points plotted are the rates
of type II hits (confident when correct) and false alarms (confident when incorrect) when (i) only
`sure’ responses are classified as `confident’; (ii) both `sure and `doubt’ responses are classified as
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`confident’; (iii) all responses are classified as `confident’ (1,1); (iv) no responses are classified as
`confident’ (0,0). These four points correspond to different confidence thresholds on the signaldetection theory model (Fig. 5.1). The Area Under the Curve (AUC, deviation from the diagonal)
was equal for IM and WM, while it was significantly larger for FM compared to WM, showing
that metacognitive performance was equal to or higher for sensory memory than for WM.
Although from these data one might conclude that metacognition for sensory memory is
similar to or even higher than metacognition for WM, it has been shown that (type I) decision
criterion can influence metacognition scores based on the AUC (Barrett et al., in press;
Maniscalco & Lau, 2012). Therefore, we also calculated meta-d’-balance, a newly developed
measure of metacognition that is less sensitive to decision criteria variation (Barrett et al.,
submitted). This measure is defined as the type I d’ that would have led to the observed type II
data on the standard signal-detection theory model (Fig. 5.1) and extends a recent previous
measure, meta-d’ (Maniscalco & Lau, 2012) by admitting a unique solution given type I and type
II data. When we included all subjects, the results for these analyses were similar to those
obtained from the ROC analysis (see Table 5.1), showing that FM had a higher metacognition
score (Meta-d’-balance) than IM and trended towards a higher metacognition score for WM.
Taken together, these analyses suggest that metacognition for sensory memory is similar to or
even higher than metacognition for WM.
However, although meta-d’-balance is robust to variation in decision criterion, it can still
deliver unstable estimates for extreme hit and false alarm rates (<0.05 or >0.95, see Barrett et al.,
submitted). When we excluded subjects with estimated responses in these ranges, only 3
subjects remained in the WM condition. Therefore, in order to rigorously compare levels of
metacognition under WM and sensory memory conditions, we conducted a second experiment
which was designed to maintain decision criteria closer to 0 (i.e. zero response bias, see Fig. 5.1)
in all three conditions.
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Table 5.1. Meta-d’-balance results for Experiment 1. Using the two sets of criteria for subject
exclusions as suggested by Barrett et al (submitted; Narrow exclusion criteria include all subjects
with all estimated hit and false alarm rates strictly greater than 0 and strictly less than 1, and
wide exclusion criteria only include subjects with all estimated hit and false alarm rates >0.05
and <0.95, specified as N.) Meta-d’-balance analysis gives similar results to the AUC analysis and
supports the conclusion that there is at least as much metacognition for IM and FM as for WM.
However, under the narrow exclusion criterion estimates are rather variable (large SD) and
extreme detection criteria caused many unstable estimates, especially in WM. Only 3 subjects
remained when the wide exclusion criterion was used.

Experiment 2
Experiment 1 showed that metacognition for sensory memory was equal to (IM) or higher (FM)
than metacognition for WM when measured both by AUC and by meta-d’-balance. However,
variation in the decision criterion might have affected metacognition scores (Barrett et al., in
press; Maniscalco & Lau, 2012). To better compare metacognition for the three memory types,
we conducted a second experiment in which we equated decision criteria by substituting the
change-detection task with a change-identification task. The rectangles were replaced by arrows
and the cued arrow always changed orientation between memory and test display. The subjects’
task was now to indicate whether the change in orientation was clockwise or counter-clockwise.
Because this was not a detection task in which the stimulus had to pass a certain threshold to be
reported as seen (see Fig. 5.1), there was no reason to assume that there should be a bias
between responding clockwise or counter-clockwise. The decision criterion should therefore be
closer to 0 (i.e. small response bias) and be roughly equal for attended (WM) and unattended
(IM, FM) representations.
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Methods
Participants
Twenty-four students (with normal or corrected-to-normal vision) of the University of
Amsterdam participated in the experiment (3 men, age M =22.0, SD = 0.6). Subjects gave their
written informed consent before the start of the experiment, which was approved by the local
ethics committee.
Task, Procedure & Stimuli
The task and procedure were exactly the same as in Experiment 1, except now subjects had to
indicate whether a cued arrow had changed orientation clockwise or counter-clockwise. The
arrows (1.20˚x 0.63˚) were oriented up, down, to the left or to the right (see Fig. 5.1; layout of
the displays was the same, except now, rectangles were substituted by 4 differently oriented
arrows). The change always consisted of a 90˚ rotation.
Results
The manipulation of keeping objective performance the same was successful and d’ (hits were
classified as correctly reported counter-clockwise changes and false alarms as incorrectly
reported counter-clockwise changes) for the three memory conditions was equal (Fig. 5.4a;
F(2,46) = 1.6, p = .205), while capacity scores differed (Fig. 5.4b; F(1.4,32.6) = 7.2, p = .006,
Greenhouse-Geisser corrected). Differently than in Experiment 1, there was no difference
between IM capacity and FM capacity (t(23) = -.5, p = .634), but only a difference between IM
and FM with WM capacity (IM vs WM: t(23) = 4.9, p < .001; FM vs WM: t(23) = 3.0, p = .007), still
showing the crucial phenomenon of a higher capacity for IM/FM than for WM. As expected, the
decision criterion was now also the same for each memory condition (Fig. 4c; F(2,46) = .7, p =
.513) and therefore, the comparison between metacognition scores for each memory condition
using AUC and meta-d’-balance can be fully justified (Barrett et al., submitted).
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Figure 5.4. Results Experiment 2. (a) To prevent objective performance from influencing
metacognitive performance, objective performance was fixed at 75% using a staircase procedure
that adjusted the amount of items to remember. As a result, sensitivity (d’) was around 1.3 in all
conditions. (b) Capacity scores as defined by the number of rectangles displayed at the end of the
experimental blocks. Capacity for IM and FM were higher than capacity for WM. (c) Decision
criterion c (in standard deviation units) for the three memory stages was the same. A negative
decision criterion here reflects that subjects had the tendency to report a clockwise rotation more
often than a counter-clockwise rotation. (d) Confidence ratings (1-3) were used to derive a
Receiver Operating Characteristic (ROC) curve that shows the ability to discriminate between
incorrect and correct responses for each level of confidence. The Area Under the Curve (AUC) for
FM was equal to WM, suggesting that metacognitive performance was equal. The AUC for IM
was significantly smaller than for WM.
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Metacognition scores as calculated by the AUC of the ROC (Fig. 5.4d) were just
significantly different for the three memory conditions (F(2,46) = 3.2, p = .049). This was
driven by the fact that metacognition for IM was lower than for WM (t(23) = -2.3, p = .030).
Metacognition for FM and WM, however, were now the same (t(23) = -.6, p = .531), showing
that when controlling for objective sensitivity and decision criteria, FM and WM are equally
based on explicit processing.

Table 5.2. Meta-d’-balance results for Experiment 2. When all subjects are included (all
estimated hit and false alarm rates > 0 and < 1), results are similar to metacognition as
calculated by the AUC: metacognition for FM and WM are equal and metacognition for IM is on
average lower, but standard deviations (SD) are large due to instabilities and there is no
significant difference. When the wide exclusion criterion is used (all estimated hit and false alarm
rates > .05 and < .95), more participants remain than in Experiment 1 (IM: 20 compared to 13,
FM: 14 compared to 9, WM: 18 compared to 3) and there is no significant difference in the
observed distribution of meta-d’ between the three memory conditions.
Using meta-d’-balance we found similar results, indicating that metacognition for FM
and WM were the same, while metacognition for IM tended to be lower (Table 5.2). In addition,
when using a wide exclusion criterion, fewer subjects were excluded compared to Experiment 1,
confirming that there were fewer extremely response-biased subjects in Experiment 2 compared
to Experiment 1.
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Discussion
In this study, we investigated whether unattended objects are explicitly or implicitly processed
by measuring metacognitive performance in a partial-report change-detection task. Using a
signal-detection theory framework, we obtained metacognition scores for early and late stages
of sensory memory (IM and FM), which are high-capacity forms of memory that reflect
unattended processing. We compared these to metacognition for WM, a low-capacity, explicit
and attention-dependent form of memory. While objective performance (d’) was equal for IM,
FM and WM, capacity measures for IM and FM were higher than for WM. At the same time,
metacognitive performance for FM was higher than (Experiment 1) or equal to (Experiment 2)
metacognitive performance for WM. This shows that the higher capacity found for FM is not
based on implicit, unconscious information, but reflects conscious, explicit information
processing.
In Experiment 1 the decision criterion for IM and FM was much more liberal than for
WM; subjects more often reported perceiving a change in the sensory memory conditions than
in the WM condition. This finding matches earlier findings that the decision criterion for
unattended representations is more liberal than for attended representations (Rahnev et al.,
2011; Rahnev, Maniscalco, Luber et al., 2012), and thereby further supports the claim that IM,
FM and WM capacity reflect different stages in visual short-term memory (Block, 2011; Lamme,
2010; Sligte et al., 2008; Vandenbroucke et al., 2011). However, since decision criterion might
influence metacognitive scores when combined with extreme hit rates and false alarm rates, we
conducted a second experiment in which both the decision criterion and sensitivity were
equated over conditions.
When the decision criterion and sensitivity were constant across conditions (Experiment
2), metacognition for FM was equal to metacognition for WM, but metacognition for IM was
lower. This suggests a deviation between IM and FM in their dependence on explicit information
processing. Possibly, the mechanisms underlying IM are partly implicit. This might also explain
why for Experiment 1 (detection), IM capacity was higher than FM capacity, while for
Experiment 2 (discrimination), capacity for IM was equal to FM. Discriminating which type of
orientation change occurred might be more complex and dependent on explicit processing
compared to simply detecting orientation changes (Clifford & Harris, 2005). The results of this
study therefore suggest that FM has a larger capacity than WM and at the same time depends
on explicit processing just as WM, while the larger capacity found for IM might partly depend on
implicit processing.
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The results of the current study are in line with a previous study showing that FM is
perceptual in nature (Vandenbroucke et al., 2012): when subjects have to remember illusory
triangles (Kanizsa figures) versus unbound control figures (in which the same inducers are
rotated), there is a benefit for both FM and WM. In addition, identification of real-life objects is
also possible in FM (Sligte et al., 2010). Together, these studies suggest that what we perceive
outside attention is perceptually rich, and that our subjective impression is as accurate for
unattended as for attended representations.

Conclusion
Previous studies have shown that for unattended versus attended objects, the decision criterion
is more liberal and subjective confidence ratings are inflated (Rahnev et al., 2011; Wilimzig et al.,
2008). This has led researchers to suggest that our perception outside attention is supported by
a false impression and might even be illusory (Rahnev et al., 2011). In this study, we showed that
although the decision criterion for unattended items might be more liberal than for attended
items, metacognitive performance - as measured by the combination of subjective and objective
scores - is equal for unattended and attended objects. As objective performance was equalized
over conditions, one has to conclude that the high capacity scores found for sensory memory, at
least when using late-timed cues that measure FM, reflect explicit information processing in the
same way that low-capacity WM reflects explicit information processing. Thus, unattended
representations are a realistic, and possibly consciously processed, part of our rich visual
experience.
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Abstract
Every day, we experience a rich and complex visual world. Our brain constantly translates
meaningless fragmented input into coherent objects and scenes. However, our attentional
capabilities are limited and we can only report the few items that we happen to attend to. So
what happens to items that are not cognitively accessed? Do these remain fragmentary and
meaningless? Or are they processed up to a level where perceptual inferences take place about
image composition? To investigate this, we recorded brain activity using functional Magnetic
Resonance Imaging (fMRI) while participants viewed images containing a Kanizsa figure; an
illusion in which an object is perceived by means of perceptual inference.

Subjects were

presented with the Kanizsa figure and three matched non-illusory control figures while they
were engaged in an attentionally demanding distractor task. After the task, one group of
subjects was unable to identify the Kanizsa figure in a forced choice decision task; hence they
were ‘inattentionally blind’. A second group had no trouble identifying the Kanizsa figure.
Interestingly, the neural signature that was unique to the processing of the Kanizsa figure was
present in both groups. Moreover, within-subject multi-voxel pattern analysis showed that the
neural signature of unreported Kanizsa figures could be used to classify reported Kanizsa figures,
and that this cross-report classification worked better for the Kanizsa condition than for all
control conditions. Together, these results suggest that stimuli that are not cognitively accessed
are processed up to levels of perceptual interpretation.
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Introduction
Perception does not directly emerge from the physical stimulation of photoreceptor cells in the
retina. Rather, the brain continuously interprets incoming information to make sense of it:
through perceptual inference, visual input is translated from meaningless fragmented input into
bound objects and scenes. For example, when we see a pen lying on top of a paper, we do not
perceive the paper as having a pen-shaped hole in it. Instead, the paper is filled in underneath
the pen and we perceive the paper as an uninterrupted rectangle. In this study, we investigated
whether this type of inference depends on the ability to attend to and cognitively access visual
percepts. When a part of the visual field is neither attended nor reported, does vision represent
its constituent parts as consisting of bound and completed objects? Or do they remain
fragmentary and meaningless? The answer to this question has important implications for
understanding the nature of vision, and may ultimately change our view on conscious
perception.
A prime example of perceptual inference is the Kanizsa illusion (Kanizsa, 1976), in which
a set of inducers is aligned in such a way that observers perceive an occluding surface lying on
top of black disks (Fig. 6.1A). This occluding object is defined by illusory contours and by the
illusory contrast difference between surface and background. The illusory contours and illusory
contrast difference do not emerge when the inducers are not properly aligned (Fig. 6.1B and D),
or when the inducers are not likely to be completed as occluded objects (Fig. 6.1C). The
formation of the illusion involves feedback from higher level visual areas such as the Lateral
Occipital Complex (LOC) to lower visual areas V1/V2 (Halgren et al., 2003; Knebel & Murray,
2012; Lee, 2001; Maertens, Pollmann, Hanke, Mildner, & Möller, 2008; Seghier & Vuilleumier,
2006). Moreover, the perceptual nature of the Kanizsa figure has been shown to depend on
activation in these regions in a reverse-hierarchical manner (Wokke et al., 2013). These studies
suggest that the inference mechanisms at play in the Kanizsa illusion depend on interactions
between functionally divergent visual areas.
A remarkable observation is that when the inducers of the figure are rendered invisible
by continuous flash suppression, the illusion is not perceived, even when attended, showing that
perception of the Kanizsa illusion requires conscious processing of the inducers (Harris et al.,
2011). This is in contrast with the simultaneous brightness illusion - an illusion of a white disc
seeming brighter when presented on a black background than on a grey background – that
persists even when the background is not perceived due to flash suppression. Perceptual
inference in the Kanizsa illusion thus occurs at a higher level of processing, and is susceptible to
manipulations that selectively interfere with conscious perception. Studying to what extent the
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processes underlying the Kanizsa illusion require conscious access or reportability is therefore of

direct relevance to the question whether access is necessary for the formation of a full
perceptual representation.

Figure 6.1. Stimuli and task design. The four stimuli used in the experiment were a (A) Kanizsa
figure, (B) Kanizsa control figure, (C) Line figure (same spatial layout and center of gravity as
Kanizsa figure), (D) Line control figure. (E) Subjects performed a 2-back task in which they
detected the repetition of a letter that was presented 2 serial positions before. Letters were
presented for 600 ms each and every 1200 ms, one of the four figures was presented around the
letters for 400 ms. Each figure was presented 12 times in a row, resulting in a blocked design
with blocks lasting 14.4 seconds.
To investigate whether the neural correlates of perceiving a Kanizsa figure are present
when subjects do not cognitively access the figure, we combined an inattentional blindness
paradigm (Rees et al., 1999; Rensink et al., 1997; Scholte et al., 2006) with fMRI measurements.
Inattentional blindness occurs when a subject is attentionally engaged in another task, rendering
a non-target stimulus unnoticed and unreported even when explicitly asked about it. When
subjects are informed about the presence of a certain stimulus during the task, they have no
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trouble seeing the stimulus, even when engaged in the distractor task. This suggests that their
inability to report these stimuli occurs because they simply did not access them, not because of
perceptual load (Lavie, 2005; Yi, Woodman, Widders, Marois, & Chun, 2004). The paradigm of
inattentional blindness formalizes the common intuition that many stimuli in plain sight remain
unnoticed and are therefore never accessed, even though they are potentially accessible.
In an fMRI scanner, subjects performed an attentionally demanding 2-back letter task,
while the Kanizsa and three control figures (Fig. 6.1A-D) were presented surrounding the letters
(Fig. 6.1E). Subjects were instructed that black ‘distractor’ stimuli would be flashed around the
letters, but that they should focus on the letter task to maximize their score on the 2-back task.
After three runs of the task, subjects were unexpectedly asked whether they had seen which
figure was presented surrounding the letters. The subjects that were unable to select the correct
option were labeled as Inattentionally Blind (IB). If subjects selected the Kanizsa figure, they
were labeled as Not Inattentionally Blind (NIB). We employed univariate and multivariate
analysis techniques to compare the Kanizsa illusion to the three control figures. This allowed us
to determine a neural signature that is unique to the illusion. The presence of a unique
signature for the Kanizsa illusion for both IB and NIB subjects would indicate that access is not
required to process the illusion. If however, only NIB subjects show a unique signature of the
illusion, this would suggest that processing the illusion requires access mechanisms.

Methods
fMRI acquisition
Forty-two students (three male) from the University of Amsterdam participated in the
experiment for course credit or a monetary reward. The experiment was approved by the Local
Ethics Committee and subjects gave their written informed consent. All subjects had normal or
corrected-to-normal vision and were screened on the possibility of metal in their bodies and
other risk factors precluding participation in MRI studies. Scanning was performed on a 3T
Philips Achieva MRI scanner at the Spinoza Center in Amsterdam. A high-resolution T1-weighted
anatomical image (TR, 8.21 ms; TE, 3.81 ms; FOV, 256 × 256 × 160) was recorded for each
subject. Functional MRI was recorded using a gradient-echo, echo-planar pulse sequence (TR,
2000 ms; TE, 27.63 ms; FA, 90°; 27 slices with interleaved acquisition; voxel size, 2 x 2 x 3 mm; 96
× 96 matrix; FOV, 89 x 89 x 192) centered around the calcarine sulcus. Stimuli were backprojected on a 61 x 36 cm LCD screen using Presentation software (Neurobehavioral Systems,
Inc., Albany, CA) and viewed through a mirror attached to the head coil.
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Stimuli

To isolate the neural signature associated with the Kanizsa figure, the figure was compared to
three control figures (Fig. 6.1B-D). In addition to the classical control figure in which the inducers
are rotated (Fig. 6.1B; Mendola, Dale, Fischl, Liu, & Tootell, 1999), we used two additional figures
(Fig. 6.1C-D) to control for potential confounds. The Kanizsa illusion has both cognitive and
perceptual attributes when compared to its traditional control figure. One can cognitively infer a
pentagon from the layout of the Kanizsa figure by connecting the lines between the ‘pacmen’
inducers (similar to for example knowing that a car has moved because the second time you see
it, it is in a different location versus actually perceiving the movement of the car; (Pylyshyn,
1999). Importantly, the illusion also has perceptual attributes: the surface of the pentagon
seems to be 'real', as the surface of the pentagon is perceived as slightly brighter than the grey
background and as lying on top of full disks instead of pacmen. Completion of the pacmen to full
disks and the increased brightness are perceptually inferred (Kanizsa, 1976; Nakayama &
Shimojo, 1992; Nakayama, He, & Shimojo, 1995). Using the traditional control figure in which
the inducers are rotated outwards, does not allow one to tease apart the perceptual aspects of
the illusion (completion of the disks, illusory contours, and the brightness illusion) from its
cognitive aspects (presence or absence of a pentagon). Therefore, we devised two additional
control figures that isolate the cognitive attributes of the illusion (Figure 6.1C-D) using ‘hats’
instead of pacman inducers. In these control figures a pentagon shape is either present or
absent, yet only by cognitive inference and without the perceptual inferences that characterize
the Kanizsa illusion.
The additional control figures also allowed us to circumvent other confounds in the
traditional control condition. Particularly, it could be argued that the Kanizsa with rotated
inducers is not a perfect control: inwardly rotated inducers create an image with a different low
spatial frequency content compared to an image with outwardly rotated inducers (there is a
larger ‘white gap’ in the former; see (Davis & Driver, 1998). If this is an important factor driving
the neural signals we record, a difference found between the Kanizsa figure and its outward
rotated counterpart should also be found between the line figure and its outward rotated
control that contain a similar spatial frequency difference. Together, the three controls (Fig.
6.1B-D) allowed us to assess the unique influence of the illusory nature of the Kanizsa (Fig. 6.1A)
on cortical processing when compared to more cognitive or low-level influences on stimulus
processing.
The four figures (1 Kanizsa, 3 control) consisted of five black inducers placed on a grey
background (Fig. 6.1A-D). The Kanizsa figure (Fig. 6.1A, total span 12.6˚x 12.7˚) and its control
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(Fig. 6.1B, total span 13.1˚ x 13.2˚) consisted of pacman-like inducers; five black circles (diameter
2.6˚) with a gap taken out (width 2.1˚, angle 78˚). The Line figure (Fig. 6.1C, total span 12.6˚ x
12.5˚) and its control (Fig. 6.1D, total span 13.4˚ x 13.2˚) consisted of hat-like inducers (2.3˚ x
2.4˚): line elements with a rectangle on top that had the same gap angle. In the Kanizsa figure
the inducers were aligned in such a way that a pentagon could be inferred lying on top of black
discs. The support ratio (the length of the real contours relative to the illusory contour) of the
Kanizsa figure is strongly related to the perception of the illusion. In this study, we used a
support ratio of 0.42, which is sufficient to produce the illusion (Seghier & Vuilleumier, 2006;
Wokke et al., 2013). In the classical Kanizsa control condition the inducers were rotated 180˚
around their center of gravity - that was calculated by taking the pixel for which the amount of
black pixels surrounding it was equal above and below, left and right. The Line figure, which
constituted the second control figure, resembled the Kanizsa figure in its spatial layout and its
inducers had the same center of gravity as the Kanizsa inducers. In this figure a pentagon could
be inferred, however, the illusion of contours and a contrast difference between surface and
background was not present. The Line figure was compared to a third control figure, which
contained the same elements as the Line figure, but now rotated 180˚ around their center of
gravity, just as the Kanizsa control figure.
Behavioral task
Subjects performed a 2-back task on letters that were presented in a Rapid Serial Visual
Presentation (RSVP). They were instructed to press a button when the same letter was
presented as two serial positions before. Letters (0.5˚) were presented in the center of the
screen for 600 ms each. In every sequence of 8 letters a repetition occurred (jittered between
location 3 and 8) and a total of 78 sequences was presented. At the end of each run, subjects
received feedback about the percentage correctly detected targets.

Procedure
Subjects were informed that they were participating in a study on the ability to perform a
memory task while visually distracted. Before the start of the MRI session, they practiced the
behavioral task for blocks of 2 minutes until they reached a performance of at least 80%. Then,
they performed a block of around 6 minutes, the same length as in the MRI scanner. During this
block, distracter stimuli were presented surrounding the letters. These distracter stimuli were
similar to those used in the actual experiment, consisting of black stimuli (rectangles and half
circles) at the same position and changing every 14.4 seconds. However, they did not form a
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Kanizsa figure and were intended to get subjects used to the flashing stimuli while focusing on
the letter task.

Each functional run started with 10 seconds fixation. Subsequently, two letter sequences
(9.6 seconds) were presented. After two sequences, the first surrounding figure was presented
for four sequences (18.8 seconds). It was expected that the first presentation of a figure would
elicit a heightened activity due to its sudden onset regardless of figure type. We therefore
presented a figure that was different from the four experimental figures at the start of each run
(consisting of five half circles presented at the same position as the inducers of the four
experimental figures). This way, none of the experimental figures had the advantage of being
the first figure that was presented. After the presentation of the start figure, the four
experimental figures were presented surrounding the letters in blocks of 14.4 seconds (Figure
6.1E). In each block, one of the four figures was flashed around the letters with a duration of 400
ms and an ISI of 800 ms, making a total of 12 presentations per block. There was no rest
between blocks and the same figure was never repeated. The blocks were counterbalanced such
that each figure was followed by one of the other figures for an equal amount of times. In each
run, 6 blocks of each stimulus were presented, resulting in a total of 24 blocks per run. Each run
ended with a 16 seconds rest period, making the total runtime 400 seconds (200 volumes).
After three runs in the scanner, subjects were presented with a surprise question. In this
question, subjects were informed that the black stimuli surrounding the letters had formed
figures, and that they should choose the figure they thought had been presented during the
three runs. After reading this question, they received 8 options (Figure 6.2) of which only one
contained the illusory Kanizsa figure that was presented during the experimental runs. They
were asked to choose one of these options, even if they had to guess. We embedded two other
Kanizsa type figures (Fig. 6.2B and C) to prevent subjects guessing the Kanizsa figure because it
was the figure that popped out compared to the other figures. All subjects that selected the
correct figure were categorized as Not Inattentionally Blind (NIB), as they might have either
explicit or implicit knowledge or familiarity with the figure, even if they felt they were guessing.
All subjects that selected an incorrect figure were labeled Inattentionally Blind (IB). After
subjects answered the surprise question, the correct answer was not given to them. Instead,
they were asked to perform the exact same run again and while performing the letter task, to try
to detect which out of the 8 options was shown. The control run was identical to the
experimental runs. After the control run, subjects were asked again to identify the correct figure
from the same 8 options, after which the correct answer was revealed. Only participants that
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had answered the second question correctly were included in further analyses, ensuring their
ability to perform the letter task and detect the Kanizsa figure at the same time.

Figure 6.2. Multiple choice options. The 8 options presented in the Multiple Choice question
after Experimental runs 1-3 and the control run. For the Not Inattentionally Blind group, option A
was chosen by all subjects after run 1-3 and the control run. For the Inattentionally Blind group,
option A was never chosen after run 1-3. Instead, option B was chosen 5 times, option C was
chosen 2 times, option F was chosen 2 times, option H was chosen 3 times and option D, E and G
were never chosen. After the control run, all subjects chose option A.

Region of Interest localization
For each subject, V1, V2, V3, V3AB and V4 (Fig. 6.3) were localized using a polar angle mapping,
an eccentricity mapping and a study specific localizer. For polar angle mapping, a checkerboard
(red-green, flickering at 8 Hz) wedge rotated around fixation (complete revolution in 30s; 8
repetitions) and for eccentricity mapping, a checkerboard ring (red-green, flickering at 8 Hz)
expanded from center to periphery (complete revolution in 30s; 8 repetitions). During these two
runs, subjects fixated at the center while detecting blue squares presented in the red-green
checkerboard stimuli. The TR of these two runs was set to 2500 ms as the phase of the wedge
and expanding ring was set at 2500 ms (6 phases resulted in one cycle of 15 seconds). In addition
to the retinotopic mapping, a study specific localizer was used in which a black circle (diameter
2.6˚; flickering at 2 Hz in 16 second blocks) presented in the center of the screen was alternated
with five black circles presented at the inducer positions (total figure 12.7˚ x 12.7˚, flickering at 2
Hz in 16 second blocks). These two conditions were separated by a 16 second rest period and
were repeated 5 times. Throughout the run, subjects maintained fixation and performed a
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fixation task in which they had to detect a rotation of the fixation cross. Data of these runs were

projected onto an inflated surface reconstruction and V1, V2, V3, V3AB and V4 were defined for
each subject.

Figure 6.3. Regions of Interest. Each individuals’ cortex was inflated and a retinotopic map (A,
depicted here on a representative subject), eccentricity map, study specific localizer and a
mapping for Lateral Occipital Complex (also shown here) were projected onto the inflated surface.
On the basis of these mappings, six Regions of Interest (ROIs: V1, V2, V3, V3A/B, V4, LOC) were
identified for each participant (B, depicted here on the representative subject in A).

In addition to these lower visual areas, LOC was localized using a mapper in which blocks
of houses, faces, objects (chairs, scissors, bottles) and phase scrambled versions of these objects
were presented (Scholte, Jolij, Fahrenfort, & Lamme, 2008). Each block lasted 16 seconds (8
presentations of 1000 ms per block) with a rest of 12 seconds between each block. Each stimulus
category was repeated 4 times. Activity for the contrast between objects and scrambled pictures
was mapped on an inflated surface reconstruction and LOC was defined for each subject. All
localizer runs were performed during the same session as the experimental runs.
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Univariate fMRI analysis
Data were analyzed using Brainvoyager 2.1 (Brain Innovation, Maastricht, The Netherlands;
Goebel, Esposito, & Formisano, 2006) and Matlab 2010 (MathWorks Inc). Functional scans were
slice-time corrected, motion corrected, spatially smoothed with a Gaussian of 2 mm FWHM and
high-pass filtered using a GLM with Fourier basis set (3 cycles). All functional scans were aligned
to the first functional scan, which was coregistered to the T1-weighted anatomical image.
Structural images were transformed to Talairach space using an ACPC transform (Talairach &
Tournoux, 1988).
A General Linear Model with 5 predictors (4 experimental figures and start figure) was
defined for each subject. A whole brain analysis (correcting for multiple comparisons using a
False Discovery Rate (FDR) of 0.05) was performed for the two groups separately, combining the
three experimental runs (z-transformed) for each subject. For the ROI analyses, the GLM was
modeled in each subject and ROI separately for the three experimental runs combined. To test
the effect of Figure, ROI and Group, a 4 (Figure: Kanizsa, Kanizsa Control, Lines, Lines Control) x 6
(ROI: V1, V2, V3, V3AB, V4, LOC) x 2 (Group: IB vs NIB) mixed repeated measures ANOVA on the
beta-values was performed.
Multivariate fMRI analysis
The same preprocessing steps as described for the univariate analyses were performed. For each
block separately, the response for each voxel in each ROI was calculated. This was done by first
z-transforming the whole timeseries and then averaging over 6 volumes following the first
stimulus presentation in a block, with a 2 volume delay to account for the haemodynamic lag.
The response for each block of the three experimental runs was fed into a training algorithm
implemented in the Princeton MVPA Toolbox (http://code.google.com/p/princeton-mvpatoolbox) using the backpropagation algorithm of the Netlab Neural Network Toolbox
(http://www1.aston.ac.uk/eas/research/groups/ncrg/resources/netlab/). This yielded a specific
voxel pattern for each figure in each ROI (all voxels in each ROI were used). First, the four figures
were classified within experimental runs by training on 2 experimental runs (while subjects were
IB) and testing the remaining experimental run in a leave-1-out procedure. Then, the patterns of
the blocks in the control run (while subjects no longer suffered IB) were classified based on the
three experimental runs together. This yielded a classification score (percentage correct) per
subject per ROI within experimental runs and for the control run. Chance performance was
calculated for each individual and each training set by shuffling the test labels and calculating
the baseline performance on each figure for each specific training set. On average, chance
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performance was 25 % correct. To investigate whether classification of the Kanizsa figure was

better than classification of the three control figures, and whether there were any differences
between the two groups, a 4 (Figure: Kanizsa, Kanizsa Control, Lines, Lines Control) x 6 (ROI: V1,
V2, V3, V3AB, V4, LOC) x 2 (Group: IB vs. NIB) mixed repeated measures ANOVA was performed.

Results
Behavioral performance
Out of 42 subjects, 5 subjects did not select the correct answer after the control run and these
were excluded from all analyses. Twelve subjects did not select the correct answer after the
three experimental runs, but did select the correct answer after the control run (IB group). From
the subjects that were correct on both questions, twelve subjects (NIB group) were matched to
the IB group on age (IB: 20.3 yrs, NIB: 20.2 yrs), gender (all female) and overall performance on
the letter task (IB: 88%, NIB: 83%, F(1,22) = 1.345, p = .259). There was a main effect of task,
showing that n-back performance during the experimental runs was higher than performance
during the control run (87 % vs 83 %; F(1,22) = 6.703, p = .017), but this effect was the same for
both groups (F(1,22) = .016, p = .900).
Univariate fMRI analysis
We examined visual areas that are known to be involved in generating the Kanizsa illusion (for
an overview, see Seghier & Vuilleumier, 2006). We defined Regions of Interests (ROIs) for V1, V2,
V3, V3AB, V4 and LOC based on retinotopic and object-specific localizers (see Fig. 6.3 and
Methods). For each of these regions, a GLM was fitted to determine the activity corresponding
to each condition (Fig. 6.4). We compared the mean activity for each figure and the activity for
the two groups by performing a 4 (Figure: Kanizsa, Kanizsa Control, Lines, Lines Control) x 6 (ROI:
V1, V2, V3, V3AB, V4, LOC) x 2 (Group: NIB vs. IB) mixed repeated measures ANOVA. A significant
effect of figure was found, F(3,66) = 21.5, p < .001, showing that the Kanizsa illusion resulted in
stronger activations of both lower- and higher-tier visual areas compared to the three control
figures, post-hoc t-tests: all p < .001, Bonferonni corrected. Moreover, the amount of activity for
the Line figure and its control did not significantly differ, post-hoc t-test: p > .999, Bonferonni
corrected, suggesting that these two figures could not be dissociated based on activity in these
visual areas. This shows that even though cognitive inference is possible for the Line figure (i.e. a
pentagon can be inferred because logically, it is the only possible configuration), there is no
specific visual neural signature that accompanies the figure. This confirms that there is no
perceptual inference for the Line figure and the heightened activity associated with the Kanizsa
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illusion was due to the perceptual characteristics of the illusion, and not due to other visual
properties such as layout, spatial frequency, collinear contours, or the ‘cognitive binding’ of the
inducers into a single object.

Figure 6.4. Univariate results. Activity (in normalized arbitrary units) associated with the four
figures in each ROI for the Not Inattentionally Blind - NIB - group (A) and the Inattentionally Blind
– IB - group (B). In both groups, the Kanizsa figure elicited more activity across lower and higher
visual areas. Error bars denote standard error.
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The Kanizsa illusion elicited heightened activity across all of visual cortex, regardless of

whether subjects reported the figure. Moreover, the lack of an interaction effect showed that
the pattern of activation for the four figures was the same for the NIB and the IB group, F(3,66)
= .64, p = .59. This suggests that the Kanizsa illusion is processed even when the percept is not
accessed or reported. There were 7 subjects in the IB group that chose one of the two Kanizsatype foils in the experimental question (Fig. 6.2). Although these foils have a different perceptual
appearance than the target Kanizsa, it could be that these subjects were able to report that they
saw a Kanizsa-type figure, but not able to report the details of the figure they saw. To investigate
whether the results of the IB group were determined by these subjects, we analyzed the 5
subjects that chose option D-H to see whether the pattern of results was the same. Although
statistical testing with 5 subjects yields too little power, the pattern for these 5 subjects was the
same as the pattern for the whole group (Fig. 6.5).
In addition to a main effect of Figure, there was a main effect of ROI, F(5,110) = 32.2, P
< .001, Greenhouse-Geisser corrected, and an interaction between Figure and ROI, F(15,330) =
23.8, p < .001, Greenhouse-Geisser corrected. The main effect of ROI was driven by the fact that
overall activity in V1 was lower and activity in LOC was higher than the other ROIs. The
interaction effect revealed that the difference between the three figures was largest in V3AB
and smaller in LOC. The involvement of V3AB in addition to LOC has been found in previous
literature as well (Mendola et al., 1999). However, no interaction effects with Group were found,
all p > .25, Greenhouse-Geisser corrected, suggesting that the pattern of activity across ROIs was
similar for the IB and NIB group.
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Figure 6.5. Univariate results for the Inattentionally Blind (IB) group. Results for the whole IB
group (A) and the 5 subjects that chose a non-Kanizsa-type figure in the experimental question
(B, See Figure 6.2). The activity pattern for the whole group and these 5 subjects is similar,
showing that the results are not dominated by the subjects that selected a Kanizsa-type foil.
To further investigate whether there were any differences between the NIB and the IB
group apart from the ROIs specified, a multi-subject whole brain analysis was performed (note
that the scans did not cover the front of the brain). Figure 6.6 shows the multi-subject whole
brain analyses for the two groups separately (FDR = .05), which show that mainly the lower
visual areas are involved, similarly for the NIB and IB group. There were no regions that were
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significantly more activated for the NIB group for the Kanizsa figures versus the other figures
(FDR = .05).

Figure 6.6. Whole brain analysis. A whole brain analysis was performed for the Not
Inattentionally Blind - NIB - (C) and Inattentionally Blind- IB – group (D), in which the Kanizsa
figure was contrasted with the three control figures (Kanizsa>Controls). Activity in lower and
higher visual areas and does not differ between the two groups. Note that the scans did not
cover the whole brain but only recorded visual cortex and extended into a part of the temporal
and parietal cortex. Dotted lines indicate upper and lower limits of epi acquisition.
Multivariate pattern analysis

We hypothesized that because only the Kanizsa figure elicited a perceptually integrated
percept, its multi-voxel pattern should be more consistent than the voxel patterns underlying
the three control figures and therefore result in higher decoding performance. To test this
hypothesis, we used ROI voxel patterns for the four stimulus figures within each subject to
classify each of the figures during the experimental runs. We confirmed that classification
performance was highest for the Kanizsa condition compared to the control conditions, F(3,66) =
9.5, p < .001, and there was no interaction between performance for the NIB and IB group,
F(3,66) = .7, p = .52. This shows that the integrated perceptual experience resulting from a
Kanizsa figure is reflected in a more consistent multi-voxel representation, regardless of whether
subjects were able to report the figure. Next, we wanted to examine whether this more
consistent multi-voxel representation for Kanizsa figures persists across runs in which the figure
was reported compared to the runs in which it was not reported. To do so, we tested whether
the patterns elicited during the experimental condition could be used to classify the patterns
elicited in the control condition. We trained a neural pattern classifier on the three experimental
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Figure 6.7. Multivariate results. Classification performance in percentage correct averaged over

all ROIs for the Not Inattentionally Blind (NIB) group and the Inattentionally Blind (IB) group (A)
and for each separate ROI (B and C). The classification for Kanizsa figures is better than
classification for the three control figures. Average chance performance was 25%, corrected for
each figure separately (see Methods). Error bars denote standard error.

runs and classified the patterns from the control run. If the patterns underlying the Kanizsa
illusion remained the same and reportability has no influence on its neural representation,
classification between the experimental and control runs is predicted to be better for the
Kanizsa figures than for the control figures. If, however, the underlying neural pattern changed
due to access to the figure, classification should not work between the experimental and the
control runs, resulting in similar or even lower classification performance for the Kanizsa figures
than for the control figures.
Pattern classification was obtained for each ROI separately. Classification performance
for all ROIS is shown in Figure 6.7 (average chance performance = 25%, see Methods). We were
able to determine which figure was presented during the control run based on the patterns
resulting from the experimental run, as all figures could be classified well above chance.
Importantly, classification worked best for Kanizsa figure, F(3,66) = 8.1, p < .001; post-hoc t-tests
compared to controls, all p < .059, Bonferonni corrected. This shows that the multi-voxel pattern
underlying the Kanizsa figure is more consistent even across the reported and unreported
conditions. There was no interaction between figure type and group, confirming that
classification performance for the NIB and the IB group was the same, F(3,66) = 1.2, p = .33. To
test whether the lack of an interaction effect may have been due to a lack of power, we
maximized power by averaging classification performance for the three control figures, and
tested against the Kanizsa figure. There was still no interaction between Figure and Group F(1,22)
= 3.3, p = .09, although it did show a trend towards significance. Although we cannot exclude the
possibility that more subjects would bring out a significant interaction, the current dataset
suggests that classification performance is best for the Kanizsa figure, irrespective of whether it
was reported or not.
There was a main effect of ROI, F(5,110) = 43.5, p < .001, driven by overall better
classification in areas V1, V2 and V3, and an interaction between ROI and figure, F(15,330) = 2.7,
p = .001, driven by a larger difference in classification between figures for V2, V3AB and LOC ,
but again, no interaction with Group, all p > .75. Taken together, both the univariate and
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multivariate results suggest that the ability to access or report the Kanizsa figure does not
influence the neural signature associated with the formation of the illusory percept.

Discussion
In this study, we examined the influence of access on the perceptual processing of the Kanizsa
illusion using an inattentional blindness paradigm (Rees et al., 1999; Scholte et al., 2006; Simons
& Chabris, 1999) in combination with fMRI. Although a large group of subjects was not able to
select the Kanizsa figure after the experimental runs, these subjects still displayed a unique
neural pattern associated with processing a Kanizsa figure. The illusory figure elicited heightened
activity in the areas that are critical for the perception of the illusion (Seghier & Vuilleumier,
2006). Also, multivariate pattern analysis showed that the neural signature of the Kanizsa during
the unreported state could be used to classify its neural signature during the reported state, and
classification performance was better for the Kanizsa figure than for any of the non-illusory
conditions. Together these results suggest that access is not necessary for the type of perceptual
inference that underlies the Kanizsa illusion to take place in visual cortex.
Mechanisms underlying Kanizsa processing
The Kanizsa illusion is a prime example of perceptual inference, a process that is linked to
conscious processing (Fahrenfort et al., 2007; Harris et al., 2011; Wokke et al., 2013). It has been
shown that the Kanizsa illusion is not perceived when its inducers are masked (Harris et al.,
2011), suggesting that conscious processing of the inducers is necessary to perceive the figure.
However, other studies have shown that the Kanizsa illusion survives crowding (Lau & Cheung,
2012) and breaks through interocular suppression more easily (Wang et al., 2012), suggesting
that the Kanizsa illusion can be processed unconsciously. Although these findings seem to
contradict each other, the perception of the Kanizsa illusion may depend on multiple
mechanisms.
To process a Kanizsa figure, its inducers should be grouped and processed as one object.
This process might be driven by grouping mechanisms that depend on fast, feedforward activity
and could be performed unconsciously (Roelfsema, 2006). Then, the details of the figure – the
specific illusory shape that is seen – are filled in by feedback mechanisms. In a recent TMS
experiment, it was shown that the critical time window for V1/V2 in which discrimination of
Kanizsa figures was affected occurred after the critical time window in which the LOC (Wokke et
al., 2013) - an area that sits higher up the visual hierarchy and is involved in object detection
(Malach, Levy, & Hasson, 2002) - was involved. Moreover, this effect occurred only when the
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support ratio of the Kanizsa inducers was large enough to clearly cause an illusory percept.
Critically, for all the support ratios that were used, also for those not evoking an illusory percept,

the inducers could be grouped. This suggests that V1 is causally involved in the shape formation
of the illusion and not in the initial grouping of elements. These findings match with the
behavioral findings of Wang et al. (2012) on the one hand and Harris et al. (2011) on the other
hand. The Kanizsa figure may break through interocular suppression easier than a control figure:
if the grouping of elements occurs unconcsciously, a Kanizsa figure will be seen more easily than
a control figure that cannot be grouped. In the study in which the Kanizsa inducers were masked,
however, the critical manipulation was for subjects to perceive which direction the illusory
triangle was facing, and thus the shape of the figure should be processed. If shape processing
depends on feedback interactions, masking should indeed inhibit the formation of the shape
(Fahrenfort et al., 2007; Harris et al., 2011). Together, these results suggest that perceiving the
Kanizsa illusion depends on unconscious grouping mechanisms and conscious figure formation,
which are supported by feedforward and feedback mechanisms respectively.
Although in the current study, we were not able to directly test the involvement of
feedforward and feedback mechanisms due to the temporal resolution of the fMRI signal, we
found strong modulation in V1 and V2 even though the receptive field sizes in V1 and V2 are an
order of 6-12 times too small to encapsulate the entire Kanizsa figure (Smith, Singh, Williams, &
Greenlee, 2001). This suggests that feedback from higher areas modulated activity in lower
visual areas, thereby suggesting that processes underlying shape formation had occurred and
thus the figure was fully processed (Harris et al., 2011; Wokke et al., 2013).
Importantly, the neural correlates underlying Kanizsa figure processing were related to
the illusory nature of the percept and not to physical or cognitive stimulus attributes. By using
two additional control figures (Fig. 6.1C and D), we were able to dissociate perceptual inference
from cognitive inference; even though the Line figure had the same inducer layout and a
pentagon could be cognitively inferred, the perception of illusory contours and a contrast
difference between figure and background were absent. The absence of this illusory percept was
reflected in the neural signature such that the Line figure (Fig. 6.1C) showed the same
modulation as the Line control figure (Fig. 6.1D), both in the accessible and unreported states.
Moreover, the spatial frequency difference for the Line figure and its control was comparable to
the spatial frequency difference for the Kanizsa figure and its control. The similarity between the
neural signature for the Line figure and its control confirm that there was no perceptual
characteristic added to this figure and that the neural modulation observed for the Kanizsa
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figure was not due to differences in spatial frequency or collinearity, but due to the process of
perceptual inference.
Inattentional blindness and the Kanizsa figure
To create inattentional blindness, we specifically manipulated cognitive load and not perceptual
load (Yi et al., 2004). We chose to manipulate cognitive load to test the hypothesis that cognitive
access is necessary for perceptual inference. IB participants could not identify the presented
figure when they were uninformed about the configuration of the distracting stimuli, while when
they were informed about the configuration, they were able to select the correct figure even
though they maintained the same performance on the n-back task. This warrants the conclusion
that the figure was potentially accessible, yet not accessed during its presentation. It may well
be that would we have manipulated perceptual instead of cognitive load, results would have
been different. Outcomes of neuronal modeling support the prediction that during inattentional
blindness incoming sensory information might be processed, but blocked from access, because
the network is engaged in processing distracting information (Dehaene & Changeux, 2005). In
that sense, the paradigm of inattentional blindness formalizes the common intuition that many
stimuli in plain sight remain unnoticed and are therefore never accessed, even though they are
potentially accessible, and forms the most rigorous test of the fate of unaccessed visual stimuli.
In the present study, we found no evidence for a difference in processing of the Kanizsa
figure between the IB and the NIB group, and thus no evidence for an influence of cognitive
access. Possibly, whether the percept could be reported or not depended on the neural pattern
in frontal or fronto-parietal areas (not included in the current EPI sequence; Carmel, Lavie, &
Rees, 2006; Lumer & Rees, 1999, although see Thakral, 2011). However, the neural patterns
that were unique to the Kanizsa illusion were present in both lower and higher-level visual areas
for the IB group. Therefore, even if the difference in reportability depended on activity in more
frontal areas, this did not change the neural patterns associated with the perceptual
characteristics of illusory contours and an illusory contrast difference as isolated in this study
and other studies investigating Kanizsa processing (Seghier & Vuilleumier, 2006). This suggests
that access to a stimulus does not alter the neural, and hence perceptual characteristics of that
stimulus. It merely makes the representation globally available for cognitive manipulation and
report. Possibly, subjects in the NIB group had some left-over attention that they allocated to
the distractor stimuli, thereby gaining access to the Kanizsa figure: attention might have
amplified the neural signature, making the neural pattern better distinguishable. This might
explain why, even though there was no interaction between groups, the classification scores for
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the Kanizsa figure in the NIB group trended to be higher than those in the IB group. At the same

time, this does not weaken or disqualify our main finding that the processes of perceptual
inference associated with the Kanizsa illusion are fully present without access (or attention).
A potential alternative explanation for the subjects’ behavior is that the inability to
select the correct figure was not a result of inattentional blindness, but of inattentional amnesia
(Wolfe, 1999). It could be the case that subjects were able to access the figure at the moment of
presentation, but a memory failure prevented them from selecting the correct figure when
asked about it. However, in comparison to studies where the target figure was presented just
once (Simons & Chabris, 1999; Thakral, 2011), in our study the figure was presented 18 times,
each for a period of 14.4 seconds. The question about these figures was then asked within 1
minute after the last stimulus presentation. This makes it improbable that the failure to select
the correct figure was due to simple memory failure. Moreover, the same subjects were
perfectly able to select the figure when their task instruction was to pay attention to the figures;
thus, it is not the case that these subjects simply had bad visual memory. The main point,
however, is that in both frameworks – inattentional blindness or amnesia - the subject was not
able to report or recognize a recently presented figure even when forced to make a decision.
One of the functions of cognitive access is storage in working memory, and one could say that
access has failed when subjects cannot report about objects that were presented multiple times
only a few seconds ago. At the same time, the neural signature coding for the perceptual state
accompanying the figure was clearly present. This confirms the importance of using brain
measurements when investigating the nature of visual representations instead of relying on
behavioral measures of report only (Kanai & Tsuchiya, 2012; Lamme, 2010).
Conclusions
The present study is extends previous work showing that several perceptual processes such as
figure ground segregation (Pitts et al., 2012; Scholte et al., 2006), feature grouping (Moore &
Egeth, 1997; Pitts et al., 2012) visual context effects (Lathrop, Bridgeman, & Tseng, 2011) occur
during inattentional blindness. In this study we show that the neural Kanizsa signature does not
subside when subjects are not able to report about their percept. Importantly, the Kanizsa figure
is accompanied by a unique signature that is absent when controlling for confounding factors
such as collinearity, spatial frequency and cognitive inference. Including these controls confirms
that the signature is a correlate of the illusory percept itself, and not of something else. This
implies that this type of perceptual inference occurs in the absence of access to the percept,
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potentially putting non-accessed states in the realm of conscious rather than unconscious
processing (Lamme, 2010).
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Abstract

To create subjective experience, our brain must translate physical stimulus input by
incorporating prior knowledge and expectations. For example, we perceive color and not
wavelength, and this in part depends on our past experience with colored objects (Hansen,
Olkkonen, Walter, & Gegenfurtner, 2006; Mitterer & De Ruiter, 2008). Here, we investigated the
influence of object knowledge on the neural substrates underlying subjective color vision. In a
functional Magnetic Resonance Imaging (fMRI) experiment, human subjects viewed typical red
(e.g. tomato), typical green (e.g. clover), and semantically meaningless (nonsense) objects in an
ambiguous color that lay midway between red and green. Using decoding techniques, we could
predict whether subjects viewed ambiguously colored typical red objects or ambiguously colored
typical green objects based on the neural response of veridical red and veridical green. This shift
of neural response for the ambiguous color did not occur for nonsense objects. The modulation
of neural responses was observed in visual areas (V3, V3A, V4, VO1, lateral occipital cortex)
involved in color and object processing, as well as frontal areas associated with memory
processing. This demonstrates that object memory influences wavelength information relatively
early in the human visual system to produce subjective color vision.
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Introduction
As the brain processes incoming information, visual representations become detached from the
low-level properties of stimulus input: the visual world is interpreted to match our beliefs and
expectations, and these processes seem to occur instantly. Color constancy - the phenomenon
that a color is perceived differently depending on its context - is one of the most telling
examples of this process (Foster, 2003; Land, 1959). For example, when we see an apple under
artificial light or under sunlight, the color of the apple seems unchanged. The color information
that enters our eyes in these two situations, however, is very different, perhaps being
dominated by yellow in the first situation and by blue in the second situation.
One of the mechanisms driving color constancy is expectancy (Hansen et al., 2006;
Mitterer & De Ruiter, 2008): we expect bananas to be yellow, and carrots to be orange. Which
neural substrates underlie the incorporation of object knowledge to obtain color constancy,
however, remains unknown. Previous research has shown that striate and extrastriate areas V1
and V2 are color selective, however, cells in these areas are primarily color-opponent and
luminance dependent and are therefore suggested to specifically process wavelength (Brouwer
& Heeger, 2009; Shapley & Hawken, 2011; Zeki, 1983). Area V4 and visual areas anterior to V4
(VO1), on the other hand, have been shown to be involved in color constancy (Heywood &
Kentridge, 2003; Zeki & Marini, 1998); but for critical reviews see (Gegenfurtner & Kiper, 2003;
Shapley & Hawken, 2011) and are suggested to respond according to perceptual color space
rather than to low-level color properties (Brouwer & Heeger, 2009). Possibly, mid- and higherlevel areas beyond V4 serve to combine color perception with memory for objects, thereby
influencing neural responses to color in lower-level areas and creating subjective color
experience (Shapley & Hawken, 2011).
In this study, we investigated which neural substrates underlie the effect that object
knowledge has on our subjective color experience by using the phenomenon of color constancy.
Using functional magnetic resonance imaging (fMRI) decoding techniques (Brouwer & Heeger,
2009; Seymour, Clifford, Logothetis, & Bartels, 2009), we determined whether the
representation of a color that lies midway between red and green (ambiguous) can be shifted
towards red when presented on typical red objects (typical-red: tomato, strawberry, rose, cherry)
and towards green when presented on typical green objects (typical-green: pine tree, clover,
pear, zucchini (Fig. 7.1, top). Specifically, we examined whether early visual areas (V1, V2, V3, V4)
that are involved in processing color merely represent physical and perceptual color attributes
or whether they are influenced by our prior knowledge. In addition to investigating our
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predefined ROIs, we performed a searchlight analysis on the whole brain of every individual
subject to investigate which higher level areas might be engaged in a shift in color perception.

Figure 7.1. Stimuli. Stimuli used for the typical object runs, nonsense object (non-objects) runs
and color runs.

Methods
fMRI acquisition
Ten subjects ( 1 male, Mean age = 23.5, SD = 4.5) participated in this experiment voluntarily or
for monetary reward. All subjects had normal or corrected-to-normal vision and were tested on
color vision using the Ishihara color blindness test. The study was approved by the local Ethics
Committee of the University of Amsterdam and subjects were screened on risk factors
precluding participation from MRI experiments.
Scanning was performed on a 3T Philips TX Achieva MRI scanner at the Spinoza Center in
Amsterdam. A high-resolution T1-weighted anatomical image (TR, 8.17 ms; TE, 3.74 ms; FOV,
240 x 220 × 188) was recorded for each subject. Functional MRI was recorded using a sagittally
oriented gradient-echo, echo-planar pulse sequence (TR, 2000 ms; TE, 27.63 ms; FA, 76°; 37
slices with interleaved acquisition; voxel size, 2.5 x 2.5 x 3 mm; 80 x 80 matrix; FOV, 200 x 200 x
122). Stimuli were back-projected on a 61 x 36 cm LCD screen using Presentation software
(Neurobehavioral Systems, Inc., Albany, CA) and viewed through a mirror attached to the head
coil.
Stimuli
To map the green and red responses for each subject, 16 geometrical shapes (4 squares, 4
triangles, 4 circles, 4 hexagons; Fig. 7.1, bottom) were presented surrounding a white fixation
cross. (Mean object size = 1.3° x 1.3°, SD = 0.1° x 0.1°). To optimize the level of activity in lower
visual areas, objects rotated around the white fixation cross during a 12 second presentation (4).
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The objects were placed on three circles (radius: 2.9°, 4.7° and 6.9°; movement speed: 1.5°/s, 2.5°/s, 3.6°/s) containing 4, 6 and 6 objects. Red and green were selected to be isoluminant (red:
CIE L*= 55, a* = 60, b* = 54; green: CIE L*= 55, a* = -40, b* = 38; both 65 cd/m2) with respect
to a gray background (CIE L*= 55, a* = 0, b* = 0; 65 cd/m2) based on their CIE L*a*b color
values. To map the responses for the ambiguous color in a specific object-color association, 16
typically green objects (typical-green: 4 pine trees, 4 clovers, 4 pears, 4 zucchini; M obj. size =
1.3° x 1.3°, SD = 0.2° x 0.1°) and 16 typically red objects (typical-red: 4 tomatoes, 4 strawberries,
4 roses, 4 cherries; M obj. size = 1.2° x 1.4°, SD = 0.2° x 0.2°) were filled in with the ambiguous
color (CIE L*= 55, a* = 10, b* = 46; 65 cd/m2) (Fig. 7.1, top). These objects were line drawings
taken from various sources on the internet, which we modified such that the typical-green and
typical-red object sets had the same amount of colored and black pixels. As a control, 16
nonsense objects (4 different figures computed in Matlab using sine/cosine transforms; M obj.
size = 1.4° x 1.4°, SD = 0.2° x 0.2°) were filled in with the ambiguous color and presented in 2
conditions, with the figures in the one condition (set A) rotated 90˚ compared to the other
condition (set B) (Fig. 7.1, middle).
Procedure
In each fMRI run, two conditions (red vs. green, or typical-red vs. typical-green, or nonsense
objects set A vs. set B) were presented in 10 separate blocks (20 blocks per run). One block
lasted 16 seconds containing a 4 second rest period. Each run started with a 16 second rest
period and ended with a 20 second rest period (total run time 356 seconds, 178 TR). Blocks were
presented pseudo-randomly per run, and block presentation was counterbalanced between
runs. During the whole run, subjects had to fixate on the fixation cross and press a button when
the cross turned into a circle (3 times per 12 second presentation period, timed randomly). We
used eyetracking (Eyelink-1000, SR Research) to make sure that subjects properly fixated
throughout each run.
Subjects performed 12-16 runs depending on whether they performed one or two
scanning sessions. Four subjects underwent 1 scanning session in which 4 typical object runs, 4
nonsense object runs and 4 color runs were recorded. Two subjects started with the typical
object runs and two subjects started with the nonsense object runs. All subjects ended with the
4 color runs to make sure that there was no effect of seeing veridical red or veridical green on
the perception of the ambiguous color (for example by inducing a bias in a shift towards either
red or green). Six subjects underwent 2 scanning sessions of 8 runs. In the first session, 4 typical
object runs and 4 color runs were recorded and in the second session, 4 nonsense object runs
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and 4 color runs were recorded. The color runs were recorded again in the second session to
reduce variance that could be caused by imperfect registration or different BOLD dynamics
between sessions.
On a different day after the scanning session(s), subjects performed a behavioral task in
which they rated colors on a 7-scale continuum as either red or green to investigate the
perceptual shift for the ambiguously colored stimuli. The seven colors (ranging from CIE L*= 55,
a* = 25, b = *52 to CIE L* = 55, a = *-10, b = *40 in steps of a* = 5 and b* = 2) were presented on
the objects used in the fMRI runs. Each stimulus was presented once a block and there were five
blocks (560 trials total). A randomly colored noise mask was presented in between each
presentation to prevent spillover effects of the previous trial.
Region of Interest localization
To define 5 visual Regions of Interest (ROIs: V1, V2, V3, V4 and these regions combined), each
subject completed 1 – 4 polar mappings and 1-2 eccentricity mappings. For polar angle mapping,
a checkerboard (red-green, flickering at 8 Hz) wedge rotated around fixation (clockwise or
counterclockwise; complete revolution in 32s; 8 repetitions) and for eccentricity mapping, a
checkerboard ring (red-green, flickering at 8 Hz) expanded from center to periphery (or vice
versa; complete revolution in 32s; 8 repetitions). During runs, subjects fixated at the center
while detecting blue squares presented in the red-green checkerboard stimuli to keep their
attention with the stimuli and maximize the visual response.
Multi-Voxel Pattern Analyses (MVPA)
Data were analyzed using Brainvoyager 2.2 (Brain Innovation, Maastricht, The Netherlands;
Goebel et al., 2006) and Matlab 2010 (MathWorks Inc). Functional scans were slice-time
corrected, motion corrected, spatially smoothed with a Gaussian of 2 mm FWHM and high-pass
filtered at 0.01 Hz. All functional scans were aligned to the functional scan that was recorded
closest in time to the T1-weighted anatomical image. This functional scan was then coregistered
to the anatomical image. Structural images were transformed to Talairach space using an ACPC
transform (Talairach & Tournoux, 1988). Each run was z-transformed and for each stimulus
block, the 4 volumes (8 seconds) that corresponded to the peak of the BOLD-response were
averaged (the peak of the BOLD-response was calculated for each subject separately by crosscorrelating the z-transformed data of the training runs for the combined ROI (com) with a
Gaussian (alpha 2.5)). This created a specific voxel pattern for each subject and each stimulus
presentation, separately for each ROI.
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We used the Princeton MVPA toolbox (http://code.google.com/p/princeton-mvpatoolbox) in combination with a Support Vector Machine (SVM) from the Bioinformatics toolbox
to train the classifiers. To test the usability of MVPA on our dataset, we first tried to predict the
presentation of red vs. green, typical-red vs. typical-green, and nonsense object set A vs. set B
using a leave-1-out procedure. In these analyses, three runs were used for training and the
fourth run was used to test whether the presentations in this run could be correctly classified as
red or green. All combinations of runs were once used for training and each run was tested. Data
for these 4 iterations were averaged and this yielded a classification score (proportion correct)
for each subject and each ROI. The three averaged classifications were tested against chance
(0.50) using two-sided paired t-tests.
To test whether the ambiguous color shifted towards a red or green color
representation depending on object-color association, the classifier was trained on either the 4
color runs or on the 4 typical object runs. The 4 runs belonging to the non-trained condition
were tested as such that a correct classification corresponded to the typical-red condition being
classified as the color red or the color red being classified as the typical-red condition
(depending on whether training was performed on the color runs or on the typical object runs).
Data for the two iterations (color to prototype and prototype to color) were averaged and tested
against chance (0.50) using two-sided paired t-tests. To verify that the effect was due to typical
object-color associations, we used the same procedure on the nonsense object condition. To
obtain a classification score for the nonsense objects, one set of stimuli was arbitrarily chosen to
represent the association with red (set A) and the other set was chosen to represent the
association with green (set B).
We further investigated whether there were brain areas that we did not specifically test
using our predefined ROIs, but were involved in the object-color association, by using a
searchlight procedure to test patches of voxels throughout the entire brain (excluding the
cerebellum and brainstem). To test all voxels, each voxel served as center of a voxel kernel with
a radius of 4 voxels (no smoothing applied, 257 voxels were weighted equally). Again, the
classifier was trained on one condition (color or typical/nonsense objects) and tested on the
other condition, and the outcomes of these two iterations were averaged. The searchlight
procedure yielded a classification score for each voxel, and data for all subjects were tested
against chance (0.50) using two-sided paired t-tests. Single voxels were thresholded at a p-value
of 0.01 (corresponding to a T-value of 3.25). To apply a cluster threshold, we used a boxplot
(Frigge, Hoaglin, & Iglewicz, 1989) to identify clusters that deviated from our sample based on
the interquartile range of cluster sizes (see Fig. 7.3A).
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ROI decoding results
To test the usability of MVPA on our dataset, we first determined whether we were able to
correctly predict the presentation of color (red vs green), typical objects (typical-green vs.
typical-red) and nonsense objects (set A vs. set B) by themselves. Classification performance
averaged over subjects is shown in Figure 7.2A. Red and green could be predicted for all 4 ROIs
and when combining these ROIs (com), classification performance increased (all t(9) > 5.7, all p <
.001). The two sets of real objects could be predicted from all visual areas as well (all t(9) > 3.1,
all p < .014). The two types of nonsense objects could not be classified (V4: t(9) = 1.9, p = .090,
V1-V3 and com: t(9) < 1.0), indicating that there was not enough difference in spatial
information to distinguish the two nonsense objects sets (that were identical except for a
rotation of each object) in lower level visual areas. Color categorization was superior to object
categorization, in line with the idea that these low level areas represent elementary features
rather than full objects (Brewer, Liu, Wade, & Wandell, 2005; Wandell & Winawer, 2011).
To investigate whether the representation of the ambiguous color shifted towards either
red or green in the different object sets, we performed two between-category classifications. In
these classifications, the classifier is trained on all the runs of one category (e.g. color) and
tested on all the runs of the other category (e.g. objects). Data for the two iterations averaged
(color to typical objects and typical objects to color) are shown in Figure 7.2B. Classification of
the ambiguously colored typical objects as their typical color was significantly above chance for
area V3 (t(9) = 4.3, p = .002), V4 (t(9) = 2.8), p = .021) and for the 4 ROIs combined (t(9) = 2.9, p
= .017). This suggests that for the typical objects, the representation of the ambiguous color in
V3 and V4 shifted towards either red or green, depending on the color associated with the
specific object set.
To verify that the effect was due to typical object-color associations, we used the same
procedure on the nonsense object condition. To obtain a classification score for the nonsense
objects, one set of stimuli was arbitrarily chosen to represent the association with red (set A)
and the other set was chosen to represent the association with green (set B). In contrast to the
typical objects, the classification between ambiguously colored nonsense objects and color was
at chance performance (V1: t(9) = 1.6, p = .144, V2-V4 and All: t(9) < .9, p > .42). As the
ambiguous color was chosen to lie midway between red and green in CIE L*a*b color space, it
was equally often classified as either red or green in both sets.
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Together, these findings show that the representation underlying the ambiguous color in
itself did not resemble either red or green, but object knowledge influenced its neural
representation in V3 and V4 such that it shifted towards the expected color.

Figure 7.2. ROI analyses. A) Within category classification using a leave-1-run-out procedure for
red and green (color), typical-red and typical-green objects (typical objects) and nonsense objects
set A and B (nonsense objects) averaged over subjects. Classification of color and typical objects
was significantly above chance (dotted line) for each ROI (V1-V4) and for all ROIs combined (com).
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Classification of nonsense objects did not significantly exceed chance. B) Classification between
color and typical objects and between color and nonsense objects averaged over subjects and
over training sets (see Text). The between-category classification for color and typical objects
was significantly above chance in V3, V4 and when all ROIs were combined (com). The betweencategory classification for color and nonsense objects did not deviate from chance. Error bars
denote within-group standard errors.*p < .05, ** p < .01, *** p < .001
Searchlight decoding results
To investigate which mid- and higher-level regions were involved in the shift in color perception,
we performed a searchlight analysis on both the typical objects and nonsense objects. We found
3 clusters for which the classification between colors and typical objects was significantly above
chance (Fig. 7.3B; no clusters survived the threshold for the nonsense object sets; Fig. 7.3C): one
right-lateralized visual dorsal cluster, one left-lateralized visual ventral cluster and one leftlateralized prefrontal cluster. The visual dorsal cluster overlapped with area V2 and V3, and the
visual ventral cluster overlapped with V4, thereby confirming the findings on V3 and V4 of our
ROI analyses. Possibly, the patch of voxels that was involved in V2 was not large enough to yield
a correct classification when all voxels in V2 were taken into the analysis. In addition to
significant classification in our predefined ROIs, we found that the ventral cluster covering V4
also covered voxels anterior to V4, probably encompassing VO1 (Wandell & Winawer, 2011),
which is known to be involved in perceptual color processing just as V4 (Bartels & Zeki, 2008;
Brewer et al., 2005; Brouwer & Heeger, 2009), and voxels in the left lateral occipital cortex
(LOC), which is involved in object processing (Grill-Spector, 2003; Malach et al., 2002). The visual
dorsal region also encompassed the region adjacent to V3 (probably V3A; Wandell & Winawer,
2011). In addition to the involvement of visual areas, we found significant classification in left
superior and middle frontal areas in the vicinity of the Dorsolateral Prefrontal Cortex (DLPFC).
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Figure 7.3. Searchlight analyses. A) Cluster correction method used for the between-category
(color & typical objects and color & nonsense objects together) searchlight analyses. As the data
were not normally distributed, we used a boxplot to identify clusters that deviated from the
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sample (using only clusters that had a voxelsize > 5). The advantage of using this method is that a
boxplot is non-parametric, and thus does not make any assumptions about the underlying
statistical distribution. The box indicates the interquartile range (IQR; left side = 1st quartile, right
side is 3rd quartile), and the whiskers show the lowest and highest datum still in the 1.5*IQR
range. The thick line indicates the mean of the data. Three clusters exceeded the cluster
threshold (stars), and these three clusters belonged to the color & typical objects condition. B)
The three significant clusters for the typical-objects and color classification (circled in red, colors
depict voxel T-values) were located in the right dorsal visual region, left ventral visual region and
left medial prefrontal region. (C) No clusters for the color & nonsense objects condition exceeded
the cluster threshold.
Behavioral results
To determine whether the typical objects evoked a behavioral change in perception that
coincided with the neural findings, after scanning subjects performed a task in which they had to
indicate whether they perceived a color (from a 7-scale continuum) presented on an object as
either red or green. Figure 7.4A shows the amount of ‘red’-responses for each of the seven hues
on the four object sets, together with a fit of the data based on a binomial regression (logit
transformed). For these 10 subjects, there was a trend towards giving more ‘red’-responses for
the typical-red objects than for the typical-green objects when presented in hue 4, which was
the color that was used in the fMRI experiment (t(9) = 2.1, p = .067). The two nonsense object
sets were labeled ‘red’ more often than both the typical-green and the typical-red objects. This
suggests that the perception of color on these objects leans towards red, possibly because there
is less contrast in the nonsense objects than in the typical objects. We then investigated whether
the behavioral effect on the color that was presented in the fMRI experiment correlated with
our neural measure. We found that classification scores for the left visual ventral cluster
(encompassing V4/VO1/LO) correlated positively with the behavioral effect (Pearson’s R = .66, p
= .037; Fig. 7.4B), supporting the hypothesis that these areas are involved in subjective color
perception by combining memory for colors with incoming color information (Shapley &
Hawken, 2011). No significant correlations were found for the nonsense object set.
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Figure 7.4. Behavioral results. A) Number of ‘red’-responses for each hue in each object set.
Crosses indicate the response averaged over all subjects. Solid lines represent the fit of the data
using a binomial regression (logit transformed). Subjects gave more ‘red’-responses to typical-red
objects than to typical-green objects. The nonsense object sets (Non-objects set A & B)were
labeled red more often than both the typical object sets. Hue 4 is the ambiguous color that was
used in the fMRI experiment. Error bars denote within-group standard error for the unfitted data
(crosses). B) Correlation between the behavioral effect and classification performance for the left
visual ventral cluster (V4/VO1/LO). The behavioral shift was calculated as the difference in ‘red’responses for hue 4.

Discussion
In this study we investigated which brain regions are influenced by prior knowledge about
objects, thereby shaping our subjective color experience. Using Multi Voxel Pattern Analysis, we
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were able to classify the response to an ambiguous color as red when presented on typical-red
objects, while that same color was classified as green when presented on typical-green objects.
In contrast, when the ambiguous color was presented on two sets of nonsense objects that did
not have any color associations, the color could not be classified as either red or green. The
areas we found to be involved in this transformation were located in lower-level visual areas
such as V3 and V4. This shows that subjective experience at least partly overrides the
representation of physical stimulus properties at relatively low-level visual areas. In addition,
occipitotemporal and frontal regions were involved in the shift in color perception. This suggests
that subjective color experience is mediated by object-color knowledge through involvement of
higher-level visual and frontal areas.
The neural correlates found in this study coincide with previous work showing that
responses to color in V4 and VO1 (and somewhat in V3) progress through perceptual color space
and not physical color space (Brouwer & Heeger, 2009). In V1 and V2 on the other hand,
responses to color can be easily decoded, but do not progress through color space in the same
manner as in V4. This suggests that V4 represents perceptual color rather than physical color
input, whereas responses in V1 might be mainly driven by physical color input. In the present
study, we found that object information shifted the representation of a single color towards
either red or green in V3 and V4, showing that the representations in these areas are not only
dominated by perceptual color, but are modulated by object-color knowledge. In addition, the
shift in experience occurred instantly, as the same ambiguous color was presented on typical-red
and typical-green objects within one experiment. In V1 and V2, on the other hand, veridical red
and green representations were decodable, but the representation of the ambiguous color did
not shift according to object-color associations. Possibly, representations in V1 and V2 are
dominated by physical color input, but are not influenced by object information. This might also
explain why combining all ROIs improved classification performance for within-category
classification (red vs green), but did not improve between-category classification (colors with
objects); in the latter case, the representations in V1 and V2 diverges from that in V3 and V4 and
combining the information represented in these areas does not lead to superior performance.
In addition to investigating predefined ROIs, we performed a searchlight analysis and
found that the voxel pattern associated with the ambiguous color also shifted towards red or
green in left VO1 and left LOC. VO1 (or V4α/V8) is an area that is known to be involved in color
processing as well and has been suggested to be involved in perceptual color representations
just as V4 is (Bartels & Zeki, 2008; Brewer et al., 2005; Brouwer & Heeger, 2009). The LOC sits
higher up in the visual hierarchy and is known to be involved in object processing (Grill-Spector,
129

Chapter 7
2003; Malach et al., 2002). LOC might be involved in the shift in color perception because the
perception of the typical objects is coupled to a specific color, thereby automatically activating
the associated object-color representation. Moreover, individual classification scores in this
cluster correlated with the behavioral color naming effect, supporting the claim that these areas
are involved in the creation of subjective color experience by combining incoming color
information with existing object-color memories (Shapley & Hawken, 2011).
Strikingly, in addition to visual cortex, our searchlight analysis revealed significant
between-category classification in prefrontal areas including the DLPFC. There are different
possible explanations for this finding: one possibility is that visual information is processed by
prefrontal cortex in the same manner as it is in visual areas, and any shift in perception will
therefore be reflected in these regions as well. However, this is unlikely, since this would be a
redundant operation and there is not much evidence showing that frontal cortex is involved in
sec visual processing. Alternatively, prefrontal cortex has been shown to be involved in retrieval
of associative long-term memory items (Hasegawa, Fukushima, Ihara, & Miyashita, 1998;
Ranganath, Cohen, Dam, & D'Esposito, 2004). It could be that when viewing a certain stimulus,
associated concepts are activated and therefore, when viewing an ambiguously colored object,
the memory for the typical color of that object is activated as well.
The present study shows that object-color associations influence color processing in
visual areas representing colors and objects, as well as in frontal areas associated with memory.
This suggests that subjects not only categorize a color according to semantic expectations, but
actually perceive a color differently depending on the object it is presented on. Moreover, this
effect occurs instantly, as the same ambiguous color can be represented as green or red within
one experiment. Such a process might be supported by predictive signaling from higher level to
lower level brain areas (Rao & Ballard, 1999). The current results reveal that the brain shapes
our subjective experience by rapidly incorporating world-knowledge, altering neural responses
in the cortical areas that are involved in the initial stages of visual processing.
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Although we experience a rich and detailed world every time we look around, we do not have
the capacity to report about all that we experienced if the scene is taken away. Our limited
attentional capabilities restrict us to only report about the few items that we happened to
attend to. Does this imply that we are never conscious of more than a few items at once? Or
should our definition of consciousness include the unattended part of our perceptual
experience? The discussion about whether we consider a certain process as conscious or
unconscious depends for an important part on definition. In this thesis, I provide data to inform
this discussion. I first determined that we can study unattended stimuli behaviorally by
examining different stages in visual short-term memory. I then examined whether certain
characteristics that are associated with consciousness – such as information integration that
support perceptual inference (see Fig. 1.1) and explicit information processing – are present for
these different stages of memory. Last, I looked at the neural signature of unattended stimuli to
investigate whether the same type of perceptual processing occurs as for attended stimuli. In
sum, I found that unattended processes display many of the characteristics that we normally
associate with attended processing. Below, I will first summarize and interpret the main findings
of this thesis, and then discuss what this might imply for the study of consciousness.

Fragile Memory can be dissociated from Working Memory
To study the richness of unattended perception behaviorally, we compared the qualities of
visual sensory memory to those of visual working memory (WM). WM represents the capacity to
maintain information over a brief period of time (seconds to minutes), and is known to depend
on attentional processes (Awh et al., 2006; Chun, 2011; Chun & Turk-Browne, 2007; Gazzaley &
Nobre, 2012). Sensory memory, on the other hand, is a high-capacity, but quickly decaying
memory storage, and it has been proposed to represent the rich visual world we experience
(Sperling, 1960). This makes sensory memory a possible candidate for unattended conscious
processing. Sensory memory has been shown to have two stages: the first, termed Iconic
Memory (IM) only lasts for a few 100 ms, and is partly dependent on retinal afterimages. The
second stage, termed Fragile Memory (FM), can last for up to a few seconds and has a cortical
basis (Sligte et al., 2008). Therefore, especially FM makes a likely candidate for conscious, but
unattended processing. Whereas IM might reflect lingering retinal activity, FM could represent a
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stage in which perceptual qualities have arisen through integrative neural processing, but these
are not yet reported about due to limited attentional capabilities. That FM is indeed different
from IM has been agreed upon (Sligte et al., 2008), however, whether FM represents a different,
unattended, stage of memory compared to WM remains unclear. Chapters 2 and 3 describe two
experiments that reveal a dissociation between FM and WM based on their attentional and
underlying brain mechanisms.
In Chapter 2, I tested the hypothesis that FM is a stage in Visual Short-Term Memory
(VSTM) that, in contrast to WM, is formed independent of focused attention. First, we showed
that when subjects were presented with multiple memory displays, and didn’t know which
display would be the last and thus the one to remember, their WM capacity suffered
considerably, while FM stayed relatively intact. Second, when subject were engaged in an
attentionally demanding task while the memory display was shown, WM capacity decreased
much more than FM capacity. Third, when the memory display was incorporated as the second
target in an attentional blink paradigm, WM capacity showed the largest decrease if the display
was presented close in time to the first target, indicating an effect of the attentional blink. FM
capacity, on the other hand, suffered to a lesser extent, and regardless of whether the display
was presented close in time to the first target or not. These three experiments demonstrate that
during encoding of a memory display, focused attention is an important factor in the formation
of WM representations, while it is less so for FM representations.
In a recent study, Sligte et al. (2011) applied TMS over the Dorsolateral Prefrontal Cortex
(DLPFC) after presentation of the memory display, but before presentation of the cue. They
showed that WM capacity dropped when TMS was applied, while FM capacity remained intact.
Thus, the DLPFC – a structure that is important in attentional deployment (Pessoa, Kastner, &
Ungerleider, 2003; Slagter et al., 2007)– plays a role in forming (or maintaining) WM
representations, but not in forming FM representations. Chapter 2 matches with this study: both
studies indicate that WM is a form of memory that depends on attentional deployment whereas
FM can be encoded and maintained when attention is diverted.
Recently, Persuh, Genzer & Melara (2012) have challenged the argument that attention
is not necessary to form sensory memory traces. In their experiment, subjects performed two
tasks: 1) a visual search task – presented in the center of the screen - in which they had to locate
a deviating stimulus, and 2) a change detection task for which the memory display was
presented in the periphery surrounding the search task. They found that sensory memory
capacity decreased when subjects performed the two tasks at the same time, from which they
drew the conclusion that attention is necessary for the formation of sensory memory traces.
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Crucially, however, the authors did not compare sensory memory performance to WM
performance. Logically, performing a dual task decreases memory capacity, because the task
demands themselves become larger. However, the important question is whether sensory
memory decreases less than WM. Only a comparison between sensory memory and WM could
reveal whether the formation of sensory memory is less dependent on attention than WM is. In
addition, because the visual search task was presented simultaneously with the memory display,
perceptual load was heavily manipulated. This might have interfered with the perceptual
processing of the memory display instead of with its attentional processing (Lavie, 2005; Yi et al.,
2004). This is supported by the fact that when the visual search task was easy (shown by a
performance of 99% accuracy), a significant decrease in sensory memory capacity was found as
well (a reduction of 12%). This shows that perhaps not attentional, but perceptual load was the
key factor that manipulated sensory memory performance here.
Of course, we do not want to claim that all forms of attention are unnecessary for
sensory memory traces to be formed. To process the memory display and perform the task well,
subjects need to be vigilant and concentrated on the task, which could qualify as a form of global
attention. The main point that we want to address, however, is that the formation of sensory
memory representations depends less on attentional enhancement and more on visual
processing, while the formation of WM representations is manifested by attention that is
focused on an object.
That some form of visual concentration or excitability is important for sensory memory
was shown in Chapter 3. Here, we correlated FM and WM capacity with oscillatory EEG power.
We showed that FM capacity is related to an increase in frontal gamma power before onset of
the memory display. This increase in frontal gamma occurred simultaneously with a decrease in
peri-occipital alpha power and these modulations were in turn correlated with each other. This
suggests that preparation for the memory display through top-down control increased FM
capacity, but not WM capacity. In addition, there was a positive correlation with FM capacity for
the theta band at central-parietal electrodes after onset of the memory array, together with a
slightly negative correlation for WM capacity, showing that better processing of the memory
display specifically increased FM capacity. Together, these data show that enhanced visual
preparation and enhanced memory display processing were related to a larger FM capacity, but
not to a larger WM capacity. This suggests that FM is much more visually based than WM, which
further supports a distinction between these stages in Visual Short-Term Memory.
Together, Chapter 2 and 3 show that FM can be dissociated from WM based on its
attentional and oscillatory underpinnings: FM is not as dependent on focused attention and
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relies more on visual processing than WM. This makes FM a possible candidate for unattended
visual consciousness. To investigate whether the processes that underlie FM indeed reflect
conscious processing, I investigated whether the qualities of FM representations resemble those
of WM representations.

The nature of sensory memory
To be able to say that conscious processing can occur outside attention, one must show that
unattended processing has the same qualities and characteristics as attended processing. As was
shown in Chapter 2, and in many other studies investigating the role of attention in memory,
WM is a form of memory requires attention to be formed (Gazzaley, 2011; Vogel et al., 2005),
and maintained (Allen et al., 2006; Awh et al., 1998). In addition, since WM contains information
we can manipulate and report about, it is thought to reflect conscious, explicit processing (Baars
& Franklin, 2003; Lamme, 2006). Therefore, if sensory memory representations have the same
characteristics as WM representations, one might conclude that unattended visual processing
does not differ from attended visual processing apart from the fact that it is not reported about.
To investigate the perceptual qualities of sensory memory, we used Kanizsa illusions
(Kanizsa, 1976) as memory items instead of oriented rectangles (Chapter 4). In the Kanizsa
illusion, integration between higher-level and lower-level visual brain areas creates an illusory
figure (Knebel & Murray, 2012; Wokke et al., 2013).This illusory figure is defined by illusory
contours and an illusory contrast difference between figure and background. The Kanizsa illusion
is a prime example of perceptual inference, as it adds a perceptual characteristic to the physical
stimulus properties: we do not only know that a figure can be inferred (implying cognitive
inference), but we actually perceive the figure as if it were there. This distinction between
cognitive and perceptual inference can be compared to for example knowing that a car has
moved, because you see it in a different place the second time you look, with actually seeing the
movement of the car (Pylyshyn, 1999).
When subjects performed the partial-report change detection task containing Kanizsa
illusions, performance was enhanced compared to a control condition in which the same
stimulus inducers were present, but now rotated such that no illusion was formed. This increase
in performance was evident for both sensory memory (IM and FM) and WM. Importantly, the
increase in performance was larger for IM and FM than for WM, which was expected based on
their different baseline capacities; in the control condition, IM and FM performance were
already larger than WM performance. That the boost in performance was larger for IM and FM
when Kanizsa illusions were used showed that this boost was not only driven by a potentially
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shared working memory component between conditions, but that the Kanizsa illusion could be
stored in IM and FM as well.
Given the fact that a retro-cue is necessary to probe report of the Kanizsa figures, one
could argue that the retro-cue itself guided attention and therefore, the inducers are bound and
the figure was formed only by virtue of the cue. However, if this were the case, then all the
inducers in the Kanizsa condition should have been maintained separately in IM and FM before
onset of the cue. As in the control condition it is assumed that the inducers were not bound (or
very poorly bound), separate maintenance of inducers in FM would imply that the same number
of inducers should be remembered in the Kanizsa condition as in the control condition. The fact
that performance was lower in the control condition compared to the Kanizsa condition shows
that the inducers were already bound before presentation of the retro-cue.
In the second experiment of Chapter 4, we examined whether the extra boost in
performance for IM and FM was due to perceptual inference by removing the illusory nature of
the Kanizsa figure; we made the inducers isoluminant with respect to their background. This
eliminated the illusory contours and illusory contrast difference between figure and background,
and thus eliminated the perceptual inference characteristics while leaving the figures’ spatial
organization and cognitive inference intact. Now, the benefit for the Kanizsa figures was the
same for IM, FM and WM. Thus, the extra boost found for the black-and-white Kanizsa figures
could be attributed to the perceptual quality of these Kanizsa figures and not merely to their
spatial organization, cognitive inference or to attentional selection through the retro-cue. This
suggests that perceptual qualities that arise through higher-level integration are present in
unattended memory representations.
In Chapter 5, we investigated whether sensory memory performance is based on implicit
or explicit processing by comparing metacognition for IM and FM with metacognition for WM.
Metacognition scores reveal the degree to which subjects can accurately reflect on the
correctness of their decisions (Fleming et al., 2010; Metcalfe & Shimamura, 1994), and thus
measures the extent to which the decision is based on explicit processing. We expected that if
sensory memory is based on explicit processing to the same extent as WM, metacognition for IM
and FM would be equal to metacognition for WM. Moreover, we tested the objective decision
criteria for IM and FM versus WM. Decision criteria are known to be negative for unattended
and positive for attended items (Rahnev et al., 2011), but at the same time can affect
metacognition scores (Barrett et al., in press; Maniscalco & Lau, 2012). Therefore, if the decision
criteria would be negative for IM/FM and positive for WM, this would support the claim that
IM/FM represent unattended forms of perception while WM represents attended perception.
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However, if a difference in decision criteria is found, these differences should be taken into
account and the measure for metacognition should be adjusted as well.
In Experiment 1 of Chapter 5, we found that when subjects performed a change
detection task with oriented rectangles as memory items, metacognition for IM and WM was
equal, and metacognition for FM was slightly higher than metacognition for WM. This suggests
that representations in FM are even more explicitly available for decisions than representations
in IM and WM. In addition, we found that the objective decision criteria for IM and FM were
negative, showing a tendency to respond ‘change’ more often than ‘no-change’, while the
objective decision criterion for WM was positive, indicating a tendency to respond ‘no-change’
more often than ‘change’. This difference between decision criteria exactly followed the pattern
for unattended (negative criterion) versus attended (positive criterion) stimuli found by Rahnev
et al. (2011). Therefore, these results support the conclusions drawn from Chapter 2 that FM
represents an unattended stage of memory, while WM reflects an attended form of memory.
However, since a difference in decision criteria in combination with the high hit and/or false
alarm rates observed in this experiment might have influenced metacognition scores (Barrett et
al., in press), we performed a second experiment in which we used a change-identification task
using oriented arrows. In this task, subjects reported whether the change – that occurred on 100%
of the trials – was clockwise or counter-clockwise. With change-identification no difference in
decision criteria between conditions is expected, because under the signal detection theory
these two stimuli (and thus their thresholds) are interchangeable. Now, metacognition for IM
was somewhat lower, but metacognition for FM and WM were equal. This shows that when
controlling for confounding factors, FM and WM still depend on the same amount of explicit
processing. Thus, unattended representations, at least those that last for more than a few
hundred milliseconds (FM), are explicitly processed just as attended representations are.
Together, Chapter 4 en 5 show that unattended representations have the same qualities
and depend on explicit processing just as attended representations. This contradicts what other
scholars have said about unattended representations (de Gardelle et al., 2009; D. Rahnev et al.,
2011). De Gardelle et al. (2009) found that when a letter display is presented briefly just as in the
classical Sperling experiment (see Fig. 1.2), a stimulus that deviates slightly from the rest of the
display, e.g. a mirrored letter R, is not reported about when probed after performing the sensory
memory task (de Gardelle et al., 2009). In other words, when subjects are cued to remember
one row of letters, they are not able to report about deviating stimuli in any of the uncued rows.
The authors therefore concluded that our introspective feeling of seeing more than we can
attend to is illusory. The design used by de Gardelle et al. (2009), however, was not optimal to
136

Summary and discussion

measure unattended processing. The crux of measuring sensory memory is that it can only be
retrieved when a retro-cue guides attention before other intervening stimuli are able to
interrupt this process (Sligte et al., 2008; Sperling, 1960). If subjects are asked to report the
deviating stimulus after having reported another row, sensory memory traces have decayed, and
most likely what is measured are representations that are left in WM (Block, 2011). Therefore,
this study does not reveal anything about the nature of sensory memory representations, but
rather shows that when stimuli are briefly presented, representations that are stored in WM are
easily confounded.
Another recent study has shown that when subjects perform a stimulus detection task
for attended and unattended stimulus locations, their decision criterion for the unattended
location is negative, meaning that they have a bias towards detecting a stimulus in the
unattended location more often, even when it’s not there (Rahnev et al., 2011). In addition,
subjects also gave higher confidence ratings for unattended locations. Together, this seems to
suggest that what we believe to perceive in unattended locations is based on overconfidence in
wrong judgments. However, Rahnev et al. (2011) did not look at metacognitive performance, but
interpreted data from objective and subjective responses separately. Therefore, although they
could conclude that for unattended representations, subjective confidence ratings were higher,
they could not draw any conclusions about metacognition for unattended representations.
Although it is clear from Chapter 5 that FM representations are explicitly processed to
the same extent as WM representations, metacognition for IM was slightly lower. This suggests
that IM is based on implicit processing more than FM and WM. Also, when subjects had to
discriminate between orientation changes in arrows, IM capacity did not differ from FM capacity.
This finding coincides with the results from Chapter 4. There, we showed that there was an extra
benefit for Kanizsa figures versus control figures for IM and FM compared to WM, however, this
extra boost was the same for IM and FM. Based on the fact that IM had a higher baseline
capacity than FM, one would have expected the boost for IM to be even larger than for FM.
Possibly, when stimuli are too complex they are not represented in IM, but only in FM. The
mechanism underlying FM might be based on higher-order brain areas such as V4 (Sligte et al.,
2009) and perhaps object processing areas like LOC (Sligte et al., 2010), while IM could be
confined to a retinal afterimage or perhaps early visual areas like V1. If this would be the case,
when more complex information needs to be remembered, higher-order brain areas are
necessary to process the objects and thus only FM capacity remains and IM does not outperform
FM. Therefore, I propose that while unattended processing might be as rich as attended
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processing, visual qualities only arise when the information has lingered for more than a few 100
milliseconds and has been processed by higher visual brain areas to create an integrated whole.

Neural measures of the quality of perception
Behaviorally, we have shown that the characteristics of unattended processing resemble those
of attended processing. Now, I will discuss what happens at a neural level during unattended
processing. The advantage of taking a neural approach is that neural measurements are
independent of report: using neural measurements we could investigate the quality of
perception that is not only unattended, but also unreported.
In Chapter 6, we investigated the neural fate of unreported stimuli using an
Inattentional Blindness paradigm. Here, subjects performed an attentionally demanding letter
task while a Kanizsa figure was presented surrounding the letters. Half of the subjects were not
able to identify the Kanizsa figure when asked about it afterwards. However, the neural
signature of the Kanizsa figure was the same for the group that could not identify the figure as
for the group that could identify it. In addition, we could use the neural pattern of the
unreported Kanizsa figure to predict presentation of the reported Kanizsa figure, and this
prediction outperformed prediction of several control stimuli. This shows that the
representation of unreported and reported Kanizsa figures are highly similar, suggesting that the
qualities that are unique to the Kanizsa figure arose independently of report.
But can Kanizsa figures be considered hallmarks of conscious processing? It has been
shown that the Kanizsa figure is not perceived when its inducers are made invisible by use of
continuous flash suppression, suggesting that conscious perception of the inducers is necessary
to form the figure (Harris et al., 2011). However, other studies have shown that the Kanizsa
figure can be processed unconsciously as well (Lau & Cheung, 2012; Wang et al., 2012). Although
these findings seem to contradict each other, it could be that the formation of the Kanizsa figure
depends on both conscious and unconscious processing. The initial grouping of the inducers
might depend on fast, feedforward activity (Roelfsema, 2006). Then, the details of the figure –
the specific illusory shape that is seen – are filled in by feedback mechanisms (Conci et al., 2009;
Harris et al., 2011; Wokke et al., 2013). The fact that in Chapter 6 mean activity in V1 and V2 was
enhanced for the Kanizsa figure suggests the involvement of feedback mechanisms: the
receptive field sizes in V1 and V2 are too small to encapsulate the entire Kanizsa figure used in
this experiment. Thus, feedback from higher areas probably modulated activity in lower visual
areas, thereby suggesting that processes underlying shape formation had occurred and the
figure was fully processed (Harris et al., 2011; Wokke et al., 2013). Although the initial
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feedforward activity that enables grouping might occur unconsciously (Roelfsema, 2006; Wang
et al., 2012), the feedback process that modulates the shape formation is suggested to rely on
conscious processing, since disrupting this process prevents the shape of the figure to be
reported about (Harris et al., 2011; Wokke et al., 2013). If we agree that the shape formation –
and thus the perceptual quality of the figure - is a conscious process, we must conclude that
conscious processing occurred for the Kanizsa figures during inattentional blindness.
In Chapter 7, we investigated which brain areas support the effect that object
knowledge has on color vision. We showed that both in visual and frontal areas the neural
pattern of an ambiguous color lying midway between red and green shifted towards green when
presented on typical green objects (like a clover) and towards red when presented on typical red
objects (like a tomato). This suggests that we do not only categorize the same color differently
depending on our semantic knowledge (Mitterer & De Ruiter, 2008), but also perceive this color
differently. Moreover, that neural representations in both higher and lower visual areas were
modulated by prior knowledge indicates that our subjective color perception is mediated by
feedback from higher to lower level areas as well.
Subjective color vision is one of the most telling examples of what people generally
believe to be a conscious process. Although in this experiment we did not manipulate attention
or report, 7 out of 10 subjects were not aware of the goal of the study: subjects were informed
that the study was about the combination of object and motion detection. Still, these 7 subjects
displayed the same effect as the 3 subjects that were aware of the goal of the study (who were
UvA employees). In addition, all subjects performed a fixation task, so their attention to the
objects and the identity of the objects was minimal. This hints towards the conclusion that
attention is not the mediating factor by which object knowledge influences color perception.
However, as we did not manipulate attention such that subjects were not able to report about
the objects, we cannot draw any conclusions on this matter. If the modulation of color
perception found in this experiment would also occur when subjects are attentionally engaged
in another task such that they cannot report about the objects, this would make a strong case
for conscious processing of unattended and unreported stimuli.

Should we shift our focus in the study of consciousness?
One of the problems of studying consciousness is that it is entangled with a definition question.
If one decides to equate consciousness with experience, it shouldn’t matter whether a person
can report about an experience or not, because the experience itself is what consciousness is
about (Block, 2005, 2007; Crick & Koch, 1990; Koch & Tsuchiya, 2007; Lamme, 2006; 2010;
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Tononi, 2008). If, however, ones definition of consciousness holds that reporting about what a
person sees is crucial, then one will never accept unattended or unreported events as conscious,
even if the brain activity underlying the unreported visual experience is exactly the same as that
underlying the reported visual experience (Cohen & Dennett, 2011; Dehaene et al., 2006;
Dehaene & Changeux, 2011; Kouider et al., 2010; Lau & Rosenthal, 2011). Therefore, instead of a
shift in consciousness research, I propose an improved awareness of what it is we want to study:
the mechanisms underlying report, or the mechanisms underlying the (visual) representation of
our world.
In accordance with the findings presented in this thesis, many studies have shown that
extensive visual processing can occur under unreported or unattended conditions (Kranczioch et
al., 2005; Luck et al., 1996; Marois et al., 2004; Pitts et al., 2012; Sergent et al., 2005; Scholte et
al., 2008). However, in these studies the main question often focuses on which mechanisms
support the report of visual stimuli instead of how the visual representations come about.
Although this is a crucial step in studying how we can maintain and manipulate information, it is
less informative about the visual machinery that supports what we report about. To be able to
have a visual experience, information first needs to be integrated on a visual level to create a
percept. Then, if higher level areas are involved, the information is integrated such that
manipulation and report of the visual percept are possible (Tononi, 2008). For example, if, in
Chapter 6, we had measured the whole brain instead of only the visual cortex, we might have
found differences in parietal or frontal areas between the group that could report about the
Kanizsa figure and the group that couldn’t (see e.g. Carmel et al., 2006). Crucially, however, the
involvement of higher level areas did not qualitatively change processing in visual areas, and
therefore, a disentanglement of the processes supporting visual perception and those
supporting report is needed.
In the current thesis, I specifically investigated the mechanisms supporting qualitative
visual processing. I have shown that many processes can occur outside focused attention:
memory representations are formed, higher-level integration takes place, and unattended
stimuli are explicitly available for decisions. This indicates that perceptual qualities can arise
under conditions of inattention just as with attended processing. It thus seems that the only
difference between attended and unattended processing is the extent to which the processes
are strengthened so they are available for manipulation.
When we look around us, we experience a rich and integrated visual world. Although we
are not able to report about everything we see, qualitative processing still occurs outside the
scope of attention and report. This shows that our introspective feeling of seeing all that is in
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front of us is not an illusion, and that unattended representations form a real part of our visual

experience. If we want to study how our visual experience comes about, we should not only
focus on studying attended perception, but extend our study to include the qualities of
unattended perception as well.
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Wanneer je om je heen kijkt zie je een rijke visuele wereld. Op het moment dat je dit boek leest
bijvoorbeeld, zie je niet alleen de letters op papier staan, maar ervaar je ook de kleur van het
papier en sommige details die in de achtergrond aanwezig zijn. Je ervaart al deze dingen
tegelijkertijd; het is niet nodig om je ogen te bewegen om de rijkheid van je visuele wereld te
bevatten. Uit onderzoek is echter gebleken dat je maar heel weinig kunt vertellen over je visuele
wereld wanneer je opeens niks meer ziet (door direct je ogen dicht te doen bijvoorbeeld).
Wanneer we een onbekend plaatje zien dat na een paar honderd milliseconden weggenomen
wordt, kunnen we gemiddeld maar 4 voorwerpen uit dit plaatje benoemen. Hieruit zou je
kunnen concluderen dat wij ons maar van 4 voorwerpen tegelijkertijd bewust zijn, en dat dit de
voorwerpen zijn waar we aandacht aan hebben besteed tijdens het kijken. Hieruit volgt dan dat
alle voorwerpen waar we geen aandacht aan hebben besteed tijdens het kijken
(ongeattendeerde voorwerpen) ook niet bewust verwerkt zijn. Waar komt dan onze rijke visuele
ervaring vandaan? Worden alle ongeattendeerde aspecten van onze omgeving onbewust
verwerkt en hebben we dus eigenlijk alleen een hele summiere ervaring? Of is er toch bewuste
verwerking buiten onze aandacht mogelijk?

Het probleem
Een belangrijke eigenschap van een bewuste ervaring is dat deze kwalitatief is. Een voorbeeld
van een kwalitatieve eigenschap wordt duidelijk aan de hand van Figuur 1.1 in de Inleiding van
dit proefschrift. Hier staan twee figuren naast elkaar, waarvan de linker een hele andere
kwaliteit heeft dan de rechter: in de linker figuur lijkt een extra figuur aanwezig die naar voren
komt, waardoor deze bovenop drie zwarte schijven lijkt te liggen. De rechter figuur vormt ook
een driehoek, maar deze figuur creëert geen ervaring van diepte. Dat men de linker illusoire
figuur waarneemt - en dat de figuren dus kwalitatief verschillen - wanneer men aandacht aan
deze figuur besteedt is duidelijk. Echter, wordt deze illusie - en daarmee deze soort kwalitatieve
verwerking - ook gevormd wanneer deze figuur buiten onze aandacht ligt? In dit proefschrift heb
ik bestudeerd of de perceptuele kwaliteiten van ongeattendeerde voorwerpen vergelijkbaar zijn
met die van geattendeerde voorwerpen. Wanneer ongeattendeerde voorwerpen dezelfde
kwalitatieve verwerking ondergaan als geattendeerde voorwerpen, kan men concluderen dat
aandacht geen voorwaarde is voor bewuste verwerking. Dit zou wellicht kunnen leiden tot het
herdefiniëren van ons concept van bewustzijn.
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Het onderzoek

In de eerste vier onderzoeken heb ik de perceptuele kwaliteiten van ongeattendeerde
voorwerpen onderzocht door gebruik te maken van het “change-detection” paradigma: een
proefopzet over het ontdekken van veranderingen. Hierbij wordt kort een plaatje met
verschillende voorwerpen aan de proefpersoon getoond, waarna er een zwart scherm verschijnt.
Vervolgens wordt een tweede plaatje getoond waarin in 50% van de gevallen één van de
voorwerpen is veranderd ten opzichte van het eerste plaatje (Figuur 1.3). Uit eerdere
onderzoeken blijkt dat men van gemiddeld vier voorwerpen kan aangeven of er een verandering
heeft plaatsgevonden; wanneer de plaatjes meer dan vier voorwerpen bevatten gaat het
vermogen om een eventuele verandering te detecteren achteruit. De capaciteit van het
onthouden van vier voorwerpen over een korte tijdsperiode wordt ook wel het korte-termijn
geheugen, of werkgeheugen, genoemd. Er wordt verondersteld dat aandacht de bepalende
factor is voor hoeveel voorwerpen je in je werkgeheugen kunt houden. Wanneer er echter in de
pauze tussen het eerste plaatje en het tweede plaatje een pijl getoond wordt die naar één van
de locaties van de voorwerpen in de plaatjes wijst (zonder dat het voorwerp opnieuw getoond
wordt), zijn proefpersonen in staat om veel meer voorwerpen te onthouden. Zij kunnen zo een
capaciteit van wel acht of meer voorwerpen bereiken. Hieruit kan geconcludeerd worden dat
gedurende een korte periode na het aanbieden van visuele informatie een grote hoeveelheid
representaties in in het geheugen aanwezig is, maar dat deze representaties makkelijk
overschreven worden door nieuwe visuele informatie. Deze zeer korte en fragiele vorm van
geheugen wordt ook wel het sensorisch geheugen genoemd. Het sensorisch geheugen is een
potentiële kandidaat voor ongeattendeerde bewuste verwerking: alhoewel aandacht nodig is
om interne representaties robuust te maken tegen overschrijving door nieuwe informatie
(werkgeheugen), is er de mogelijkheid om kortstondig een visuele ervaring op te slaan
(sensorisch geheugen). Wanneer de kwaliteiten van het sensorisch geheugen overeen zouden
komen met die van het werkgeheugen, ondersteunt dit de theorie dat ongeattendeerde
representaties deel uitmaken van onze rijke visuele ervaring.
In Hoofdstuk 2 en 3 heb ik aangetoond dat sensorisch geheugen zich inderdaad
onderscheidt van werkgeheugen op basis van de benodigde aandacht voor beide
geheugensoorten, en op basis van de neurale mechanismen die aan beide geheugensoorten ten
grondslag liggen. De capaciteit van het werkgeheugen gaat achteruit op het moment dat men
geen aandacht aan de voorwerpen in het eerste plaatje kan besteden, terwijl de capaciteit van
het sensorisch geheugen in zo’n geval nagenoeg intact blijft (Hoofdstuk 2). Eveneens is het
neurale signaal dat de capaciteit van het sensorisch geheugen ondersteunt wezenlijk anders dan
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het neurale signaal dat de capaciteit van het werkgeheugen ondersteunt (Hoofdstuk 3). Deze
resultaten pleiten voor het onderscheiden van verschillende stadia in onze visuele
geheugenopslag; deze verschillende stadia reflecteren een verschil in verwerking op het
moment van de perceptie zelf. In Hoofdstuk 4 en 5 heb ik vervolgens aangetoond dat sensorisch
geheugen dezelfde kwaliteiten heeft als werkgeheugen. De representaties in sensorisch
geheugen vormen een geïntegreerd geheel; visuele illusies zoals die in Figuur 1.1 worden hier al
geïnterpreteerd (Hoofdstuk 4). Ook is de informatie in het sensorische geheugen toegankelijk
voor waardeoordelen; proefpersonen kunnen inschatten of

informatie die zij vanuit het

sensorisch geheugen ophalen correct is, net zoals ze dat bij het werkgeheugen kunnen
(Hoofdstuk 5). Samen suggereren deze vier hoofdstukken dat aandacht niet nodig is om
informatie op te slaan en dat de kwaliteit van ongeattendeerde informatie hetzelfde is als de
kwaliteit van geattendeerde informatie.
In het tweede deel van dit proefschrift heb ik gebruik gemaakt van neuroimaging
methoden om te kijken naar de neurale verwerking van ongeattendeerde en daardoor zelfs
onbenoemde voorwerpen. Wanneer proefpersonen in hoge mate afgeleid worden door een
primaire visuele gedragstaak, kunnen zij vaak niets zeggen over secundaire voorwerpen die ook
tijdens deze taak getoond worden (Hoofdstuk 6, het ongeattendeerde voorwerp was wederom
een illusoir figuur zoals in Figuur 1.1). Tijdens het uitvoeren van een dergelijke taak heb ik de
hersenactiviteit die gepaard ging met deze onbenoemde voorwerpen gemeten. Hieruit bleek dat
wanneer proefpersonen afgeleid worden - en daardoor het secundaire voorwerp niet kunnen
benoemen - de verwerking van het voorwerp desalniettemin dezelfde is vergeleken met
wanneer zij wél iets over dit voorwerp kunnen zeggen. Dit pleit wederom voor een kwalitatieve
verwerking van ongeattendeerde voorwerpen, zelfs wanneer deze voorwerpen achteraf niet
benoemd kunnen worden. In het laatste hoofdstuk heb ik onderzocht hoe de invloed van kennis
over voorwerpen onze kleurperceptie benvloedt. Eerder is aangetoond dat wanneer mensen
eenzelfde ambigu geel-oranje kleur op een banaan of op een wortel zien, zij deze in het eerste
geval als geel bestempelen, terwijl zij in het tweede geval aangeven dat ze deze kleur als oranje
ervaren. De vraag rijst echter of dit een puur semantisch effect is - we weten allemaal dat
bananen geel zijn en wortels oranje, dus benoemen we ze zo – of dat de ervaring van deze kleur
verandert – zien we daadwerkelijk een andere kleur wanneer deze gepresenteerd wordt op een
banaan of op een wortel? Met behulp van neuroimaging technieken heb ik aangetoond dat niet
alleen de benaming van een ambigue kleur, maar ook de neurale representatie ervan verschuift
al naar gelang het voorwerp waar de kleur op gepresenteerd wordt. Onze kleur ervaring wordt
dus sterk bepaald door de context waarin de kleur wordt gezien. Bovendien nam deze
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verschuiving in neurale representatie plaats terwijl de proefpersonen niet bezig waren met de
kleur, en dus zonder dat de kleur daadwerkelijk benoemd werd. Deze twee hoofdstukken laten
wederom zien dat ongeattendeerde perceptie weldegelijk kwalitatief is, ook al wordt het
voorwerp dat we zien niet geattendeerd en niet benoemd.

De conclusie
Aan het einde van dit proefschrift kan ik stellen dat er meer verwerking is buiten onze aandacht
dan dat men aanvankelijk dacht: we kunnen ongeattendeerde voorwerpen in ons geheugen
opslaan en ongeattendeerde voorwerpen kennen eenzelfde kwalitatieve verwerking als
geattendeerde voorwerpen. Het zou dus kunnen dat de rijkheid die we ervaren als we om ons
heen kijken bepaald wordt door zowel het geattendeerde als het ongeattendeerde deel. Als
gevolg hiervan zouden we onze definitie van bewustzijn kunnen veranderen en hier ook
ongeattendeerde verwerking bij opnemen.
Het lastige aan onderzoek naar bewustzijn is dat het altijd onderhevig is aan een
definitie probleem. Wanneer je aanhoudt dat alleen datgene waar we over kunnen praten (of
over kunnen rapporteren op welke manier dan ook) daadwerkelijk bewust wordt ervaren, zal je
het nooit eens zijn met de stelling dat onbenoemde voorwerpen ook bewust verwerkt zouden
kunnen zijn. Je zult dan ook niet overtuigd zijn door de interpretatie van deze resultaten.
Aangezien over de definitie van bewustzijn waarschijnlijk nog lange tijd gediscussieerd wordt, wil
ik daarover geen boude uitspraken doen aan de hand van deze resultaten. Wat ik vooral graag
met deze onderzoeken wil laten zien is dat er veel meer verwerking is buiten aandacht dan
aanvankelijk gedacht werd. Aandacht bepaalt niet op wat voor manier een voorwerp verwerkt
wordt, maar met name hoe sterk de verwerking is: meer aandacht betekent een sterkere
representatie, en dus ook grotere kans tot het winnen van de ‘benoemings-competitie’ in het
brein. Echter, de rijke visuele wereld die wij dagelijks om ons heen ervaren is onafhankelijk van
aandacht, en de kwaliteit hiervan is zeker geen illusie.
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Als eerste wil ik degene die deze promotie mogelijk heeft gemaakt bedanken: mijn promotor,
Victor Lamme. Victor, na een masterthese onder jouw begeleiding heb je me het vertrouwen
gegeven om ook een promotie onderzoek bij je uit te voeren, zelfs nadat ik had aangegeven
nooit iets met fMRI te willen doen. Na wat overpeinzingen was ik daar toch toe bereid en het
eerste project wat je mij voorstelde was natuurlijk direct een fMRI project. Ik ben dus meteen
maar in het diepe gesprongen en al vrij snel ben ik fMRI zeer gaan waarderen en ja, ben ik het
zelfs één van de leukste technieken gaan vinden. Dankjewel voor je enthousiasme over mijn
projecten en het geheel dat mijn proefschrift is geworden.
Copromotoren Johannes en Ilja. Johannes, jij bent vanaf het begin mijn rotsvaste
begeleider geweest. Elke week hadden we een uur overleg, maar als ik “minder vragen zou
hebben”, zou dat korter zijn. Korter is het niet vaak geworden. Dat kwam niet alleen door mijn
eigen behoefte om te overleggen, maar ook door jouw toewijding en bereidheid om elke vraag
tot in detail te bespreken. Ik heb hier verschrikkelijk veel van geleerd. Naast die vaste afspraken
hebben we ook nog uren samen achter Matlab gezeten, en kan ik door jouw hulp mijn eigen
MVPA scripts schrijven. Dankjewel voor je inzet en altijd aanwezige bereidheid om me te helpen.
Ilja, hoewel er niks over afgesproken is, hebben we vanaf het begin af aan samen projecten
opgezet. Jouw onderzoek sloot precies aan bij mijn interesse, dus onze samenwerking was
vanzelfsprekend. Soms leidde ons gezamenlijk onderzoekspad tot wat verwarring: we bedachten
onafhankelijk van elkaar hetzelfde plan en tja, wie zou dat dan gaan uitvoeren? Aan het einde
van mijn promotietraject bleek dat ik eigenlijk op evenveel projecten door jou als door Johannes
ben begeleid. Bovendien heb je me tot in den treure geholpen met het uittekenen van
allerhande visuele gebieden! Je bent dan ook met recht mijn tweede copromotor.
Dear thesis committee: Kia Nobre, Pieter Roelfsema, Steven Scholte, Kim Shapiro,
Heleen Slagter and Jan Theeuwes. Thank you very much for taking the time and effort to read
my thesis, and for giving your approval to defend this work in public. A special thanks to Kim
Shapiro and Kia Nobre, who were willing to travel from England to be present at my defense.
Lieve lammetjes: Andries, Anouk, Ilja, Iris, Johannes, Julia, Martijn, Niels, Sennay, Simon,
Steven, Tomas, Yair. Lief dorpje, beste riddermacht. Wat een tijden heb ik met jullie beleefd. Het
begon allemaal zo rond VSS 2010, waar een zaadje voor het dorpje is geplant. Afgelopen VSS is
dit dorpje uitgegroeid tot een volwaardige gemeenschap, waarin ieder zijn eigen rol heeft. De
tussenliggende congressen, uitjes, lunches, koffiepauzes en spontane hang- en dansmomenten
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hebben daar allemaal aan bijgedragen. Betere collega’s zou ik me niet kunnen wensen. Ik hoop
maar dat ik ooit weer in een groep terecht kom die jullie kan evenaren.
Maar zonder gezellige buurt natuurlijk geen dorp. Collega’s van de zesde en later derde
verdieping, dankjulliewel voor de fijne werkomgeving die jullie creëerden. En natuurlijk voor
jullie gezelligheid tijdens de lunch en op de vrijdagborrels. Moge Brein & Cognitie nog maar vaak
de UvA Psychologie Pubquiz winnen!
Lieve vriendinnetjes van K.O.E.L.: An, Am, Clau, Tien, Lau, Li, Mau en Tess. Ookal
snappen jullie soms helemaal niks van mijn promotie, jullie hebben altijd interesse getoond en
geprobeerd dat hele vreemde traject met onderzoeken, artikelen, publicaties etc. te volgen. En
dat is jullie heel goed gelukt. Ookal word ik in mijn Sinterklaas gedichten nog steeds achtervolgd
door mijn jaren geleden geuite interesse in onderzoek naar het gedrag van apen, of doe ik “iets
met afleids”, jullie hebben me altijd gesteund. In de moeilijke perioden dat ik het even niet meer
zag zitten kon ik altijd bij iemand terecht voor wat afleids van jullie kant. Het leven is een saaie
hint! Dikke kus koekeloekoelies!
Lieve oud-mede-BVCers Annelies en Linda (jaja ik heb een hokje voor jullie gevonden).
Zonder jullie vaste aanhang waren de afgelopen jaren niet hetzelfde geweest! Niks werkt zo
goed om te ontspannen als af en toe naar een raar “cultureel” toneelstuk, een concertje of een
festival. Dankjulliewel voor deze altijd goeie intermezzo’s!
Lieve CGU-ers: An, Annem, Eef, Miek en Jon. Na 17 jaar nog steeds vriendinnen. Van de
zes, drie aan een promotie begonnen. En de andere drie genieën snappen het ook donders goed;
onze interesses komen verbazingwekkend overeen. Heerlijk om een groep vriendinnen te
hebben waarbij het altijd goed is als je elkaar ziet, en die elkaar zo goed kennen. Moge dat nog
lang zo blijven!
Geachte Portugal-crew: Diederik, Erika, Kiki, Marije, Mart, Rijk en Roos. Portugal of
promoveren….??? Haha, die keuze is makkelijk gemaakt. Gelukkig hoefde ik niet te kiezen en
mocht ik allebei. Maar natuurlijk bindt niet alleen Portugal ons. De eeuwige avondjes op de
Balderik en toen de Amsterdamsestraatweg, de Roelantdreef en vervolgens de Furkabaan, de
Lombokstraat en ja zelfs Den Haag waren de afgelopen jaren onmisbaar. Niets zo heerlijk als je
helemaal uitleven met lekker eten, exquise drank, spelletjes, muziek, dans en goede gesprekken.
Dankjulliewel voor deze geweldige en onvergetelijke avonden.
Lieve schoonfamilie: Ingrid, Nico, Maria, Igor, Maarten en Megan. Mede dankzij jullie is
mijn promotietijd een stuk lichter geweest. Avondjes lekker eten en kletsen, sjoelen met Kerst,
wandelen met Luna, spelen met Mats en Jiro of BBQen in de tuin. En ondertussen waren jullie
altijd geïnteresseerd in mijn proefschrift. Bedankt voor de altijd liefdevolle en ontspannen tijd.
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Lieve familie: mama, papa, Kari, Myp en Daan. Ik vraag me af of er een gezin bestaat dat
beter weet wat promoveren inhoudt. Het was zo fijn om nooit uit te hoeven leggen wat ik nou
precies aan het doen was (nou ja, conceptueel dan, inhoudelijk meerdere malen natuurlijk). En
niet alleen dat, maar ik kon ook nog eens bij jullie terecht voor vragen en adviezen over alles van
mails tot teksten en presentaties, of over de creatieve insteek van het geheel. Naast dat jullie
heel goed begrepen waar ik mee bezig was, kon ik ook altijd bij jullie terecht voor wat afleiding.
Hoe fijn als allebei je zussen, eerst twee, toen nog één, in Amsterdam wonen zodat je af en toe
bij wijze van pauze met ze kunt lunchen of koffie drinken. Of even bij je neefje Romeo en nichtje
Lisa op bezoek. En als je dan echt even aan je inleiding moet zitten kun je een week bij je zus in
Indonesië terecht (stiekem ook een excuus om met nichtjes Louka en Dimfna te spelen). En een
avondje uit eten aan het strand in de buurt van Leiden sla ik ook nooit af! Dankjulliewel dat jullie
zo’n fijne familie zijn.
Liefste Matthias. Nu ik erover nadenk is onze relatie zo ongeveer begonnen in de
aanloopfase naar jouw promotie: ik weet nog heel goed dat ik op de fiets bij de Uithof zat toen
je belde om te vertellen dat je aangenomen was voor de Research Master in Nijmegen, en hoe
hard ik heb gejuicht. Volgens mij wist ik toen ook al dat ik wilde promoveren, en ja, 3 jaar later
waren wij het “doctor”-stel. Urenlang konden we praten over experimentjes, programmeren in
Presentation, theorieën over spraakperceptie en bewustzijn, en alle andere dingen die je bezig
houden tijdens een promotietraject. We konden werkelijk alles delen. Maar ook al gingen veel
van onze gesprekken over werk, dat is absoluut niet onze basis. Naast het doen van onderzoek
delen we zoveel meer: verre reizen maken, eigen groente kweken (nou ja, jij vooral kweken en ik
dan een recept bedenken om vervolgens samen te koken), van de zon genieten in de tuin terwijl
we de konijnen bestuderen, veel te veel om op te noemen. En dat is precies wat me door deze
promotie heen heeft geholpen: dat ik altijd jou had. Dankjewel dekt de lading niet voor de
hoeveelheid liefde die jij me hebt gegeven. Dikste kus.
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