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1
Introduction
1.1 Latent Variables in Psychology
In the behavioral sciences and psychology in particular, hypotheses generally include
statements about unobservable psychological constructs like perceptual organization,
attachment, depression, extraversion, and working memory. As we can not observe
these so called latent variables directly, we need to focus on observable indicators of
these variables to be able to test hypotheses about them. For example, in case of the
latent variable ‘perceptual organization’, we can consider the performance of a sample
of subjects on the Block Design and Matrix Reasoning subtests of the Wechsler Adult
Intelligence Scale III (WAIS-III; Wechsler, 1997). As solving the items of these tests is
purported to involve perceptual organization, the scores can be taken as indicators of
the latent variable ‘perceptual organization’.
1.1.1 The Generalized Linear Item Response Model
To operationalize a latent variable in terms of the observed variables, a
measurement model is formulated in which the scores on the observed variables are
linked to the latent variable (Borsboom, 2008). Within the family of parametric
measurement models, the exact choice depends on the distribution of the observed and
latent variables. A wide range of popular measurement models are included within the
more general family of measurement models referred to by the Generalized Linear Item
Response Model (GLIRM; Mellenbergh, 1994; see also Borsboom, 2008). The GLIRM
is given by
zi = υi + λi η + εi.

(1)

where zi is a continuously distributed variable associated with the i-th observed
variable, υi is an intercept, λi is a regression coefficient or factor loading, η is the latent
variable, and εi is a residual. Special cases of the GLIRM arise by specifying a
distribution for the observed variables, yi, and linking this distribution to the continuous
distribution of zi in Equation 1 (see Mellenbergh, 1994).
Although the GLIRM also includes models for nominal latent variables, we
focus on cases in which the latent variable is continuously distributed, as these models
are appropriate measurement model for many psychological constructs, e.g., cognitive
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abilities like working memory, and personality traits like extraversion. As a
consequence, nominal constructs like for instance attachment style (Bowlby, 1969) or
Piagetian conservation (Piaget, 1952) are not covered. Specifically, this dissertation
focuses on two important special cases of the GLIRM: the linear factor model
(Spearman; 1904; 1927) and the graded response model (Samejima, 1969). The linear
factor model is an important measurement model as it dominated psychometric studies
into cognitive ability for the past 100 years. In addition, it is considered an appropriate
measurement model for observed variables with 7 or more levels (Dolan, 1994;
Mellenbergh, 1994) which is common in psychology. For instance, observed variables
are often scores on questionnaires that use a 7 point Likert scale, or the observations are
subtest scores of scales with dichotomous items. From Equation 1, the linear factor
model arises by specifying
f(yi) = h(zi)

(2)

i.e., the probability density of yi is equal to the probability density of zi. At this point,
the exact probability density of zi is unspecified; we will specify it later, implying a
specific distribution for the observed data.
The graded response model is the second special case of the GLIRM that we
consider in this dissertation. This model is appropriate for ordinal observed variables.
The graded response model is especially useful in cases where the observed variables
have less than 7 levels, as then, the linear factor model does not suffice (Dolan, 1994).
Such observed variables are generally encountered in the field of personality research
where many questionnaires consist of Likert scales with less than 7 answer categories.
If the discrete data, yi, is coded as yi = 0, …, C, the graded response model arise from
Equation 1 by

p( yi  c) 

 ic1

 h( z )dz
i

i

for c = 0, …, C

(3)

 ic

i.e., the probability distribution of yi is given by categorizing the continuously
distributed zi at given thresholds, τic, where τi0 = -∞, and τiC = ∞ (see Wirth & Edwards,
2007). Other special cases of the GLIRM, which are not covered in this dissertation,
include the nominal response model (Bock, 1972) and the partial credit model (Masters,
1982), see Mellenbergh (1994).
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1.1.2 The Structural Model
When an appropriate measurement model is specified, hypothesis about the latent
variable can be tested in the structural model (Verhelst & Verstralen, 2002;
Zwinderman, 1991). The latent variable could be regressed on certain background
variables including observed variables like age and gender, or other latent variables like
depression and working memory. In doing so it could for instance be tested whether
males and females differ in their level of perceptual organization or whether working
memory is related to perceptual organization.
To enable structural modeling, a distribution for zi should be specified.
Commonly a normal distribution is used, i.e.,

where μi and σi2 are respectively the mean and variance of zi. Specifying this specific
distribution for zi implies that in case of the linear factor model, the observed data, yi, is
normally distributed because of Equation 2. In addition, in the graded response model it
is assumed that a normally distributed variable underlies the ordinal observed data
because of Equation 3. Even though a normal distribution can undoubtedly be a
reasonable approximation for the true distribution of zi in some areas of application, in
the behavioral sciences a non-normal distribution for the data is not exceptional. For
instance, Micceri (1989) collected 440 datasets containing psychometric and
achievement measures and found all measures to be non-normally distributed.
1.2 Testing for normality
As we will point out in this dissertation, within the GLIRM, non-normality in zi can
have multiple causes which are not necessarily mutually exclusive. Testing the specific
loci of non-normality within the GLIRM is important as hypotheses in the behavioral
sciences often have distributional implications. In this dissertation we discuss Ability
Differentiation (Spearman, 1927; Deary et al, 1996), Schematicity (Markus, 1977;
Rogers, Kuiper & Kirker, 1977; Tellegen, 1988), and Genotype by Environment
interaction (Jinks & Fulker, 1970; Molenaar & Boomsma, 1987; van der Sluis et al.,
2006). All these phenomena imply specific departures from normality in zi. It is
important to disentangle the different sources of non-normality within the GLIRM, as
for instance heteroscedasticity of the residuals in Equation 1 can not be taken as
evidence for Ability Differentiation for instance, whereas non-linear factor loadings
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can. In addition, besides these substantive reasons to investigate specific departures
from normality in zi, there are some statistical reasons to take non-normality into
account. For instance, Curran, West, & Finch (1996) show that in case of the linear
factor model, non-normal observed data results in biased parameter estimates and
biased goodness-of-fit measures of models like Equation 1 when using the traditional
method of Maximum Likelihood estimation (ML; Lawley, 1943). There exist
alternatives to ML estimation that appear to be more robust to violations of normality,
i.e., the Asymptotic Distribution Free estimation procedure (ADF; Browne, 1984) and
the rescaled χ2 procedure (Satorra & Bentler; 1988). However these methods require
large sample sizes and may not be appropriate in case of models with many indicators
(see Curran et al., 1996). More optimistic results are obtained in case of ordinal data
(Flora & Curran; 2004; Stone, 1992), but still non-normality can bias results under
specific circumstances (e.g., small sample sizes and small model size; Kirisci, Ksu, &
Yu;2001). In addition, other studies show that non-normality can result in bias (e.g.,
Azevedo, Bolfarine, & Andrade, 2011; Swaminathan & Gifford, 1983).
Without proper statistical tests it remains unclear when the assumption of a
normal distribution for zi is not reasonable. It would thus be valuable to have explicit
and specific tests at our disposal to test the normality assumption of zi. When we do not
find any departures, we can confidently interpret the results of the traditional latent
variable analyses (i.e., using a normal distribution). However, if we find departures
from normality, we can investigate whether it makes a large difference when we use the
normal distribution nevertheless. If large parameter bias is found, it is safer to take the
non-normality in zi into account in the statistical model.
1.3 Outline
In this dissertation we present statistical approaches to test for specific departures from
normality in zi. We will focus on the models as statistical devices to test the normality
assumption of zi per se. In addition, we discuss substantive applications of the models.
The outline of this dissertation is as follows: In Chapter 2, we show that within the
linear factor model, we can test for normality in zi by testing in Equation 1 for
#1: heteroscedasticity of εi,
#2: non-normality of η, and
#3: level dependency of λi.
We show that in reasonable sample sizes, we can statistically distinguish between #1
and #2, and we can distinguish between #1 and #3, but #2 and #3 are not resolvable.
Using these results in Chapter 3, we propose an extension of the graded response model
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to include #1 and #2. We apply this model to test the Schematicity hypothesis. As the
previous chapters concerned a one factor model, we propose an extension to the
second-order factor model in Chapter 4. We use the Schmid-Leiman decomposition
(Schmid & Leiman, 1957) to include #1, #2, and/or #3 in the second-order factor
model. This extension is conducted specifically with an application to Ability
Differentiation in mind. In Chapter 5, it is shown how a proxy for η in Equation 1 can
be used to conduct tests on #1, #2, and #3. These tests are more flexible, as the proxy
could be replaced by any other observed variable (e.g., age) to test for moderation of
the parameters in Equation 1 (see Bauer & Hussong, 2009). We illustrate this advantage
by means of an application to age differentiation (Garrett, 1946). In Chapter 6 the
methodology concerning tests on #1 is extended to incorporate multiple factors and
multiple groups. These developments are conducted with the specific aim to test for
Gene by Environment (GxE) interactions in twin data. Chapter 7 involves an
application of these twin models including #1, to a large dataset comprising over 11,000
twin pairs. In Chapter 8, we discuss how interpreting statistical effects in terms of
substantive hypothesis (like ability differentiation and GxE) can be risky, and what can
be done about it. In addition, we present some concrete ideas for applications and
further model development within the framework outlined in this dissertation. As nearly
all Chapters in this dissertation include power analyses, we added an Appendix that
contains an elaborate illustration of how power can be calculated in models like
Equation (1). The illustration focuses around the issue of power to detect sex
differences in intelligence test scores.
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2
Testing and Modeling Non-Normality within the
Linear Factor Model
Maximum Likelihood estimation in the linear factor model is based on
the assumption of multivariate normality for the observed data. This
general distributional assumption implies three specific assumptions
for the parameters in the one factor model, i.e., the common factor has
a normal distribution, the residuals are homoscedastic, and the factor
loadings do not vary across the common factor scale. When any of
these assumptions is violated, non-normality arises in the observed
data. In this Chapter, a general approach is presented based on
Marginal Maximum Likelihood to enable explicit tests of these
assumptions in the one factor model. In addition, the approach is
suitable to account for the detected violations, to enable statistical
modeling of these effects. Two simulation studies are reported in which
the viability of the model is investigated. Finally, the model is applied
to IQ-data to demonstrate its practical utility as a means to investigate
ability differentiation.

2.1 Introduction
Over the past hundred years, factor analysis has become a widely used technique to
infer continuously distributed unobserved variables (common factors) from a larger
number of manifest variables. Revealing the factor structure in a set of variables has led
to valuable information about psychological constructs related to intelligence (e.g.,
Johnson & Bouchard, 2004; Dolan, 2000) and personality (e.g., Digman, 1990). The
one factor model is an important case in factor analysis due to its application as an item
response model for continuous observations (Mellenbergh, 1994). The one factor model
is formulated as

yij   j   j i   ij ,

* This chapter is published as: Molenaar, D., Dolan, C.V., & Verhelst, N.D. (2010).
Testing and modeling non-normality within the one factor model. British Journal of
Mathematical and Statistical Psychology, 63, 293-317.

(1)

14

Chapter 2

where yij, the observed value of subject i on variabele j, is regressed on ηi , the common
factor score. In this regression, υj is the j-th intercept, λj represents the j-th regression
slope or factor loading, and ij is a residual term. To fit the model from Equation 1 to
data, various estimation methods have been developed. These methods are often based
on the assumption that yi, the p-dimensional vector of observed variables, is
multivariate normally distributed, e.g., Generalized Least Squares, (GLS; Bollen, 1989)
and Maximum Likelihood (ML; Lawley, 1943; Marginal Maximum Likelihood, MML;
Bock & Aitkin, 1981). Although ML is arguably the most important estimation
procedure as it is most frequently used, other methods are available which involve mild
distributional assumptions (Asymptotically Distribution Free; ADF; Browne, 1984), or
no distributional assumption (Unweighted Least Squares; ULS, Bollen, 1989). These
other methods are less popular, because they do not generally produce inferential
statistics (ULS), or require relatively large sample sizes (ADF).
The assumption of a multivariate normal distribution of yi in ML estimation
implies the following for the variables in Equation 1: 1) ηi is drawn from a normal
distribution; 2) the residuals are homoscedastic and normally distributed; and 3) the
factor loadings do not differ across individuals. If any of these assumptions is violated,
non-normality arises in the observed data. Several tests of multivariate normality have
been developed. Mardia (1970) proposed measures of multivariate skewness and
kurtosis, and Cox & Small (1978) proposed a test based on non-linearity of the
dependencies between observed variables. In addition, some marginal tests are used to
consider univariate normality for each variable separately (e.g., Shapiro & Wilks,
1965). From the point of view of the possible sources of non-normality in the one factor
model, these tests are omnibus test, i.e., the three assumptions mentioned above are
tested simultaneously. Thus, if the assumption of multivariate normality is rejected, it is
unclear which aspect of the common factor model underlies this violation. That is, it is
unclear whether the assumptions on the common factor distribution, the residual
variances or the factor loadings are violated. To date, relatively little effort has been
devoted to the development of procedures to test these aspects of the assumptions of
multivariate normality. The literature that exists on these sources of non-normality is
discussed next.
2.1.1 The Common Factor Distribution
A skewed common factor distribution will result in skewed observed variables. A small
number of studies focused on non-normal common factor distributions. In these
models, the distribution of the factor (or latent trait) is approximated by means of a
histogram (Vermunt, 2004, Vermunt & Hagenaars, 2004, Muthén & Muthén, 2007) or
by means of Gauss-Hermite quadratures, where the weights are estimated freely
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(Schmitt, Mehta, Aggen, Kubarych, Neale, 2006). In this way, a non-normal factor
distribution is approximated to a degree of accuracy that depends on the number of
weights or the resolution of the histogram.
2.1.2 The Residual Variances
If the assumption of homoscedastic residuals is violated, the residual variances vary
with the common factor. Consequences of hetereoscedasticity in the residuals depend
on how the residual variances vary exactly with η. For instance, if η is normally
distributed and the residual variances increase with η, the observed variable
distributions are positively skewed.
Heteroscedasticity of the residuals has been addressed in a number of models.
Meijer and Mooijaart (1996) used GLS based on the first three sample moments to fit
models that include heteroscedastic residuals. Lewin-Koh & Amemiya (2003)
presented a distribution free method to model heteroscedasticity, again using the first
three sample moments. Bollen (1996) did not rely on sample moments, but used a two
stage least squares procedure to fit heteroscedastic models. Finally, Hessen & Dolan
(2009) presented a test of heteroscedastic residuals based on MML.
2.1.3 The Factor Loadings
An additional manner in which non-normality can arise is through the factor loadings.
We consider two possibilities. First, the factor loadings are random, i.e., the factor
loadings differ randomly between individuals. This results in a distribution of the
observed variables that departs from normality (Kelderman & Molenaar, 2007; their
plots suggest that random factor loadings tend to affect the kurtosis of the observed
variable distribution). Ansari, Jedidi & Dube (2002) provided a method based on
Markov Chain Mote Carlo to fit factor models in which the variance of the factor
loadings is estimated. Ansari et al. proposed a test of homogeneity in which the
variance of the individual factor loadings is tested to be equal to zero using pseudo
Bayes factors.
In the present Chapter we do not focus on this aspect of the multivariate normal
distribution as we accept that the multi-level structure of the data can account for the
non-normality of the observed data. Rather, we focus on a second manner in which
non-normality arises through the factor loadings. In this case, the factor loadings vary
systematically with the common factor. We denote this level dependency of the factor
loadings. In the case that factor loadings increase (decrease) with η, the observed data
will be positively (negatively) skewed. Level dependent factor loadings can also be
considered as random factor loadings, however, in contrast with Kelderman &
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Molenaar (2007) and Ansari et al. (2002) the randomness has 1) different consequences
for the distribution of the observed data (it affects the skewness instead of the kurtosis),
2) it can be explained by taking η into account, and 3) a possible multi-level structure of
the data is unlikely to account for the non-normality.
To our knowledge, level dependency of factor loadings has yet to be considered
in the literature. However, we do acknowledge that models with non-linear factor-toindicator relations give rise to level dependent factor loadings (e.g., McDonald, 1962,
Etezadi-Amoli & McDonald, 1983; Kenny & Judd, 1984; Jaccard & Wan, 1995; Klein
& Moosbrugger, 2000; Lee & Zhu, 2002; Yalcin & Amemiya, 2001) . We elaborate on
this below.
2.1.4 Motivation and Outline
This Chapter focuses on these three effects within the one factor model: non-normal
factor distribution, heteroscedastic residuals, and level dependent factor loadings. Based
partly on Hessen & Dolan (2009), we present a unified approach based on MML. This
approach is promising, because: 1) it enables the test of the distributional assumption
underlying factor analysis, i.e., that of a multivariate normal distribution of the
observed data; 2) it enables the identification of specific violations of the multivariate
normal distribution; and 3) once identified, it allows one to model these violations. The
detection of specific violations within the one factor model could be of theoretical
interest from an applied point of view. An important example is ability differentiation, a
recurring theme in intelligence research (e.g., Deary, Egan, Gibson, Austin, Brand &
Kellaghan, 1996). We show below how the present approach provides a general
framework for testing this differentiation hypothesis.
The present undertaking is related to work done in the context of univariate
regression models for location, scale, and shape (Rigby & Stasinopoulos, 2005). This
approach extends the univariate manifest regression model, where the mean of the
dependent variable is modeled as a function of the independent variables, by modeling
the other parameters of the distribution of the dependent variable as well. In the present
Chapter we model the higher moments of the distribution of the dependent variable, yi
as a function of an unobserved independent variable, the common factor. It therefore
touches the approach of Rigby & Stasinopoulos, but is unique in the sense that it
concerns an unobserved independent variable.
The organization of this Chapter is as follows: First, we present the model and
show how we estimate the parameters. Next, we present simulation results to
demonstrate the viability of the model. Thereafter, we fit the model to IQ data to
illustrate the usefulness of the model in investigating ability differentiation. We
conclude the Chapter with a general discussion.
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2.2 The Formal Model and Estimation of the Parameters
2.2.1 Heteroscedastic Residuals
Hessen & Dolan (2009) developed a one factor model that incorporates heteroscedastic
residuals. In their approach, they use the information of the whole system of
simultaneous equations to improve the efficiency of the estimator rather than using
moments (Meijer & Mooijaart, 1996 and Lewin-Koh & Amemiya, 2003). They
included an explicit test of homoscedasticity subject to the definition of a functional
relationship linking the level of η with the variance of the individual residuals (see
below, Equation 2). Here we generalize this approach. As in Hessen & Dolan (2009)
heteroscedasticity is taken into account by modeling the logarithm of the residual
variances conditional on η (see also Harvey, 1976). The conditional residual variance of
variable j is then given by

log(   j |  )   jo   j1   j 2 2  ... jr r ,
2

(2)

i.e., the residual variance of variable j conditional on η, σεj2|η , is modeled by an r-th
order polynomial function. The parameter βj0 accounts for the residual variance in the
observed variable that is independent of the factor, and βjs for s = 1, …, r accounts for
the residual variance that is a function of the factor. Using Equation 2, the nature of the
heteroscedasticity in the residuals can be modeled to any degree of accuracy depending
on the choice for r. For r = 1, a special model arises, which Hessen & Dolan refer to as
the minimal heteroscedastic model, i.e.,

log(   j |  )   jo   j1 ,
2

(3)

where βj1 is now interpreted as a heteroscedasticity parameter. This parameter is used
to check the assumption of homoscedasticity for variable j by testing

H 0 :  j1  0
against

H A :  j1  0
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using a likelihood ratio test, or WALD test (see Buse, 1982; Hessen & Dolan, 2009). If
H0 holds, the residual variances are independent of η and the residuals are
homoscedastic. This is the test for minimal heteroscedasticity; a more elaborated
approach would be to test

H 0 :  j1   j 2  ...   jr  0 ,

(4)

for r > 1. Note that in both approaches, a likelihood ratio test enables the multivariate
test of homoscedasticity for multiple observed variables.
2.2.2 Non-normality in the Factor Distribution
Previous research has focused on semi-parametric models, i.e., models in which the
distribution of the factor is approximated using a histogram. Two approaches can be
distinguished. The first is a latent class approach. In this approach the bars of the
histogram are formulated as latent classes with zero variance within each class. The
mean of each class corresponds to the position of the bars on the factor scale, and the
size of each class (i.e., the class proportion) corresponds to the height of the bar
(Vermunt, 2004, Vermunt & Hagenaars, 2004, Muthén & Muthén, 2007). The second
approach uses Gauss-Hermite quadratures. Here, the nodes correspond to the position
of the bars, and the weights correspond to the height of the bars. Non-normality is taken
into account by estimating the weights freely, which are normally fixed to certain
values (Schmitt, Mehta, Aggen, Kubarych, Neale, 2006). In both approaches a test of
normality involves comparing the length of the bars to those that are expected under the
standard normal density function. These tests commonly involve multiple degrees of
freedom.
In this Chapter we propose a parametric approach that is able to model non-normality in
the factor distribution. Tests for normality involve one degree of freedom. Below we
note how our approach is related to these semi-parametric models.
Our approach is to adopt the following density for the factor distribution

h( |  ,  ,  ) 

        
  
  
,

    

2

(5)

where ω is a scale parameter, κ is a location parameter, ζ is a shape parameter, φ(.)
refers to the standard normal density function, and Ф(.) refers to the standard normal
distribution function. This distribution is known as the skew-normal distribution,
developed by Azzalini (1985; 1986). The parameters κ and ω do not correspond
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directly to the expected value and variance of the distribution. However, these are
calculated using (Azzalini & Capatanio, 1990)

E ( )    

2





(6)

and

 2 2
Var ( )   1 


2





(7)

where





(8)

1  2

An important property of the skew-normal distribution is that it includes the normal
distribution as a special case. That is, when ζ = 0, Equation 5 reduces to

h( |  ,  ,  ) 

   
 

   
1

which is a normal density function with E(η) = κ and Var(η) = ω2.
Equation 5 with Equation 6 and 7 form the skew-normal density as we use it
here. Although there exist some literature concerning the generating process behind the
skew-normal distribution (i.e., the density arises from a selection process; see Fernando
de Helguero, 1908 1 and Molenaar, 2007), for the present purpose, the generating
process is not of interest. Specifically, we use the skew-normal density for reasons of
convenience. Most importantly, as the skew-normal density includes the normal
distribution as a special case for ζ = 0, a test on normality straightforward by testing

H0 :   0.

1

As cited by A. Azzalini at his website, see http://azzalini.stat.unipd.it/SN/ under the header ‘A
pioneer’
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In addition, statistical properties of the skew-normal distribution are well documented
(e.g., Azzalini & Dalla Valle, 1996; Azzalini & Capatanio, 1999; Arnold, Beaver,
Groeneveld & Meeker, 1993; Arnold & Beaver, 2002; Chiogna, 2005; Monti 2003), the
distribution is widely applied (for good examples, see Azzalini, 2005), and within the
one factor model, the distribution is relatively easy to implement. Thus, we use the
skew-normal density as a statistical tool to investigate the nature of the common factor
distribution. However, our choice is based on pragmatic considerations. Other
distributions, possibly substantively motivated, may be considered as well.
2.2.3 Level Dependency of the Factor Loadings
The level independency of the factor loadings has not been addressed previously, to our
knowledge. We propose to take level dependency into account by modeling the factor
loadings conditional on η by

 j ( )  s( )
where s(.) is a suitable function. In the general case, a polynomial function will suffice,
i.e.,

 j ( )   j 0   j1   j 2 2  ...   jr r ,

(9)

which is a polynomial of the r-th degree. In this function, γ0j is the baseline factor
loading, which is independent of η, and γsj (s = 1, …, r) accounts for the dependency
between the factor loadings and the factor. In doing so, the level dependency of the
factor loadings can be approximated to a degree of accuracy that depends on the order
of the polynomial, r. Note that Equation 9 is just a choice for s(.). Other functions could
be used as well as we demonstrate in the application section.
As in the model for heteroscedasticity, we propose a minimal level dependency
model within the polynomial model from Equation 9. By setting r = 1, we obtain

 j ( )   j 0   j1 ,

(10)

where γj1 is interpreted as a level dependency parameter. To test the assumption that the
factor loading of observed variable j is level independent involves testing whether
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H 0 :  j1  0
holds. If H0 is rejected the factor loading of variable j is level dependent. This test of
level dependency could be extended to include higher order terms (as in Equation 4). In
addition, as noted above, multiple observed variables could be tested simultaneously
using a likelihood ratio test.
To test the minimal level dependency model from Equation 10, existing models
could be used as well. By substituting Equation 10 in Eq.1 we obtain

yij   j   j 0 i   j1 i   ij ,
2

(11)

which can be fit using non-linear factor analyses (e.g., Klein & Moosbrugger, 2000;
Lee & Zhu, 2002; Yalcin & Amemiya, 2001; Bauer, 2005a). Given present purposes,
we see some advantages of our approach over non-linear factor analyses. First, as we
model the factor loadings conditional on η, we do not impose a normality assumption
on the unconditional observed data. This normality assumption is a recurrent problem
in non-linear factor analyses (for instance, see Klein & Moosbrugger, 2000). Second,
using non-linear factor analyses it is not straightforward to fit models like Equation 9
where fitting these models in our approach does not pose a problem. Third, in nonlinear factor analyses there is limited flexibility with respect to the function between the
factor loadings and the factor. For instance, in the present model it is straightforward to
implement a logistic function, as we demonstrate below. Fourth, in modeling level
dependency in the factor loadings, it may be desirable to include heteroscedastic
residuals, which is possible in the present approach.
Due to its equivalence to non-linear factor analysis, the level dependent factor
model has important implications for measurement invariance (Meredith, 1993). Bauer
(2005a) pointed out that when the true factor-to-indicator relation is quadratic and
invariant across groups, testing for measurement invariance within the linear factor
model will result in different factor loadings and intercepts across those groups. These
differences increase as a function of the common factor mean difference. It is therefore
important to test the assumption of linearity, and take into account possible nonlinearity when proceeding in the test of measurement invariance. The level dependent
factor loadings model presented here is a suitable vehicle for this.
2.2.4 Marginal Maximum Likelihood
Using Equations 1, 2, 5, and 9, we obtain a common factor model with heteroscedastic
residuals, level dependent factor loadings, and a skew-normal factor distribution. We
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use Marginal Maximum Likelihood (MML) to fit this model (Bock & Aitkin, 1981; see
also Hessen & Dolan, 2009, and van der Sluis, Dolan, Neale, Boomsma & Posthuma,
2006). The loglikelihood function of the model is

 Q

*
*
log L( τ | y )   log Wq  f (y i | N q , τ )  ,
i 1
 q 1

N

(12)

where

Wq 
*

2





 Wq    2N q



(13)

and

N q  2  N q   .
*

(14)

Wq and Nq are transformations of the Q number of ‘weights’ and ‘nodes’ from a GaussHermite guadrature approximation of the integral in the marginal likelihood function, N
is the number of subjects in the sample, τ is the vector of parameters to be estimated
(e.g., υj, βj0, βj1, γj0, γj1, E(η), Var(η), and ζ), and f(.) is given by

f (y i |  , τ ) 

p


j 1

2
r


s 1 

y   j    js )
 1 p  ij
1
s 0

exp   
r
r




 2 j 1
exp    js s 
2 exp    js s 

 s 0

 s 0






.




See the Appendix for a derivation of the loglikelihood function. It is important to note
that the loglikelihood in Equation 12 is closely connected to a latent class approach
(e.g., Vermunt, 2004). Wq* are weights between 0 and 1 that sum to 1, these therefore
correspond to Q number of class proportions. Nq* are the nodes that are symmetric and
sum to 0, these therefore correspond to the Q number of class means. The major
difference between a latent class approach and our approach is that in the latent class
approach, the class proportions and means are estimated, while in our approach these
are fixed and transformed according to some function (i.e., Equation 13 and Equation
14). We only estimate the parameters from this transformation, instead of all Wq and Nq.
The loglikelihood function can also be formulated in terms of a mixture distribution.
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Then, we have Q mixtures of f (y i |  , τ) , with Wq* as the mixing proportions, and Nq*
as the component means of η. By formulating the model in this way, it is
straightforward to fit it to data using the freely available software package Mx (Neale,
Boker, Xie, & Maes, 2006), but also in Mplus (Muthén & Muthén, 2007).
2.2.5 Identification
As it stands, the model is underidentified. We impose two restrictions to identify the
model. First, the traditional scale restriction is imposed (e.g. see Bollen, 1989, p. 238).
That is, γj0 of one variable or Var(η) is restricted to equal some non-zero constant
(commonly 1). Second, a metric restriction is imposed, that is E(η) is constrained to
equal some constant (commonly 0). Or, νj is restricted to some known constant
(commonly 0) for some j.
Given these restrictions, all effects can be estimated separately, but not
necessarily simultaneously. We relied on empirical identification (i.e., confidence
intervals, the rank of the Hessian, and simulation results) to determine which effects
can be combined given realistic sample sizes. It turned out that the parameters from the
minimal heteroscedastic model and the parameters from the minimal level dependency
model can be estimated simultaneously. That is, βj1 and γj1 can be estimated together for
all j = 1, …, p. Furthermore, the parameters from the minimal heteroscedastic model
and the shape parameter can be estimated simultaneously. That is, βj1 and ζ can be
estimated together for all j = 1, …, p. However, it is not possible to estimate the
parameters from the minimal level dependency model together with the shape
parameter. This results in an ill conditioned model. See the simulation section for some
details on the empirical identification.
An issue related to identification is the curvature of the loglikelihood function.
First, it is known that the loglikelihood function has a stationairy point for ζ = 0 (see
Azzalini, 1985). Second, it appears that with few data and a large true value for ζ, the
loglikelihood is monotome increasing for ζ  ∞ (see Chiogna, 2005; Monti 2003). The
first anomaly is overcome by assigning nonzero starting values to ζ, and by refitting the
model with different starting values for this parameter to see whether it makes a
differences. The second anomaly did not appear to be a major problem, as is
demonstrated in the simulation section below. Only in 3 out of 1800 cases ζ was
estimated on its boundary. If such a situation arises in practice, one may conclude that
the number of individuals is not sufficient to estimate the skewness in the common
factor distribution.

24

Chapter 2

2.3 Simulation studies
We establish the viability of the model by two small simulation studies. The first
simulation study is intended to see whether parameters are recovered adequately under
a number of circumstances. The second simulation study is intended to see how the
different effects are absorbed in the parameters of the other effects.
2.3.1 Simulation Study 1: Design
We simulated data according to the model, as defined by Equations 1, 3, 5, and 10.
Note that we rely on the minimal heteroscedastic model and the minimal level
dependency model, as we want to focus on hypothesis testing as opposed to statistical
modeling. In this undertaking, we manipulated 1) the number of subjects (3 levels: 300,
400, or 500 subjects); 2) the nature of the effects present (4 levels: all effects separate,
i.e., γ j1 ≠ 0,
ζ ≠ 0, and the combinations, i.e., βj1 ≠ 0 & γ j1 ≠ 0, and βj1 ≠ 0 & ζ ≠ 0)2; and 3) the size
of the effects (3 levels: small, medium, large). These manipulations gave rise to 36
conditions (3 x 4 x 3). Aspects that were not manipulated concerned the number of
variables, which was fixed to equal 5, the intercepts (υ j from Equation 1) which were
fixed to equal 1, the baseline parameters βj0 and γ j0, which were fixed to equal 0.5 and
1, respectively, for all j = 1, …, 5. Finally, E(η) and Var(η) were fixed to equal 0 and 1,
respectively. Values of the parameters γ j1, βj1, and ζ were manipulated as described
next. In the case of a skew-normal factor distribution (ζ ≠ 0), effect size was defined as
the size of the third standardized moment (skewness). The skewness of the skewnormal density (α1) is calculated according to Azzalini (1985)

4 
1 
2



2/

1  2

2



3

/



3
2

,

where δ is given by Equation 8. We choose this coefficient to be either 0.4 (small, i.e.,
ζ = 1.81), 0.5 (medium, i.e., ζ = 2.17), or 0.6 (large, i.e., ζ = 2.62). In the case of level
dependent factor loadings (γ j1 ≠ 0), all γj1 from the minimal level dependency model
were either 0.1 (small), 0.2 (medium), or 0.3 (large). In the case of heteroscedastic
residuals (βj1 ≠ 0), all βj1 from the minimal heteroscedastic model are either 0.1 (small),
2

Notice that in simulation study 1, we do not investigate heteroscedastic residuals in isolation,
as this model is equivalent to the model of Hessen & Dolan (2009). We refer to this article for
results limited to these effects.
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0.2 (medium), or 0.3 (large). To get an idea about the effect size of the manipulations of
γ j1 and βj1, we depicted in Figure 2.1 how the residual variances and the factor loadings
vary as a function of η. From this Figure it appears that in case of a small effect size,
both the factor loadings and the residual variances increase only a bit across η, while in
case of medium and large effect sizes, they increase more. For each model, we
determined the empirical power to detect the effects in the model using the likelihood
ratio test (Satorra & Saris, 1985; Saris & Satorra, 1993). In this procedure, the noncentrality parameter of the 2-distribution of the likelihood ratio test statistic is
estimated under the restricted model (i.e., the model that does not include the effect of
interest). For details we refer the reader to Satorra & Saris (1985) and Saris & Satorra
(1993). For each of the 36 conditions 100 data sets were simulated and the true model
was fitted to these data. Parameters were estimated in Mx (Neale et al., 2006) by
minimizing -2 times the loglikelihood function of the model (Equation 12). In all
subsequent analyses we will use 100 quadrature points (i.e., Q = 100). The Mx input
files of all models are available from www.dylanmolenaar.nl.

Figure 2.1. The factor loadings (top) and the residual variances (bottom) as a function of η for
the small, medium, and large effect size condition.
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2.3.2 Simulation Study 1: Results
In Table 2.1, the means and standard deviations of the estimates of the manipulated
parameters are shown.3 To ease presentation, we limited the Table to include only the
results of items 1 to 3, N=300 and N=500, and a small and large effect. Judged by these
results, parameter values are generally recovered quite well, and are quite unbiased.
In Table 2.2, rejection rates of the Shapiro-Wilks test on normality are shown
for each condition. For instance, a rejection rate of 32 for variable 1 denotes that within
that condition, the null-hypothesis of a normal distribution for the scores on variable 1
is rejected in 32 of the 100 datasets given an alpha of 0.01.
As effect sizes and the number of subjects increase, rejection rates increase, as
expected. It is notable that, for small effect sizes and relatively few subjects (N = 300),
rejection rates are around the Type I error rate (0.01), while the results from Table 2.1
show that the model with ζ ≠ 0 detects a significant amount of skewness. That is, the
observed data appear to be normally distributed according to the Shapiro-Wilks
normality test, while there is a small amount of skewness that is detectable using the
model. Table 2.2 also lists empirical power coefficients for each model under each
condition. These power coefficients could be interpreted as the statistical power to
reject the null-hypothesis of no effects, e.g., for a model with γj1 ≠ 0, the reported power
coefficient is interpreted as the power to reject H0: γj1 = 0, for all j = 1, …, 5. For
models that exist of combined effects, two power coefficients are reported. The first
coefficient denotes the power associated with the effect that is listed first (i.e., level
dependency of the factor loadings or non-normality of the factor distribution). The
second coefficient denotes the power to detect both effects simultaneously, i.e., the
power to reject the null-hypothesis:
H0: βj1 = ζ = 0,

for all j = 1,…, 5.

As seen from Table 2.2, an interesting result is that as effect sizes and the number of
subjects increase, rejection rates increase to close to 100, except for the model with ζ ≠
0. Rejection rates for data generated according to this model are 36 at most. This
indicates that the Shapiro-Wilks normality test has little power to detect non-normality
due to the common factor distribution. However, as one can see in Table 2.2, the power
the null-hypothesis that ζ = 0 equals 0.99, which is large.

3

In two cases ζ was estimated on its boundary. One case was in the condition with ζ ≠ 0, N =
300 and a large effect size, and the other case was in the condition with βj1 ≠ 0 & ζ ≠ 0, N = 400
and a medium effect size. Both cases were removed from the subsequent results.

Table 2.1
Mean parameter estimates (and standard deviations) for items 1-3 and a small and large effect size in simulation study 1.
Effect
small

N
300

500

large

300

500

Model

ζ

γ11

γ21

γ31

β11

β21

β31

γj1 ≠ 0

1.81
-

0.1
0.09 (0.07)

0.1
0.10 (0.07)

0.1
0.09 (0.06)

0.1
-

0.1
-

0.1
-

ζ≠0

1.83 (0.73)

-

-

-

-

-

-

γj1 ≠ 0 & βj1 ≠ 0

-

0.10 (0.08)

0.11 (0.08)

0.10 (0.07)

0.11 (0.12)

0.10 (0.11)

0.12 (0.11)

ζ ≠ 0 & βj1 ≠ 0

1.90 (0.71)

-

-

-

0.06 (0.07)

0.06 (0.08)

0.07 (0.07)

γj1 ≠ 0

-

0.10 (0.06)

0.10 (0.05)

0.09 (0.06)

-

-

-

ζ≠0

1.75 (0.39)

-

-

-

-

-

-

γj1 ≠ 0 & βj1 ≠ 0

-

0.11 (0.06)

0.10 (0.06)

0.09 (0.05)

0.10 (0.08)

0.10 (0.09)

0.10 (0.09)

ζ ≠ 0 & βj1 ≠ 0

1.82 (0.46)

-

-

-

0.06 (0.06)

0.08 (0.05)

0.07 (0.05)

2.62

0.3

0.3

0.3

0.3

0.3

0.3

γj1 ≠ 0

-

0.30 (0.10)

0.30 (0.11)

0.30 (0.10)

-

-

-

ζ≠0

2.91 (1.12)

-

-

-

-

-

-

γj1 ≠ 0 & βj1 ≠ 0

-

0.37 (0.21)

0.37 (0.18)

0.36 (0.20)

0.33 (0.14)

0.33 (0.14)

0.34 (0.15)

ζ ≠ 0 & βj1 ≠ 0

2.80 (0.91)

-

-

-

0.20 (0.07)

0.19 (0.07)

0.20 (0.06)

γj1 ≠ 0

-

0.30 (0.07)

0.30 (0.07)

0.30 (0.07)

-

-

-

ζ≠0

2.78 (0.74)

-

-

-

-

-

-

γj1 ≠ 0 & βj1 ≠ 0

-

0.31 (0.09)

0.31 (0.09)

0.30 (0.09)

0.29 (0.09)

0.31 (0.08)

0.32 (0.10)

ζ ≠ 0 & βj1 ≠ 0

2.81 (0.67)

-

-

-

0.19 (0.05)

0.19 (0.05)

0.19 (0.05)

Note. True parameter values are in underlined. Dashes mean that the corresponding parameter is not in the model.
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Table 2.2.
Rejection rates and empirical power coefficients for simulation study 1
Effect

small

N

300

400

500

medium

300

400

500

large

300

400

500

Model

Rejection rate item no

Power

1

2

3

4

5

1

1&2

γj1 ≠ 0

9

5

6

7

12

0.36 (4.91)

-

ζ≠0

9

2

5

9

9

0.60 (4.95)

-

βj1 ≠ 0 & γj1 ≠ 0

16

24

19

18

21

0.68 (10.11)

0.77 (12.01)

ζ ≠ 0 & βj1 ≠ 0

22

21

15

20

31

0.65 (5.45)

0.73 (11.87)

γj1 ≠ 0

3

10

10

6

5

0.48 (6.62)

-

ζ≠0

7

8

10

8

8

0.78 (7.41)

-

βj1 ≠ 0 & γj1 ≠ 0

27

25

31

23

34

0.77 (12.14)

0.83 (13.80)

ζ ≠ 0 & βj1 ≠ 0

27

28

30

36

31

0.76 (7.09)

0.86 (15.64)
-

γj1 ≠ 0

6

8

13

13

12

0.57 (8.11)

ζ≠0

10

13

9

10

9

0.77 (7.32)

-

βj1 ≠ 0 & γj1 ≠ 0

39

41

40

32

46

0.83 (13.62)

0.90 (16.24)

ζ ≠ 0 & βj1 ≠ 0

32

45

33

30

30

0.81 (8.13)

0.93 (19.39)

γj1 ≠ 0

46

38

37

36

28

0.96 (20.76)

-

ζ≠0

9

13

12

9

8

0.77 (7.30)

-

βj1 ≠ 0 & γj1 ≠ 0

71

75

76

71

76

0.98 (24.78)

0.99 (28.76)

ζ ≠ 0 & βj1 ≠ 0

54

54

42

49

52

0.80 (7.78)

1.00 (31.64)

γj1 ≠ 0

39

50

47

51

48

0.99 (27.79)

-

ζ≠0

11

19

24

18

12

0.91 (11.09)

-

βj1 ≠ 0 & γj1 ≠ 0

84

95

90

87

91

1.00 (30.99)

1.00 (37.84)

ζ ≠ 0 & βj1 ≠ 0

70

68

59

63

67

0.87 (9.63)

1.00 (41.03)

γj1 ≠ 0

62

55

49

55

52

1.00 (32.62)

-

ζ≠0

25

33

18

26

23

0.97 (14.89)

-

βj1 ≠ 0 & γj1 ≠ 0

95

97

95

93

99

1.00 (38.08)

1.00 (49.54)

ζ ≠ 0 & βj1 ≠ 0

80

76

76

84

75

0.95 (12.98)

1.00 (54.74)

γj1 ≠ 0

75

68

63

66

66

1.00 (41.36)

-

ζ≠0

24

16

15

16

19

0.94 (12.31)

-

βj1 ≠ 0 & γj1 ≠ 0

99

97

100

100

100

1.00 (51.23)

1.00 (62.92)

ζ ≠ 0 & βj1 ≠ 0

85

80

87

80

74

0.92 (11.43)

1.00 (62.87)

γj1 ≠ 0

82

87

79

81

89

1.00 (57.44)

-

ζ≠0

24

27

23

25

24

0.98 (16.31)

-

βj1 ≠ 0 & γj1 ≠ 0

100

100

100

100

100

1.00 (63.53)

1.00 (80.35)

ζ ≠ 0 & βj1 ≠ 0

85

94

94

96

92

0.96 (13.99)

1.00 (86.89)

γj1 ≠ 0

93

91

94

95

95

1.00 (73.42)

-

ζ≠0

25

35

33

30

36

0.99 (20.14)

-

βj1 ≠ 0 & γj1 ≠ 0

100

100

100

100

100

1.00 (79.92)

1.00 (94.91)

ζ ≠ 0 & βj1 ≠ 0

95

98

98

98

98

1.00 (20.64)

1.00 (111.40)

Note. ‘Power 1’: Power to detect the effect that is listed first (i.e., βj1 ≠ 0 or ζ ≠ 0). ‘Power 1&2’:
power to detect both effects simultaneously. Empirical non-centrality parameters are in brackets.

Non-normality in the Linear Factor Model

29

2.3.3 Simulation Study 2: Design
In this study we simulated 100 datasets according to each of three models: 1) a model
with heteroscedastic residuals (βj1 ≠ 0); 2) a model with level dependent factor loadings
(γ j1 ≠ 0); and 3) a model with a non-normal factor distribution (ζ ≠ 0). In these models,
the number of variables was 5, the number of subjects equalled 400, and all other
parameters were set to equal those in simulation study 1. Finally, all effect sizes were of
medium size (see simulation study 1). To these data, first, two models are fitted: 1) a
model with βj1 ≠ 0 and γ j1 ≠ 0; and 2) a model with both ζ ≠ 0 and βj1 ≠ 0. Next, one of
the two effects was dropped to gauge the effects on the remaining parameters.
2.3.4 Simulation Study 2: Results
In Table 2.3, means and standard deviations of the estimated parameters are shown4. It
appears that when the data are generated according the model with ζ ≠ 0, this effect is
detected by the shape parameter, ζ and not by the heteroscedasticity parameters, βj1.
However, when fitting a model with γ j1 ≠ 0 to the same data, the effect is evident in the
γ j1 parameters, i.e., the factor loadings show level dependencies. The same applies in
the opposite case: When the data are generated according to a model with γ j1 ≠ 0, the
effect is evident in ζ, but not in βj1. These results show why a model with both γ j1 ≠ 0
and ζ ≠ 0 is ill conditioned; the effects are statistically not separable in the present
approach.
2.4 Application
2.4.1 Background.
A well established phenomenon in intelligence research is that all subtest scores of an
IQ test (e.g., the WAIS) are positively correlated, although they concern distinct
cognitive abilities (e.g., spatial ability, verbal ability). This phenomenon is explained by
positing a higher order factor that is assumed to underlie all subtest scores. This factor
is the general intelligence factor, or g (Jensen, 1998). Ability differentiation refers to
the claim that the influence of g is not uniform across its range, causing inter subtest
correlations to be larger at the lower end of g, and smaller toward the higher end of g
4

In one case, ζ was estimated on its boundary. It occurred in the case that the data were
simulated with γj1 = 0.2, while a model with ζ ≠ 0 & βj1 ≠ 0 was fitted. This case was removed
from the results.

Table 2.3.
Parameter estimates for simulation study 2
Data
ζ = 2.17

γj1 = 0.2

βj1 = 0.2

Parameter estimates
ζ

γ11

γ21

γ31

γ41

γ51

β11

β21

β31

β41

β51

2.20 (0.57)

-

-

-

-

-

-0.01 (0.06)

0.00 (0.06)

0.01 (0.06)

-0.01 (0.08)

0.01 (0.07)

-

0.12 (0.07)

0.12 (0.06)

0.12 (0.06)

0.13 (0.07)

0.12 (0.06)

0.00 (0.10)

0.00 (0.09)

0.02 (0.10)

-0.02 (0.11)

0.02 (0.11)

-

-

-

-

-

0.01 (0.05)

0.01 (0.04)

0.02 (0.04)

0.00 (0.04)

0.01 (0.04)

3.65 (1.17)

-

-

-

-

-

-0.01 (0.06)

0.00 (0.06)

0.01 (0.06)

-0.02 (0.05)

-0.01 (0.06)

-

0.19 (0.07)

0.21 (0.07)

0.19 (0.08)

0.19 (0.07)

0.19 (0.06)

0.00 (0.10)

-0.01 (0.10)

0.02 (0.10)

-0.02 (0.09)

-0.01 (0.10)

-

-

-

-

-

0.01 (0.04)

0.01 (0.04)

0.02 (0.05)

0.00 (0.04)

0.00 (0.04)

0.20 (0.88)

-

-

-

-

-

0.13 (0.05)

0.13 (0.06)

0.14 (0.06)

0.14 (0.06)

0.15 (0.06)

-

0.01 (0.07)

0.01 (0.06)

0.00 (0.07)

0.00 (0.07)

0.00 (0.06)

0.19 (0.08)

0.20 (0.10)

0.21 (0.10)

0.22 (0.08)

0.22 (0.09)

-

0.01 (0.05)

0.02 (0.03)

0.01 (0.04)

0.01 (0.05)

0.02 (0.04)

-

-

-

-

-

Note. Dashes mean that the corresponding parameter is not in the model (i.e., fixed to zero). Standard deviations are in brackets.

(Spearman, 1927). The ability differentiation hypothesis has enjoyed a good deal of
attention during the past decennia, which resulted in many papers (e.g., Detterman &
Daniel, 1989; Deary, et al. 1996; Jensen, 2003; Facon, 2004, 2008; Hartmann &
Teasdale, 2004; Abad, Colom, Juan-Espinosa & Garcia, 2003; Carlstedt, 2001,
Reynolds & Keith, 2007; Fogarty & Stankov, 1995). All of these papers are based on
the creation of subgroups that differ on average in their position on the g scale. Most
authors used observed subtest scores to create these groups. Under ideal circumstances
this method will be adequate. However, forming groups on basis of observed scores
(the dependent variables) can distort the factor structure as established in the total
population (Muthén, 1989). It would therefore be more adequate to create subgroups on
basis of g (the independent variable), however this is hard to do as g is an unobserved
variable. Reynolds & Keith (2007) used Anderson-Rubin factor scores to estimate g
scores and median-split these to obtain two groups. Anderson-Rubin factor scores are
known to be unbiased and structure preserving (Saris, de Pijper, & Mulder, 1978;
Jöreskog, Sörbom, du Toit, & du Toit, 1999). This method may be viable, but we argue
that the creation of subgroups is not necessary given the present approach. We see three
– not mutually exclusive - possibilities, in which ability differentiation could arise. That
is, there are three possible effects in the common factor model that make subtest
correlations lower for higher values on the common factor. The first possibility is that
ability differentiation is caused be a negatively skewed distribution of g, with more g
variance at the lower end of g. Thus, we expect ζ < 0. Second, as suggested by Hessen
& Dolan (2009), ability differentiation could be due to the heteroscedastic residuals,
with larger residual variances at the higher levels of g, i.e., βj1 < 0 for al j = 1, ..., p.
Finally, ability differentiation could be caused by level dependency in the factor
loadings, with smaller factor loadings at the higher levels of g, i.e., γj1 < 0 for all j = 1,
.., p. Note that - to support ability differentiation - all effects should all be found in the
hypothesized direction. If the effects vary in their directions, ability differentiation is
unlikely be the cause.
2.4.2 Analysis and Results
In this application, we specify different functions between λ and η within the minimal
level dependency model, to show that we are not restricted to a linear function. First,
we considered the common linear function from Equation 10 as a reference model.
Disadvantage of this function is that for large values of η relative to γj0, the λj(η) assume
negative value. In modelling intelligence, we want to avoid this so as to retain the
positive manifold at all levels of λj.To preserve the positive manifold, we specify a
function between λ and η that is uniformely positive, i.e.,

 j ( )  exp( j 0   j1i ) .
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This exponential function has a horizontal asymptote of 0 and therefore precludes
negative factor loadings. A third option would be to specify a logistic function, i.e.,

 j ( )   j 0   j1 1  exp(  i )1 .
This function has the advantage that the factor loadings are bounded. The lower bound
is equal to γj0 and the upper bound is equal to γj0 + γj1. A disadvantage is that, within this
function, a linear transformation of η is not allowed, as the function will not maintain its
present form. Results from the model are thus difficult to interpret as they depend on
the scale of η. This problem does not occur in the other functions specified throughout
this Chapter (e.g., Equation 2 and Equation 9).
We analyzed data from the National Longitudinal Survey of Youth 1997 5 .
From the 12 subtests of the Armed Services Vocational Aptitude Battery (ASVAB), we
selected 5 subtests: Arithmetic Reasoning (AR), Paragraph Comprehension (PC), Auto
Information (AI), Mathematics Knowledge (MK), Assembling Objects (AO). As the
ASVAB is administered adaptively, the scores on these subtests are estimated by the
adaptive procedure. The means, standard deviations, and ranges of the subtest sores are
depicted in Table 2.4 and 2.5.

Table 2.4.
Means, standard deviations and ranges of the variables in the application.
AR

PC

AI

MK

AO

mean

-0.64

-0.45

-1.41

-0.22

-0.63

sd

1.21

1.22

0.75

1.32

1.19

min

-3.91

-2.99

-3.20

-3.54

-2.93

max

2.45

2.26

1.44

2.89

2.37

5

Retrieved from http://www.nlsinfo.org/web-investigator/ on 30 March 2008.
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Table 2.5.
Correlations among the variables in the application.
AR

PC

AI

PC

0.73

AI

0.53

0.49

MK

0.80

0.75

0.45

AO

0.60

0.58

0.38

MK

0.59

The total sample size consisted of 7127 subjects. For illustrative purposes, we randomly
selected 500 subjects. Of this sample, 8 subjects had one or more missing values on the
5 subtests. However, this poses no problem as Mx can handle missing data.
We first investigated whether multivariate normality was tenable. The test of
Mardia (1970) showed that there was a significant amount of skewness in the data
(M1 = 103.62, p = 1.e-8), but no excessive kurtosis (M2 = 1.89, p = .06) as compared to
a multivariate normal distribution. The Shapiro-Wilks test showed that for all subtests
but MK univariate normality was rejected by a 0.01 significance level (AR, W = 0.99,
p < 0.001; PC, W = 0.98, p < 0.001; AI, W = 0.99, p = 0.003; MK, W = 0.99, p = 0.028;
AO, W = 0.98, p < 0.001). We first fitted the standard one factor model, as a baseline
model. The model was identified by setting γ10 of MK to equal 16, and E(η) to equal 0.
The fit of the model was acceptable (-2 logL = 6188.91, df = 2467, RMSEA = 0.06).
We started by testing heteroscedasticity of the residuals in isolation (i.e., a
model with βj1 ≠ 0). Parameter estimates and 99% confidence intervals (based on the
profile likelihood; Neale & Miller, 1997; Venzon & Moolgavkar, 1988) are depicted in
Table 2.6 for βj1. As appears from these results, for the subtests AR and OA
homoscedasticity was not tenable (i.e., β11 and β51 differed significantly from zero).
Next, together with the heteroscedasticity in the residuals, we introduced level
dependencies in the factor loadings according to the three functions (linear, exponential,
and logistic). Table 2.6 contains the results of these analyses. In this case, the different
functions for λj(η) did not result in different conclusions about level dependency in the
data. That is, none of the level dependency parameters, γj1, were significant, as judged
by the 99% confidence intervals. As in the previous analysis, homoscedasticity was
rejected for subtests AR and OA as indicated by the significant heteroscedaticity
parameter estimates, βj1, for these subtests.

6

In case of the exponential model for the factor loadings, γ 10 was fixed to log(1) to facilitate
interpretation across models.
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Table 2.6.
Parameter estimates and likelihood ratio test statistics for the application.
Model

LRT*

df

baseline
βj1 ≠ 0

γj1 ≠ 0 &
βj1 ≠ 0, lin

35.16

39.54

5

10

AR

PC

AI

MK

AO

γj1

-

-

-

-

-

βj1

-

-

-

-

-

γj1

-

-

-

-

-

βj1

-0.43
(-0.71;-0.17)
-0.02
(-0.10;0.06)
-0.35
(-0.74;-0.02)
-0.03
(-0.11;0.06)
-0.35
(-0.73;-0.02)
-0.19
(-0.45;0.29)
-0.28
(-0.71;0.01)
-

0.00
(-0.23; 0.24)
-0.02
(-0.11;0.07)
-0.02
(-0.25;0.22)
-0.02
(-0.10;0.07)
-0.02
(-0.25;0.22)
-0.11
(-0.48;0.32)
-0.02
(-0.23;0.21)
-

0.06
(-0.11;0.25)
-0.03
(-0.09;0.04)
0.08
(-0.10;0.27)
-0.07
(-0.25;0.09)
0.08
(-0.10;0.28)
-0.12
(-0.42;0.19)
0.07
(-0.09;0.25)
-

-0.16
(-0.39;0.06)
0.00
(-0.09;0.10)
-0.19
(-0.46;0.05)
0.00
(-0.07;0.08)
-0.19
(-0.46;0.05)
0.01
(-0.37;0.49)
-0.18
(-0.42;0.04)
-

0.23
(0.03;0.44)
0.04
(-0.05;0.13)
0.22
(0.01;0.42)
0.05
(-0.07;0.17)
0.22
(0.01;0.42)
0.17
(-0.25;0.68)
0.19
(0.00;0.40)
-

0.42
(-0.72;-0.16)

0.00
(-0.23;0.23)

0.07
(-0.11;0.25)

0.16
(-0.39;0.06)

0.23
(0.03;0.44)

γj1
βj1

γj1 ≠ 0 &
βj1 ≠ 0, exp

39.51

10

γj1
βj1

γj1 ≠ 0 &
βj1 ≠ 0, log

23.85

10

γj1
βj1

ζ≠0&
βj1 ≠ 0

34.45

6

γj1
βj1

Note. 99% Confidence bounds are in brackets. *The reported likelihood ratio test statistic for
each model is the difference in -2 logL between that model and the baseline model. For the
parameter estimate of ζ in the model at the bottom of the Table, see the text.

However, the heteroscedasticity can not be reasonably interpreted in terms of ability
differentiation, as AR has a negative estimate of βj1, indicating that the residual variance
decreases along the g (or η) range, while AO has a positive estimate βj1, indicating that
the residual variance of this subtest increases along g (or η).
The next step was to introduce non-normality in the factor distribution to see if
there is an effect in the data that is too small to be picked up by the level dependency
parameters, but that could be detected by the skew-normal factor distribution. In this
model all level dependency parameters were fixed to 0, as they were shown to be of
non-significance7. To avoid possible local minima, we used different starting values for
the shape parameter, ζ. In the model, ζ was estimated to be -0.71 which is not
significant according to its confidence interval (99% confidence interval bounds
equalled -2.32 and 1.30). The overall conclusion is therefore that there is no level
7

Note that we could have fixed βj1 of subtests PC, AI, and MK to equal zero as well. However,
as indicated by an anonymous reviewer, it could be interesting to see if there are differences
compared to the previous results.
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dependency in the factor loadings or skewness in the factor distribution. In addition, 2
subtests showed heteroscedastic residuals, but the direction of these effects were not in
line with the hypothesized differentiation effects.
2.5 Discussion
We presented a unified model to test the distributional assumptions underlying
Maximum Likelihood estimation within the one factor model. In addition to testing, the
model is useful in modeling any distributional violation that is detected. A particular
feature of the model is that multiple effects could be combined in a single model, and
tested and/or modeled simultaneously.
Testing and modeling violations of distributional assumptions within any
statistical model may be interesting from theoretical considerations. To illustrate this,
we discussed how an empirical phenomenon, ability differentiation, implies specific
violations within the common factor model. Once identified, the presence of the
phenomenon was easily tested in a dataset using the present model.
In addition to the practical utility of the model, we investigated the performance
of the model under a number of circumstances in two simulation studies. In the first
simulation study, we showed that given realistic sample sizes, parameter recovery and
the power to detect the effects in the data were acceptable. It turned out that when a
skew-normal factor distribution underlied the data, this effect was not detected in the
majority of the cases using a Shapiro-Wilks normality test on the observed data. The
effect was detected with the present model. It is not our purpose to claim that the
Shapiro-Wilks test is inferior to the tests proposed in this Chapter, we wish only to
stress that exploiting the given covariance structure (i.e., the one factor model), it is
possible to detect relatively subtle and specific departures from normality that are more
difficult to detect by using marginal tests.
In the second simulation study, we showed that level dependent factor loadings
and a skew-normal factor distribution can not be estimated simultaneously.
Nonetheless, we think that both are valuable in their own rights. If a skew-normal factor
distribution underlies the data, this will cause level dependency in the factor loadings in
the same direction for all variables. From this finding, one could infer that a skewnormal factor distribution could be present. However, when only some variables show
level dependency, or the variables all show level dependency in opposing directions,
then one can be quite sure that the factor distribution does not underlie these effects.
In the application we showed the flexibility of the model in terms of the
function that is imposed between the factor loadings and the common factor. This
flexibility applies equally to the relation between the residual variances and the
common factor, as long as a function is specified that is uniformly positive.
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Some limitations associated with the presented work should be noted. First, the
model as it stands concerns a one factor model only, while many psychological
phenomena are multi-dimensional. The model may be generalized to multiple factors
by using multivariate Gauss-Hermite quadratures. A well known problem with these
quadratures is however, that when the number of dimensions exceeds 5, the procedure
is practically infeasible (Wood, Wilson, Gibbons, Schilling, Muraki & Bock, 2002). An
alternative is to adopt a Bayesian approach to model fitting. This is straightforward, as
the likelihood function of the model presented in this Chapter could be easily
implemented in WinBUGS (Lunn, Thomas, Best, & Spiegelhalter, 2000).
A second limitation is that the model is developed in the framework of factor
analysis for continuous manifest variables. Many psychometric instruments include
dichotomous or polytomous items. A generalization of the present model to discrete
manifest data is therefore needed. This could for instance be a 2 Parameter Logistic
model with level dependent discrimination parameters. This possibility has yet to be
pursued.
In this Chapter we limited the simulations and application to only 5 variables.
Consequently, the question arises how the model performs with more variables. From a
numerical point of few adding variables merely increases computational time, but it
should pose no additional problems. From a goodness of fit point of view, adding
variables results in a model that is less likely to fit the data as a one factor is less likely
to underlie all covariances among the variables. Specific pairs of variables may show
covariations that are not explained by the common factor. These residual covariances
can be incorporated in the present model by freeing the corresponding parameters
within the skew common factor or level dependent factor loadings model. In case of the
heteroscedastic residual model, it is also possible but less straightforward. As the
residual variances depend on the common factor, the possibility exist that the residual
covariances vary across the common factor as well. In the Mx syntax on
www.dylanmolenaar.nl, it is straightforward to incorporate this possibility. However,
one has to carefully consider the function that is specified between the residual
covariances and the common factor, as the residual covariance matrix should be
positive definite along this function.
Finally, a comment is in order concerning the factor distribution. Several
authors (Bock & Aitkin, 1981; Muthén, 2008; R. J. Mislevy, cited in Muthén, 2008)
have noted that evidence for a non-normal factor distribution is generally weak.
However, the present investigation shows that given sufficient sample sizes, it is
possible to estimate the amount of skewness in the factor distribution. In the presented
simulation studies, a negligible fraction of the cases failed due to boundary estimates of
the shape parameter. We conclude that a sample size of N = 300 is sufficient to estimate
the degree of skewness in the factor distribution. Further investigation with only 200
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subjects showed that the number of boundary estimates increased a bit (up to 10%) but
still, the majority of the cases converged at reasonably values. Note that these sample
size indications depends on the circumstances we simulated (i.e., the effect sizes and
number of variables that were chosen), but we think that these are realistic for scientists
that are modeling psychological phenomenon.
The present model may serve the purely statistical objective of investigating
violations of the assumptions in linear factor analysis. As noted above, such violations
can give rise to subtle departure from normality, which may be hard to detect in
marginal normality tests (e.g., Wilks-Shapiro). We also identified one substantive area
of application, namely ability differentiation testing. Specifically, using the present
model, we can formulate and test competing hypotheses concerning the sources, if any,
of ability differentiation.

Appendix: Derivation of the loglikelihood function of the model.
The model is given by Equation 1, 2, 5, and 9. To estimate the parameters from this
model, we use MML (Bock & Aitkin, 1981; see for applications within the one factor
model: Hessen & Dolan, 2009, and van der Sluis, Dolan, Neale, Boomsma &
Posthuma, 2006). MML is based on the multivariate normal distribution conditional on
η,

f (y i |  , τ ) 
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j 1
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2
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exp   
 2 j 1
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.



(A1)

In Equation A1 all parameters are conditional on η, and τ is the vector of the
parameters to be estimated. Now we introduce the level dependent factor loadings and
heteroscedastic residuals by substituting σj2 | η and λj(η) from respectively Equation 2
and Equation 9 resulting in
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(A2)
As η is a nuisance parameter, it is integrated out. Hence we obtain the multivariate
marginal density of the observed variables for subject i,


k (y i | τ ) 
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where g(η) is the density function of η and f(.) is given by Equation A2. Commonly, a
standard normal density is chosen for g(η). We will use the skew-normal density given
in Equation 5. We therefore obtain
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(A3)

Recap that φ(.) and Φ(.) refer to the standard normal density and distribution function
respectively.
We approximate the integral from Equation A3 by using Gauss-Hermite
quadratures. The general form of the Gauss-Hermite quadrature approximation is


Q

x
 k (x)  e dx  Wq  k ( N q ) ,
2



(A4)

q 1

where, k(.) denotes an arbitrary function, and Wq and Nq are the ‘weights’ and ‘nodes’ as
found in standard tables (e.g., Stroud & Secrest, 1966). At present, the likelihood
function is not in the form of Equation A4. We therefore write it as
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We transform η using the transformation
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This expression could be approximated with Gauss-Hermite quadratures resulting in
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By specifying
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the expression reduces to
Q

k (y i | τ)  Wq  f (y i | N q , τ) ,
*

q 1

*

(A5)
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which is in de form of Equation A4.
Using Equation A5, the marginal likelihood function for a given sample of N
subjects is given by
N

Q

L( τ | y )  Wq  f (y i | N q , τ) .
*

*

(A6)

i 1 q 1

A final step is to take the logarithm of Equation A6 to obtain the marginal loglikelihood
function,
N
 Q

*
*
log L( τ | y )   log Wq  f (y i | N q , τ ) 
i 1
 q 1


3
Testing and Modeling Non-normality within the
Graded Response Model
The Graded Response Model (GRM; Samejima, 1969) can be
derived by assuming a linear regression of a continuous variable, Z,
on the trait, θ, to underlie the ordinal item scores (Takane & de
Leeuw, 1987). Traditionally, a normal distribution is specified for Z
implying homoscedastic error variances and a normally distributed
θ. In this Chapter we present the Heteroscedastic GRM with Skewed
Latent Trait, which extends the traditional GRM by incorporation of
heteroscedastic error variances and a skew-normal latent trait. An
appealing property of the extended GRM is that it includes the
traditional GRM as a special case. This enables specific tests on the
normality assumption of Z. We show how violations of normality in Z
can lead to asymmetrical category response functions. The ability to
test this normality assumption is beneficial from both a statistical
and substantive perspective. In a simulation study, we show the
viability of the model and investigate the specificity of the effects. We
apply the model to a dataset on affect and a dataset on alexithymia.

3.1 Introduction
The Graded Response Model (Samejima; 1969) is a psychometric generalized linear
mixed model to infer a continuously distributed latent trait from a set of ordinal item
scores. In psychology, the model is particularly useful in the field of personality (e.g.,
Fraley, Waller, & Brennan; 2000; Emons, Meijer, & Denollet, 2007) where
questionnaires are administered using items with Likert-type scales.
The GRM can be derived by assuming that the ordinal scores on item i have
risen from categorization of an underlying normally distributed variable, Zi, at
increasing thresholds. This variable is modeled as a linear function of the latent trait, θ.
The category response functions – which specify the relation between the probability of
a response and θ - are then given by integrating over the conditional density function of
Zi|θ between the corresponding thresholds (see Takene & de Leeuw, 1987; Wirth &
* This chapter is published as: Molenaar, D., Dolan, C.V., & de Boeck, P. (in press).
The Heteroscedastic Graded Response Model with a Skewed Latent Trait: Testing Statistical and
Substantive Hypotheses related to Skewed Item Category Functions. Psychometrika.
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Edwards, 2007). In the present article we focus on how the normality assumption for Zi
is violated. We will present the Heteroscedastic GRM with Skewed Latent Trait which
is an extension of the traditional GRM that enables specific tests on this assumption.
These tests are useful both in the statistical and the substantive setting.
3.1.1 The normality assumption for Zi
The assumption of a normal distribution for Zi is pragmatic but testable (see e.g.,
Jöreskog, 2002, p. 13 for an unconditional test on the bivariate marginal distribution of
Zi). The normal distribution can be replaced by a logistic distribution (Birnbaum; 1968)
as an approximation. The shape of the category response functions in the GRM depends
on Zi|θ, thus, using a normal distribution for Zi implies a normal distribution for Zi|θ
which results in the normal ogive GRM. On the contrary, using a logistic distribution
for Zi implies a logistic distribution for Zi|θ which results in the logistic GRM (see
Samejima, 1969). Note that the distribution of θ does not affect the category response
function, e.g., if the distribution of θ is logistic and the distribution of Zi|θ is normal, the
catgory response functions are still characterized by a normal-ogive function while Zi is
non-normaly distributed (due to the non-normal θ).
Central to both the logistic and normal distribution is that they are symmetrical,
implying a symmetrical distribution for Zi|θ, which results in symmetrical category
response functions. As a result, the category response functions increase and decrease at
the same rate to their upper and lower limits, respectively, i.e., plotting the probability
of answering in category c as a function of the underlying trait, θ, will result in
symmetrical functions for all c. This property of generalized (non-) linear (mixed)
models has been questioned in general with respect to binary data (e.g., Czado &
Santner, 1992; Chen, Dey, & Shao, 1999), and specifically in IRT. Notably, Samejima
(1997; 2000; 2008) pointed out that the assumption of a symmetrical distribution for Zi|θ
can lead to an inconsistent relation between the category location parameters, βic and
estimated θ (see Samejima, 1997; 2000). As a solution, Samejima (2000; 2008)
proposed the logistic positive exponent family that incorporates an acceleration
parameter within the logistic GRM, which allows the category response functions to be
asymmetrical. In addition, Bazan, Branco, & Bolfarine (2006; see also Bazán,
Bolfarine, & Branco, 2004) obtained asymmetrical category response functions by
using a skewed normal distribution function for Zi|θ. In applying the model to a dataset
on mathematics ability and on weight perception, Bazan et al. found that a model with a
skewed distribution function fitted better than a model with the traditional normal
distribution function. Finally, Ramsay & Abrahamowic (1989) proposed to use a spline
function for the category response functions.
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Past research as described above focused on asymmetrical category response
functions due to skewness in the conditional distribution of Zi|θ. We argue that
asymmetry in the category response functions can also arise if the distribution of Zi|θ is
perfectly symmetrical. Specifically, we show that when the errors of the underlying
regression of Zi on θ are heteroscedastic, the distribution of Zi|θ is symmetrical, but the
category response functions are not. As this effect will make the marginal distribution
of Zi skewed, we also take into account that the marginal distribution could be
asymmetrical due to a skewed distribution of θ. However, this will not result in
asymmetrical category response functions.
The heteroscedastic GRM with a skewed latent trait – as presented in this
Chapter - can be used to test for specific basis for the departure from normality in the
marginal distribution of Zi; i.e., heteroscedasticity or a skewed latent trait. The basis of
the departure may be of interest both for statistical and substantive reasons.
3.1.2 Statistical Point of View.
3.1.2.1 Parameter Bias.
In the IRT literature it has been shown that the presence of a non-normal latent trait will
bias the parameter estimates of the discrimination parameters (Azevedo, Bolfarine, &
Andrade, 2011), the item category parameters (Zwinderman & van der Wollenberg,
1990), and the ability estimates (Seong, 1990; Ree, 1979; Swaminathan & Gifford,
1983). However, some authors found no bias (Stone, 1992) which Kirisci, Ksu, & Yu
(2001) attributed to the different simulation conditions used in the different studies. It
was concluded that for decreasing test length and decreasing sample size bias on the
item and person parameters increase (see Kirisci et al., 2001).
With respect to heteroscedasticity in IRT, little is known as – interestingly - the
subject of heteroscedasticity has not yet been investigated within this field.
Heteroscedasticity has been investigated in depth in other fields including (generalized)
linear regression (e.g., Agresti, 2002, p. 151; Long & Ervin, 2000), (repeated measures)
analysis of (co)variance (e.g., Kesselman & Lix, 1997; Rochon, 1992), and factor
analysis (e.g., Bollen, 1996; Meijer & Mooijaart, 1996; Hessen & Dolan, 2009).
As heteroscedasticity has not yet been investigated in the GRM, it is unclear
whether the presence of heteroscedastic error variances will bias either item and/or
person parameter estimates. We suspected that this would be the case given that
heteroscedasticity has a similar effect on the distribution of Zi compared to a nonnormal latent trait. We conducted a small simulation study to investigate the effect of
heteroscedasticity in the GRM on the parameter estimates. As it is not the main focus of
the present Chapter results are presented in the Appendix. From the results it is clear
that for increasing effect sizes item parameters get more biased (in the most extreme
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case, the root mean squared differences between the parameter estimates and the true
value exceeded 2 times the values under the tradition GRM).
Thus, we think that from a statistical point of view testing for heteroscedasticity
and a non-normality in the latent trait within the GRM is valuable, at least to compare
the results to those obtained from the traditional GRM. If the effects of
heteroscedasticity and non-normality of the trait are small, and item parameters are
highly similar to those obtained using the traditional GRM, one can safely rely on the
traditional GRM. However, when differences are large, and effects appear to be large, it
might be better to take the effects of heteroscedasticity and/or non-normality in the trait
into account, which can be done using the models outlined in this Chapter.
3.1.2.2 Consistency of Estimated θ.
As Samejima (1997; 2000) pointed out, estimating θ in the normal ogive model using
symmetrical category response curves will result in an inconsistent relation between
category location parameters, βic and estimated θ. For simplicity, consider two items
that follow a 1 parameter normal ogive model with category location parameter β 1 for
item 1 and β2 for item 2. Assume that item 2 is more difficult than item 1, i.e., β1 < β2.
Within this model Samejima (1997) showed that for subjects with θ < Mean(θ),
answering the more difficult item 2 correctly is given more credit, while for subjects
with θ > Mean(θ) answering the more easy item 1 correctly is given more credit. Stated
differently, for θ < Mean(θ) answering a more difficult item correctly will result in a
higher estimate of θ compared to answering a more easy item correctly. In addition, for
θ > Mean(θ) answering a more easy item correctly will result in a higher estimate of θ
compared to answering a more difficult item correctly. When category response
functions are asymmetrical, this inconsistency can be overcome. See for a detailed
discussion, Samejima (1997) for the 2 parameter normal ogive, and Samejima (2000)
for the GRM. For the present undertaking, it seems thus reasonable to take the
possibility of asymmetrical category response functions into account, to address this
inconsistency.
3.1.2.3 Advantage over Existing Tests.
Given that one would test for heteroscedasticity and/or for non-normality in θ an
omnibus test is less sensitive than a more specifically focused test. In an omnibus test,
such as the standard tests in LISREL, see Jöreskog (2002; p. 13), or the test proposed
by Muthen & Hofacker (1988) no distinction is made between non-normality due to
heteroscedastic errors and/or due to a non-normal trait. We see three reasons that
specific tests (on the trait and the errors) have added value relative to the omnibus tests
on normality. First, omnibus tests suggest no solution when a violation is found, where
the models in this Chapter can be used to take the non-normality into account. Second,

Non-normality in the Graded Response Model

45

it is important to distinguish between departures from non-normal Zi due to
heteroscedasticity, and departures due to a non-normal trait. Heteroscedasticity will
make the category response functions asymmetrical similarly to Samejima (1997; 2000;
2008), but a non-normal trait will not influence the category response functions. Third,
the effects of heteroscedasticity and the non-normal trait could be in opposite
directions, causing the marginal distribution of Zi to be reasonably normal while
homoscedasticity and normality of the trait are violated.
3.1.2.4 Non-linear Moderated Factor Analysis and Differential Item Functioning
In non-linear moderated factor analysis (Bauer & Hussong, 2009; see also Neale, 1998;
Neale, Aggen, Maes, Kubarych, & Schmitt, 2006; Molenaar, Dolan, Wicherts, & van
der Maas, 2010), the parameters in a given latent variable model are a function of an
external variable (e.g., age), which may moderate these parameters. These models have
important applications as models for Differential Item Functioning (DIF; Mellenbergh,
1989) with respect to a continuous background variable (see Neale et al, 2006; and
Bauer & Hussong, 2009). We note that heteroscedasticity in the GRM, as formulated
below, may be attributable to DIF. For instance, suppose that the error variance in the
regression of a given item on the latent trait varies with the continuous background
variable that is correlated with the latent trait. This heteroscedasticity may be detected
and interpreted as a manifestation of DIF by conditioning on the background variable
(as in Neale, et al, 2006). In the unconditional application of our GRM such DIF would
give rise to heteroscedasticity in the regression of the item on the latent trait.
3.1.3 Substantive Point of View.
Finding that a set of items that purport to measure the same underlying latent trait is
associated with heteroscedasticity across the trait can have interesting implications for
the theory of that trait. This applies equally well to the finding that a given latent trait
has a skewed distribution. We consider three examples, which we discuss shortly
below.
3.1.3.1 Schematicity.
In personality research, schematicity refers to the hypothesis that people differ in the
certainty and accuracy with which they answer to self-report measures because of
differences in their cognitive structures concerned with processing information about
the self (Markus, 1977; Rogers, Kuiper & Kirker, 1977; Tellegen, 1988). Research
indicates that being highly schematic (i.e., having strong cognitive structures about the
self) is associated with an extreme position on the trait (Markus, 1977). Note that this
phenomenon implies heteroscedastic errors in the GRM, i.e., conditional variances
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decrease across the trait. We are not aware of any latent variable approaches to
modeling schematicity. However, using the present model this is possible, as we
illustrate later.
3.1.3.2 Gene-by-Environment Interaction.
In behaviour genetics, a Gene-by-Environment interaction (GxE) will result in
heteroscedasticity of the environment factors with respect to the genetic factors (Jinks
& Fulker, 1970). Within the linear factor model, van der Sluis et al. (2006) propose to
test for heteroscedastic errors as a test on GxE, i.e., the variance conditional on the
genetic factor increases or decreses across that factor (see also Molenaar, van der Sluis,
Boomsma, & Dolan, in press). This approach is however limited to continuous factor
indicators (e.g., subtest scores). The GRM proposed in this Chapter can be used to
investigate GxE at item level.
3.1.3.3 Ability Differentiation.
This hypothesis from intelligence research refers to the claim that the general
intelligence factor is not equally strong across its range (Spearman, 1927; Tucker-Drob,
2009). This phenomenon could be attributed to heteroscedastic errors, i.e., increasing
conditional variances across the intelligence factor (Hessen & Dolan, 2009), non-linear
factor loadings (Tucker-Drob, 2009) or a skewed ability factor (Molenaar, Dolan, &
van der Maas, 2011). All previous studies have focused on the subtest level, however
using the heteroscedastic GRM with non-normal trait enables the investigation of the
phenomenon at item level.
In conclusion, the heteroscedastic GRM with non-normal trait can be used to
test statistical and substantive hypotheses. The outline of the present Chapter is as
follows; first we present the derivation of the traditional GRM using the underlying Zi.
Next we discuss how category response functions can be skewed. Then, we extend the
GRM to incorporate heteroscedastic errors and a skewed θ. Next, we present a
simulation study to show the viability of the model and to investigate the power to
detect both effects. Finally, we apply the model to a questionnaire measuring affect, and
to a dataset on alexithymia to test the schematicity hypothesis.
3.2 The Graded Response Model
In the GRM, it is assumed that a normally distributed variable Zi underlies Yi, the
observed scores on item i. To enable inferences about a latent trait θ, Zi is regressed on
θ resulting in
Zi = υi + λiθ + εi,

(1)
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where υi is the intercept, λi is the regression weight or factor loading, and εi is the error
term.8 The marginal distribution of Zi, g(.), is given by


g ( Zi ) 

 f  Z   h( )d

(2)

i|



where h(.) is the density function for θ and Zi|θ is the score on Zi conditional on θ with
conditional density function f(.) and
E(Zi|θ) = υi + λi θ

(3)

and
Var(Zi|θ) = σεi2

(4)

The probability of a subject with a given θ answering in category c on item i is given by
 i ( c1)

P(Yi|  c) 



f ( Zi| )dZi|

for c = 0, …, Ci-1,

(5)
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where Yi|θ is the observed score on item i conditional on θ, Ci is the number of answer
categories of item i, τi0 = -∞, τi(Ci -1) = ∞, Equations 3, 4, and 5 combine to
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where F(.) is the conditional distribution function of Zi|θ. Substituting υi = 0,  i 
and ic  

i
,
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, we obtain
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(6)

Note that the error term may include a systematic component due to misfit.

(7)
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which is the normal-ogive GRM with item scale parameter αi and category location
parameter βic, see Takane & de Leeuw (1987; McDonald, 1999).
3.2.1 Asymmetric Zi
In Equations 1 and 2 it hold that if θ and εi are both normally distributed, Zi is normally
distributed by convolution. Conversely, Cramér’s theorem (Cramér, 1937) ensures that
when Zi is normally distributed, θ is normally distributed and Zi|θ (i.e., εi) is normally
distributed. 9 Additionally, for a normal distribution for Zi to hold, Zi|θ should be
homoscedastic (i.e., constant across θ; see Meijer & Mooijaart, 1996; Hessen & Dolan,
2009). See Figure 3.1 for a graphical representation for the case that C = 3.

Figure 3.1. Graphical representation of the relation between P(Yi|θ = c) and Zi|θ for
C = 3. In the Figure only three of the infinite conditional distributions are depicted. N(.) refers to
a normal density function

9

Cramér’s theorem states that if X1 and X2 are independent random variables and X1+X2 is
normally distributed, it follows that both X1 and X2 are normally distributed.
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Thus if we accept the linear relation between Zi and θ in Equation 1, then any violation
of symmetry in the marginal distribution of Zi is caused by the following not mutually
exclusive causes:
1. σεi2 is heteroscedastic (i.e., variable across θ), see Figure 3.2b,
2. The distribution of θ is skewed, see Figure 3.2c
3. The distribution of Zi|θ is skewed, see Figure 3.2d.

Figure 3.2. Graphical representation of the causes of non-normality in Zi. a) Traditional model
(see also Figure 3.1), b) heteroscedastic σεi2, c) skewed θ, d) skewed Zi|θ. For clarity effect sizes
are exaggerated.
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Existing approaches by Samejima (1997; 2000; 2008), Bazan, et al. (2006), and
Ramsay & Abrahamowic (1989), as discussed above, focus exclusively on 3. However,
1 will also result in asymmetrical category response functions. Thus, if normality of Zi|θ
is not rejected by one of the existing approaches, category response functions can still
be asymmetrical due to heteroscedastic σεi2. In addition, non-normality can arise in Zi
due to a skewed θ
Specific tests on the violations as presented above are developed within the
framework of factor analysis for continuous variables; Hessen & Dolan (2009)
proposed a one factor model to test for heteroscedastic errors, and Molenaar, Dolan, &
Verhelst (2010) proposed a one-factor model to test for heteroscedastic errors, nonlinear factor loadings, and/or a non-normal factor distribution. In the framework of
factor analysis for ordinal variables, including the GRM, such specific tests received
relatively little attention. Effort has been invested in approximating the distribution of θ
using mixture distributions (Muthén & Muthén, 2007; Vermunt, 2004; Vermunt &
Hagenaars, 2004; Schmitt, Mehta, Aggen, Kubarych, & Neale, 2006), extensions of the
normal distribution (van den Oord, 2005; Verhelst, 2009; Azevedo, 2011), and splines
(Woods, 2007). However, we are not aware of any work on heteroscedastic errors in the
GRM.
3.3 Extending the GRM
We extended the GRM to include heteroscedastic σεi2 and a skewed θ. We present the
model development in factor analysis notation as conceptualization of the GRM in
terms of an underlying Zi variable originates in this field (Wirth & Edwards, 2007). In
addition, within factor analysis, heteroscedasticity has already been studied to some
degree, so that our presentation connects better with the existing literature. Still,
translating the final result to IRT notation is straightforward (using the results in Takane
& de Leeuw, 1987, as motivated above).
3.3.1 Heteroscedastic Errors
In Equations 1, 4, and 6, εi is assumed to be homoscedastic, i.e., σεi2 is constant across θ.
We propose to account for heteroscedasticity by making σεi2 a function of θ, i.e.,
σεi|θ 2 = k(θ; δi).
where δi is a vector of parameters with elements δi0,…, δir, and k(.) is any function that
is strictly positive. Within the framework of linear factor analysis for continuous
variables, Hessen & Dolan (2009) used an exponential function for k(.), i.e.,
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σεi|θ 2 = exp(δi0 + δi1θ + δi2θ2 + … + δirθr).
thus, log(σεi2) is modeled as an r-th degree polynomial function of θ. Bauer & Hussong
(2009) used a similar function to model the relation between σεi2 and a moderator
variable. Generally, as a simple test on heteroscedasticity it will suffice to consider the
minimal heteroscedasticity model, i.e., r = 1
σεi|θ 2 = exp(δi0 + δi1θ).

(8)

with baseline parameter
and heteroscedasticity parameter
. When δi1 = 0, error variances are homoscedastic. When δi1>0 error variances
are increasing for increasing levels of θ and when δi1<0 error variances are decreasing
for increasing levels if θ. Note that in principle in the homoscedastic case of the GRM
(i.e., δi1=0) and the heteroscedastic case of the GRM (i.e., δi1≠0) all parameters are
interpreted the same (the thresholds, factor loadings and intercepts), except for δ i0. In
the homoscedastic model δi0 represents log(σεi2) for all θ’s, while in the heteroscedastic
model it represents log(σεi|θ2) for θ = 0.
The function in Equation 8 is not generally suitable within the GRM. To see this,
consider Figure 3.3a in which P(Yi = c| θ) from Equation 6 is plotted for Ci = 5, λi = 1,
υi = 0, τic = {-3,-1,1,3}, -5 ≤ θ ≤ 5, and σεi|θ2 = exp( 0.5 + 0.5 × θ). It appears that the
heteroscedastic errors underlying the distribution of Zi make the category response
curves skewed. In Figure 3.3b, the behavior of the same category response functions is
shown for -5 ≤ θ ≤ 50. Clearly, the category response functions for c = 0 and c = 4
(first and last category) behave undesirably as both have an upper limit of .5. How this
happens is clear from the category response functions in Equation 6, e.g., for c = 0


i  
i   i ( c 1)
P(Yi|  0)  1   
1

 exp(    ) 2
i0
i1








because τi0 = - ∞. From this Equation it can be seen that when θ increases, the
denominator of the fraction in the normal distribution function, Φ(.), accelerates more
than the numerator (as the denominator involves an exponential function of θ and the
numerator a linear function of θ). Therefore, for increasing θ the fraction approaches 0
causing P(Yi|θ = c) to approach 1 - Φ(0) =.5 in the limit. Key of the problem is that
category 0 has only one effective threshold (τi1) as the other threshold (τi0) equals minus
infinity. Therefore, similar occurs for c = 4 (i.e., the final category), but not for the
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intermediate categories as these categories have thresholds that do not involve (minus)
infinity.

Figure 3.3. Heteroscedastic item category curves for a) -5 ≤ θ ≤ 5 (top) and b) -5 ≤ θ ≤ 50
(bottom).

The problem outlined in Figure 3.3b appears to be occurring on a range of θ that will
generally fall outside the observed data. However, when the degree of
heteroscedasticity increases, the category response curves of category 0 and 4 will
approach 0.5 in the more reasonable ranges for θ as well.
We therefore propose an alternative function for k(.) to link σεi2 and θ, i.e.,
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with baseline parameter
and heteroscedasticity parameter
. Note that when δi1 >0 and θ → ∞  σεi|θ2 → δ0, i.e., the function has an
upper bound which prevents the category functions of c = 0 and c = C-1 to approach .5.
In addition when θ → - ∞  σεi|θ2 → 0, i.e., the function has a lower bound of 0.
Similarly when δi1 < 0 and θ → - ∞  σεi|θ2 → δi0, and when θ → - ∞  σεi|θ2 → 0. In
addition, δi1 is a heteroscedasticity parameter, i.e., when δi1 = 0  σεi|θ2 = δi0.
3.3.2 Skewed Latent Trait
Within the 2 parameter logistic IRT model, Azevedo (2011) proposed the use of the
skew-normal density function (Azzalini, 1985; 1986; Azzalini & Capatanio, 1999;
Arnold, Beaver, Groeneveld & Meeker, 1993). 10 Note that within the field of latent
variable modelling, this distribution is also used by Bazan et al. (2006) to model
skewness in the category response function of a 2 parameter normal ogive model (as
discussed above) and the distribution is also used by Molenaar et al. (2010; 2011) to
approximate the latent variable distribution in the linear factor model.
An appealing feature of the class of skew-normal distributions is that it includes
the normal distribution as a special case, which makes it straightforward to test a given
variable for normality. Specifically, if random variable η has a skew-normal
distribution, its probability density function is given by

h( ) 

      
  


    

2

where κ is a location parameter,

(10)

), ω is a scale parameter,

,

and ζ is a shape parameter,
. From these parameters the expected value,
variance, and skewness of η can be calculated using the so-called centered
parameterization of the skew-normal distribution (see Azzalini, 1985)
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Specifically, Azevedo (2011) used the centered skew-normal distribution, see below.

(11)

(12)
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Note that in Equation 10, for ζ = 0, h(.) reduces to the normal density function. Within
the heteroscedastic GRM with skewed θ, the latent trait, θ, can still be interpreted as in
the traditional GRM. That is, a high position on θ in the traditional GRM corresponds
with a high value on θ in the extended GRM.
3.3.3 Identification
The present form of the model in Equation 6, is unidentified as both θ and Zi are
unobserved variables. Identification of θ traditionally proceeds by restricting
E(θ) = 0, Var(θ) = 1, and identification of Zi proceeds by restricting E(Zi) = 0 and
Var(Zi) = 1. Because of Equation 1, these restrictions have the following implications:
σεi|θ2 = Var(Zi) - λi2 × Var ( θ) = 1 – λi2
and
υi = E(Zi) – λi × E(θ) = 0.
That is, intercepts are not in the model and the error variances are a deterministic
function of the factor loadings. Thus in the present model, we could not introduce
heteroscedastic errors, as σεi2 is not a free parameter. We therefore identify the scale of
Zi by fixing two adjacent thresholds to some arbitrary values (see Mehta, Neale, & Flay,
2004). The scale of Zi is now identified because the distance between the fixed
thresholds define one unit on the Zi scale. An advantage is that we can estimate σεi2 and
υi for all i. We are still free to fix the scale of θ by either fixing Var(θ) to equal 1, or to
fix λi to equal 1 for a given i. In the latter case we can estimate ω from Equation 10. In
addition, in multi-group applications we can fix E(θ) to equal 0 in the first group and
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estimate κ from Equation 10 in the second group. However, in single group applications
E(θ) (and thus κ) is fixed.
The restrictions presented above result in an identified model, as we verify in
our simulation study (see below). In addition, in all applications of the model (among
which are the simulations and illustrations that are presented below), using (marginal)
maximum likelihood, the Hessian was positive definite, parameter recovery was
satisfactory, and altering starting values did not result in a different solution with the
same likelihood. We also note that within the linear one-factor model, we already
established that heteroscedastic errors and a skew-normal distribution are
simultaneously identified (see Molenaar et al., 2010). Taking these results together, we
are confident that the present model is identified.
3.3.4 Estimation
Equation 6, with σεi2 given by Equation 9 and θ distributed with density function given
by Equation 10, constitute the heteroscedastic GRM with a skewed trait distribution. To
fit this model to data, we propose a Marginal Maximum Likelihood procedure (MML;
Bock & Aitkin, 1981). That is, we maximize the log-marginal likelihood function, i.e.,


N

( γ | X)   log
p 1

q

  P(Y   x

 i 1

i|

( pi )

)h( )d ,

(13)

where X denotes the N x q matrix with item scores of N subjects on q items, x(pi) is
element (p,i) from this matrix, and γ is the vector of parameters in the model. This
vector includes: δi0, δi1, λi, υi, τi2, τi3, and ζ for all i = 1, …, q. Note that κ and ω are not
free parameters as these are fixed, such that E(θ) = 0 and Var(θ) = 1 according to
Equation 11 and 12 as discussed above.
3.4 Simulation study
In the present section we present results of a small simulation study. The simulation
study served three aims. First, we wanted to establish the viability of the model.
Second, we wanted to investigate the statistical power to detect the different effects
simultaneously and in isolation. Finally, we wanted to investigate the specificity of both
effects, i.e., whether the models can distinguish between a dataset which is generated
according to a skew-normal θ and a dataset which is generated according to
heteroscedastic σεi2.
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3.4.1 Design

We simulated data according to the model and varied three aspects in the data; 1) The
number of respondents: N=400 or N=800, 2) The number of answer categories, C=3 or
C=5, 3) The nature of the effect(s) in the data: no effects in the data, heteroscedastic
σεi2, skew-normal θ, or both. We simulated data for 10 items (i.e., q = 10). In the case
that one or both of the effects were present in the data, we choose
ζ = 2.17 [Skew(θ) = 0.5] and/or δi1 = 0.4. All other parameters were fixed to λi = 1, υi =
0, δi0 = 1.5, E(θ) = 0, Var(θ) = 1, and τic = {-2, -.75, .75, 2} when C = 5, and τic = {-.75,
.75} when C = 3. The models were identified by fixing E(θ) = 0, Var(θ)= 1, and τi1 = -2,
τi2 = -.75 (if C = 5) and τi1 = -.75, τi2 = .75 (if C = 3).
For each of the 16 conditions (2 × 2 × 4) we simulated 40 data sets and fitted four
different models; the baseline model with no effects (i.e., ζ = 0 and δi1 = 0 for all i), a
heteroscedasticity model (i.e., δi1 is free for all i but ζ = 0), a skewed-trait model (i.e., ζ
is free but δi1 = 0 for all i), and a full model with both effects simultaneously (i.e., ζ is
free and δi1 is free for all i).
3.4.2 Likelihood ratio and Power calculation
In testing on skewness in the distribution of θ and/or heteroscedasticity of the errors, we
use the likelihood ratio test (LRT). In this test, H0 states that ζ=0 and/or δi1=0 for some
or all of the items, and HA states that ζ≠0 and/or δi1≠0. The LRT statistic, T, is
calculated as

where

is the estimated vector of parameters from Equation 13 subjected to the

parameter restrictions of H0, and
2

is the vector of parameter estimates under HA.

Under H0, T has a central-χ distribution with degrees of freedom (df) equal to the
number of restrictions in H0. Under HA this statistic has a non-central χ2 distribution
with a non-centrality parameter that depends on the effect size and sample size. An
important condition that need to be satisfied for the LRT statistic to approach these
theoretical distributions is that H0 is nested under HA and that the restrictions in H0
should not be on a boundary of the parameter space (Cramér, 1946). As our likelihood
ratio tests concern either fixing ζ with parameter space (-∞,∞) to 0, and/or fixing δi1
with parameter space (-∞,∞) to 0, these regularity conditions are satisfied.
In the present simulations, we study the empirical power of the LRT to reject
H0 of a normal θ and/or homoscedastic εi. To this end, we calculated T from Equation
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14 for each replication in the design. As T has a non-central χ2 distribution under HA, it
holds that (Fisher, 1928):
E(T) = df + ncp
thus, the non-centrality parameter of the LRT statistic, T, could empirically be
approximated by substracting the df from the average T across the replications in a
given cell in the simulation study. As now the ncp of the distribution of T is known
under HA, we can choose a nominal alpha level (α) and calculate the power to reject H0
by integrating over the non-central χ2 distribution. Within covariance structure
modelling, Satorra & Saris (1985) developed an analytical approach to calculate the ncp
given that N is large, and that the misspecification under H0 is not severe. We use
essentially the same approach as that of Satorra & Saris, however we have no analytical
expression for the ncp, we therefore establish the ncp empirically from the data, as
described above.
We used Gauss-Hermite quadratures with 50 quadrature points to approximate
the integral in the log marginal likelihood function in Equation 13. We fitted the model
using the freely available software package Mx (Neale, Boker, Xie, & Maes, 2002). A
script to fit the heteroscedastic GRM with skewed θ is available from
www.dylanmolenaar.nl.
3.4.3 Results
In Figures 3.4 and 3.5, box plots of the parameter estimates are shown for the
heteroscedasticity parameters, δi1, and the skewness parameter , ζ, for the case that both
effects were in the data and the full model was fitted to that data. As it appears, true
parameter values are recovered quite well. Variability in the parameter estimates is
highest when N = 400 and C = 3 but decreases with increasing N and increasing C.
In Table 3.1, power coefficients (α = .05) are shown for the 16 conditions in the
simulation study and for three classes of models. The first class of models is the full
model, i.e., the heteroscedastic GRM with a skewed trait (abbreviated het-GRM-skew
in Table 3.1), second is the heteroscedastic GRM (het-GRM; i.e., a GRM with
heteroscedastic errors only), and third is the GRM with a skewed trait only (GRMskew). Ideally, when a given effect is in the data (e.g., heteroscedastic σεi2) it is not
detected by a misspecified model (i.e., the GRM-skew). Thus, power of the
misspecified model should ideally be equal to 0.05 (i.e., equal to the Type I error
probability specified a priori). If this is the case, the model is said to be highly specific,
that is, it detects only the effects that are in the model and it does not pick up any
additional effects. In Table 3.1 power coefficients of the misspecified models are
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underlined and should thus be close to the nominal alpha level. All other coefficients
should be reasonably large.
Table 3.1
Power to detect heteroscedastic residuals and skewness in the trait simultaneously and in
isolation
het-GRM-skew

het-GRM

GRM-skew

0.09 (1.19)

Heterosc. σ
0.09 (1.15)

Skew θ
0.05 (0.00)

0.47 (8.94)

0.50 (9.23)

0.11 (0.54)
0.74 (6.70)

N

C

effect

Heterosc. σ

Skew θ

both

400

3

none

0.09 (1.23)

0.05 (0.04)

het. σ

0.46 (8.40)

0.05 (0.00)

5

skew θ

0.06 (0.24)

0.62 (5.14)

0.36 (6.93)

0.11 (1.79)

Both

0.42 (7.78)

0.56 (4.51)

0.43 (8.27)

0.20 (3.76)

0.11 (0.49)

none

0.05 (0.00)

0.05 (0.00)

0.05 (0.00)

0.05 (0.00)

0.05 (0.00)

0.80 (16.76)

0.81 (16.62)

0.16 (0.89)
0.83 (8.45)

het. σ

800

3

0.07 (0.14)

Skew θ

0.06 (0.42)

0.82 (8.35)

0.46 (8.87)

0.07 (0.52)

both

0.72 (14.04)

0.88 (9.77)

0.87 (19.54)

0.53 (9.77)

0.65 (5.50)

none

0.07 (0.53)

0.05 (0.00)

0.06 (0.34)

0.07 (0.62)

0.05 (0.00)

0.86 (19.09)

0.88 (19.26)

0.31 (2.15)

0.70 (13.83)

0.22 (4.05)

0.96 (13.59)
0.25 (1.63)

het. σ
skew θ
5

0.79 (15.87)

0.82 (16.94)
0.06 (0.24)

0.05 (0.00)
0.88 (9.78)

both

0.67 (12.59)

0.84 (8.84)

0.71 (14.22)

0.29 (5.38)

none

0.05 (0.12)

0.05 (0.00)

0.05 (0.00)

0.05 (0.01)

0.05 (0.00)

het. σ

0.95 (24.90)

0.05 (0.00)

0.96 (26.19)

0.97 (26.44)

0.21 (1.30)

0.84 (18.36)

0.11 (1.76)

0.99 (17.33)

1.00 (40.38)

0.95 (24.08)

0.82 (8.24)

skew θ
both

0.08 (1.03)
0.99 (32.14)

0.98 (16.60)
0.98 (16.31)

Note. Non-centrality parameters are in brackets. ‘het-GRM-skew’ denotes ‘heteroscedastic
GRM with a skewed trait’. ‘het. σ’ denotes the power to detect the heteroscedastic σεi2, ‘skew θ’
denotes the power to detect skweness in the trait, and ‘both’ denotes the power to detect both
effects simultaneously. The power coefficients that are underlined should be close to the Type I
error probability specified a priori, i.e., α = 0.05, see the text for explanation.
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Figure 3.4. Box plots of the parameter estimates of the heteroscedasticity parameters, δi1 (in
black; left axis) and the skewness parameter, ζ (in grey, right axis) for N = 400 and respectively
C = 3 (top figure) and C = 5 (bottom figure). The horizontal line represents the true value on
both the δi1 axis and the ζ axis.
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Figure 3.5. Box plots of the parameter estimates of the heteroscedasticity parameters, δi1 (in
black; left axis) and the skewness parameter, ζ (in grey, right axis) for N = 800 and respectively
C = 3 (top figure) and C = 5 (bottom figure). The horizontal line represents the true value on
both the δi1 axis and the ζ axis.
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As can be seen from the Table, all underlined values are close to or equal to
0.05 for the het-GRM-skew, which suggests that the two effects (heteroscedastic σεi2
and skewed θ) are well separable within this model. For the het-GRM and GRM-skew,
the underlined values are departing somewhat more from the 0.05 level (at most .31).
This indicates that unmodelled skewness in the trait or heteroscedasticity in the errors
will increase the false positive rate somewhat.
For N = 400 and C = 3, power values are around .4-.5 which is judged to be low
power (exception is the .74 power of the GRM-skew to detect the skewness in θ, which
is already acceptable). For C = 5, power is acceptable, as power coefficients vary
around .7-.8. An exception is the power of the het-GRM-skew to detect the skewed θ in
the data. This situation is associated with a power of .46 which is still low. However,
this is not surprising as the model has 11 extra parameters compared to the standard
GRM of which only 1 is concerned with the skewed θ. Power is thus lowered because
of the 10 parameters that remain unaffected. For N = 800 power is judged to be
acceptable-to-high as coefficients are around .8 - 1.0, with the larger power coefficients
when C = 5.
From Table 3.1 it also appears that when both effects are in the data, the hetGRM-skew outperforms both the het-GRM and GRM-skew in terms of power. For
instance in the cases that N=800 & C=3, power to detect the heteroscedastic errors is.72
and .67, respectively, in the het-GRM-skew, compared to.53 and .29, respectively, in
the het-GRM. In addition, power of the het-GRM-skew to detect the skewness in θ is
.84 compared to .25 in the GRM-skew. When only one effect is in the data but the hetGRM-skew is applied nevertheless (which includes both effects), power is somewhat
smaller compared to the GRM-skew and het-GRM. For instance, when N=800 & C=3
and a skewed θ underlies the data, the het-GRM-skew has a power of .88 to detect the
effect, while the GRM-skew has a power of .96. In addition when heteroscedastic errors
underlie the data, the het-GRM skew has power of .82 to detect this effect, and the hetGRM has a power of .88. In the case of one effect in the data, power is thus somewhat
increased in the models with a single effect only. However benefits are not that large as
compared to when both effects are in the data and the het-GRM-skew is applied. It
seems thus be advisable that if one is interested in detecting one effect, e.g.,
heteroscedastic errors, it is safest to take the possibility of the skewed θ into account as
well because of substantial power gains.
Results above depend highly on the present choice of effect sizes. However, we
showed that given the chosen effect sizes power can be acceptable for reasonable
sample sizes. Regardless of effect size, we can conclude that the model is viable, and
that the effects are highly specific and therefore well separable.
In the present simulation study, we only used effects on θ and σεi2 that are in the
same direction, i.e., they both make the distribution of Zi positively skewed. We did
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consider the case in which both effects were in opposite directions (specifically,
ζ = -2.17 and δi1=0.4), but this did not affect the results as presented above. This finding
is not surprising as both effects are highly specific and therefore do not interfere with
each other.
3.5 Illustration
In this section we present two applications purported to test the schematicity hypothesis
from personality research (Markus, 1977; Rogers, Kuiper & Kirker, 1977; Tellegen,
1988). As discussed above, this hypothesis describes that people who are low on a
given personality trait have a less clear self-schemata, i.e., they are more ambiguous
about their trait level compared to people high on that trait. In the literature, a similar
phenomenon is the hypothesis that not all personality traits apply equally well to
everybody (Allport, 1937; Baumeister & Tice, 1988). As discussed previously, the
schematicity hypothesis predicts that people who are low on a given personality trait are
less accurate in reporting their exact position on the answer scale of a given item from a
questionnaire. On the item level, this prediction implies heteroscedasticity of the error
variances in the GRM. In the applications below, we investigate the schematicity
hypothesis by testing for heteroscedastic errors. We do also take the possibility of
skewness in the trait into account as this might benefit the power to detect the
heteroscedastic errors (as we showed in the simulation). The first application involves
an investigation of the schemticity hypothesis in an affect questionnaire and the second
application involves an investigation of the schematicity hypothesis in an alexithymia
questionnaire.
3.5.1 Application 1
3.5.1.1 Description of the Data
A total of 557 psychology freshman completed a Dutch version of the Positive Affect
and Negative Affect scale (Guadagnoli & Mor, 1989).11 All items in these scales consist
of words that describe a particular affect (e.g., wistful, desperate, happy, cheerful).
Respondents are asked to report on a 5 point Likert scale to what degree they
experienced each affect during past week. The questionnaire contains 40 items in total
of which 20 purport to measure positive affect and 20 items purport to measure
negative affect. Here we limit the analysis to the Negative Affect scale only. 12 The
negative affect scale was judged to fit acceptable to a discrete one-factor model

11
12

We thank Harrie Vorst for sharing these data.
We note however that for the Positive Affect scale, results are similar.
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(RMSEA = .066).13. We identified the model by fixing E(θ)=0, Var(θ)=1, τi0 = -2, and
τi1 = -.75.
In the data analysis, we proceeded as follows: first we fitted the full model
(including the skew-normal distribution for θ and the heteroscedastic σεi2). From the full
model, we dropped the skewness parameter, ζ, resulting in a model with heteroscedastic
errors only. Next, from the full model, we dropped the heteroscedastic errors, resulting
in a model with a skewed θ only. Finally we fitted a model with no effects, i.e., the
traditional GRM. To see which of these models fitted the data best, we considered
various fit indices. First, we conducted the LRT between the model of interest and the
full model as described above. Next we consulted Akaike's Information Criterion (AIC)
and the Bayesian Information Criterion (BIC). Both the AIC and BIC are calculated on
basis of the marginal likelihood, i.e., the incidental parameters, θ, are intergrated out
and are not included in these indices. For the AIC and BIC, a lower value suggests a
better model fit. Note that these indices are not tests in a statistical sense (e.g., Konishi
& Kitagawa, 2008), i.e., they are used to decide which model predicts future data best
among competing models. For present purposes we adopt this model selection based
strategy using the AIC, BIC and LRT. However, we note that a more thorough
approach would be to test whether data is a true realization of the stochastic model
under investigation (Schmueli, 2010).

13

Because of the illustrational purposes, we judge an RMSEA smaller than .08 to be an
indication of acceptable model fit (see Schermelleh-Engel, Moosbrugger & Müller, 2003).
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Table 3.2
Parameter estimates of the full model in Application 1.
item
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
ζ

νi

τi2

τi3

λi

δ0i

δ1i

-1.59
-1.91
-2.16
-1.77
-1.80
-1.84
-2.17
-0.96
-1.45
-1.49
-1.41
-1.89
-1.20
-1.58
-1.54
-1.04
-1.26
-2.13
-1.55
-1.34

-0.09
-0.34
-0.05
-0.07
-0.06
-0.19
0.13
-0.21
-0.02
-0.08
-0.27
-0.12
-0.25
-0.04
-0.09
-0.32
-0.31
0.42
-0.44
-0.33

1.05
0.65
1.06
1.16
0.92
0.70
1.11
1.38
1.81
1.31
1.05
1.69
0.95
0.86
1.02
0.96
0.80
1.42
0.42
0.69

1.23
1.18
1.33
1.33
1.28
0.84
0.83
0.92
0.79
0.83
0.70
0.89
0.81
1.17
0.95
0.71
0.94
1.41
1.03
0.68

0.65
0.58
0.94
0.40
0.52
1.22
1.03
0.74
0.60
0.67
0.49
0.70
0.69
0.72
0.36
0.48
1.34
0.99
0.30
0.92

0.27
-0.45
-0.13
1.39
-0.48
-0.27
-0.05
1.17
1.62
1.49
0.61
0.78
0.12
-0.09
2.37
0.35
-0.20
0.24
0.09
0.02

0.70

3.5.1.2 Results
Table 3.2 contains the parameter estimates of υi, τi2, τi3, δ0i, δ1i, and ζ in the full model.
From Table 3.3, it can be seen that dropping the skewness parameter, ζ, from the full
model did not result in a significant LRT. However, dropping the heteroscedasticity
parameters, δi1, resulted in a significant LRT. Thus, judged by the LRT we would
choose a model with heteroscedastic errors only. The AIC provide the same conclusion,
however, judged by the BIC the model with no effects should be preferred. Thus,
results concerning the the Negative Affect scale are mixed. The observation that the
AIC and the BIC do not agree can be attributed to the differences in penalty that is used
in these indices. BIC is known to favour more parsimonious models, while the AIC
tends to favour less parsimonious models. We tend to favour the model without effects
as this model is more parsimonious, i.e., we put more weight on the BIC. We can thus

Non-normality in the Graded Response Model

65

conclude that we did not find any support for the schematicity hypothesis with respect
to self-reported negative affect.
Table 3.3
Modeling results of Application 1.
Model

-2ℓ

df

LRT

AIC

BIC

Full

23518.31

10901

-

1716.31

-22701.99

10902

2

1716.14

-22704.23

2

1764.28

-22721.23

2

1762.29

-22724.38

Het. σ
Skew θ
No effects

23520.14
23606.28
23606.29

10921
10922

χ (1) = 1.84
χ (20) = 87.97
χ (21) = 87.99

Note. LRT for a given model concerns a Likelihood Ratio Test between that model and the ‘full
model’. For each fit index, the best value is boldfaced.

3.5.2 Application 2
3.5.2.1 Description of the Data
A sample purported to be representative of the Dutch population (N = 816) completed
the Bermond-Vorst alexithymia questionnaire (Vorst & Bermond, 2001) at home on a
computer.1415 Alexithymia is a personality trait that reflects the inability to understand,
process, or describe emotions. The Bermond-Vorst alexithymia questionnaire consists
of 6 subscales: Emotionalizing, Fantasizing, Identifying; Verbalizing; Cognitive
Analyzing; and Affective Analyzing. Each subscale consists of 8 items measured on a 5
point Likert scale. An example of an item in the Identifying subscale “If I am nervous,
it is unclear to me which emotion caused this feeling.”
We analyzed all subscales separately. A discrete one-factor model was judged
to fit in an acceptable way to the Fantasizing (RMSEA = 0.061), Identifying (RMSEA
= 0.073), Affective Analyzing (RMSEA = 0.064), and Cognitive Analyzing (RMSEA =
0.060) subscales. The subscales Emotionalizing (RMSEA = 0.110) and Verbalizing
(RMSEA = 0.091) were judged to fit poor to a one factor model and are therefore not
included in the analysis. We identified the model by fixing E(θ)=0, Var(θ)=1, τi0 = -2,
and τi1 = -.75.

14

We thank Harrie Vorst and Motivaction for sharing these data.
This sample was selected from a data set that is much larger (N=5780). The original data
included various manipulations (15 in total). We selected subjects from 2 conditions (N 1 = 410
and N2 = 406) that appeared to be homogenous with respect to the manipulation (specifically,
the subjects we selected completed the questionnaire with respectively a ‘scroll’ answer scale
and a ‘static’ answer scale).
15
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3.5.2.2 Results
Table 3.4 contains the parameter estimates of υi, τi2, τi3, δ0i, δ1i, and ζ in the full model
for the six subscales. In Table 3.5, modelling results are given. We followed the same
procedure as in Application 1. As appears from Table 3.5, for all subscales, the full
model appears to fit best according to the AIC and BIC. See Figure 3.6 for the model
implied category response functions for the Affective Analyzing subscale under the full
model.
Taken together, in contrary to Application 1, conclusions are relatively clear in
the sense that we can conclude that for all 4 subscales analyzed, the distribution of Zi is
characterized by both heteroscedastic errors and a skewed θ distribution. Additionally,
we tested for equality of δ1i to see whether we could model the heteroscedasticity with a
single parameter for all items instead of a individual parameter for each item. We found
that this equality restriction held for the Cognitive Analyzing subscale only (AIC
reduced to 1267.99 and the BIC reduced to -14622.42). For the other subscales, δ1i
differed between items.

Table 3.5.
Modeling results of Application 2.
Heterosc. σ

Full model

Skew θ

No effects

AIC

BIC

AIC

BIC

AIC

BIC

AIC

BIC

Fantasizing

3053.8

-13713.1

3065.36

-13709.62

3132.48

-13692.53

3145.79

-13688.23

Cogn. Ana.

1269.75

-14605.1

1296.76

-14593.92

1400.78

-14558.38

1403.32

-14559.46

Aff. Ana.

49.15

-15215.4

105.91

-15189.35

260.91

-15128.31

279.17

-15121.54

Identifying

1272.38

-14603.76

1296.21

-14594.20

1384.96

-14566.29

1387.15

-14567.55

Note. For each fit index, the best value is boldfaced. ‘Cogn. Ana.’ Refers to ‘Cognitive
Analyzing’ and ‘Aff. Ana.’ Refers to ‘Affective Analyzing’.
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Table 3.4.
Parameter estimates of the full model in Application 2 for all items (1-8).
ζ
-1.22

Fantasizing

Scale

Cognitive
Analyzing

-3.47

Affective
Analyzing

-2.05

Identifying

-2.09

υi
τi2
τi3
λi
δ0i
δ1i
υi
τi2
τi3
λi
δ0i
δ1i
υi
τi2
τi3
λi
δ0i
δ1i
υi
τi2
τi3
λi
δ0i
δ1i

1
-0.86
-0.10
1.13
-0.50
0.99
-0.49
1.84
0.68
6.10
-1.77
2.31
-2.42
-1.00
-0.28
0.30
0.47
0.35
-1.43
-0.88
-0.34
0.08
0.39
0.20
-1.92

2
-0.20
0.12
1.15
-0.74
0.40
1.20
0.72
0.56
3.94
-1.24
1.45
-1.39
1.13
0.60
3.81
-1.12
1.60
-1.45
-0.88
-0.27
0.27
0.36
0.27
-1.14

3
-0.53
0.47
2.25
1.17
0.61
3.85
-0.71
-0.26
0.35
0.43
0.32
-1.56
-1.15
-0.31
0.10
0.55
0.24
-1.72
1.69
0.54
5.28
-1.35
3.56
-1.84

4
-0.47
-0.14
0.91
0.50
0.76
-0.11
-0.94
-0.07
1.14
0.52
0.36
0.55
0.82
0.60
3.27
-0.81
1.23
-0.87
0.98
0.33
4.09
-0.93
1.68
-1.57

5
-0.76
0.18
1.60
-0.85
0.73
-0.66
-0.38
0.15
1.79
-0.56
0.67
-0.62
-1.03
-0.21
0.38
0.52
0.28
-0.91
-1.03
-0.28
0.29
0.51
0.38
-1.41

6
-0.37
-0.07
1.68
-0.67
0.73
-0.13
1.47
0.52
4.65
-1.63
1.47
-1.32
2.99
1.23
6.55
-1.96
3.00
-1.47
-0.85
-0.26
0.18
0.37
0.23
-1.58

7
-0.67
0.23
1.83
1.07
0.45
3.19
-1.01
-0.05
0.89
0.66
0.40
-0.17
-1.27
-0.33
0.11
0.53
0.34
-1.68
0.44
0.26
2.42
-0.50
1.10
-0.30

8
-0.57
-0.02
1.04
0.62
0.49
-0.10
-0.71
-0.24
0.62
0.36
0.32
-0.81
1.54
0.60
2.97
-1.00
0.67
0.42
1.90
0.68
4.16
-0.79
2.38
-0.33

It can be seen in Table 3.4 that for the Affective Analyzing, Cognitive Analyzing, and
Identifying subscales the heteroscedasticity is systematically in the same direction for
almost all items.16 That is, lower levels of θ are associated with higher error variance.
Thus individuals with high levels of alexithymia are more consistent in their answers
compared to individuals with lower levels of alexithymia. This finding is in line with
the schematicity hypothesis, suggesting that high alexithymia individuals are less
ambiguous about their psychological functioning in this regard because they are in little
doubt concerning their lack of insight and knowledge of the emotions that they
experience. Allport (1937) and Baumeister & Tice (1988) questioned whether
16

for the Cognitive Analyzing and Affective Analyzing subscales, only one item is associated
with heteroscedasticity in the opposing direction
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personality traits do apply equally well to everybody. In perspective of this line of
work, present results suggest that for people that are well able to describe their
emotions, the alexythimia trait applies less well (i.e., is a weaker source of individuals
differences) compared to people that are less able to describe their emotion.

Figure 3.6. Model implied item category functions for the Affective Analyzing subscale
of Application 2. Estimated heteroscedasticity parameters, δi1 are given in the Figure.
Estimated baseline parameters, δi0, are 0.35, 1.60, 0.24, 1.23, 0.28, 3.00, 0.34, and 0.67
for respectively item 1 to 8. See also Table 3.4. Category 0 is colored darkest. Item 2,4,6,
and 8 are contra indicative items (i.e., λi < 0), as in the questionnaire, these items are
worded as such.
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3.6 Discussion
In the present Chapter we presented the Heteroscedastic Graded Response Model with a
skewed latent trait - a unified model that extends the traditional Graded Response
Model by adding heteroscedastic errors and a non-normal latent trait. In introducing
heteroscedastic errors, we specified a parametric function between the trait and the error
variances. As we showed, this choice is not straightforward as the commonly used
exponential function (Hessen & Dolan, 2009; Bauer & Hussong, 2009) gives
undesirable results in the limits of the trait. We therefore adopted a logistic function,
which was shown to be adequate. However, the choice for this function was pragmatic.
The function could be replaced with any other function that behaves reasonably given
the purposes of the researcher.
Although the logistic function performs well in the limits of the trait, it has
some drawbacks. When effect sizes are very large (i.e., the logistic function tends to a
step function), category response functions of some categories will show patterns that
are not realistic from a psychological or measurement point of view. That is, category
response curves will have more than one stationary point, for an example see Figure
3.7. However, we stress that it occurs only given very large effect sizes, which we
consider unrealistic. In addition, in applications of the model, this behavior of the
category response function can easily be detected by inspecting relevant plots of the
results. When a given item shows these patterns, a different function can be used for
this item or all items. Or a non-parametric approach could be considered, as explained
in the following.
An alternative to specifying a parametric function between the trait and the
error variances is to consider a non-parametric approach. In this approach,
heteroscedasticity is detected using a step function. An advantage is that the method is
more flexible, i.e., highly specific forms of heteroscedasticity can be tested depending
on the substantive theory and/or the aims of the researcher. However, the method will
likely be associated with smaller power as compared to the parametric function
approach, particularly as the number of steps in the step function increases. This
remains to be investigated in depth.
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Figure 3.7. Example of category response functions in case of an extreme effect size for the
heteroscedasticity in the residual variances. Parameters used to create the picture are: δ i0 = 1.5,
δi1 = 3, λi = 1, υi = 0, and τic = {-2, -0.75, 0, 0.75, 2}.

With respect to the distribution of the trait, we considered the skew-normal
distribution because first, this distribution enables straightforward tests on normality,
second, its statistical properties are well documented (e.g., Azzalini & Dalla Valle,
1996; Azzalini & Capatanio, 1999; Arnold, Beaver, Groeneveld & Meeker, 1993;
Arnold & Beaver, 2002; Chiogna, 2005; Monti 2003), and third, the distribution is
applied in general (for examples, see Azzalini, 2005) and specifically with respect to
psychometrics (e.g., Bazan, et al., 2006; Molenaar, et al., 2010; 2011; Azevedo, et al.,
2011). However, our choice is based on pragmatic considerations; other distributions
can be considered as well, e.g., mixture distributions (Muthén & Muthén, 2007;
Vermunt, 2004; Vermunt & Hagenaars, 2004; Schmitt, et al., 2006), the shifted-log
normal (Verhelst, 2009), or distributions based on Johnson curves (van den Oord, 2005)
or splines (Woods, 2007).
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Appendix: Parameter bias in the traditional GRM
We conducted a small simulation study to see how the presence of heteroscedasticity
influences the parameter estimates of the traditional GRM. In this simulation study, we
simulated 50 data sets according to the extended GRM. We simulated either
heteroscedastic residuals or homoscedastic residuals. In case of heteroscedastic
residuals we simulated either a small (δ1=.5), medium (δ1=1), or large effect size
(δ1=1.5). Please note that the large effect size is still realistic, as we found such effect
sizes in Illustration 2 of the manuscript (for instance for the ‘cognitive analyzing
subscale’ 5 of the 7 items show effects around δ1 = -1.5, see Table 3.4). We carried out
this procedure for N=1000 and N=3000. Next, we fitted the traditional GRM to see how
parameter estimates differed from the true values. We found effects on the
discrimination parameters and the thresholds, but not on the trait estimates.
From Table 3.6 it can be seen that a small degree of heteroscedasticity does not
have much effect, but when the heteroscedasticity increases, the Root Mean Squared
Difference (RMSD) increases when it is not recognized. In the case of a large degree of
heteroscedasticity and N=3000 the RMSD is more than two times larger (0.17 to 0.19)
compared to the case in which they are homoscedastic (0.07 to 0.08). We found
negligible effects on the standard errors (both the empirical standard errors and the
theoretical standard errors). It is clear that the discrimination parameters of the
traditional GRM are biased if the true model is heteroscedastic. For the threshold we
found even larger effects but this is to be expected as the non-normality in the data is
partly captured by the threshold. As already mentioned, for the trait estimates we found
no (clear) effects.
Table 3.6
Root Mean Squared Difference between estimated discrimination parameters
(of the traditional GRM) and true discrimination parameters (of the het-GRM-skew).
N
1000

3000

effect
no
small
medium
large
no
small
medium
large

1

2
0.13
0.15
0.18
0.22
0.07
0.09
0.13
0.18

3
0.14
0.14
0.19
0.21
0.08
0.09
0.12
0.19

Discrimination parameters of item no.:
4
5
6
7
8
0.14
0.13
0.12
0.12
0.13
0.12
0.13
0.13
0.14
0.13
0.15
0.14
0.17
0.17
0.18
0.19
0.18
0.15
0.22
0.22
0.21
0.21
0.20
0.20
0.08
0.08
0.08
0.08
0.07
0.08
0.09
0.09
0.09
0.09
0.09
0.09
0.14
0.13
0.12
0.11
0.12
0.11
0.17
0.18
0.18
0.18
0.19
0.18

9
0.13
0.13
0.16
0.21
0.07
0.09
0.13
0.19

10
0.15
0.14
0.18
0.25
0.07
0.10
0.12
0.17
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4
Non-normality in the Second-order Factor Model:
Modeling Ability Differentiation
In this Chapter we present factor models to test for ability
differentiation. Ability differentiation predicts that the size of IQ
subtest correlations decreases as a function of the general intelligence
factor. In the Schmid-Leiman decomposition of the second-order factor
model, we model differentiation by introducing heteroscedastic
residuals, non-linear factor loadings, and a skew-normal second-order
factor distribution. Using marginal maximum likelihood, we fit this
model to Spanish standardization data of the WAIS III to test the
differentiation hypothesis.

4.1 Introduction
This Chapter concerns modeling of ability differentiation in the second-order factor
model. Ability differentiation refers to the possible dependence of the magnitude of the
positive correlations among IQ subtest scores on the level of the common factor
"general intelligence" or g (Jensen, 1998). Spearman (1927) hypothesized that these
correlation are higher in low g-samples than in high g-samples. Attempts to test this
hypothesis have usually involved standard statistical modeling, the results obtained
have been mixed. For instance, Jensen (2003) found support for the effect, Hartmann &
Teasdale (2004) found the opposite effect, and Facon (2004) found no effect. One
dominant approach involves the creation and subsequent comparison of two or more
subgroups that are supposed to differ with respect to the mean level of g. These groups
are formed on the basis of observed scores, such as scores on one or more of the IQ
subtests. These subgroups are then compared with respect to the first principal
component of the covariance matrix of the subtests not used in creating the groups (e.g.,
Deary et al., 1996), or with respect to the average correlation among the subtests (e.g.,
Detterman & Daniel, 1989). The creation of subgroups on the basis of observed criteria
has the drawback that the number of subgroups is arbitrary, and that such selection
results in a distortion of the covariance structure in the subgroups (Muthén, 1989;
Nesselroade & Thompson, 1995). In subsequent analyses, any non-normality in the data
* This chapter is published as: Molenaar, D., Dolan, C.V., & van der Maas, H.L.J.
(2011). Modeling ability differentiation in the second-order factor model. Structural Equation
Modeling, 18, 578-594.
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may suggest differentiation, while the non-normality is unrelated to differentiation (e.g.,
due to floor or ceiling effects). Carlstedt (2001) used structure preserving factor scores
to create the subgroups and fitted multi-group factor models. Whether such factor
scores are structure preserving in selected subgroups is doubtful. However, this
procedure is certainly less sensitive to factor structure distortion, and therefore
preferable.
Recently, other approaches have been suggested to model ability
differentiation. These have the advantage that they do not require the creation of an
arbitrary number of subgroups, and that they allow one to investigate various
hypotheses concerning the exact source of differentiation in the factor model. The first
approach involves a class of models based on Marginal Maximum Likelihood
estimation (MML; Bock & Aitkin, 1981). Using this approach, Hessen & Dolan (2009)
presented a one factor model, in which the residual variances depended on the common
factor. From the perspective of ability differentiation, this model identifies
heteroscedasticity of the residuals as the source of the differentiation. That is, if a
higher level of the common factor is associated with more subtest specific residual
variance, correlations among the subtests will be lower for an increasing level of the
common factor. Tucker-Drob (2009) and Molenaar, Dolan, and Verhelst (2010) showed
that differentiation may arise when the magnitude of the factor loadings depends on the
common factor. If a higher level of the common factor is associated with smaller factor
loadings, subtest correlations will be lower for an increasing level of the common
factor. In addition, Molenaar, et al. (2010) established that a non-normal common factor
distribution can account for a differentiation effect. Specifically, if the distribution of
the common factor is negatively skewed, less probability mass is present in the upper
range of the common factor-scores, resulting in lower correlations among the indicators
of the common factor in this range. In the model proposed in that paper, all effects are
included simultaneously, i.e., ability differentiation may be manifested in the factor
loadings, the factor distribution, and/or the residual variances.17
A second, related, approach involves moderated non-linear factor models
recently discussed by Bauer & Hussong (2009; see also Purcell, 2002). In this
approach, the parameters in the one factor model are modeled as a function of an
observed moderator variable (e.g., age). These models have important applications as
models for measurement invariance with respect to a continuous background variable,
and as models to analyze data from multiple studies (see Bauer & Hussong, 2009).
Models for ability differentiation as developed by Hessen & Dolan (2009), TuckerDrob (2009) and Molenaar et al. (2010) can be interpreted as an instance of these
17

As Molenaar et al. (2010) show, the effect on the factor distribution and the factor loadings
cannot be combined as this results in an empirically underidentified model. However, the effect
on the residuals could be combined with each of these two effects. We elaborate on this below.
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moderated non-linear factor models in which the parameters of the common factor
model are moderated by the common factor itself.
The approaches to modeling ability differentiation discussed above have the
drawback that they are limited to the one factor model. The aim of the present Chapter
is to present an extension to the second-order factor model, in which the covariances
among first order common factors are modeled by posting a second order g factor
(Jensen, 1998). Specifically, we focus on the Schmid-Leiman hierarchical factor model
(Schmid & Leiman, 1957), and the bi-factor factor model (Holzinger, & Swineford,
1937). Following Hessen and Dolan (2009), Tucker-Drob (2009), and Molenaar et al
(2010), we fit the model using MML. In so doing, we cast ability differentiation in
terms of heteroscedastic residuals in the measurement model, non-linear second-order
factor loadings, and/or the distribution of the second-order common factor.
The outline of the present Chapter is as follows: first we introduce the SchmidLeiman hierarchical factor model. In this model, we introduce heteroscedastic residuals,
non-linear second-order factor loadings, and a non-normal factor distribution.
Subsequently, MML estimation of the parameters is discussed. We then apply the
model to Spanish standardization data of the WAIS-III, and evaluate the presence of
ability differentiation in these data. We end with a general discussion.
4.2 The Schmid-Leiman Hierarchical Factor Model
Let yi denote the p-dimensional column vector of observed variables for subject i. In
standard factor analysis, yi is linearly related to q first-order common factors. We refer
to the associated factor model as the measurement model (Mellenbergh, 1994), i.e.,
yi = υi+ Λ ηi + εi,

(1)

where υ is a p-dimensional column vector of intercepts, Λ is a full column rank p x q
matrix of factor loadings, ηi is a q-dimensional column vector of latent common factor
scores, and εi is a q-dimensional column vector of residuals. We note that Λ need not
necessarily to display simple structure (each indicator loading only on one common
factor), but should contain sufficient elements fixed to 0 to avoid rotational
indeterminacy. In the structural model, the first-order common factors are regressed on
r higher-order factors, where r < q, i.e.,
ηi = α + Γ ξi + δi,

(2)

where α denotes the q-dimensional column vector of intercepts, Γ denotes the full
column rank q x r matrix of second-order factor loadings, ξi denotes the r-dimensional
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column vector of second-order factor scores, and δi denotes the q-dimensional vector of
second-order residuals. Here we limit our presentation to the situation in which r = 1,
i.e., the second-order common factor model, with general intelligence as a single
second-order common factor. By assuming cov(ξ, ε) = cov(ξ, δ) = cov(δ, ε) = 0, the
model implied covariance matrix equals
Σ = Λ (Γ φ ΓT + Ψ) ΛT + Θ,

(3)

where φ is a 1 x 1 covariance matrix of ξ, Ψ is the q x q diagonal covariance matrix of
δ, and Θ is the p x p diagonal covariance matrix of ε. By further assuming that E(ε) =
E(δ) = 0, the mean vector, μ, equals
μ = υ + Λ Γ τ + Λ α,

(4)

where τ denotes the mean of ξ. See Figure 4.1 for a graphical representation of the
second-order common factor model including the parameters.

Figure 4.1. A graphical representation of the second-order common factor model. Circles denote
latent variables, squares denote observed variables, and diamonds denote constants. Note that in
this representation the model does not include identification constraints.

In the Schmid-Leiman decomposition of the second-order factor model, Σ is modeled
as
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(5)

where
Λ* = [ΛΓ | Λ], and

(6)

φ 0T 
Ψ*  
,
0 Ψ 

(7)

where ‘|’ denotes horizontal adhesion, and 0 denotes a column vector of zeros. Equation
5 may be written as
Σ = ΛΓ φ (ΛΓ)T + ΛΨΛT + Θ.

(8)

We note that ΛΓ φ (ΛΓ)T is a rank one matrix. If Λ is characterized by simple structure,
ΛΨΛT + Θ is block diagonal. In Equation 8, if one substitutes the unconstrained p x 1
matrix Κ for ΛΓ, i.e.,
Σ = K φ KT + ΛΨΛT + Θ,

(9)

the model is known as the bi-factor model (Holzinger, & Swineford, 1937; Yung,
Thissen, & McLeod, 1999). See Figure 4.2 for a graphical representation of the
Schmidt-Leimand factor model and the bi-factor model. Assuming that Θ is diagonal,
this may be viewed as a first-order orthogonal common factor model, with one general
factor and q group factors (or actually q residual group factors, as these factors account
for the residual common variance, not explained by the general first-order g factor).
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Figure 4.2. A graphical representation of the Schmid-Leiman factor model and the bi-factor
model. The model as depicted again does not include identification constraints.

Assuming y is multivariate normally distributed; the parameters can be
estimated using normal theory maximum likelihood (Lawley, 1943; Azzelini, 1996).
The standard assumptions are that the common factors (first and second-order) are
normally distributed, that the residuals are normally distributed and homoscedastic, and
that the regressions are all linear. As discussed, ability differentiation implies specific
violations of (all or some of) these assumptions. Using MML as outlined in Hessen and
Dolan (2009), Molenaar et al (2010), these assumptions may be relaxed by introducing
a non-normal common factor distribution, non-linear factor loadings, and
heteroscedasticity of the residuals. This enables statistical tests of differentiation, as
operationalized at different locations within the factor model. Here, we consider nonnormality of the second-order common factor g, non linearity of the loadings in the q x
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1 matrix  (in the second order model) or in the p x 1 matrix  (in the bi-factor model),
and, again, heteroscedastic residuals.
4.3 Model extensions
4.3.1 Non-normal factor distribution
In the one-factor model, Molenaar et al. (2010) used the so-called skew-normal density
(Azzalini, 1985; 1986) to study the normality of the common factor distribution. The
skew-normal density function is given by

h( |  ,  ,  ) 

      
,
  


    

2

(10)

where Ф(.) and φ(.) refer to the standard normal distribution and density function
respectively. In the skew-normal density function, κ and ω are a location and scale
parameter, and ζ is a shape parameter. From these parameters, the mean and variance of
the common factor is calculated according to (Azzalini & Capatanio, 1990):

E ( )    
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(11)

and

 2 2 
Var ( )   2 1 
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(12)

where




1  2

.

(13)

If ζ equals 0, the skew-normal density function simplifies to a normal density function,
therefore a test of normality may be formulated in terms of ζ = 0 vs ζ ≠ 0. As
differentiation predicts decreasing correlations across the common factor, a negatively
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skewed common factor distribution is taken as evidence for the differentiation
hypothesis, i.e., ζ < 0.
4.3.2 Non-linear factor loadings
Tucker-Drob (2009) and Molenaar et al. (2009) proposed the notion of level dependent
factor loadings to test for differentiation. Within the second-order factor model this
generalizes to
Γξ = f ( Γ0 + Γ1 ξ ),

(14)

where the subscript in Γξ indicates that the second-order factor loadings are conditional
on ξ. In addition, Γ0 is a q x 1 matrix of second-order baseline factor loadings, Γ1 is a q
x 1 matrix of level-dependency parameters with elements γk1 for k = 1,…, q, and f(.) is a
suitable link-function. In the one factor model, Tucker-Drob (2009) used the identity
link, in which case, Equation 14 simplifies to quadratic factor loadings (e.g.,
McDonald, 1967). Molenaar et al. (2010) also investigated the logistic and exponential
link functions. The hypothesis that γk1 < 0 for all k, is consistent with differentiation, as
then correlations among the subtest scores decrease across the level of the second-order
common factor.
4.3.3 Heteroscedastic residuals
In the one factor model, Hessen & Dolan (2009) proposed to study heteroscedasticity of
the residual variances by modeling the logarithm of the residual variances as a linear
function of the common factor. We adopt this approach in the Schmid-Leiman model,
i.e.,
log diag( Θξ ) = β0 + β1 ξ,

(15)

where the subscript in Θξ indicates that the covariance matrix of the residual variances
is conditional on ξ. In addition, β0 is a p-dimensional vector with baseline parameters,
and β1 is a p-dimensional vector of heteroscedasticity parameters with elements βj1 for j
= 1, …, p. A test of homoscedasticity involves testing whether the vector β1 departs
significantly from a vector of zeros using a likelihood ratio test (Buse, 1982; Hessen &
Dolan, 2009). More specifically, we can investigated which (if any) β i1 departs from
zero, i.e., establish heteroscedasticity in a given indicator in the model. However, as
differentiation predicts decreasing subtest correlations across the common factor,
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residual variances are hypothesized to increase across the common factor, i.e., β j1 > 0
for all j.
2.2.4 Marginal maximum likelihood
Using MML estimation, we can estimate the parameters in the Schmid-Leiman
hierarchical factor model with heteroscedastic residuals, non-linear second-order factor
loadings, and a skew-normal second-order factor distribution. We will focus on a single
sample. Consequently in Equation 4, elements of α and τ are fixed to zero for reasons
of identification. Using a multivariate normal distribution conditional on ξ in the
measurement model, we obtain the following conditional distribution for the data

f (y i | ν,  )  (2 )  p /2 Σ



1
2

T
1
 1

exp    y i  μ   Σ   y i  μ  
 2


(16)

where ν is the vector of unknown parameters from the Schmid-Leiman factor model or
bi-factor model, and Σξ and μξ are the expected conditional covariance matrix and
conditional mean vector under the measurement model. The conditional covariance
matrix is obtained by conditioning on ξ in Equation 3,
Σξ = ΛΨΛT + Θξ

(17)

which is block diagonal if Λ is characterized by simple structure. In Equation 17, the
conditional residual variance matrix, Θξ, is given by Equation 15. We now obtain the
conditional mean vector by conditioning on ξ in Equation 4, resulting in
μξ = υ + ΛΓξξ

(18)

where Γξ is given by Equation 14. When a bi-factor model is considered as opposed to
the Schmid-Leiman model, we have
μξ = υ + Kξξ

(19)

where Kξ could then be level dependent in a similar way as Equation 14, i.e.,
Kξ = f ( K0 + K1ξ )
where K1 contains the level dependency parameters, kj1, for j = 1,...,p.

(20)
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As ξ is a nuisance parameter, it can be integrated out, resulting in the marginal
density of the data, i.e.,


g (y i | ν ) 



f (y i | ν,  )h( |  , ,  )d

(21)



where h(.) is the distribution of the common factor in the structural model, i.e., the
skew-normal density function given in Equation 10. From Equation 21, it follows that
the log-marginal likelihood of the data of a random draw of N subjects is given by
N



i 1



( ν | y i )   log



f (y i | ν,  )h( |  , ,  )d

(22)

The integral can be approximated using Gauss-Hermite Quadrature (GHQ)
approximation, yielding

 T '

( ν | y i )   log  Wt  f (y i | ν, Nt ' ) 
i 1
 t 1

N

,

(23)

where

Nt '  2 Nt  
Wt ' 
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,

(24)



Wt    2 Nt ,

(25)

i.e., Nt’ and Wt’ are transformations of the weights (Wt) and nodes (Nt) of the GHQapproximation as found in standard tables (e.g., Stroud & Secrest, 1966). See the
appendix of Molenaar et al. (2010) for a detailed derivation within the one-factor
model.
4.3.5 Identification
To identify the model in equation 23, standard scaling constraints should be imposed
(see Bollen, 1989, p. 238). That is, for each factor in the model a factor loading or the
factor variance should be constrained to equal 1. Molenaar et al (2010) established that,
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given these standard scaling constraints, 1) heteroscedastic residuals and non-linear
factor loadings can be combined in a single model; and 2) heteroscedastic residuals can
be combined with a skew-normal second-order factor distribution. However, the effects
on the residual variances and the factor distribution are not estimated simultaneously as
this results in severe empirical underidentification.
4.3.6 Fitting the model
The model can be fitted using MML as outlined above in the freely available software
package Mx (Neale, Boker, Xie, & Maes, 2006). The syntax files are available from
www.dylanmolenaar.nl.
4.4 Application
In this section we apply the present approach to modeling differentiation in the SchmidLeiman factor model. The data comprise Spanish standardization data of the WAIS-III
(García, Ruiz, & Abad, 2003). The dataset consists of the scores of 1369 subjects on 14
cognitive ability subtests: vocabulary (VO), similarities (SI), arithmetic (AR), digit span
(DS), information (IN), comprehension (CO), letter–number series (LN), picture
completion (PC), digit–symbol coding (DC), block design (BD), matrix reasoning
(MA), picture arrangement (PA), symbol search (SS), and object assembly (OA). The
means, standard deviations and QQ-plots of the subtest scores are depicted in Figure
4.3. A Shapiro-Wilks test on univariate normality revealed that all subtests departed
significantly from normality (all p-values < .001). The factor structure of the data is
depicted in Figure 4.4 (see García, et al., 2003). In fitting the model, we used 15
quadrature points.18
4.4.1 Results
In the present application, analyses are limited to the data of young adults (aged 16 – 34
years; N = 588). The scores on the subtests are scaled to have approximately equal
variances (between 10-20) to facilitate the model estimation procedure. We fitted four
models to these data. For the goodness of fit statistics of these models, see Table 4.1.
We considered the Akaike Information Criterion (AIC), the Bayesian Information
Criterion (BIC), the sample size adjusted BIC (saBIC), and the Deviance Information
18

We considered this as sufficient as it is generally recommended to use 10 (Vermunt &
Magidson, 2005) or 15 (Muthén & Muthén, 2007) quadrature points per dimension. We also
tried 25 quadrature points, but parameters estimates changed by less than 0.01 (relative to the 15
point solution).
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Criterion (DIC). Additionally we conducted likelihood ratio tests to compare nested
models.
We started by fitting the Schmid-Leiman decomposition of the common factor
model shown in Figure 4.4. Following Garcia et al. (2003), we used a second-order
common factor to account for the correlations between the first-order common factors.
This model served as a baseline; see Table 4.1 for the fit indices obtained with MML.

Figure 4.3. Means, standard deviations, and QQ-plots of the observed subtest scores.
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Table 4.1.
Fit indices for the four models fitted
Model
1: baseline
2: HSR
3: HSR & NLF
4: HSR & skew
5:BF HSR & NLF

-2ℓ
41299.034
41059.783
41037.704
41052.059
40983.092

df
8179
8165
8161
8164
8155

AIC
24941.034
24729.783
24715.704
24724.059
24673.092

BIC
-5428.108
-5503.096
-5501.382
-5503.770
-5509.558

saBIC
7554.657
7457.446
7452.811
7455.185
7435.111

DIC
2087.890
2000.037
1998.075
1998.445
1984.385

Note. HSR: Heteroscedastic residuals. NLF: Non-linear factor loadings. BF: Bi-factor model.
saBIC: sample size adjusted BIC.

As all the fit indices in Table 4.1 are comparative, we established the absolute fit of the
baseline model by fitting it using standard full information maximum likelihood. We
judged the baseline model to fit acceptable, χ2 (71) = 175.2, RMSEA=.050.
Next, we fitted Model 2 using MML. In this model, the heteroscedasticity
parameters βj1 were freed for all j = 1,…,14. Parameter estimates and 99% confidence
intervals are in Table 4.2.19 The fit of Model 2 was better than that of Model 1, as
judged by the AIC, BIC, saBIC, and DIC. In addition, the likelihood ratio test was
significant: χ2 (14) = 239.2. Judged by the confidence intervals, the subtests VO, IN,
CO, PA, PC, BD, MA, and DS were associated with heteroscedastic residuals. Figure
4.5 shows how these eight residual variances vary as a function of g. As indicated by
the negative estimates of βi1 for all these subtests bar DS, the residual variances get
smaller for higher levels of the second-order common factor. This effect is thus not in
line with the ability differentiation hypothesis, which predicts the opposite effect.
Next, in Model 3, we introduced quadratic second-order factor loadings (i.e.,
equation 14 with an identity link). This improved all model fit indices from Table 4.1
except the BIC. The likelihood ratio test was significant χ2 (4) = 22.1. Non-linearity
parameters, γk1 were significantly different from 0, and in the predicted direction
according to the differentiation hypothesis (i.e., smaller than zero) for the factors VC
and PO; see Table 4.2. Figure 4.6 shows how the second-order factor loadings vary as a
function of g.

19

Confidence intervals are based on the likelihood profile (Neale & Miller, 1997).
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Figure 4.4. Factor structure of the Spanish standardization data of the WAIS-III.

As non-linear second-order factor loadings appear to be supported by the data,
it may be feasible to account for these non-linear effects by introducing a skew-normal
distribution in the model instead of the non-linear factor loadings. This model is
parsimonious, as we estimate one parameter rather than four. Thus in Model 4, γ k1 are
fixed to 0 for all k, and the shape-parameter, ζ, was freed to test for normality in the
common factor distribution. The estimate of ζ was significant according and indicated
that the second-order common factor was negatively skewed, see Table 4.2. The pattern
of conclusions concerning the subtest residual variances remained largely unchanged,
see Table 4.2. 20 In evaluating model fit, a significant improvement is obtained
compared to Model 2, χ2 (1) = 7.7.21 However, when comparing the model to Model 3,
it can be seen from Table 4.1 that the AIC, saBIC, and DIC favor Model 3 with the nonlinear factor loadings, while only the BIC favor Model 4 with the skewed common
factor distribution.

20

The only difference is that in Model 2 subtest DS is associated with a significant estimate of
βj1, while in Model 3 this parameter is not significant anymore.
21
Model 4 is not nested under Model 3, a comparison in terms of a likelihood ratio is therefore
not possible.
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Table 4.2.
Estimates (99% confidence intervals) of the heteroscedasticity parameters and shape parameter.
Variable
VO
SI
IN

Heteroscedasticity parameters, βj1

CO
PA
PC
BD
MA
OA
AR
DS
LN
DC

ζ

Non-linearity
parameters, γk1

SS

Model 2
-0.520
(-0.745; -0.316)
-0.214
(-0.445; 0.016)
-0.346
(-0.592; -0.103)
-0.194
(-0.381; -0.010)
-0.429
(-0.629; -0.239)
-0.498
(-0.721; -0.295)
-0.240
(-0.426; -0.059)
-0.673
(-0.695; -0.454)
-0.164
(-0.367; 0.034)
0.019
(-0.194; 0.231)
0.148
(0.060; 0.436)
-0.096
(-0.470; 0.228)
0.037
(-0.190; 0.275)
-0.005
(-0.267; 0.267)

VC

-

PO

-

WM

-

PS

-

g

-

Model 3
-0.516
(-0.750; -0.303)
-0.202
(-0.430; 0.024)
-0.363
(-0.614; -0.117)
-0.185
(-0.373; -0.003)
-0.433
(-0.636; -0.239)
-0.508
(-0.731; -0.297)
-0.229
(-0.419; -0.046)
-0.677
(-0.927; -0.445)
-0.165
(-0.371; 0.036)
0.007
(-0.207; 0.221)
0.141
(-0.105; 0.413)
-0.092
(-0.470; 0.231)
0.046
(-0.190; 0.289)
0.025
(-0.242; 0.301)
-0.279
(-0.479; -0.093)
-0.186
(-0.373; -0.030)
0.023
(-0.279; 0.328)
-0.164
(-0.413; 0.062)
-

Model 4
-0.508
(-0.729; -0.307)
-0.193
(-0.418; 0.031)
-0.314
(-0.554; -0.080)
-0.189
(-0.373; -0.004)
-0.400
(-0.596; -0.215)
-0.455
(-0.692; -0.256)
-0.245
(-0.426; -0.071)
-0.620
(-0.852; -0.408)
-0.166
(-0.373; 0.031)
0.045
(-0.161; 0.251)
0.161
(0.129; 0.451)
-0.112
(-0.485; 0.210)
0.047
(-0.181; 0.285)
0.004
(-0.243; 0.264)

Model 5
-0.524
(-0.780; -0.314)
-0.206
(-0.426; 0.010)
-0.327
(-0.550; -0.105)
-0.170
(-0.175; 0.034)
-0.434
(-0.645; -0.240)
-0.571
(-0.790; -0.346)
-0.273
(-90.342; -0.033)
-0.570
(-0.780; -0.375)
-0.162
(-0.391; 0.047)
0.054
(-0.157; 0.267)
0.152
(-0.071; 0.619)
-0.255
(-2.388; 134.897)
0.085
(-0.150; 0.325)
0.000
(-0.220; 0.221)

-

-

-

-

-1.944
-1.710
(-2.478; -0.608) (-2.557; -1.420)
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Figure 4.5. The residual variances as a function of g in Model 2. Only the residual variances that
showed a significant effect are plotted.
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Figure 4.6. The second-order factor loadings as a function of g in Model 3.

Finally, we fitted Model 5, i.e., the bi-factor model, in which K is estimated instead of
 (see Equation 19). Taking the previous modeling results into account, we fitted a bifactor model with heteroscedastic residuals and a skew-normal factor distribution. We
chose the latter as this model is more parsimonious. The goodness of fit of Model 5 is
given in Table 4.1, the parameter estimates are in Table 4.2.22 Pattern of results are
largely the same as in the second-order factor model with skew-normal factor
distribution and heteroscedastic residuals (Model 3). Only 2 residual variances (CO and
DS) display significant heteroscedasticity in Model 3, but are non-significant in Model
5. As the second-order factor model is nested in the bi-factor model (Yung, et al 1999),
we can compare the fit of Model 5 and Model 3 using a likelihood ratio. On the basis of
the result of the test (χ2(9) = 54.6), Model 5 is preferable.
4.4.2 Conclusion
In the Spanish standardization data of the WAIS-III (Figure 4.4) we found some
differentiation effects. We found a negatively skewed second-order common factor
distribution and non-linear second order factor loadings, which are both consistent with
the differentiation hypothesis. That is, g appears to be a weaker source of individual
differences at the higher end of its range. It is difficult to choose among the model with
non-linear second order factor loadings and the model with a skewed second-order
factor distribution, as the fit indices of these models differed little. Our results
22

We equated the factor loadings of both indicators of the PS factor, as without this restriction
the model is unidentified.
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concerning the residual variances are ambiguous. That is, 8 of the 14 subtests have
heteroscedastic residual variances, but 7 of these are decreasing with increasing g,
which is incompatible with the differentiation hypothesis.
We also applied the bi-factor model with a skew-normal factor distribution and
heteroscedastic residuals. The results were similar to those obtained in the second-order
factor model with these same effects. However, the bi-factor model fitted better
compared to the second-order factor model. This is not unexpected as the bifactor
model is less parsimonious (see also Gignac, 2008). However, the second-order factor
model enjoys wider acceptance for substantive reasons (e.g., Johnson & Bouchard,
2004; Jensen, 1998). Taken the evidence together, we conclude that the evidence for
differentiation in the Spanish standardization data is mixed. We return to the results in
the discussion.
4.5 Discussion
Present undertaking was inspired by recent studies into modeling of ability
differentiation in the one-factor model (Hessen & Dolan, 2009; Tucker-Drob, 2009; and
Molenaar et al., 2010). We extended the one-factor approach to the second-order factor
model by using the Schmid-Leiman decomposition of the second-order factor model.
This resulted in a second-order factor model with heteroscedastic residuals, non-linear
second-order factor loadings, and a non-normal second-order factor distribution. Using
this model, it is possible to posit and test several possible loci of differentiation in the
higher-order common factor model.
We consider the present approach to investigate ability differentiation an
improvement over previous approaches, as these lacked an explicit statistical model of
differentiation, and/or were limited to the one factor model. We have developed our
approach to study differentiation in subtests of multidimensional intelligence tests, as it
is at that level that ability differentiation has been defined and had been studied. We
note that this may be problematic, because differentiation effects at item level may hard
to detect at subtest level, as the subtest score is a linear combination of the item scores.
A potential drawback of subtest scores is also that they may suffer floor and ceiling
effects, which may produce heteroscedastic residual variances in the factor model. Of
course, ceiling and floor effects can be evaluated by visual inspection. Still, a discrete
or item level factor model approach to ability differentiation will be useful, as
differentiation, if it exists, should be detectable at the item level. The discrete factor
model itself is well developed (Wirth & Edwards, 2007), and in view of Bock and
Aitkin (1981) is amenable to MML estimation
In applying the model to the Spanish standardization data of the WAIS-III, we
found effects on the second-order factor loadings/the second-order factor distribution
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and the residual variances. As it turned out, the former effects were consistent with the
differentiation hypothesis, while the effects on the residual variances were not. If ability
differentiation is attributed strictly to the diminishing role of g as a source of individual
differences in cognitive test batteries, the non-linear second-order factor
loadings/skewed second-order factor distribution can be taken as evidence for
differentiation. But the inconsistent heteroscedasticity of residual variances then require
some other explanation. These results illustrate why it is important to consider various
possible loci of differentiation in the common factor model. In the present approach we
can pinpoint the locus of each effect, and evaluate these individually. In forming high
and low g groups and conducting a PCA, for instance, it is not possible to disentangle
distinct effects (e.g., a non-normal g distribution vs. subtest heteroscedasticity). The
results of such analyses will reflect whichever effect happens to be the strongest or
whichever effect happens to exert the greatest effect on the PCA. This may explain the
very mixed results of differentiation research to date.
The present approach is related to Reynolds, Keith & Beretvas (2010), who
propose the application of factor mixtures to test for ability differentiation. Bauer
(2005b) showed how factor mixture models are related to non-linear factor model (i.e.,
the present approach). Like the present approach, the mixture approach is based on the
assumption of conditional multivariate normality. However, the mixture approach
assumes normality within class while the present approach assumes normality
conditional on g, which is less stringent.
Finally, we note that the present model was developed for a single group.
However, extensions to multi-group models are straightforward. Implementations in the
software package Mx (Neale, et al., 2006) are available from www.dylanmolenaar.nl.
The multi-group extension enables more elaborate tests on differentiation, especially
when two groups differ with respect to the mean g score. It could then be investigated
whether the source of differentiation is the same within the groups and between the
groups. For instance, within groups the subtest scores could be associated with
heteroscedastic residuals while between groups the g variance may differ. This may be
an interesting undertaking in the near future.
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5
Modeling Non-normality due to Differentiation:
The Method of Moderated Factor Analysis.
The general differentiation hypothesis states that the strength of the
correlations among a set of IQ subtests varies with a given variable.
Instances of the general differentiation hypothesis that have been
considered in the literature include age and ability differentiation.
Traditionally, the differentiation effect is attributed to the varying role
of g in the subtest scores of an IQ test with the age or ability variable.
We argue that this is only one possible way in which a differentiation
effect may arise. We discuss five ways in which differentiation can
emerge in the higher-order factor model of intelligence, and
demonstrate that these can be tested using moderated factor analysis.
Using this method, we study the degree in which the various formal
conceptualizations of differentiation can be distinguished statistically.
We investigate the age and ability differentiation hypotheses in a real
data set using both a traditional method and the method of moderated
factor analysis. We conclude that results concerning the traditional
method can be misleading. In addition, results concerning moderated
factor analysis show no evidence for age differentiation, and weak
evidence for ability differentiation.

5.1 Introduction
In intelligence research, differentiation of cognitive abilities concerns the variation in
the size of the correlations among cognitive ability tests as a function of a given
observed or latent variable (Spearman, 1927). In normal populations, it is well
established that the correlations among cognitive ability tests are positive. This has
given rise to the hypothesis of a common factor, which is general to all cognitive
abilities. This factor is usually called general intelligence, and denoted g (Spearman,
1904; see also Brody, 1992; Jensen, 1998; Johnson & Bouchard, 2004; Macintosh,
1998). The g-factor, as a reliably statistical finding in factor analytic studies, is widely
accepted (Gottfredson, 1997), although its substantive interpretation remains a subject
of debate (e.g., Bartholomew, Deary, & Lawn, 2009; Borsboom & Dolan, 2006; Jensen,
* This chapter is published as: Molenaar, D., Dolan, C.V., Wicherts, J.M., & van der
Maas, H.L.J. (2010). Modeling Differentiation of Cognitive Abilities within the Higher-Order
Factor Model using Moderated Factor Analysis. Intelligence, 38, 611-624.
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1998, chapter 4; Horn & Noll, 1994; van der Maas et al., 2006; Plomin & Spinath,
2002).
The success of the g-factor, as a statistical explanation of the positive
correlations among cognitive ability tests, is matched by the failure of research into the
differentiation hypothesis to produce definite results (see below). Most relevant
research has addressed differentiation with respect to general intelligence itself (i.e.,
ability differentiation; Spearman, 1927) and age (i.e., age differentiation; Garret, 1946;
where age is a proxy of psychological development).
The initial focus of differentiation research concerned Spearman’s original
hypothesis of ability differentiation. The ability differentiation hypothesis has enjoyed a
good deal of attention in the intelligence literature. Spearman (1927, p. 218-219)
observed that the mean correlation among 12 IQ subtests differed substantially between
78 normal children (.47) and 22 learning disabled children 23 (.78). Spearman
hypothesized that the strength of g decreases across its range, resulting in higher subtest
correlations in the lower regions of the g-distribution. This hypothesis is referred to as
Spearman's Law of Diminishing Returns. Studies of the ability differentiation
hypothesis have produced inconsistent results. Some studies found support for the
effect (e.g., Abad, Colom, Juan-Espinosa, & Garcia, 2003; Deary, et al., 1996; Jensen,
2003), some found support for the opposite effect (e.g., Bloom, et al., 1988; Hartmann
& Teasdale, 2004), and some studies found no effect at all (e.g., Arden & Plomin, 2007;
Facon, 2004; Fagorty & Stankov, 1995; Hartman & Reuter, 2006). A recent exhaustive
review showed that results concerning ability differentiation are indeed mixed: 55% of
the studies reviewed, which were considered valid, supported ability differentiation,
whereas 45% did not (Hartmann, 2006, page 169).
The age differentiation hypothesis states that the correlations among cognitive
abilities decrease with age due to a progressively diminishing role of g with age (Deary
et al., 1996). The research into age differentiation again has produced inconsistent
results. Although early studies consistently report the effect (e.g., Asch, 1936; Clark,
1944; Filella, 1960; Garrett, 1946), more recent studies show mixed results. For
instance, Horn (1970), Horn & Donaldson, (1980), Wang & Kaufman (1993), Tideman
& Gustafsson (2004) reported positive results. However, Bickley, Keith, & Wolfle
(1995), Caroll (1993), Juan-Espinosa, Garcia, Colom, & Abad (2000), and Rietveld,
Dolan, van Baal, & Boomsma (2003) found no support for age differentiation.
Thus, results concerning age and ability differentiation are largely inconsistent.
This inconsistency has been attributed to the diversity of ability measures used in
different studies (Austin, Hofer, Deary & Eber, 2000), and to the diversity of ages
studied (for instance, van der Maas, et al., 2006; van der Maas & Kan, 2007). Another

23
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possible confound with respect to age differentiation research is age dedifferentiation
(e.g., Juan-Espinosa et al., 2002).24 In addition, inconsistency in the results may be due
to a possible interaction between ability and age differentiation. This would render the
individual effects hard to detect when studied in isolation (as suggested by Arden &
Plomin, 2007 and Facon, 2006). However, Tucker-Drob (2009) found no evidence for
such an interaction.
We do not claim that the discussion above is an extensive overview of the
literature (see Hartmann, 2006, for a review). Rather it shows that results are quite
inconsistent. As an anonymous reviewer pointed out, a meta-analysis can shed light on
the question whether this body of literature supports differentiation. However, we think
that the inconsistency of the results has two causes, which should be addressed at
source. First, the methods used are suboptimal because they are based on ad hoc
procedures, especially in the case of ability differentiation. Second, an explicit
framework concerning the locus of differentiation effects in the higher-order factor
model of intelligence is absent. Manifest differentiation is considered an effect on the
size of the subtest correlations. Within the higher-order common factor model, such
effects can be brought about in a variety of ways, as we discuss below. The use of
various ad hoc methods is perhaps due to the fact that the statistical modeling of
differentiation effects is no simple matter compared to, say, fitting linear factor models
to cognitive ability test scores. However, we suspect that the reliance on ad hoc
methods is in part a consequence of the lack of an explicit framework. To return to the
reviewer's point: the success of meta-analysis hinges in part on the quality of the results
that enter the analysis. The quality of the results depends on the method used.
Ultimately any improvement in statistical modeling will ultimately benefit metaanalyses, as it will improve the quality of the empirical results, i.e., the input for metaanalyses.
Our present aim is to present the method of moderated factor analysis – a
generalization of a method proposed by Bauer & Hussing (2009) and Purcell (2002) as a general approach to model differentiation within the higher-order factor model. We
assume that we have a possibly fallible measure of the differentiation variable (i.e., age
or general intelligence). We discuss the statistical and conceptual advantages of this
approach in the light of the statistical methods that have been used in the past. We
discuss how differentiation may arise in terms of the moderation of the parameters in
the higher-order factor model. In so doing we identify specific statistical hypothesis,
which are consistent with differentiation effects. We show how the present approach
can be used to model and to test these well defined differentiation hypotheses. As
differentiation can be due to distinct sources, which are not mutually exclusive, we
24
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establish which sources can be resolved reliably. While the presentation in this Chapter
concerns age and ability differentiation, other differentiation hypotheses are amenable
to the present framework (e.g., neuroticism differentiation; see Austin, Deary, &
Gibson, 1997; Bonaccio & Reeve, 2006).
The outline of this Chapter is as follows. We first indicate why past methods
are suboptimal. Then, we explicate how differentiation may arise in both the
measurement part and the structural part of the higher-order factor model. We present
the method of moderated factor analysis to model and to test the presence of
differentiation. Then, we investigate the extent to which the different formal
conceptualizations of differentiation can be resolved statistically. We perform both
moderated factor analysis and a traditional analysis on a real dataset to investigate age
and ability differentiation. We end with a general discussion.
5.1.1 Overview of previous methods
From the perspective of statistical modeling, ability differentiation, where
differentiation is viewed as an effect of g, is the most problematic instance of
differentiation, because g is unobserved and internal to the data. That is, g is the
differentiation variable, but also the main source of individual differences in the test
scores. A common procedure followed in ability differentiation research is to create
subgroups that differ in g, using the scores on one of the subtests of an intelligence test.
These groups are then compared using standard statistics, like the (mean) subtest
correlations (e.g., Detterman & Daniel, 1989) and the first principal component of the
subtest scores (PC1; e.g., Deary et al., 1996; Jensen, 2003). This approach of creating
subgroups using observed subtest scores is questionable because the factor structure as
established in the complete population is usually distorted in the created subgroups.
This may result in a distortion of the subtest correlations, which is unrelated to
differentiation (see Meredith, 1964; Muthén, 1989; Nesselroade & Thompson, 1995).
An alternative approach that is to compare existing groups that differ with respect to
their mean g-score (e.g., Detterman & Daniel, 1989; te Nijenhuis & Hartmann, 2006;
Reynolds & Keith, 2007; Spearman, 1927). This is not ideal, as any difference in the
correlation structure between the groups may be due to g, but also to any other variable
on which the groups happen to differ (e.g., lower-order cognitive ability factors, or
external variables such as SES).
As selection on the observed subtest scores is problematic, some studies have
focused on selecting subgroups on the latent variable (g), as this will generally not
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distort the covariance structure in the subgroups.25 As the latent variable is unobserved,
selection is based on factor scores, i.e., linear combinations of the data that approximate
the true factor scores. A problem with many types of factor scores (e.g., Bartlett factor
score or regression factor scores; Lawley and Maxwell, 1971) is that they are not
structure preserving, i.e., the covariances among the common factors based on the
calculated factor scores are not equal to the covariances as estimated in fitting the factor
model. Carlstedt (2001) and Reynold & Keith (2007) avoided this problem by using
Anderson-Rubin factor scores (Saris, de Pijper, & Mulder, 1978), which are structure
preserving (see also, Jöreskog, Sörebom, du Toit, & du Toit, 1999; p. 159). This
approach is certainly preferable, but still has some problems. First, the number of
subgroups to be created is arbitrary. Creating a small number of groups (e.g., two by
median split; see Reynolds & Keith, 2007) will result in a violation of the assumption
of a multivariate normal distribution for the data, as the factor distribution (i.e., the gdistribution) is non-normal within each subgroup. This problem can perhaps be avoided
by creating more subgroups (e.g., 7) as then, one is practically conditioning on the gfactor, making the multivariate distribution of the data more normal within each
subgroup given that the residuals are normally distributed. However, the conditional
variance of g will be reduced to a small value, i.e., the g-factor will be rendered
inconsequential as a source of individual differences within each subgroup.
Consequently, hypotheses concerning the possible role of g in the differentiation effect
are hard to test (see Carlstedt, 2001). In addition, the number of subgroups to be created
is likely to affect the power to detect differentiation, if present.
As with ability differentiation, the age differentiation hypotheses is commonly
investigated by creating subgroups using age variables. These subgroups are then
compared with respect to (mean) subtest correlation (e.g., Juan-Espinosa et al., 2000),
PC1 (e.g., Li et al., 2004) and factor structure (e.g., Zelinski & Lewis, 2003). This is
feasible, as it is straightforward to condition on age. However, with a large age range,
the analysis is impractical as it involves the comparison of a potentially large number of
groups. For instance, with an age range of 6-89 year (as in the study by Li et al., 2004),
one may end up with a large number of groups. A practical solution might be to
categorize the continuous age variable into a relatively small number of subgroups (e.g.,
6; see, Li et al., 2004). However, categorization of a continuous variable is not
recommended generally (e.g., Cohen, 1983; MacCallum, Zhang, Preacher, & Rucker,
2002; Maxwell & Delany, 1993) as it lowers the information concerning individual
differences (i.e., in age), affecting the power to detect a possible effect of that variable
(i.e., a differentiation effect). In addition, to investigate the age differentiation
hypothesis, order restrictions need to be tested (for instance var(g)age group1 < var(g) age
25

As long as the regressions of the subtest scores on the common factors and g are linear and
homoscedastic (see Meredith, 1964).
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< …, etc.) which is possible, but not simple. Finally, categorizing age is not
recommended as cut-off points are arbitrary, which may complicate the comparison of
results across studies, for instance in meta-analysis (Royston, Altman, & Sauerbrei,
2006).
Thus, in differentiation research the creation of subgroups that differ with
respect to the differentiation variable is problematic. An additional problem involves
the ad hoc nature of the statistical methods that are used. The majority of the studies
into differentiation focused on the comparison of correlations and principal
components. This procedure lacks specificity. For instance, when a significant
difference between the subgroups is found on PC1, it is unclear whether this difference
can be interpreted in terms of a differentiation effect. The difference may indeed be due
to a diminishing role of g, but it may also be due to heteroscedasticity of the residuals in
the factor model. In addition, as differentiation will result in non-normality of the
observed data (see Molenaar, Dolan, & Verhelst, 2010), non-normality due to other
reasons (e.g., floor and ceiling effects, restriction of range) may be misinterpreted as
differentiation effects. Thus, differences between the subgroups on the first-principal
component may be due to other sources of non-normality than differentiation. This
emphasizes the importance of casting the differentiation hypotheses in terms of definite
effects on parameters in an explicit model. Thus, ideally, the analysis of differentiation
should include explicit model fitting, competing model comparison, and goodness of fit
testing. In this sense, we follow Tucker-Drob (2009), Hessen & Dolan (2009), and
Molenaar et al. (2010), who formulated explicit effects of (ability) differentiation on the
parameters of the factor structure of intelligence.
group2

5.1.2 Locus of differentiation and specificity
Studies of ability differentiation have focused exclusively on the increasing or
decreasing role of g in IQ subtest correlations. The purported role of g requires a
precise formulation in terms of model parameters. For instance, should we consider
changes in the variance of g, or changes in the g-loadings? To our knowledge, Reynolds
& Keith (2007) were the first to indicate that increases or decreases in subtest
correlations may have other causes, which are not related to g, such as differences in
residual variances across g. Thus in developing methods to model differentiation, it is
important to conceptualize clearly where in the model differentiation arises (i.e., which
parameters account for the differentiation effect). Recently, Hessen & Dolan (2009)
proposed a heteroscedastic single factor model to study ability differentiation. In their
model, the higher subtest correlations at lower levels of g are attributable to relatively
smaller residual variance of the observed indicators. Tucker-Drob (2009) proposed a
one-factor model with non-linear g-loadings to test ability differentiation (where the g-
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loadings are quadratic) and age differentiation (where the g-loadings depended on age).
In addition, Molenaar et al. (2010), presented a single common factor model in which
ability differentiation may be due to heteroscedastic residuals (see also Hessen and
Dolan, 2009), skewness of the latent distribution of g, and variations in the magnitude
of the factor loadings.
This model-based work is not subject to the criticism discussed above.
However, these developments concern the one-factor model only (i.e., Hessen & Dolan,
2009; Molenaar et al., 2010; Tucker-Drob, 2009), while multivariate intelligence tests
(e.g., the K-ABC-II, Kaufman & Kaufman, 2004; the WISC-III, Wechsler, 1991; and
the WAIS-III, Wechsler, 1997) have a multidimensional higher-order structure (see
Carroll, 1993; Gignac, 2008; Gustaffson, 1984; Jensen, 1998; Johnson, & Bouchard,
2004). Reynolds, Keith, and Beretvas (2010) proposed factor mixture models to test for
ability differentiation in the multidimensional second-order factor model. This approach
is certainly promising as a test on ability differentiation. However, using this method, it
is not straightforward to test other differentiation hypotheses (e.g., age or neuroticism
differentiation).
As differentiation can be conceptualize in a number of ways, the important
question arises which conceptualizations of differentiation can be distinguished
statistically in realistic sample sizes and interpreted meaningfully. To our knowledge
the only study that addressed these issues within ability differentiation found that an
effect on the distribution of g is difficult to distinguish statistically from an effect on the
g-loadings. However, heteroscedasticity is well separable from these two effects
(Molenaar, et al., 2010).
5.2 The Higher-Order Common Factor Model and the Differentiation Hypothesis
In factor modeling of multivariate intelligence tests, g is modeled as a factor that is
common to all IQ subtests. There are two general approaches: the higher-order factor
model and the (nested) bi-factor model. We focus on the simplest version of the former,
in which g is specified as a second-order factor as this is the more widely accepted
representation (Gustafsson & Balke, 1993; Jensen, 1998, p.78; Johnson & Bouchard,
2004; Carroll, 1993). More importantly, this model retains the distinction between the
measurement (psychometric) model, in which observed subtest scores are related to
first-order factors, and what we view as the structural model, in which the (linear)
relations among the latent variables (first-order factors and g) are specified. This
distinction is important as differentiation may in principle originate in either part of the
model. However, given the development of moderated factor analysis within the
second-order model, the application to the bi-factor model is straightforward, as is its
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application in third or higher order factor models (e.g., see Carroll, 1993; Johnson,
Bouchard, Krueger, McGue, & Gottesman, 2004).
As mentioned, the second-order factor model comprises two parts, a
measurement model and a structural equation model. Each part is characterized by its
own parameters. A graphical representation of the second-order factor model is
depicted in Figure 5.1. In the measurement model the (co)variances among the p
observed subtest scores are modeled by regressing the subtest scores (indicators) on the
q first-order common factors.

Figure 5.1. The second-order factor model of intelligence. Squares represent observed test
scores, circles are unobserved variables, and diamonds are unit vectors (which serve to model
the means).

The expected p x p covariance matrix Σ and p dimensional mean vector  equal
Σ = Λ Ω ΛT + Θ
and

(1)
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respectively. The p dimensional vector , with elements denoted i, simply contains the
means of the subtest scores. There is a one-to-one relation between  and, because the
model for the means is saturated (all factor means are fixed at zero).26 The p x p
covariance matrix Θ contains the residual variances of the p indicators. Ideally this
matrix is diagonal, although off diagonals (covariances among residuals) can be
estimated. As we assume Θ to be diagonal, and denote the i-th diagonal element of Θ as
θi. The p x q matrix Λ contains the first-order factor loading of the i-th subtest on the jth common factor. Let λij denote an element in . We assume that a sufficient number
of factor loadings can be fixed to zero on theoretical grounds, as in standard
confirmatory factor analysis. The q x q matrix  is the covariance matrix of the firstorder common factors. In the structural model, this covariance matrix is modeled by
regressing the first-order common factors on g. The covariance matrix of the first-order
common factors is
Ω = Γ φ ΓT + Ψ,

(2)

where the q x q covariance matrix Ψ contains the first-order factor specific variances of
the q common factors. We assume that this matrix is diagonal, and denote the j-th
diagonal element of Ψ as ψj. The q dimensional vector Γ contains the second-order
factor loading of the common factors on the second-order factor, g. Let γj, denote the jth second-order factor loading.27 Finally, φ is a 1 x 1 matrix containing the variance of
g.
The general differentiation hypothesis states that the correlations among the IQ
subtest scores decreases (increases) systematically as a function of the differentiation
variable. For instance in age differentiation, g is supposed to become less influential
with age, resulting in a decrease in subtest correlations with age. To model
differentiation explicitly, we consider the ways in which differentiation can arise in the
second-order factor model. In doing so, we want to consider all possible causes of
changes in subtest correlations (i.e., not only those related to g). In the second-order
factor model, the correlation between two subtests, say yk and yl, is given by

26

In the single group model, we estimate as many intercepts as there are subtests, and constrain
all common factors to have zero means. In multi-group models, one can add latent means to
investigate measurement invariance (Sörbom, 1974; Meredith, 1993)
27
This is the standard term, but regression coefficients may be a more appropriate designation,
given that we view the higher order part of the second-order factor model as a structual model
(relating latent variables to other latent variables), and not as a measurement model (relating
observed variables to latent variables).
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cor ( yi , yl ) 

ij  l m   j   m    I  j  m  j 
ij 2 ( j 2    j )  i   l m 2 ( m 2    m )  l 

,

(3)

where yi is an indicator of the j-th first-order factor and yl is an indicator of the m-th
first-order factor, and I(.) is the indicator function which equals 1 if its argument is true
and 0 if its argument is false.28
Given Equation 3, we note that a decrease (increase) in the subtest correlation of yi,
which loads on the j-th first-order factor with an arbitrary other subtest, yl which loads
on the m-th first-order factor, can be caused by (see also Figure 5.1):
1) The residual variances (θi) increase (decrease) systematically across the
differentiation variable.
2) The first-order factor loadings (λij) decrease (increase) systematically across the
differentiation variable.
3a) For j = m, the first-order factor specific variances (ψj) decrease (increase)
systematically across the differentiation variable.
3b) For j ≠ m, the first-order factor specific variances (ψj) increase (decrease)
systematically across the differentiation variable.
4) The second-order factor loadings (γj) decrease (increase) systematically across the
differentiation variable.
5) The variance of g (φ) decreases (increases) systematically across the differentiation
variable.
These possibilities are not mutually exclusive. Possibilities 4 and 5 are
consistent with the usual notion that decreasing IQ subtest correlations as a function of
the differentiation variable are due to the decreasing strength of g as a function of that
variable. However, possibilities 1, 2, and 3 are additional scenarios in which IQ subtest
correlations decrease, but where the effect is not attributable to g.
Previous model-based approaches explicitly addressed 3a (Hessen & Dolan,
2009; Molenaar et al, 2010), 4 (Molenaar et al.; Tucker-Drob, 2009), and 5 (Molenaar
et al.), as possible models for (ability) differentiation. However, as mentioned these
studies were all limited to the one-factor model, which is too simple for multivariate IQ
data. We propose moderated factor analysis as a general approach to investigate
differentiation with respect to any differentiation variable of interest in any (higherorder) common factor model. This approach requires that the moderator is measured.

28

Thus, in Equation 3, I(j = m) equals 0 when two subtest are considered that load on different
common factors (because then j ≠ m), and I(j = m) equals 1 when the two subtests load on the
same common factor (because then j = m).
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Note that the methods of Tucker-Drob, Hessen & Dolan, and Molenaar et al., while
limited to the one-factor model, do not require a measured moderator.
5.3 Moderated Factor Analysis
Bauer & Hussong (2009) showed how one can tests whether the parameters in the one
factor model depend on a continuous measured variable (a moderator, or in the present
case, a differentiation variable). Purcell (2002) showed how such a model can be fitted
in the freely available Mx program (Neale, Boker, Xie, & Maes, 2006). We extend the
approach of Bauer and Hussong (2009) and Purcell (2002) to model differentiation by
extending this approach to the second-order common factor model. We refer to the
resulting analysis as moderated factor analysis.29 Moderated factor analysis constitutes
a systematic approach that can be used to investigate any form of differentiation, and
can handle, in principle, combined sources of differentiation (e.g., age and ability
differentiation). The method has the advantages 1) that it avoids arbitrary
categorization; 2) that it models differentiation effects in explicit loci within the secondorder factor model; 3) that it enables goodness of fit tests and likelihood ratio tests on
the various differentiation effects. As mentioned, we assume that we have at our
disposal a (possibly fallible) measurement of the moderation variable.
In the traditional second-order common factor model given by Equations 1 and
2 (see also Figure 5.1), all parameters are considered fixed across individuals. This
assumption is relaxed in heterogeneous factor analysis (Ansari, Jedidi & Dube, 2002;
see also Kelderman & Molenaar, 2007), where the parameters are random over
individuals. In differentiation research, however, we expect a systematic relationship
between the parameters and the given differentiation variable or moderator. We
standardize the moderator as this is recommended when fitting models incorporating
moderation effects (Jaccard, Turrisi, & Wan, 1990). Following Bauer & Hussong
(2009) and Purcell (2002), we model the relationship between the parameters of the
common factor model and the moderator using linear functions for the intercepts and
loadings (i.e,. the first-order factor loadings and the second-order factor loadings).30 For
the variance parameters (i.e., the subtest residual variances, the first-order factor
specific variances, and the g-variance), we use exponential functions (see Bauer &
Hussong, 2009 and Hessen & Dolan, 2009).
29

Bauer and Hussong (2009) use the term moderated non-linear factor analysis to include e.g.,
IRT models as well. As we are focusing on the linear factor model only, we use the term
moderated factor analysis.
30
Moderation of the intercepts should be included in the model as pointed out by (Purcell,
2002). This effect accounts for the correlation between the moderator and the common factor(s).
We note that moderation of the intercepts does not cause any differentiation effect as it is not
part of the covariance model see Equation 3.
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5.3.1 Formal model

In moderated factor analysis, we model the relationship between the parameters from
the common factor model and M, as explained next. In the following, we assume M to
be a standardized variable as this is generally recommended when fitting models
incorporating moderation effects (Jaccard, Turrisi, & Wan, 1990). If the reader is not
interested in the technical details, one can safely skip to section: 5.3.2 conceptual
summary.
5.3.1.1 The main effect of the moderator
When a moderation (interaction) effect between two variables is introduced in a
statistical model, the main effect of both variables should be incorporated in the model
as well (Nelder, 1994; Purcell, 2002). As Purcell (2002, p. 563) pointed out, neglecting
the main effect of the moderator, M, on the data, yi, will result in spurious moderation
effects. The main effect of the moderator accounts for a correlation between M and yi,
and thus for a correlation between M and the factors. By incorporating the main effect
of M, the variance accounted for by M is partialled out of yi. The remaining variance is
then subjected to the test for moderation. If the variance of M is not regressed out, this
variance may be incorrectly attributed to moderation (see Nelder, 1994). We therefore
include the main effect of the moderator by modeling the intercepts conditional on the
moderator, υi|M by
r

i | M  i 0  i1M  i 2 M 2  ...  ir M r  i s M s

(4)

s 0

The conditional intercepts are thus a polynomial function of the moderator. Now, υis for
s = 1, …, r are the main effects of the moderator. The number of higher-order terms that
have to be included in the polynomial (i.e., the choice for r) depends on the number of
higher-order terms that are included in the polynomials of the other functions which
will be introduced below (i.e., in Equations 6, 8, 10, 12, and/or 14). For moderation of
the intercepts, r should be chosen to equal the largest choice for r in the other
polynomial functions. In the simplest case, i.e., a linear effect of the moderator, r = 1,
Equation 4 simplifies to

i | M  i 0  i1M ,
see Figure 5.2.

(5)
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5.3.1.2 The First- and Second-Order Loadings
The first-order factor loadings are modeled as a function of the moderator variable, M,
as follows:
r

ij | M  ij 0  ij1M  ij 2 M 2  ...  ijr M r   ijs M s .

(6)

s 0

Thus, the factor loadings in the common factor model are an r-th degree polynomial
function of M. In this way, the relation between the factor loadings and the moderator,
M, could be modeled in any degree of accuracy depending on the choice for r. The
choice of Equation 6 is based on earlier work by Hessen & Dolan (2009).

Figure 5.2: Accounting for the main effect of the moderator, M.
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In Equation 6, the parameter λij0 is the baseline parameter which accounts for the part
of the factor loadings that is independent of the moderator, M. The parameters λij1, λij2,
…, λijr model the part of the factor loadings that depends on M. In doing so, a test on
differentiation with respect to the factor loadings would be λij1 = λij2 = …= λijr = 0. With
increasing r the model becomes increasingly parameterized. For a simple general test
of moderation, we adopt the strategy of Hessen & Dolan (2009) and Molenaar et al
(2010) and introduce the notion of minimal (linear) moderation, i.e.,
λij|M = λij0 + λij1M

(7)

In the Equation 7, λi1 is interpreted as a moderation parameter, i.e., if λij1 = 0 is rejected
(e.g., using a likelihood ratio test, see Buse, 1982, and Hessen & Dolan, 2009), the
factor loading of subtest i is significantly linearly moderated by M.
For the second-order factor loadings we adopt the same approach. That is, the secondorder factor loadings (γj) are modeled as an r-degree polynomial function of the
moderator, M,
r

 j | M   j 0   j1M   j 2 M 2  ...   jr M r    js M s .

(8)

s 0

Within this model, the minimal moderation model yields

 j | M   j 0   j1 M .

(9)

5.3.1.3 The Residual Variances, First-order Factor Specific Variances, and g- variance
Moderation with respect to the residual variances is modeled in a somewhat different
way as these are strictly positive contrary to the factor loadings. We use the natural
logarithm of the residual variances (Hessen & Dolan, 2009) resulting in:
r

ln(i | M )  i 0  i1M  i 2 M 2  ...  ir M r   s M s

(10)

s 0

The minimal moderation model yields:
ln(θi | M) = θi0 + θi1M

(11)
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For the variances specific to the first-order common factors (ψj), we adopt the same
approach in modeling moderation of the residual variances (Equation 10 and Equation
11). That is, we specify
r

ln( j | M )   j 0  j1M  j 2 M 2  ...  j r M r   j s M s

(12)

s 0

for the full moderation model, and

ln( j | M )   j 0  j1M

(13)

for the minimal moderation model.
Finally the g-variance (φ) may be the source of moderation. As it is a variance
parameter we use a same procedure as with the residual variances and the first-order
factor specific variances. Thus,
r

ln( | M )  0  1M  2 M 2  ...  r M r  s M s

(14)

s 0

for the full moderation model, and

ln( | M )  0  1M

(15)

for the minimal moderation model.
5.3.1.4 Identification of the Minimal Moderation Model
We focus on testing the differentiation hypothesis using moderated factor analysis. We
use the minimal moderation model to test minimal moderation. The minimal moderated
common factor model is identified in the same way as the standard common factor
model. That is, the means of the g-factor, and the specific factors are fixed to 0, one
second-order factor loading is fixed to 1, or the variance of g is fixed at 1, and for each
common factor, one factor loading is fixed at 1.
When moderation is only introduced in the loadings (first- or second-order), or
in the variances (residual, first-order factor specific, or the g-variance), no further
identification constraints are necessary. However, for some specific combinations of
these effects, additional identification constraints are necessary. First, when moderation
is introduced in the second-order factor loadings and in the g-variance, one of the
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moderation parameters of the second-order factor loadings or the g-variance should be
fixed to zero (i.e., γj1 should be fixed for some j or φ1 should be fixed to zero).31 Second,
when moderation is introduced in the first-order factor loadings and in the first-order
factor specific variances, one of the moderation parameters of the first-order factor
specific variances should be fixed to zero (i.e., ψj should be fixed to zero for some j).
Or, for each first-order factor specific variances a moderation parameter of the firstorder factor loading is fixed to zero (i.e., for each first-order common factor, a λij1 is
fixed for some i).
5.3.2 Conceptual summary
In the derivation of the model above, we obtained baseline parameters (i.e., a baseline
parameter for each first-order factor loading, a baseline parameter for each secondorder factor loading, a baseline parameter for each residual variance, etc), and
moderation parameters (i.e., a moderation parameter for each first-order factor loading,
a moderation parameter for each second-order factor loading, a moderation parameters
for each residual variance, etc.). If a moderation parameter deviates from zero, the
corresponding parameter is moderated. For instance, when we take the moderator to be
age, and we find that the subtest ‘Information’ has a significant moderation parameter
of 0.5 for the first-order factor loading, we can conclude that the first-order factor
loading is moderated by age. That is, the factor loading is increasing with increasing
age (because of the positive value of the moderation parameter). In addition, if the gvariance is associated with a significant moderation parameter of -0.2, the g-variance is
moderated by age. That is, with increasing age, the g-variance decreases, because of the
negative value of the moderation parameter.
5.4 Simulation study: Specificity of the various effects
To study the practical viability of the model, we investigated the specificity of the
various moderation effects by examining the power of the likelihood ratio test to detect
various kinds of moderation. The specificity study served the purpose of establishing
the degree to which we could distinguish statistically between competing models. The
focus is thus on specificity, rather than power per se. As we can consider various causes
of moderation, it is important to determine whether moderation effects in one locus
(e.g., the subtest residuals) affects tests of moderation relating to other loci (e.g., the
first-order factor specific variances). To this end, we used exact data simulation, in
which the simulated data fits the model under which it was generated perfectly (i.e., no
31

Note that fixing φ1 will eliminate the moderation in the g-factor, so generally this is not the
best way to identify the model, we mention it for completeness.
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sampling fluctuations are introduced in the data; see Bollen & Stine, 1993; Dolan, van
der Sluis, & Grasman, 2005; van der Sluis, Dolan, Neale, & Boomsma, 2008).
Alternatively one can carry out a standard simulation study. This will produce
approximately the same results, but is computationally more demanding.
5.4.1 Procedure
We simulated exact data using the steps described in the appendix. We used 1000
subjects characterized by moderation effects in either 1) the g-variance, 2) the secondorder (g) factor loadings, 3) the first-order factor specific variances, 4) the first-order
factor loadings, or 5) the residual variances. In all cases, we used a 3 common factor
model with 12 observed indictors. Variables 1 to 4 loaded on the first factor, variables 5
to 9 loaded on the second factor, and variables 10 to 12 loaded on the third factor. We
fitted moderated factor models to the generated data in each case. These fitted models
incorporated moderation in either the g-variance, the g-loadings, the first-order factor
specific variances, the first-order factor loadings, or the residual variances. In so doing
we can evaluate the power to detect the true effect (e.g., the power to detect moderated
g-loadings in a model including moderation of the g-loadings). More importantly, given
our present aim, we can evaluate the specificity of the moderated factor analysis. That
is, we want to know whether a given effect (e.g., moderated first-order factor loadings)
will be detected as a different effect (e.g., moderated g-loadings or moderated residual
variances). Power to detect the moderation effect in the data was calculated for each
model using the likelihood ratio test (Satorra & Saris, 1985; Saris & Satorra, 1993; see
Molenaar, Dolan, & Wicherts, 2009, for an application within IQ research). For the
present purpose of investigating specificity, we simulated moderation effects using only
a single effect size for each model. These effect sizes are quite arbitrary. The
moderation parameters that were chosen for each model are given in Table 5.1 along
with the effects sizes in terms of the reliabilities of the subtests (in case of moderation
in the measurement model) or the reliabilities of the common factors (in case of
moderation in the structural model) for moderator values of -3, 0, and 3.
All other parameters were fixed to certain values (i.e., the baseline parameters
of the residual variances and the second-order factor loadings equaled 2; the baseline
parameters of the intercepts, the first-order factor loadings, the first-order factor specific
variances, and the g-variance equaled 1, and the moderation parameter of the intercepts
equaled 2.5). These parameter values resulted in a correlation between the moderator
and g of .61. Note that in every fitted model, moderation was introduced in the
intercepts to account for the main effect of the moderator, as explained above in
footnote 8.

Chapter 5

110

Table 5.1
Moderation parameter choices and the corresponding reliabilities of either the subtests or the
common factors for M=-3, M=0, and M=3

Moderated Residual Variances

0.2

Moderated 1st Order Loadings

-0.2

Moderated 1st order residuals

0.3

Moderated g-loadings

-0.3

Moderated g-variance

-0.3

Reliability
Value of moderator
-3
0
3
tests

Moderation
parameter

factors

Model

.770

.648

.502

.757

.648

.474

.908

.800

.619

.894

.800

.548

.908

.800

.619

5.4.2 Results
The diagonals of Table 5.2 contain the power of the different models to detect the
corresponding effect in the data. All these coefficients are 1 or near 1. However, these
results depend heavily on the particular choices of the parameter values (i.e., effect
sizes). Smaller effect sizes, would have resulted in lower power. However, as indicated,
we are interested to establish whether specific effects are correctly detected, not in
power per se.
The off-diagonals of Table 5.2 contain the power of each model to detect
effects that are actually not in the data. Ideally, all these power coefficients are equal to
the level of significance (in this case .05) indicating that each model is highly specific,
i.e., only those effects that are present are detected.
From the off-diagonal elements of Table 5.2, it appears that it is not possible to
separate all moderation effects equally well. For instance, in Table 5.2, if the
moderation is limited to the residual variances, then this is detected only using the
appropriate likelihood ratio test (i.e., the power to detect the effect is at least .8). So this
indicates good specificity of that model to detect this effect. However, moderation of
the first-order factor loadings is detected using the appropriate test, but may also be
detected, and thus misinterpreted, as moderation of all other parameters, except for the
residual variances. Moderation of the first-order factor specific variances is detected
using the appropriate test, but may also be detected as moderated first-order factor
loadings. Moderation of the second-order factor loadings is again detected using the
appropriate test, but may also be detected as moderated first-order factor loadings or as
moderated g-variance.
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Table 5.2
Power to detect different kinds of moderation using moderated factor models. N=1000

Generated data
with moderation in:

Residual
Variances
Residual
Variances
1st Order
Loadings
1st Order
Variances
g-loadings
g-variance

1.00
(12; 388.04)
0.14
(12; 7.50)
0.09
(3; 14.52)
0.05
(3; 0.14)
0.05
(1; 0.11)

Fitted Model with moderation in:
1st Order
1st Order
Loadings
Variances
g-loadings
0.19
(12; 5.23)
1.00
(12; 262.89)
0.80
(3; 130.90)
0.87
(3; 151.82)
0.87
(1; 146.50)

0.61
(12; 2.67)
1.00
(12; 35.02)
1.00
(3; 66.01)
0.07
(3; 0.60)
0.07
(1; 0.54)

g-variance

0.05
0.06
(12; 0.02) (12; 0.02)
1.00
1.00
(12; 40.13) (12; 40.76)
0.07
0.08
(3; 0.52)
(3; 0.52)
1.00
1.00
(3; 71.79) (3; 71.35)
1.00
1.00
(1; 70.59) (1; 71.64)

Note. In parentheses are the degrees of freedom and non-centrality parameter (NCP)
respectively. Power coefficients above 0.8 are shown in boldface. Alpha was set to equal 0.05.

Finally, moderated g-variance may be correctly detected, or may be detected as
moderated first-order factor loadings or g-loadings. On basis of the results in Table 5.2,
we conclude that it is not advisable to fit the moderated factor model with all effects
included simultaneously, as some effects are hard to resolve. That is, a model with two
unspecific effects together (e.g., moderated g-loadings and moderated g-variance) could
in principle be estimated, however, when a likelihood ratio test is applied (e.g., by
dropping the moderation of the g-variance) the effect will appear elsewhere in the
model (i.e., in the g-loadings) and the likelihood function will hardly change. However,
the following effects can be studied in combination. Moderation of the residual
variances can be combined with any effect (i.e., with moderated g-loadings, moderated
g-variance, first-order factor specific variances, or moderated first-order factor
loadings) as these combinations have largely non-overlapping effects. In addition,
moderated first-order factor specific variances can be combined with either moderated
g-loadings or moderated g-variance. The decision of which moderation effects to
include in the model may be made on theoretical grounds.
5.4.3 Testing differentiation using moderated factor analysis
Using moderated factor analysis it is possible to test the five formal possibilities in
which subtest correlations can vary across a differentiation variable. However, we can
not resolve all five formal possibilities well. We favor three sources of differentiation
effect in view of resolution: moderation of the g-variance, moderation of the first-order
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factor specific variances, and the residual variances. These sources are statistically
resolvable (see Table 5.2) and are well interpretable. Specifically, the first source,
moderation of the g-variance, can be interpreted as the classical notion of Spearman
(1927) that the strength of g diminishes across the differentiation variable. The second
source, moderation of the first-order factor specific variances, can be interpreted as
heteroscedasticity in the structural model, which suggests that the differentiation effect
is not directly due to g but due to the first-order factors instead. The third source,
moderation of the residual variances, can be interpreted as heteroscedasticity in the
measurement model which suggests that the differentiation effect is caused at subtest
level.
Thus, we can combine these three sources of differentiation in a single model.
If the differentiation hypothesis is true, we expect a systematic pattern of results. For
instance, if moderated residual variances are the true cause of the varying correlations
across the differentiation variable, the effect should be present in all subtests in the
predicted direction (i.e., decreasing or increasing). We may miss an individual effect,
but we consider mixed effects (i.e., decreasing and increasing residual variances) as
inconsistent with the differentiation hypothesis. In case of the second source, moderated
first-order factor specific variances, it appears that no systematic effect on all subtest
correlations is possible: If the first-order factor specific variances increase with the
differentiation variable, the subtest correlations increase for all subtests loading on the
same common factors (see possibility 3a above), while the subtest correlations decrease
for the subtest loadings on different common factors (see possibility 3b above). Thus,
within the multidimensional factor model, possibility 3 can not account for uniformly
increasing or decreasing correlations as a function of the differentiation variable.
However, it is still a meaningful explanation for a decreasing/increasing strength of the
positive manifold across a given variable in the sense that the first-order factor
reliabilities increase/decrease across this variable.
5.5 Real data applications
We analyzed data published in Osborne (1980). We selected a dataset consisting of
subtest scores of 477 twins on various tests of cognitive abilities. The 477 twins
consisted of 328 white twins with a minimum age of 12 and a maximum age of 20, and
149 black twins with a minimum age of 12 and a maximum age of 18. In addition, 247
twin pairs were monozygotic and 230 twin pairs were dizygotic (of which 180 were
same sex twins and 50 were opposite sex twins). According to Osborne (1980), twins
were drawn from public and private schools in Louisville, Kentucky, and Jefferson
County. SES was scored by the occupation (scale 1-7) and education (scale 1-7) of both
the father and mother of the twins, resulting in a score between 4 (very high SES) to 28
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(very low SES) for each twin. An ANOVA showed out that black and whites differed in
mean SES, F(1,173) = 22.82, p < .001. Other factors (sex, age, and zygosity) were not
associated with SES.
We analyzed the raw subtest scores of 12 test batteries Osborne refers to as
‘Basic Test Batteries’. These tests are the Calendar Test (CT), the Cube Comparison
Test (CC), the Wide Range Vocabulary Test (WV), the Surface Development Test
(SD.), the Form Board Test (FB), the Self-Judging Vocabulary Test (SV), the Paper
Folding Test (PF), the Object Aperture Test (OA), the Identical Pictures Test (IP), the
Newcastle Spatial Test (NS), the Spelling Achievement Test (SA), and the Mazes Test
(MT). See Appendix B for a short description of each subtest. Of each twin pair we
assigned one member to one subsample (henceforth twin 1) and the other member of
the pair to the second subsample (henceforth twin 2). Thus the twin 1 and twin 2
subsamples consisted of 477 subjects of whom 195 and 205 were males, respectively.
In addition, data were missing in respectively 26 and 27 subjects on at least one of the
12 subtests. This poses no problem, as Mx is able to handle missing data provided that
they are missing (completely) at random (Shafer & Graham, 2002). The means and
standard deviations of the scores for Twin 1 and Twin 2 are depicted in Table 5.3.
We performed an exploratory factor analyses in Mplus (Muthén & Muthén,
2007) on the scores of all members of twin 1 (N = 477). We found a three factor
structure to fit well and to be interpretable. Judged by the loadings of the subtests we
identified the factors as verbal ability, reasoning ability, and spatial ability. Based on
this model, we fitted the second-order factor model using confirmatory factor analysis.
We included two cross loadings: see Table 5.4 for the standardized parameter estimates.
All variance parameters were significant (including the g-variance) except for the
variance of the spatial factor (estimate 1.92, s.e. 1.14). This factor model fitted well to
the data of the twin 1 members (χ2 (49) = 124.63, RMSEA = 0.057). As we relied on
explorative analyses, we cross validated the model using the data of the twin 2
members.32 In this group, the model fitted as well (χ2 (49) = 114.46, RMSEA = 0.053).

32

Strictly speaking this is a pseudo cross validation as the data of the Twin 2 members are not
independent of the Twin 1 data.
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Table 5.3
Means and standard deviations (sd) of the 13 subtests and the age of the Twin 1 and Twin 2
members.

age
CT
CC
WV
SD
FB
SV
PF
OA
IP
NS
SA
MT

Twin 1
mean
sd
15.30
1.55
10.65
7.14
5.32
8.76
4.11
3.56
21.55
12.13
9.73
6.90
32.81
20.29
6.19
4.94
3.44
6.09
52.96
16.97
47.42
21.03
30.09
15.74
26.70
9.32

Twin 2
mean
sd
15.30
1.55
10.71
7.07
5.57
8.78
4.04
3.50
21.06
11.30
9.59
6.74
33.68
20.26
6.17
4.70
3.08
5.71
53.97
16.08
48.04
19.99
31.12
15.49
26.79
9.90

Table 5.4
Standardized parameter estimates for the baseline model in the Twin 1 sample.

WV
SV
SA
CT
CC
SD

Verbal
Ability
.67
.96
.80
.28*
-

FB
PF
OA
NS
IP
MT

-

g-loadings
Factor variances

.81
0.35

Subtest

Reasoning
Ability
.51
.69
.81
.77

Spatial
Ability
-

.80
.65
.67*
-

.28
.59
.52

.85
0.28

.90
0.19

Note. * Two cross loadings were allowed to obtain an acceptably fitting baseline model
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5.5.1 Tradition analyses
We first analyzed the data using one of the traditional methods used in the literature.
We chose an approach based on principal component analyses because this method has
been used most in this context (e.g., Abad et al., 2003; Deary et al., 1996; Jensen, 2003;
Juan-Espinosa et al, 2000; Kane & Brand, 2006; te Neijenhuis & Hartmann, 2006). We
conducted the test as follows: We median split one of the twelve subtests to obtain a
high and low g-group. Then, within each group, the Eigenvalue of the first-principal
component of the remaining eleven subtests was calculated. Both Eigenvalues were
tested on significance using the F-ratio (high divided by low). To see whether the
choice of subtest had any effect, we used all subtests in succession to create the high
and low ability groups. To test for age differentiation, we followed the same procedure
except that we median split on the age variable and that we calculated the first
Eigenvalue on all twelve subtests.
Table 5.5.

First principal component in the high and low group based on a median split of each of
the subtests and age.
Twin 1
group
Variable used
for selection High
Low
WV
SV
SA
CT
CC
SD
FB
PF
OA
NS
IP
MT
age

Twin 2
F

group
High
Low

F

133.43
114.50
123.58
103.81
122.15
103.61
105.70

85.64
77.22
91.12
72.82
79.77
66.17
67.26

1.56*
1.48*
1.36*
1.43*
1.53*
1.57*
1.57*

155.42
116.58
126.21
118.15
130.23
123.49
124.08

94.97
69.66
96.82
67.82
89.83
74.55
67.36

1.64*
1.67*
1.30
1.74*
1.45*
1.66*
1.84*

97.82
126.08
85.47
138.90
125.29

63.14
85.87
52.61
99.18
85.05

1.55*
1.47*
1.62*
1.40*
1.47*

108.46
137.04
95.59
152.96
146.70

65.50
88.93
57.70
113.02
105.49

1.66*
1.54*
1.66*
1.35
1.39*

120.27

108.52

1.11

134.78

127.77

1.05

Note.*: p < .01

Results are in Table 5.5. In case of ability differentiation (i.e., groups are formed on
basis of the subtests), we found a significant difference between the Eigenvalue in the
high and low group in most of the cases (twin 1: all twelve cases; twin 2; ten cases).
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However, the value of the first Eigenvalue is higher in the high ability group than it is
the low ability group, indicating that g is a stronger source of individual differences in
the high ability group. This effect is taken as evidence against the ability differentiation
hypothesis (e.g., Hartmann & Teasdale, 2004). We return to this later. In case of age
differentiation (see final row in Table 5.5), we found no significant difference on the
first Eigenvalue between the high and low age groups. Thus, the age differentiation
hypothesis is not supported by these analyses.
5.5.2 Current procedure
We proceeded by analyzing the data using moderated factor analysis. In Study
1 we investigated age differentiation by taking the age of the subjects as moderator. In
Study 2 we investigated ability differentiation hypothesis by taking an external (i.e., to
the model) proxy for g as moderator. The moderator was standardized, as required, and
the subtests were scaled to have approximately equal variances (merely to facilitate
computation in Mx). In both studies, we fitted models to the twin 1 data, and we cross
validated in the twin 2 data. As explained above, we only tested moderation of the gvariance, the first-order specific variances, and the residual variances. We first fitted a
baseline model that included all effects; we then dropped the effects one at the time to
test each effect. We retained the effects that showed a significant improvement in the fit
of the model. We fixed non-significant parameters to zero. We started by dropping the
effect on the g-variance, and continued by dropping the effects on the first-order
specific variances and the residual variances, respectively. We choose to tests the
effects in this order for substantive reasons, i.e., starting by dropping the effect on the gvariance is in our perspective the strongest and most direct test for ability differentiation
(in the light of Spearman, 1927), because it concerns the effect on g itself. We do not
expect that the order in which the effects are tested influenced the main conclusions, as
we showed that the effects are statistically well resolvable. We fitted models using Mx
(Neale et al, 2006). The documented input files and the data files are available from
www.dylanmolenaar.nl.
5.5.3 Study 1: Age differentiation
In each twin group the analyses were limited to the data of the 328 white twin members.
The black twins were excluded because we found differences in the factor structure
between the black and white twins (specifically, residual variances and first-order factor
loadings were found to differ between both groups). These differences can not be a
manifestation of age differentiation as all black and white twins are of approximately
the same age. Including the data of the black twin members could thus distort the
results.
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5.5.3.1 Results and conclusions
The model with age moderation of the g-variance, the first-order factor specific
variances, and the residual variances served as a baseline model. Parameter estimates
and standard errors of the moderation parameters are shown in Table 5.6.33 To test for
moderation of the g-variance, we dropped the parameter concerning this effect from the
baseline model. It appeared that model fit was not affected significantly (Twin 1: χ 2 (1)
= 0.755, p = .38, Twin 2: χ2 (1) = 0.115, p = .73) indicating that the g-variance is not
moderated by age. We therefore continued with a model with moderation in the firstorder factor specific variances and residual variances. We drop the three parameters
associated with the age moderation of the first-order factor specific variances. This
appeared not to influence the model fit in the twin 1 data (χ2 (3) = 4.05, p = 0.26), but it
did in the twin 2 data (χ2 (3) = 13.32, p < 0.001). Judged by the standard errors in the
twin 2 sample, this effect appeared to be mainly caused by the verbal ability factor.
That is, the first-order factor specific variance of the verbal factor in the twin 2 sample
is moderated by age (i.e., the factor specific variance is increasing across age, causing
the subtests of this factor to get more correlated for the higher ages). However, this
effect was not replicated in the twin 1 sample. Note that the spatial factor is associated
with a large standard error of the moderation parameter. In the baseline model, the
spatial factor was already associated with a large standard error (see above). This may
be due to the small number of unique indicators the spatial factor has (i.e., two).
As dropping the moderation of the first-order factor specific variances resulted
in a significant likelihood ratio test (at least in the twin 2 sample), we retained this
effect, and continued by dropping the moderation in the residual variances. This
significantly affected the model fit (twin 1: χ2 (12) = 24.26, p = 0.02; twin 2: χ2 (12) =
41.17, p < .001) indicating that at least some residual variances are moderated by age in
both samples. Judging by the standard errors of the moderation parameters, we
identified the subtests CT, FB, PF, and OA to be moderated significantly by age in the
twin 2 sample. The moderation parameter estimate of CT, FB and OA are in the
predicted direction (i.e., residual variances increase with age). However the moderation
parameter estimate of the PF subtest was in the opposite direction (i.e., the residual
variance decreases with age). In the twin 1 sample, none of the univariate effects were
significant, notwithstanding the significant multivariate effect.

33

Standard errors are not part of the default output in Mx because of the optimization procedure
used. There are multiple options to determine these, i.e., using the inverse approximate Hessian,
using confidence intervals based on the profile likelihood, and using a parametric bootstrap. All
standard errors provided in Study 1 and 2 are determined using 100 bootstrap samples. In study
1, one outlier was omitted from these samples because of a parameter estimate 8.5 sd’s above
the mean. In study 2, three outliers were omitted because of a parameter estimate of respectively
6.8, 6.7, and 7.3 sd’s above the mean.

Chapter 5

118

g variance

Twin 1
0.10 (0.12)

Twin 2
0.04 (0.13)

Factor

verbal
reasoning
spatial

0.16 (0.10)
0.00 (0.21)
0.80 (1.08)

0.42 (0.18)
0.29 (0.17)
-0.73 (1.14)

Residual Variances

Table 5.6
Moderation parameter estimates (standard errors) in Study 1 for the Twin 1 and Twin 2
members.

WV
SV
SA
CT
CC
SD
FB
PF
OA
NS
IP
MT

0.20 (0.10)
2.03 (1.78)
-0.02 (0.10)
0.12 (0.10)
0.10 (0.09)
0.04 (0.09)
0.03 (0.09)
-0.02 (0.11)
0.04 (0.10)
-0.11 (0.14)
-0.01 (0.15)
0.17 (0.12)

-0.12 (0.09)
0.26 (1.26)
-0.01 (0.08)
0.21 (0.09)
0.07 (0.10)
0.02 (0.09)
0.30 (0.09)
-0.30 (0.11)
0.26 (0.10)
0.01 (0.11)
0.17 (0.14)
-0.02 (0.11)

From the above we conclude that, although some moderation effects are present
in the twin 2 data, these results do not support the age differentiation hypothesis, as 1)
the results are not in line with the age differentiation hypothesis because some
moderation was found in the opposite direction for the residual variances, 2) the
moderation effects that were found are not replicated in the twin 1 sample, suggesting
that the effects may be chance findings. In conclusion, there is little evidence for age
differentiation in the Osborne data.
5.5.4 Study 2 Ability Differentiation
To test for ability differentiation, we require a proxy for g as g itself is unobservable. If
the proxy is a reasonable approximation of g that is correlated highly with g, a predicted
decrease across g (e.g., the variance of g decrease across g) will imply a similar, but
possibly attenuated, decrease as a function of the proxy. The proxy may be any
reasonable approximation of the g scores. Here we obtained a proxy for the twin 1
members using the scores on PC1 of the 12 subtests of the twin 2 members. Due to the
genetic and environmental similarities between twins, the proxy obtained in the twin 2
members is expected to correlate highly with g in the twin 1 members. Nesselroade &
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Thompson (1995) used a similar procedure. In cross validating the results we used the
PC1 scores of the twin 1 members on the 12 subtests as a proxy in the twin 2 sample.34
5.5.4.1 Results and conclusions
We obtained the proxy of g for the twin 1 members by taking the PC1 scores of the 12
subtests in the twin 2 sample. Because we wanted to base the PC1 scores on complete
records, we had 438 subjects in the twin 1 sample, and 435 subjects in the twin 2
sample. In Table 5.7, correlations between the g-proxy and the twelve subtests are
depicted, standardized within zygosity and sex. In Table 5.8 correlations between the gproxy and g are depicted as a function of age corrected for zygosity and sex.
Table 5.7.
Correlations of each subtest with the g-proxy in Study 2 corrected for sex and zygosity.
WV

SV

SA

CT

CC

SD

FB

PF

OA

NS

IP

MT

Twin 1

.59

.46

.57

.61

.55

.72

.59

.46

.41

.70

.63

.41

Twin 2

.59

.53

.49

.62

.59

.73

.63

.45

.45

.74

.65

.38

Table 5.8
Correlations (standard errors) between the g-proxy and g as a function of age, corrected for sex
and zygosity.
age
12-13
14
15
16
17

34

Twin 1
.84 (0.07)
.94 (0.04)
.86 (0.05)
.93 (0.05)
.94 (0.03)

Twin 2
.85 (0.05)
.90 (0.04)
.84 (0.05)
.90 (0.05)
.92 (0.03)

As an anonymous reviewer pointed out, it is in principle possible to split the scores on the
proxy and compare the factor structure of the data across these subgroups. This omits the
problem of selecting on observed scores as in for instance Deary, et al. (1996). However, the
same methodological difficulties remain as discussed above with respect to Reynolds & Keith
(2007) and Carlstedt (2001).
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In the present analyses, we did not exclude the black twin members. As indicated
before, residual variances and first-order factor loadings were found to differ between
black and white twin members. This difference can be a manifestation of ability
differentiation as blacks and whites differ on the g proxy, t(337.04) = 12.03, p<.001.
That is, by the ability differentiation hypothesis, it is predicted that subjects high on the
proxy will have lower factor loadings and higher residual variances. Thus in the
analysis below we leave the black twin members in the sample as it is possible to model
the differences in the factor structure (i.e., in loadings and residuals) between blacks
and whites as a function of the proxy.35
We followed the same procedure as in Study 1. We fitted a model with
moderation in the g-variance, the first-order factor specific variance, and the residual
variances simultaneously. Parameter estimates and standard errors of the moderation
parameters are shown in Table 5.9. To evaluate the statistical significance of the
moderation effects, we dropped the effects one at the time and carried out likelihood
ratio tests. Dropping the moderation of the g-variance did not influenced the model fit
(twin 1: χ2 (1) = 1.18, p = .28; twin 2: χ2 (1) = 0.27, p = .61) indicating that the gvariance is not significantly moderated by the proxy. We thus continued with a model
with moderation of the first-order factor specific variances and the residual variances.
We dropped the moderation of the factor specific variances. The associated tests were
significant (twin 1: χ2 (3) = 14.43, p = 0.002; twin 2: χ2 (3) = 44.83, p < .001). Judging
by the standard errors from Table 5.9, the misfit was due to the reasoning ability factor
in both twin samples. It appears that the factor specific variance of the reasoning factor
increases with the proxy. As the first-order specific variances are significantly
moderated by the proxy, we retained the parameters relating to these effects. We
proceeded by dropping the moderation parameters of the residual variances. The
associated tests were significant (twin 1: χ2 (12) = 93.08, p <.001; twin 2: χ2 (12) =
84.27, p <.001). Judged by the standard errors we identified the residual variances of
CT, CC, SD FB, and OA to be significantly moderated by the proxy in the predicted
direction in both samples. Note that all these subtests are in the predicted direction. In
addition WV and SV tend to be moderated by the proxy in the Twin 1 sample, and SA
in the Twin 2 sample.

35

Note that we do not focus on a multi-group approach here as this is beyond the scope of the
present paper. We thus assume that conditional on the proxy, black and white twin members
have the same factor structure. We think this is a reasonable assumption. The application of
multi-group models for differentiation and the relation with measurement invariance is an
interesting topic of its one.
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g variance

Twin 1
0.24 (0.22)

Twin 2
-0.07 (0.18)

Factor

verbal
reasoning
spatial

-0.03 (0.12)
0.62 (0.31)
-0.03 (1.86)

-0.09 (0.10)
0.82 (0.21)
-1.48 (1.62)

Residual Variances

Table 5.9
Moderation parameter estimates (standard errors) in Study 2 for the Twin 1 and Twin 2
members

WV
SV
SA
CT
CC
SD
FB
PF
OA
NS
IP
MT

0.22 (0.08)
0.40 (0.16)
-0.04 (0.11)
0.30 (0.07)
0.20 (0.07)
0.40 (0.09)
0.30 (0.09)
-0.05 (0.08)
0.31 (0.07)
-0.01 (0.10)
-0.08 (0.08)
-0.18 (2.06)

0.08 (0.08)
-0.04 (0.26)
0.15 (0.08)
0.28 (0.09)
0.27 (0.07)
0.19 (0.08)
0.45 (0.07)
-0.06 (0.09)
0.26 (0.08)
0.04 (0.10)
-0.06 (0.11)
-0.04 (0.10)

From the above, we conclude that in the present data ability differentiation is limited to
the reasoning factor. That is, the factor specific variance and five of the subtest
residuals of the reasoning factor increased with the g proxy. An increase in the factor
specific variance of the reasoning factor across the proxy will cause correlations among
the reasoning subtests to increase, and correlations among the reasoning and the other
subtests to decrease across the proxy (see Equation 3). The latter is consistent with
ability differentiation. The former is however inconsistent with the notion that
correlations are uniformly decreasing across g.
As we showed using the traditional analyses above, the Eigenvalue of the first
principal component was higher for the high g-group compared to the low g-group.
Using the present results of moderated factor analysis, we can explain these findings;
we found that some residual variances are increasing for increasing g, the first principal
component will be larger for high g-groups compared to low g-groups as there is more
variance in the subtest scores. In fact this may support a differentiation effect (if the
majority of the subtests shows this effect), but using principal component analysis, one
may conclude incorrectly that the opposite effect is present.
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5.6 Discussion
We discussed five formal possibilities of differentiation of cognitive abilities within the
second-order factor model: residual variances, first-order factor loadings, first-order
factor residual variances, second-order (g) factor, and g-variance. We considered the
higher (second) order factor model, because this model distinguishes between the
measurement or psychometric model (regression of indicators on substantive first-order
factors), and what we view as a structural regression model (regression of first-order
factors on g).36 We consider it desirable to maintain this distinction, because we want to
be able to test competing differentiation models as moderation of parameters in both
parts of the model may given rise to differentiation.
While we distinguish five formal possibilities of differentiation, we showed that
there are three sources of differentiation that are statistically resolvable. These concern
the g-variance, the first-order specific variances, and the residual variances. We argued
that these sources can be meaningfully interpreted in terms of respectively the strength
of g, heteroscedasticity in the measurement model, and heteroscedasticity in the
structural model. In this study we choose to incorporate moderation of the g-variance
rather than the g-loadings as this is the strongest formulation of the differentiation effect
in the light of Spearman’s traditional hypothesis that g gets weaker across a given
variable (1927). However, one may also consider moderation of the g-loadings as
Tucker-Drob (2009) did. This test is more elaborate as it involves investigating
differentiation effects on each g-loading separately.
In applying the model to data, we found that there was no evidence for age
differentiation, which is in line with recent findings of Tucker-Drob (2009). However,
the age range of the data we used was restricted to only 12 to 20 year old subjects, it is
possible that differentiation is limited to earlier development (i.e., before the age of 12).
In the ability differentiation study, we found minor evidence for differentiation. Using a
proxy for g, we found moderation in the predicted direction for the factor specific
variance of the reasoning factor. In addition, we found moderation in the predicted
direction for the residual variances of five subtests of the reasoning factor. These results
provide some support for the ability differentiation hypothesis, although the effects are
limited to the reasoning factor. However, the effect on the factor specific variance of
the reasoning factor is difficult to interpret as we found it to be increasing across g. This
has the predicted effect on the correlations between the reasoning subtests and the
36

We consider a psychometric or measurement model to be one in which observed indicators are
related to a latent variable or common factor. As the second-order factor model relates latent
variables (first-order common factors) to another latent variable (the g factor), it is not a
measurement model. We refer the reader to Mellenbergh (1994) for an explicit discussion of the
linear factor model as a measurement model.
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remaining subtests, but it has the reversed effect on the correlations among the
reasoning subtests. These results are in line with Hessen & Dolan (2009) and Molenaar
et al. (2010), who found that ability differentiation effects, defined in terms of
heteroscedastic residuals, were not systematic. However, the results are not in line with
Tucker-Drob (2009), who found systematic differentiation of all the g-loadings of the
first-order factors. However, in his study, subtests scores were summed, which means
that possible differentiation effects on the residual variances (as we found in the present
study) and first-order factor loadings were not considered. Mainly in the age
differentiation application results varied between the two twin samples we used,
indicating that findings are chance findings and that no systematic effects underlied the
data. We are reluctant to draw definite conclusions on the bases of these illustrative
analyses. More extensive applications of moderated factor analysis to a variety of test
batteries will provide the basis for such conclusions (or will provide a data base for a
meta-analysis, as advocated by a reviewer).
We showed that the outcomes of a traditional analysis using principal
component analysis can be misleading in interpreting the results in terms of
differentiation. If residual variances increase with increasing g or age, the
differentiation hypothesis is supported, but a principal component analysis may reveal
an opposite effect. We believe that this justifies the work on the development of
statistical models for (ability) differentiation, such as presented here, and presented by,
for instance, Tucker-Drob (2009) and Reynolds, Keith & Beretvas (2010).
While moderated factor analysis is of potential value in the study of
differentiation, we acknowledge some limitations. First, in the case of ability
differentiation, one requires an operationalization of g, i.e., a proxy that can serve as the
moderator. This is no trivial requirement, although studies of the covariance structure of
cognitive ability tests often include a wide variety of variables, which will facilitate the
derivation of such a proxy (see Johnson and Bouchard, 2004; Naglieri and Jensen,
1987). In addition, we allow that the proxy may be fallible, but the power to detect
moderation will suffer if the proxy is poor in terms of reliability or validity.

Appendix A: Exact data simulation
We assumed a standard normal distribution for the moderator. We make this
assumption purely to facilitate exact data simulation. In real data applications, no
distributional assumptions need to be made concerning the moderator. The moderator
was divided into 6 equally spaced bins (bin A: between -3 and -2, bin B: between -2
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and -1, bin C: between -1 and 0, bin D: between 0 and 1, bin E: between 1 and 2, bin F:
between 2 and 3). In each bin, the middle value was taken as the score on the moderator
(i.e., -2.5, -1.5, -.5, .5, 1.5, 2.5, respectively). Then, we used the standard covariance
formulae (e.g., Bollen, 1989, p. 35) to calculate the population covariance matrix for the
observed data within each bin, i.e., conditional on the chosen values of the moderator.
Using this conditional covariance matrix, we simulated exact data within each bin
(using the function ‘mvrnorm’ in the ‘MASS’ library of the software package R; R
Development Core Team, 2007). The proportion of subjects within each bin was
calculated according to the standard normal distribution (i.e., in case of 6 bins: .02, .14,
.34, .34, .14, and .02 respectively). So in the present situation, simulation of exact data
for a total of 1000 subjects required the computation of a covariance matrix within bin
A using the standard covariance formulae and a value for the moderator of -2.5. Once
this covariance matrix was obtained, raw data was simulated for .02 * 1000 = 20
subjects. Then this procedure was repeated for bin B, C, D, E, and F. All data within the
bins were stacked resulting in a dataset for 1000 subjects. In fitting the true model to
this data using raw data likelihood estimation in Mx, we consistently recovered the true
parameter estimates, for a range of starting values. In dropping an effect, the value of
the likelihood ratio equaled the non-centrality parameter (NCP) of the non-central chisquare distribution. Using this information we calculated the power to detect the effect
(see Satorra & Saris, 1985; Saris & Satorra, 1993). Changing the sample size (say from
1000 to 500) only requires an adjustment of the NCP, i.e., you do not need to create
new data.

Appendix B: Description of the subtests used in this study
Each subtest is described shortly below. These descriptions are taken from Osborne
(1980) and are in some cases slightly adapted. See Osborne for literature references for
each subtest.
Calendar Test (CT)
This test contains 50 statements about the days of the week. Subjects are asked to judge
whether these statements are true or false, e.g., “If today is Sunday, then tomorrow will
be Monday”.
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Cube Comparison Test (CC)
In each item two drawings of a cube are displayed. Subjects are asked to judge whether
these cubes can be the same cubes or must be different cubes.
Wide Range Vocabulary Test (WV)
In each item, a word is presented and subjects are asked to choose an appropriate
synonym from the five options offered. For instance “JOVIAL: 1. refreshing 2. scare 3.
thickset 4. wise 5. jolly.”
Surface Development Test (SD)
Subjects are confronted with a piece of paper which should be folded to some kind of
object.
Form Board Test (FB)
Five shaded drawings of pieces are presented, some or all of which can be put together
to form a figure depicted in outline form. Subjects are asked to identify which of the
five shaded pieces should be used.
Self-Judging Vocabulary Test (SV)
80 words are presented. For each word, subjects can choose the meaning of the word
from six options. In addition, when subjects think they know the word but are unsure
about the six answer categories, they can state the answer in their own words.
Paper Folding Test (PF)
For each item, successive drawings illustrate two or three folds made in a square sheet
of paper. A drawing of the folded paper shows where a hole is punched in it. The
subject selects one of five drawings to show how the sheet would appear completely
unfolded.
Object Aperture Test (OA)
A three dimensional object is shown, followed by outlines of five apertures or openings.
The subject is to imagine how the object looks from all directions, then to select from
the five apertures the opening through which the solid object would pass directly if the
proper side were inserted first.
Identical Pictures Test (IP)
For each item, the examinee is asked to check which of five geometrical figures or
pictures is identical to a given figure at the left end of the row.
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Newcastle Spatial Test (NS)
This test consists of six subtests ranging in difficulty from simple recognition of regular
solids to the more complex problems of surface development.
Spelling Achievement Test (SA)
This test consists of 60 words. Each word is pronounced by the examiner, who then
uses it in a sentence, and then pronounces it again. Subjects are asked to write down the
proper spelling of the word.
Mazes Test (MT)
Subjects are asked to draw a line from the entrance to the exit of a maze without
crossing any line or entering blind alleys.

6
Using the Heteroscedastic Factor Model to Detect
Specific Genotype by Environment Interactions in
the Classical Twin Design.
Considerable effort has been devoted to the analysis of
Genotype by Environment (GxE) interactions in various
phenotypic domains, such as cognitive abilities and
personality. In many studies, environmental variables were
observed (measured) variables. In case of an unmeasured
environment, van der Sluis et al. (2006) proposed to study
heteroscedasticity in the factor model using only MZ twin data.
This method is closely related to the Jinks & Fulker test for
GxE (1970), but slightly more powerful. In this Chapter, we
identify four challenges to the investigation of GxE in general,
and specifically to the heteroscedasticity approaches of Jinks
and Fulker and van der Sluis et al. We propose extensions of
these approaches purported to solve these problems. These
extensions comprise: 1) including DZ twin data, 2) modeling
both AxE and AxC interactions; and 3) extending the
univariate approach to a multivariate approach. By means of
simulations, we study the power of the univariate method to
detect the different GxE interactions in varying situations. In
addition, we study how well we could distinguish between AxE,
AxC, and CxE. We apply a multivariate version of the extended
model to an empirical data set on cognitive abilities.

6.1 Introduction
The topic of Genotype by Environment (GxE) interaction has received increasing
attention in the past decade in twin and family studies, and in (genome-wide) genetic
association studies (GWAS). A GxE interaction denotes the degree to which the
* This chapter is published as: Molenaar, D., van der Sluis, S., Boomsma, D.I., &
Dolan, C.V. (in press). Detecting Specific Genotype by Environment Interaction using Marginal
Maximum Likelihood Estimation in the Classical Twin Design. Behavior Genetics.
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phenotypic variation explained by genetic factors varies across environmental
conditions, or, conversely, the degree to which phenotypic variation explained by
environmental influences varies across genotypes (see Boomsma & Martin, 2002).
Using multi-group designs (Boomsma, de Geus, van Baal, & Koopmans, 1999)
or the moderation model proposed by Purcell (2002), various twin- and family studies
have shown that within the ACE-model, the phenotypic variance decomposition into
additive genetic factors (A), common environmental factors (C) and unique
environmental factors (E) varies across environmental conditions. This has been
established with respect to various behavioral measures (e.g., aggression and alcohol
consumption; see Kendler, 2001, for a review including more examples) and
specifically with respect to cognitive ability (Bartels et al., 2009a; Grant et al., 2010;
Harden et al., 2007; Johnson et al., 2009a; Turkheimer et al., 2003; van der Sluis et al.,
2008), personality (Bartels et al., 2009b; Boomsma et al., 1999; Brendgen et al., 2009;
Distel et al., 2010; Heath et al., 1998; Hicks et al., 2009a; Hicks et al., 2009b; Johnson
et al., 2009b; Silberg et al., 2001; Tuvblad et al., 2006; Zhang et al., 2009), healthrelated phenotypes (Johnson & Krueger, 2005; Johnson et al., 2010; McCaffery et al.,
2008; McCaffery et al., 2009), and measures of brain morphology (Lenroot et al., 2009;
Wallace et al., 2006).
In these studies, the extent to which the additive genetic factor A explains
phenotypic variation fluctuates as a function of a specific measured environmental
variable. It has, however, proven difficult to identify the (multiple) relevant
environmental conditions that moderate the influence of genetic factors (e.g., Eichler et
al., 2010). In GWAS, for example, GxE interaction is usually not modeled, although in
theory, the presence of unmodeled GxE may affect the power to detect genetic variants
(e.g., Eichler et al., 2010; Maher, 2008; Manolio et al., 2009).
As the identification of environmental variables involved in GxE can be
difficult, methods to detect GxE interactions given unmeasured genetic and
environmental factors remain useful. At presence, two MZ-twin based methods are
available. Letting Y1 and Y2 denote MZ twin pair scores, Jinks & Fulker (1970)
showed that GxE may be detected in the dependency of |Y1 - Y2|, a proxy for the
variance of E, on Y1+Y2, a proxy for the level of A (see Jinks & Fulker, 1970). In a
similar approach, van der Sluis et al. (2006) used Marginal Maximum Likelihood to test
for heteroscedastic E variance by conditioning on A in MZ twin data (Hessen & Dolan,
2009; Molenaar, Dolan, & Verhelst, 2010). Like Jinks and Fulker (1970), these authors
focused on the detection of AxE, i.e., heteroscedastic E variance as a function of A.
In the following, we use the term ‘GxE’ to refer to the general concept of
‘genotype-by-environment interaction’. In addition, we refer to specific instances of
GxE that are modeled in a given statistical model (e.g., AxE in the ACE model; AxM in
the moderation model of Purcell, 2002, where M is a measured variable).
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6.1.1 Problems with existing heteroscedasticity approaches
The methods of Jinks and Fulker (1970) and van der Sluis et al. (2006) face a number
of challenges. Here we address the following four: non-normality, conflation of AxE
and CxE, heteroscedastic measurement error, and genotype-environment correlation.
Non-normality. As heteroscedasticity due to GxE results in non-normality of the
observed phenotypic variable, other sources of non-normality can result in spurious
GxE. These include floor and ceiling effects (see van der Sluis et al., 2006), poor
scaling of the measurement (Eaves, 2006; Evans, Gillespie, & Martin, 2002) and nonlinear factor-to-indicator relations (Tuker-Drob, Harden, & Turkheimer, 2009).
Heteroscedastic measurement error. As discussed by Turkheimer & Waldron (2000),
the statistical ‘unique environment factor’, E, is not necessarily equal to the conceptual
notion of environmental influences underlying phenotypic scores, as the former may for
instance include measurement error (see also Loehlin & Nichols, 1976). This is a
challenge as heteroscedastic measurement error may mimic GxE.
Conflation of AxE and CxE. The existing univariate approaches by Jinks and Fulker and
van der Sluis utilize MZ twin data only. This precludes distinguishing between the
additive genetic effects, A, and the common environment effects, C (Evans et al.,
2002). It is therefore possible that an observed effect can be due to CxE rather than
AxE.
Genotype-environment correlation. Measures of the environment that interact with A
may themselves be affected by either the same or unique genetic influences (e.g.,
Turkheimer, Harden, D’Onofrio, & Gottesman, 2009). Such genotype-environment
correlation is known to affect tests using measured environments, in both the case that
the genetic influences are unique and common to the measured environment and the
phenotype (Purcell, 2002). It is however unknown how it affects the heteroscedasticity
approaches as presented above.
Note that the problems discussed above are not limited to the approaches of Jinks &
Fulker and van der Sluis et al. in which the environment is unmeasured. Given
measured environment, non-normality of the phenotypic variable can also result in
spurious GxE (Purcell, 2002). In addition, testing for GxE in presence of a genotypeenvironment correlation is a challenge in the measured moderator approach as well (see
van der Sluis, Posthuma, & Dolan, 2011; Rathouz et al., 2008).
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6.1.2 Towards a solution
In this Chapter, we address the problems mentioned above in an extended version of the
approach of van der Sluis et al. Specifically, we extend the van der Sluis et al. method
to include dizygotic (DZ) twin data to avoid the conflation of the A and C components.
The inclusion of DZ data has several advantages: First, one can distinguish between
AxE and AxC. Second, inclusion of DZ twin data will increase the power simply due to
the increase in total sample size. Third, AxE effects may be detected more readily if the
C component can be isolated. Finally, as A and C are separated, we hypothesize that the
presence of CxE does not result in spurious AxE.
In addition to the extension of van der Sluis et al (2006), we propose a
multivariate extension. In the multivariate extension we use the common path way
model to distinguish between the measurement model (a phenotypic one factor model)
and the biometric model (McArdle & Goldsmith, 1984; Kendler, Heath, Martin, &
Eaves, 1987; Franić et al., 2011). In this model, genetic and environmental influences
contribute to the observed phenotypic variance via one common phenotypic construct.
In the measurement model, the observed phenotypic variables are linked to the latent
phenotypic construct. In the biometric model, the latent phenotypic construct is
decomposed into the A, C, and E components. In this way we can introduce the AxE
and AxC interactions at the level of the construct, instead of at the level of the observed
variable. We thereby avoid the conflation of measurement error with unique
environment influences, as measurement error is now explicitly modeled in the
measurement part of the model, and the unique environment factor is separately
modeled at the level of the latent phenotypic construct. So we can introduce
heteroscedastic residuals in the measurement model to account for floor, ceiling, and/ or
poor scaling effects, and test GxE at the level of the biometric model.
Below, we first shortly introduce the univariate method discussed by van der
Sluis et al. (2006) to detect AxE interactions in MZ twin data. Next, we extend this
model to an ACE-model with both AxE and AxC interactions. We then investigate the
extended model in simulation studies. We investigate whether the method can properly
distinguish the different interactions. In addition, we compare the power to detect the
various interactions of the extended method to the power of the van der Sluis et al.
approach. We also investigate whether we can distinguish between AxE / AxC on the
one hand and CxE on the other hand. Furthermore, we compare the present method
with unmeasured C and E factors to the approach of Purcell (2002) that makes use of
measured environment variables. Next, we discuss an extension of the method to
include multivariate data, and apply the multivariate extension to an IQ data set
(Osborne, 1980). We conclude the Chapter with a short discussion.
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6.2 The Univariate Case
6.2.1 Van der Sluis’ model: AE
Van der Sluis et al. (2006) was limted to the AE model. Specifically, given N twin
pairs:
Yj = υ + a × Aj + e × Ej

(1)

where Yj denotes the phenotypic score of the j-th twin member (j = 1,2), and Aj and Ej
denote the zero mean additive genetic and unshared environmental factor, respectively.
The parameter υ is the intercept (phenotypic mean) and a and e are regression
coefficients (factor loadings).
Given the usual assumptions of the twin method, the MZ covariance matrix
includes the elements:
var(Y1) = var(Y2) = σA2 + σE2

(2)

cov(Y1, Y2) = σA2

(3)

To test for a possible AxE interaction, van der Sluis et al. (2006) proposed to test for
heteroscedasticity of σE2, by testing whether σE2 varied systematically over the values of
factor A. They specified a parametric function between σE2 and the score of the twins
on A, i.e.,
σE2| A = exp(β0 + β1A).

(4)

where ‘σE2| A’ denotes ‘σE2 conditional on the level of A’. The exponential function,
exp(.), is used to avoid negative variances (see also Bauer & Hussong, 2009; Hessen &
Dolan, 2009; Molenaar, Dolan & Verhelst, 2010). In the equation, β0 is a baseline
parameter and β1 is a heteroscedasticity parameter, which models the dependency of σE2
on A. If β1 = 0, the model reduces to the standard AE-model. The model may be
extended to accommodate more complicated relations between σE2 and A, e.g., σE2| A =
exp( β0+β1A+β2A2).
To fit the model to data, van der Sluis et al. used Marginal Maximum
Likelihood (Bock & Aitkin, 1981). As A1 = A2 = A, the marginal log likelihood
function contains a single integral over A, which may be approximated using an onedimensional Gauss-Hermite quadrature approximation, i.e.,
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(5)
where g(.) is the normal density for factor A, f(.) is the bivariate normal density
function for y1 and y2, conditional on the level of A, with μ|A = ν + aA, and σE2| A given
by Equation 4, and cor(y1,y2)|A = 0. Wg and Ng are the g-th weight and node in the
Gauss-Hermite quadrature approximation (e.g., Stroud and Secrest, 1966). Van der
Sluis et al (2006) showed that the model performed well in terms of statistical power to
detect the AxE interaction. Below we extend this model by the addition of the DZ
twins.
6.2.2 ACE-model
In the classical twin model, including MZ and DZ twins, the phenotypic covariance
matrix of the ACE model includes the elements:
var(Y1) = var (Y2) = σA2 + σC2 + σE2
cov(Y1,Y2) = ρA * σA2 + σC2

(6)
,

where σC2 is the shared environmental variance and ρA is 1 (MZ) or .5 (DZ). We now
consider both AxE and AxC interactions. To introduce the AxE interaction, we proceed
as above, i.e.,
σE2| Aj = exp(β0 + β1Aj)

(7)

We now include the subscript j because A of twin 1 and twin 2 are distinct in DZ twins.
We model AxC interaction as heteroscedastic C variance, conditional on A:
σC2| Aj = exp(γ0 + γ1Aj)

(8)

with
cov(C1,C2) =

 C 2 | A1   C 2 | A2

(9)

where γ0 and γ1 are the baseline and heteroscedasticity parameter, respectively (as β0
and β1 in Equation 7). If AxC is present, the covariance between C1 and C2 will vary as
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a function of A1 and A2. However, as required, the correlation between C1 and C2 will
be 1 for every level of both A1 and A2. We model these AxC and AxE simultaneously,
i.e., we estimate β1 and γ1 simultaneously. In the standard ACE-model without GxE, the
distribution of the phenotypic scores of the twins and their co-twins is assumed to be a
bivariate normal distribution (Figure 6.1a). In case of GxE, the bivariate distribution of
the data becomes skewed due to AxC (Figure 6.1b) or AxE (Figure 6.1c). As can be
seen, the two types of interactions result in specific violations of bivariate normality.
Specifically, the presence of a positive AxC interaction (γ1 >0; C variance is increasing
across A) results in an observed distribution that is skewed to the right, see Figure 6.1b.
Similarly for positive AxE, see Figure 6.1c. In addition, a negative AxC interaction
(γ1<0) or a negative AxE interaction (β1<0) results in left skew.

Figure 6.1. Schematic representation of the implied bivariate distribution of the twin data in case
of a) the standard ACE-model; b) an ACE model with positive AxC (γ1>0); and (c) an ACEmodel with positive AxE (β1>0).

In this approach of modeling GxE we choose to model σE2 and σC2 as a function of a
latent A factor. This is different from Purcell (2002) who modeled the factor loading of
A as a function of observed E or C. We choose the former option as it connects better to
the framework of Jinks & Fulker (1970) who define GxE as heteroscedastic E with
respect to A (see also Evans et al., 2002).
With MZ and DZ twin data, the marginal log likelihood involves a double
integral (i.e., over A1 and A2), which can be approximated using multivariate GaussHermite quadratures. As we have 2 dimensions now, we have two sets of nodes, N1g
and N2h, where g = 1, …, Q and h = 1, …, Q (the total number of nodes is therefore Q2).
Standard two-dimensional Gauss-Hermite quadrature approximation assumes
both dimensions (here A1 and A2) to be uncorrelated. We therefore transform the nodes
N1g and N2h into N1g* and N2h* so that these transformed nodes have the proper
correlations (i.e., 1 for MZ twins and .5 for DZ twins). Thus for the MZ twins we use
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N1g* = N1g

(10)

N2h* = N1h

(11)

and for the DZ twins:
N1g* = N1g

(12)

N2h* = .5 × N1g +

1  0.52 × N2h

(13)

The likelihood function of the model is now given by
 

 log



f ( y1 , y2 ;  | A1 ,  | A2 ;  2 | A1 ,  2 | A2 )h( A1 , A2 )dA1dA2

 
Q

Q

 log WgWh  f ( y1 , y2 ;  | N1g * ,  | N 2 h* ;  2 | N1g * ,  2 | N 2 h* )
g 1 h 1

where h(.) is the multivariate normal distribution for A1 and A2, f() is the bivariate
normal distribution of Y1 and Y2 with μ|Aj = ν + σA × Aj and
σ2|Aj = σE2|Aj + σC2|Aj.

(14)

Wg and Wk are the same weights as in the AE model (see above). The conditional
correlation between y1 and y2 is

cor(y1,y2)|A1*,A2* =

 C 2 | A1   C 2 | A2
 C 2 | A1   E 2 | A1  C 2 | A2   E 2 | A2

.

(15)

6.3 Simulation Study 1
With the present models in place, we studied how well we can detect the various types
of interactions, and how well we can distinguish between them. In addition we
investigated whether the presence of a CxE interaction will influence the detection of
AxE and/or AxC.
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6.3.1 Design
We simulated data according to 3 scenarios. In all scenario’s A, C, and E are
continuous variables. In scenario I, named ‘A predominant’, explained phenotypic
variances by the A, C, and E factor equaled approximately 50%, 25% and 25%
respectively (in the absence of any GxE interaction). In scenario II, named ‘AC
predominant’, explained variances equaled approximately 40%, 40%, and 20% for the
A, C, and E factors respectively. Finally, in scenario III, named ‘C predominant’,
explained variances equaled 20%, 60%, and 20%
Within each scenario we simulated five different data sets. The first data set
included an AxE interaction. The second data set included an AxC interaction. The
third data set was simulated with both interactions (AxC and AxE) in the same
direction, the fourth data set was simulated with both interactions in opposite direction,
and the fifth data set included a CxE interaction. For each scenario, we additionally
simulated a data set with no effect, i.e., according to the standard homoscedastic ACEmodel. All data sets including an interaction effect were simulated to include either a
small, a medium, or a large effect. We considered an interaction ‘small’ when the
percentage of variance explained by the environmental factor in question increased with
3% to 4% for each standardized unit of A within the [-3; 3] interval. In the ‘medium’
condition, explained variance increased with 4% to 5% over the levels of A. In the
‘large’ condition explained variance increased with 5% to 6% over the levels of A. See
Table 6.1 for the true values of the heteroscedasticity parameter, β1 and γ1. The other
parameters equaled: σA2 = 4, β0=0.45, and γ0=0.45 (scenario I), σA2 = 4, β0=0.65, and
γ0=1.40 (scenario II), and σA2 = 2, β0=0.65, and γ0=1.70 (scenario III). See Figure 6.2
for a graphical representation of the effect sizes across the scenarios.
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Table 6.1
Mean, standard deviation and percent bias of the parameter estimates in simulation study 1 for
the GxE parameters.
Effect
AxC

Scenario
I

II

III

AxE

I

II

III

Opp

I

II

III

Same

I

II

III

AxE parameter β1

Size

SD

AxC parameter γ1

true

mean

%bias

true

small

-

-

-

-

0.20

mean
0.17

SD
0.15

%bias
-15.11

medium

-

-

-

-

0.25

0.21

0.17

-14.20

large

-

-

-

-

0.30

0.25

0.15

-18.19

small

-

-

-

-

0.15

0.11

0.08

-26.11

medium

-

-

-

-

0.20

0.15

0.08

-26.41

large

-

-

-

-

0.25

0.18

0.08

-26.80

small

-

-

-

-

0.15

0.11

0.07

-26.83

medium

-

-

-

-

0.20

0.14

0.07

-27.76

large

-

-

-

-

0.25

0.18

0.07

-28.49

small

0.20

0.22

0.09

11.67

-

-

-

-

medium

0.25

0.28

0.09

13.97

-

-

-

-

large

0.30

0.34

0.09

13.36

-

-

-

-

small

0.20

0.22

0.10

10.08

-

-

-

-

medium

0.25

0.28

0.10

13.24

-

-

-

-

large

0.30

0.34

0.10

12.82

-

-

-

-

small

0.20

0.21

0.12

3.50

-

-

-

-

medium

0.25

0.27

0.11

6.54

-

-

-

-

large

0.30

0.32

0.11

7.93

-

-

-

-

small

0.20

0.27

0.10

35.51

-0.20

-0.24

0.15

22.01

medium

0.25

0.33

0.10

31.54

-0.25

-0.29

0.13

14.17

large

0.30

0.39

0.09

31.46

-0.30

-0.33

0.13

8.36

small

0.20

0.27

0.12

36.29

-0.15

-0.16

0.09

6.81

medium

0.25

0.34

0.11

34.33

-0.20

-0.20

0.08

1.48

large

0.30

0.40

0.11

34.54

-0.25

-0.24

0.08

-2.42

small

0.20

0.24

0.15

21.95

-0.15

-0.14

0.09

-9.26

medium

0.25

0.31

0.14

24.79

-0.20

-0.18

0.08

-10.25

large

0.30

0.38

0.13

26.28

-0.25

-0.22

0.08

-11.67

small

0.20

0.25

0.12

26.19

0.20

0.07

0.19

-65.05

medium

0.25

0.32

0.11

26.82

0.25

0.10

0.19

-59.16

large

0.30

0.37

0.10

21.92

0.30

0.14

0.20

-54.17

small

0.20

0.24

0.14

22.20

0.15

0.07

0.11

-55.94

medium

0.25

0.31

0.13

22.82

0.20

0.10

0.11

-50.30

large

0.30

0.35

0.13

18.00

0.25

0.13

0.11

-47.06

small

0.20

0.20

0.18

1.85

0.15

0.10

0.11

-36.17

medium

0.25

0.26

0.18

5.25

0.20

0.13

0.11

-35.13

large

0.30

0.31

0.17

3.89

0.25

0.16

0.11

-37.51

Note. ‘same dir.’ means that both an AxE and an AxC interaction are in the data in the
same direction. ‘opp. dir.’ means that they are in opposite direction.
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Figure 6.2. A graphical representation of the effect sizes as used in simulation study 1. Depicted
is – for each scenario - the percentage of total variance explained by E (top graphs) and C
(bottom graphs) as a function of the level of A.

For each condition in the design of the simulation study we simulated 1000 data sets
with 500 MZ and 500 DZ twin pairs. To each of these data sets, we fitted an ACE
model: 1) with AxE interaction (ACE-AxE), 2) with AxC interaction (ACE-AxC), 3)
with an AxE and an AxC interaction simultaneously (ACE-AxE-AxC), and 4) with
AxE interaction using the MZ twin data only (AE-AxE). For each model, we calculated
the power of the likelihood ratio test to detect the effects in the model (see Saris &
Satorra 1993; Satorra & Saris, 1985). See Molenaar, Dolan, & Wicherts (2009) for an
easy step-by-step illustration. All models were fitted in the freely available software
package Mx (Neale, Boker, Xie, & Maes, 2002). We used Marginal Maximum
Likelihood estimation (Bock & Aitkin, 1981) with 100 multivariate Gauss-Hermite
quadrature points (i.e., 10 for each dimension) to approximate both integrals in the
likelihood function as discussed above. In case of the AE-model, we used 10 quadrature
points as the likelihood function of this model only includes a single integral. Power
was calculated using a .05 level of significance. All Mx input scripts are available from
www.dylanmolenaar.nl.
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6.3.2 Results
In Table 6.1, parameter recovery is summarized for the cases in which the true model is
fitted to the data (e.g., ACE-AxE when the data contains an AxE effect and ACE-AxEAxC when the data contains both effects). In the Table, average parameter estimates of
the GxE parameters, β1 and γ1 are shown together with their true values, standard
deviation, and bias (which is defined as the difference between the average estimate and
the true value divided by the true value). As appears from the Table, in case of an AxC
effect in the data, the AxC parameter γ1 is somewhat underestimated within the ACEAxC with percent bias between 15 and 29 percent in the three scenarios. In case of only
an AxE effect in the data, the AxE parameter, β1, of the ACE-AxE is hardly biased with
bias between 3 and 14 percent. In the case that both effects are in the opposite direction
in the data, β1 is overestimated (bias between 20 and 37 percent), but γ1 is reasonably
unbiased (bias between -11 and 22 percent). In the case that both effects are in the same
direction in the data, β1 is somewhat biased in scenario I and II, but not biased in
scenario III, and γ1 is severely biased in scenario I and II. The latter suggests that when
both effects are in the same direction in scenario I and II, the AxC effect is absorbed to
some degree by the AxE parameter β1.
Table 6.2 shows the power of the different models to detect the effects in
scenario I (‘A predominant’). We only focus on scenario I to save space (as tables get
really large) and because the main conclusions are the same for all scenario’s.
However, power results of scenario II and III are available from
www.dylanmolenaar.nl. As can be seen in Table 6.2, in the absence of an effect, power
coefficients approximately equal the level of significance (0.05). For example, when
only an AxE is in the data, power to detect AxC should equal 0.05, as ideally the AxE
effect in the data should not be detected as an AxC interaction. For all such cases,
power coefficients are underlined in Table 6.2.
The underlined power coefficients in the table show that for each effect size,
false positives are largely absent. That is, all power coefficients are close to .05 in the
absence of an effect. Furthermore it can be concluded from the power coefficients that
in the ACE-AxE-AxC model, the distinct interaction effects (AxE versus AxC) are
generally not confounded. However, in the ACE- AxE and ACE-AxC models, there is
an increased risk on false positives. Specifically, the ACE-AxE model has an increased
power to detect the AxC effect, and the ACE-AxC model has an increased power to
detect the AxE effect.
If we consider the power to detect the effects that are actually in the data (i.e.,
the power coefficients that are not underlined in Table 6.2), we can conclude that within
the ACE-models, the power to detect an AxE interaction is generally acceptable. For
the ACE- AxE-AxC model, power is good for a large effect size (.92), power is
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acceptable for a medium effect size (.81), and moderate for a small effect size (.61).
Power to detect AxC interaction using the different models is far lower than the power
to detect AxE. That is, large sample sizes are needed to detect the AxC effect. For the
ACE-AxE-AxC model, power to detect AxC is at most . 32 in case of a large effect
size, while it is .92 for AxE. However, if the AxC interaction is accompanied by an
AxE interaction in the opposite direction, effects are somewhat easier to resolve with
power of at most .70.
Table 6.2
Power to detect AxC and AxE using different models in scenario I.

effect
no GxE
small

medium

large

data
power to detect:
AxE
AxC
same dir.
opp. dir.
CxE
AxE
AxC
same dir.
opp. dir.
CxE
AxE
AxC
same dir.
opp. dir.
CxE

ACE-AxE-AxC
AxC AxE
both
0.06 0.05
0.05
0.08 0.61
0.26
0.16 0.05
0.24
0.05 0.54
0.70
0.35 0.67
0.06
0.07 0.30
0.13
0.09 0.81
0.40
0.24 0.05
0.34
0.07 0.73
0.90
0.50 0.85
0.09
0.07 0.42
0.17
0.11 0.92
0.55
0.32 0.05
0.46
0.10 0.85
0.97
0.70 0.96
0.12
0.11 0.56
0.24

ACEAxC
AxC
0.05
0.72
0.11
0.90
0.44
0.36
0.90
0.15
0.98
0.65
0.50
0.97
0.19
1.00
0.82
0.66

ACEAxE
AxE
0.05
0.64
0.18
0.83
0.57
0.29
0.85
0.27
0.97
0.79
0.42
0.95
0.36
1.00
0.93
0.59

AE
500
AxE
0.05
0.42
0.05
0.47
0.35
0.20
0.63
0.05
0.72
0.52
0.32
0.77
0.05
0.84
0.68
0.43

AE
1000
AxE
0.05
0.70
0.05
0.76
0.60
0.36
0.90
0.05
0.95
0.81
0.56
0.97
0.05
0.99
0.93
0.72

Note. ‘same dir.’ means that both an AxE and an AxC interaction are in the data in the same
direction. ‘opp. dir.’ means that they are in opposite direction. Underlined values consider the
cases in which the fitted model includes none of the effects in the data. The results for the AEmodel are based on the MZ-twins only. AE 500 and AE 1000 means that the analyses are based
on 500 MZ and 1000 MZ twins respectively.

We now compare the results of the models including data for both MZ and DZ
twins with the AE-model, which includes data of MZ twins only. As the previous
analysis involved a total of 1000 subjects, we calculated the power of the AE-model to
detect the interactions in the data in case of 1000 MZ twins. In this case, power is
approximately equal to the ACE-AxE model.
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Finally, from Table 6.2 we conclude that the presence of a CxE interaction
results in an increased false positive rate in detecting AxE. Specifically, given a small
effect size, the ACE-AxC-AxE model has a power of .30 to detect an AxE interaction,
while a CxE interaction is in the data. This power coefficient could be compared to the
case that there truly is an AxE interaction in the data. In that comparison, this model has
a power of .61 to detect an AxE effect. Thus, from Table 6.2 it can be seen that in
scenario I for all effect sizes, power to detect AxE is larger when AxE is present than
when CxE is present, which is reasonably acceptable. However, with respect to
scenario II and III (not tabulated), results are somewhat different: In scenario II, where
C explains more variance, the power to detect an AxE interaction is about equal when
AxE is in the data and when CxE is present, for all effect sizes. In scenario III where C
is the predominant factor, power to detect an AxE interaction is even larger when CxE
is present than when AxE is in the data.
6.3.3 Conclusion
Overall, the power to detect an AxE interaction is acceptable. In contrast, to detect an
AxC interaction, large sample sizes are needed as the power is low. This appears to be
mainly due to underestimation of the AxC parameter, particularly in the case that AxC
and AxE effects are both present in the same direction. However, results show that it
could be important to take the AxC effect into account as it will increase the power to
detect an AxE interaction. Within the ACE model, it is thus advisable to use the ACEAxE-AxC model when one has no idea whether the interaction is AxE or AxC. Using
the ACE-AxE or the ACE-AxC model can lead to an increased false positive rate (i.e.,
an AxC may be detected as an AxE, while AxE is absent).
Besides the underestimation of AxC, it appeared that the AxE effect could in
some cases be somewhat overestimated. However, this is not a main problem as it
appeared from the power study that the AxE effect is not associated with false
positives. That is, when there is no AxE effect in the data, no spurious AxE effect arise.
From the simulation it is also clear that one can distinguish relatively well
between AxE and AxC. However it is difficult to distinguish between AxE and CxE,
particularly when C is a relatively large source of variation. If a CxE interaction is
present, it may be mistakenly detected as an AxE interaction. We return to this point in
the discussion.
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6.4 Simulation Study 2
In simulation study 2 we investigate the relation between the present approach with
unmeasured environment, and the GxE approach where the environment is measured
(Purcell, 2002). First, it is interesting to see how interactions between genotypes and
measured environment are detected in the ACE-AxE-AxC model, and second it is
interesting to see how the ACE-AxE-AxC model deals with genotype by environment
interactions where the environment is open to genetic influences as well. To investigate
this, we simulated data according to an ACE-model in which the A component is
moderated by a measured environment variable. We distinguish between two cases 1)
univariate moderation, in which the environment moderates the genetic variance
unique to the phenotype of interest (i.e., the moderator may be influenced by genes, but
these genes are not shared with the phenotype of interest); 2) bivariate moderation, in
which the environment moderates the genetic variance common to the moderator and
the phenotype of interest (i.e., the moderator is influenced by the same genes as the
phenotypic variable resulting in a genotype by environment correlation). Purcell (2002)
proposed a model for both cases, which we refer to as the univariate and bivariate
moderation model, respectively. We considered both the univariate model and the
bivariate model, and fitted the ACE-AxE-AxC model to it to see whether the
moderation effects are detected and how the gene by environment correlation
influences the results.
6.4.1 Design univariate moderation
We simulated data according to an ACE-model, in which the A component was
moderated by an external variable, M, i.e., (omitting subject and twin subscript)
Y = m × M + (a0 + a1M) × A + c × C + e × E

(16)

where M is the (mean-centered) moderator, i.e., a measure of the environment, a0 is the
baseline parameter, a1 is the moderation parameter, and parameter m takes into account
the main effect of M (which is advisable when modeling interactions, see Nelder,
1994). If a1 departs from 0, A is moderated by M, which amounts to an AxE interaction.
In the present simulation study we choose: a0 = c = e = 1. In addition, we choose the
main effect of the moderator to be to be either small (m = 0.5), medium (m = 0.75), or
large (m=1.0). Note that the main effect of the moderator is the same across the MZ and
DZ twins (i.e., a C moderator). In addition, we chose the degree of moderation, to be
small (a1 = 0.5), medium (a1 = 0.75), or large (a1 = 1). Finally, we manipulated the
within twin correlation of M to be either 0, 0.5, 0.7, or 1.0). As we are not interested in
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the exact power of the ACE-AxE-AxC model to detect the effects, effect sizes do not
necessary reflect realistic effect sizes. The main aim of this simulation study is to see
whether the moderation effects are detected by the ACE-AxE-AxC model. Note that we
simulated the data using the observed moderator variable, but in fitting the ACE-AxEAxC model, we do not use this variable.
6.4.2 Results univariate moderation
Table 6.3 shows the power to detect AxE in the presence of AxC and the power to
detect AxC in the presence of AxE. Given these results, we note that when the within
twin correlation of the moderator is 0 or 0.5, power to detect AxE is generally large,
while the power to detect AxC is small. This indicates that the moderation effect in the
data is generally detected as AxE. When the correlation increases to 0.7 or 1.0, power
to detect AxE is small, and power to detect AxC is large, i.e., in this case the
moderation effect in the data is generally detected as AxC. These results hold
irrespective of the size of the main effect of the moderator. Power of the Purcell model
equaled 1 in nearly all simulated scenarios (not tabulated). Power of the Purcell model
is thus larger than the power in the ACE-AxE-AxC model, but this is not surprising as
this approach uses the information available in the moderator variable.
6.4.3 Design bivariate moderation
As noted in Purcell (2002) the moderator could share genetic influences with the
phenotypic variable, we denote these common influences, Ac. Purcell proposes the
following model for the mean-centered M and Y:
Y = (a0 + a1 × M) ×Ac + cc × Cc + ec × Ec + au × Au + cu × Cu + eu × Eu

(17)

M = am × Ac + cm × Cc + em × Em

(18)

i.e., the phenotypic variance is decomposed into Ac, Cc, and Ec components which are
shared with the moderator variable, and into Au, Cu, and Eu components which are
unique to the phenotypic variable. Note that the model could be extended to introduce
moderation of the Cc and Ec. When only the Au component is moderated, the univariate
moderation model from Equation 16 will suffice.
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Table 6.3.
Power to detect AxE in the presence of AxC, and power to detect AxC in the presence of AxE
when data is simulated under Purcell’s univariate moderation model.
Cor. within Twins

Main effect mod

Effect GxE

AxE

AxC

0

small

small

0.92

0.24

medium

0.79

0.39

large

0.72

0.76

medium

large

0.5

small

medium

large

0.7

small

medium

large

1

small

medium

large

ACE-AxE-AxC

small

0.99

0.21

medium

0.99

0.21

large

0.98

0.05

small

1.00

0.19

medium

1.00

0.23

large

1.00

0.22

small

0.51

0.22

medium

0.37

0.57

large

0.49

0.92

small

0.72

0.14

medium

0.60

0.40

large

0.52

0.46

small

0.85

0.15

medium

0.77

0.25

large

0.76

0.38

small

0.29

0.31

medium

0.26

0.73

large

0.44

0.94

small

0.33

0.33

medium

0.29

0.74

large

0.29

0.78

small

0.44

0.44

medium

0.31

0.72

large

0.29

0.86

small

0.22

0.30

medium

0.54

0.75

large

0.75

0.93

small

0.18

0.66

medium

0.47

0.95

large

0.49

0.98

small

0.15

0.94

medium

0.37

1.00

large

0.46

1.00

Note. ‘cor within twins’ refers to the correlation between the twin 1 and twin 2 scores on the
moderator variable.
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We simulated data according to the bivariate moderation model. We
manipulated the effect size of the GxE effect into no effect (a 1 = 0), a small effect (a1 =
0.5), a medium effect (a1 = 0.75), and a large effect (a1 = 1.0). In addition, we
manipulated the size of the genotype by environment correlation, into 0.3 (i.e., a m =
0.5), 0.4 (am = 0.75) and 0.5 (am = 1). We simulated an ‘E moderator’, that is, besides
the effects of A, the moderator was influenced by E but not by C (c m = 0, em = 1). The
other parameters equaled cc = ec = cu = a0 = au = eu = 1. We note again that the chosen
effect sizes are not necessarily realistic as we are only interested in how the ‘Purcell’
effects are detected in the ACE-AxE-AxC model.
6.4.4 Results bivariate model
Table 6.4 shows the power of the ACE-AxE-AxC model to detect AxE and AxC effects
in the data under the different scenarios. We see that the moderation effect in the data is
mainly detected as AxE (i.e., power of AxE effect is large, power of AxC effect is
small). This was to be expected as the moderator was not influenced by C. In addition,
we see that in case of no moderation in the data, no GxE is detected (i.e, power approaches 0.05
in all these cases). Thus, the genotype by environment correlation does not appear to cause
spurious interactions.
Table 6.4
Power to detect AxE in the presence of AxC, and power to detect AxC in the presence of AxE
when data is simulated under Purcell’s bivariate moderation model.
rGE
.3

.4

.5

GxE effect
power to detect:
none
small
medium
large
none
small
medium
large
none
small
medium
large

ACE-AxE-AxC
AxE
AxC
0.05
0.05
0.84
0.05
0.87
0.05
0.91
0.05
0.05
0.05
0.66
0.05
0.70
0.05
0.84
0.05
0.06
0.06
0.51
0.20
0.53
0.45
0.95
0.65

Note. rGE denotes the size of the genotype by environment correlation due to shared genes
between the moderator and the phenotypic variable.

Heteroscedasticity due to GxE

145

6.4.5 Conclusion and discussion

This second simulation study showed two important results. First, a correlation between
phenotype and environment due to shared genes does not affect the results concerning
tests on GxE in the ACE-AxE-AxC model. Second, interactions between observed
measures of the environment and the additive genetic factor, A, can in principle be
detected using the ACE-AxE-AxC model. Depending on the within twin correlation of
the moderator, the interaction will arise as an AxE or AxC. Of course power is an issue
here, as small effects will possibly remain undetected. However, given a sufficiently
large sample size, phenotypic variables can be screened on GxE when no explicit
hypotheses exist on which measures of the environment will interact with genetic
influences of the phenotype, or when the relevant environment measures are not
available (e.g., an IQ datasets which lacks a measure of SES).
6.4.6 Application
We applied the univariate GxE model to the Osborne data (Osborne, 1980), which
comprise scores of 477 twin pairs on various tests of cognitive ability. We analyzed the
scores of the twin pairs on the first-principal component of 13 cognitive ability tests
from the Osborn data. We found the ACE-AxE model to provide the best model fit,
indicating that an AxE interaction is present in these data. We do not present the
detailed results in this Chapter to save space, and because we apply the multivariate
model to these data below. However, a small report of this application is available from
www.dylanmolenaar.nl.
6.5 The Multivariate Case
In this section, we introduce a multivariate approach in which we distinguish between a
measurement model and a biometrical model (the common pathway model). In the
biometrical part of the model, we introduce the AxC and AxE effects, and in the
measurement model we introduce heteroscedastic residuals to account for possible
heteroscedastic measurement error, and/or floor, ceiling, and poor scaling effects. In
addition, we show how one can test for non-linear factor loadings within the
multivariate approach. We outline the multivariate approach below.
Let y1 denote the N x p-dimensional matrix of the scores of the N twin 1
members on p phenotypic scores, and let y2 denote the scores of the twin 2 members.
These scores are submitted to a k dimensional factor model which is referred to as the
measurement model. In the measurement model, the observed variables are linked to a
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(set of) phenotypic construct(s). Specifically, the covariance matrix Σy1,y2 of the
horizontally stacked matrices y1,y2 is modeled as
Σy1,y2 = Λ Ση Λ + Σθ

(19)

where Λ are the factor loadings, Ση is the covariance matrix of the phenotypic
constructs, and Σθ is the covariance matrix of the residuals. The structure of the factor
loading matrix, Λ, may be derived from theory, such as the general intelligence theory
by Spearman (1904), or the Big Five personality theory (Digman, 1990). In principle, Λ
can be submitted to a Cholesky decomposition to test for general and specific genetic
and environmental contributions, however then, the measurement model is not
separated from the biometric model anymore. Here, we focus on a theory based factor
model, but we return to the Cholesky decomposition in the discussion.
As an illustration, we consider general intelligence or g (Spearman, 1904).
According to g theory, a single phenotypic latent construct underlies all scores of a
given intelligence test. That is, in both the twin 1 and twin 2 samples, we postulate 1
common factor. Given 4 observed cognitive variables, we have the following factor
loading matrix:

1

 1
2


Λ 3
0

0
0

 0

0
0 
0

0
.
1

1 
2 

3 

(20)

where the factor loadings of the first variables of each twin are fixed to 1 for
identification purposes.
In the biometric model, the 2 x 2 covariance matrix of the phenotypic
constructs, Ση, is decomposed as follows
Ση = ΣA + ΣC + ΣE

(21)

i.e., the covariance matrix of the general intelligence factor underlying the twin 1 and
twin 2 subtest data is modeled as a function of the A, C, and E factors.
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To model AxC and AxE interactions, we can apply the univariate method from
Equation 7 and 8 to the matrices ΣC, and ΣE, i.e.,

exp( 0  1 A1 )

ΣE | A1 , A2  
0
exp( 0  1 A2 ) 


(22)

and

exp( 0   1 A1 )

ΣC | A1 , A2  
 exp( 0   1 A1 ) exp( 0   1 A2 )


.
exp( 0   1 A2 ) 

(23)

where ‘|A1,A2’ means that the corresponding covariance matrix is conditional on both
A1 and A2. The term on the off-diagonal of ΣC|A1,A2 ensures that the correlation
between factor C1 and factor C2 remains equal to 1. For the general intelligence factor,
we thus have two heteroscedasticity parameters, β1 and γ1 for the AxE and AxC
interaction, respectively. Note that when there are multiple factors (e.g., in applications
to Big Five personality data), each factor is associated with it’s own β 1 and γ1
parameters.
Now, in the measurement model, we introduce heteroscedastic residual
variances in Σθ to account for heteroscedasticity that is specific to the observed
phenotypic variables and not due to heteroscedasticity of E or C on the level of the
latent phenotypic construct, thus:

exp( 01  11 A1 )
0


0
Σ | A1 , A2    | A , A
 1 0 1 2

0


0
0
0

exp( 04  14 A1 )
0
exp( 01  11 A2 )
0
0



 4 | A1 , A2

0

0




 .(24)


exp( 04  11 A2 )


In this equation, δ01 is the baseline parameter for phenotypic variable 1, δ04 is the
baseline parameter for phenotypic variable 4, δ11 is the heteroscedasticity parameter for
phenotypic variable 1, etc. In addition, σθ1|A1,A2 is the conditional residual covariance
between the scores of twin 1 and twin 2 on phenotypic variable 1, and σθ4|A1,A2 is the
conditional residual covariance between the scores of twin 1 and twin 2 on phenotypic
variable 4. These conditional covariances account for possible genetic and environment
influences on the level of the residuals. These covariances could in principle be
submitted to an ACE-decomposition, including AxE and/or AxC effects on the level of
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the individual variable. This would enable a test on whether GxE occurs at the level of
the phenotypic construct or at the level of the individual variable. However, these GxE
tests on the level of the variable are vulnerable to problems like poor scaling. For
present purposes (testing GxE on the level of the phenotypic construct to avoid
problems like poor scaling) we do not distinguish between ACE-components on the
level of the variable. Instead, we account for similarities between twins of the same
twin pair by conditional covariances between the residuals as introduced in Equation
24. The conditional covariances are calculated as follows, e.g., for variable 1,

  1 | A1 , A2 

1
,
exp( 01  11 A1 ) exp( 01  11 A2 )

(25)

where ρ1 is the residual correlation between the twin 1 and twin 2 scores on variable 1
after the phenotypic construct is taken into account. Note that this correlation is
constant across A1 and A2. Thus, to conclude, in the measurement model 15 parameters
are estimated: λ1,λ2, λ3, and δ01 to δ04, δ11 to δ14, and ρ1 to ρ4.
In the model above, we introduced heteroscedasticity in the biometric model to
model AxE and AxC and we introduced heteroscedasticity in the measurement model
to model heteroscedastic residuals. As the GxE effects are modeled on the factor that is
common to all phenotypic variables (i.e., the phenotypic construct), the AxE and AxC
effects capture the heteroscedasticity that is common to all variables of the construct.
Variable specific heteroscedasticity (i.e., not shared among all variables) is captured by
the heteroscedastic residuals. In doing so, confounds specific to the variables - like poor
scaling - are absorbed by the heteroscedastic residuals. The GxE effects that arise on
the level of the construct can therefore be more confidently interpreted as such.
However, as Eaves (2006) pointed out, the same artifacts of scale could be present in all
variables in a GxE study. In the present approach, this may give rise to spurious GxE on
the level of the construct.
6.5.1 Testing for spurious GxE due to non-linearity
The measurement model in Equation 19 is based on the premise that the observed
phenotypic scores are linearly predicted from the latent phenotypic construct. TuckerDrob et al. (2009) showed that when the relation between the observed phenotypic
variables and the latent phenotypic construct is non-linear, this can result in spurious
GxE. To exclude possible spurious GxE we can test the factor loadings on nonlinearity. Note that we test for non-linearity in the measurement model, but still retain
the ACE decomposition in the biometric model. Testing for non-linearity of the factor
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loadings is straightforward in Mx (Neale et al., 2006; see Molenaar et al., 2010 for an
Mx example) and Mplus (Muthén & Muthén, 2007; see Tucker-Drob, 2009 for an
Mplus example).
6.6 Application
6.6.1 Data
We analyzed the Osborne data (Osborne, 1980), which include the scores of 328
Caucasian twin pairs and 149 Afro-American twin pairs on various tests of cognitive
abilities. As sample size within both groups is insufficient, we analyzed both groups
together for illustrational purposes. The 477 twin pairs included 247 MZ twins (110
males, 137 females), and 230 DZ twins, of which 180 were same sex twins (65 malemale, 115 female-female) and 50 were opposite sex twins. Mean age was 15.30 (sd:
1.55; min: 12; max: 20).
From the Osborne data, we selected 4 subtests, the Mazes Test, Object Apeture
Test, Simple Arithmetic Test, and New Castle Spatial Test that fitted a one-factor
model well. To the scores of the twin 1 and twin 2 samples on these subtests, we fitted a
one-factor model representing the general intelligence factor. The variance of this latent
phenotypic factor was decomposed into an A, C, and E component, with AxE and AxC
interactions, as in Equations 22 and 23. In the full sample (i.e., MZs and DZs together),
the scores were standardized to have variances equal to 4 to facilitate parameter
estimation. See Table 6.5 for the correlation matrices in the MZ and DZ samples. The
baseline model without AxE and AxC interaction fitted adequately compared to the
saturated model [χ2(66)= 51.57]. In this model, the phenotypic factors correlated .76
(SE = 0.04) between the members of the DZ twins, and .95 (SE = 0.01) between the
members of the MZ twins.
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Table 6.5.
MZ (below the diagonal) and DZ twin correlations for the twin 1 and twin 2 samples
MT1
OA1
AR1
NS1
MT2
OA2
AR2
NS2

MT1
1
0.34
0.24
0.36
0.59
0.28
0.21
0.33

OA1
0.38
1
0.46
0.7
0.43
0.66
0.45
0.67

AR1
0.38
0.49
1
0.56
0.33
0.48
0.85
0.52

NS1
0.50
0.72
0.65
1
0.45
0.68
0.57
0.86

MT2
0.42
0.26
0.28
0.37
1
0.44
0.32
0.51

OA2
0.31
0.47
0.34
0.49
0.43
1
0.52
0.73

AR2
0.3
0.4
0.63
0.46
0.35
0.49
1
0.57

NS2
0.39
0.57
0.46
0.67
0.46
0.72
0.54
1

Note. CT: Calendar Test; CC: Cube Comparison Test ; WV: Wide Range Vocabulary Test; SD:
Surface Development Test; AR: Simple Arithmetic Test; FB: Form Board; SV: Self-Judging
Vocabulary Test; PF: Paper Folding Test; OA: Object Aperture Test; IP: Identical Pictures Test;
NS: Newcastle Spatial Test; SA: Spelling Achievement Test; MT: Mazes Test. The number after
the abbreviation denotes the twin member. (e.g., MT1 refers to the scores of the twin 1 sample
on the Mazes Test; MT2 refers to the scores of his/her cotwin on this test).

6.6.2 Results
First, we tested the factor loadings in the measurement model for non-linearity. We did
this using Mplus (Muthén & Muthén, 2007). Parameter estimates and model fit
statistics are in Table 6.6. According to the AIC, BIC, and LRT, the model with nonlinear factor loadings fitted best. However, only subtest OA is associated with a nonlinear factor loading. As the effect concerns only a single variable, we continue our
analysis assuming linearity for all variables for illustrational purposes. However, we
stress that in practice one should be cautious drawing conclusion on GxE in the
presence of unmodeled non-linearity. We return to this point in the discussion.
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Table 6.6
Parameter estimates of the non-linear multivariate ACE model.
Parameter

Variable

λlin

MT
OA
AR
NS
MT
OA
AR
NS
g
g
g

λquad

σA2
σC2
σ E2

χ2(4)
AIC
BIC

Model
Quadratic λ
Linear λ
1.00
1.00
1.57 (0.12)
1.56 (0.12)
1.25 (0.11)
1.25 (0.11)
1.83 (0.14)
1.82 (0.14)
0.01 (0.07)
0.15 (0.05)
0.06 (0.07)
0.18 (0.05)
0.40 (0.09)
0.39 (0.09)
0.56 (0.12)
0.56 (0.12)
0.05 (0.02)
0.05 (0.02)
Model fit statistics
15.33
14395.86
14402.42
14508.38
14498.27

Note. MT: Mazes Test; OA: Object Aperture Test; NS: Newcastle Spatial Test; AR: Simple
Arithmetic Test. λlin is the baseline factor loading which models the linear relation between the
phenotypic construct and the observed variables. λquad is the non-linearity parameter which
accounts for the non-linearity in the relation between the phenotypic construct and the observed
variable. χ2(4) is a Satorra-Bentler corrected likelihood ratio test between the model with nonlinear and linear factor loadings.

Table 6.7.
Model fit statistics for the different models in the multivariate illustration
Model
1: ACE-AxE-AxC-het

AIC
6224.81

Fit indeces
BIC
-4649.59

2: ACE-AxE-het
3: ACE-het
4: ACE-AxE

6224.32
6231.55
6222.475

-4651.93
-4650.40
-4661.181

LRT
-

2 vs 1: χ2(1) = 1.50
3 vs 2: χ2(1) = 9.23
4 vs 2: χ2(4) = 6.158

Note. For the AIC and BIC, best values are underlined. ‘AxE-AxE-AxC-het’ is the ACE-AxEAxC model with heteroscedastic residual variances. The LRT concerns a likelihood ratio test
between the models mentioned.
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In Table 6.7, the results of the multivariate analyses are summarized. We
started with the full model, the ACE-AxE-AxC-het, where ‘het’ denotes that
heteroscedastic residuals are present (δ11 to δ14 are estimated). In this model, the AxE
and AxC effects are on the level of the general intelligence factor. From the model we
dropped the AxC interaction. All model fit indices indicated that the model fit
improved, indicating that an AxC interaction was absent [χ2(1) = 1.50]. Next, we
dropped the AxE interaction from the model (resulting in an ACE-het model). All fit
statistics indicated that the model fit deteriorated [χ2(1) = 9.23]. We thus concluded that
the ACE-AxE-het model was a better fitting model. Parameter estimates of this model
are in Table 6.8. As can be seen, the heteroscedasticity parameters of the residuals (δ11
to δ14) did not differ significantly form 0, as judged by their confidence intervals. We
therefore dropped these parameters, resulting in an ACE-AxE model. According to a
likelihood ratio test, this model fitted better than a model with heteroscedastic residuals
[χ2(4) = 6.158], this was confirmed by the AIC and BIC (see Table 6.7). Parameter
estimates of the ACE-AxE, are in Table 6.8. It appears that dropping the
heteroscedastic residuals (parameter δ11 to δ14) hardly affected the AxE parameter, β1.
The estimate of β1 changed from 1.40 to 1.38. As the estimate of β1 was larger than
zero, the variance of factor E increases with increasing levels of factor A. Thus, for
increasing genetic levels (i.e., for an increasing position on the additive genetic factor,
A), differences between twins in phenotypes are larger because differences in
environments increase. Note that this is consistent with the notion of ability
differentiation in which the general intelligence factor is hypothesized to be a weaker
source of individual differences at higher levels of this factor (Deary, et al. 1996). This
is similar to what we found in the univariate application where we used PC1 scores (as
described shortly above). However, the advantage of the multivariate approach is that it
enables us to show that the AxE effect involves the common phenotypic factor and is
not due to heteroscedastic residuals.
6.7 Conclusion
In this Chapter we identified four challenges to the detection of GxE using the existing
univariate heteroscedastic approaches of Jinks & Fulker (1970) and van der Sluis et al
(2006); non-normality, conflation of AxE and CxE, heteroscedastic measurement error,
and gene by environment correlation. We presented an extension of the
heteroscedasticity approach meant to overcome these problems. Specifically, we
presented a univariate method suitable to study the presence of AxC and AxE
interactions using both MZ and DZ twin data. In this approach, we explicitly
distinguished between the A and C component so as to avoid the conflation of A and C.
We showed that AxE and AxC interactions are well separable, but it turned out that
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AxE analyses are still influenced by the presence of CxE. One might argue that this
problem could be solved by constructing a model that incorporates both AxE and CxE
interaction simultaneously, so that the effects can be disentangled. We considered such
a model, in which the variance of E was modeled as a function of both A and C. (Note
that this simultaneous modeling of AxE and CxE requires an extension of the ACEmodel that is not covered by the equations in the present Chapter.) Simulations
demonstrated that, although the extended model could be specified and fit without
problems, AxE and CxE could not be distinguished. Specifically, when the simulated
effect, e.g., AxE, was dropped, the likelihood hardly changed because the effect was
almost fully absorbed by the CxE effect. Details about this extended model and the
simulations are in the Appendix.
The difficulty of distinguishing AxE and CxE is related to the well known
problem that A and C are less well resolvable compared to A and E, or C and E (Martin
et al., 1978). The simulations that we presented show that the presence of CxE will bias
tests of AxE, depending on the strength of C as a source of individual differences. For
some phenotypic measures, it is known that the strength of C is negligibly small,
specifically in cognitive abilities from adolescence onwards (see Boomsma, et al.,
2002). In these cases, AxE interactions may arguably be interpreted as such. In cases
that C is substantial (i.e., situations comparable to scenario II and III from the
simulations), one should be more careful in interpreting a significant AxE interaction,
as the effect could indicate the presence of CxE rather than AxE. In such cases, it seems
wise to interpret AxE as the interaction between familiarity factors and environmental
factors, as in the analysis of MZ twin data only (as in Jinks & Fulker, 1970, and van der
Sluis et al., 2006). That is, one leaves unresolved the exact dimension across which the
strength of the environmental factor increase, i.e., A or C. A possible solution proposed
by Jinks & Fulker (1970) is to consider twin data that includes MZ twins who are
reared apart. In theory this improves the distinction of A and C. However, in practice
such data are scarce. Nevertheless, the model could be useful as an explorative tool to
screen phenotypic variables on GxE when no ideas exist (yet) on what measures to
include in a Purcell (2002) type of analysis.
Extending the univariate approach of van der Sluis et al. (2006) to include DZ
twins did not solve the conflation of AxE with CxE. However, this does not disqualify
our new model as an approach of testing GxE. We think that the new method has some
clear advantages over existing approaches. First, in our new method we can distinguish
between AxE and AxC (although large samples or large effect sizes are needed to
detect AxC). Second, because of the increased sample size due to the addition of the
DZ twin data, power to detect AxE is increased as compared to the van der Sluis et al
and Jinks and Fulker model. Third, in both the simulation and application we showed
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that taking into account AxC interaction which is possible due to the DZ twin data, may
be beneficial in terms of the power to detect the AxE effect.
Appendix: Distinction between CxE and AxE within an ACE-AxE-CxE model
In this appendix we show that within an ACE-AxE-CxE model the AxE and CxE
effects are empirically unidentified. The results below are obtained under circumstances
similar to scenario I from the Chapter. Table 9 depicts the power of an ACE-AxE-CxE
model to detect CxE and AxE.
Table 9.
Power to detect AxE and AxC in an ACE-AxE-CxE model
effect in data
effect size
power to detect:
none
small
AxE
medium
large
small
CxE
medium
large

ACE-AxE-CxE
CxE
AxE
0.05
0.05
0.09
0.08
0.10
0.09
0.16
0.14
0.08
0.05
0.15
0.08
0.15
0.07

Model fitted
ACE-AxEAxE
0.05
0.81
0.93
0.99
0.44
0.57
0.75

ACE- CxE
CxE
0.05
0.82
0.94
0.99
0.47
0.62
0.79

The Table shows that when an AxE is in the data, the effect is not detected as AxE and
not as CxE within the ACE-AxE-CxE model. This is because the AxE effect can arise
as both CxE and as AxE in the model. Thus, consider the case that AxE is in the data,
and the ACE-AxE-CxE is fitted. Dropping the AxE effect from the model shows no
deterioration in model fit (while the AxE effect is in the data) as the AxE effect is fully
absorbed in the CxE parameter. When the AxE parameter is freed, and the CxE
parameter is dropped, model fit again shows no deterioration as the AxE effect is now
be absorbed by the AxE parameter. Same holds for the case when a CxE effect is in the
data.
When the ACE-AxE and the ACE-CxE models are considered, power is always large
irrespective of the exact effect that is in the data. For instance, power of ACE-AxE is
large when an AxE is in the data and when an AxC is in the data. From the above we
conclude that the AxE parameter can not be distinguished from the CxE parameter (the
parameters are highly correlated) under reasonable circumstances (i.e., the chosen
effect and sample sizes).

7
Heteroscedasticity due to Genotype by Environment
Interactions: An application to Cognitive Ability
Data from 14 Different Studies.
Cognitive ability is known to be considerably heritable. Researchers
have tried to identify environmental variables that influence the
heritability of cognitive ability, indicating a genotype by environment
interaction. To date, environment variables that were found of interest
include measured variables like income and socioeconomic status. The
present Chapter focuses on genotype by environment interaction in
cognitive ability where the environment variable is the unmeasured
unique environmental factor, E, from the ACE-decomposition. We
tested this in the GHCA-database (Haworth et al, 2010), which
comprises data of 14 different cognition studies from 4 different
countries including subjects of different ages. Results indicate that for
younger subjects (4-13 years), the strength of E decreases across the
additive genetic factor A, but that this effect reverts for older subjects
(17-34 years). Interestingly, substantial heterogeneity is observed
between the individual studies with respect to environmental en genetic
influences on cognitive ability. Possible sources of this heterogeneity
are discussed.

7.1 Introduction
Genetic and environmental influences on individual differences in cognitive ability
enjoyed extensive investigation (see Plomin & Spinath, 2004, for an overview). Using
family-based designs, in which phenotypic variance is decomposed into additive
genetic, unique environmental, and shared environmental effects (denoted A, E, and C,
respectively), heritability estimates have been reported between roughly .5 and .7 for
adolescents and adults (see McGue, 1997). For young children the heritability is
somewhat lower than .5 (see Haworth et al., 2010), and for infants as young as 10
months, the heritability is appreciably lower (heritability approaches 0; Tucker-Drob et
al., 2011).
* This chapter is based on: Molenaar, D., van der Sluis, S., Boomsma, D.I., Haworth,
C.M.A, Hewitt, J.K., Plomin, R., Wright, M.J., & Dolan, C.V. (2011). Genotype by Environment
Interactions in Cognitive Ability Tested in 14 Different Studies. Manuscript in preparation.
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Having established that, at least beyond childhood, genetic factors explain a
substantial part of the phenotypic variance in cognitive abilities, question rises whether
the heritability of cognitive ability is constant across the range of environmental effects.
We consider variation in heritability as a function of an environmental variable to be a
potential manifestation of Genotype by Environment interaction (GxE). Measures that
have shown to influence or moderate the heritability of cognitive ability include
parental income (Harden, 2007), socioeconomic status (Tucker-Drob et al. 2011;
Turkheimer et al., 2003), parental education (Grant et al., 2010; van der Sluis et al.,
2008), and educational attainment (Johnson, Deary & Iacono, 2009). It is clear that the
moderators in these studies are not strict environmental measures, although they may
have a strong influence on the effective environment (Plomin & Daniels, 1987).
The present Chapter focuses on genotype by environment interaction in
cognitive ability where the environment variable is the unmeasured unique
environmental factor, E, rather than some measured aspect of the environment (e.g.,
SES). Testing for GxE with E unobserved is of interest in the light of the ability
differentiation hypothesis (Spearman, 1927). This hypothesis states that the magnitude
of the correlations among the subtests of various cognitive abilities varies with
intelligence itself: the correlations are supposed to be relatively higher in samples of
subjects who score relatively low on general intelligence (g; Jensen, 1998). Given that g
is substantially heritable, this implies that twins with a high g level (and thus a high
level on A) should have a smaller intra twin correlation between a given IQ measure as
compared to twins with a lower level on g. One way in which this may come about is
when the unique environmental variance is lower at higher levels of A. To our
knowledge, this specific implication of the differentiation hypothesis has not been
addressed yet.
In addition, testing for GxE with unmeasured E is of interest in the context of
Genome-Wide Association Studies (GWAS). Several authors have argued that the
failure of GWAS to detect genetic variants that explain a substantial part of the
phenotypic heritability might at least partly be due to GxE (see e.g. Eichler et al., 2010;
Maher, 2008; Manolio et al., 2009).
In the present article, we analyze data on cognitive ability from the GHCA
database (Genetics of High Cognitive Abilities Consortium; Haworth, 2010). This
database comprises IQ scores from 14 individual studies conduced within 4 different
countries: US, UK, Australia, and the Netherlands. In this database, Haworth et al.
showed that there is a linear relation between heritability and age. However, data was
collapsed over all countries, not taking into account differences between the individual
studies in heritability and average age. In this article we will analyze the GHCA
database, taking into account all 14 individual studies. Primarily, we test for GxE in
these data, but we will shortly check whether the Haworth et al findings can be
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replicated on the level of the individual studies. To test for GxE, we use the method
recently proposed by Molenaar, van der Sluis, Boomsma, & Dolan (2011). This method
is related to the Jinks and Fulker Test (1970; see also van der Sluis et al, 2009), but has
the advantage of including data of both MZ and DZ twins. Outline is as follows: We
first present the GxE-model, next, we describe the data in the GHCA database and we
apply the GxE model to these data. We end with a discussion.
7. 2 The GxE model
Let Yij denote the phenotypic score of the j-th twin (j = 1, 2) of the i-th twin pair
(i = 1, …, N). In the standard ACE-model, Yij is submitted to the following linear model
Yij = ν + Aij + Cij + Eij,

(1)

where
cor(Ci1, Ci2) = 1,
cor(Ei1, Ei2) = 0,
cor(Ai1, Ai2) = 1,
cor(Ai1, Ai2) = 0.5,

in MZ twins,
in DZ twins,

i.e., the phenotypic score consists of a summation of an intercept () and the scores on
an additive genetic factor (Aij), a common environmental factor (Cij), and a unique
environmental factor (Eij). Under the assumption that Aij, Cij, and Eij are uncorrelated,
the phenotypic variance σY2 can be decomposed as follows:
σY2 = σA2 + σC2 + σE2.

(2)

Within the ACE-model, Molenaar et al. (2011) distinguished between two possible GxE
interactions, i.e., the interaction between A and C, and the interaction between A and E.
To model these two interactions within the ACE-model, the phenotypic variance is
conditioned on A, i.e.,
σY|A2 = σC|A2 + σE|A2.

(3)

Now, GxE can be modeled by allowing the variance of C and E to depend on the level
of A. For instance, the variance of E can be decreasing across A, which would mean
that standardized heritability increases as environmental influences diminish. To this
end, a mathematical function should be specified between A and σE2, and between A
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and σC2. Molenaar et al., (2010), van der Sluis et al (2009), and Hessen & Dolan (2009)
proposed to use the exponential function, as this function precludes negative values for
the variance components. Thus, the ACE-model can be extended to include GxE in the
following way:
σY|A2 = σC|A2 + σE|A2 = exp(γ0 + γ1A) + exp(β0 + β1A),

(4)

where γ0 and β0 are baseline parameters which account for the part of the variance of C
and E that does not depend on A, while γ1 and β1 are linear interaction parameters,
which model the possible dependency of respectively the variance of C and E on A.
Testing for an AxE interaction, for example, involves testing whether β 1 departs
significantly from 0. Molenaar et al (2011) showed that the power to detect an AxC
interaction is relatively poor. However, the power to detect AxE is generally good. In
this Chapter, we will thus mainly focus on AxE, but we do take into account the
possibility of AxC.
Equation 4 could be extended to include curvilinear effects, see van der Sluis et
al (2009), i.e.,
σY|A2 = σC|A2 + σE|A2 = exp(γ0 + γ1A + γ2A2 ) + exp(β0 + β1A + β2A2),

(5)

where β2 and γ2 are curvilinear interaction parameters.
Molenaar et al. (2011) showed that this GxE model can be fitted to data of both
MZ and DZ twins using Marginal Maximum Likelihood (MML; Bock & Aitkin, 1981).
In this procedure, the observed data conditional on A is assumed to follow a normal
distribution. Note that the unconditional data can be non-normal, as the presence of
GxE will generally result in non-normality. Using MML, the model could be fitted to
data in the freely available software package Mx (Neale, Boker, Xie, & Maes, 2006).
Both AxC and AxE can be combined in a single model, i.e., β1, β2, γ1 and γ2 can be
estimated together (example script are available from www.dylanmolenaar.nl).
7.3 Application to GHCA data
7.3.1 Description of the data
The database comprises univariate IQ scores of 14 studies conducted in four countries:
US (Colorado, 3 studies; Minnesota, 2 studies; Ohio, 1 study), UK (1 study), Australia
(1 study), and the Netherlands (6 studies). Aggregating all of these data yields a total of
10897 twin pairs (4911 MZ pairs and 5986 DZ pairs). The age of the subjects varies
from 4 to 71. For each twin in the database, an IQ measure is available. However,
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across the different studies, different test batteries have been used to obtain IQ score.
For instance, in one of the US studies, the short form of the Stanfort-Binet Intelligence
Scale was used; in the UK study, 4 subtests of the WISC-III were administered; and in
another study from the US, the full WISC-III was used. We refer to Haworth, et al.
(2010) and the references therein, for a detailed overview of the IQ test batteries used in
the different studies.
7.3.2 Plan of analysis
As the aggregated data is heterogeneous with respect to age, we follow Haworth et al.
(2010), and perform the analysis within more age-homogenous subgroups. Haworth et
al considered 3 age categories: 4-10, 11-13, and 14-34. All subjects above age 34 are
omitted as too few subjects were in this age range to construct a reasonably
homogenous subgroup with respect to age. In our analysis, we modified the age
categories of Haworth et al because we considered it possible that the nature of GxE
differs between adolescents (who presumably are still in school and live at home) and
young adults. Specifically, we created the categories: 4-10, 11-13, 14-16, and 17-34.
We note that the general pattern of results, as presented below, does not depend on the
exact age categories that are used: results are generally the same for the Haworth et al
age categories. However, our categorization does provide a clearer picture of how GxE
changes across age. See Table 7.1 for the sample sizes within the age groups of both
Haworth et al. and our age categorization.
Table 7.1
Age categories as used by Haworth et al and as used in the present study
Group no
1
2
3
4
total N

Age
4-10
11-13
14-34
-

Haworth et al
NMZ
1140
2195
1507
4842

NDZ
1613
2722
1582
5917

Age
4-10
11-13
14-16
17-34
-

Present
NMZ
1140
2195
807
700
4842

NDZ
1613
2722
966
616
5917

As can be seen in Table 7.1, in our alternative categorization, the third category
of Haworth et al is split into one relatively homogenous age group (14-16), and an
additional group (17-34). We also considered a second alternative in which this
additional group was made more homogenous (i.e., subjects of ages 17-20), but this
categorization did not alter the results as compared to the results obtained using our
categorization in Table 7.1.
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The aggregated data are potentially heterogeneous as they originated from 14
different studies. To establish whether the results within the age groups hold across the
different studies, we conduct the analyses on both the aggregated data and on the data
within each study. Table 7.2 provides the distribution of subjects over age categories
and studies. Some studies include only subjects in one age category (e.g., Netherlands
#1), while other studies include subjects in multiple age categories (e.g., Colorado #1).
In some cases, a study contained too few subjects in a given age category to enable
model fitting on this subsample (e.g., Netherlands #4 only contains 13 MZ twins and 14
DZ twins between 14 and 16 years old). Therefore, for our analyses, we only select 17
subsamples that we considered large enough to provide stable parameter estimates.
These samples are shown in boldface print in Table 7.2. Note that we completely
omitted Netherlands #5 because we considered the total sample size to be too small, and
we omitted Netherlands #6, as this study only contains subjects of age 40-70. MZ and
DZ twin correlations of the IQ measures in the 17 subsamples are presented in Table
7.3, together with the skewness, kurtosis, and the Shapiro-Wilks test on normality.

Table 7.2
Number of MZ and DZ twins (NMZ; NDZ) within each age category for each study in the GHCA
database
Study
Netherlands #1
Netherlands #2
Netherlands #3
Netherlands #4
Netherlands #5
Netherlands #6
Colorado #1
Colorado #2
Colorado #3
Minnesota #1
Minnesota #2
Australia
Ohio
UK

Total N
125; 112
49; 63
79; 111
79; 108
36; 58
69; 69
752; 1025
215; 175
332; 364
777; 469
410; 214
338; 515
121; 171
1529; 2532

4-10
125; 112
49; 63
0; 0
0; 0
0; 0
0; 0
391; 534
17; 6
0; 0
43; 16
0; 0
0; 0
121; 171
394; 714

Age Group
11-13
14-16
0; 0
0; 0
0; 0
0; 0
0; 0
79; 111
0; 0
13; 14
0; 0
0; 0
0; 0
0; 0
204; 280
126; 173
13; 14
153; 125
30; 44
99; 140
0; 0
734; 453
0; 0
92; 31
0; 0
324; 483
0; 0
0; 0
0; 0
1135; 1818

Note. Samples used for the analysis of the individual studies are in boldface.

17-34
0; 0
0; 0
0; 0
66; 94
36; 58
0; 0
31; 38
32; 30
203; 180
0; 0
318; 183
14; 32
0; 0
0; 0
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Table 7.3
MZ and DZ correlations, skewness, kurtosis and a test on normality of the IQ measures in the 17
subsamples within each age category.
Study

Cor
MZ

DZ

Netherlands #1
Netherlands #2
Colorado #1
Ohio
UK
Aggregated

0.70
0.78
0.81
0.76
0.66
0.74

0.49
0.51
0.52
0.55
0.50
0.54

Netherlands #3
Colorado #1
Minnesota #1
UK
Aggregated

0.86
0.87
0.76
0.68
0.73

0.53
0.55
0.51
0.44
0.47

Colorado #1
Colorado #2
Colorado #3
Minnesota #2
Australia
Aggregated

0.84
0.88
0.77
0.81
0.82
0.83

0.52
0.46
0.49
0.42
0.45
0.46

Netherlands #4
Colorado #3
Minnesota #2
Aggregated

0.86
0.86
0.80
0.82

0.34
0.57
0.52
0.49

Skewness
T1
T2
Age Category 4-10
-0.41
-0.56
-0.16
0.21
0.09
-0.12
0.10
-0.06
-0.33
-0.35
-0.12
-0.21
Age Category 11-13
-0.02
-0.06
0.10
0.17
0.17
0.05
-0.58
-0.67
-0.31
-0.38
Age Category 14-16
0.29
0.20
-0.12
-0.11
0.21
-0.05
0.27
0.16
-0.13
-0.09
-0.02
-0.04
Age Category 17-34
-0.21
-0.21
-0.03
-0.03
0.53
0.52
0.13
0.13

Kurtosis
T1
T2

Norm. test
T1
T2

2.99
3.73
3.12
2.85
2.94
3.14

3.56
2.99
3.19
3.03
2.88
3.12

0.01
0.23
0.05
0.69
0.00
0.00

0.00
0.27
0.03
0.69
0.00
0.00

3.26
2.74
3.10
3.39
3.20

2.84
2.75
3.35
3.52
3.29

0.37
0.29
0.01
0.00
0.00

0.39
0.09
0.06
0.00
0.00

3.27
3.33
3.48
2.39
2.46
2.94

3.25
2.91
3.73
2.50
2.46
2.93

0.05
0.05
0.03
0.05
0.00
0.22

0.38
0.19
0.03
0.48
0.00
0.17

2.48
2.74
3.23
3.00

2.27
2.89
3.07
3.08

0.08
0.44
0.00
0.16

0.05
0.82
0.00
0.05

Note. ‘cor’ denotes twin correlation. T1 and T2 denote respectively the twin 1 and twin 2 scores.
‘norm. test’ denotes the p-value from a Shapiro-Wilks test on normality.
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7.3.3 Results
The data are standardized within each age group and within each study. In the
aggregated data, we found no evidence for curvilinear effects (i.e., the parameters β2
and γ2 were never significant). In addition, we found no AxC interaction in any of the
age groups (i.e., the parameter γ1 was never significant). We therefore limit our results
to the model with a linear AxE interaction. See Table 7.4 for the parameter estimates
within each age group for each individual study and the aggregated data.
We first investigate whether the Haworth et al. (2010) hold across the 17
subsamples. We do this by plotting heritability estimates within each of the 17
subsamples against the average age of the subsamples. The resulting plot is in Figure
7.1.

Figure 7.1. Heritability (σA2), as estimated in the 17 samples from the 14 individual studies,
plotted against the average age of the sample.

As it appears, the plot confirms the Haworth et al finding that heritability increases
approximately linearly with age. However, there appears to be a large amount of
heterogeneity in the heritability estimates. We will return to this point later.
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Figure 7.2. Variance of E (σE2) as a function of A in age group 4-10. Striped lines represent the
results of the individual studies, the solid bold line represents the results of the aggregated data.

Figure 7.3. Variance of E (σE2) as a function of A in age group 11-13. Striped lines represent
the results of the individual studies, the solid bold line represents the results of the aggregated
data.
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Figure 7.4. Variance of E (σE2) as a function of A in age group 14-16. Striped lines represent the
results of the individual studies, the solid bold line represents the results of the aggregated data.

Figure 7.5. Variance of E (σE2) as a function of A in age group 17-34. Striped lines represent the
results of the individual studies, the solid bold line represents the results of the aggregated data.
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The model implied AxE interaction for each study and for the aggregated data
is depicted in Figures 2-5 for ages 4-10, ages 11-13, ages 14-16, and ages 17-34,
respectively. From the results of the aggregated data in Figure 7.2 and Figure 7.3, it
appears that for age categories 4-10 and 11-13 the variance of E is decreasing across
levels of A. The decrease is significant at α=.05 according to both the likelihood ratio
test and the 95% confidence interval37 of β1, see Table 7.4. Within the individual studies
some heterogeneity is apparent, but individual study results tend to follow the trend
from the aggregated data. Main departures are Colorado #1 in age group 4-10, and
Minnesota #1 in age group 11-13. Both studies show a significant effect in the opposite
direction as compared to the effect in the aggregated data, i.e., the variance of E is
increasing across A for these studies. Other studies show no effect or an effect in
congruence with the aggregated result.
In age category 14-16, no effect is observed in the aggregated data according to
the likelihood ratio test and the confidence interval of β1, see Table3. Within the
individual studies some heterogeneity is apparent, but results tend to follow the results
from the aggregated data. Some studies show an effect in the opposite direction (i.e.,
Colorado #1, Ohio, Colorado #2, and Minnesota #1), however, none of these effects are
significant at α = 0.05, see Figure 7.4 and Table 7.4.
From Figure 7.5 it is apparent that in age category 17-34, the aggregated data
show an increase of σE2 across A. This effect is significant according to the likelihood
ratio test and the confidence interval of β1, see Table 7.4. The effect in the aggregated
data is replicated in the Minnesota #3 study. However, the Colorado #3 study shows an
effect in the opposite direction.
If we compare the results from Table 7.4 to those from Table 7.3, we can
conclude that mainly, if normality is rejected (Table 7.3), GxE is present in the data
(Table 7.4). However, for some cases this does not hold. For instance, the Colorado #3
study in age group 14-16 is not associated with a GxE interaction but normality is
rejected (at α = 0.05). The opposite is also observed, e.g., in the Colorado #3 study GxE
is present but normality is not rejected.

37

We considered 95% one-at-a-time confidence intervals as an exploratory tool to see which
parameters are significantly different from 0 for α=0.05. We also conducted likelihood ratio tests
on β1 which can be used to provide a more strict test on the significance of this parameter for
any α, see Table 6.3.

Table 7.4
Age descriptives, parameter estimates, and number of MZ and DZ twins within age categories, for aggregated data and data within study.
Cat
4-10

11-13

Study
Netherlands #1

125

112

Age
mean
sd
5.80
0.06

Netherlands #2

49

63

9.10

0.10

Colorado #1

391

534

8.92

0.80

Ohio

121

171

6.07

0.68

UK

394

714

10.59

0.24

Aggregated

1140

1616

9.06

1.79

Netherlands #3

79

111

12.02

0.08

Colorado #1

204

280

11.85

0.81

Minnesota #1

734

453

11.82

0.40

UK

1135

1818

11.78

0.40

Aggregated

2195

2720

11.83

0.47

(Table continues)

NMZ

NDZ

σA2
0.42
(0.18; 0.68)
0.52
(0.18; 0.98)
0.65
(0.51; 0.84)
0.42
(0.21; 0.65)
0.32
(0.18; 0.46)
0.41
(0.34; 0.49)
0.64
(0.41; 0.87)
0.64
(0.50; 0.80)
0.49
(0.36; 0.62)
0.49
(0.41; 0.57)
0.52
(0.46; 0.59)

σE2
β0
-1.43
(-1.77; -1.13)
-1.54
(-1.92; -1.11)
-1.82
(-2.04; -1.59)
-1.46
(-1.71; -1.20)
-1.21
(-1.37; -1.06)
-1.42
(-1.52; -1.33)
-1.95
(-2.25; -1.62)
-2.06
(-2.26; -1.85)
-1.44
(-1.55; -1.33)
-1.37
(-1.47; -1.28)
-1.45
(-1.52; -1.38)

β1
-0.70
(-1.09; -0.34)
-0.16
(-0.64; 0.29)
0.42
(-0.17; 0.68)
0.13
(-0.19; 0.46
-0.53
(-0.72; -0.37)
-0.33
(-0.45; -0.22)
-0.02
(-0.49; 0.51)
0.14
(-0.13; 0.43)
0.23
(-0.001; 0.42)
-0.73
(-0.83; -0.64)
-0.52
(-0.60; -0.45)

σC2

χ2(1)

0.26
(0.03; 0.50)
0.24
(0.00; 0.60)
0.19
(0.05; 0.32)
0.34
(0.12; 0.55)
0.34
(0.22; 0.45)
0.34
(0.26; 0.41)
0.21
(0.00; 0.47)
0.22
(0.08; 0.38)
0.27
(0.14; 0.40)
0.16
(0.09; 0.23)
0.21
(0.15; 0.27)

14.62
0.53
2.65
0.62
42.52
33.98
0.01
1.01
3.82
306.29
203.10

Table 7.4 (continued)
Cat

Study

NMZ

NDZ

14-16

Colorado #1

126

173

Age
mean
sd
14.74
0.77

Colorado #2

153

125

16.00

0.00

Colorado #3

99

140

14.75

0.84

Minnesota #2

92

31

16.84

0.10

Australia

324

483

15.93

0.26

Aggregated

807

966

15.66

0.81

Netherlands #4

66

94

17.62

0.38

Colorado #3

203

180

19.46

2.00

Minnesota #2

318

183

17.63

0.36

Aggregated

700

615

18.78

2.71

17-34

σA2
0.79
(0.63; 0.93)
0.76
(0.49; 0.96)
0.54
(0.28; 0.81)
0.77
(0.62; 0.93)
0.72
(0.59; 0.82)
0.71
(0.63; 0.78)
0.85
(0.62; 1.00)
0.53
(0.36; 0.73)
0.56
(0.38; 0.76)
0.69
(0.57; 0.80)

σE2
β0
-2.12
(-2.36; -1.86)
-2.03
(-2.31; -1.76)
-1.54
(-1.97; -1.21)
-1.70
(-1.95; -1.42)
-1.75
(-1.91; -1.59)
-1.77
(-1.86; -1.67)
-1.93
(-2.28; -1.55)
-1.85
(-2.11; -1.61)
-1.76
(-1.97; -1.57)
-1.77
(-1.88; -1.65)

β1
0.09
(-0.26; 0.46)
0.57
(0.25; 0.93)
-0.33
(-0.95; 0.12)
0.19
(-0.16; 0.52)
-0.24
(-0.45; -0.03)
-0.05
(-0.20; 0.10)
-0.11
(-0.53; 0.35)
-0.38
(-0.74; -0.05)
0.53
(0.27; 0.82)
0.19
(0.01; 0.37)

σC2

χ2(1)

0.08
(0.02; 0.26)
0.10
(0.02; 0.36)
0.24
(0.00; 0.50)
0.00
(0.00; 0.34)
0.09
(0.02; 0.22)
0.12
(0.06; 0.20)
0.06
(0.00; 0.23)
0.31
(0.11; 0.50)
0.23
(0.07; 0.43)
0.14
(0.05; 0.26)

0.27
11.58
1.89
1.13
5.12
0.41
0.24
4.94
17.21
4.39

Note. χ2(1) denotes a likelihood ratio test on parameter β1. 95% confidence intervals are in brackets.
*: In a few cases we experienced numerical difficulties in estimating the lower bound of γ 0 because the number of DZ twins was too small. ‘Aggregated’
is based on the aggregated data within the corresponding age category. As some samples are omitted in the analysis of the individual studies (see Table
6.2), NMZ and NDZ will not necessarily add up to the aggregated NMZ and NDZ.
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7.3.4 Conclusion on aggregated data
In the aggregated data, we observed that for subjects between the age of 4 and 13, the
influence of the unique environment factor, E, increases for increasing levels of the
additive genetic factor, A. For subjects between the age of 14 and 16, no effect was
detected. For the subjects between 17 and 34, the influence of factor E increased for
increasing levels of A. This pattern of results suggests that the direction of the GxE on
IQ reverts during adolescence and young adulthood.
7.3 5 Heterogeneity across studies
The pattern of results as presented in Table 7.4 reveal substantial differences between
the individual studies. First, heritability is highly heterogeneous within each age group;
For age 4-10, heritability differs between .32 to .65; for age 11-13, heritability differs
between .49 to .64; for age 14-16, heritability differs between .54 to .79; and finally, for
age 17-34, heritability differs between .53 to .85. Part of this heterogeneity can be
explained by the small sample sizes of some of the studies, making the estimate of σA2
highly vulnerable to sampling error. Still, some of the larger studies within the same
age group show substantial differences in σA2, e.g., in the age category of 4-10, the UK
study (N = 1108) is associated with a heritability of 0.32, while the Colorado #1 study
(N = 925) is associated with a heritability of 0.65 which is twice as large. In addition to
the heterogeneity with respect to σA2, we see some heterogeneity with respect to the
effect of the common environment, σC2. Estimates of σC2 ranged between 0.19-0.34;
0.16-0.27; 0.00-0.24; and 0.06-0.31 within age group 4-10, 11-13, 14-16, and 17-34
respectively. Again, some of these differences can be due to sampling error, however
still, large studies show different results, e.g., the UK study is associated with a σC2
estimate of 0.34, while the Colorado #1 study is associated with a σ C2 estimate of 0.19.
Finally, something similar can be seen with respect to the estimates of the AxE effect,
i.e., β1. Within the age groups, estimates vary widely, with opposite effects within the
same age group. Large studies also show substantial differences, e.g., within age group
17-34, the Coloradio #3 study demonstrate a β1 estimate of -0.38 while the Minnesota
#2 study is associated with a β1 estimate of 0.53, which indicates an effect in the
opposite direction.
Given the heterogeneity we found with respect to σA2, σC2, and β1 - even in the
larger studies -, question rises which factors underlie these differences. Below we
discuss some of these factors. First, studies differ substantial in the IQ measures that
were used. Some studies used full test batteries (Colorado #1, Colorado #2, Netherlands
#3, and Netherlands #4); others used only 2 subtests (Colorado #3), 4 subtests (Ohio,
UK, Minnesota #1, Minnesota #2), 5 subtests (Australia), or 6 subtests (Netherlands #1
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and Netherlands #2). These differences make the IQ measures to reflect different
aspects of cognitive ability. For instance, some studies rely only on subtest from the
Verbal Comprehension and Perceptual Organization domain (e.g., the Minnesota
studies) while in other studies measures are taken from all domains (Working Memory,
Perceptual Speed, etc; e.g., as in the Colorado #1 and #2 studies). This difference is
important as heritability, unique environmental, and common environmental influences
may differ across specific cognitive abilities (e.g., Finkel, Pedersen, McGue, &
McClearn, 1995).
Another source of heterogeneity between the individual studies is the possible
differences on background variables known to be related to heritability, e.g., parental
income, educational attainment, or SES. These differences are likely to occur as
samples are possibly biased due to demographical issues, e.g., in the Australia study,
twins are mainly from the greater Brisbane area; and in the Minnesota studies, all twins
lived reasonably close to the laboratory were testing took place. In addition, there are
differences between the individual studies in the way in which subjects were recruited.
Some studies relied on birth records (e.g.., Colorado #2) others relied on primary and
secondary schools (e.g., Australia) or media advertisements (e.g., Ohio). These
differences could also have contributed to heterogeneity with respect to important
background variables.
With respect to the estimates of β1, some interesting differences are observed
that are vulnerable to additional explanations besides those above. From Table 7.4, it
appears that the β1 estimates vary with opposite effects across studies within the same
age group. Some of the β1 estimates are non-signficant (α = 0.05) and are associated
with wide confidence intervals, indicating that sample sizes are too small to draw a
reliable conclusion about the β1 parameter. In age group 4-10, no substantive variation
is observed regarding β1 estimates, as both effects that are significant are in the same
direction (i.e., Netherlands #1 and UK). In age group 11-13 only one effect is
significant (UK), variation in the remaining studies is mainly due to sampling error. In
age group 14-16, a substantive difference is observed: the Colorado #2 study conceals a
significant effect with β1 = 0.57, while the Australia study is associated with a
significant effect in the opposite direction, β1 = -0.24. This result indicates that in
Colorado, unique environmental effects are stronger for individuals with higher levels
of A, while in Australia, unique environmental effects are weaker for individuals with
higher levels of A. As both studies have participants of approximately the same age,
some other factor should be responsible for this difference. Of course, much
dissimilarity exists between the country Australia and the US state Colorado, so it is
hard to point to one specific variable. However, some factors that could be thought of
are: differences between Australia and Colorado in after school activities (e.g.,
intellectual or recreational), differences in involvement of the parents in the intellectual
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development of the child, and differences in the age until which education is
compulsory. With respect to the latter, it is known that in Australia (or more
specifically in Brisbane where the Australia study was conducted), education is
compulsory until the age of 15-16, while in Colorado, children have to attend school at
least until 17. This is an interesting difference as it indicates that for age category 14-16
the Australian sample is characterized by subjects for which education was not
compulsory anymore, while this is not true for the Colorado sample. How this may
have affected the AxE interaction is open to discussion, however, it would be
interesting to analyze additional samples of Australian subjects of different ages to see
how AxE is expressed in these data.
In age category 17-34 two effects are significant, Colorado #3 with β1 = -0.38,
and Minnesota #2 with β1 = 0.53, i.e., both effects are in opposite direction. As
Colorado and Minnesota are both in the USA, it seems less plausible that differences in
e.g., the educational system underlie this observation. However, a noticeable difference
between the studies is the age range - as indicated by the standard deviation of the age
variable (see Table 7.4) -. The Minnesota #2 study includes participants between the
ages of 17-18.5, while the Colorado #3 study includes participants of ages 17-25. To
see whether the difference in age range was responsible for the difference between the
Minnesota and Colorado results, we analyzed the Colorado #3 data while limiting the
age range in this sample to 17-20. Results showed a substantial difference for the AxE
interaction as compared to the original results, i.e., β1 was estimated to be β1 = 0.20 as
compared to β1 = -0.38 in the original analysis. Although the new β1 estimate was not
significant [χ2(1) = 0.80], the estimate is more in line with the Minnesota results and
with the aggregated results. In the new analysis, sample size decreased from N=383 to
N=214, but we think that the change in β1 is still an interesting observation which
indicates that the discrepancy between Minnesota #2 and Colorado #3 could be due the
large difference in age range.
7.4 Discussion
In the present Chapter, we showed that there is some evidence for AxE interaction in
cognitive ability in the GHCA data (Haworth et al, 2010), which comprises 14 studies
including subjects of different ages. Results across studies differed substantial with
respect to the additive genetic, unique environment, and common environment factors,
even within each age group. Taking these differences into account, we replicated the
finding of Haworth et al. that heritability is (approximately) linearly increasing across
age.
As we noted above, the present undertaking is of interest with respect to the
ability differentiation hypothesis which claims that correlations among IQ subtests
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decrease as a function of the general intelligence factor (Spearman, 1927). As we
argued, from this hypothesis it follows that environmental influences should increase
across the genetic factor, as general intelligence is substantially heritable. This genetic
explanation of the differentiation hypothesis has – to our knowledge - not been
addressed before. Present results only support this predication in the age group 17-34.
For ages 4-13, an opposite effect is found. This result suggests that the differentiation
effect depends on the age of the subjects. This postulation is supported by Facon
(2006), who analyzed subjects between 7 and 15 and found support for ability
differentiation only for the subjects of age 13 and older. However, as opposed to the
present results, Facon did not find any effect for younger ages. Tucker-Drob (2009)
analyzed subjects with ages between 4 and 101, and found a consistent ability
differentiation effect in the predicted direction for all ages, which suggests that there is
no age moderation. Our results, in which we find an opposite effect for ages below 13,
could be due to the smaller heritability of cognitive ability for younger ages (Haworth
et al, 2010). For younger ages, association between the general intelligence factor and
the additive genetic factor, A, is weaker, and therefore a possible differentiation effect
can be masked by effects related to the residual part of factor A (i.e., the part not shared
with general intelligence). Facon and Tucker-Drob do not have this problem as these
authors do not rely on factor A as a proxy for g.
We have limited our analyses to AxE and AxC. We did not consider CxE
interaction, because with the present approach, it is very difficult to resolve AxE and
CxE (Molenaar et al., 2011). As C is generally accepted to be an appreciable source of
phenotypic variance in IQ in children, we cannot rule out that the AxE as detected in
young children (Figure 7.2 and 3) is in fact CxE. Given that A and C are likely to be
correlated in children (due to passive genotype-environment covariance; Plomin,
DeFries, & Loehlin, 1977), one may conservatively interpret the AxE, as observed in
children, as Familiarity x Environment interaction.
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8
Discussion
When non-normality is detected statistically in the observed scores, a conclusion like “a
non-normal distribution underlies these data” is straightforward and will elicit little
criticism. However, it is much less straightforward to draw conclusions on possible
substantive effects underlying this non-normality, as statistical effects are not
necessarily amenable to a meaningful psychological interpretation. In present
concluding Chapter, we discuss under what circumstances substantive conclusions on
non-normality are risky, and what can be done about it. In addition we argue that a
substantive effect is ideally also investigated within an appropriate psychological
process model. We end with some concrete ideas of how the methods in this
dissertation could be used in future statistical, psychometric, and/or substantive work.
8.1 Drawing Substantive Conclusions about Statistical Effects
In this dissertation we discussed how hypotheses in psychology can have distributional
implications within the Generalized Linear Item Response Model (GLIRM;
Mellenbergh, 1994). Specifically, we showed how ability differentiation (Spearman,
1927; Deary et al., 1996), schematicity (Markus, 1977; Rogers, Kuiper & Kirker, 1977;
Tellegen, 1988), and Genotype by Environment interaction (Jinks & Fulker, 1970;
Molenaar & Boomsma, 1987; van der Sluis et al., 2006) can result in non-normality.
Testing these hypotheses at specific loci within the GLIRM has turned out to be
valuable in terms of power and specificity. However, substantive conclusions should be
drawn with care, as there are more sources of non-normality, which could be plausible
alternative explanations for the effects in the data. Here, we discuss 3 common causes
of non-normality: censoring, bad scaling, and the use of unrepresentative samples. In
addition, we discuss possible solutions to rule out these alternative explanations.
8.1.1 Censoring
When the difficulties of the items of a test do not match the ability of the sample to
which it is administered, censoring may occur. When a test is too difficult for a given
sample, data may be left censored (floor effect), or when a test is too difficult, the data
may be right censored (ceiling effect). If the linear factor model is applied to censored
data, heteroscedastic residual variances will result. Luckily, it is relatively easy to find
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out whether heteroscedastic residual variances are due to censoring, as floor and ceiling
effects will be noticeable in e.g., a QQ-plot or a histogram of the data. Statistically,
censoring poses no problem as the heteroscedasticity parameters take the censoring
effects into account. However, from a substantive point of view, censoring can distort
substantive interpretations of specific departures from normality in the data. For
instance, the schematicity hypothesis (Chapter 2), predicts that residuals are
heteroscedastic with less variance towards the lower end of a personality scale. Within
the linear factor model, this specific effect could easily arise when a given observed
personality measure (item score or subtest score) is associated with a floor effect.
Similar could happen in case of testing for a Gene by Environment effect (GxE; see
Chapter 5 and Chapter 6), i.e., the GxE effect can be due to censoring.
8.1.2 Bad Scaling
Another source of non-normality is bad scaling. When item difficulties of a test are not
distributed uniformly across the underlying latent variable, the sum score of these items
is likely to be badly scaled. Depending on the distribution of the item difficulties,
information included in the sum score about the latent variable can differ across the
levels of that variable. For instance, if a test contains a disproportional number of easy
items, information in the sum score about the latent variable is higher for lower levels
of that variable. In this case, heteroscedastic residuals will arise, with more residual
variance at the upper end of the latent variable. As in case of censoring (see above), this
is no problem from a statistical point of view, as the heteroscedasticity effect can be
used to indicate and correct bad scaling. The exact form of the heteroscedasticity that
should be modeled, i.e., linear and/or curvilinear effects, depends on the distribution of
the item difficulties. In Figure 8.1, a graphical representation is given of the form of the
heteroscedasticity for common situations. As appears from the Figure, if items are
uniformly distributed across the latent variable, their sum score will be homoscedastic
in the linear factor model. If items are disproportionate easy, the sum score will be
associated with residuals that increase across the latent variable. A linear model on the
logarithm of the residual variances (see Chapter 1) can be used to model this kind of
bad scaling. For cut-off tests (i.e., tests in which information at a specific level of the
latent variable is maximized to make cut-off decisions) the residuals are larger at the
extremes and smaller near the cut-off. In this case, heteroscedasticity can be modeled
using a curvilinear function for the residual variances. Finally, if the sum score consists
of a disproportionate number of easy and difficult items, either a quadratic or a
curvilinear model should be used. The exact choice depends on whether the number of
easy/difficult items is approximately equal. If so, a quadratic model will suffice. If not,
a curvilinear model is needed. Note that in case of ordinal data, bad scaling can also
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occur on item level. If the item category location parameters are not well distributed
across the latent variable, the items scores will show heteroscedasticity in the linear
factor model in a comparable way to the situations outlined in Figure 8.1 (then the
vertical lines in the top panel represent item category parameters).
As opposed to censoring, bad scaling may not be clear by visualizing the data
like in a QQ-plot or histogram. This is most problematic when an effect is interpreted
substantively, e.g., in case of GxE research. It could be unclear whether a given set of
subtest scores are heteroscedastic due to bad scaling or due to a GxE effect.
8.1. 3 Unrepresentative Samples
When a sample of subjects is not representative of the population, non-normality could
arise in the data. For instance, in intelligence research, subjects low on general
intelligence could be less willing to visit the laboratory to complete an IQ test battery.
In principle, this will result in a skewed latent variable distribution in the sample (or
level dependent factor loadings, see Chapter 1). The observed score distribution is then
not an adequate reflection of the true population distribution. This complicates tests on
ability differentiation (Chapter 3 and Chapter 4) which predicts that the general
intelligence factor is distributed with a thinner upper tail (i.e., negatively skewed). In
unrepresentative samples, it could be hard to detect this effect as the lower tail could
also be thinner due to the biased sampling. On the contrary, a differentiation effect can
be an artifact because subjects in the upper tail of the general intelligence distribution
are less well represented (because they are harder to recruit for instance).
8.1.4 Solution
In case of substantive interpretations of specific departures from normality (e.g.,
heteroscedastic residuals), alternative explanations like censoring, bad scaling, and
unrepresentative samples should be ruled out. To start with the latter, unrepresentative
samples are a problem for the validity of almost any statistical test in psychology. For
instance, in testing for sex differences in intelligence test scores (e.g., Dolan, et al.,
2006), it is important to have representative samples of both males and females. A
reviewer of the article that is in Appendix A of this dissertation suggested that females
are more willing to participate in IQ studies than males (which may suggest that the
males who do participate are brighter than the females). If the reviewer is right,
comparing the intelligence test scores of the male and female sample is meaningless
whatever advanced statistical method is used. A standard statistical tool to correct for
biased samples is to put more weight on the scores of underrepresented subjects. This
procedure is common in marketing research, but it is also developed within latent
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variable modeling (Asparouhov, 2005). However, the method should be used with care,
as validity of the results depends highly on the chosen weights.
Solutions to the problem of censoring and bad scaling depend on the data that
are available to the researcher (i.e., item level, or subtest level data) and the
measurement properties of the data (i.e., dichotomous or ordinal; uni-dimensional or
multi-dimensional). If there are item level data available, and these data are ordinal and
uni-dimensional, best solution to censoring and bad scaling is to consider the graded
response model and test for heteroscedasticity within this model using the methods
outlined in Chapter 2. Alternatively, in case of multi-dimensional data and/or
dichotomous data, appropriate methods are not available yet (but see the discussion on
this matter later). In these cases, we propose to estimate the ability parameters of the
subjects in the sample for all dimensions, using an appropriate standard item response
model (e.g., a 2 or 3 parameter item response model). Next, these estimates could be
analyzed using the linear factor model for non-normal data as outlined in Chapter 1. In
both of these procedures, a possible censoring effect is absorbed by the item difficulty
parameters, making the ability estimates free of such an effect.

Figure 8.1. Effects of the item difficulties distribution on the residuals, ε, when the sum score of the items is analyzed in the linear factor model. Vertical
lines in the top plots are the location of the item difficulties on the η scale. ‘model’ refers to the model for heteroscedasticity that could be used in the
corresponding situations.

When no item level data are available, it is difficult to evade the censoring
problem. If the censoring effect is only limited to a few subtests, a practical solution
might be to omit these subtests from the data. Results could then be considered with
and without these subtests in the analysis. If the absence of these subtests does not
influence the results for the other subtests, heteroscedasticity can be carefully
interpreted in terms of the substantive effect (e.g., in terms of schematicity or GxE).
When there are only subtests scores available to the researcher, bad scaling could
always be an alternative explanation for an effect on the residuals. Sometimes,
information on the scaling of the items could be tracked, e.g., in case of intelligence test
scores, the manual of the specific test could be consulted. However, if there appears to
be an under or over representation of easy items, no solution remains. In that case, it is
best to be really conservative in drawing substantive conclusions about the statistical
effects.
8.2 Beyond statistical testing: Process models for psychological phenomena
In this dissertation we focused exclusively on the detection of substantively
interpretable effects, e.g., ability differentiation was operationalized as an effect on the
distribution of the general intelligence factor and schematicity was operationalized as
an effect on the residual variances. A next step in studying these kinds of hypotheses
might be to consider the psychological process behind these phenomena. Ability
differentiation for instance, implies decreasing intelligence subtest correlations across
the general intelligence factor. When this effect is empirically detected, question raises
what (psychological) process underlies such a diminishing general intelligence factor.
This question enjoyed little attention in the literature. Some explanations of ability
differentiation are proposed among which: the ‘minimal cognitive architecture’
explanation (Anderson, 1992) and the ‘economic investment’ explanation (Brand,
1984). The minimal cognitive architecture explanation assumes Basic Processing
Mechanisms (BPM) to be involved in intelligent behavior. The faster your BPM, the
more complex algorithms you can implement. These algorithms are then used to solve
problems like those in intelligence tests. Subjects with a fast BPM (i.e., high level of g)
have dissimilar responses to intelligence tests, depending on the implemented
algorithm. As a consequence, subjects with a slow BPM have highly similar responses
as implemented algorithms do not differ majorly. An alternative but related theory, the
economic investment theory, explains the differentiation by comparing the level of g to
the amount of money that someone has to spend. Poor people do not differ importantly
in where they spend their money on, most of their money is used to pay rent and food.
Rich people differ relatively more as they spend their money on highly differing goods
(e.g., one person spends a lot of money on going to theatres and concerts, while
someone else spends a lot of money on city trips and vacations). As appears from the
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above, both explanations of ability differentiation are metaphoric which makes it hard
to test specific predictions. An important step could be taken in studying phenomena
like ability differentiation and schematicity, by formulation the effects explicitly within
a psychological process model.
For ability differentiation a candidate process model is the mutualism model
(van der Maas et al., 2006) which is mathematically well developed. In the mutualism
model, the general intelligence factor is assumed to have risen because of mutually
interacting basic processes during development (e.g., mutual interactions between
memory, perceptual, and reasoning processes). A possibility in which ability
differentiation can arise in this model is that a higher level on the processes 38 is
associated with smaller interactions among them. When differentiation is formulated in
such an explicit mathematical model as the mutualism model, it could be studied using
computer simulations, and hopefully tested on empirical data in the near future (as at
present, the mutualism model is not yet implemented). An alternative process model
that could be used to explain ability differentiation is the Q-diffusion model (van der
Maas, Molenaar, Maris, Kievit, & Borsboom, 2011). This model describes a specific
information accumulation process that connects a latent variable to the observed
response. Currently, the Q-diffusion model is only applicable to single abilities only
(e.g., working memory). Within the simplest form of the Q-diffusion model (i.e., no
response times are modeled), a response is elicited when a certain internal information
accumulation process reaches a boundary. The latent variable form psychometric theory
is interpreted as the efficiency or speed in which information is accumulated, and the
item difficulty is interpreted as the height of the boundary. Now within this model,
ability differentiation can be explained when higher efficiency of information
accumulation is associated with a smaller boundary. If the full Q-diffusion model is
considered (i.e., including reaction times), this formulation can have implications for
the reaction time distribution of a given ability test. This is interesting, as to our
knowledge, implications of ability differentiation on reaction times have not yet been
investigated.
For personality constructs, appropriate process models are not readily available.
However, as argued by van der Maas et al (2011), the ‘traditional’ diffusion model can
be considered an adequate process model for attitude and personality items (see
Tuerlinckx & de Boeck, 2005). However, this model concerns dichotomous item scores
only, and personality questionnaires often have multiple answer categories. A new and
promising line of research into process models for personality is the so-called network
approach (Schmittman et al., in press), which is already successfully applied to
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We speak here of a ‘higher level on the process’, but this could also be read as ‘more efficient
processes’ or ‘better developed processes’.
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comorbidity (Cramer et al., 2010). How the network approach could help personality
research is a topic of current investigation (see Cramer et al., 2011).
8.3 Future statistical developments
Below we discuss some possible future developments of the models presented in this
dissertation. In Chapter 2, we outlined a graded response model with heteroscedastic
residuals and a non-normal latent variable distribution. Main idea was that ordinal item
scores arise by categorization of an underlying continuously distributed variable at
specific thresholds. To be able to introduce the heteroscedastic residuals, we identified
the graded response model by fixing two adjacent thresholds. This identification
constraint makes it unfeasible to generalize the model to models for dichotomous data
like the Rasch model (Rasch 1960; Wright & Stone, 1979) or the 2 parameter item
response model (Lord, 1952; Birnbaum, 1968), as these models only have 1 threshold.
We think that this is a good topic for further research, as items from performance tests
in educational measurement, or intelligence tests in psychology are commonly scored
correct (1) and false (0). There are two possibilities: The first possibility remains in the
framework of Chapter 2, as shortly described above. Within this framework, an
alternative identification constraint could be thought of that does not exclude
dichotomous data. A possibility is to fix the variance of the underlying continuous
variable to 1 at a specific value of the latent variable. A similar constraint was earlier
proposed by Medsland, Neale, Eaves, & Neale (2009) in an extension of the moderation
model of Purcell (2002). However, in that case, the latent variable is an observed
moderator. This makes it unclear whether their constraint can be used for the
heteroscedastic models from Chapter 2. This could however be investigated. The
second possibility to include heteroscedastic residuals in dichotomous data is to
consider an alternative framework than that of Chapter 2. For instance, in logistic
regression of observed dependent and independent variables, overdispersion is
accounted for by
E(y) = π, and
Var(y) = φ × π × (1- π)
where y is the observed dichotomous variable, and φ is an overdispersion parameter
(see Agresti, 2002). Whether this approach is possible within the 2 parameter item
response model and/or the Rasch model remains to be investigated.
In Chapter 3 we outlined the method of moderated factor analysis which is
based on work of Bauer & Hussong (2009) and Purcell (2002). Idea is that the
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parameters of the GLIRM are moderated by an observed variable e.g., for the factor
loadings:
λ = λ0 + λ1×M
These models have important applications as models for measurement invariance with
respect to a continuous background variable (see Bauer & Hussong, 2009), and to
investigate GxE (Purcell, 2002). The deterministic nature of the function between the
factor loadings and the moderator is a strong assumption. If the factor loadings are not
constant across subjects, it is implausible that the moderator can account for all this
variability. For instance, using the Purcell model, it has been shown that heritability of
IQ is moderated by SES (Turkheimer, Haley, Waldron, D’Onofrio, & Gottesman, 2003)
but also educational attainment (Johnson, Deary & Iacono, 2009). Thus, focusing only
on e.g., SES in the moderated factor model, leaves some variability in the factor
loadings due to educational attainment (assuming that SES and educational attainment
explain at least some unique variance in the factor loadings). Neglecting this residual
variability can distort tests on moderation and bias parameters. Extending the model for
the factor loadings with a residual term results in:
yi = υi + λiη + εi, with
λi = λi0 + λi1M + δi.
 yi = νi + λi0η + λi1Mη + δiη +εi
where yi is the i-th observed variable, υi is an intercept, η is the latent variable, εi is the
residual of the observed variable and δi is the residual of the factor loading. As can be
seen, the model contains a random factor loading and an interaction between the
moderator and the latent variable. This model readily be fitted in Mplus (Muthén &
Muthén, 2007) and WinBUGS (Lunn, Thomas, Best, & Spiegelhalter, 2000). However,
the exact benefits in terms parameter accuracy and power for e.g., investigating GxE
remains to be investigated.
Other possibilities are extensions of the uni-dimensional heteroscedastic graded
response model with a skew-normal trait (Chapter 2) to multiple dimensions (see for a
discussion on multi-dimensional item response model, Reckase, 2003). These
extensions are valuable as psychological tests are often multi-dimensional (e.g.,
intelligence tests like the WAIS; Wechseler, 1997, and personality tests like the NEOPI, Costa & McCrae, 1992). In Chapter 2 we analyzed the Bermond-Vorst alexithymia
questionnaire (Vorst & Bermond, 2001) which comprises 6 dimensions. We considered
each dimension in isolation which is more or less common practice when sample size is
too small for a multi-dimensional analysis. However, by doing so, we neglected the
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inter-dimension correlations which raises the question how this affects
heteroscedasticity and non-normality of the dimensions. In principle an extension of the
Chapter 2 model to include multiple dimensions is straightforward: The multivariate
skew-normal distribution is well developed (see Azzalini & Capatanio, 1999), and
Chapter 5 already outlines how to handle heteroscedasticity in case of 2 dimensions. As
already noted in Chapter 1, challenging to this undertaking will be the numerical
feasibility of such an extension, as with increasing dimensionality of a psychometric
measurement model, computation becomes more and more demanding. In the
framework of maximum likelihood estimation as used throughout this dissertation, the
maximum number of practically feasible dimensions equals 5 (Wood et al., 2002). For
more dimensions, a Bayesian approach can possibly be considered.

Appendix.
How to Calculate Power using the Likelihood Ratio
Test: Sex Differences in Intelligence Tests Scores
Research into sex differences in general intelligence, g, has resulted in
two opposite views. In the first view, a g-difference is nonexistent, while
in the second view, g is associated with a male advantage. Past research
using Multi-Group Covariance and Mean Structure Analysis (MGCMSA) found no sex-difference in g. This failure raised the question
whether the g-difference is truly absent or whether MG-CMSA lacked
statistical power to detect it. The present study used the likelihood ratio
test to investigate the power to detect a g-difference in the WAIS-III
factor structure with MG-CMSA. Various situations were examined
including those reported in the literature. Results showed that power
varies greatly among different scenarios. The scenarios based on
previous results were associated with power coefficients of about 0.5 –
0.6. Implications of these findings are discussed in the light of research
into sex differences in IQ.

9.1 Introduction
The aim of this Chapter is to study the statistical power in Multi-Group Confirmatory
Factor Analysis or Multi-Group Covariance and Mean Structure Analyses (MG-CMSA;
Jöreskog, 1971; Sörbom, 1974; Muthén, 1989) to identify the nature of mean
differences in multivariate intelligence test scores. This undertaking is motivated by
several recent papers, which addressed the issue of sex differences in general
intelligence (g). The accepted view is that sex differences are located in certain firstorder common factors, and not in g (Loehlin, 2000, p. 177; Mackintosh, 1998, p. 189;
Jensen, 1998, p. 541; Brody, 1992, p. 323). These first-order common factors refer to
specific abilities, such as Verbal Ability, Spatial Ability, and Perceptual Speed.
Contrary to this view, Lynn (1994; 1999) proposed that there is a small, but
appreciable, sex difference in g, which emerges in adolescence, and persists throughout
adulthood. Both Lynn and Nyborg (2003) presented results in support of this
proposition in the form of analysis of sum scores and point bi-serial correlations,

* This chapter is published as: Molenaar, D., Dolan, C.V., & Wicherts, J.M. (2009). The power
to detect sex differences in IQ test scores using multi-group covariance and mean structure
analysis. Intelligence, 37, 396-404.
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respectively. In contrast, Colom, Garcia, Juan-Espinosa, and Abad (2002) and Colom,
Juan-Espinosa, Abad, and Garcia (2000), using the method of correlated vectors
(Jensen, 1998), failed to find a sex difference in g.
Dolan, Colom, Abad, Wicherts, Hessen, and van der Sluis (2006), van der
Sluis, Posthuma, Dolan, de Geus, Colom, and Boomsma (2006), and van der Sluis et al.
(2008) used MG-CMSA to study sex differences in g on the Wechsler tests. In
analyzing Spanish WAIS-III data in adults from 18 to 34, Dolan et al. found - in
addition to four intercept differences (see below for the exact meaning in terms of the
confirmatory factor model) - the first-order common factors Perceptual Organization
and Working Memory to have mean differences favoring males. No g-difference was
found in this study. Van der Sluis et al. analyzed Dutch WAIS-III test scores, and found
the common factors Perceptual Organization and Working Memory to have mean
differences favoring males, and the factor Perceptual Speed to have a mean difference
favoring females. However, no g-difference was found. Finally, van der Sluis et al.
(2008) analyzed WISC-R test scores in Belgium and The Netherlands, and found –
besides four intercept differences - no sex differences on the first-order common factors
and the g-factor.
Dolan et al. (2006), van der Sluis et al. (2006), and van der Sluis et al. (2008)
concluded on the basis of their modeling results that males and females do not differ
with respect to g. The source of discrepancies between these conclusions and those of
Lynn (1999) and Nyborg (2003) may lie in the different methodologies used. The
former authors employed MG-CMSA, which we consider an appropriate method to
investigate group differences in intelligence (e.g., Gustafsson, 1992; Horn, 1997;
Millsap, 1997). The latter authors used procedures that suffer from several drawbacks
(e.g., Dolan et al, 2006). Thus, it is possible that the demonstrated g-differences are
artifacts produced by applying a questionable statistical method. However, an
alternative explanation of the failure to find the g-difference with MG-CMSA is that the
method lacks statistical power to detect it. Previous research has demonstrated that the
power to detect mean differences in a first-order factor is large (Hancock, Lawrence &
Nevitt, 2000; Kaplan & George, 1995). However, these findings cannot be generalized
to differences in g, mainly because the models at hand include several first-order factors
and the second-order factor, g. In addition, previous power analyses did not address the
specific details (i.e., parameter values) of research into sex differences in intelligence.
Therefore, it remains unclear what the power is to detect a potential g effect given that
this difference is relatively small.
Fortunately, power analyses in MG-CMSA are well developed for Normal
Theory Maximum Likelihood Estimation (Satorra & Saris, 1985; Saris & Satorra, 1993;
Dolan, van der Sluis & Grasman, 2005), and relatively simple to conduct. In the present
study we investigate the power to detect sex differences in g using MG-CMSA given
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the results as found in Dolan et al. (2006) and van der Sluis et al. (2006). We do not
take into account the results of van der Sluis et al. (2008), as this study involved
children, and the g effect, as hypothesized by Lynn (1999), is supposed to emerge in
adolescence. In the next sections, MG-CMSA is presented and power calculations in
these models are discussed. Next, the design of the study is elucidated and results are
presented. We end with a general discussion of the implications of our findings. We
concentrated mainly on the multi-group model, but we did some additional power
calculations in the MIMIC model, i.e., a single group model in which the grouping
variable (sex) is treated as a fixed regressor (see Muthén, 1989).
9.2 MG-CMSA
Figure 9.1 depicts the general second-order WAIS-III factor model as used in this
study. A matrix algebraic representation of the model is presented in the Appendix. In
investigating sex differences in g using MG-CMSA, models like that depicted in Figure
9.1 are fitted in the male and female sample simultaneously. To ensure a meaningful
comparison, measurement invariance has to be established (Meredith, 1993).
Measurement invariance involves a series of equality restrictions in the measurement
model across males and females. These restrictions concern the following parameters:
the factor loadings (λkm in Figure 9.1), the error variances (σεk2 in Figure 9.1), the
intercepts (νk in Figure 9.1) and the second-order factor loadings (γm in Figure 9.1).
Specifically, these parameters are tested for equality across males and females. Note
that the first-order residual variances (σωk2 in Figure 9.1), and the variance of g (σg2 in
Figure 9.1) are free to vary over males and females because these are not part of the
measurement model (but of the structural model instead).
If measurement invariance holds, a meaningful comparison of the first- and
second-order mean differences is possible. To do so, the means of the first-order
residuals (μω1 to μω4 in Figure 9.1) and the g-factor (μg in Figure 9.1) are fixed to 0 in
one sample (say, the males). Then, in the other sample (females), 4 mean parameters
can be estimated freely (e.g., μω1 to μω4, or μω1, μω2, μω3 and , μg). The sex differences in
observed means are then modeled by these parameters.
Having presented the second-order factor model that both Dolan et al. (2006)
and van der Sluis et al. (2006) found tenable, we now briefly outline the procedure to
calculate power in this kind of model.
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Figure 9.1. The WAIS-III factor model as used in the present study. yk are the observed scores
on the k-th subtest, σk2 denotes the variance of the residuals of the k-th subtest, νk is the
intercept of the k-th subtest, ωm are the scores on the m-th first-order common factor, μωm
denotes the mean of ωm, σωm2 is the residual variance of ω m, λkm is a factor loading i.e., the
regression coefficient in the regression of yk on ωm, g are the scores on the general intelligence
factor, μg denotes the mean of g, σg2 is the variance of g, and γm denotes a second-order factor
loading i.e., the regression coefficient in the regression of ω m on g

9.3 Maximum Likelihood and Power
If the data, (i.e., realization of the variable y1 - y14 - see Figure 9.1) are independently
and identically distributed according to the multivariate normal distribution, and if the
number of subjects is sufficiently large, estimates of the parameters in the model
depicted in Figure 9.1 (corresponding to Equation A7, A8, and A9 in the Appendix) can
be derived using Maximum Likelihood estimation (ML; Azzelini, 1996). In ML
estimation, the log-likelihood ratio function (F) is minimized (Lawley & Maxwell,
1971, p. 25; Bollen, 1989, p. 107). F is a function of θ, a vector of parameters to be
estimated. 39 The values of the parameters in θ that minimize F given the specified

39

These are the unknown parameters from Figure 9.1 (which corresponds to the parameter
matrices in Equation A7, A8 and A9).
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model are the ML estimates of the parameters in the model. This minimum of F is
denoted FMIN. Now, the value T that is given by
T = (N-1)FMIN

(1)

has a χ2 distribution, and could be taken as a measure of goodness-of-fit (i.e., it is the
value of χ2 outputted by standard software like LISREL, Mplus, and Mx).
As the parameter estimation is based on ML, we can use the log-likelihood
difference test (see Satorra & Saris, 1985; Saris & Satorra, 1993) to calculate power to
find a group difference in g. We will show how power calculations are carried out
within the common factor model using this procedure. It may be useful to note the
similarities of this approach with that of power calculation within a more basic
statistical test like the independent samples t-test. In case of a t-test, power is
determined to reject the null-hypothesis (no difference between the samples) in favor of
an alternative hypothesis (a difference between the samples) using the t-statistic. Here,
we determine the power to reject Model H0 in favor of Model HA using the Tdiffstatistic. Details are discussed next.
In the log-likelihood difference test, two models are considered; Model HA
(which corresponds to the alternative hypothesis in the t-test example) with parameter
vector ̂ A and degrees of freedom dfA, and a more parsimonious model H0
(corresponding to the null-hypothesis) with parameter vector θ0 and degrees of freedom
df0. In these models, H0 is nested under HA i.e., the parameter vector θ0 is a constrained
version of ̂ A . Possible constraints include fixed parameter constraints (e.g., fixing a
component of ̂ A to zero) and equality constraints (e.g., constraining 2 or more
components of ̂ A to be equal). In the present study of sex differences in g, these two
models represent scenarios in which a difference in g is assumed to be absent, i.e., the
mean difference is constrained to equal 0 (model H0), or in which a mean difference in
g is present, and is estimated (model HA). Now, let T0 be the goodness-of-fit according
to Equation 1 of the more parsimonious H0, and let TA be the goodness-of-fit of some
composite HA. The test statistic (that corresponds to the t-statistic in the t-test example)
is calculated as follows:
Tdiff = T0 - TA.

(2)

If H0 is true, i.e., if the constraint(s) imposed on ̂ A hold, Tdiff asymptotically follows a
central χ2-distribution with degrees of freedom equal to
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(3)

and with non-centrality parameter, δ, equal to 0. Thus
Tdiff | H0 ~ χ2(dfdiff, δ=0),

(4)

where the tilde denotes ‘distributed as’.
In the case that HA is true (i.e., the constraint(s) in θ0 do not hold), HA is
misspecified and the test statistic Tdiff follows the non-central χ2-distribution (Satorra &
Saris, 1985; Saris & Satorra, 1993). The shape of this distribution depends on the
degrees of freedom and δ,
Tdiff | HA ~ χ2(dfdiff, δ >0).

(5)

To obtain a numerical estimate of δ, we choose a sample size N, and assign
specific parameter value(s) to express H0 and HA. That is to say, both H0 and HA are
fully specified in advance to calculate power. For instance, HA may include a mean
difference due to g, whereas in H0 this parameter is fixed to zero. Given these parameter
values, we calculate summary statistics under HA, i.e., we calculate the exact population
values of the means and covariance matrices associated with the choice of parameters.
Finally, we fit H0 and HA to these statistics, and calculate Tdiff. Now, δ asymptotically
equals this difference. The value of δ depends on the magnitudes of the differences
between the parameters in θ0 and ̂ A (effect sizes) and the sample size, N. Because all
other parameters in the model may also affect the value of δ, we must provide a
completely specified model, which includes magnitudes of the parameters of immediate
interest, as well as values for all other parameters.
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Table 9.1
Power and level of significance

H0 is true, there is no gdifference
HA is true, there is a gdifference

Accept H0:
Conclude that there
is no g-difference
1-α (0.95)

Reject H0:
Conclude that there is a g-difference

β (0.11)

Power, 1-β (0.89)

Level of significance, α (0.05)

Note. The probabilities associated with the example in the text are shown in brackets.

To calculate power, we first have to set a critical value on the distribution of the T diff
statistic that provides a cut-off for the choice between models H0 and HA. If the
observed value of Tdiff exceeds this cut-off value, we will choose HA, if the observed
value of Tdiff is smaller than this value, we will choose H0. In Figure 9.2, the
distribution of Tdiff | H0 and Tdiff | HA are depicted for dfdiff = 1 and δ=10.3. Let H0 be a
model without sex difference in g and HA a model with a sex difference in g.
Commonly, the critical value is set in such a way that the probability of incorrectly
rejecting H0 equals 0.05. The choice of a level of significance, α, to 0.05 (that is, the
black area in Figure 9.2 corresponds to α = 0.05) is associated with a critical value of
9.48. Note that if we observe Tdiff > 9.48, we will accept HA, and conclude that there is
a g-difference. Therefore, the probability that we accept HA (given that it is true) equals
the probability that Tdiff exceeds 9.48. This probability is the power to reject H0 in favor
of HA, i.e., the power to detect the g-difference in model HA. This probability
corresponds to the shaded area in Figure 9.2 and equals 0.89. The usual 2x2 table of
possible outcomes for this example is depicted in Table 9.1.
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Figure 9.2. Example of the distribution of T diff | H0 (e.g., no sex difference in g),
χ2(df=1, δ=0), and an example of the distribution of T diff | HA (e.g., a sex difference g), χ2(df=1,
δ=10.3). In this example, the critical value equals 9.49, the level of significance equals 0.05
(black area) and the power equals 0.89 (shaded area).

9.4 Power study
9.4.1 Design of the Study
The power to detect a g-difference depends on a number of factors, including the size of
the g effect, and the number of first-order residual differences. To see how these effects
influence the power to detect a g-difference, we manipulated the parameters
corresponding to these effects. The effects that we considered were: 1) the size of the gmean difference, 2) the number of intercept differences, 3) the number of first-order
residual mean differences, and 4) the strength of the positive manifold. These four
effects were manipulated by considering 3 levels. We therefore obtained 3 x 3 x 3 x 3 =
81 conditions. In each condition, population covariance matrices and mean vectors were
generated according to Figure 9.1 (Equation A7, A8, and A9) for two groups (males,
females) according to model HA. Remember that model HA includes a g-difference
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between males and females, thus, in order to generate the data, we had to specify this
difference (which values we used exactly is discussed below). To these data with the gdifference, the model H0 without the g-difference was fitted. Notice that we fitted the
wrong model, as the data were generated according to HA. The goodness-of-fit of model
H0 (i.e., T from Equation 1, which is provided by software like Lisrel, Mplus and Mx)
could then be taken as an approximation for the non-centrality parameter.40 The power
to detect the g effect specified in HA was then calculated using this non-centrality
parameter and α = 0.05. Note that the degrees of freedom equaled 1, as the difference
between model H0 and model HA concerned only a single parameter (i.e., μg in Figure
9.1 and Δμg in Equation A9). How the parameters were manipulated specifically is
described next.
In the WAIS-III factor structure from Figure 9.1, we manipulated the
magnitude of the g mean difference. That is, in the design, μg in Figure 9.1 (or Δμg in
Equation A9) was nonzero and favored males, with effect sizes of either -0.2, -0.3 or 0.4. These effect sizes (i.e., in standard deviation units) corresponded to IQ differences
of 3, 4.5, and 6 points, respectively. We chose these differences to favor males in
accordance with Lynn’s hypothesis (1994; 1999).
Second, we manipulated the number of intercept differences (i.e., the number of
υ from Figure 9.1 that were unequal across sex). An intercept difference suggests that
the mean sex difference on the corresponding subtest could not be explained in terms of
the sex difference on the specific ability factor that the subtest purports to measure.
When intercept differences are present, the corresponding intercepts are estimated in
both groups separately. That is, the mean differences on these subtests are no longer
attributable to mean differences with respect to the common factors. An intercept
difference of a subtest is problematic in the comparison of groups with respect to a
common factor, as such a difference suggests that the meaning of the common factor
may differ over the groups. For instance, an intercept difference renders group
differences in sum scores, a proxy of the common factor, hard to interpret. One
reviewer remarked that an intercept difference suggests that the meaning of the first
order common factor, and thus of g (modeled as a second order factor) differs over the
groups. We agree with this. In an analysis of common factor mean differences using
covariance and mean structure modeling, one can delete the subtest, or retain the
subtest, but allow the intercept to vary over groups. In past applications, generally the
latter was chosen (e.g., Dolan et al., 2006; van der Sluis et al., 2006), assuming that
there were still an adequate number of measurement invariant subtests, to arrive at a
40

In doing so, the fit of model H0 is perfect (T0 = 0), as the data is generated according to this
model. As a consequence, Tdiff = TA
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good estimate of the common factor mean difference. In this case, deleting the subtest
should not greatly affect this estimate. Thus, given the limited objective of analyzing
the structure of mean differences, we adopted this pragmatic strategy. Of course, the
intercept difference itself poses a more general psychometric problem, which generally
(i.e. outside the domain of modeling mean differences) cannot be solved by simply
allowing intercepts to differ. It suggests that the subtest is not a suitable indicator of the
common factor (e.g., the Information subtest of the WAIS as an indicator of Verbal
cognitive abilities in an analysis of sex differences; see Dolan, et al, 2006).
As the number of intercept differences increases, power to detect a g-difference
was expected to decrease, because there remain fewer indicators that depend on g. In
the design, either 0, 1, or 4 intercepts were unequal across sex. In the case of zero
differences, all intercepts were modeled as equal (in accordance with the model). In the
case of 1 intercept difference, there was a male advantage with respect to υ 5 (see
Figure1). This corresponded to the results of van der Sluis et al. (2006). In the case of 4
intercept differences, there was a male advantage with respect to υ3, υ5 and υ8, and a
female advantage with respect to υ1 (see Figure 9.1). This latter configuration was in
accordance with the results of Dolan et al. (2006).
Third, we manipulated the number of first-order residual mean differences. A
residual mean difference suggests that there is a sex difference on the corresponding
ability that could not be explained in terms of the mean difference in g. More residual
mean differences were expected to decrease power as the presence of first-order
residual mean differences renders the g effect less influential in the model of means. In
the design, either 0, 2, or 3 first-order residual mean differences were present. In the
case of 0 first-order residual mean differences, all μω were 0. In the case of 2 first-order
residual mean differences, the μω2 and μω3 favored males, as Dolan et al. found (effect
sizes were -0.3 and -0.3, respectively). In addition, in the case of 3 first-order residual
mean differences, μω2 and μω3 favored males and μω4 favored females (effect sizes were
-0.3, -0 .3, and 0.65, respectively) in accordance with the van der Sluis et al. results.
Fourth, the strength of the positive manifold was manipulated. As the strength
of the positive manifold increases, the intercorrelations among the first-order common
factors increase, indicating that g explains more of the variance in these factors. Note
that as these first-order correlations increase, the correlation among the observed
variables increase as well. In the design we distinguished three levels of the strength of
the positive manifold, which we denoted weak, medium, and strong. In the weak
condition, first-order residuals (i.e., the diagonal elements of Σωi from Equation A7
corresponding to σω2 in Figure 9.1) were chosen in such a way that g explained 20, 30,
20 and 30 percent of the variance in the four common factors of the WAIS-III factor
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structure, respectively.41 In the medium condition, these percentages were 40, 50, 40,
and 50, and in the strong condition: 70, 80, 70, and 80. Increasing the positive manifold
was expected to be associated with larger power to detect the g-difference, as g became
proportionately more influential in the model.
A factor not manipulated in the design was sample size. In sex difference
research, sample sizes are about equal. We therefore set N1=300 and N2=300 in the
male and female sample, respectively. However, results from the power analyses can
easily be generalized to other sample sizes as well, provided that the sample sizes are
equal. As we will present the non-centrality parameters for all analyses in the study,
power can be calculated for any sample size using:
δnew = (δindicated / 600 ) * Nnew,

(6)

where Nnew is the newly chosen total sample size (that is, Nnew/2 is the sample size in
each group, females and males). We emphasize that our results cannot be used to
calculate power for unequal group sizes. This requires actually refitting the model with
the desired unequal sample sizes. Analyses were carried out in the freely available
software packages Mx (Neale, Boker, Xie, & Maes, 2006) and R (R development Core
Team, 2007). The syntax of the analyses including all parameter choices is available
upon request. Note that this syntax can be used, with minimal adaptation, to calculate
power in the case of unequal group sizes.
9.4.2 Results
9.4.2.1 MG-CMSA
Tables 2a to 2c summarize the results of the power study. In general, power was as low
as 0.16 or as high as 0.99 depending on the circumstances. From the Tables, it appears
that the power depended largely on the size of the g-difference. This is not surprising as
power is a direct function of this effect size. The number of first-order residual mean
differences was an important factor as well. Power coefficients varied by 0.2 to 0.4 over
the levels of this factor, i.e., power coefficients across the number of first-order residual
differences differed from each other by about 0.2 to 0.4. More first-order residual mean
differences were associated with lower power. However, as the strength of the positive
manifold increased, the number of first-order residual mean differences became less
influential. This is particularly evident in the case of a g-effect size of 0.4. The strength
41

Specifically, we chose the first-order residual variances, σω2, in such a way that
(γ2 σg2 ) / (γ2 σg2 + σω2) equalled 0.2, 0.3, 0.2, or 0.3.
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of the positive manifold was also influential. Power coefficients varied by about 0.1
over the levels of this factor. The number of intercept differences hardly influenced the
power to detect the g-effect. Power coefficients only varied by 0.01 to 0.04 over the
levels of this factor.

Figure 9.3. The power to detect a g-difference plotted against number of subjects. Figure 9.3a
and 9.3c correspond to the findings of van der Sluis et al. in case of a g effect size of -0.2 and 0.3 respectively. Figure 9.3b and 9.3d correspond to the findings of Dolan et al. in case of a g
effect size of -0.2 and -0.3 respectively. Dots denote the actual sample size in that particular
study.
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A factor not manipulated but obviously relevant is the total sample size. In
Figure 9.3, power is plotted against sample size for four specific situations from the
design. These situations are boldfaced in Table 9.2. Figure 9.3a and 9.3c represent the
findings of van der Sluis et al. (2006), i.e., three first-order residual mean differences,
one intercept difference and a medium strength of the positive manifold. The
hypothesized g-difference was either 0.2 (Figure 9.3a) or 0.3 (Figure 9.3c). The dots in
the Figures correspond to the sample size in the study of van der Sluis et al. (N=522).
The dots are located at power coefficients of 0.29 and 0.55, respectively. Figure 9.3b
and 3d represent the findings from Dolan et al. (2006), i.e., two first-order residual
mean differences, four intercept differences, and a medium strength of the positive
manifold. The hypothesized g-difference was either 0.2 (Figure 9.3b) or 0.3 (Figure
9.3d) standard deviations units. The dots in the Figures represent the sample size in the
study of Dolan et al. (N=588). The dots are located at power coefficients of 0.35 and
0.65, respectively.
9.4.2.2 MIMIC
An alternative to MG-CMSA is MIMIC modeling (Irwing, 2007). In this approach, the
data of males and females are pooled and analyzed in a single group model, with sex
included as a fixed regressor (dummy coded 0 and 1). The factors of interest (e.g., g or
some first-order common factors) are regressed on sex. The mean differences are
expressed in the corresponding regression coefficients. Note that equal covariance
matrices between males and females are assumed in this approach, i.e.,
homoscedasticity. That is, the assumptions of the MIMIC model are stricter than the
assumptions underlying measurement invariance. Besides equality of the parameters in
the measurement model, the parameters in the structural model are also assumed to be
equal across sexes. If this assumption holds, MG-CMSA and MIMIC produce identical
results.42 In that case, power in MIMIC models will equal the power of MG-CMSA.
However, our power calculations were not based on equal covariance matrices between
the groups, as factor mean differences are often accompanied by differences in
variance. We modeled variance differences in g and the first-order common factors as
these differences were found by Dolan et al. & van der Sluis et al.

42

An unpublished report demonstrating this is available upon request.

196

Appendix

Table 9.2
Power to detect a g-difference
lat

0

2

3

0

2

3

0

2

3

incpt

0
1
4
0
1
4
0
1
4
0
1
4
0
1
4
0
1
4
0
1
4
0
1
4
0
1
4

Positive manifold
weak
medium
strong
a) g effect size -0.2
.41 (2.88)
.52 (4.03)
.61 (5.03)
.40 (2.87)
.52 (4.01)
.61 (5.00)
.38 (2.77)
.51 (3.90)
.60 (4.89)
.27 (1.84)
.41 (2.98)
.54 (4.29)
.27 (1.81)
.40 (2.93)
.54 (4.22)
.26 (1.74)
.52 (4.05)
.39 (2.81)
.18 (1.04)
.30 (2.08)
.48 (3.63)
.17 (1.00)
.46 (3.48)
.29 (1.99)
.16 (0.90)
.27 (1.79)
.42 (3.12)
b) g effect size -0.3
.72 (6.47)
.85 (9.02)
.92 (11.24)
.72 (6.44)
.85 (8.98)
.92 (11.20)
.70 (6.21)
.84 (8.73)
.91 (10.95)
.53 (4.12)
.73 (6.67)
.87 (9.62)
.52 (4.06)
.73 (6.56)
.87 (9.45)
.51 (3.90)
.85 (9.07)
.71 (6.30)
.34 (2.35)
.58 (4.66)
.81 (8.13)
.32 (2.24)
.80 (7.80)
.56 (4.47)
.30 (2.02)
.52 (4.02)
.75 (7.00)
c) g effect size -0.4
.92 (11.45)
.98 (15.94)
.99 (19.84)
.92 (11.39)
.98 (15.87)
.99 (19.76)
.91 (10.99)
.98 (15.43)
.99 (19.32)
.77 (7.31)
.93 (11.81)
.98 (16.99)
.77 (7.20)
.93 (11.62)
.98 (16.70)
.75 (6.92)
.92 (11.16)
.98 (16.04)
.53 (4.15)
.82 (8.26)
.97 (14.38)
.51 (3.98)
.80 (7.93)
.96 (13.80)
.47 (3.58)
.76 (7.13)
.94 (12.39)

Note. lat: number of latent mean differences. incpt: number of intercept differences. noncentrality parameters are in brackets. boldfaced numbers correspond to findings of Dolan et al.
and van der Sluis et al. and are further explored in Figure 9.3.

We carried out additional analyses to determine how power differs for the MIMIC
approach. A problem with the standard MIMIC model (i.e., the standard MIMIC model,
see Muthén, 1989) is that it cannot readily accommodate intercept differences between
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sexes (Bollen, 1989, p. 321). The misfit due to these intercept differences (which
largely favour males) will be apparent in the g-difference, making this difference either
greater (when males are favored in g) or smaller (when females are favored in g). This
results in power coefficients that are larger or smaller than those obtained for MGCMSA (where the intercepts differences are included in the model). Note that these
power coefficients correspond to the power to detect a g-effect that is biased (i.e.,
biased by the intercept differences). To render the g-difference unbiased, the subtests
that display intercept differences should be regressed on the dummy coded sex variable
(this is not straightforward, see Bollen, 1989, p. 395, for a possible solution; a LISREL
input file with our – simpler - solution is available upon request). When fitting a
MIMIC model, the modification indices that LISREL produced (see Sörbom, 1989)
served as diagnostic tools to identify sex differences in intercepts.
We found that violation of homoscedasticity due to group differences in factor
variances hardly affected power in the MIMIC approach, i.e., the power was almost
identical to that obtained in MG-CMSA under all circumstances presented in this study.
Note that these variance differences we considered were not particularly large. It is
possible that greater differences in variance will result in a divergence in the power of
the MIMIC model and MG-CMSA. This remains to be investigated (see Irwing, 2007).
9.5 Discussion
This study was inspired by the recurrent failure to detect a sex difference in the general
intelligence factor, g (Dolan et al., 2006; van der Sluis et al., 2006; van der Sluis et al.,
2008), while a small difference has been hypothesized by Lynn (1999), and Nyborg
(2003).
In this study, we showed how the power to detect a mean male advantage in g
using MG-CMSA depended on four factors, i.e., the number of intercept differences,
the number of first-order residual mean differences, the strength of the positive
manifold, and the effect size of the g effect. Specifically, we found that the power to
detect a g-difference of 3 IQ points (i.e., 0.2 SD units) given the samples of Dolan et al.
& van der Sluis et al. was 0.3 - 0.35. A g-difference of 4.5 IQ points (i.e., 0.3 SD units)
was associated with a power coefficient of 0.55 - 0.65. This difference was somewhat
larger than the hypothesized IQ difference of 4 IQ points. We therefore conclude that
the power to detect the effect postulated by Lynn is at most 0.5 - 0.6. Commonly, a
power coefficient of 0.80 is viewed as acceptable, so the 0.5 - 0.6 level is not nearly
sufficient.
We have only considered power in MG-CMSA, as we consider this the best
way to address hypotheses concerning mean differences in multidimensional IQ data
(e.g., Gustafsson, 1992; Horn, 1997; Millsap, 1997). Other methods which have been

198

Appendix

considered (e.g., Jensen’s method of correlated vectors and the point bi-serial
correlation) are known to be problematic because they do not involve explicit model
fitting or competing model comparison, and they do not involve a complete or
unambiguous test of measurement invariance (Dolan & Hamaker, 2001; Dolan, 2000).
In addition the method of correlated vectors is shown to be insensitive to model
violations (Lubke, Dolan & Kelderman, 2001; Dolan, Roorda, & Wicherts, 2004) and is
not judged to be suitable in case of small mean differences (e.g., sex differences; see
Nyborg, 2003). Therefore we did not consider these methods in the present study.
As power in MG-CMSA is insufficient in the circumstance considered here, the
question arises as to how to overcome this. Obviously, as we showed, power can be
raised by increasing the sample sizes. As we presented the non-centrality parameters for
all power analyses in the study, sample size required for an adequate power can be
calculated a priori for the situation at hand, using Equation 6. For instance, consider the
power of 0.55 in the van der Sluis et al. study; in case of a g effect of 0.3 (see Table
9.1b). The non-centrality parameter in this case equaled 4.47. Increasing N from N=600
to N=900 (i.e., 450 males and females in each group respectively) would increase the
power to 0.74.
Replication is a second way to deal with the insufficient power. Replicating
underpowered studies may shed light on the existence of an effect despite the relatively
low power of the individual studies. Consider for example a series of underpowered
studies that did not reveal the effect (i.e., suppose that power to detect a putative mean
difference in g was approximately 0.4 in each study). If the effect is never found in the
series of studies, notwithstanding the low power, the effect is likely simply to be absent.
Regardless, more studies employing MG-CMSA of samples that are sufficiently large
and representative of well defined populations, are clearly required to reach a definite
conclusion about the role of g in sex differences on intelligence test scores.
Finally, we should note that replication and sufficient sample sizes are not the
only issues to bear in mind in sex differences research. Having representative samples
that adequately reflect the characteristics in the population is clearly as important, as
there are many sources of unrepresentative sampling. Another issue is that
measurement invariance is not always tenable, i.e., violations of intercept invariance are
sometimes evident with respect to some subtests. With relatively few intercept invariant
subtests, one could argue that the common factor of interest is not adequately
represented. However, in terms of power, we showed that the effect of intercept
differences is negligible.
The power analyses presented in this Chapter are highly dependent on the
choices we made. Although these choices are well considered and based on past
research, it is possible that one is interested in power in a situation that deviates from
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those in this study. This should not be a problem, as we showed how to calculate power
in any circumstance possible (syntax to do so is available upon request).

Appendix: Formal presentation of MG-CMSA
In this Appendix, we present the matrix algebraic representation of the models used in
this study. Let yij denote the column vector with observed scores of subject j in the i-th
population, on the p subtests of any intelligence test. As we followed Dolan et al.
(2006) & van der Sluis et al. (2006), i is either 1 (male) or 2 (female) and p equals 14,
which is the number of subtests in the WAIS-III. These scores are entered into the
following common factor model (Lawley and Maxwell, 1971; Sörbom, 1974; Bollen,
1989):
yij = υi + Λi ηij + εij,

(A1)

in which ηij denotes the q x 1 vector of unobservable scores of subject j from population
i on the q common factors. In this study, q equals 4 as the WAIS-III factor structure
contains 4 factors (Verbal Comprehension, Working Memory, Perceptual Organization
and Perceptual Speed, see WAIS-III, WMS-III Technical Manual, Psychological
Corporation, 1997). The p x 1 vector υi contains the intercepts of the subtests in the i-th
population and εij denotes the vector with residual scores of subject j in population i on
the p subtests. These residuals contain both random and systematic error (Meredith,
1993), and are uncorrelated with the common factors. The p x q matrix Λi contains
factor loadings; these equal the regression coefficients in the regression of yij on ηij.
Dolan et al. (2006), van der Sluis et al. (2006) & van der Sluis et al. (2008)
found that the g-model, in which the general intelligence factor is incorporated as a
second-order factor, was tenable. In Equation A1, ηij can thus be modeled in a linear
regression on gij, which is the score of subject j in population i on the general
intelligence factor,
ηij = Γi gij + ωij,

(A2)

where ωij is the q x 1 vector of first-order residuals. The vector Γi contains second-order
factor loadings, which can again be interpreted as regression coefficients, in this case in
the regression of the first-order common factor scores (ηij) on the general intelligence
factor score (gij).
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Substituting Equation A2 in A1, the second-order common factor model is
yij = υi + Λi (Γi gij + ωij) + εij,

(A3)

in which the expected mean vector equals
μyi = υi + Λi (Γi μgi + μωi).

(A4)

In Equation A4, μgi denotes the mean score of population i on the general intelligence
factor and μωi is the q x 1 vector of first-order residual means in population i.
In Eq A4, the expected covariance matrix of yij equals
Σyi = Λi [Γi σgi2 Γit + Σωi] Λit + Σεi,

(A5)

in which σgi2 is the variance of the general intelligence factor in population i and Σεi is
the p x p covariance matrix of the residuals, εij in that population. The q x q diagonal
matrix Σωi contains variances of the first-order residuals. Equation A5 is derived under
the assumptions that cov(εij, gij) = cov(εij, ωij) = cov(gij, ωij) = 0.
Equation A4 and A5 are simultaneously fitted in both groups, i.e., the males
and females. To ensure a meaningful comparison, measurement invariance constraints
are introduced in the covariance and mean model (Mellenbergh, 1989; Meredith, 1993).
With these constraints in place, Equation A4 and A5 become:
μyi = υ + Λ (Γ μgi + μωi)
Σyi = Λ [Γ σgi2 Γt + Σωi] Λt + Σε,

(A6)
(A7)

i.e., the first and second-order factor loadings, residual variances, and intercepts are
assumed to be equal across groups. This model satisfies strict factorial invariance, in the
terminology of Meredith (1993). A less restrictive model includes group differences in
the residuals, i.e., Σε is replaced by Σ . This model, which satisfies strong factorial
invariance, is slightly less informative, but still admits an interpretation of group
differences in observed means in terms of group differences in latent (common factor)
means.
Equation A6 and A7 together are considered the general second-order MGCMSA model subject to measurement invariance (see also Byrne and Steward, 2006).
In this model, we fix certain elements for reason of identification. First, to ensure
identifiable unobservable (co)variances, we fix certain elements in Λ and Γ to be equal
1 (Bollen, 1989). Second, the mean differences in the first-order common factors are
estimated relative to an (arbitrary) reference group, as it is not possible to estimate these
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means in both groups (Bollen, 1989; Sörbom, 1974). Now, the model of means in the
male and female sample equals
μy1 = υ
μy2 = υ + Λ (Γ Δμg + Δμω),

(A8)
(A9)

respectively, where Δμg represents the mean difference in general intelligence between
females and males (Δμg = μg2 - μg1) and Δμω represents the q x 1 vector of first-order
residual factor mean differences between females and males (Δμω = μω2 - μω1). As it
stands, the model of means is not identified. There are q + 1 unobservable mean
differences (i.e., q in Δμω and 1 in Δμg) of which only q could be estimated. Therefore,
at least 1 element of Δμω or Δμg needs to be fixed to zero.
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Dutch Summary
Het testen van verdelingsaannamen in psychometrische meetmodellen
met inhoudelijke toepassingen in de psychologie
In de psychologie zijn de constructen die onderzocht worden over het algemeen niet
direct te observeren. Daarom wordt er gesproken van latente variabelen. Om uitspraken
te kunnen doen over deze variabelen wordt er gekeken naar observeerbare indicatoren
van de latente variabelen. Bijvoorbeeld in het geval van de latente variabele ‘ruimtelijk
inzicht’, kan er gekeken worden naar de (observeerbare) prestaties van een groep
proefpersonen op de Blok Patronen en Matrix Redeneren subschalen van de Wechseler
Adult Intelligence Scales (WAIS).
In een psychometrisch meetmodel wordt het verband tussen de geobserveerde
variabelen en de latente variabelen beschreven. Er zijn verschillende families van
meetmodellen. Het geschikte meetmodel hangt af van de aard van de geobserveerde en
latente variabelen. Een overkoepelend meetmodel - dat veel populaire meetmodellen
omvat - is het Gegeneraliseerde Lineaire Item Respons Model (GLIRM). Voor alle
modellen binnen het GLIRM geldt dat -door de afhankelijke variabelen te
transformeren- alle meetmodellen te herleiden zijn tot een lineair model. De parameters
van dit lineaire meetmodel zijn: Regressiecoëfficiënten (factorladingen), intercepts, en
residuele varianties.
Dit proefschrift focust op 2 speciale meetmodellen binnen het GLIRM: 1) Het
lineaire factor model, omdat dit model veelvuldig gebruikt wordt om subtest scores te
modeleren (bijv. van intelligentie tests), en 2) Het ‘graded response model’, omdat dit
model een geschikt model is om variabelen met Likert schalen te modeleren (bijv. van
persoonlijkheidstests).
Wanneer een juist meetmodel is gekozen, kunnen hypotheses over de latente
variabelen getoetst worden in het structurele model. Hiertoe dient eerst een verdeling
voor de getransformeerde data gespecificeerd te worden. In zowel het lineaire factor
model als het graded response model wordt overwegend een normale verdeling
gebruikt. Dit proefschrift presenteert modellen die gericht zijn op het toetsen van deze
aanname. Er zijn twee reden waarom deze modellen als waardevol gezien kunnen
worden. Ten eerste bestaan er geen specifieke statistische toetsen op deze aanname. Het
is waardevol om zulke toetsen beschikbaar te hebben om te onderzoeken of het
aannamen van een normale verdeling gerechtvaardigd is. Verder kan er met zulke
modellen onderzocht worden wat de consequenties zijn van schendingen van
normaliteit in een bepaalde dataset. In de literatuur zijn gevallen gerapporteerd waarin
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het ten onrechte aannemen van een normale verdeling voor de getransformeerde data
tot vertekeningen van de statistische resultaten leidde. Ten tweede zijn de modellen die
voorgesteld worden in dit proefschrift waardevol als toetsen op inhoudelijke hypotheses
zoals ability differentiation, schematiciteit, en genotype bij omgevingsinteracties. Al het
bovenstaande wordt besproken in het inleidende Hoofdstuk 1.
In Hoofdstuk 2 wordt beargumenteerd dat binnen het eendimensionale lineaire
factor model, de aanname van een normale verdeling voor de data verworpen moet
worden als: 1) de latente variabele niet normaal verdeeld is; 2) de factorladingen
afhangen van de latente variabele; en/of 3) de residuele varianties heteroscedastisch
zijn. In dit Hoofdstuk worden deze drie effecten gemodelleerd binnen het lineaire
factormodel. Hierbij wordt gebruik gemaakt van:
#1: een scheefnormale verdeling voor de latente variabele;
#2: een parametrische functie tussen de factor ladingen en de latente variabele;
#3: een parametrische functie tussen de residuele varianties en de latente
variabele.
Er wordt aangetoond dat een lineair factor model met één van de genoemde effecten
afzonderlijk succesvol kan worden toegepast op data. Verder wordt er aangetoond dat
effect #1 en #3 gecombineerd kunnen worden in één model, en dat #2 en #3 kunnen
worden gecombineerd in één model. Bij realistische steekproefgroottes blijkt het echter
niet mogelijk om #1 met #2 te combineren. Het Hoofdstuk sluit af met een toepassing
van de verschillende modellen op een intelligentie dataset om te toetsen op ability
differentiation. Deze hypothese houdt in dat de algemene intelligentie factor, g,niet een
even sterke bron van individuele verschillen is op verschillende punten van de g schaal.
Dit zou de aanwezigheid van #1, #2, en/of #3 impliceren. Voor deze hypothese wordt
echter geen ondersteuning gevonden.
In Hoofdstuk 3 worden binnen het graded response model voor ordinale data de
effecten #1 en #3 gecombineerd in één model. Dit model wordt toegepast op
persoonlijkheidsdata om de schematiciteitshypothese te toetsen. Deze hypothese houdt
in dat mensen met een laag niveau op een bepaalde persoonlijkheidsvariabele
onzekerder zijn over hun exacte positie op die variabele. Dit zou impliceren dat voor
een gegeven persoonlijkheidsvariabele, de residuele varianties van de verschillende
persoonlijkheidsvragen afnemen langs de latente variabele. In het Hoofdstuk wordt
ondersteuning gevonden voor deze hypothese in een alexithymia dataset. Verder wordt
er gevonden dat de latente variabelen -die volgens de alexithymia theorie ten grondslag
liggen aan deze data- negatief scheef verdeeld zijn.
In Hoofdstuk 4 wordt de methodologie voor het eendimensionale lineaire
factormodel uitgebreid naar een model met meerdere eerste-orde factoren en één
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tweede-orde factor. Deze uitbreiding wordt gepresenteerd met als doel te toetsen op
ability differentiation. Hiertoe wordt effect #1 toegepast op de tweede-orde factor, en
effect #3 wordt toegepast op de residuele varianties van de geobserveerde subtest scores
in het model. In een toepassing van het model op de Spaanse standaardisatiedata van de
WAIS wordt een negatief scheve g verdeling gevonden. Dit resultaat ondersteund de
ability differentiation hypothese. Verder worden er enkele heteroscedastische residuele
varianties gevonden.
In Hoofdstuk 5 wordt de methode van gemodereerde factor analyse
gepresenteerd. In deze methode worden de parameters van het traditionele tweede-orde
factor model (zie Hoofdstuk 4) gemodereerd door een geobserveerde variabele (de
moderator) zoals leeftijd. Als voor de moderator een proxy voor de tweede-orde factor
wordt gebruikt kan deze methode gebruikt worden om te toetsen op #1, #2, en/of #3. In
dit Hoofdstuk wordt de methode gebruikt om te toetsen op age differentiation en ability
differentiation. Age differentiation houdt in dat g niet een even sterke bron van
individuele verschillen is voor verschillende leeftijden. In een tweelingendataset wordt
aangetoond dat de traditionele manier van principale componenten analyse ongeschikt
is om deze twee hypotheses te onderzoeken omdat er geen verschil wordt gemaakt
tussen de g factor en residuele factoren. Bij het toepassen van het gemodereerde
tweede-orde factormodel wordt geen ondersteuning gevonden voor age differentiation
en ability differentiation.
In Hoofdstuk 6 wordt het lineaire factor model met effect #3 uitgebreid naar het
klassieke tweelingendesign. Dit wordt gedaan om te kunnen toetsen op een genotype bij
omgevinginteractie (GxE). Een GxE impliceert dat de omgevingsfactor, E, niet constant
is langs de additief genetische factor, A. Dus, een mogelijke toets op GxE is een toets
op homoscedasticiteit van E. In dit Hoofdstuk wordt zowel een univariate methode
gepresenteerd als een multivariate methode. In de multivariate methode wordt de GxE
expliciet gemodelleerd op het niveau van de latente variabele. Hierbij wordt op het
niveau van de geobserveerde variabelen mogelijke heteroscedasticiteit in beschouwing
genomen. Dit heeft het voordeel dat scheefheid van de geobserveerde data door andere
oorzaken (bijvoorbeeld door bodem effecten, plafond effecten, of slechte schaling van
de geobserveerde variabelen) minder snel zal leiden tot vertekende resultaten. In een
toepassing van het multivariate model op een intelligentie dataset wordt een GxE
gevonden op g.
In Hoofdstuk 7 wordt het univariate model uit het vorige Hoofdstuk toegepast
op een grote tweelingendataset. Deze data omvat intelligentiescores van tweelingen uit
14 verschillende landen. De resultaten zijn zeer heterogeen, onder andere met
betrekking tot het GxE effect. Dit suggereert dat de richting en grootte van het GxE
effect verschilt tussen verschillende landen.
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In Hoofdstuk 8 wordt besproken wat de consequentie is van het verbinden van
een inhoudelijke interpretatie aan een statistisch effect. Dit moet met de nodige
voorzichtigheid gedaan worden omdat de statistische effecten alternatieve verklaringen
kunnen hebben. Er worden mogelijke storende factoren besproken en richtlijnen voor
het verbinden van een inhoudelijke conclusie aan een statistisch effect. Ook worden er
verdere toepassingen en ontwikkelingen besproken voor de modellen in dit proefschrift.
In Hoofdstuk 9 wordt besproken hoe binnen het GLIRM power berekeningen
gedaan kunnen worden voor de likelihood ratio test. Nagenoeg alle Hoofdstukken in dit
proefschrift gebruiken deze methode. De verhandeling wordt geïllustreerd met een
voorbeeld over sekseverschillen in intelligentietestscores.
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