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Chapter 1

Introduction

1.1
1.1.1

The age of Multimedia
The Users

Digital multimedia collections, such as photo collections, videos captured by mobile
devices, home videos, surveillance footage or broadcast archives, are growing at a
staggering rate. Recording your own videos is becoming easier than ever, either with
mobile devices, streams downloaded from the internet, webcams, or dedicated hard
disk recorders. All of these videos end up in some digital archive at home, with ever
increasing quality and therefore digital footprint. Businesses start to record video routinely during meetings, webcasts, product presentations and the like. Once again the
ease of generating these records implies that the amounts are enormous. Institutes form
digital archives either by digitizing their past content or by storing their current content. Here exact figures are known of the frontrunners. Beeld & Geluid stores more
than 700.000 hours of video data. Finally, professionals start to use videos as part of
their workflow: real-estate agents, policemen, forensic investigators and so on. The
amount of data here varies from case to case. Being able to access the content of such
archives is of crucial importance, but this is getting more and more difficult.

1.1.2

The Data

Photos and videos taken by our mobile devices are an important aid in reliving the
most important events of our lives. Often these are recorded quickly with the intention
to capture a moment, and not annotated with textual metadata. Searching for these
specific moments later can then quickly become cumbersome. To facilitate this, we
require having extra information at capture time or careful annotation of each video
fragment. In practice, only limited metadata are available as search clues. As a consequence, more and more users end up with mobile devices filled to the brink with large
collections of unstructured videos and photos, which are seldom revisited as the events
1
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of interest cannot be found until a good way to access them has been found.
Large numbers of surveillance cameras continuously observe public areas. Here,
the intention is to capture everything continuously, to be able to retrieve information
about an incident if and when one happens. After such an incident, hundreds if not
thousands of hours of video are safeguarded. On a confiscated disk drive of a child
abuse suspect, millions of images and thousands of hours of video, legal and illegal,
could be present. In both surveillance and child abuse, the investigator needs to go
through the whole multimedia collection, assuring no relevant traces are being missed.
The current practice of exhaustive visual inspection is a limiting factor in effectively
solving crimes, until a proper way to find traces has been made available.
Archives are annotated meticulously by experts with the intention to be able to
better retrieve its contents in the future. Nowadays, due to the large volumes there is
only time to completely label the most important videos, and the rest is stored with
only minimal labeling.
With multimedia collections growing so rapidly and metadata and other annotations
not keeping pace, the user needs support in accessing the collections.

1.1.3

The Tasks

The examples indicated above vary in the intentions of the user when storing the data,
and in the type of metadata available to retrieve elements from the data. In addition, the
examples above also vary in the type of task the user has when accessing the collection.
We distinguish four retrieval task types.
The first task type is high precision search, or targeted search. We define this as
searching with the goal of finding (multiple) relevant items for a clearly defined search
need. For example, looking for fragments of a specific person in a broadcast archive.
The key requirement for high precision retrieval is to show relevant results as fast as
possible, preferably in the first page of results.
The second task type is high recall search. Instead of finding a few relevant items,
high recall search has the goal of finding all relevant items for a clearly defined search
need. As an example, the goal can be to find all instances of a perpetrator who has
committed a crime in a collection of surveillance footage, or to find all instances of
child abuse in an investigation. The key requirements here are to find all relevant results, and to indicate to the user that these are indeed all relevant results in a collection,
that is: the remainder of the collection will not have any more relevant results hidden
somewhere.
The third task type is free exploratory search, or browsing through the collection
in order to learn about its contents. This task typically occurs when browsing through
personal photo archives or home videos, but also looking through a collection of security footage to spot suspicious behavior which is difficult to define explicitly. The main
requirement here is to allow easy freeform access and intuitive re-querying when the
user sees something he wants to follow.
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Lastly, targeted exploratory search deals with browsing through a collection
while looking for something specific, but having no idea how to find that using a query.
For example, policemen having to find and follow the perpetrators of a crime incident,
but who these are will only be evident after having found them in the collection. The
requirements for targeted exploratory search combine those of free exploratory search
and high precision search. The user should be able to browse through the collection
in free form, follow up on hunches, and as soon as some relevant items are found the
system should find related or similar items as fast as possible.
In summary, there is a need for retrieval of items in digital multimedia collections
for a variety of tasks, and multimedia collections continue to grow while their metadata
and user supplied information are too limited or too uncertain to aid such retrieval.

1.1.4

Problem Statement

The central problem of this thesis is how to retrieve elements from a multimedia collection with limited and non-verified metadata available for a variety of retrieval tasks.
As the search is an intricate interplay of the user with the data, there are essentially
two ways to approach the problem. We can aim to enrich the data with more and better
metadata, or we can support the interactive search process of the user. Methods for
enriching the data are many. They form an essential basis for content-based access.
In this thesis we will leverage state-of-the-art methods for this, but we will not extend
upon these. In contrast, we will focus on making the search more effective by better
supporting the interactive search of the user through advanced search interfaces. As
search tasks vary, such interfaces should be optimal for the task they are catering for.
This leads us to the central problem addressed in this thesis.
Problem Statement: How can we develop interactive search interfaces facilitating high precision, high recall, free exploratory, or targeted exploratory access to a
multimedia collection.

1.2
1.2.1

Interactive Visualizations for Multimedia Access
Enrichment

As indicated, only limited metadata or labels are added to the data at capture time or
when inserting new multimedia items into a collection. These are not sufficient for
the search tasks indicated. Hence, enriching the collection with additional labels such
as descriptive titles, textual descriptions of its contents, or a series of identifying tags
selected from a controlled vocabulary is needed. There are two options to do this: by
manual user entry, or by automatic content analysis.

4
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Adding labels manually, is a burdensome task. A solution is to divide the work
amongst many by providing rewards for annotating collections with labels, either via
micro-payments or via games such as the ESP Game [70]. But while these methods
gain more annotators willing to help, often collections are simply too big to process
everything this way. Also, not all collections can or should be accessed by anyone else
than the rightful owner. For example, security camera footage should typically be kept
private. In many applications, only a limited numbers of annotators are available, if
any at all.
Automatically enriching a collection with content-driven metadata is studied extensively in the field of Content-Based Image Retrieval. This field defines numerous
techniques for automatically extracting human-understandable elements, such as face
detection, object localization, or estimated presence of semantic concepts from raw images. The number of available algorithms and techniques to do this has grown rapidly
in the last decades, and numerous papers have been written on this topic. For extensive
reviews see [13,25,34,42,55,59,62,78] and the hundreds of references in those papers.
We shall now give a short recap of this field.
In the early years content analysis was based on extracting low level features, such
as color and texture histograms. These features were then used for indexing and comparing images, as well as for querying the collection. However, because of this lowlevel representation, many of these systems required specialized forms of input from
the user. Examples include drawing sketches or providing example images. This is
not always possible or practical. Moreover the low-level visual feature representation
used for indexing often does not correspond to the users intent, a problem known as
the semantic gap [55]. Several solutions have been proposed in recent literature [59].
The most successful approaches use generic concept detection. Based on only example images of each concept, it allows for automatic labeling of people, objects, settings
or events within image or video content. Using these example images and their low
level features a machine learning algorithm determines value scores between 0 and 1
indicating the system’s view on the presence or absence of concepts for each image
or frame in the collection. As these detectors are generic it is easy to develop new
detectors by simply annotating examples. Many lexicons of semantic detectors have
been developed. The MediaMill challenge set [64] contains 101 detectors, Vireo [29]
has 376 detectors and LSCOM [40] contains 449 concepts. The output of all detectors
from such lexicons yields an enriched set of metadata that can be used to characterize individual frames or images in the multimedia collection. However, the quality of
individual detectors in such lexicons vary greatly. Some yield high precision in their
top 20, and others provide almost no results in their top 20. In 2010 Snoek [57] has
shown that analysis performance is increasing rapidly, but can never be expected to be
100% reliable. For high precision search tasks the current quality of detectors might
be sufficient, and the performance for such tasks is in fact quite similar to what Google
achieves for documents. For the high recall search task this is not sufficient: when we
need to be sure that we found all relevant items within a collection, we still need to
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manually look through the results.

1.2.2

Interaction

The enriched dataset provides various entry points into the data. Search interfaces are
required to give users access to the data via these entry points.
A traditional text search interface like Google or Bing, displays query results in a
list. Often, each item in the list shows a brief description of the content together with a
note where the query was found in the result. The user browses through this list to find
what he is looking for. However, multimedia does not easily comply to this format.
For multimedia one needs to look at the content, and, in the case of video, one needs
to interact with the content. So for multimedia the focus is shifted from descriptive
titles or text fragments to the (visual) content of the items. As such, for multimedia
different types of interfaces are required than with text. In this thesis we need to look at
how these interfaces differ from traditional text interfaces, and what is needed to bring
multimedia retrieval interfaces to similar performance levels.
In addition each of the tasks identified in section 1.1.3 has its own characteristics.
It needs a dedicated interface geared towards the task at hand. High precision search
interfaces should allow the user to enter a query, and then retrieve relevant results.
Subsequently, the search interface needs to support users in selecting relevant items as
fast as possible. Furthermore, for selected relevant items it should show similar items
to selected relevant items. If there aren’t any, it should allow the user to find other
items by issuing a second or third query.
There is an increasing interest in such interfaces, as demonstrated not only in yearly
TRECVid benchmarks [54], but also in interactive contests between various search
interfaces such as at the VideOlympics [60] from 2007 till 2010, and the Video Browser
Showdown [52] from 2012 onwards.
Existing interfaces for high precision search focus on allowing the user to enter
queries easily and show results as fast as possible. Usually the first few results are the
ones which are needed. Google and Bing are good examples of high precision retrieval
interfaces. However, these are suited for text, not for multimedia. For multimedia the
quality of analysis techniques is lower, which means that we might have to consult
several pages of results before finding what we are looking for. Using more advanced
visualizations than a simple list helps here. For example, Hauptmann et al. [22] uses
a technique called rapid serial visual presentation to allow for deciding among batches
of two to nine images which are presented to the user at very high speeds. Christel and
Yan [11] use a storyboard based user interface particularly suited to inspect several
shots in one video. Zavesky et al. [79] employ a grid-based structured visualization of
a ranked list, where the images in each grid are presented in a way that allows quick
recognition of relevant coherent parts of the result list. Apart from such list or grid
oriented methods there are also visualizations that use spatial placement of images
to convey information in itself. For example [75] uses Multi-Dimensional Scaling to
organize images based on visual aspects. Visualization of result lists for inspection is

6
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the core ingredient for efficient high precision interfaces. It remains to be seen whether
these interfaces also generalize to the other tasks.
High recall search interfaces go one step further than high precision search interfaces. They should not only allow the user to query and select results, but also give an
indication whether the user has found everything yet. This is a problem by itself, as the
system does not know this information either. However, a high recall search interface
should give overviews so that users can decide if there are subsets of the dataset that
can be ignored because they are not relevant.
High recall search is covered by the systems for high precision search to some extent. The downside is that before high precision search engines can ensure the user
that every possible relevant result has been found, all of the data have to be inspected.
There is no direct method for analyzing whether subsets are irrelevant to look through.
For the purpose of high recall, we need to combine analysis and visualization. Specifically, if we combine both elements into one system we can follow user browse behavior
to further optimize the output of content based techniques. This allows the system to
“learn” what the user is looking for and actively suggest parts of the collection which
are more relevant, or can be discarded. For example, the system in [36] uses a background recommender system that chooses between several types of sampling strategies
based on results that the user has found so far. The results are used to alter the results
the system provides to the user. Providing overviews and learning from interaction are
the elements needed most to develop efficient high recall interfaces.
Finally, an exploratory search interface should allow the user to explore the collection to learn about its contents. It should provide the users with easy entry points
into the collection, even if the cannot define a clear query to start with. In addition,
it should allow rapid re-querying. Finally, it should show related or similar materials
for whatever is currently visualized to allow exploration of new areas of the collection
which are not covered by the query.
There are many interfaces designed to gain insight in the multimedia collections,
such as PhotoMesa [4], which visualizes a photo collection using an insightful hierarchy using a treemap [53] based on a single, selectable aspect of metadata. Other
methods use some set of low-level visual features to display the collection, for example by arranging photos by their similarity [51] or using a Self Organizing Map [33].
Photo Tourism [56] combines both visual analysis and metadata of an unstructured collection of photos into a novel 3D interface by estimating spatial correlation between
viewpoints of photos. For more references see also the overview paper of browse-based
exploration techniques by Heesch et al. [23]. However, providing insights is but one of
the possible tasks a user has, and it also would be interesting to see how these interface
generalize to video content.
Targeted exploratory search has seen limited attention in literature. Solutions would
include similar components as free exploratory search. In addition, as the user has a
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clear target in mind, learning from the interaction comes into play as a way to optimize
the search process. However, we need to evaluate which type of interface elements
need to be combined and in that way gain best performance.
In general, efficient exploratory search requires easy means to navigate to relevant
areas of the collection. Having a clear user target gives additional opportunities for
learning from the interaction.

1.2.3

The Approach

Better access to multimedia collections requires more than the annotation at the time of
capture. We need to look into means 1) to enrich the collection with better annotations,
2) to look at the intended retrieval task to define the basic user interface, 3) to look
at effective visualization techniques for displaying the multimedia collection for that
task, and 4) to integrate automated enrichment within the user interface to aid users in
finding what they are looking for.
We start in this thesis with a state-of-the-art indexing engine [59]. From there we
consider the problem of finding search interfaces more suited to the tasks as defined in
section 1.1.3.
The following chapters in this thesis are each related to one of the four search tasks
identified. We start in chapter 2 by introducing MediaTable, an interactive table based
multimedia categorization tool especially suited for high precision search. In chapter
3 we extend upon the MediaTable concept with specific components to make it suitable for high recall search. Chapters 4 and 5 consider exploratory search. We first
introduce the RotorBrowser supporting free exploratory search. From there we introduce the ForkBrowser which extends the free exploration interface with components
particularly suited for targeted exploratory search.
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Figure 1.1: Overview of the four search tasks we investigate in this thesis.

Chapter 2

MediaTable: Interactive Categorization of
Multimedia Collections

Many multimedia collections have only metadata like date and filesize, but remain
largely unannotated. Hence, browsing them is cumbersome. To augment existing
metadata, we employ automatic content analysis techniques which yield metadata in
the form of high level content based descriptors. This provides users with a good
starting point, but the accuracy is insufficient to automate collection categorization. A
human in the loop is essential to validate and organize results from automated techniques.
To that end, we present MediaTable, aiding users in efficiently categorizing an unknown collection of images or videos. A tabular interface provides an overview of
multimedia items and associated metadata, and a bucket list allows users to quickly
categorize materials. We adapt familiar interface techniques for sorting, filtering, selection and visualization for use in this new setting.
We evaluated MediaTable with both non-expert and expert users. Results indicate
that MediaTable yields an efficient categorization process and it provides valuable insight into the collection.

This chapter was originally published as: O. de Rooij, M. Worring, and J. J. van Wijk. MediaTable:
Interactive Categorization of Multimedia Collections. In IEEE Computer Graphics and Applications,
30(5), 2010.
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2.1

Introduction

Digital multimedia archives from various providers, such as broadcasters, news agencies, Flickr, and YouTube, are growing at an extremely rapid pace, but the tools for
managing such collections cannot keep up. This leads to multimedia that is irretrievable at a later stage. In this paper, we propose a tool to help to categorize and annotate
such collections by combining methods from automatic content analysis with an interface optimized for visual categorization of large sets of results.
Typical scenarios for a multimedia categorization tool include categorizing filled
up photo camera memory cards into good or bad pictures after a holiday, adding the
names of persons to old collections of photos, providing broadcasters with a tool to
categorize materials, or intelligence agents screening news, web or surveillance data
for terrorist activity. From the field of digital forensics we provide a more detailed example. Here, police inspectors need to determine whether child pornography is stored
on a suspect’s computer. There is a need to forensically inspect all available content
on those drives for links to other cases and to be able to rule out whether the suspect is
actually non guilty. To do this, every photo or fragment of video confiscated must be
seen by experts. The inspectors who do this are often forensic experts, who are capable
of categorizing images immediately after seeing them. Unfortunately visually inspecting every fragment of multimedia is a hugely impractical and also highly burdensome
task. Because the need for such a tool is clear within this domain, we shall use this
example as a primary use case in the rest of this paper.
Traditionally, accessing any multimedia collection is done by using metadata-based
retrieval engines, such as Flickr, Youtube and Google Video. With these engines users
are able to retrieve multimedia based on the textual metadata provided with the collection. This metadata is based on filenames, type of codec used, video length, or other
information provided by the file, or speech-transcripts, titles and descriptions provided
by the author, or social tags provided by online collaboration. Most of this metadata
must be manually entered, which leads to a problem: the textual descriptions given
do not necessarily capture the visual content of multimedia adequately, either because
the annotation is too sparse or the annotators focussed on different aspects of the multimedia. As an example, imagine that you want to find a certain celebrity talking on
the telephone. The name of that celebrity might be correctly mentioned in metadata of
relevant videos, but the fact that there was a telephone visible might not have been of
interest to the authors and did therefore not get tagged as such. In case of the forensics
example it is even likely that metadata is incorrect or falsified in the hopes of ensuring
that illegal materials stay hidden.
In order to assess multimedia we therefore need to look at the multimedia itself on
all levels: from the collection level, to the file level with associated metadata, to the individual frames or images themselves. Automatic content analysis techniques provide
content based metadata: metadata that is based on the visual content of multimedia.
Content based metadata in turn helps us understand and organize the multimedia based
on content. See the sidepane for more information. However, unlike search through
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regular metadata, results from content-based image retrieval (CBIR) techniques are
often far from perfect.
The most successful interactive interfaces up to now, deal with this inaccuracy by
allowing users to quickly browse through hundreds of results. For example, Hauptmann et al. [22] uses rapid serial visual presentation to allow categorization of automatic results organized in batches of two to nine images; Christel and Yan [11] use
a storyboard based user interface particularly suited to categorize several shots in one
video; and Zavesky et al. [79] employs a grid-based structured visualization of a ranked
list, where the images in each grid are presented in a way that allows quick recognition of categories. Besides list or grid oriented methods there are also visualizations
that use spatial placement of images to convey information in itself. For example [75]
uses Multi-Dimensional Scaling to organize images based on visual aspects. As an
alternative to browsing, other systems such as IBM Marvel [73] also allow tagging of
results. This enables users to add large sets of relevant concepts, or tags, to single
items, instead of assigning a single concept to a large set of items. All of these systems are designed to aid with video retrieval, and as such are less suited to the task
of collection categorization, or to the task of gaining insight into the collection. Furthermore, these interfaces sometimes employ radically novel user interfaces, which
inhibits novice users from understanding the system.
When we look at the problem from an information visualization perspective, there
are many methods that have been developed to perform this task on enormous collections of abstract multivariate data, a classic problem in information visualization. Examples are the use of scatterplots, dense pixel displays, parallel coordinates, treemaps,
and glyphs. Based on these, various applications have been developed to organize or
gain insight in the multimedia collections, such as Photomesa [4], which visualizes an
insightful hierarchy based on a single aspect of metadata at a time using a treemap.
A classic and useful approach is the use of tables. They are familiar, allow the
display of a large number of attributes, and enable easy interaction. A well known
application is the spreadsheet. Bertin [5] showed that reordering columns and rows
can lead to more insight. One of the applications in the multimedia domain is PhotoSpread [30], which allows users to drag and drop images into table cells to categorize
them. For larger tables, which do not fit onto a single screen, scrolling techniques are
often employed to allow users to browse though all available information. This has the
downside of loosing visual relations between parts of the collection. A solution is to
use the table lens [47], which allows individual items in large tables to be clearly visible, while maintaining context by showing condensed versions of many other columns
and rows. This idea was later on used and extended in for instance the FOCUS [65]
and InfoZoom [28] systems. In such systems the user is enabled to interact with whole
sets of summarized data at once. For multimedia this poses a problem. An individual
image can be categorized by looking at it, but there is no direct means of summarizing
hundreds of images. A combination is needed where individual pieces of multimedia
are still visible, while proven effective interface components allow the user to sort,
filter and categorize them is needed.
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For effective multimedia categorization we need a tool that combines smart and recognizable interface elements with content based metadata. The primary requirements
of such a tool are twofold. First, it needs to provide users insight into the collection.
Second, it needs to allow users to easily add categorization to the collection using the
gained insight. Based on this, we have established the following four requirements:
1. The system must allow and enforce visual inspection of results, to compensate
for the varying quality of content based metadata.
2. The system must provide overview and detail, as well as a seamless zoom between these, in order to allow for inspection of individual items as well as very
large collections.
3. The system must allow for categorization of fragments within a collection.
4. The system must be easy to use, also for non-expert users.
We present MediaTable, a system for the visualization and categorization of large
multimedia collections based on these four requirements. We propose an interface,
specifically designed to support users in these tasks, based on existing visualization
metaphors and enabling the combined inspection of items in a collection, their associated metadata as well as the outcome of content based recognition algorithms. A key
element for MediaTable is to provide the user with familiar interface components to
allow various analysis tasks on such a collection.

2.1.1

Multimedia Content Analysis

Behind content-based image retrieval lies a series of content analysis algorithms. The
number of available techniques and interfaces for automatically analyzing and indexing such collections has grown rapidly in the last decades. Numerous papers have
been written on this topic. For extensive reviews see [13, 55, 59] and the hundreds of
references in those papers.
In the early years content analysis was based on low level feature comparisons,
and many of these systems required specialized forms of input from the user [55]. Examples include drawing sketches or providing example images. This is not always
possible or practical. Moreover the low-level visual feature representation used for
querying often does not correspond to the users intent, a problem known as the semantic gap [55]. Several solutions have been proposed and examined in recent literature
to try to solve this problem [59], such as generic concept detection allowing automatic
labeling of people, objects, settings or events within video content, albeit with varying performance. In these algorithms the multimedia is first segmented into individual
shots: fragments of video from a single camera capture. For images there is no need
for extra segmentation. In the remainder we focus on video, as this is the more complex case. The shots are then analyzed individually and low level visual features are

2.2. Categorizing a Multimedia Collection

13

extracted. Next, a supervised machine learning algorithm determines the presence of a
certain semantic concept based on these low level extracted visual features. This yields
value scores between 0 and 1 indicating a system’s view on the presence or absence of
visual concepts for each shot in the collection. In this paper we used our MediaMill
Semantic Video Search Engine to provide these concept scores, though other video
analysis systems can be used just as well.
The output of all these algorithms yields a new form of metadata that can be used
to characterize individual shots. This means that we now have a means to find whether
there are shots with the celebrity and a telephone present. We can use the user tagged
celebrity name, and a telephone concept. Because the quality of automated detection
varies, all possible results must be visually inspected, but this combination of automated analysis and visual inspection does give us a means to find a solution to the
earlier mentioned example in the introduction.

2.2

Categorizing a Multimedia Collection

MediaTable aims at providing users with a tool that enables them to quickly view
and categorize large multimedia collections, taking advantage of methods and techniques from metadata based retrieval, CBIR and existing multivariate visualization
techniques.
MediaTable provides different views on the same collection. The primary workhorse
is a table interface, where each row gives information on one shot. A so-called bucket
list collection interface allows the user to sort out individual batches of media items
into different buckets. Next to this, an overview pane shows the media items the user
is currently browsing through with respect to the entire collection. An overview of the
interface is given in figure 2.1. We next discuss the individual components in more
detail.

2.2.1

The table metaphor for video search

The table provides the primary workhorse and main interaction component of MediaTable. Initially it shows all media items in the collection to the user. Each row yields
information about an individual video shot. A single representative frame of the shot is
present as the first column. To place each frame in a row, the top and bottom parts are
cut off. As the most important information is usually centered in the image, we found
that this still allows users to recognize most scenes even though half of the frame is
missing.
The depicted columns vary depending on user search need, but typically these contain metadata based on both user supplied information and results from automated
content based retrieval techniques. See figure 2.1 for an example. Users can interact
with the table in a number of ways. The collection can be sorted or filtered on individual columns. Row based re-ordering of the collection is also available. Rows of
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Figure 2.1: An overview of the MediaTable interface. The table interface is displayed
to the left, with an overview pane to the right, and the bucket list on the bottom. The
table displays a collection of 200 hours of video, with a part expanded through the
lens effect. The series of filled cells indicate presence or absence for each particular
detected concept in each video fragment. The colors in the table and in the overview
indicate in which bucket(s) each particular fragment is currently categorized.
the table are then ordered by visual similarity to the image in the chosen row, which
is placed on top. Lastly, the user is enabled to select one or more rows by clicking,
dragging or shift-clicking. The resulting selections can be added to buckets.
Each cell in the table represents a single fact of metadata for a single shot. Several
different representations are supported, depending on the input data:
• text: a pure-text field, used for example to display file names or other textual
metadata.
• dot: a colored dot in the center of the cell. Its presence or absence can represent
boolean values, or its color can represent a series of nominal values.
• image: the cell depicts an image. This is used for every row to display the
representative frame for each shot, but it is possible to use this in other cells too.
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• filled: the cell is filled from full transparency to full opacity depending on the
numeric value of the data.
Filled cells are a powerful tool when used in combination with concept detection
results. In most cases a shot of video contains few semantic concepts so with the
filled cell visualization this will automatically be reflected in the visualization as only
those cells will not be transparent. When many concepts are shown together in one
table user attention will be immediately drawn to those concepts present in the shot.
Furthermore, results obtained from semantic concepts contain a degree of uncertainty.
The filled cell representation mitigates this by allowing the user to focus on visual
differences between scores instead of the exact numerical values.
Cells with images show the visual content for individual media items. An expert is
able to determine much information with a single glance at the image. By exploiting
this we help the expert with the classification task. Furthermore, the table allows a set
of interactions that allow the user to see the individual images more clearly. These are:
• row lens effect: when the mouse hovers over a row it is enlarged slightly, similar
to the table lens effect [47]. This allows the user to view the visual frame in full
detail.
• column condensation: similarly, when there are many columns available column
condensation compacts the columns into one visual layout, so that any correlations between columns are visible. This hides details such as the name of the
column, which are not needed at that time, but still allows users to see the contents of columns when visualized as fills or dots. When the mouse hovers over a
column this column is seamlessly enlarged to show individual details.
• mouseover previews: when the mouse hovers over a row a preview window is
shown near the mouse, which shows either an enlarged version of the selected
media item, or, in the case of video, a window which repeatedly plays the entire
shot at faster than real time speeds. This enables the user to get an impression of
the video content behind each shot in the collection.
• grid preview: to aid categorizing small sets on a detailed scale the media items
currently shown in the table can also be displayed in a grid formation, see figure 2.2. This hides all extra metadata, and allows users to focus on the images
themselves. When the grid is displayed all categorization based interactions,
presented in a next section, are also available. Furthermore, the user is enabled
to interactively change the size of the frames shown and mouseover previews are
also available.
Since users have varying preferences with respect to user interfaces, all interactions
listed above are on demand only, and can be switched on or off by the user. As an
example, for some users the row lens effect already shows enough detail of the image,
and for others the mouseover preview will suit this need.
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2.2.2

Overview pane

The table shows only a part of the collection. The overview pane, placed on the right,
displays the entire collection, and acts as the scrollbar of the table. This allows users
to keep overview of where they are in the collection, and what they have categorized
so far. Currently categorized items will also be highlighted in the overview pane, using different colors. When items are placed in multiple categories, or when there are
more items than can be represented by a single pixel, the overview pane will show a
color mixture. The most important role for the overview pane is to give a visual representation of seen and categorized parts and as of yet unseen parts in the collection.
This allows users to visually estimate whether a collection has been examined closely
enough, or that the collection merits further examination. If collections are excessively
large the overview can also help estimate how many man-hours might be required to
accurately categorize the entire collection.

2.2.3

The bucket list

The bucket list forms the basis for categorization based browsing. Users categorize
items by placing them into a single bucket, and a bucket can therefore be seen as a
category. Items can be placed into multiple categories by placing them in multiple
buckets.
The bucket list shows several buckets of media items. We make a distinction between special buckets and user buckets. Special buckets will automatically update their
contents, whereas user buckets are to be filled manually by the user, and can be named
by the user. The number of user buckets is variable, though in our prototype we fixed
this at 6. The available types of buckets are:
• everything: a bucket that contains all media items in the collection;
• unseen: a bucket that contains all media items in the collection that have not
been categorized yet;
• seen: a bucket that contains all media items that have ever been shown in the
detail pane;
• selected: a bucket that only contains the current selection;
• user specified: a bucket that initially is empty, and has to be explicitly filled by
the user. There can be as many buckets as required by the user.
All buckets start out empty except the ”everything” and the ”unseen” bucket, which
both contain all media. The user buckets can contain any selection of media items, and
individual media items can be present in multiple user buckets. Users add items by
selecting them in any other view, and then assigning them to a bucket using a rightclick context menu, or by a keyboard shortcut. This also colors the background of these
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items in the table, grid and point cloud view, with the colors chosen such that items
placed in multiple buckets will often still have an unique color. Clicking a bucket
shows the contents of that bucket in the table, and all other media items are filtered out.
By right-clicking on a bucket the user is shown a context menu. This allows the user
to show or hide the contents of one or more buckets simultaneously, clear out buckets,
or load or save lists of media items from/to disk.

2.2.4

Point Cloud Viewer for detailed comparisons

When users see interesting correlations between two columns in the table, they have
the option to open the point cloud viewer for a more detailed inspection. MediaTable
then, similar to Yang et al. [75], depicts the relations between the selected columns
in a scatterplot of images. In order to keep a contextual mapping between the table
and the scatterplot we are not using a similarity based visualization where axes don’t
have a meaning, but map each axis directly to a column. This allows users to map
spatial coordinates with column sort directions. Furthermore, to ensure that overview
and detail are not lost, the Point Cloud Viewer allows seamless zooming from full
overview, which shows every available result in the collection, to an individual image.
See figure 2.2 for more details. The bucket list is visible while in the point cloud mode,
and users are able to select whole regions of results and add these to any bucket.

2.3

Bucket based workflow

Together, the above visualizations form MediaTable, which is designed to support the
complete categorization process of an unknown collection of videos. Each individual visualization has its uses for specific types of actions, depending on the required
categorization task. In this section we describe a few typical categorization sessions.
Before categorization is possible, the user first needs to define a set of categories,
or buckets, in which he wants to sort out all the media items. For example, in a forensic investigation such a categorization could be “illegal material”, “suspect present in
picture”, “children present”, “nude present” and “harmless”. The categorization does
not have to be exclusive: media items are allowed to be placed in multiple buckets,
but it has to be complete: every shot needs to fit into at least one of the categories, so
typically a default or non-relevant category will also be present.
When we look at just one bucket we can think of the entire collection as either
relevant to that bucket, or irrelevant. Filling a single bucket can therefore be seen as a
binary classification problem. Based on this, we define the following actions:
Explicitly categorizing relevant media items. When there is a sorting or filtering
method available that helps to order media items relevant for a bucket to the top of the
sheet, the user can batch select these and place them in the bucket.
Explicitly categorizing irrelevant media items. This happens when an abundance
of media items which are clearly visually irrelevant to the bucket is present in the
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Figure 2.2: The top picture shows the grid preview for detailed inspection of a part
of the table. The colored borders indicate to which bucket an item is assigned. The
bottom picture shows the Point Cloud Viewer for detailed inspection of two columns.
The scatterplot enables users to seamlessly zoom in and out anywhere in the plot,
from an overview of every item up to an individual image. The top right corner shows
the entire space with all items, and the bottom right corner shows the image currently
under the mouse cursor. At any zoomlevel the user has the option to drag-select batches
of results to place these in any bucket.
collection. Using sorting and filtering techniques to capture these first helps because
whatever remains is less cluttered and potentially more relevant. As an example: a
forensics expert is able to first sort and batch select results that are not suspect, based
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Figure 2.3: A typical workflow for collection categorization using MediaTable. First
the user explores the collection briefly to uncover relevant buckets. He then finds entry
points into the collection which yield sorted lists of results which would all fall into the
same bucket. He selects these, and places them in a bucket, which is then rendered into
the overview. The user continues by looking for entry points in the remainder of the
collection.

on filtering out often occuring materials such as cartoons. These can then be placed
in a bucket called ”harmless”. Eventually the remaining media items in the ”unseen”
bucket will contain potentially harmful materials.
Using intermediate categorization. More complex forms of interaction are of course
also possible. For example: when a combination of relevant and irrelevant media items
share similar characteristics, the user can sort on this characteristic and place the entire
set of relevant and irrelevant media items together in a temporary bucket. By then selecting that bucket, the user can determine if there is another characteristic that would
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help to sort out the relevant media items from the irrelevant media items within that
bucket only. He can then select the relevant media items and add these to the target
bucket.
The choice of which bucket to fill first is up to the user, and there is no need for
completely going through the collection to fill up one bucket first. Typically, the user
will explore available metadata columns first, and visually inspect results by sorting
these. As soon as a series of mostly consecutive media items pops up, which would all
fall into the same bucket, the user can act on this: select these and place them in the
bucket. See figure 2.3 for an overview of this scenario.
Depending on the task, the user has the ability to choose between several visualizations. The table mode is ideal for collection overview, and discovering new relevant
concepts to aid collection categorization. The point cloud viewer is useful for quickly
selecting large correlated subsets of the collection for more detailed analysis later, and
the grid mode helps with categorizing small sets of filtered results in detail. As an
example, users can use the point cloud viewer to quickly tag all ”faces” that are ”outside” to a temporary bucket, and use the grid visualization for detailed inspection of
the resulting selection.
During the categorization task the overview pane gives the user a complete overview
of the distribution of the buckets in the whole collection or in the current selection. The
bucket list itself will show the actual number of elements in each bucket.

2.4

Evaluation

To evaluate MediaTable we performed a small scale user study with a number of forensic experts on a dataset of 200 hours of home-video, and two larger scale user studies
with a group of 24 students on a collection of flickr images, and on a dataset of 200
hours of broadcast video.

2.4.1

Implementation of MediaTable

MediaTable has been designed and built from scratch. As such, issues and bugs are
bound to surface. Also, the original design of the interface might not always be the
most efficient, and it is better to allow for evolutionary design over time. To accommodate for this, we built a preliminary version of MediaTable which we tested during
several design cycles with different groups of users. This yielded a basic set of recommendations for the table and bucket interface. At a later stage we set up a bug
reporting tool, and gave a group of 24 computer science students access to the tool
to help them solve a multimedia datamining project as part of a lab course. During
this course we listened to all the suggestions and bug reports, providing incremental
releases of MediaTable solving outstanding issues.

2.4. Evaluation

2.4.2
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MediaTable Usage Evaluation

To measure how the various components in MediaTable were used, we performed two
evaluations using two different video datasets, and one flickr image set. Each of these
evaluations follow a similar strategy. First the users are introduced to MediaTable, next
they are given a sample analysis task, which consists of a categorization problem to be
applied to the collection. They next get a limited amount of time to try to solve this
categorization problem. After this, the users are given time to ask questions about the
system, followed by up to five categorization tasks. During each of these we log all
user actions, as well as the achieved categorization results.

2.4.3

Evaluation using home-video

We performed an evaluation of MediaTable with a team of 5 digital forensic experts,
who design large scale forensic image categorization software that is used by several
police forces in The Netherlands. For this experiment we used a collection of 200
hours of home video recordings from various people, together with various television
recordings. The Point Cloud Viewer was not available to the users. We provided a series of 21 generic semantic concepts based on automated video analysis as metadata to
this collection. After allowing the users to get familiar with the system we asked them
to perform two categorization problems specifically aimed at allowing the users to find
and use relations between concepts in order to solve the problem. Results indicate that
explicitly visualizing a series of at-first unrelated concepts in a table allows users to
find concept relations interactively, which they then use to help categorize the collection. Furthermore, all users showed a usage pattern similar to the described bucket
based categorization workflow of the previous section. First, they explore the top set
of results found by individual concepts. They start categorizing when they find a set
of results which resembles shots they expected to find for the task. Due to limitations
of this early prototype further examination of results is limited. The participants did
however show enthusiasm about the possible ways in which MediaTable allowed interaction with video collections, and how this could help explore and categorize large
video collections.

2.4.4

Evaluation using broadcast video

To provide insight into individual component usage we set up an experiment using 24
participants, divided into 12 teams of 2 participants. Though MediaTable is in essence
a multi category categorization tool, we expected to gain most insight by keeping the
tasks relatively simple, and therefore chose to evaluate using only binary categorization
tasks. Because we wanted to measure bucket usage we did however not limit this: users
were free to use as many buckets for storing intermediate results as they saw fit, and
they were instructed to do this if they found it beneficial for the task.
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Figure 2.4: The MediaTable table sorted on “cityscape” in the 200 hour home-video
collection. The visualization shows a correlation between cityscape and mountain, and
to a lesser extent also to “street”, “boats and ships” and “black and white”.

Each participant was asked to perform 4 categorization tasks, with the other team
member present to help or guide. See figure 2.5 for the list of tasks. We used a dataset
of 200 hours of video, split into 35766 individual shots, with 57 associated metadata
columns with semantic annotations ranging from wildlife to face to people marching,
all automatically extracted based on content analysis.
All 12 teams started the same task simultaneously, and each task was stopped after
exactly 5 minutes. To ensure active and serious participation throughout the entire task
we introduced a game element, similar to the VideOlympics [60], by projecting the
resulting categorization of each team in real time on a large projection screen during
the task itself. The participants were allowed to use the table, grid and point cloud
viewer interfaces in conjunction with the bucket interface to store the categorization.
For these difficult search tasks and the very limited timeframe of 5 minutes the
participants were still able to find a significant portion of the available results, see
figure 2.5, showing the effectiveness of the interface. Note that we let users decide for
themselves if they needed extra buckets. We highlight results for task 7 from figure 2.5
in more detail. Here, three subjects used grid and table based browsing alone, and
did not need any other buckets to store intermediate information. Nine subjects did
use other buckets, and on average achieved 123% more relevant results. To get an
understanding of how the other elements of the MediaTable, namely the point cloud
viewer and the grid were used, we further highlight the detailed results from three
subjects (see figure 2.6). Subject 5 shows a typical pattern of a user that does not use
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Task
1
2
3
4
5
6
7
8

Description
Mark people with mostly trees
and plants, no buildings
People playing with children
Piece(s) of paper with writing
Food and/or drinks on a table
Interviewed woman talking to
the camera
A geographical map
People with a waterbody visible
Face filling more than half of the
frame

Avail.
454

Single
7: 80 ± 36

Multiple
5: 40 ± 23

Result
single, yes

210
634
94
429

5: 20 ± 11
6: 156 ± 144
7: 19 ± 16
5: 55 ± 41

7: 31 ± 36
6: 102 ± 82
5: 24 ± 5
7: 71 ± 63

multiple, yes
single, equal
single, no
multiple, yes

154
274
963

7: 68 ± 20
3: 44 ± 26
3: 155 ± 55

5: 54 ± 43
9: 98 ± 35
9: 96 ± 45

single, yes
multiple, yes
multiple, no

Figure 2.5: Description of the given categorization tasks on broadcast video, together
with high-level results per task. The column ”Available” indicates how many relevant
items were found in total in the collection by all students. Single indicates the number
of users that used only one bucket, how many results they found on average, and its
standard deviation. Multiple indicates the number of users that used multiple buckets
for this task, how many results they found on average, and its standard deviation. The
last column indicates what most users used for this task: just a single bucket or multiple
buckets, and whether this choice was the one that yielded the most results.

other buckets or other visualizations. After 5 minutes the user retrieves 48 relevant
results. Subjects 7 and 8 show a more advanced usage pattern. Both subjects use the
point cloud viewer to seed an initial bucket with results, and then browse through the
results of this bucket alone using the grid (subject 8) or both table and grid (subject
7) to find results in only this subset. Subject 7 used other buckets but used them only
when results had a high chance of being relevant. This took a lot of time and after
5 minutes only 59 relevant results were found. Subject 8 chose to explicitly fill the
bucket with 1251 results, and then search through those results only. Though only
approximately 15% of the green temporary bucket was relevant this strategy decreased
the number of items to search through by such an amount that the remaining time was
enough to gather 130 relevant results. Anyhow, figure 2.6 shows that different people
use different strategies to categorize items, and that MediaTable can be used in a variety
of ways.
If we look at overall results for all tasks we see a similar pattern: four categorization tasks showed most subjects using multiple buckets to answer the task, and those
who did found on average 58% more relevant results. Results of the four other categorization tasks indicate that users using single buckets obtained on average 38% more
relevant results than those using extra buckets. In these cases we observed that most of
the users used only a single, task-suited metadata column to perform categorization for
these tasks, such as using ”Face” for task 8, and that they did not need other buckets
because of this. When users however did use multiple buckets we saw more advanced
segmentation patterns occur, similar to those in figure 2.6, with users first segmenting

24

Chapter 2. MediaTable: Interactive Categorization of Multimedia Collections

Figure 2.6: Highlighted results from subjects 5, 7 and 8 during one of the home video
evaluation tasks. Each graph shows the number of gathered results for each bin over
time. The green and blue color indicates usage of temporary buckets. The black graph
indicate the results that subjects submitted as ”final and positive” for the given categorization task. Below each graph is a bar indicating which visualization the subjects
were using at each given time, with green: table; blue: grid; and red: point cloud. The
graph has been annotated to show what users did at each point in time.
the dataset into smaller task-suited chunks, and then selecting relevant items from the
most relevant chunk only. Overall results indicate that bucket based browsing yields
an advantage for multimedia categorization tasks.

2.5

Conclusion

Categorizing large multimedia collections is difficult as available metadata often does
not reflect the actual content. Automatic content analysis helps, but is still often inaccurate. In this paper we define a set of requirements for such a categorization system,
and we introduced MediaTable, an application that integrates visual inspection of multimedia, metadata and results from content-based retrieval techniques.
The use of a table gives a 2D dimensional organization of media items and attributes, and allows for various types of rankings based on queries into the collection
using either metadata or data based on automatic content analysis algorithms. Sorting and filtering techniques next allow users to order the collection based on these
queries. The overview provided by the table allows users to efficiently see correlations
between different metadata together with the actual image or video content. By selecting two columns users get an image based scatter plot of relations between columns.
An overview pane helps the user in understanding how the current user specified cat-
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egorization divides the total collection. The bucket list interface provides an easy to
access metaphor for performing the categorization task itself, by selecting sets of results and placing them into virtual buckets. Also, the buckets provide insight in how
much of the collection has been inspected by the user.
We performed several experiments to evaluate this interface, and used the results
of the first experiments to improve the interface. First, an initial experiment with a
group of forensic experts indicated that the table metaphor allowed them to understand
how the system should work with relatively little training, and the users were able to
find correlations between concepts in the datasets. Second, an experiment with 24
science students provided insight into the use of buckets as a categorization tool in a
more controlled environment. Results indicate 58% more relevant results were found
by subjects using multiple buckets. Furthermore, results show that detail visualizations
such as the point cloud viewer and grid detail allowed users to find advanced segmentation patterns where they first quickly segmented the collection into relevant chunks
of results, based on the task, and then selected relevant items from there. Hence, we
believe that the integration of multimedia collections and retrieval techniques within
a singular table interface together with bucket based categorization can significantly
speed up the process of multimedia categorization.
MediaTable allows users to search through a collection without loosing the connection to the dataset. Results of multiple content analysis algorithms can be shown
simultaneously, which aids in seeing patterns in the data. The bucket lists provide a
summary of the search process up to now, give users a temporary working memory,
and provide a means for users to classify results without loosing the context of the
original collection. Our future work includes further investigation of emergent user
segmentation patterns, and investigation into MediaTable automation based on relevance feedback from user interaction.
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Chapter 3

Active Bucket Categorization for High Recall
Video Retrieval

There are large amounts of digital video available. Most of these videos remain unannotated. This hampers high recall retrieval where it is not sufficient to just find some
good results in the top ranked list.
To aid with high recall retrieval we propose Active Bucket Categorization, a multicategory interactive learning strategy which extends MediaTable [14], our multimedia
categorization tool. MediaTable allows users to place videos into buckets: user assigned subsets of the collection. Our Active Bucket Categorization approach augments
this by unobtrusively expanding these buckets with related footage from the whole
collection. In this paper, we propose an architecture for active bucket based video
retrieval, evaluate two different learning strategies, and show its use in video retrieval
with an evaluation using 3 groups of non-expert users. One baseline group uses all categorization features of MediaTable such as sorting and filtering on concepts and fast grid
preview, but no on-line learning mechanisms. One group uses only on-demand passive
buckets. The last group uses fully automatic active buckets which autonomously add
content to buckets. Results indicate a significant increase in the number of relevant
items found for the two groups of users using bucket expansions, thereby aiding high
recall video retrieval significantly.
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Introduction

In recent years the size of digital video collections containing for example home videos,
surveillance footage, broadcast data or social science data, is growing at a staggering
rate. In all these cases limited metadata are stored or available at the time of capture.
For effective retrieval, manual labeling and categorization is required. Due to the large
volumes this cannot be done at detailed granularity. Labels are limited to video or collection level, typically a title or short description of contents. Searching for specific
items through these collections is difficult.
With limited metadata it is often still possible to get results with reasonable precision. Traditional search engines, such as Google or Bing, focus on providing such high
precision, with the most relevant results returned first. This often goes at the expense
of high recall: finding all relevant results in a collection. In applications where high
recall is required, like in forensic or scientific studies, the level of recall obtained by
traditional search engines is not enough. For high recall retrieval, we either need all
entries in the collection to have detailed metadata, or a search engine that can cope
with this lack of metadata.
To allow high recall retrieval of items in video collections on any granularity scale
we need metadata at video level, shot level, and frame or event level. Adding this
information manually by tagging by a single person is often not feasible. Providing
interfaces that allow for collaborative tagging helps, because this allows many users
to add metadata on the same collection. For example Flickr [16] and YouTube [77]
allow users to not only tag their own material, but also content uploaded by others,
which in turn enriches the entire collection. This works well for popular video content.
However, not all types of content can be processed like this. For example, annotations
on home video collections are usually only wanted and needed by the owner of the
material. Security camera footage or video captured during a forensic investigation
cannot be annotated online at all, because of privacy and confidentiality considerations.
As a result, many collections do not have sufficient metadata to allow effective high
recall retrieval.
If we assume that there will not be a complete metadata description of all items in
a collection, we need alternative means for high recall retrieval. For this, we look at
content based video retrieval techniques, which allow the user to find items based on
their (visual) content alone.

3.1.1

Video Content Analysis

In the early years content analysis was based on low level feature comparisons, and
many of these systems required specialized forms of input from the user [55]. Examples include drawing sketches or providing example images. This is not always
possible or practical. Moreover the low-level visual feature representation used for
querying often does not correspond to the users intent, a problem known as the semantic gap [55]. Several solutions have been proposed and examined in recent literature to
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try to solve this problem [59].
In recent years generic concept detection strategies have emerged [13, 15, 34, 42,
62, 71] which allow for automatic labeling of people, objects, settings or events within
video content, albeit with varying performance. These methods first segment videos
into individual shots: fragments of video from a single camera capture. These shots
are then analyzed individually and low level visual features are extracted. Next, a
supervised machine learning algorithm determines the presence of a certain semantic
concept based on these low level extracted visual features. This yields value scores
between 0 and 1 indicating a system’s view on the presence or absence of semantic
concepts, such as “outdoor”, “face”, or “building”, for each shot in the collection.
Combined, the output of several semantic concept detectors yields an enriched set of
metadata that can be used to yield a ranking of individual shots.
Unfortunately, semantic concept extraction algorithms are not perfect. Furthermore, combining the output of several detectors to form a complex query yields even
worse performance. To improve the quality, results need to be verified. Therefore, an
interactive video retrieval interface is essential.

3.1.2

Video Retrieval Interfaces

We highlight a few methods which display ranked results. These methods fall into two
categories. First, systems optimizing the visual appearance to allow users to see related
and relevant videos faster. Second, systems which optimize the efficiency of judging
relevant items.
In the first category Zavesky et al. [79] and Cao et al. [6] place query results in
a structured grid, re-ordering the specific location of images in the grid so that they
are optimized for fast recognition of similar results or categories. The MediaTable
system [14] displays 20-50 ranked concept results in a table at the same time. Alternatively, results can also be organized on video story level. Christel et al. [11] display
results using a storyboard. The FXPal MediaMagic system [1] allows story level search
and displays results in a grid layout with individual image sizes varied to indicate relevance to the query. De Rooij et al. [15] show several navigational options inside a
story.
The second category includes methods that improve the speed in which users can
determine whether results are valid. For example the Extreme Video Retrieval system [22] uses rapid serial visual presentation to allow fast judgment of retrieval results,
and the Vision Go system [36] allows rapid tagging of 3 items at once. MediaTable [14]
employs several visualizations in which items can be categorized quickly.
All these methods provide the means to select relevant items quickly and provide
good starting points for learning from those interactions.
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Learning algorithms to aid during retrieval

The previous section looks at the user interface side. On the computational side we
also see solutions emerge. For example, video retrieval systems can employ relevance
feedback methods to iteratively increase the quality of user retrieved results. At each
iteration, the system decides which items the user needs to see and verify. For example [9] uses a Support Vector Machine [7], selecting the elements closest to the
boundary between relevant and non-relevant items, because these are the most uncertain elements. Goh et al. [18] propose different sampling strategies for different
types of search needs. The system in [36] uses a background recommender system
that chooses between several types of sampling strategies based on user responses.
This choice alters the method in which the relevance feedback system obtains results,
which ultimately changes the stream of results that the user labels. All of the above
systems use these algorithms to add functionality to their interfaces, enabling users to
find results more effectively.
A downside of such techniques is that they often are on-demand features. Users
explicitly invoke the algorithm which then produces new potentially relevant items.
This act of requesting leads the user to expect something of the answer: if you ask
something explicitly you want to get a good answer. Furthermore, since users are now
actively waiting for the results, the processing needs to be instantaneous. This limits
the amount of items that can be processed. Typically only a reranking of the top-N
items is possible.

3.1.4

Our proposed solution for high recall retrieval

To provide users with a system for high recall video retrieval we need to overcome
the limitations of the search interfaces and learning engines. In this paper, we propose
Active Bucket Categorization, a method and framework for high recall video retrieval.
This method combines state of the art video analysis algorithms with an easy to use
user interface build upon MediaTable.
Using the MediaTable interface, users sort and categorize parts of videos from the
collection into buckets, a metaphor for a set. These buckets are user defined, and
can contain anything the user wants to categorize or retrieve. A learning algorithm
then takes the current contents of individual buckets, and extends these by looking
for related footage in the entire collection. All this is done unobtrusively and in the
background. The categorization ends when all footage in the collection is placed into
buckets.
This paper is organized as follows. In section 3.2 we present this method, and
we experimentally validate the method in section 3.3, followed by a conclusion in
section 3.4.
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3.2

Active Buckets

In this section we describe a complete framework consisting of several components,
all focused on processing buckets of multimedia items. We first introduce what these
buckets are, and then elaborate on our active bucket categorization method.

3.2.1

Bucket based categorization

Video retrieval is defined as the act of finding relevant items specific to a search query
for a given collection of video fragments X, where:
X = {x1 , ....., xn }
We consider each element xn in the collection as being composed of 3 elements:
the original video fragment, its accompanying metadata such as filenames, user tags
and titles, and computer generated concept descriptors indicating presence/absence of
semantic concepts. As both accompanying metadata and concept descriptors will be
used in a similar way in the system later, we will refer to them simply as metadata.
As indicated, when considering video retrieval we should make a clear distinction
between retrieval aiming at precision and retrieval aiming at high recall. High precision is what most current search engines are optimized for, finding a ranking of the
collection such that there are as many relevant results as possible in the top N results.
In contrast, high recall targets much larger parts of the collection. In fact, high recall
retrieval can be viewed as a categorization process, marking the boundary between all
items R which conform to a user posed query, and all items ¬R which don’t:
R = {x1 , ..., xr }
¬R = {xr+1 , ..., xn }
To aid in making this distinction, our bucket based categorization approach has two
underlying principles. First, we focus on minimizing the search space of results, instead of finding all results at once. This is done by iteratively selecting easy-to-discard
subsets from the collection. Second, each subset found is expanded automatically using a binary active learning strategy.
For later understanding, let us consider the retrieval task from the data point of
view. When there is a semantic concept available as metadata which is directly related
to the search query we have a good starting point. Depending on whether the concept
relates to data that shares visually similar characteristics or not defines whether from
this initial starting point the search is easy (one cluster in feature space) or difficult
(various clusters in feature space). When there is no directly related metadata we can
still find results indirectly if the data is visually similar, but it is very difficult otherwise.
This brings us to the four types of retrieval tasks:
A metadata available, visually similar
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B no direct metadata, visually similar
C metadata available, visually diverse
D no direct metadata, visually diverse

The basis for our categorization approach is formed by MediaTable [14]. MediaTable provides different views on a collection, with a spreadsheet-like table interface,
showing the entire collection. This table shows a shot of video material per row, together with a preview image, and all associated metadata such as titles, descriptions
but also confidence scores for individual detected semantic concepts. On top of this,
several visualization techniques enhance the effectiveness of MediaTable for video categorization and video retrieval. Basic user interactions are defined by sort and select
operations. First, users sort the table, and thereby the collection, on any of its columns.
Secondly, they select rows from the sorted results by visually examining the associated
shots, and place these in a bucket. The process of iteratively selecting, sorting and
placing items in buckets yields effective categorization.
The bucket list B is the set of buckets containing items from the multimedia collection. The user can view the content of the buckets and categorize it further and
place it in other buckets. We make a distinction between system buckets and user defined buckets. System buckets will automatically update their contents, whereas user
defined buckets are to be filled by the user. To be precise, we have:
B = Bsystem ∪ Buser
Buser = {B1 , ....., BN }
Bsystem = {Beverything , Bunknown , Bseen , Bselected }
Where:
• Beverything : a bucket that contains all media items in the collection;
• Bunknown : a bucket that contains all media items in the collection which haven’t
been categorized yet;
• Bseen : a bucket that contains all media items that have ever been shown to the
user;
• Bselected : a bucket that contains the current selection;
Initially, all elements of the collection are placed in the Beverything and Bunknown
buckets. Categorization is done by moving items from Bunknown into any user bucket
B1 ..BN , which in a system would typically be done by selecting elements in some visualization and then select a bucket through a keyboard shortcut, pop-up bucket menu,
or by dragging it to a bucket. As soon as Bunknown = ∅ all elements are placed in
buckets, and the categorization is complete. Note that system buckets are handled by
the system based on the interactions users have with the interface. See figure 3.1 to see
how bucket based retrieval is different from traditional video retrieval.
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System overview

Active buckets define a method allowing the computer to suggest new relevant items for
any bucket, based on the contents of that bucket. These suggestions are based on lowlevel visual feature characteristics of individual items placed inside a bucket, and those
that are currently not inside. Active buckets leverage anything the user has categorized,
i.e. anything placed in one of the user buckets. This differs from traditional search
systems with embedded learning or relevance feedback components. These often only
find materials related to the user query specified. The idea behind active buckets is not
to do just that, but optimize every bucket the user is using. For binary classification
problems where there is typically a ”relevant” and a ”non-relevant” bucket this allows
users to discard non-relevant results quicker, because once they have been placed in
the non-relevant bucket they will not appear as candidates during a search for relevant
items. This allows the user to reduce the search space faster.
The primary components of active buckets, and the main contribution of this paper, are shown in figure 3.2. The active buckets extend MediaTable by unobtrusively
observing changes in user selections. Based on this the active bucket engine decides
which bucket is the most prominent candidate to extend with more suggestions. This
bucket is then passed through to a sampling and learning engine which selects items
from several buckets and uses these to first dynamically train a new model on the
whole dataset, and then return any new suggestions to the user. We discuss each of
these components in more detail in the following sections.

3.2.3

Active bucket algorithm

The active bucket algorithm continuously monitors user interactions with the user
buckets Buser . As soon as the user interacts with any bucket, either by placing items
into the bucket, or removing items from the bucket, this bucket is added to a bucket
processing queue. Each time the learning engine is ready for another cycle, one of
these buckets is promoted and removed from the queue based on the time of their last
alteration. The next bucket to be processed is therefore always the bucket with the most
recent user updates. The system buckets Bsystem cannot be placed into the queue.
Besides automated active bucket expansions the active bucket engine also allows
for passive bucket expansions. In this case a user can manually and immediately request an update based on the contents of any bucket, at the cost of waiting for the
results. When this happens the automated bucket expansion queue is interrupted, and
the chosen bucket is immediately sent to the sampling engine. The system waits for
the results to be available, and shows these to the user in their current visualization.
Based on the suggestions obtained from either active or passive bucket expansion,
the user is given a set of new possibly relevant results, and is given the option to add
these to existing buckets. See figure 3.3 for a screenshot of how this is embedded
within MediaTable.
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Figure 3.1: Traditional single-category search vs our active bucket based retrieval approach. This

figure shows how the collection could be iteratively split into buckets, shown here as color coded bars.
The approach depicted on the left uses traditional search. The approach depicted in the center uses
buckets to aid in splitting the collection into known-but-irrelevant parts to speed up retrieval. The
rightmost approach adds active buckets, which aids in reducing the search space as quickly as possible.
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+ manual bucket suggestions

+ automated bucket suggestions
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user n

request related
results for bucket

queue bucket for
automated
suggestions
new items found

on bucket update

sample unrelated from
other buckets or
collection

Train new model

Active Bucket Engine

Scan for new
results, notify user

Select bucket from
queue

Return ranking
based on new
model
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3.2. Active Buckets

Sort & Select

Figure 3.2: An overview of active bucket based categorization. The graph is divided into user actions,
and system actions resulting from this. MediaTable provides options for sorting on any type of metadata
in the collection, selecting results using the sort result using various visualizations, and adding these to
buckets. The Active Bucket Engine monitors the buckets for changes, and processes these one by one in
the background, alerting the user when interesting results are found. To keep the user in control the user
may also manually trigger passive bucket expansion which requests related results for a specific bucket
and shows these.
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Figure 3.3: An overview of the MediaTable interface, currently showing approximately 40 out of
36000 shots, which totals approximately 200 hours of video. Each filled cell indicates the estimated
presence or absence for each particular detected concept in each video shot. The colors in the table and
in the overview on the right indicate in which bucket(s) each particular shot is currently categorized.
The bucket list shows the current categorization. The active buckets here form only a minor detail in
this interface, just a number and a button at the top of each bucket when new results are available. The
impact however is large as this allows users to iteratively refine and extend the contents of each bucket.
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3.2.4

Sampling and Learning

The sampling engine selects samples from subsets of the collection, based on the current contents of the user defined buckets. In order to use the bucket list to the fullest,
users are encouraged to split difficult queries into simpler ones. By dividing any concept into several subconcepts, with each subconcept having higher visual similarity, the
content becomes visually more coherent, thus on-line learning will be more successful.
The union of the results provides the final answer.
As an example, consider the query ”vehicle visible”. There are many types of vehicles, which are visually distinctive from each other. By creating buckets for ”cars”,
”bicycles” and ”buses”, and categorizing the collection into these subsets we get buckets for which the contents is visually more related, and bucket expansion will improve.
Next to splitting queries into subclasses, categorizing that which is obviously irrelevant is also useful, as this reduces the search space for the learning engine. When
active bucket learning is triggered the sampling engine takes the contents of bucket BQ
as positive examples, and a random subset of the Beverything bucket is taken as unrelated. Because there usually are significantly less relevant items than there are items
in total there is a low probability that this subset contains items relevant to the selected
bucket. Note that we could take the explicitly defined non-relevant as negative examples, but in many cases these would not form a representative sample of the whole
collection.
For our approach we shall see the learning algorithm as a ”black box”, which can be
interchanged by other learning algorithms depending on the chosen dataset or available
compute power. As such, we assume no knowledge of the underlying visual features
of each item in the collection, and intelligent sampling of buckets is not possible. If
the descriptors are known, better sampling strategies can be selected which yield up to
50% error reduction [74], but such techniques are classifier dependent.
To keep speed of processing within the requirements of the active buckets algorithm, a sample ρ of BQ is taken to ensure that only a limited number of items is being
used:
i+ = ρl (BQ )
i− = ρl (Beverything )
with i+ and i− denoting the selected sets of positive and negative samples, and l
being the limit on samples taken.
Next, we use a learning algorithm to train a model for these specific sets. This
model is then applied to the collection to obtain a re-ranking of the whole collection,
together with confidence scores for each item. The scoring function is defined here as:
Sa,b (x) ∈ [0, 1]
corresponding to a model trained on a relevant set of examples a and irrelevant
examples b. The score function gives a measure for the estimated presence/absence of
a concept in video fragment x.
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These shots and their scores are then sent back to the active bucket engine, where
the list is first pruned for any shots already categorized. Next, the similarity score for
each item as obtained from the learning engine is compared to a preset threshold t.
Thus, the set of additional potentially relevant elements Ri is given by:
Ri = {x ∈ X|Si+,i− (x) ≥ t}
Elements in Ri are marked as candidate results for bucket Bi , which flags them as
”new and relevant” in the interface. The user is then notified with a visual marker at
the top of the processed bucket, indicating the number of new candidates found.

3.3
3.3.1

Evaluation
Dataset and tasks

To provide insight into whether bucket expansions yield a benefit for users we set up
an experiment using 21 non-expert participants. We used a dataset of 200 hours of
video provided by TRECVID [54], split into 35766 individual shots, with 57 associated metadata aspects containing semantic annotations ranging from wildlife to face
to people marching, all automatically extracted using the MediaMill Semantic Video
Search Engine content analysis framework [58].
Based on the four types of retrieval tasks as specified in section 3.2, we defined 4
interactive search tasks, see figure 3.4 for an overview. Note, we skipped type A, since
this type can also be easily performed using existing high precision search engines.
Each participant was asked to perform all these 4 search tasks on one variant of the
system. The tasks are specified such that we have one task where the ground truth
results contains visually similar items (1), two tasks with items that are somewhat
more visually diverse but have a good entry point within the collection by use of a
specific concept detector (2 and 3), and one task which normally can only be found by
expert users (4).

3.3.2

Learning algorithms

As indicated, in our implementation, we keep the specific learning algorithm a ”black
box”. However, a core consideration for the choice of algorithm is its processing time.
Processing does not have to be interactive, e.g. less than two seconds, since the user is
not actively waiting for results, but the longer the process takes the higher the chance
that the user will no longer be interested in additional results. Furthermore, because
the user is not actively waiting for results he will not expect any, and high precision
for any iterative loop is not crucial. So we consider two methods, one expensive but
accurate, one simple and fast but less accurate.
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Task 1: Find pictures of “Job Cohen”

Only 3 clusters: full frontal face, 2 people, and table of people.
Type B - specific visual example.
Task 2: Find boats or ships

Much variety: top-down, closeup, inside boats, with horizon.
Type C - generic visually diverse w/ concept “boatship”.
Task 3: Find closeups of hands

Extremely high variety of results, both closeup and further away.
Type C - generic visually diverse w/ concept “hands”.
Task 4: B/W pictures of airplanes

In sky and on ground, mostly from war documentaries, bad quality, many angles.
Type D - generic visually diverse, no direct concept match.

Figure 3.4: The four tasks for the interactive user experiment, together with a few
typical examples of relevant shots within the collection and a description of the total
set.
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As a fast method we use a Nearest Mean Classifier which takes the mean position
of elements in BQ , and takes the distance from that point to the rest of the collection.
This is then ranked, and the resulting ranking is returned to the user. If we use a
pre-computed matrix of inter-shot distances this can be done on the fly on a single
machine with typical speeds of less than 0.5 seconds on the dataset specified above.
This algorithm does not take negative examples into account. When the set of relevant
items is visually diverse, we expect the algorithm to have limited accuracy.
A more expensive method is the Support Vector Machine learner. This learner
uses the relevant and irrelevant examples to train a Support Vector Machine model [7],
using the procedure as described in [58] on 4000 dimensional feature vectors. Such
techniques are often used for active learning or relevance feedback systems within
the Content Based Image Retrieval domain [9, 12, 19, 67]. One of the major noted
downsides of using standard SVMs in interactive learning systems is its lack of speed
or scalability [12, 19, 67]. Because speed is essential here, we follow [58] and have
adapted the SVM kernel to use the same pre-computed kernel matrix of inter-shot
distances as with the Nearest Mean classifier, but now kept in the distributed memory
of the cluster. This allows new models to be trained at near interactive speeds. A
typical training run, a model with 200 examples (l = 100) and applying it to the whole
dataset specified above, takes about 2 to 6 seconds. Based on the worst case learning
time, we estimate an upper limit of 10 bucket updates per minute, though in practice
we noticed users averaging between 4 to 6 bucket updates per minute, mostly because
the bucket queue was sometimes empty.

3.3.3

Algorithm Comparison

We compared the SVM kernel and the Nearest Mean classifier using automated evaluation based on available ground truth for the dataset. We are interested in seeing how
many new relevant results each learner can find given a preset number of relevant items
for a specific search task. We define ”new” here as the number of items which the user
has not previously categorized as relevant, and which are easily accessible to the user
in the interface. We have set up the following experiment on a set of search topics
based on TRECVID [54]:
loop T through each search topic:
let N loop through 2,5,10,15,20,25:
repeat 10 times:
take N random relevant items for T
submit these to both engines
rank results
compute # of relevant items in top K
average results for T,N combination
For our experiment we set K = 50 as the number of items a user would review
in a glance, typically this is one or two screenfulls of items. We show results of this
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experiment in figure 3.5. Results indicate that when more relevant items are submitted,
SVM will consistently obtain more new relevant items. However, the Nearest Mean
classifier does allow the user to find new results, so the user does not get stuck during
search. We also observe that when only a limited number of relevant items is available,
both engines vary hugely in result quality. For the active bucket engine this does not
matter, since this processing was done in the background without knowledge of the
user. If there are new relevant results the user will select them, if there aren’t, there
isn’t much harm done.
For the following interactive user experiments we use the SVM kernel because of
its better results. To keep response times at interactive levels we needed a small cluster
to provide 16GB of memory in total. For automatic active buckets we determined
the notification threshold as defined in section 3.2.4 by analyzing results at various
thresholds, and set this at t = 0.8 for the user experiments.

3.3.4

Interactive Experiment setup

We split the users randomly into 3 groups. Each group worked with a different variant
of the system, specified as follows: (see figure 3.2)
• Baseline: this system did not include any form of bucket expansions. All categorization had to be performed by manually placing relevant shots into the result
bucket.
• Passive bucket expansion: this variant did allow users to manually initiate
bucket expansions on any bucket, but did not have any automation suggesting
other possibly relevant expansions.
• Automated bucket expansion: for this variant the entire active bucket engine
was enabled but without the ability to manually initiate bucket expansions. The
system notified the users when new potentially relevant fragments were available
for any bucket. Users were free to use these as they saw fit or simply ignore them.
In order to measure the benefit of active buckets for users, we measured user interactions for one search task over a period of 5 minutes. We asked users to select only
results relevant to the task, and place these in user defined buckets. We verified this
after each experiment, and filtered out erroneous results. Our evaluation criterium was
to measure the number of correct items placed in the buckets as a function of time.
During this process, the history of each shot was tracked: when and where was it first
seen, when was it placed in a bucket, etc. This gives us an indication of how users
found the results. By then aggregating this for all users and showing this over time
for the various system variants we can determine how active buckets influenced this
procedure.
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Figure 3.5: Boxplot results of the learning algorithm experiment. Each graph shows the average
number of results found given a specific number of example images for a variety of topics. The input
images were chosen randomly, and each experiment was repeated 10 times. Results indicate that a
larger number of input images yield a more consistent number of new relevant images for the SVM
kernel, and topics which contain visually related materials (marked with a V) usually yield more new
relevant items for both engines.
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Task 1

Task 2

Task 3

Task 4

• Task 1: For topics with a high visual similarity we find a clear and definite advantage for
users using active buckets: most of the users were able to select available results in one
go, which cause most of the vertical jumps in figure 3.7. This shows a typical pattern
for retrieval of clusters with high visual similarity: as soon as a few visual examples are
found, the active bucket strategy provides the rest of the cluster.
• Task 2: Active buckets allow users to find more results at once, but on average the
same amount of total results. For both task 2 and 3 there was a direct link to a concept
possible, which aided the users using no bucket expansions.
• Task 3: Clear difference between manually triggered passive bucket expansions and
automatic expansions. Automated bucket expansions on average found a much lower
number of shots at once. However, on average they did find more shots than users using
manual bucket expansions.
• Task 4: When there is no clear starting point active buckets show a clear benefit. Users
without bucket expansions needed to manually combine and filter from two different
concepts, black and white and airplane. Users using fully automated bucket expansions
had the most gain here, they only got notified when the system found relevant results
whereas some passive bucket expansion users made a couple of wrong guesses about
what to expand.

Figure 3.6: Description of tasks together with their results. Each dot indicates the
number of found results versus the steepest increase with which users were able to
find these results. Blue indicates users using no bucket expansion techniques. Green
indicates users that have fully automated bucket expansions, and red indicates users
that were able to use passive bucket expansions. We have highlighted areas of interest
with ellipses.
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1
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4

user
manual bucket expansions

baseline: no bucket expansions
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when computer
started bucket
expansions

automatic bucket expansions

normalized user activity
(keyboard + mouse)

# of found
results over time
total # of user actions

total # of found results

sudden fast increases
gradual addition of results
no results found after 82
interactions over 5 minutes (with 3 bucket expansions) (with many bucket expansions)

Figure 3.7: Plot of all individual results from the experiment above. Each graph shows how many
results were selected (on a scale 0..80) during the entire task (0..5 minutes). Each row indicates all
results for a single task. Each column indicates all tasks for a single user, ordered by the average
number of results found. The color of a graph indicates which variant of the system the user used. The
grey part in each graph shows amount of user activity during each task, and the small stripes on top
of each graph indicate when bucket expansions occurred. This graph shows that users using bucket
expansions find more results than users without. Also, users using automatic bucket expansions on
average find more than users with only passive bucket expansions, and are more consistent with the
number of items found.
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Interactive Experiment Results

We have summarized all results in figure 3.6, which plots the number of results found
together with its steepest increase in number of results found, a measure which summarizes whether sudden increases in number of results found occurred during the search
process. Figure 3.7 shows these results in more detail, and figure 3.8 shows a numerical summary. If we look at the results from figure 3.7, we see three distinctly different
types of result gathering:
• No results found. Appearing in the graph as a horizontal line. This is seen
for many users without any bucket expansions, and some users using passive
buckets. This indicates that users were unable to find any results during the task.
• Gradual addition of results. Appearing in the graph as approximately straight
lines which have an upward slope. This is mostly seen for users using automated
active buckets. This indicates a steady increase of relevant results over time.
• Sudden fast increases in results found. Seen as vertical jumps in the graphs,
which are visible at many users using passive bucket expansions, and some using
active buckets. This pattern typically occurs when users were able to find sets of
50-60 relevant results at a time. This pattern occurs most often in task 1, which
had a series of highly similar results.
The graphs indicate that more results are retrieved when any form of bucket expansion was available: most of the red and green graphs are to the right in the sorted
list.
When looking at individual users, i.e. the columns, we see a number of patterns.
Users which had no active buckets (the blue entries in the graphs of figure 3.7)
generally tended to retrieve fewer or no results, showing horizontal lines (users 0 and
1) and slope patterns, including a few jumpy slope patterns (users 9 and 10), indicating
users selecting whole subsets at once. Note that all users in this experiment were
non-expert users, with limited experience in performing video retrieval tasks, so being
unable to find anything in a five minute time frame is not uncommon.
We also measured the number of user interactions during each completed task.
Each mouse click, keyboard press, drag select, or continuous mouse scroll wheel action
counts as one action. Figure 3.9 shows the average number of actions for each task per
system type, and figure 3.6 shows the individual scores per user. We found that users
with fully automated bucket expansions were able to do the most actions during each
task, 177 actions/task on average. This also explains the upward slope in the graphs
of figure 3.7: users continuously added new relevant items, which in turn allowed the
algorithm to find more relevant items. Users with passive bucket expansions performed
the least amount of actions in 5 minutes, 134 actions on average. Though the system
allowed the users to continue looking for results after starting bucket expansions, we
found that most of them choose to do nothing during that time, and wait for the results.
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Furthermore, these users tended to use drag selects more often to select all relevant
results of a bucket expansion at once.
Task
1
2
3
4
Average
Participants

Baseline
13 ± 7
24 ± 14
27 ± 24
13 ± 8
20 ± 16
8

Manual
Automatic
36 ± 19 * 46 ± 8 * ◦
23 ± 19
32 ± 8 * ◦
31 ± 18
53 ± 18 * ◦
19 ± 7 * 28 ± 5 * ◦
27 ± 18 * 40 ± 15 * ◦
7
6

Figure 3.8: Average number of items found together with its standard deviation for
each task for each of the 3 system variants; no active buckets, passive bucket expansion
and automated bucket expansion. * = statistically significant change at p = 0.01
with Welch’s t-test compared to the baseline, ◦ = statistically significant compared to
passive buckets

Task
1
2
3
4
Average

Baseline Passive
Automatic
181 ± 68 171 ± 59 115 ± 49
143 ± 42 125 ± 45 143 ± 50
139 ± 42 113 ± 36 225 ± 33
151 ± 65 127 ± 57 227 ± 66
154 ± 58 134 ± 55 177 ± 71

Figure 3.9: Average number of user actions (keyboard presses + mouse clicks) for
each task of the 3 system variants; no active buckets, passive bucket expansion and
automated bucket expansion.
Users using passive bucket expansion (the red entries) typically scored high on 2
tasks, and low on two other tasks, see for example users 6, 7, 8 and 12. Note here
that these weren’t the same tasks. The cause of this changing behavior was often
due to wrong guesses from the users on when to use passive bucket expansion. For
example, when buckets contained a subset which did not yield further results within the
collection and users tried to expand on it anyway. This indicates that manual activation
in the hands of non-expert users alone is not good enough, and has the risk of leading
users into bad decisions. Only 2 passive bucket expansion users (16 and 17) yielded
consistently high scores for all topics. Users using automated bucket expansion (the
green entries) typically scored high on all tasks, with most users showing a steep slope
pattern, and some jumps.
Overall results indicate a clear benefit for users using active buckets.
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Conclusion

In this paper, we have proposed a complete framework for high recall video retrieval
using bucket based categorization as an intermediate step. Our Active Buckets Categorization approach automatically finds and suggests potentially relevant shots for
individual buckets.
In our evaluation we investigated two learning engines. When sufficient computational resources are available SVM is much more accurate, however the Nearest Mean
is still very useful as it does find relevant new results. We evaluated active buckets
using 3 groups of non-expert users with various types of active buckets. Results indicate a statistically significant advantage in terms of results retrieved when using active
buckets. Furthermore, we found that using unobtrusive automated bucket expansions
let the user continue searching while using passive bucket expansions would let the
user wait for results, which hampered the overall performance. Automated bucket expansions yielded the highest number of results retrieved, with the user being able to
continuously keep interacting with the system to find more results.
We conclude that unobtrusive observation of user interactions is an effective means
of retrieval especially when users can employ intermediate categorization and although
we demonstrate this for high recall video retrieval only, it could be equally suitable as
a collection categorization or annotation tool.

Chapter 4

Browsing Video Along Multiple Threads

This paper describes a novel method for browsing a large video collection. It links
various forms of related video fragments together as threads. These threads are based
on query results, the timeline as well as visual and semantic similarity. We design two
interfaces which use threads as the basis for browsing. One interface shows a minimal
set of threads, and the other as many as fit on the screen. To evaluate both interfaces we
perform a regular user study, a study based on user simulation, and we participated in
the interactive video retrieval task of the TRECVID benchmark. The results indicate
that the use of threads in interactive video retrieval is beneficial. Furthermore, we
found that in general the query result and the timeline are the most important threads,
but having several additional threads improves the performance as it encourages people
to explore new dimensions.

This chapter was originally published as: O. de Rooij and M. Worring. Browsing Video Along
Multiple Threads. In IEEE Transactions on Multimedia, 12(2), 2010
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Introduction

Finding videos in a large collection can be done quickly if each video has a descriptive
title or an extensive textual description. In that case standard text retrieval approaches
suffice to find the video. In other cases the user probably has an idea what he is looking
for, such as who was present, what was happening or who was talking. Such descriptions are intuitive for a user, but for a computer they are difficult to extract from video
automatically, a problem known as the semantic gap [55]. This problem leads to low
quality retrieval results, which requires the user to extensively browse through these results. For a Content-Based Video Retrieval system (CBVR) this browse process needs
to be leveraged.
In order to understand the video retrieval process better we split the task of finding
something in a video collection into three phases. The first phase is the query-phase
where the user expresses her information need in any of the query modes provided
by the system. She then examines the retrieved video results on the 2-dimensional
screen in the view-phase. If required, she is able to interact with this visualization
in the browse-phase going through these and related results. The overall process is
illustrated in figure 4.1. Note that the differentiation into phases here is on a functional
level. In practice the interfaces for two or more phases can be combined.

Figure 4.1: Overview of the three functional phases in video retrieval. A search starts
in the query phase. The user then examines the results in the view phase, followed by
the browse phase in which the user looks up related results. In both the view and the
browse phase, the user can choose to go back to the query phase.
Let us first look at typical web based video search engines, which use only the
textual modality for retrieval. Here the phases are instantiated as follows. In the queryphase, the user enters a set of keywords with optional filtering options, such as the
language to search in, domain of search, or type of retrieval method to be used. The
computer then provides a ranked list of results based on these parameters. The user
now enters the view-phase where she looks at the resulting documents, represented in
the form of a list. When no valid results are present in the view, she can go back to
the query-phase, for example, to enter new keywords. This loop between query – view
often leads to sufficient valid results, and the browse-phase is often ignored in web
based engines.
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In order to do CBVR we need features as a basis, where systems typically use more
than one modality. Each modality comes with a different set of features for which state
of the art extraction methods exist. For example, visual features such as color or texture
patterns present in the image frame, or textual features from on-screen text, or as the
result of speech recognition. The video timeline defines the temporal features. Also
metadata features, such as air time and date, channel, program and language, are extracted from the context of the shot. Each type of feature has a varying level of quality.
On top of this, all of these low level features are used in building conceptual features,
which are proven to be beneficial for CBVR [20]. Methods such as [39, 42, 61, 71]
allow automatic labeling of people, objects, settings or events. Conceptual features are
typically based on fusion of various features in combination with supervised machine
learning using large collections of labeled examples. A collection of such conceptual
features, or concept detectors forms a lexicon. Examples from a representative lexicon
such as LSCOM [40] may range from people like Hu Jintao, objects like a truck, settings like indoor and events like people marching. Together with the low level features
this defines a wide gamut of features which can be used in CBVR systems.
Moving on to search, we observe that for a CBVR system the problem of defining
a query is much harder. First, the various modalities increase the possible means of
entry into the collection. Furthermore, in video retrieval instead of returning whole
documents often only fragments of videos are needed. In particular in CBVR the shot
is often used as the unit of retrieval. A long video can easily contain hundreds if not
thousands of shots. This increases the number of possible results enormously. Lastly,
due to the semantic gap, the quality of results is much lower, so more results need to be
inspected before a user is satisfied with the results. Therefore, we need new retrieval
methods optimized for the specifics of CBVR.
Methods in the literature e.g. [22, 24, 36, 44, 49] optimize the search process in
different ways. In section 4.2 we discuss those in more detail. In section 4.3 we
present our new method optimizing the browse phase, which is evaluated thoroughly
in section 4.4.

4.2

Optimizing Video Search

We have defined three phases in video retrieval, the query-phase, the view-phase and
the browse-phase. In this section we discuss possible optimizations for each phase
which currently exist in literature.

4.2.1

Optimizing the Query-Phase

All extracted features yield different points of entry into the collection. In the queryphase a combination of query by text, query by example, query by concept or query
by metadata is used by various systems as the entry point into the collection. A consequence of having this many options is the increased difficulty a user experiences
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in setting options before results are shown. Also, since the quality of individual feature extraction methods vary, retrieval sometimes leads to low quality results. These
two problems increase the number of times a user has to go back and forth between the
query- and view-phases. In order to optimize this, systems combine queries [32,38,43],
and re-rank results [26, 35]. All of these approaches yield optimized ranked lists of results. We postulate that not only query-phase optimization is required in order for a
computer to aid in video retrieval, but view- and browse-phase optimization are equally
important.

4.2.2

Optimizing the View-Phase

One way to avoid switching between phases is to combine the visualizations of the
query-, view and browse phase into one. For this approach the high dimensional feature spaces need to be mapped to a 2D visualization space, so that feature querying
is possible on the 2D space itself. This can be done both in a structured and an unstructured manner. An unstructured method allows visualization of shots with their
individual distances visible. This is done in [44] where a collection is visualized as a
cloud of distance-related images. Navigation in this cloud gives users a high degree
of interaction freedom. More structured approaches use graphs to visualize results
and their relations to each other [8], or use hyperbolic tree visualizations [37]. This
allows for a structured but constrained navigation. All of these methods are limited
by the available screen real estate, which limits the number of pictures that can be
shown. Similarity based visualizations have utility, but by limiting the user to view
results which are already similar to each other there is a possibility that other parts of
the dataset, which are relevant but not similar, are never visited.
View-phase optimization is possible by reducing the time required for the user to
decide that results are not relevant. From the query phase we obtain a single ranked
list of results. In its simplest form this list is visualized as a linear list. In practice most
systems extend this to a grid-based representation, such as in [10], and use implicit
reading order to display the ranked list. This allows for constrained and fast navigation
through the list.
More advanced approaches use either clustering of results into semantic units, or
enhance the speed at which the user is able to analyze the results. In this first category
falls the FXPAL MediaMagic interface [2] which segments the resulting video into
stories. These stories allow the user to evaluate the relevance of whole sections of
results. The system in [79] clusters pages of result into visual islands, and displays
these in a grid. This removes implicit reading order, adding meaning to the distance
between shots in the grid. Informedia [22] falls in the second category. They use
Rapid Serial Visual Presentation in the view phase to effectively explore the results at
high speed. The system in [36] also uses RSVP, and combines this with a relevance
feedback method on selected results to create new lists of results. However, no matter
how a single list is displayed, it still constrains the quality of the results to the quality
of the ranked list obtained in the query phase. Only the decision to either be done with
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finding results, or to go back to the query screen to retune parameters can be made
faster.

4.2.3

Optimizing the Browse-Phase

The browse phase allows the user to navigate away from the initial set of results, and
delve into the dataset based on the features themselves. An efficient browse-phase
therefore reduces the number of times a user has to switch between phases, which
improves search task efficiency. However, designing a good browse-phase in such a
way that it helps and not hinders the user is not trivial. There are a number of ways to
improve upon the browse phase, which we will now describe.
One method is using multiple linked interface windows, e.g. [2, 3, 24]. Each window depicts one view on the results. When a user selects a result in one window, the
other windows are updated with the chosen result as a starting point. For example [24]
combines the results with a timeline and a graph of semantically related shots. The system in [3] clusters related results together using a Self-Organizing Map. This is then
displayed in a hexagonal grid together with a time bar control in separate windows,
which allows the user to browse through both time and similar results. A downside of
using separate windows is that there is no direct visual correlation between the contents
of each window, a user has to switch from one window to another, which makes user
response slower.
An even more structured approach is to display two lists in two dimensions as a
rigid grid like representation. The system in [49], for example, provides a grid like
representation with temporal ordering on the horizontal axis and shot similarity on the
vertical axis. The system used in [46] combines this approach together with temporal
zooming and additional windows showing up to ten live lists of related results.
To summarize, there are three ways to speed up video search. Optimizing the search
phase increases the quality of the set of results. Optimizing the view phase decreases
the time required to determine if the set of results is adequate. Finally optimizing the
browse phase reduces the number of times a user has to switch between the query and
view phases. We propose a video retrieval system which primarily focuses on browse
phase optimization.

4.3

Thread-Based Video Search

In this section we give an overview of our proposed method for searching through
video using threads. First we will define thread based video search more precisely.
We then explain how threads are computed from several types of features. Finally,
we describe a generic framework which uses threads to aid users in navigating video
retrieval results.
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Definitions

A content based video retrieval system operates on a set of shots from a collection of
videos V . We define these as:
Definition 1. A video collection V = {s1 , ..., sn } is the set of all shots.
As indicated, ranked results from the query phase form only one type of relevant
information. These shots are linked because they are answers to the same query. Other
forms can also be defined: the timeline of a video, or shots containing the same visual
or semantic characteristics. These are all threads, based on the dissimilarity spaces
induced by the features. We define such a dissimilarity space with associated threads
as:
f
defines the distance between any two shots
Definition 2. A dissimilarity space Dpq
p, q ∈ V for a specific feature f .

Definition 3. A thread τD is a linked sequence of camera shots from V in an order
determined by the dissimilarity space D.
To aid the user in navigation there must both be a static structure to help the user
browse the collection, and a means of dynamic querying into the collection when the
user sees something interesting which he wants to explore further. For this we introduce two types of threads.
Static threads are data collection driven. They allow a structure to be placed on top
of the collection beforehand.
Definition 4. A static thread τD is a thread where the order is determined by a structure induced by dissimilarity space D only.
In addition to static threads we have dynamic threads, which are instantiated at the
moment the user explicitly searches for something. This instantiation is possible at
several points during retrieval. Within the query-phase, the user instantiates a dynamic
thread when he configures a dissimilarity function for a certain feature. Within the
browse-phase, the user instantiates a dynamic thread by doing a “find related” type of
query. This query takes the selected shot(s) as the basis for the dissimilarity function.
∗
Definition 5. A dynamic thread τD,s
is a thread where the order is determined by
i
similarity based on D to user selected si ∈ V .

The timeline of a video is a special case of static threads, since no processing is
required to obtain them. We define this as:
Definition 6. A time thread τT,si is a thread where the order is determined by the
timeline of the video the user selected si ∈ V is part of.
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Algorithm 1 Dynamic thread generation given a dissimilarity space and a query shot.
Dpq : dissimilarity space for all pairs of shots p, q
si : user selected query shot
∗
τD,s
: resulting thread
i
∗
τD,s
← sort Dpi
i

4.3.2

Creating Threads

We now present a generic framework for creating threads from features. Each type of
feature, such as as visual features, textual features, temporal features, auditory features
or metadata features yields a multidimensional feature space. Each shot in V is a point
in such a space. The dissimilarity function for each type of feature determines distances
between shots within each feature space. From the dissimilarity space we create both
static and dynamic threads. An example is given in figure 4.2.
Dynamic threads are created by calculating the distance in D for all shots to the
given si . See algorithm 1. All shots are ordered lowest to highest distance in a new
∗
. Since the distance from si to si itself is 0 this shot is placed first.
τD,s
i
Static threads dissect the entire dissimilarity space D into individually meaningful
threads, where the shots within each thread still form a semantic group of data. On
top of this the individual shots within each thread are placed in a linear order so that
the shots next to each other are similar. This yields a two level hierarchical grouping.
The static threads for a given D are calculated as shown in algorithm 2. First, we
consider the entire dissimilarity space to find shots sharing similar features, i.e. having
small distances in the dissimilarity space. To find such groups we perform k-means
clustering. The elements of each cluster define the elements of each static thread.
The cluster already forms a group of similar shots based on its dissimilarity metric.
The next step is to add a linear ordering of the shots in the cluster. We obtain an
ordering by connecting the shots inside each cluster so that each shot links to its closest
unconnected neighbour. We use the cheapest link algorithm on each cluster to achieve
this. This algorithm connects shots with the shortest distance to each other to form a
single static thread. For more details see algorithm 2. All threads together yield the
set of static threads for the given dissimilarity space, with every shot in the collection
linked in one such thread.
Summarizing the above, both static and dynamic threads are based on a dissimilarity space for a specific feature. As a consequence many different threads types are
computable. We define the following threads from the following modalities: a textual thread τt containing shots with similar textual annotation, a visual thread τv with
visually similar shots constructed from low-level visual features, a semantic thread τs
containing semantically equivalent shots constructed from high-level textual and visual
features and a query thread τq which is formed from the list of results provided by the
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Algorithm 2 Static thread generation given a specified dissimilarity space. All shots
are clustered into clusters with small internal distance. A variant of the cheapest link
algorithm is used to project each cluster to a static thread.
Dpq : dissimilarity space for all pairs of shots p, q
conx : number of connections for shot x
τD,n : resulting static thread n for each cluster in D
C1 ..Cn :← K-means clustering on entire Dpq
f o r each cluster c ∈ C
f o r a l l shots x ∈ c :
conx = 0
Ssorted ← s o r t Dpq p ∈ c, q ∈ c ascending
f o r each pair of shots p,q in Ssorted :
i f conp ≤ 1 and conq ≤ 1
i n c r e m e n t cp and cq by 1
append (p → q) t o τ c
u n t i l all shots in cluster are connected
u n t i l all clusters are processed

4.3. Thread-Based Video Search
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initial user query.

Figure 4.2: Example of how shots in a dissimilarity space can be configured into either
multiple static threads (a) or a single dynamic thread (b) based on a user selected shot
si . The images (c) and (d) depict the resulting threads.

4.3.3

Visualizing Threads

In this section we describe a method for visualizing threads in a CBVR system on a
regular screen. Navigation starts with the top most shot from the initial query thread
τqd . This shot is the initial focal shot sf , defined as:
Definition 7. The focal shot sf identifies the current position in the video collection.
Since the focal shot always identifies the current position in the video collection
it stands to reason to let this shot have the most user attention in the visualization.
We choose a visualization where sf is always the largest and most central shot on the
screen. From this shot we form navigation paths through related threads. Therefore,
threads which contain Sf are added as navigation possibilities, where sf is used as si
for dynamic threads. Threads are displayed in a star formation around sf .
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For any sf there are multiple relevant threads from various dissimilarity-spaces.
An interface showing all these threads to the user might be too overwhelming. On the
opposite side: an interface that only displays the bare minimum of relevant threads
might miss the optimal thread. So we need to know which thread is more relevant, and
how many threads we want to visualize simultaneously.
In order to ascertain the optimal number of visualized threads we have designed
two browser variants. One variant - the CrossBrowser [63] - deliberately limits the
number of threads shown. It shows the user the result from their initial query thread
and only allows the user to also browse through the time thread which is shown to
be important [49]. The other variant - the RotorBrowser - shows up to eight relevant
threads, including time, for the focal shot sf . The ordering of threads in the RotorBrowser is important because higher ordered threads require less user-effort to access.
Furthermore, in order to prevent display clutter there is a fixed maximum number of
threads that can be shown. To make it comparable with the CrossBrowser we choose
query results and time as the most important threads. Semantic, visual and textual
threads are all based on their dissimilarity to the focal shot. Since semantic dissimilarity conveys the context of a shot, we decide that semantic dissimilarity here is more
important than visual dissimilarity. Moreover, since the RotorBrowser was designed
for video collections where text is not always available, the textual dissimilarity thread
has an even lower priority. Finally there are top-rank threads, indicating the focal shot
is present in the top-n best shots for a single specific semantic concept. These top-rank
threads, which can occur multiple times, are used as “filler” threads when there is still
room in the visualization. We have listed these possible threads and their priorities in
table 4.1. The difference between the browsers is visualized in figure 4.3.

Figure 4.3: Multi-thread dimensions for each browser. The CrossBrowser (left) visualizes a fixed number of two threads, the RotorBrowser (right) is able to visualize up
to eight threads.
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Priority
1
2
3
4
5
6

Thread
τq - initial query
τT - timeline
τs - semantic
τv - visual
τt - textual
τr - top rank

Type
D
S
D or S
D or S
D or S
D

Table 4.1: Types of threads defined in this paper, and their priorities. A higher priority
means that the thread is more important to be included in a visualization. The type
column depicts whether a certain thread can be static (S) or dynamic (D).

4.3.4

Search using Threads

A search session starts with the user entering a set of parameters in the query phase.
These parameters yield a list of initial results, which become the dynamic thread τq∗ .
The first item of this thread becomes the first sf . The current sf then determines which
other threads with relevant shots are to be shown. One of these threads is then selected
as the active thread through which the user navigates. To keep navigation deliberately
simple, the user is limited to three options. He can accept the focal shot as relevant to
his query, he can navigate through the active thread to select more results, or he can
select another thread.
A more formal description of this search process is illustrated in figure 4.4. Note
that in this section when we refer to the user we imply an ideal user who performs optimal search based on what she sees and knows about the dataset, but without additional
world knowledge which might impact her decisions. Realistically, a user will also act
on any possible own knowledge about the dataset and act on own hunches, which will
alter the chosen search strategy.
Now, when a user views threads using e.g. the CrossBrowser or RotorBrowser, he
sees a number of shots spreading outward from the focal shot. We use w to describe
this number. So, for example, w = 6 means that 6 shots are visible from the focal shot
in either direction for all threads shown. The value w here influences the user’s browse
behavior. A very small value of w will lead to the user seeing almost no shots per
thread, which means that possible relevant results in other threads will not be retrieved.
A too large value of w shows a lot of shots per thread, increasing the time required for
the user to view them all and comprehend the visualization, which therefore slows
down search.
During browsing the user retrieves relevant shots by 1) making them the focal shot,
and 2) selecting them. The act of making any visible shot the focal shot will update
the currently visible set of shots. As a consequence, all shots within w steps distance
from the focal shots along all visible threads are now shown in the browser. Among
these can be new relevant shots. These are now also candidate for selection by the user,
and when these are selected again new shots can appear which are also relevant. This
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Figure 4.4: Finite state machine for thread based browsing. A search starts when the
user defines the query in the query phase. He then views the results in the view phase.
If initial results are satisfactory he navigates through the initial query thread. When
one thread is insufficient he switches threads and browses the new thread.
process repeats itself. As such, individual threads can have whole localities of relevant
shots, defined as follows:
Definition 8. A thread locality for an information need is a set of consecutive shots
within a thread where the number of irrelevant shots between relevant shots for that
information need is lower than w.
The user therefore browses through individual threads by browsing individual thread
localities within these threads. We give an example of how such a locality is created in
figure 4.5. Again, since we assume an ideal user, we assume here that the user does
not want to browse through a thread in which he sees no relevant shots.
The search session ends when the user is satisfied with the results he found so far,
or when he cannot find any new relevant results by browsing in any thread direction.

4.4

Experimental setup

In order to evaluate thread based browsing we performed three video retrieval experiments. In the first experiment we compare linear browsing to browsing using static
threads based on simulated users. In the second experiment we evaluate the practical
use of threads by a user study. The goal of this user study is twofold: we want to
discover the benefit of having multiple threads visible, and if so: which type of query
benefits most. And, secondly, which threads are best in providing results for the user?
In the third experiment we compare thread based visualization with other state of the
art video retrieval systems. For this we participated in the TRECVID Interactive Search
task [54], the de facto standard for video retrieval evaluation. A general overview of
successful approaches for TRECVID is given in [21].
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Figure 4.5: This figure shows how a thread locality is defined step by step for w = 2
shots shown on either side of a selected shot.

4.4.1

Data set and task

The video collection used in all experiments is the TRECVID 2006 dataset [54], which
consists of 320 hours of broadcast news video from Arabic, Chinese and American
news channels. This collection is split into a training set of 160 hours, used to develop
the system and a test set of 160 hours which is used for evaluation and not revealed to
users until the search experiment starts. The test set contains 259 video files, totalling
79484 individual shots. TRECVID also defines a list of 24 search topics relevant to
this set. See table 4.2 for an overview of these topics.
The interactive evaluations are set up as follows. Each participant is given a list
of topics for which they need to find relevant shots within a 15 minute time limit per
topic.

4.4.2

Threads

Textual threads τt are obtained by taking the text linked to a shot. This text is based on
the output of automated speech recognition systems. We obtain the textual dissimilarity
space by performing textual document dissimilarity analysis on each shot [63].
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Nr

1
2*
3
4
5*
6*
7*
8
9*
10
11 *
12 *
13
14 *
15 *
16 *
17 *
18 *
19
20 *
21 *
22 *
23 *
24

Topic question

emergency vehicles in motion
tall buildings with top story visible
people leaving or entering a vehicle
soldiers, police, or guards escorting a
prisoner
daytime demonstration with a building
visible
US Vice President Dick Cheney
Saddam Hussein and another person’s
face
people in uniform and in formation
US President George W. Bush, Jr.
walking
soldiers with weapons and military vehicles
water with boats or ships
people seated at a computer, display
visible
people reading a newspaper
natural scene w/o buildings, roads or
vehicles
helicopters in flight
something burning with flames visible
seated people dressed in suits, with flag
at least one person with at least 10
books
at least one adult person and at least one
child
greeting with a kiss on the cheek
smokestacks with smoke or vapor coming out
Condoleeza Rice
soccer goalposts
scenes with snow
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Results for
concept @ 100

experiment 1
concept @ 1000

best strategy

vehicle
tower
pedestrian zone
sunglasses

truck
building
ground vehicles
military

concept
concept
concept
concept

people marching

people marching

concept or time

flag USA
Powell

Bush jr
male reporter

concept or time
time

concept

military
flag USA

soldiers walking
Bush jr.

concept or time
concept

time

road

machine guns

concept

time

waterways
computers

waterscape/front
chair

time
concept

concept
semantic

newspaper
tree

newspaper
mountain

time
concept

time

aircraft
smoke
walking
flag USA

airplane flying
explosion
meeting
monologue

concept
concept
concept or time
concept or semantic

animal

crowd

time or concept

person
tower

old people
tower

concept or semantic
concept or time

speaker at podium
stadium
snow snow

speaker at podium
grass
time

time
time
concept

second
best
semantic
semantic
time
time

semantic
time

concept
concept

Table 4.2: Topics for TRECVID 2006 benchmark. Marked topics (*) are used in experiment 2. The remaining columns indicate results from experiment 1, with the optimal
concept detector with the highest recall after 100 and 1000 visits, and wether the optimal search strategy for this topic is to search by concept, or to also use time localities
or semantic localities. For topics where there was no clear optimal choice we merged
the best two options.
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For visual threads τv we need a notion of visual dissimilarity between shots. In our
system we use Wiccest features which are based on natural image statistics with related
dissimilarity function from [68], and Gabor features. These two visual dissimilarity
spaces form the basis for visual exploration of the dataset.
To determine the semantic threads τs we first extract a description of the semantic content of a video. We use the semantic pathfinder [61] which provides us with a
measure of presence Pj for a given concept j in each shot. As lexicon we combine the
LSCOM [40] and MediaMill [63] lexicons, resulting in 491 concept detectors. This
results in a concept vector, generic enough to describe the semantic content of a shot.
This method is similar to the method of [31] which uses semantic threads to cluster
semantic concepts into semantic dimensions, though they use a manually annotated
dataset with binary yes/no states for concepts, instead of automatically generated confidence scores.
Typically only a few concepts will be available in a shot, so Ds should be chosen
such that it explicitly values shots sharing the same concepts while ignoring concepts
present in one of the shots only. We therefore compare shots on a semantic level
by comparing semantic concept vectors of the individual shots with the dissimilarity
function Ds given in 4.1. This metric yields high similarity when concepts are available
in both shots. This yields the semantic dissimilarity space, which forms the basis for
semantic exploration of the dataset.
s
Dpq
=

4.4.3

X min(pi , qi )
max(pi , qi )
i

p, q: the feature vectors

(4.1)

Evaluation Measures

TRECVID provides an incomplete ground truth on the test set for all topics. This
ground truth describes each shot as relevant for a topic, irrelevant for a topic or “not
judged” for a topic based on the answers given by official TRECVID participants.
This set therefore does not include the results found by the user study participants.
Therefore, we extended the ground truth manually to also cover all results from the
user evaluation, so that there were no unjudged shots in the results found.
For the overall performance we use Average Precision [54], which is a single valued
measure related to precision and recall, favoring good results at the beginning at the list.
The perfect score of 1.0 is achieved by returning all correct results within the dataset
as the first results. Finally, the Mean Average Precision is obtained by averaging the
Average Precision scores for all topics.
The Average Precision allows us to evaluate overall performance. However, looking at the final result only doesn’t show how a user achieves this. Therefore, in addition
we measure the recall as a function of the number of keyframes viewed by the user.
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Implementation and Parameter Settings

We implemented both browsers within the MediaMill semantic video search engine [63].
See figure 4.6 for screenshots of both browsers.

Figure 4.6: Screenshots of the CrossBrowser (left) and RotorBrowser (right) both
searching for the same topic. The CrossBrowser displays τq in the vertical direction,
with τt in the horizontal direction, while the RotorBrowser visualizes more relevant
threads.
Both browsers are designed to allow for keyboard-only interaction. The CrossBrowser has keyboard controls to move the focal shot up, down, left or right. The
RotorBrowser only allows to move the focal shot left or right, and has a special rotate operation to rotate the browser clockwise to the next-active thread. By repeating
this action the user is able to cycle through the visualized threads. Futhermore, both
browsers are able to playback up to 16 individual frames of the focal shot by holding a
key.
The CrossBrowser was configured to show only τq∗ and τt∗ . The RotorBrowser
was configured to show up to eight threads. We determined this number by gradually
increasing the number of visible threads, until there was too much thread overlap on
screen to make the threads useful. Thread relevancy is determined by a) the focal shot
being present in the thread and b) the thread importance hierarchy listed in table 4.1.
Experiment 1: Evaluate the Benefit of Static Threads
In this experiment we evaluate the benefit of browsing static threads over browsing one
linear list of results. We do this by evaluating a list of shots on a specific topic, and we
measure the number of shots viewed, i.e. the position in the list, against the number of
relevant shots found so far. To measure the benefit of static threads we simulate user
search with the finite state machine depicted in figure 4.4 where we assume the user
recognizes a relevant shot when he sees it, and always chooses to select it.
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For each topic we determine the thread localities for the timeline and for the set of
static semantic threads τs for various sizes of w. This yields lists of shots which would
be browsed through if the user were to encounter them. We then use these localities
as follows. First we select the best concept detector available for the topic. This is
defined as the concept detector with the most relevant results in the first 1000 shots.
We assume that this is the concept the user would have chosen to find results for this
topic, although in practice this might not be the intuitive choice. Table 4.2 shows a list
of the selected detectors for each topic. From this detector and the generated localities
the system determines the list of shots the user would encounter during his browsing
session. This is done as follows:
• Method 1: browsing through a linear list
1. take the most optimal concept detector for the topic
2. add all shots to the shots-viewed list
• Method 2: browsing using static threads
1. start with most optimal concept detector for the topic
2. Iterate over each shot. If the shot is embedded in a locality for a specified
w, add the entire locality to the shots-viewed list. Otherwise only add the
shot to the shots-viewed list.
This yields several one dimensional lists of shots, one list based on linear browsing, one list based on browsing with additional static semantic threads, and one based
on static time threads. Each list is truncated after 4000 results, and then validated using the ground truth as described in section 4.4.4. This yields recall vs shots visited
statistics for both methods. We redo this experiment for several values of w - thereby
simulating various browser sizes. Finally, in order to assess the benefit of localities
we also measure the oracle-based recall based on a simulated user visiting all semantic
localities in order from the largest locality, i.e. with the most positive results, to the
smallest locality which still has more than one result. This gives us the theoretical
maximum achievable gain with locality based browsing and an indication of how well
the semantic threads are organized for this topic.
Experiment 2: Evaluate the Benefit of Extra Threads
In this experiment we evaluate if there is a benefit of having multiple threads visible,
and if so, which threads are optimal. We evaluate this with a user study with 32 participants. The participants ranged from 21 to 26 years of age. Only 29% indicated
they have experience going beyond browsing with Google Video and Youtube . Each
participant was given two hours of training time with both browsers using a different
dataset one week beforehand.
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Figure 4.7: Detailed results for experiment 1: these graphs plot the number of viewed
results against the achieved recall at that moment for three topics. The left graph shows
results for the topic “find shots of emergency vehicles”. The results indicate that using
the “truck” concept detector results in better performance than using either of the
static threads. The right graph, “find shots of soccer goalposts”, shows that browsing
using the timeline static threads yields a higher recall compared to browsing with the
“grass” concept alone. The middle graph “find people reading a newspaper” is an
odd example where time localities significantly help retrieval when compared to linear
concept browsing only. After 500 visits a recall of 0.55 with 110 shots was achieved,
where for linear browsing this was 0.29 with 60 shots.
The user evaluation was set up in a similar fashion to the TRECVID Evaluation
guidelines [54]. The users were given questionnaires before and after the evaluation.
Due to a time-limit 16 topics were chosen from the selection, see table 4.2. We divided
the 16 topics across the 32 participants. The topics were divided in such a way that
each topic was completed 4 times, twice using each browser. Also, each participant
completed 2 topics using the RotorBrowser and 2 topics using the CrossBrowser.
Experiment 3: Evaluate the efficiency of threads
We compared the system with the current state of the art in video retrieval systems by
participating in the TRECVID Interactive Search task [54]. Note that in this experiment
we rely exclusively on the official TRECVID ground truth as provided by NIST.

4.5
4.5.1

Experimental results
Experiment 1: Evaluate the Benefit of Static Threads

Results for experiment 1 are visible in table 4.2. For each topic we have also given
the optimal concept to be used. As can be seen, using concepts detection results alone

3500

4000
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without other dimensions often yields the best results with respect to the number of
shots viewed, though it must be said that the difference with time localities is often
marginal.
We highlight a more detailed selection of topics in figure 4.7. Each graph shows
the number of images found against the achieved recall at that point for several locality
widths. Also, results with linear browsing using the optimal concept after 1000 views
are shown. Lastly, the optimal performance using only static semantic thread localities
with w = 6 is shown. From these results we observe the following trends.
Not surprisingly, topics which have a clear best-concept benefit most from single
list concept browsing. For example using concept grass for topic 23: find shots of
soccer goalposts, shown in figure 4.7c, yields a recall of 0.8 after 1500 keyframes
viewed. The timeline boosts this to 0.85 recall at the same number of images viewed.
Also, the results are significantly boosted to a recall of almost 1.00 after 2500 images
viewed for a locality width of 3. This boost indicates that the simulation found a yetundiscovered set of soccer videos with many positive results. This pattern is repeated in
several topics in table 4.2. For example, the optimal concepts for topic 2: tall buildings
are tower or building.
It was also expected that timeline locality based browsing yields worst performance
for topics which have the subject in view for only a fraction of a second, such as topic
1: find shots of emergency vehicles, as shown in figure 4.7a. Browsing with semantic
localities yields better but still limited results for all values of w. This can be explained
by looking at the semantic locality oracle. There are only 12 localities which would
yield a recall of 0.22 if they are all found. This did not happen however, the graph
indicates that a user browsing the optimal concept did not find all of these localities.
Topics where no clear best-concept is available benefit most from static semantic
threads. For example, for topic 20: find shots of a kiss on the cheek the best concept
detector is oldpeople, but this only yields a recall of 0.14 after 1000 keyframes viewed.
Semantic threads do achieve the same result at that point, but without forcing the user
to find this not so obvious optimal concept.

4.5.2

Experiment 2: Evaluate the Benefit of Extra Threads

The user questionnaires indicated that 60% of the users preferred the CrossBrowser,
citing that it was easier to use (42%), faster (32%) and that the RotorBrowser was too
complex for them (16%), though the same users indicated that this might change if
they have more time to learn from the system. About 35% of the users indicated their
preference for the RotorBrowser, citing that this browser was better for more difficult
topics (45%), and allowed for more interaction possibilities (55%).
The results of the user study in terms of AP show that performance is very dependent on the user. Per series of topics the MAP per user varies between 0.03 and 0.28,
with the scores of the expert users far above that.
Looking at the number of unique shots found per topic, together with the originating threads gives us an insight into which threads are used most for which kinds of
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topic. Figure 4.8b shows the number of retrieved shots per thread type for each topic.
This figure shows that, though a large portion of the results found can be obtained by
various threads, most of the shots were found using only one specific type of thread,
with τq and τT being the threads used most. This indicates that each topic requires a
different combination of threads to achieve the result; there is no single-best thread.
When we compare RotorBrowser vs CrossBrowser performance in figure 4.9 we see
that both browsers find different results, and that the CrossBrowser is generally able
to find more results than the RotorBrowser. This is consistent with the experiences
of the users themselves, who indicated that they found the RotorBrowser more difficult to work with. We found that the reason for the difference between results has
has to do with the difference in browsing. The CrossBrowser allows a user to browse
through large portions of a single thread quickly, without distractions from other visible threads. A RotorBrowser user selects results from this thread, and also from all
localities of visible relevant threads. As a consequence both browsers display different
subsets of the dataset. This, in itself is interesting: browsing a single thread extensively
will not result in the same results as found by browsing multiple threads.
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Figure 4.8: These graphs give an overview of thread usage and relevance on a global
and a detailed level. Each stacked bar shows the relative usage of each thread. The
inner, lighter colored bar in each part denotes the relative percentage of results of that
thread which was judged relevant. left: the difference in thread usage between expert
and the group of novice users for both browsers. right: results from experiment 2.
Each stacked bar shows which threads have been used to gather the results for that
topic, gray denotes that multiple threads were able to find the same results.

4.5.3

Experiment 3: Evaluate the efficiency of threads

Overall our browsers perform well in the TRECVID evaluation. The CrossBrowser
placed 2nd and the RotorBrowser placed 6th in the overall results. Due to the setup
of the TRECVID experiment a different expert user is used for each browser, and
this might explain the difference between results of the RotorBrowser and the CrossBrowser. As a consequence, we cannot compare the results directly. The experience
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Figure 4.9: Unique user evaluation results per browser, aggregated over all users.
This graph shows that both browsers are able to both find a portion of the available
relevant results, but that each individual browser also allows the user to find a unique
set of results.
and capabilities of each user influences the results. We can, however, deduce some
interesting facts.
Figure 4.8a shows which thread was used to select the individual results. The
largest portion of results is generated from the initial query thread and the timeline.
From the other threads the semantic concept thread and the visual thread were used
most. The text thread was seldom used because these were only visible when the user
explicitly performed a text search. This was done only in rare instances, because this
required the users to switch back to the query phase, which in itself took too much time.
Moreover, the users found that results obtained by textual retrieval in itself were of
limited use. The top-rank threads are also rarely used by the expert users, even though
they take up the most screen real estate. Hence, showing these threads is unwise as the
user has to process all visible top-rank threads mentally even though they are probably
less usable.

4.6

Conclusion

This paper presented a method for browsing large collections of video using threads.
Two types of threads are identified: static threads and dynamic threads. We have evaluated both the benefit of having these threads available during search, and the benefit of
having static threads available in addition to dynamic threads. We have implemented
both thread types in two browsers for video retrieval. We evaluate these browsers with
a simulated user analysis, a user study, and participation in the TRECVID benchmark.
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The overall evaluation results indicate that browsing through multiple threads is
beneficial for video search. The user evaluation indicated that users had difficulty understanding and using the RotorBrowser when many threads were displayed. When
fewer threads were shown video retrieval performance improved. The difference between expert users and novice users is also clear. The relative number of user interaction steps for both browsers remains stable for both the user study and the TRECVID
experiment, however the expert users achieved a much higher average precision for all
topics. This indicates that trained users are able to find the same number of results
using less interaction with the search interface. Results also indicate that the version of
the RotorBrowser as used at TRECVID showed many irrelevant threads. For example:
top-rank threads were shown, which were not useful for search.
The experiments with simulated users indicate that additional static threads do improve search results for some topics, but that this is dependent on the topic. The same
holds for the type of static thread used. This concurs with the results from the user
study, which also show that the type of threads used are dependent on the topic, though
the time and initial query threads are always beneficial, followed by visual similarity.
If we look at individual users we however also see that every user employs a different combination of threads to answer the same topic. All our results indicate there is no
best thread. Therefore, it is important to offer the user the opportunity to interactively
select the threads deemed useful for a certain search task. By doing so, thread-based
browsing provides intuitive and flexible video retrieval.
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Chapter 5

Efficient Targeted Search using a Focus and
Context Video Browser

Nowadays there are several interactive content based video retrieval techniques and
systems available. However, retrieval performance depends heavily on the means of
interaction. We argue that effective CBVR requires efficient, specialized user interfaces. In this paper we propose guidelines for such an interface, and we propose an
effective CBVR engine: the ForkBrowser, which builds upon the principle of focus and
context. This browser is evaluated using a combination of user simulation and real user
evaluation. Results indicate that the ideas have merit, and that the browser performs
very well when compared to the state of the art in video retrieval.

This chapter was originally published as: Ork de Rooij and Marcel Worring. Browsing Video Along
Multiple Threads. In IEEE Transactions on Multimedia, 12(2), 2010
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Introduction

The sizes of various video collections both online and offline are increasing rapidly.
Also, the available techniques for analyzing and indexing such collections are extended
every day. There is more to search through, and there are more techniques to support
the search process.
In video retrieval, we distinguish two types of search based on the reason for
searching. The first type is exploratory search where the goal is to get insight in the
collection or browsing for unexpected results. The second type is targeted search
where the goal is to find multiple relevant items for a clearly defined search need. This
paper focuses on making the latter as efficient as possible, though, in practice, both
methods are often intermixed within one system. Targeted video search can be split
into two separate stages. First, in the query stage the users employ a combination of
access techniques which then yield a set of results. Second, in the browse stage users
go through these results to select relevant items.
In early research systems search through video collections was done based on filenames, speech-transcripts or existing user annotation. However, these do not necessarily reflect the actual visual content. Video content analysis techniques [34, 42, 62, 71]
resolve this by allowing users to query the video content itself using specialized input
queries. Most algorithms then yield a list of videos which the system deems relevant.
It is then up to the user to browse through this list to select relevant items. With many
techniques available, and many ways to specify a query, users need means of selecting
the right technique with the right parameters for a specific search need. Automatic
selection systems do exist, see [41] for an overview. However, controlled benchmarks
such as TRECVID [54] have shown that, compared to text search systems such as
Google, accuracy is still quite limited.
Due to the limited accuracy, interaction is needed for almost all realistic video
search tasks. Due to the limited accuracy in almost all realistic video search tasks an
interactive browse stage is needed after posing a query. Here, users have to determine
whether the current query results are the best results obtainable for each individual
technique given the user search need. The relatively low performance of these individual techniques makes text domain tools, such as faceted search [76], where users
iteratively narrow down search parameters in order to find the perfect result, not directly applicable. The relevant results from individual techniques disappear entirely
when combined and filtered in such a way, long before the total list of results is narrowed down to a manageable level. New interaction techniques are therefore needed.
In literature, and at benchmarks like TRECVID, we see a variety of systems, each
with unique approaches to interactive search. Some of these interfaces are specifically
geared toward finding relevant results as fast as possible. For example [22] use Rapid
Serial Visual Presentation to allow categorization of automatic results organized in
batches up to nine images. The VisionGo [36] system combines this with relevance
feedback optimizing the stream of results the user is seeing. In both systems the role
of the user is limited to visually understanding images and selecting correct results.
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Other systems allow for a more exploratory approach, and let the user decide what to
find or select. For example [11, 79] employ a grid based structured visualization of
results, with the ordering based on visual or story board based characteristics. IBM
Marvel [73] allows users to find results for multiple queries at once allowing tagging
of results with multiple labels. Whether a system is geared to finding specific results
or to explore a collection, in both cases we see a tendency that interfaces which allow
for fast and visually extensive user interaction tend to provide better results.
Typically, the browse stage first requires users to assess the current element, and
the possibilities for navigation. To enhance assessment of both the current element
and the navigation, we should leverage the remarkable capability of humans to quickly
perceive, understand and make decisions about shown image content. Similar issues
have been thoroughly analyzed in the information visualization literature [72], where
focus and context techniques are proposed as an effective solution. In our case, the
focus is provided by the current element, which can be a single shot, or a series of
shots. The context is provided by the navigation options from this current element,
i.e. related shots. We propose to make targeted search more efficient by developing a
focus and context technique for video retrieval.
We start of from our MediaMill CrossBrowser [62] which has been shown to be
good at targeted search when a good starting query is available, but is less effective
at exploratory search. The RotorBrowser [15] allows the user to explore a collection
using many degrees of freedom, and is very usable for exploratory search in which
users never backtrack to previous results and have no fixed target. However, this also
requires the user to pay attention to more navigation directions, which slows down
the speed in which users can navigate. The RotorBrowser is therefore less suited for
targeted search.
Based on these insights and a careful analysis of the above mentioned systems we
have developed a set of design rules which we will describe in section 5.2 leading
to our ForkBrowser to be described in section 5.3. An evaluation of parameters for
the browser is given in section 5.4, followed by an evaluation of effectiveness using
simulations and at TRECVID.

5.2

Targeted Video Search

The goal of any targeted search system is to allow users to find results for a specific
search need in the most efficient manner possible. In the query stage users need to
indicate their search need by configuring various query techniques, each yielding a list
of results. The browse stage which follows is composed of two distinct actions. The
user looks at some set of results and acts upon it, then the users chooses what to view
next. After this there will be a new set of results, and the cycle repeats until the user
decides to stop the search process. See figure 5.1 for an overview. In this section,
we look at several existing systems based on these two actions, and extract existing
common sense guidelines from these systems. We will then use the combination of

74

Chapter 5. Efficient Targeted Search using a Focus and Context Video Browser

query
start

Find entry into collection by
querying

inspect

navigate

label relevant result(s)

move to next unlabeled result

Enough found
/ nothing to
find anymore

More relevant items available
No more relevant items available

Figure 5.1: Basic workflow for Targeted Video search. First, in the query phase users
pose a query, which yields a list of results. In the browse phase users then start by
inspecting the current set of results. This can be a single focal shot, or a set of shots,
and mark these as relevant. Users then navigate to a new set of results by using any of
the available navigation options, and the cycle repeats. More detailed implementations
of the later two phases will be presented in figure 5.5
guidelines to design a browser for targeted video search.
Let us first define targeted search within a video collection more precisely:
Definition 9. Targeted Video Search is the act of finding multiple fragments of video
within a collection which answer a specific search need.
What this specific search need is depends on the user. This can vary between search
for specific people or objects, or more generic like search for indoor or outdoor scenes,
scenes containing people, animals, vehicles or locations.

5.2.1

Structuring the collection

Targeted video search relies on a combination of queries and on subsequent navigation
of the results as well as exploring new parts of the collection. To unify these into
one framework we follow [15], which uses the notion of threads to define structure as
follows:
Definition 10. A thread is a linked sequence of shots in a specified order, based upon
an aspect of their content.
A thread is in essence a ranking of (a part of) the collection, based on a specific
feature similarity space. As such, the output of any query interface in any search
interface, which can have various names in various systems but is often represented by
a list of shots, can be called a thread.
We distinguish two types of threads based on the extra input required to generate
them. The first type is the static thread, defined as:

stop
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Definition 11. A static thread links shots in the collection without requiring extra
input.
Static threads place a precomputed structure on top of a video collection. Each
static thread can be seen as a list of shots in which the order is important. An example
of a static thread is the timeline of a video: the list of shots starting with the first shot
of a video and ending with the last shot of that video.
The second type is the dynamic thread, which are defined on the fly based on some
form of input. As an example, the resulting ranked list of shots from a query would
typically be a dynamic thread.
The type of input required for a dynamic thread varies from a single shot of input,
to a set of shots. In order to capture this difference we extend upon [15] and split
dynamic threads into two definitions:
Definition 12. A single shot dynamic thread links shots in the collection based on a
single shot as input.
Definition 13. A multi shot dynamic thread links shots in the collection based on a
series of shots as input.
Together these thread types define navigation options through a video collection.
In order to actually navigate a collection we also need a position within the collection
where users navigate from. For this we define the focus as being:
Definition 14. The focal shot sf identifies the current position in the video collection.
Since each shot may be contained in various static threads, or can be the starting
point for different dynamic threads, there will be a series of threads containing sf .
These threads span the context of sf . In an interface typically only a part of this
context will be visible, yielding the navigation context, defined as:
Definition 15. The navigation context for sf is the visible part of the set of threads
which contain sf .
As a typical example: consider the user looking for the word ”bicycle” in a large
collection with a system that allows text search and visual similarity matching. This
word is present in speech recognition texts for several shots, some more than others,
and a dynamic thread linking these shots would be generated, with the first shot in
the thread being the one with the word ”bicycle” being present most times. In an
interface this thread would then be shown (in a list, a grid, or by some other means
depending on the system) and the first shot would be the focus shot. The system would
then use similarity matching on this focus shot to create another dynamic thread with,
hopefully, more images of bicycles. Lastly, the first shot was also part of some video,
and therefore part of a timeline, which is a static thread. All three threads could be
displayed in the interface as the navigation context for the user. Users can then choose
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a new focus shot by selecting any shot from the navigation context. Subsequently, this
action updates the navigation context, in which they can now find new results.
Using threads, we now look more closely at the inspection and navigation phases
of figure 5.1.

5.2.2

Inspection phase

During targeted search users navigate through a collection, searching for specific items.
When these are found, they mark, label or otherwise select them. For the purpose of
this paper we shall use the shot as the unit of retrieval in video search, though other
units, such as individual frames, or entire videos are also possible.
During the inspection phase users have to look at a shot or a sequence of shots to
determine if it warrants any action. Many interactive video search engines depict a
single keyframe from the shot, and let users base their actions on that alone. However,
the content at the beginning of a shot can be quite different from the content at the end
of that same shot. Also, video contains motion which cannot be seen by only looking
at a keyframe. This means that a shot cannot be represented by just a single image.
Besides the need to display more than the keyframe, the information content and
visual complexity of a shot vary [66]. Also, certain search needs will require more
attention to detail from the users than others. Intuitively, when a search need is simple,
e.g. find shots of grass, not much detail is needed to be able to see that a shot is relevant,
and mark it as such, and many shots can be marked at once. When a search need is
more complex, e.g. find shots of a person walking up the stairs users require more
detail to accurately determine whether to mark shots.
The above observations lead to:
Guideline 1. The user has to be able to efficiently inspect the setting, scene, and all
objects and their motions within a shot, with the level detailed adapted to the complexity.
The interpretation of a single shot can change when its surroundings are changed,
the so called Kuleshov effect. To ensure that users mark shots correctly they have
to be able to access the timeline, which is indeed shown to be important for video
retrieval [2, 10, 48, 62]:
Guideline 2. The user has to be able to view the temporal context of video shots in
order to determine the relevance of the current shot.
During the inspection phase users have to mark or label shots for relevance. This
is often done by clicking on a shot, or by pressing a key. Depending on the search
task the number of available relevant shots within the collection varies, and the local
shot relevance density varies with it. Furthermore, as stated in guideline 1 the level of
detail varies. When limited detail is needed more shots can be visually inspected at
once. The user therefore has to be able to choose between batch-labeling many results
at once or mark individual results one by one. Therefore:
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Guideline 3. The user should be able to label multiple shots at the same time, when
this is more efficient.

5.2.3

Navigation phase

When the current selection of shots has been mentally processed by the user, the user
has the option to navigate to different results. In our thread model this implies selecting
any thread, and getting results from there. The navigation context here, as given in
definition 15, yields the basis for further navigation from this set.
During each interaction step users mark additional relevant shots from those visible. The shots that are left unmarked are therefore irrelevant to the user search need,
barring accidental misjudgments. To continue the retrieval process, users need to be
able to navigate to shots that have not been shown before, therefore:
Guideline 4. The system should show unexplored areas within the collection.
In a thread context this leads to threads containing the focal shot, but otherwise mostly
unvisited shots, having priority over threads which contain high numbers of previously
visited shots. Typical threads which yield unexplored areas are the time thread, since
when there is one relevant shot in a video there is a high chance that there are more
nearby in the timeline, and the visual similarity threads, which yield a set of visually
similar results based on the focal shot, likely relevant to the search need. Even when
no relevant shots are present in the interface, users should still have a clear idea of what
to do next. The interface should therefore always present a viable default navigation
option to the users, even when no relevant shots are present in the current navigation
context:
Guideline 5. The system should always yield a default navigation path.
This covers where to navigate, but should a user browse through more retrieved
results of the current search query, or should he browse through related shots based on
the current focus shot? Such a decision needs to be made on the spot, and without too
much repercussion when the wrong choice has been made. This leads to:
Guideline 6. The user has to be able to efficiently inspect the potential relevance of
the navigation options in the navigation context.
But, mistakes can and will be made, which should have limited impact on search
performance. Furthermore, users might decide later on that they would have liked to
follow a different retrieval path altogether. So, users should be able to go back to an
earlier situation and choose again. To that end, we use the observation that people are
known to be good at visually [72] or spatially [50] remembering earlier interface states,
so this backtracking step should be made as visual as possible.
Guideline 7. The system should aid the user to return to earlier navigation options by
visual or spatial means.
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During this backtracking or any other navigation the interface should remain consistent during use, and not switch through various panes. Even though the focus sometimes stays the same when this happens, this would remove or at least fragment the
navigation context. This requires the users to re-examine the interface and all visual
components before they can continue, which takes a lot of time. Therefore, we have:
Guideline 8. The interface should not switch between different panes.
Within this single interface pane we can further optimize the time between a user
decision on a visible shot and the response of the interface. This should allow users to
make the next decision sooner. An indirect means of interaction, such as using a mouse
for controlling the navigation, yields extra interface actions for users: they need to
move the pointer to the correct shot, and then click on it. If we eliminate this users can
respond faster. For example, the usage of efficiently placed keyboard shortcuts would
already allow experienced users to navigate through the collection without having to
resort to mouse movements, and browse and select more items in less time. A more
direct mapping between user action and interface response is therefore beneficial for
browsing efficiency.
Guideline 9. The interface should use a clear mapping between navigation and visualization.
We have based the above 9 guidelines on related work, which is summarized in
table 5.2 together with their defining characteristics for the query, inspection and navigation phases. The implementation of individual guidelines varies between systems,
and we have summarized the guidelines and their implementations in various related
works in figure 5.3.
These 9 guidelines both help with analyzing the current result, and in determining
where to navigate next. As such, they are similar to the focus and context techniques.
The guidelines yield focus and context based browsing through a collection, where
users focus on an active result, and the context around it is determined by both user
actions and the collection itself, and optimized to show the most relevant results first.

5.3

Techniques for Targeted Video Search

The guidelines in the previous section do not yet yield specific details. In this section
we list a series of techniques for the individual elements which help build an efficient
targeted search video browser. We then combine these techniques into a prototype
video search interface: the ForkBrowser.

5.3.1

Threads

The set of threads should be as diverse as possible to allow interesting navigation options to users (guideline 6), and to show as much diversity of the collection to users as
possible (guideline 4). We specify the following types of threads:
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Reference

# Query

Inspect

Navigate

VisionGo
[Luan et al. 2007]

1

concepts or relevance feedback
based on earlier results

single result list displayed in grid browse through list of results,
3 items wide
mark 3 at a time

Informedia
[Christel and Yan 2007]

2

by text, concepts or example

storyboard grid with shots
clustered by story

CuZero
[Zavesky et al. 2008]

3

by concepts, using query
permutation for releated
searches

(unobtrusive) retrieval of results, allows instant-switch between
displayed in grid
depth-search and breadth-search

FXPal MediaMagic
[Adcock et al. 2007]

4

by text, concepts or example

allows user to find similar based
story based gridlike interface with
on text, visual content or
visual cues
concepts

Tagging and Browsing
[Yan et al. 2007]

5

no single user query, but tags
results for multiple queries at
once

tag results for multiple queries at navigate by tagging or by
once
browsing

Extreme Video Retrieval
[Hauptman et al. 2008]

6

no user query, started from
images are briefly shown on
automatic search results on topic screen in increasing grid sizes

browse through signle list of
results extremely fast

UvA CrossBrowser
[Snoek et al. 2007]

7

by text, concepts or example

cross shaped series of shots

browse through results and time

UvA RotorBrowser
[de Rooij and Worring 2010]

8

by text, concepts or example

circle shaped series of shots with browse through results from
single focus shot in center
single focus shot

UvA ForkBrowser

9

by text, concepts or example

fork shaped series of shots, with browse through results, time and
single focus shot in center
similar from focus

browse through results from
multiple query methods

Figure 5.2: An overview of selected related work with their defining characteristics
listed for each stage in the retrieval process.
• the default navigation thread, a multi shot dynamic thread which initially represents a list of results obtained from a query interface used to seed the initial
browser. This thread yields the means of entry into a collection, and allows
the user to find initial results. Furthermore, it also acts as a fallback navigation
option when no other relevant results are visible.
• time threads, static threads containing all shots in their original sequence. This
allows users to inspect a shot depending on context, and it allows users to browse
through nearby relevant results.
• the history thread, a multi shot dynamic thread which contains the list of previous focal shots. This allows the user to go back to earlier results.
• multiple visual similarity threads, single shot dynamic threads which show
shots relevant to sf based on visual similarity using algorithm a. This yields
a set of perceptually similar results based on the current focal shot.
To make inspecting a single shot efficient, as required by guideline 1, we propose
an interface displaying individual threads as a sequence of individual shots. These are
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INSPECT
The user has to
be able to
efficiently inspect
the scene &
objects and
motions within a
shot, with the
level detailed
adapted to the
complexity.
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2
TEMPORAL
CONTEXT
The user has to
be able to view
the temporal
context of video
shots in order to
determine the
relevance of the
current shot.

3
MULTIPLE
SHOTS
The user should
be able to label
multiple shots at
the same time,
when this is more
efficient.

4

5

SHOW
DEFAULT
UNEXPLORED NAVIGATION
The system
should show
unexplored areas
within the
collection.

The system
should always
yield a default
navigation path.

6

7

INSPECT
NAVIGATION
OPTIONS

RETURN TO
PREVIOUS
STATES

The user has to
be able to
efficiently inspect
the potential
relevance of the
navigation
options in the
navigation
context.

The system
should aid the
user to return to
earlier navigation
options by visual
or spatial means.

8

9

NO PANES

MAPPING
BETWEEN
NAV AND VIS

The interface
should not
switch between
different panes.

The interface
should use a clear
mapping between
navigation and
visualization.

#
1 ✓ video preview

✓ up to 3 items

✓ relevance
feedback mining

✓ down for more

2 ✓ video preview
✓ query-cell
exploration

3 ✓ animated icon

✓ using player

4

✓ timeline display ✓ batch select

✓ multiple
tags/queries
✓ first one, then
multiple

5
6
7 ✓ video preview

✓ timeline display

8

✓ timeline display

9 ✓ video preview

✓ timeline display

✓ find similar

✓ browse pages
of results

✓ single direction

✓ multiple
threads from
focus shot
✓ similarity
threads +
feedback mining

✓ down/up, one
nav. direction

~ both panes
visible at the
same time

✓ grid, but linked

✓ one pane

✓ keyboard
mapping

✓ one pane

✓ keyboard
mapping

✓ one pane

✓ keyboard
mapping

✓ one pane

✓ keyboard
mapping

✓ from capture
panel

✓ system asks
for annotations

✓ query thread

✓ grid-select
single thread

✓ click-free
inspection of
results

✓ one pane

✓ threads
displayed for
navigation

✓ backward in
query thread

✓ threads
displayed for
navigation
✓ query thread

✓ threads
displayed for
navigation

✓ history thread

Figure 5.3: The 9 guidelines and their implementations within selected related works,
see figure 5.2 for the index. For each guideline we follow the definition as given in
section 5.2 to determine whether systems follow that guideline or not.

as a default depicted as keyframes. On-demand, users are able to view in-place motion
icons [36] when they need more detail. These show up to 16 frames of the entire shot at
high speed. This provides a compromise between storage capacity and the video itself.
Given typical shot lengths showing 16 frames yields more than enough information
about objects present in the shot, and camera motions used, while the storage capacity
needed to store 16 frames per shot for each shot for all videos is still manageable.
The focal shot is in the center and is the largest shot shown. This lets users focus on
the focal shot first, while the related information from the rest of the thread is observed
in the periphery. To allow users to get more detail when the search need requires
this, the system allows users to zoom in on the focal shot. Zooming also determines
the amount of context which can be shown in multiple threads. The number of shots
shown in each thread is dependent on the zoomlevel, which influences the size of each
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image, and the available amount of screen real estate. Also, since users focus on the
focal shot only shots shown within a limited cone of vision from this focal shot are
accurately seen. The number of visible shots in each thread is therefore determined by
the complexity of the search topic. During practical use we found that on average users
are able to perceive 6 shots per thread.
This covers the length of threads, but not the amount. From any focus shot a number of relevant threads can be shown, based on the defined types above. The number
of displayed threads is dependent on both the interface and whether there are related
threads for any focus shot. Intuitively, visualizing too many extra threads inhibits
search efficiency, since users have to process much more information from the screen
before a decision can be made. But too few threads leads to no benefit from unseen
parts of the dataset. So, in practice we need to find a balance between these two conflicting criteria.

5.3.2

Direct Mapping

To make video retrieval as efficient as possible we need an interface which is controllable as directly as possible, see guideline 9. We therefore design the spatial layout
of the interface around its navigation. This is a two step process. First, we need to
select an controller interface. Second, we need to adapt the visual interface to this
configuration. Since this controller interface by itself should allow for fast interaction this removes devices such as the mouse and voice control, since these are either
indirect and/or slow. Modern touch screen interfaces would allow for fast and direct
interaction with the graphical interface. However, when manipulating the visualization
directly the hand will obscure the underlying visual information, requiring to remove
the hand after each iteration.
We have chosen to use a traditional keyboard since this is cheap, well known, offers tactile feedback when buttons are pressed so the user does not have to look at the
keyboard itself, and is fast to use. Next, we borrow from the field of modern computer
games which evolved to use the so-called ”W A S D” configuration for movement of
player characters. These buttons have been chosen because they allow the character to
move, while still having plenty of extra keyboard buttons nearby the left hand which
directly control other features of the game. We take this same configuration, and place
all displayed threads in directions such that they correspond to the directions on a keyboard. This provides a direct spatial mapping between depicted direction and keyboard
button. See figure 5.4. All other functions are located on buttons near the directional
buttons, so that they are within reach of the users hand. The interface is designed to be
controlled with one (left) hand only. This leaves the other hand free to click on relevant
shots with the mouse. Our direct mapping leads to the layout depicted in figure 5.4.
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Figure 5.4: The layout of the interface is based on the required keyboard interactions.
The user navigates from center-placed focal shot sf , to shots in related threads using
several directional keyboard commands. The shots which are increasingly further away
from sf are more and more peripheral to the user, and require more actions to reach.
Other interface actions, such as playing a shot (tab), selecting (space) or deselecting
(x) shots, or selecting while browsing (shift + direction) are also directly controlled by
the keyboard. All keyboard commands are placed such that all actions are accessible
with the left hand only, leaving the right hand free to use the mouse if needed.

5.3.3

Active Zooming

To enable users to inspect a thread more closely, or to label many shots at once, as required in guideline 3 we propose Active Zooming, which smoothly rearranges the shots
in a chosen thread as a grid on the screen, while hiding all other threads. This allows
the user to ”zoom in” into a thread in such a way that it does not violate guideline 8.
Navigation options change depending on whether the chosen thread is static or
dynamic. For static threads the number of initial shots on a grid is fixed, and users can
navigate between pages of results, or increase/decrease the number of shots in a grid.
This allows users to rapidly browse through a single static thread.
For dynamic threads, the contents are determined by some user given origin, the
initial number of shots depends on their similarity to the focus shot. The number of
items shown is determined by the measure of similarity. The system automatically
derives an optimal threshold based on the similarity decay curve, and users have the
option to interactively increase or decrease the cutoff threshold which is initially set to
show the top 20% results when looking at the similarity scores. Changing T allows a
user to adjust the context and thereby show more images with the chance that they will
not be similar anymore, or less images with the chance that images that were similar
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inspect

navigate

single item on center relevant

label center

# relevant visible in
Tx >> any other T

Move into Tx

single item in any T relevant

label outer

no relevant items visible

Move into Tq

many items relevant in single T

active zooming

Relevant items in prev state

Move into Th

query
start

Find entry into collection by
querying

Use relevance feedback to
generate new Tq

No relevant found after N steps

Use query interface to
generate new Tq

Above, but RF insufficient effect
More relevant items available

Figure 5.5: Updated workflow which shows how the ForkBrowser is used to perform
targeted video search. See section 5.3 for details on the individual methods used.
are missed. Independent of the type of thread, users always have the choice to label
single shots, label all shots at once, or return to the previous visualization by stopping
active zooming.

5.3.4

Relevance Feedback

The default navigation thread initially starts with the results from a user query, meant
as a starting point into the collection only. We expect these results to be exhausted after
a number of iterations. To be able to continue searching through the collection we use
a relevance feedback method which uses the entire collection to gather new results.
During the search session users hopefully find relevant shots within the collection.
As soon as there are enough results or when users indicate that the default navigation
thread is no longer suitable, the system initiates a background learner process. The
specific implementation of the learner process can be altered. We chose to take this
to the largest extent possible, and train a Support Vector Machine classifier [7] on the
entire dataset each time users find potentially relevant results.
The required positive and negative examples for this are automatically derived from
user actions in the browser interface. Positives are selected from the set of user marked
relevant results. Retrieving negative examples is more difficult, as we do not wish to
burden users with extra steps of marking irrelevant items. Negatives are therefore based
on unobtrusive user monitoring of the shown focus and context. When something is
relevant, users will navigate toward it and thereby placing it in the focus. During this,
potential relevant shots will appear in other threads in the context, with each individual
shot often appearing multiple times during the navigation process. When users do not
explicitly undertake action to mark these as relevant, the system will eventually mark
these as negative examples for the search task. To do so, the system keeps track of

stop
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how many times a shot was shown in the interface. Each shot x accumulates a chance
ptx that the shot is seen over time t, which can be 1 maximum. This is determined by
the summation of a weighted neighborhood distance to the focal shot, where a shot
actually being the focal shot has the highest chance to be seen:
ptx = min(1, pxt−1 + w × Dsf ,sx )
As soon as pn reaches a certain threshold the shot is marked as a negative result.
This whole process is unobtrusive, though users have an option to explicitly mark shots
as negative as well, which explicitly sets pn = 1. See also figure 5.4.
Next, the system trains a SVM classifier, as commonly used in image/video retrieval [9, 12, 19, 67]. Again, there are several kinds of possible solutions here, though
the core consideration here is interactive processing time. In our specific implementation positive and negative examples are transported to a compute cluster and the
relevant and irrelevant examples are used to train a support vector machine model [7],
using the procedure as described in [58] on 4000 dimensional feature vectors. Because speed is essential here, we have adapted the SVM kernel to use a pre-computed
kernel matrix of inter-shot distances, which is kept in the distributed memory of the
cluster [58]. This allows new models to be trained at near interactive speeds. A typical
run with 200 shots selected takes about 2 to 6 seconds on a dataset of 200 hours of
video consisting of 35766 individual elements. For our purposes this is fast enough, so
we did not need to consider further optimizations such as iterative re-training of SVM
models or using other classifiers.
Results are fed back into the interface as an updated default navigation thread in
order to keep navigation clear, as per guideline 5.

5.3.5

Putting it all together

The above techniques have been incorporated into the generalized workflow for targeted video search. See figure 5.5 for an update w.r.t. figure 5.1. The above interface
rules have subsequently been used to define the MediaMill ForkBrowser targeted video
search interface, which displays a single navigation context with the focal shot in the
center of the visualization. Each thread is represented as a list of images in a specific direction, so that users can spatially map them out and follow a path through the
dataset. The focal shot and its context is displayed using a fisheye [17] like method to
further guide user attention to the focal shot. When a single thread shows significantly
more relevant results than others, users have the option to enable Active Zooming.
This enables a seamless zoom into the selected thread, which then provides users with
a means of inspecting and selecting large sets of relevant items in less user interaction
steps for that particular thread only. See figure 5.4 for a mapping between threads and
tines, and figure 5.12 for a screenshot depicting the ForkBrowser together with Active
Zooming.
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Experimental setup and evaluation

Each individual component of the ForkBrowser has one or several parameters to be
configured which we can tune for optimal efficiency. Of course it is not feasible to
optimize each parameter with a separate user study. We therefore opt for parameter
optimization using simulated users whereas the real users evaluate the system as a
whole.

5.4.1

Data Set and Task

We use the same dataset for all our experiments, which is the TRECVID benchmark
dataset of 2007 and 2008. This is a video collection totaling 300 hours of video material, provided by the Netherlands Institute for Sound and Vision. The video collection
contains news magazines, science news, news reports, documentaries and educational
programs. Shot boundary information for the collection is provided by [45], automatic
speech recognition on these videos in Dutch is provided by [27]. We added a series of
semantic concept detector results, as explained in [58] to allow users to perform query
by concept searches into this collection.
On top of this dataset NIST provides a series of search topics. Typical topics of
2007 include “Find shots of people walking or riding a bicycle.”, “Find shots of a train
in motion.” and “Find shots of a woman talking toward the camera in an interview - no
other people visible.”. Topics for 2008 were more specific, and contained for example
“Find shots of a person looking through a microscope.”. For easy reference we use the
official TRECVID topic numbering scheme.

5.4.2

Experimental Setup

There are several parameters in the components of figure 5.5 which can be tuned in
order to provide the most possible relevant results in each phase of interactive search.
Specifically, we want to know the following:
• Q1: The optimal number of displayed threads.
• Q2: The optimal display length of individual threads.
• Q3: When to use active zooming.
• Q4: When to use relevance feedback.
To answer these questions we have implemented the workflow described in figure 5.5 as a deterministic simulated user experiment by viewing this workflow as a
deterministic state machine. For each step in the query and browse stages there is a
best choice of action, based on which shots are relevant to a query, and which aren’t.
By explicitly expanding this state machine we get a deterministic user simulator. The
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parameters of each component can be varied, and the effects of the parameter changes
measured.
Each action performed is denoted as a User Interaction Step, or UIS. In order to
have consistency between the various simulated user experiments we chose for a fixed
limit of User Interaction Steps rather than a limit in search time. Each real world user
would require a different time to evaluate information, and this is difficult to translate to
simulated users. We measured approximately 1.9±0.8 UIS per second on average over
all topics for all expert users, which translates to 574 UIS in a five minute timeframe.
The UIS/second also varies according to the difficulty per topic.
We chose 500 UIS as a limit, which approximates to slightly less than 5 minutes
for expert users. After 500 UIS the search session is stopped, and results are tabulated.
We assume that all topics are equally complex, and use a default tine length of 6 shots
in each direction. As soon as a relevant shot is positioned as the focal shot sf , it is
marked as ”retrieved”, and will not be considered anymore if it appears elsewhere in
the interface.
The experiments Q1 to Q4 above shall aid with finding optimal parameter settings
for the ForkBrowser, and as such do not try to optimize implementations for all the
guidelines. Specifically, these experiments help to optimize performance in guidelines
4 (show unexplored), 6 (inspect navigation options) and partially 9 (mapping between
nav and vis).

5.4.3

Simulating the query stage

In interactive search, we need an entry point into the data, defined as the initial query
thread. Users create a query thread by selecting (a combination of) semantic concepts,
keywords, or example images to be used in query by example. For the user simulation
we need something similar without having to resort to manual intervention. However,
which query method to use is non-trivial for a computer. We therefore perform all
simulated user experiments for all topics with the set of semantic concepts defined
in [58] as the set of possible initial queries. The concept that yields the best results for
a topic is taken as the query thread for that topic.

5.4.4

Simulating the browsing stage

Given a specific sf , the system generates a set of shots for each of the visible threads
during the browsing stage. The first sf is the first result in the query thread. The
simulated user follows the same diagram as given in figure 5.5. Specifically, for each
UIS the simulated user performs one of the following actions:
1. judge a shot as ”relevant” when this is labeled as such in the ground truth.
2. if there are relevant shots visible in any visual similarity or time thread, follow
the thread with the most results visible.
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87

3. if there is no relevant shot visible, follow the query thread
This is the basic browsing scenario for simulated users. Each of the experiments
listed in the following sections alters this basic ruleset slightly for the purpose of the
experiment.

5.4.5

Q1: Estimate benefit of multiple relevant threads

In this experiment we measure the benefit of displaying extra threads for an individual focal shot by using simulated users for various combinations of enabled/disabled
threads. Specifically:
• only the query thread enabled.
• query and time threads enabled.
• query thread and one or more dynamic visual similarity threads enabled.
• query, time, and dynamic visual similarity threads enabled.
The two visual similarity threads here are based on Gabor and Wiccest [69] similarity features respectively.
The results, depicted in figure 5.6, indicate that having more threads yields better
performance in almost all cases. Also, the results indicate that the extra similarity
threads do allow users to find some specific results faster. For example in topic 227:
face filling more than half the frame a large number of results were found because of
the visual similarity between faces.

5.4.6

Q2: Estimate optimal tine display length

We performed a simulated user experiment to determine the length of tines on screen.
Real world users are limited in what they can understand within a reasonable time
frame on screen, simulated users do not have this drawback. We are interested to see
what would have been the optimal length for simulated users, and performed experiment Q1, but now with all threads enabled, and varying tine lengths. The results of
this experiment are depicted in figure 5.7. Simulated user results indicate that the tine
length should not go beyond 10. After that the number of interaction steps needed
to reach that individual relevant result from a single thread takes so much UIS that it
would have been better not to see that result at all, and discover it elsewhere instead.
Analysis with real users showed that the number of shots shown in each direction was
topic dependent, with more difficult topics requiring the user to zoom in more, which
reduced tine length. On average a tine length of 6 was used. For the ForkBrowser
interface, which shows 6 threads (2 similarity threads, time thread in both directions,
query thread and history thread) this implies 36 shots are visible. In the worst case
scenario where all shots are different except the ones of the last navigation direction
this implies 5 × 6 + 1 = 31 previously unknown shots are presented to the user.
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Figure 5.6: This graph shows a combination of results. Each row shows the result of an individual

TRECVID 2008 topic, with the number indicating the TRECVID topic ID. The topics are sorted by best
performing ForkBrowser result for easy reading. The left two bar plots indicate which kind of actions
simulated users performed during their 500 User Interaction Steps. Move actions through query thread
are gray, through time are green and visually similar are yellow. The scatter plot on the right displays
the resulting number of relevant results found after these interactions. The rightmost text indicates the
chosen starting concept for each topic. Results indicate that having time and visual similarity threads is
beneficial, since they provide a large boost to the found number of results.
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5.4.7

Q3: Determine when active zooming should be used

For this experiment we want to determine at which number of relevant shots in a single thread it is most efficient to enable active zooming. Also, we want to determine
whether the number of currently displayed relevant shots in other threads affects performance, and if so, when this would influence results. The experiment is set up in such
a way that a simulated user browses through a series of 4 related threads with 6 shots
visible at a time from each thread. When active zooming is enabled the user either sees
30 shots from that thread, or, for dynamic threads, a number determined by the visual
similarity between the results and the focus shot. The act of enabling or disabling Active Zooming costs one UIS, the act of selecting all visible items costs another UIS,
and deselecting mistakes also costs one UIS per shot. The simulated users will determine whether to proceed with selecting results or switching back to the browser just
after enabling Active Zooming, so a mistaken activation still costs 2 UIS. The choice
to switch to active zooming mode is dependent on the number of shots relevant in a
single thread vs the number of relevant shots seen in other threads. We measure Active
Zooming performance by altering the threshold at which the simulated user activates
Active Zooming.
The results are shown in figure 5.8. As expected, these results indicate that AZ
can best be used when multiple positive results are visible in a single thread. As soon
as there are 4 or more positive results the number of UIS required to select positive
results is lower than without AZ, though there are several individual topics which still
benefit even when less consequitive relevant shots are shown. In a real scenario users
will typically have a better indication of when to use Active Zooming because of the
known search need, so users typically know when to use AZ even when less than 4
shots are relevant.
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Figure 5.7: Average number of positives found after 500 user interaction steps for all
topics at varying tine lengths for the ForkBrowser.
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Average Benefit of activating Active Zooming in ForkBrowser
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Figure 5.8: These boxplots show the difference between the number of relevant results
retrieved after 500 UIS when Active Zooming is enabled after the user spots N positive
results in a single thread. Postive scores indicate benefit when Active Zooming is used.
The results indicate that using Active Zooming when too few positive results are visible
on average deteriorates the number of found results, though several individual topics
exist which benefit from AZ. On average, when the user always activates AZ when more
than 4 positive results are visible the end result will yield more relevant shots.

5.4.8

Q4: Determine benefit of relevance feedback

As indicated in section 5.3.4, when users cannot find new relevant results within the
collection an option is to use relevance feedback to re-rank the collection based on past
browsing behaviour. However, using relevance feedback when there are not enough
results gathered might yield an suboptimal ranking. Also, it can happen that there are
still relevant results in Tq which are not yet visible, and browsing a little longer would
have shown these results.
To determine this, we measure the number of found results within 500 UIS for
various numbers of user interaction steps done without selecting any relevant result.
After this limit is reached the system performs reranking and this is then loaded as the
new Tq and browsing continues from that point until 500 UIS total have been reached.
This implies that a single retrieval session can feature multiple relevance feedback
rerankings.
Results are displayed in figure 5.9. Results indicate that the benefit is greatest when
the system activates RF after only 10 negative results have been found. Note that the
Relevance Feedback algorithm does require moderate computing requirements, and
in our case each Relevance Feedback reranking typically takes two to five seconds to
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calculate. With this timeframe taken into account it might be beneficial to let the user
browse more than the optimal number of 10 results.
When the RF activation threshold is set at 25 UIS, the benefit is only significant
with topics that yielded poor results in the baseline. In almost all cases performances
increases or stays the same. The one exception is 239: people playing with children,
where results significantly deteriorate when using relevance feedback. This is caused
by the fact that most of the relevant shots were found using the time thread of a single
video, and the relevance feedback mechanism inhibited finding this specific video.

5.4.9

ForkBrowser performance at TRECVID

In order to evaluate targeted video search using the ForkBrowser we participated in
the 2007, 2008 and 2009 NIST TRECVID Interactive Search tasks [54]. This gives us
a framework for a comparison between the ForkBrowser and the CrossBrowser with
respect to effectiveness and efficiency. It also gives us an indication how the ForkBrowser measures up to the state of the art in video retrieval [21]. See figure 5.11
for an overview of results for the topics of 2008. The graph shows that the ForkBrowser and CrossBrowser consistently received high marks. In 2009 similar results
were achieved, even though the dataset increased threefold, with an average precision
of 0.246 for the CrossBrowser and 0.241 for the ForkBrowser, both browsers using
Active Zooming and Relevance Feedback strategies, compared to 0.186 of the nearest
other system. Also, the capability to view details on demand of individual shots by either looking at motion icons or by looking at the context in time, yielded many relevant
results. For example: most of the results obtained for 2009 topic find dogs walking,
running or jumping were only found thanks to the capability of playing shots at rapid
speeds.

5.5

Discussion

The results in the previous section indicate that the ForkBrowser has excellent performance in the hands of expert users. In this section we discuss some of the unexpected
results and some limitations in terms of efficiency and usability.
When we look at efficiency, we found that the quality of results obtained with the
ForkBrowser are less dependent on the initial query than we expected. For example:
the topic 239: ”Find people standing, walking or playing with children” yields 206
positive results after 500 interaction steps when the user starts with the concept person
walking or running. This concept was determined as optimal by the system, as it
contains 18 positive results in the top 100. When we look at several other concepts
however, see table 5.10, we see that this number of found results, though lower than
206 still yield relatively high numbers of results. The number of relevant results in
the top 100 however lowers drastically, and the conceptual link between some initial
queries and the topic is unlikely to be found by real world users. We found similar
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Relevance Feedback benefit with varying starting thresholds
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Figure 5.9: This graph shows the benefit of activating Relevance Feedback after different numbers of UIS without finding any results for all topics, sorted by baseline
result. The baseline here is based on the results obtained by the simulation run with
the ForkBrowser, as depicted in figure 5.6. The graph shows that activating RF after
only a few non-relevant items found is already highly beneficial, and enables the user
to greatly increase the number of found results.
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Figure 5.10: A list of the top 6 initial queries for Find people standing, walking or
playing with children. Depicted is the number of relevant results top 100 in the initial query, and number of relevant results found after 500 steps using that query as a
starting point.
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Figure 5.12: Thread-based visualization in the ForkBrowser. In this example from the
TRECVID 2007 corpus, the top tine displays query-by-keyword results, the horizontal
tines display the time-line of a “Klokhuis” episode, the diagonal tines display dynamic
threads related to the center image, and finally the stem of the fork displays the current
browse history. The picture on the right shows the ForkBrowser with Active Zooming
enabled.
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results for many other topics. This seems to indicate that interfaces which allow users
to navigate through multiple threads help alleviate the effect of poorly chosen initial
queries.
The guidelines proposed in section 5.2 give us a framework for designing an interactive targeted video search system. The ForkBrowser implements all of these guidelines, but also many other systems in literature do already implement many of the
guidelines, and these systems might be further improved by implementing all of them.
We also note here that our evaluations didn’t take into account the ease of learning
the interface. The ForkBrowser interface is quite different from other user interfaces,
which requires users to spend time with the interface before they are able to master
it. However, the TRECVID results do show that the ForkBrowser in the hands of an
expert user yields very good results. Other systems based on more traditional layouts might be easier to learn. Examples from recent TRECVID benchmarks include
the Informedia Storyboard interface [11] and the FXPal MediaMagic [1], which use a
recognizable grid layout to browse through results, while the VisionGo video search
engine [36] uses a layout where the user browses through a linear list at only three
images per step.

5.6

Conclusion

In this paper, we proposed a technique for targeted search through large video collections. Targeted search focuses on fast retrieval based on an initial set of results from
a query system. Based on a focus + context based browsing methodology, we have
proposed a set of guidelines to which efficient targeted video search interfaces should
adhere. We compare these guidelines with existing interfaces in literature, which do
already implement many of these guidelines.
Subsequently, we follow these guidelines in designing the ForkBrowser, a browser
that allows users to navigate through a collection by following related threads linked
to a single focal shot.
We set up a user simulation framework to validate and optimize parameters of the
ForkBrowser in a series of user simulation experiments. Results show a clear benefit of
having a multi thread browser vs a single thread browser. Also, the experiments show
a clear benefit of using Relevance Feedback and indicate under which conditions it
should be applied. Furthermore, they indicate that Active Zooming is very helpful for
certain topics, and does never deteriorate results. Besides automated experiments we
also performed real user experiments by participation in the international TRECVID
2007, 2008 and 2009 benchmarks. The results show that the ForkBrowser, together
with Active Zooming and Relevance Feedback, consistently performs very well.

Chapter 6

Summary and conclusions

6.1

Problem Statement

The central problem statement of this thesis, as stated in chapter 1, is:
Problem Statement: how can we develop interactive search interfaces facilitating high precision, high recall, free exploratory, or targeted exploratory access to a
multimedia collection.
So, how do we support the process of retrieving elements from a multimedia collection? In particular, how do we retrieve sets of images or videos with only limited
and non-verified metadata available. In such circumstances we have to rely on the content of the images. There are automatic methods for understanding visual content, and
these have improved considerably over the last decade [57]. However, they cannot yet
cater for challenging semantic concepts. Furthermore, they are biased to yield high
precision results and finding high precision results is only one of many possible tasks
for retrieving multimedia elements. In this thesis we have looked at four of these tasks,
and focus on interactive retrieval of elements and the user interface to aid this process.
The optimal interaction and visualization strategy depend on the task the user has.
In this thesis we have defined four general tasks: high precision search, high recall
search, free exploratory search, and targeted exploratory search. We have studied the
characteristics of these tasks and looked for appropriate solutions. Rather than relying
on automatic analysis alone, we designed methodologies which support these tasks
through a combination of content analysis, intelligent interaction, and visualization.
Validating these methodologies is difficult as there are many aspects which are relevant.
We therefore performed an evaluation with a mix of simulated and real users for each
task. In figure 6.1 we shall briefly highlight the individual tasks.
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Figure 6.1: Overview of the 4 main search tasks discussed in this thesis, their resulting
search methodologies, and their main characteristics.
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Retrieval Tasks

We will now consider the tasks identified and present the methodologies we developed
to support these tasks. Figure 6.1 gives a visual summary of those methodologies and
their main characteristics, extending upon figure 1.1 in the introduction.

6.2.1

High precision and recall tasks

We have looked at both high precision and high recall tasks in chapters 2 and 3, and
presented MediaTable, a system which is based on the table metaphor for navigating
large collections. A tabular interface provides an overview of multimedia items and associated metadata, and a bucket list allows users to quickly categorize materials. Using
familiar interface techniques for sorting, filtering, selection and visualization users can
then either search for specific items or categorize the entire collection. MediaTable
aids users with efficiently categorizing unknown collections of images or videos. In
chapter 3 we further extended MediaTable with Active Bucket Categorization. This
approach unobtrusively expands user selections with related visual data from the rest
of the collection.
MediaTable was evaluated using both non-expert and expert users. Results indicate
that MediaTable supports an efficient categorization process and it provides valuable
insight into the collection. Active buckets yield a significant increase for high recall
retrieval.

6.2.2

Exploratory search tasks

In chapter 4 we introduced threads: linked lists of of video segments that are related
to each other with respect to a specific characteristic. These threads can be based
on query results, the timeline as well as visual or semantic similarity. We looked at
two interfaces which use threads as the basis for browsing. One interface shows a
minimal set of threads, the CrossBrowser, and the other as many as fit on the screen,
the RotorBrowser.
In chapter 5 we looked at what makes exploratory search effective, and we proposed guidelines for user interfaces. We then took the guidelines to design the ForkBrowser, a browser that allows users to navigate through a collection by following
related threads linked to a single focal shot.
We evaluated both RotorBrowser and ForkBrowser with user studies and user simulation experiments. The results indicate that the use of threads in interactive video
retrieval is beneficial. Furthermore, we find that in general the query result and the
timeline are the most important threads. Having several additional threads improves
the performance even further as it encourages people to explore new dimensions. Finally, we also participated in the interactive retrieval task of the TRECVID benchmark
where it consistently performed well in the benchmarks of 2007, 2008 and 2009.
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Conclusion

The search paradigms and user interfaces presented above all provide a means to the
same problem: how to efficiently retrieve elements from a multimedia collection.
Overall we find that there is no perfect interactive retrieval method, neither is there
a perfect user or a perfect task. Each user browses differently through collections,
finding different results. Furthermore, a lot depends on the type of task a user tries
to accomplish, which in many cases might be best answered by combining elements
from multiple search methodologies. For pure exploratory search, a thread based interface is best suited because it has several ways of performing and showing similarity
items. However, such an interface is less suited for collection categorization, which in
essence is a variant of high recall search. Here, a tabular browsing interface performs
better because of its extended overviews. There is, however, an overlap between the
various search tasks and their optimal browse methodology. See figure 6.2. For example, if you consider search as a single category categorization problem, then targeted
exploratory search can also be done with a tabular browsing interface such as MediaTable. Active buckets especially can aid in finding results related to the search query.
Another example, for high precision and high recall search a thread based interface
can also be used, because these interfaces often allow for very rapid user interaction
by always providing new directions to find elements.
For all interfaces we see that providing overviews - for example by showing tables
with metadata, or by providing active zooming - aids with helping users understand the
contents of the collection. The extra information gives the users extra context which
helps them decide in which direction to continue the browsing process. Hence, no
matter the task they should form an essential ingredient in any interactive retrieval
system for multimedia collections.
All defined tasks are aided by active learning. Categorization improves because individual buckets expand themselves. Exploration improves because the user is guided
to parts he hasn’t seen yet. Performing active learning in the background based on
monitoring of user browse and selection behaviour aids even more: it lessens the time
the user has to wait for results, and also doesn’t raise expectations of what to expect.
All beneficial results are then welcomed extras. The unobtrusive categorization support
in MediaTable by means of on the fly bucket expansions yielded a significant improvement for the user categorization effort, while yielding a default browse direction in the
ForkBrowser provided the user with a default direction in which to find new yet-unseen
results.
In this thesis we mostly investigated search and retrieval within multimedia collections. However, most of the techniques listed here, such as the creation of static threads
or the overview summarizations in both the ForkBrowser and MediaTable, can also be
used for other purposes. For example, the techniques can be used to construct the big
picture of a dataset: they allow users to gain a global insight on a dataset by clustering
and summarizing parts of the collection into one overview. This is of great use in the
field of Multimedia Analytics. Furthermore, we now only looked at interfaces which
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run on the traditional desktop PC. However, many of the proposed techniques are also
suited for other interfaces. For example, instead of using a keyboard a swipe action
on a smartphone could also be used to control the ForkBrowser, which could then for
example be used to do related image search on something you just photographed.
The four methodologies presented in this thesis together provide solutions for a
broad range of search tasks where the interaction and visualization optimally support
the search. In the hand of trained users they boost both the efficiency and effectiveness
of the search.

High Precision

High Recall

Free Exploratory

Targeted Exporatory

find results for clearly
defined search need

finding all instances in a
collection

explore the contents of a
collection

find something by
exploring a collection

Task:

Methodology:

MediaTable

MediaTable
+ Active Buckets

RotorBrowser

ForkBrowser
+ Active Zooming

Figure 6.2: In reality, there is no singular search task that uses only one search
methodology. There is overlap between the various tasks and methodologies.
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R. van Balen, F. Yan, M. A. Tahir, K. Mikolajczyk, J. Kittler, M. de Rijke, J.-M.
Geusebroek, T. Gevers, M. Worring, A. W. M. Smeulders, and D. C. Koelma.
The MediaMill TRECVID 2008 semantic video search engine. In Proceedings
of the 6th TRECVID Workshop, Gaithersburg, USA, November 2008.
[59] C. G. M. Snoek and M. Worring. Concept-based video retrieval. Foundations
and Trends in Information Retrieval, 4(2):215–322, 2009.
[60] C. G. M. Snoek, M. Worring, O. de Rooij, K. E. van de Sande, R. Yan, and
A. G. Hauptmann. VideOlympics: Real-time evaluation of multimedia retrieval
systems. IEEE MultiMedia, 15(1):86–91, 2008.
[61] C. G. M. Snoek, M. Worring, J.-M. Geusebroek, D. C. Koelma, F. J. Seinstra, and
A. W. M. Smeulders. The semantic pathfinder: Using an authoring metaphor for
generic multimedia indexing. IEEE TPAMI, 28(10):1678–1689, 2006.
[62] C. G. M. Snoek, M. Worring, D. C. Koelma, and A. W. M. Smeulders. A learned
lexicon-driven paradigm for interactive video retrieval. IEEE Transactions on
Multimedia, 9(2):280–292, 2007.
[63] C. G. M. Snoek, M. Worring, D. C. Koelma, and A. W. M. Smeulders. A learned
lexicon-driven paradigm for interactive video retrieval. IEEE Transactions on
Multimedia, 9(2):280–292, February 2007.
[64] C. G. M. Snoek, M. Worring, J. C. van Gemert, J.-M. Geusebroek, and A. W. M.
Smeulders. The challenge problem for automated detection of 101 semantic concepts in multimedia. In Proceedings of the ACM International Conference on
Multimedia, pages 421–430, Santa Barbara, USA, October 2006.
[65] M. Spenke, C. Beilken, and T. Berlage. Focus: The interactive table for product
comparison and selection. In Proceedings of the UIST 96 Ninth Annual Symposium on User Interface Software and Technology, pages 41–50. Press, 1996.

Bibliography

109

[66] H. Sundaram and S.-F. Chang. Condensing computable scenes using visual complexity and film syntax analysis. Multimedia and Expo, IEEE International Conference on, 0:70, 2001.
[67] S. Tong and E. Chang. Support vector machine active learning for image retrieval.
In MULTIMEDIA ’01: Proceedings of the ninth ACM international conference
on Multimedia, pages 107–118, New York, NY, USA, 2001. ACM.
[68] J. C. van Gemert, J.-M. Geusebroek, C. J. Veenman, C. G. M. Snoek, and
A. W. M. Smeulders. Robust scene categorization by learning image statistics
in context. In SLAM workshop, in conjunction with CVPR’06, New York, USA,
June 2006.
[69] J. C. van Gemert, C. G. M. Snoek, C. J. Veenman, A. W. M. Smeulders, and J. M.
Geusebroek. Comparing compact codebooks for visual categorization. Computer
Vision and Image Understanding, (in press), 2010.
[70] L. von Ahn and L. Dabbish. Labeling images with a computer game. In Proceedings of the SIGCHI conference on Human factors in computing systems, CHI ’04,
pages 319–326, New York, NY, USA, 2004. ACM.
[71] D. Wang, X. Liu, L. Luo, J. Li, and B. Zhang. Video diver: generic video indexing
with diverse features. In Proceedings of the international workshop on Workshop
on multimedia information retrieval, pages 61–70, New York, NY, USA, 2007.
ACM.
[72] C. Ware. Information visualization: perception for design. Morgan Kaufmann
Publishers Inc., San Francisco, CA, USA, 2000.
[73] R. Yan, A. Natsev, and M. Campbell. An efficient manual image annotation
approach based on tagging and browsing. In MS ’07: Workshop on multimedia
information retrieval on The many faces of multimedia semantics, pages 13–20,
New York, NY, USA, 2007. ACM.
[74] R. Yan, J. Yang, and A. Hauptmann. Automatically labeling video data using
multi-class active learning. In Proceedings. Ninth IEEE International Conference
on Computer Vision, volume 2003, pages 516–523. Citeseer, 2003.
[75] J. Yang, J. Fan, D. Hubball, Y. Gao, H. Luo, W. Ribarsky, and M. Ward. Semantic
image browser: Bridging information visualization with automated intelligent
image analysis. In IEEE Symposium on Visual Analytics Science and Technology.
IEEE, Piscataway, pages 191–198, 2006.
[76] K.-P. Yee, K. Swearingen, K. Li, and M. Hearst. Faceted metadata for image
search and browsing. In CHI ’03: Proceedings of the SIGCHI conference on Human factors in computing systems, pages 401–408, New York, NY, USA, 2003.
ACM.

110

Bibliography

[77] Youtube. http://youtube.com/.
[78] J. Zahálka and M. Worring. Towards interactive, intelligent, and integrated multimedia analytics. In 2014 IEEE Conference on Visual Analytics Science and
Technology, VAST 2014, Paris, France, October 25-31, 2014, pages 3–12, 2014.
[79] E. Zavesky, S.-F. Chang, and C.-C. Yang. Visual islands: intuitive browsing
of visual search results. In CIVR ‘08: Proceedings of the 2008 international
conference on Content-based image and video retrieval, pages 617–626, New
York, NY, USA, 2008. ACM.

List of publications

O. de Rooij and M. Worring. Active Bucket Categorization for High Recall Video
Retrieval. In IEEE Transactions on Multimedia, 15(4), 2013.
O. de Rooij and M. Worring. Efficient Targeted Search Using a Focus and Context
Video Browser. In ACM Transactions on Multimedia Computing, Communications
and Applications, 8(4), 2012.
D. Odijk, O. de Rooij, M.H. Peetz, T. Pieters, M. de Rijke and S. Snelders. Semantic
Document Selection. In Theory and Practice of Digital Libraries, 215-221, 2012.
J. Uijlings, O. de Rooij, D. Odijk, A. Smeulders and M. Worring. Instant Bag-ofWords served on a laptop. In Proceedings of the 1st ACM International Conference on
Multimedia Retrieval, Pages 69:1–69:2, New York, NY, USA, 2011.
O. de Rooij, M. Worring, and J. J. van Wijk. MediaTable: Interactive Categorization of
Multimedia Collections. In IEEE Computer Graphics and Applications, 30(5), 2010.
O. de Rooij and M. Worring. Browsing Video Along Multiple Threads. In IEEE
Transactions on Multimedia, 12(2), 2010.
A. F. Smeaton, P. Wilkins, M. Worring, O. de Rooij, T-S. Chua and H. Luan. Contentbased video retrieval: Three example systems from TRECVid. In Int. J. Imaging Syst.
Technol., 18(2-3), 2008.
C. G. M. Snoek, M. Worring, O. de Rooij, K. E. A. van de Sande, R. Yan and A. G.
Hauptmann. VideOlympics: Real-Time Evaluation of Multimedia Retrieval Systems.
In IEEE Transactions on MultiMedia, 15(1), January–March 2008.
O. de Rooij, C. G. M. Snoek and M. Worring. Balancing Thread Based Navigation
for Targeted Video Search. In Proceedings of the ACM International Conference on
Image and Video Retrieval, Niagara Falls, Canada, 2008.
O. de Rooij, C. G. M. Snoek and M. Worring. Query on Demand Video Browsing.
In Proceedings of the ACM International Conference on Multimedia, Pages 811–814,
Augsburg, Germany, 2007.

111

Samenvatting

Het doorzoeken van multimedia collecties is een complexe taak. Veel collecties bevatten slechts summiere hoeveelheden metadata, zoals bestandsnamen of het opnametijdstip. Andere informatie is vaak niet aanwezig, wat de zoeken in de collectie moeilijker maakt. Om hier toch doorheen te kunnen zoeken, kunnen inhoud gebaseerde
analyse technieken gebruikt worden welke de collectie kunnen verrijken met extra
metadata. Deze technieken leveren extra kenmerken op die gebaseerd zijn op de daadwerkelijke inhoud van foto- en videomateriaal. De precisie van deze technieken is
echter vaak niet voldoende om het zoeken volledig te automatiseren, en er is nog steeds
een mens nodig om naar de resultaten te kijken.
In dit proefschrift analyseren we het proces van interactief zoeken door multimedia collecties voor een viertal methodes waarmee door een collectie gezocht kan worden. Deze vier zoektaken worden eerst benoemd, waarna de daaropvolgende hoofdstukken verschillende gebruikersinterfaces bestuderen en op welke manier ze de gebruiker helpen de collectie te ontsluiten.
Met de eerste van de vier zoektaken - high precision search, oftewel gericht zoeken,
definiëren we de zoekvraag waarbij de gebruiker gericht op zoek is met als doel relevante resultaten zo snel mogelijk te vinden. Dit is de manier van zoeken zoals we
kennen van bijvoorbeeld Google of Bing: je typt iets in en je krijgt antwoorden.
Bij de tweede zoektaak - high recall search - is de gebruiker gericht op zoek om
alle relevante resultaten in de collectie te vinden. Bij deze zoekvraag is het van belang
om niet slechts een paar, maar alle resultaten te vinden.
Bij de derde zoektaak - free exploratory search - is de gebruiker niet direct naar iets
op zoek maar wil de collectie doorbladeren met als doel deze te leren kennen.
Als laatste, bij targeted exploratory search heeft de gebruiker een gericht doel wat
hij wil vinden, maar weet nog niet op welke manier hij deze data kan ontsluiten.
Deze vier methoden vragen elk om een andere aanpak qua zoekinterface. Dit hangt
dan ook samen met de centrale vraag van dit proefschrift: wat is er nodig in een interactief zoeksysteem om deze vier vormen van zoeken door een collectie optimaal te
bevorderen?
In hoofdstuk 2 introduceren we MediaTable: een gebruikersinterface die de collectie representeert in een tabelstructuur waarin zowel de multimedia zelf als de bi113
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jbehorende metadata wordt gecombineerd. MediaTable combineert reeds bekende en
vertrouwde interface technieken met een techniek waarbij de gebruikers gevonden resultaten snel in zgn. emmers kan stoppen om daarmee gevonden resultaten te categorizeren.
In hoofdstuk 3 breiden we MediaTable verder uit met Active Bucket Categorization: een methode waarbij de door de gebruiker geselecteerde fragmenten automatisch
worden uitgebreid met door de computer gevonden relevante fragmenten, teneinde de
gebruiker sneller meer resultaten te laten vinden.
MediaTable is geëvalueerd met zowel expert als niet-expert gebruikers. De resultaten tonen aan dat MediaTable de gebruiker zeker helpt met het categorizeren van
collecties multimedia, en MediaTable helpt de gebruiker daarnaast met inzicht verkrijgen in wat er in een collectie zit. Het gebruik van de Active Bucket Categorization
methode ondersteund de zoekvraag waarbij alle resultaten gevonden moeten worden
sterk.
In hoofdstuk 4 kijken we specifieker naar zoeken door collecties waarbij er nog
weinig metadata is. Als basis nemen we een systeem wat multimedia collecties kan
verrijken met content gebaseerde metadata. Door vervolgens gerelateerde fragmenten
in video aan elkaar te verbinden als draden door de collectie krijgen we een netwerk
van draden over de collectie, die ons vervolgens kan helpen deze te doorzoeken. Deze
draden kunnen gebaseerd zijn op de content gebaseerde karakteristieken, maar ook op
de tijdslijn waarin de video zich afspeelt of de visuele of semantische gelijkheid van
fragmenten.
Om dit te verder te evalueren bekijken we twee interfaces: de CrossBrowser, die
bewust slechts een minimale hoeveelheid draden laat zien, en de RotorBrowser die
juist alle relevante draden tegelijkertijd toont aan de gebruiker.
In hoofdstuk 5 beschrijven we een raamwerk van richtlijnen voor het ontwikkelen van gebruikersinterfaces voor multimedia collecties die zijn verrijkt met content
gebaseerde analyse technieken.
Dit raamwerk vormt de basis van de ForkBrowser: een interface bedoeld voor snel
zoeken door grote videocollecties. De basis hiervan gebruik maakt van het principe
van focus en context. Hierbij zie je als gebruiker het belangrijkste element waarmee je
bezig bent - een videofragment - centraal in beeld. Daaromheen in je visuele periferie
liggen de gerelateerde fragmenten aan het middelpunt.
Zowel de RotorBrowser als de ForkBrowser zijn geëvalueerd met experimenten
met gesimuleerde gebruikers en met een studie met echte gebruikers. Resultaten tonen
aan dat het gebruik van draden door de collectie teneinde de collectie beter doorzoekbaar te maken zinvol is. De draad met de tijdslijn en de draad met de initiële zoekresultaten zijn hierbij het meest effectief. De overige draden dragen echter nog steeds bij
aan de zoekresultaten, omdat het de gebruikers toestaat in nieuwe richtingen te zoeken
waar ze anders niet bij konden komen. Als laatste hebben we ook deelgenomen aan de
TRECVID benchmark voor interactieve videozoeksystemen, waar deze interfaces zich
in de top hebben geplaatst in 2007, 2008 en 2009.
In conclusie vinden we dat er geen interface is die perfect is voor alle zoektaken,
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maar noch is er de perfecte gebruiker: elke gebruiker zoekt anders en elke gebruiker
gebruikt daarvoor een ander scala aan mogelijkheden in een zoeksysteem. Afhankelijk
van de zoekvraag en de bijbehorende zoektaak is het ene type interface beter dan de
andere. Wel zien we dat bij alle interfaces het tonen van overzichten de gebruiker helpt
bij het beter begrijpen van de collectie. Daarnaast is het toevoegen van systemen die de
gebruiker actief ondersteunen met het genereren van nieuwe zoekresultaten ook nuttig
gebleken.
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