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Abstract
In this paper we present a comparison between two important
types of similarity measures for moving object trajectories for
machine learning from vessel movement data. These similari-
ties are compared in the tasks of clustering, classification and
outlier detection. The first similarity type are alignment mea-
sures, such as dynamic time warping and edit distance. The
second type are based on the integral over time between two tra-
jectories. Following earlier work we define these measures in
the context of kernel methods, which provide state-of-the-art, ro-
bust algorithms for the tasks studied. Furthermore, we include
the influence of applying piecewise linear segmentation as pre-
processing to the vessel trajectories when computing alignment
measures, since this has been shown to give a positive effect in
computation time and performance.

In our experiments the alignment based measures show the
best performance. Regular versions of edit distance give the best
performance in clustering and classification, whereas the soft-
max variant of dynamic time warping works best in outlier de-
tection. Moreover, piecewise linear segmentation has a positive
effect on alignments, which seems to be due to the fact salient
points in a trajectory, especially important in clustering and out-
lier detection, are highlighted by the segmentation and have a
large influence in the alignments.
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1 Introduction

In the maritime domain vessel movements are tracked by GPS sensors and
radar. Storing these moving object trajectories and applying machine learn-
ing and data-mining techniques to this data can assist operators and ob-
servers in this domain with analyzing vessel behavior. For instance, around
large ports, grouping vessel trajectories into clusters of similar behavior can
help operators to spot irregular movements. Or consider fishing vessels,
which show very irregular movement patterns, and cargo ships, which have
very regular behavior. Identifying to which class a vessel movement be-
longs can tell whether the observed behavior is unwanted and thus if further
investigation is required.

In this paper we present a comparison between the two main types of
similarity measures for moving object trajectories for machine learning from
vessel movement data. The first type of similarity are alignment measures,
which seek an alignment between points in a trajectory and then compute
a score for this alignment. The second technique is based on computing the
integral over time of the distance between two trajectories. Both types of
measures have advantages and disadvantages, and which type is better suited
in the domain of vessel trajectories is the main question that is addressed in
this paper. The comparisons between the measures are performed in three
machine learning/data-mining tasks: clustering, classification and outlier
detection.

Kernel methods ([31, 32]) provide state-of-the-art, robust algorithms for
a range of machine learning problems. They only require a similarity func-
tion, i.e. the kernel, between objects, and therefore are a natural choice for
moving object trajectories, for which there is no natural feature vector-like
representation. We use kernel methods for the three machine learning tasks,
following [40, 37]. Kernels are required to be positive semi-definite (PSD).
However, in practice the regular non-PSD similarity measures often work
well. Therefore, we use both regular and PSD variants of the similarity
measures compared in this paper.

Previous research ([40, 37]) has shown that piecewise linear segmentation
has a positive effect on alignment measures used in machine learning on
vessel trajectories. In our comparison we consider alignment measures with
and without the use of piecewise linear segmentation. Compared to the work
presented in [37], this paper includes additional tasks and the integral over
time kernels for comparison. In ([40]) the focus is on alignment measures
as part of a machine learning framework for vessel trajectories, whereas
this paper focuses on the comparison between different types of kernels for
machine learning with vessel trajectories and further explores the influence
of piecewise linear segmentation.

The rest of this paper is structured as follows. We present the necessary
preliminaries in Sect. 2. Section 3 contains all the technical details on
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the different similarity measures and piecewise linear segmentation. Our
experiments are described in Sect. 4. Finally, we end with some conclusions
and suggestions for future work.

2 Preliminaries

The work presented in this paper fits into the field of spatio-temporal data-
mining (STDM). Spatio-temporal data-mining aims at performing typical
machine learning/data-mining tasks on spatio-temporal data. For a good
overview of the research done in this area see [26].

The most prominent type of data studied in STDM is the moving ob-
ject trajectory. These are trajectories of objects moving in a certain space,
typically captured using things like GPS sensors. In a 2-dimensional space
these means that they are sequences of 〈x, y, t〉 vectors, where x, y is the
position at time t. However, for most of this paper, a moving object tra-
jectory T in a 2-dimensional space is represented by a sequence of vectors:
T = 〈x1, y1〉,〈x2, y2〉, . . ., 〈xn, yn〉. The number of vectors of trajectory is
denoted as: |T |. Furthermore, let T (i) = 〈xi, yi〉 and T (i, j) = 〈xi, yi〉, . . .,
〈xj , yj〉. In the following we refer to a vector 〈xi, yi〉 as a trajectory point or
element. Note, that when the sample rate of a trajectory is fixed, then the
time component is implicitly represented in the trajectory.

2.1 Similarity Measures

For the data-mining tasks with moving object trajectories that we study in
this paper a similarity measure is required. There are a number of differ-
ent approaches to similarities between trajectories, which can be broadly
divided into two classes. Note that we use the term ‘similarity’ generically
for measures that are distances or similarities.

The first class is that of alignment based similarities, which treat a tra-
jectory as a sequence of points. For two trajectories we try to find an optimal
alignment between the points according to some scoring scheme. The align-
ment computation algorithm and the definition of the scoring scheme lead to
different similarity measures. There exists Dynamic Time Warping (DTW)
([34]), and various forms of Edit Distance (ED), such as edit distance with
real penalties ([7]), edit distance on real sequences ([8]) and Longest Com-
mon SubSequence (LCSS) ([35, 36]). The DTW similarity measure has
its origin in the time-series literature, whereas edit distance measures were
originally defined for strings of characters.

The similarity measures considered in [24, 25, 19, 12, 2] interpret a tra-
jectory as a continuous function instead of a sequence. [24, 25, 19, 12, 2]
use a similarity measure that takes the integral over time for the distance
function that gives the distance between two trajectories for each time point.
The measure given in [2] generalizes previous versions of this measure with
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both a variable time-shift and a variable length of matching. [28] describe
a different method that calculates the surface between trajectories, instead
of calculating the integral over time, projections to the xy- and t-plane are
used.

These similarities measures are designed to consider two trajectories sim-
ilar if they (more or less) describe the same absolute spatio-temporal path.
However, no two trajectories are exactly the same. Trajectories can only
share part of their spatio-temporal paths, e.g. they might start or end at
a different location, but are similar for certain tasks. Vessels might move
at a different speed along different parts of the trajectory, but are still sim-
ilar for some tasks if this difference is not too large. Furthermore, there
are small noisy differences between trajectories, for instance caused by the
sensors measuring them. The two classes of similarity measures deal differ-
ently with these trajectory differences. The integral based measures allow
for time shifts and/or subtrajectories, which is especially suited for dealing
with differences in overlap between trajectories. Alignment measures allow
for repetition of elements (dynamic time warping) or gap penalties (edit
distance), which deal both with overlap differences and (slight) differences
and speed.

2.2 Data-Mining Tasks

This paper covers three machine learning tasks applied to vessel trajec-
tory data: clustering, classification and outlier detection. Clustering means
grouping trajectories into clusters of similar behavior. Classification is the
task of assigning a class to a trajectory, for instance the vessel type that
generated the trajectory. In outlier detection the aim is to discover irregular
movement patterns among a set of normal patterns.

Of these three tasks, most of the prior work in STDM concerns cluster-
ing. [35] use longest common subsequence combined with a density based
algorithm. An integral over time similarity measure is used in [24] with k-
means clustering, and with density based clustering in [25]. Two approaches
not directly based on similarity measures are in [29] and in [20]. The first
converts trajectories into a grid based representation and then clusters them
using fuzzy c-means. In the second paper the authors segment the trajec-
tories first using a minimum description length principle and then clusters
the segments using density based clustering.

For classification, [36] use a one-nearest-neighbor classifier with the LCSS
similarity measure. The main use for this classifier is to test the power of
the measure; the actual results for the task are of less importance. Using
the partition-and-group framework developed in [20] a classification method
for subtrajectories is defined in [22]. A voting algorithm for segments of tra-
jectories is introduced in [27] to classify trajectories into their representative
paths.
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With the partition-and-group framework from [20, 22] an outlier detec-
tion method for subtrajectories is introduced in [21]. [1] define an outlier
detection algorithm for trajectory streams which uses a Euclidean distance
between trajectories, where the main focus is to provide an efficient datas-
tructure to perform outlier detection online.

2.3 Kernel Methods

For each task we use an appropriate kernel based algorithm. These algo-
rithms are standard and well-known and we do not provide many details in
this paper. Good overviews of kernel methods are the books [32] and [31].
For a good introduction to the Support Vector Machine (SVM) algorithm
we recommend the tutorial in [3].

In theory, kernel methods require a positive semi-definite (PSD) kernel
matrix to ensure that distances in feature space are non-negative and to
guarantee convergence of algorithms, such as the SVM. Therefore we study
positive semi-definite variants for each of the similarity measures that we
use. However, earlier work ([37, 40]) has shown that these PSD kernels do
not necessarily show better performance than their regular non-PSD coun-
terparts. Moreover, these non-PSD kernels seem to work without problems
in practice, thus we also use the non-PSD variants of the measures as kernels.
For more general details on this phenomenon see [15].

To the best of our knowledge there exists little prior work on applying
kernel methods to moving object trajectories, apart from our earlier work
on clustering vessel trajectories using alignment kernels ([37]) and adding
domain knowledge to the kernels ([38]).

Moving object trajectories are a type of time-series. Data-mining for
time-series has been around longer. The typical time-series studied in this
field are usually one-dimensional and have different shapes than trajectories,
e.g. financial time-series, electro cardiograms, etc. There are a number of
studies on using kernel methods based on alignments for time-series. [17],
[14], [6] use kernels based on dynamic time warping (DTW) in time-series
classification. The regular form of DTW is used in [14] and in [6]. [17] use
the soft-max DTW kernel defined in [9], which is guaranteed to be positive
semi-definite.

3 Vessel Trajectory Kernels

In the following section we describe two types of similarity measures and
their kernel variants for moving object trajectories. One type of similarity is
based on creating an alignment between two trajectories and the other type
uses the integral over time of the distance between two trajectories. At the
end of this section we also briefly describe the piecewise linear segmentation
method that we use in combination with alignment measures.
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3.1 Alignment Kernels

From alignment based similarities we consider the dynamic time warping
([34]) and edit distance with real penalties alignment measures ([7]). Good
results have also been achieved by longest common subsequence ([36]) and
edit distance on real sequences ([8]). However, due to the way these measures
are defined, they are difficult to transform into positive semi-definite kernels,
and we have not included them in this paper.

Dynamic time warping and edit distances are usually defined with a
recursive function. We follow a different approach that first defines what a
valid alignment is and then how this alignment can be scored. The advantage
of this approach is that the relation between the positive semi-definite and
non-positive semi-definite variants is easier to see.

Dynamic Time Warping (DTW) is a very popular alignment method. A
DTW alignment π of p positions, where p ≥ 0, p ≤ |S| and p ≤ |T |, between
two trajectories S and T is a pair of p-tuples:

π = ((π1(1), . . . , π1(p)), (π2(1), . . . , π2(p))) ∈ N2p , (1)

with the constraints that there are unitary increments and no simultaneous
repetitions, thus ∀(1 ≤ i ≤ p− 1),

π1(i+ 1) ≤ π1(i) + 1, π2(i+ 1) ≤ π2(i) + 1 (2)

and
(π1(i+ 1)− π1(i)) + (π2(i+ 1)− π2(i)) ≥ 1 . (3)

Furthermore,

1 = π1(1) ≤ π1(2) ≤ . . . ≤ π1(p) = |S| , (4)

1 = π2(1) ≤ π2(2) ≤ . . . ≤ π2(p) = |T | . (5)

Thus, π1 is a sequence of indices into S and π2 a sequence of indices into
T . For DTW, the alignments are constrained such that all elements in
both trajectories are aligned, which might require repeating elements from
a trajectory, but in the alignment we do not allow to simultaneously repeat
an element in both trajectories.

Edit distances for sequences with discrete elements are computed in
terms of the number of substitutions, deletions and insertions that are re-
quired to transform one sequence into another sequence. We define a version
for continuous elements similar to how [7] defines it for time-series. An edit
distance alignment π of p positions, where p ≥ 0, p ≤ |S| and p ≤ |T |,
between two trajectories S and T is a pair of p-tuples as in Eq. 1, with the
constraints:

1 ≤ π1(1) < π1(2) < . . . < π1(p) ≤ |S| , (6)

1 ≤ π2(1) < π2(2) < . . . < π2(p) ≤ |T | . (7)
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This means that not all elements have to be aligned and there is no repetition
of elements.

The score function for an alignment π of two trajectories S and T , using
a substitution function sub and gap penalty g, is equal to:

ssub,g(S, T, π) = g·((|S|−|π|)+(|T |−|π|))+
|π|∑
i=1

sub(S(π1(i)), T (π2(i))) . (8)

This score sums the substitution scores computed by sub for all aligned
elements, and adds a constant gap penalty for all elements that are not
aligned. Considering the two types of alignments that are defined above, we
note that the difference is in how they treat gaps. In the DTW case there
are no gaps. What would be a gap in the edit distance case is treated in
DTW by repeating a trajectory element, and thus gets a score according to
the substitution function sub. In the edit distance case gaps have a fixed
penalty g. Thus, the value of g has no influence for ssub,g if π is a DTW
alignment.

Since we are interested in differences in absolute position we use the L2

norm as a substitution function:

sub(〈xi, yi〉, 〈xj , yj〉) = ‖〈xi − xj , yi − yj〉‖ . (9)

In the edit distance ([7]) and DTW ([34]) definitions, we take the score
of the alignment that minimizes the score function s as the alignment score.
Given two trajectories S and T , let Πφ(S, T ) be the set of all possible align-
ments between these trajectories under a certain alignment measure φ and
g ≥ 0, then

simg
min,φ(S, T ) = min

π∈Πφ(S,T )
ssub,g(S, T, π) . (10)

This score can also be normalized by dividing by the sum of the lengths
of S and T , resulting in the average score per element. Given two trajectories
S and T , let φ be an alignment measure and g ≥ 0, then

simg
minnorm,φ(S, T ) =

simg
min,φ(S, T )

|S|+ |T |
. (11)

However, it has been argued ([9, 33]) that taking the soft-max of the
scores of all possible alignments leads to a better similarity, since all possible
alignments are taken into account. Moreover, this soft-max variant defines a
positive semi-definite kernel. Given two trajectories S and T , let Πφ(S, T ) be
the set of all possible alignments between these trajectories under a certain
alignment measure φ, g ≥ 0, and β > 0 then

kg,βsoftmax,φ(S, T ) =
∑

π∈Πφ(S,T )

exp(−βssub2,g2(S, T, π)) . (12)
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Table 1: Overview of alignment based measures defined in this paper, with
the strategy used to deal with differences in trajectories, the different

variants and the parameters.

Measure Strategy Variant Parameters

Dynamic Time Warping Repetition of points
simmin,DTW

simminnorm,DTW

ksoftmax,DTW β

Edit Distance Gap penalty
simmin,ED g
simminnorm,ED g
ksoftmax,ED g, β

This kernel function has scaling parameter β. To ensure positive semi-
definiteness of this soft-max alignment kernel, the square of the L2 norm is
used as a substitution function, indicated by sub2. Consequently, we also
use the square of the gap penalty, if applicable, indicated with g2.

The above similarities and kernel functions can be computed using a
dynamic programming approach, as is standard for the max and max-norm
alignment similarities. This approach can also be used for the soft-max
alignment kernels ([9]). All the alignment kernels have a computational
complexity of O(|S||T |). The positive semi-definiteness of the DTW soft-
max kernel is proved in [9] and in [39] the PSD-ness of the edit distance
soft-max kernel is proved. Table 1 gives a brief overview of the different
alignment measures defined in this section.

3.2 Integral over Time Kernels

In this section we will look at similarities and kernels based on computing
the integral over time of the distance between two trajectories. We follow
the work in [2] which generalizes previous papers, such as ([24, 25, 19, 12]).
To the best of our knowledge, this is the first time that kernel variants of
these integral similarities are defined.

In the definitions in [2], trajectories are treated as continuous functions
T : R→ R× R, from time to position, i.e. T(t) = 〈x, y〉. We use bold face
capital letters (T) to distinguish trajectories as continuous functions from
trajectories as sequences (T ).

[2] define the following similarity. Let S and T be two trajectories. And
let τ ≤ min(tS, tT − tshift), where tS is the maximum t for which S(t) exists
and tT is the maximum t for which T(t) exists. Furthermore, τ ≥ tmin > 0.
Then, we define trajectory similarity simsub shift(S,T) between S and T as

simsub shift(S,T) = min
τ,tshift

∫ τ
0 ‖S(t)−T(t+ tshift)‖dt

τ
. (13)

Figure 1 illustrates this similarity function.
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S

T

0

0

tshift

τ

τ + tshift

tmin

tmin+ tshift

Figure 1: Example illustrating the function simsub shift, especially the
parameters τ, tshift and tmin.

Computing the integral in Equation (13) symbolically for two trajectories
can be very computationally expensive. Therefore we approach this integral
by sampling ‖S(t) − T(t + tshift)‖ with a fixed sample rate for t. Thus, as
with alignments, we are dealing with trajectories as sequences of points and
we use the symbols S and T in the following kernel definitions.

3.2.1 Full Trajectory Similarity

First we consider the simplest case of Equation (13) where we fix both
τ = min(tS, tT) and tshift = 0. Thus, this defines full trajectory similarity
with no time shift.

Let S and T be two trajectories. And let τ = min(tS, tT), where tS is
the maximum t for which S(t) exists and tT is the maximum t for which
T(t) exists. Then, we define trajectory similarity simnoshift(S,T) between S
and T as

simnoshift(S,T) =

∫ τ
0 ‖S(t)−T(t)‖dt

τ
. (14)

The most straightforward kernel variant of simnoshift is the following. Let
S and T be two trajectories and β > 0, then

kβnoshift(S, T ) = lim
n→∞

n∑
i=1

exp(−β‖S(i)− T (i)‖2) , (15)

where exp(−β‖S(i)−T (i)‖2) is defined to be 0 if S or T is undefined for i. As
with the alignment kernels, we use exp(−β‖S(i)−T (i)‖2), i.e. the Gaussian
kernel, to create a positive semi-definite kernel. Since trajectories are finite,
this is a kernel because of the closure under sum and limit properties of
kernels ([32]). Clearly the computational complexity of this kernel isO(|S|)),
where S is the shortest trajectory.

Note that knoshift allows us to compare a set of trajectories of different
lengths. On the other hand, the original simnoshift(S,T) is not a metric for a
set of trajectories with different temporal length. Therefore, using the simple
approach of directly putting sim in the Gaussian kernel (exp−sim(S,T)2) does
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not yield a proper positive semi-definite kernel for trajectories of different
length.

Next, we consider the variant of Equation (13) that includes time shift,
but not subtrajectories. Let S and T be two trajectories, and let τ =
min(tS, tT − tshift), where tS is the maximum t for which S(t) exists and tT
is the maximum t for which T(t) exists. Furthermore, τ ≥ tmin > 0. Then,
we define trajectory similarity simshift(S,T) between S and T as

simshift(S,T) = min
tshift

∫ τ
0 ‖S(t)−T(t+ tshift)‖dt

τ
. (16)

Essentially this measure computes the integral over time from simnoshift for
the value of tshift, i.e. the time shift, that minimizes this function. In other
words, this similarity tries to optimally align S and T temporally, such that
the integral is smallest. It makes sense to constrain the maximum allowed
absolute time shift tshift to be smaller than some tmax, or alternatively a
minimum overlap length of n. For example, a shift of tS or tT only compares
the first and last point of two trajectories. This would make two trajectories
with the same path, but in opposite direction, completely equal to each
other.

The corresponding positive semi-definite kernel for this similarity can be
constructed in a similar way to the soft-max alignment kernels in Section
3.1. Intuitively, the most direct translation of simshift into a soft-max kernel,
would sum exp(−βsimnoshift(S, T )) over all tshift. Unfortunately, this does
not lead to a positive semi-definite kernel.1

We use the following auxiliary kernel, kprod, to define the soft-max ver-
sion of simshift. Let T be a set of trajectories of length n and β > 0. Then
we define the kernel function kprod between two trajectories S, T ∈ T as:

kβprod(S, T ) =
n∏
i=1

exp(−β‖S(i)− T (i)‖2) = exp(−β
n∑
i=1

‖S(i)− T (i)‖2) .

(17)
Let T be a set of trajectories and β > 0. Then we define the kernel

function kfixed sub between two trajectories S, T ∈ T as:

kn,βfixed sub(S, T ) =

|S|−n+1∑
i=1

|T |−n+1∑
j=1

kβprod(S(i, i+n− 1), T (j, j+n− 1)) . (18)

This kernel is not a direct ‘soft-max’ translation of simnoshift. If we set this n
to be relatively high compared to the length of a trajectory, for instance n =
minT∈T (|T |), then only long subtrajectories are considered, therefore we say

1In terms of a convolution kernel ([16]) not each element of the decomposition (given
by the time shift) of one trajectory is compared to each element of the decomposition of
the other trajectory.
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that the kernel is somewhere between a subtrajectory and full trajectory
kernel. Also, the fact that n is fixed limits the number of time shift that are
considered. For instance, situations in which the first point of one trajectory
is only compared to the last point of the other trajectory are not possible,
unless n = 1.

The function kfixed sub is an instance of a convolution kernel as defined
in [16]. Furthermore, it is essentially a variant of the p-spectrum kernel for
strings ([32]). The kernel considers |S| + |T | possible time-shifts and for
each time-shift we compute norms for the overlap U between S and T , and
for this overlap we consider |U | − n subtrajectories. Thus the complexity is
O((|S|+ |T |) · (|U |+ (|U | − n))).

3.2.2 Subtrajectory Similarity

In this section we treat similarities that consider different length subtra-
jectories. First, we consider the version of Equation (13), that considers
subtrajectories, but no time shift. Let S and T be two trajectories. And let
τ ≤ min(tS, tT), where tS is the maximum t for which S(t) exists and tT is
the maximum t for which T(t) exists. Furthermore, τ ≥ tmin > 0. Then, we
define trajectory similarity D(S,T) between S and T as

simsub noshift(S,T) = min
τ

∫ τ
0 d(S(t),T(t))dt

τ
. (19)

This variant of D considers all possible subtrajectories longer than tmin, but
does not allow for time shift.

Let T be a set of trajectories and β > 0. Then we define the kernel
function ksub noshift between two trajectories S, T ∈ T as:

kimin,β
sub noshift(S, T ) = lim

n→∞

n∑
i=imin

min(|S|,|T |)−i+1∑
j=1

kβprod(S(j, j+i−1), T (j, j+i−1)) .

(20)
This is a positive semi-definite kernel by the closure under the limit property
since the maximum length of a subtrajectory is finite ([32]). For computing
this kernel we have to consider (|S| − imin)2 subtrajectories, where S is the
shortest trajectory, and we compute one set of |S| norms between S and T .
Thus the complexity is O(|S|+ (|S| − imin)2).

The final variant ofD that we look at is the one already given in Equation
(13). This version considers both subtrajectories of minimum length tmin

and time shifts. Given all that we defined above, the kernel variant of this
similarity is straightforward, and we can immediately give it. We use the
earlier defined kfixed sub. Let T be a set of fixed sample rate trajectories and
β > 0. Then we define the kernel function ksub shift between two trajectories

11



Table 2: Overview of integral over time based kernels defined in this paper,
with the strategy used to deal with differences in trajectories, the different

variants and the parameters.

Strategy Variant Parameters

No time-shift, no subtrajectories
simnoshift

knoshift β

Time-shift, no subtrajectories
simshift n
kfixed sub n, β

No time-shift, subtrajectories
simsub noshift imin

ksub noshift imin, β

Time-shift, subtrajectories
simsub shift imin

ksub shift imin, β

S, T ∈ T as:

kimin,β
sub shift(S, T ) = lim

n→∞

n∑
i=imin

kn,βfixed sub(S, T ) . (21)

Again, this kernel is PSD by the closure under the limit property. This
kernel is a variant of the all-subsequences kernel for strings ([32]). This
kernel clearly has the worst running time of all the kernels, considering
(|S|+ |T |)(|U |− imin)2 subtrajectories, where |U | is the length of the overlap
between S and T for a certain time shift. For each overlap we compute |U |
norms, thus the total complexity is O((|S|+ |T |) · (|U |+ (|U | − imin)2)).

In Table 2 we give a concise overview of the different integral over time
based similarities defined in this section.

3.3 Normalization and Direct Kernels of Similarity Measures

Before using the positive semi-definite kernels defined above we normalize
them in the following way. For a set of trajectories T we compute the
normalized kernel matrix K for a kernel k as:

K(i, j) =
k(S, T )√

k(S, S)k(T, T )
, (22)

where i and j are indexes for S, T ∈ T .
We also want to use the different similarity measures that are not positive

semi-definite kernels in our experiments with kernel algorithms. Therefore
we compute a kernel matrix in the following manner. For a set of trajectories
T we compute the kernel matrix K for a similarity measure sim as:

K(i, j) = sim(S, T ) , (23)
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where i and j are indexes for S, T ∈ T . Furthermore, we normalize and
invert K:

K = 1− K

max(K)
. (24)

These kernel matrices K for similarities sim are not positive semi-definite.

3.4 Piecewise Linear Segmentation

Piecewise Linear Segmentation (PLS) has been invented a number of times
in different fields ([11, 30, 18]). This method is intuitive, easy to implement,
relatively fast (compared to optimal methods ([4])) and gives good results.

The PLS-algorithm, given in Algorithm 3.1, uses a trajectory T = 〈x1, y1, t1〉,
. . . , 〈xn, yn, tn〉, including the time ti at each point i. It reduces a tra-
jectory into linear segments by recursively keeping the points that have
maximum error higher than a fixed threshold ε. The first and last points,
T (1) = 〈x1, y1, t1〉 and T (n) = 〈xn, yn, tn〉, of a trajectory T of length n are
selected, and for all intermediate points we compute the error, using the
function E, with respect to these points. If the maximum of these errors is
greater than a certain threshold, then we apply the procedure again, with
the corresponding point T (i) both as start and end-point, i.e. we recursively
apply the procedure to the trajectory from T (1) to T (i) and T (i) to T (n).
When there is no error greater than the given threshold, then we just keep
the points 〈x1, y1, t1〉 and 〈xn, yn, tn〉. Thus, the goal of the algorithm is
to reduce the number of points in a trajectory while keeping the maximum
deviation, or error, from the original trajectory within the threshold ε.

The error function in Algorithm 3.1 on line 5 is the recently introduced
Eµ ([13]). This error function generalizes most of the earlier defined func-
tions. See Equation (25) below for the definition.

Eµ(〈xi, yi, ti〉, 〈x1, y1, t1〉, 〈xn, yn, tn〉) = ‖〈xi, yi, µti〉 − 〈x′i, y′i, µt′i〉‖ , (25)

where 〈x′i, y′i, t′i〉 is the closest point to 〈xi, yi, ti〉 on the line-segment 〈x1, y1, t1〉,
〈xn, yn, tn〉. The parameter µ determines the ratio between the space and
time dimensions. Different settings of µ lead to different previously defined
error functions.

Applying piecewise linear segmentation to vessel trajectories as prepro-
cessing has an influence on the computation of alignments between trajec-
tories. PLS removes points from the trajectories, changing the alignments
that are possible. By removing these points, computation of the alignments
is made faster.

Piecewise linear segmentation does not speed up the computation of
integral over time kernels, since the trajectory is re-sampled to approximate
the integral. Because of this re-sampling, the outcome of the computation
of the integral is also influenced very little by PLS, unless extreme values
for ε are used.
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Algorithm 3.1 pls(T, ε)

1 We use end to indicate the index of the last element of a trajectory.
2 dmax = 0
3 imax = 0
4 for i = 2 to end − 1 do
5 d = Eµ(T (i), T (1), T (end))
6 if d > dmax then
7 imax = i
8 dmax = d
9 end

10 end
11 if dmax ≥ ε then
12 A = pls(T (1, imax ), ε)
13 B = pls(T (imax , end), ε)
14 TC = A,B(2, end)
15 else
16 TC = T (1), T (end)
17 end
18 return TC

4 Experiments

In the following section we investigate the performance of the kernels defined
above, see Tables 1 and 2, in three machine learning tasks with vessel tra-
jectories: clustering, classification and outlier detection. The main question
that we want to answer is which type of kernel, alignment based or integral
based, shows better performance in these three tasks. We are also interested
in further studying the positive effect of piecewise linear segmentation on
alignment measures.

Vessel Trajectories. The vessel trajectories in our three task datasets
have been recorded in front of the Dutch coast, using the Automatic Identi-
fication System2 (AIS). This system transmits messages with vessel position
information, speed, timestamp, a vessel identifier and vessel type every 2-
10 seconds. An AIS system is mandatory on vessels over 300 metric tons.
For each dataset the trajectories are preprocessed into separate trajectories
each time the vessel stops or exits the area of observation, see ([40]) for more
details.

Parameter Settings. The influence of piecewise linear segmentation on
task performance is investigated by using a number of different compression

2http://en.wikipedia.org/Automatic_identification_system
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settings ε. We use: 0, 20, 80, 320, 1280,∞ m. ε = 0 means no compression
and ε = ∞ is full compression, i.e. a reduction to just two points. The
setting for µ is fixed to a reasonable value determined in earlier work, see
([40]). The piecewise linear segmentation is compared to compression by
reducing the sample rate. We use the following sample rates: 1

9 , 1
18 , 1

36 , 1
72 ,

1
144 , 1

minT∈T (|T |) Hz. The sample rate setting: 1
minT∈T (|T |) means that the

shortest trajectory in the dataset is compressed to just two points. We only
test piecewise linear segmentation in combination with alignment kernels
since the influence of PLS on integral over time kernels is small and there is
not speed-up in computation time.

A large number of the kernels defined have one or more parameters,
for which we test multiple settings. The edit distance kernels, with gap
penalty g are tested with: 0.001, 0.005, 0.01, 0.05, 0.1. For the integral based
kernels that have a subtrajectory length parameter: the minimum overlap
n of simshift, the minimum the fixed length n in kfixed sub and the minimum
length imin, we use the parameter λ. We try λ = 1

4 ,
1
2 , 1 in λ ·minT∈T (|T |)

as different settings, i.e. we take the length of the shortest trajectory in the
dataset and set n, resp. imin, to a fraction of that length. To speed up
the computation of the kernels that shift over the trajectory, to consider
different time shifts or subtrajectories, we introduce the parameter γ. This
γ determines the interval, in number of samples, over which we shift, by
setting this interval to γ · λ ·minT∈T (|T |). For each setting of λ we consider
two settings γ = 1

2 , 1. 3

4.1 Clustering

With the clustering task we try to reconstruct a manually created gold
standard clustering. The dataset consists of set of 714 vessel trajectories
in a 25 km radius. The trajectories are partitioned into 8 clusters that are
very different in size, ranging from 8 to 348 trajectories. See Fig. 2 for
an overview. This gold standard was created in collaboration with experts
from the maritime domain.

As clustering algorithm we use weighted kernel k-means ([10]) under the
‘normalized graph cut’ setting, which deals better with different size clus-
ters. This algorithm is a kernel variant of the standard k-means clustering
algorithm, which partitions the input data into k different clusters. For each
kernel clustering is done 100 times with random initializations and the clus-
tering with the lowest intra cluster spread is kept, this process is repeated
40 times. We set k = 8, i.e. the amount of clusters in the gold standard.
To evaluate the quality of a clustering we take the average F1 ([23]). For a

3Using the λ and γ parameters keeps the positive semi-definiteness of the kernels.

15



1

2 3

4

5

6

7

8

Figure 2: An overview of the clustering vessel trajectory dataset with the 8
different clusters of the gold standard indicated with an arrow giving the
general direction. A solid dot indicates the start of a trajectory and an

asterisk indicates the end.

clustering C and gold standard G of size k this is:

F1(C,G) =
1

k

∑
gi∈G

max
cj∈C

2|gi ∩ cj |
|gi|+ |cj |

. (26)

Table 3 presents the results for clustering task using the alignment ker-
nels and piecewise linear segmentation. Each row shows the (best) results
for each kernel for a different setting of ε (which are the columns). For ker-
nels that have parameters, the parameter settings that resulted in the best
score are given in the row below. In Table 4 the results for the alignment
kernels combined with different sample rates are presented in a similar way.
Finally, Table 5 shows the results for the integral over time based kernels.
In this table, the columns indicate different settings of λ and γ. The scores
in bold typeface are the best scores, or those do do not differ significantly
under a Student t-test with p < 0.05, over all three tables.

The best performance clearly is achieved by the simmin,ED kernel when
combined with piecewise linear segmentation (ε = 20). More general, for a
number of kernels and piecewise linear segmentation settings, performance
is increased over the ε = 0 (no compression) case. In contrast, the scores
for the kernels do not change much when the sample rate is reduced. The
softmax kernels suffer from problems with numerical machine precision and
therefore have bad performance in the no compression and high sample rate
settings. The alignment based kernels outperform the integral over time
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Table 3: Mean value of F1 for the alignment kernels in the vessel
clustering task under PLS.

ε (m) 0 20 80 320 1280 →∞
simmin,DTW 0.72 0.78 0.80 0.78 0.75 0.79
simminnorm,DTW 0.83 0.71 0.70 0.69 0.75 0.80
ksoftmax,DTW 0.31 0.68 0.70 0.71 0.74 0.78
β 64 256 256 4 4 1

simmin,ED 0.75 0.88 0.86 0.84 0.79 0.79
g 0.05 0.05 0.05 0.05 0.1 0.1

simminnorm,ED 0.80 0.69 0.68 0.71 0.77 0.79
g 0.1 0.1 0.1 0.05 0.1 0.1

ksoftmax,ED 0.38 0.65 0.64 0.77 0.81 0.80
β, g 64, 0.1 256, 0.05 256, 0.005 256, 0.005 64, 0.001 16, 0.005

Table 4: Mean value of F1 for the alignment kernels in the vessel
clustering task under different sample rates.

sample rate (Hz) 1
9

1
18

1
36

1
72

1
144

1
minT∈T (|T |)

simmin,DTW 0.75 0.74 0.78 0.76 0.75 0.71
simminnorm,DTW 0.83 0.82 0.82 0.83 0.83 0.81
ksoftmax,DTW 0.32 0.46 0.55 0.61 0.61 0.62
β 16 16 16 64 256 64

simmin,ED 0.79 0.78 0.79 0.78 0.80 0.77
g 0.05 0.1 0.05 0.1 0.05 0.05

simminnorm,ED 0.75 0.75 0.75 0.76 0.74 0.80
g 0.1 0.1 0.1 0.1 0.1 0.05

ksoftmax,ED 0.38 0.49 0.57 0.62 0.63 0.62
β, g 64, 0.1 64, 0.05 256, 0.001 256, 0.005 256, 0.05 256, 0.01
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Table 5: Mean value of F1 for the integral over time kernels in the vessel
clustering task.

λ 1
4

1
2 1

γ 1
2 1 1

2 1 1
2 1

simnoshift 0.62
simshift 0.59 0.56 0.64 0.74 0.74 0.74
simsub noshift 0.57 0.56 0.55 0.58 0.57 0.60
simsub shift 0.57 0.65 0.62 0.68 0.67 0.75

knoshift 0.63
β 64

kfixed sub 0.70 0.71 0.70 0.71 0.70 0.71
β 1 1 1 1 1 1

ksub noshift 0.63 0.60 0.58 0.63 0.62 0.57
β 4 1 1 1 1 64

ksub shift 0.71 0.70 0.71 0.71 0.72 0.70
β 4 1 1 1 1 1

based kernels in this task. The λ and γ settings have little influence on
performance, other than for the simshift and simsub shift kernels, where higher
values increase performance.

4.2 Classification

For the vessel trajectory classification task we have a set of 400 trajecto-
ries of the 4 most common vessel types: cargo ship, tanker, tug and law-
enforcement vessel, with 100 trajectories per type, see Fig. 3. These trajec-
tories are from a 50 km radius around the Port of Rotterdam. The vessel
type is available via the AIS system. However, predicting the vessel type
is still useful to check the trustworthiness of the vessel, since the field is
filled in by hand. Moreover, in situations where vessels are tracked by other
means than AIS, vessel type information might not be available.

We use the C-SVC multi-class Support Vector Machine (SVM) from the
LibSVM library ([5]) as our classification algorithm. To evaluate the per-
formance of the different kernels we use a 10-fold cross-validation set-up.
Within each fold the C parameter of the C-SVC algorithm is optimized,
using an inner loop of 10-fold cross-validation, by selecting from the range
10−4, 10−3, 10−2,
0.1, 1, 10, 102, 103, 104. As evaluation measure we use accuracy: the frac-
tion of correctly classified instances.

The results for this experiment presented similarly as for the clustering
task. Table 6 shows the scores for the alignment kernels combined with
piecewise linear segmentation. The results for the alignment kernels with
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Cargo Ship
Tanker
Law Enforcement
Tug

Figure 3: An overview of the classification vessel trajectory dataset. A solid
dot indicates the start of a trajectory and an asterisk indicates the end.

different sample rates are given in Table 8. In Table 9 we show the scores
for the integral over time kernels. Because the best scores were achieved by
the alignment kernels under very high PLS compression settings, we include
additional results for high ε values in Table 7. Again, scores in bold typeface
are the best scores or not significantly different ones, this time using a paired
t-test with p < 0.05.

As in the clustering task, the best scores are achieved by an edit dis-
tance based kernel. This time it is the simminnorm,ED kernel under the high
ε = 2560 setting. However, this score does not differ significantly from the
best scores that almost all alignment kernels achieves under maximum com-
pression (i.e. the reduction to two points). Again, we see that reducing the
sample rate has less positive influence than piecewise linear segmentation.
The integral over time kernels perform worse than the alignment kernels,
with the λ and γ settings having no influence on the obtained results. The
softmax kernels suffer from problems with numerical machine precision un-
der low compression/high sample rate settings.

4.3 Outlier Detection

The outlier detection tasks involves predicting outlying vessel trajectories
among a set of normal trajectories. The vessel trajectory outlier detection
set consists of a set of 747 normal trajectories from tankers and cargo ships
and a set of 39 outlying trajectories, illustrated in Fig. 4. These trajectories
are from the same 50 km radius area around the Port of Rotterdam as the
classification dataset. As in the clustering task, the dataset was created in
conjunction with maritime domain experts.
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Table 6: Mean value of accuracy for the alignment kernels in the vessel
classification task under PLS.

ε (m) 0 20 80 320 1280 →∞
simmin,DTW 0.36 0.36 0.35 0.36 0.39 0.74
simminnorm,DTW 0.51 0.48 0.49 0.50 0.51 0.74
ksoftmax,DTW 0.33 0.48 0.60 0.61 0.62 0.66
β 1 4 4 16 64 256

simmin,ED 0.64 0.66 0.69 0.70 0.74 0.75
g 0.005 0.01 0.01 0.005 0.005 0.005

simminnorm,ED 0.68 0.69 0.73 0.73 0.75 0.75
g 0.005 0.005 0.01 0.005 0.01 0.005

ksoftmax,ED 0.33 0.49 0.60 0.63 0.68 0.73
β, g 16, 0.05 64, 0.001 64, 0.01 256, 0.001 256, 0.01 256, 0.01

Table 7: Additional mean values of accuracy for the alignment kernels in
the vessel classification task under PLS.

ε (m) 640 1280 2560 5120 10240 →∞
simmin,DTW 0.37 0.39 0.42 0.56 0.65 0.74
simminnorm,DTW 0.50 0.51 0.56 0.64 0.61 0.74
ksoftmax,DTW 0.63 0.62 0.66 0.64 0.67 0.66
β 16 64 64 256 256 256

simmin,ED 0.74 0.74 0.74 0.74 0.75 0.75
g 0.005 0.005 0.005 0.01 0.01 0.005

simminnorm,ED 0.73 0.75 0.78 0.75 0.74 0.75
g 0.005 0.01 0.005 0.005 0.005 0.005

ksoftmax,ED 0.65 0.68 0.70 0.73 0.72 0.73
β, g 256, 0.001 256, 0.01 256, 0.001 256, 0.01 256, 0.05 256, 0.01

Table 8: Mean value of accuracy for the alignment kernels in the vessel
classification task under different sample rates.

sample rate (Hz) 1
9

1
18

1
36

1
72

1
144

1
minT∈T (|T |)

simmin,DTW 0.39 0.40 0.40 0.40 0.40 0.40
simminnorm,DTW 0.53 0.53 0.53 0.53 0.53 0.52
ksoftmax,DTW 0.36 0.40 0.48 0.53 0.57 0.58
β 1 4 4 4 64 64

simmin,ED 0.67 0.67 0.66 0.66 0.66 0.67
g 0.01 0.01 0.01 0.01 0.005 0.01

simminnorm,ED 0.69 0.69 0.68 0.68 0.69 0.70
g 0.01 0.01 0.01 0.01 0.01 0.01

ksoftmax,ED 0.37 0.42 0.48 0.57 0.57 0.62
β, g 64, 0.1 16, 0.1 16, 0.1 4, 0.1 64, 0.001 256, 0.01
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Table 9: Mean value of accuracy for the integral over time kernels in the
vessel classification task.

λ 1
4

1
2 1

γ 1
2 1 1

2 1 1
2 1

simnoshift 0.49
simshift 0.44 0.44 0.43 0.42 0.40 0.40
simsub noshift 0.39 0.40 0.40 0.39 0.39 0.39
simsub shift 0.43 0.44 0.44 0.49 0.49 0.47

knoshift 0.63
β 64

kfixed sub 0.68 0.67 0.67 0.67 0.64 0.65
β 256 256 64 64 16 64

ksub noshift 0.66 0.67 0.66 0.66 0.66 0.67
β 64 256 64 64 16 64

ksub shift 0.67 0.67 0.67 0.67 0.67 0.65
β 256 256 16 64 64 64

For this task we use a one-class SVM, also from the LibSVM library ([5]).
In the experimental set-up we split the set of normal trajectories into a train
set of 2

3 and a test set of 1
3 . To the test set we add outlying trajectories. For

each kernel we do this split 40 times. For each split we train a one-class SVM
on the train set, using 10-fold cross-validation on the train-set to determine
the optimal ν parameter from 0.1, 0.2, . . . , 0.9. We use the decision values
generated by the one-class SVM on the test set to create a ranking of the
trajectories in the test set. We evaluate this ranking using the R-precision
performance measure, which is the Precision@R, where R is the number of
outliers in the test set.

Tables 10, 11 and 12 present the results for the alignment kernels with
PLS, the alignment kernels with reduced sample rate and the integral over
time kernels, respectively. The scores in bold typeface indicate the best
scores or the not statistically significant worse ones, under a Student t-test
with p < 0.05.

Alignment kernels combined with piecewise linear segmentation also
show the best performance in this task. However, this time the softmax
kernels show the best performance by a large margin, with the best score
achieved by ksoftmax,DTW under ε = 80. The integral over time kernels are
again outperformed by the alignment kernels. In contrast to the two pre-
vious tasks, among the integral over time kernels it are now the positive
semi-definite kernels (based on the softmax) that clearly show the best per-
formance. Again, the λ and γ settings have little influence. Furthermore,
we encounter the same problems with numerical machine precision for the
softmax based alignment kernels.
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Table 10: Mean value of Precision@39 for the alignment kernels in the
vessel outlier detection task under PLS.

ε (m) 0 20 80 320 1280 →∞
simmin,DTW 0.31 0.20 0.42 0.36 0.39 0.26
simminnorm,DTW 0.21 0.16 0.20 0.17 0.16 0.26
ksoftmax,DTW 0 0.40 0.79 0.76 0.69 0.64
β 1 16 64 64 64 256

simmin,ED 0.42 0.22 0.48 0.52 0.54 0.37
g 0.1 0.05 0.05 0.05 0.05 0.05

simminnorm,ED 0.39 0.42 0.46 0.55 0.49 0.38
g 0.1 0.1 0.05 0.05 0.01 0.01

ksoftmax,ED 0 0.39 0.68 0.68 0.57 0.45
β, g 1, 0.001 256, 0.05 256, 0.05 256, 0.05 64, 0.05 256, 0.05

Table 11: Mean value of Precision@39 for the alignment kernels in the
vessel outlier detection task under different sample rates.

sample rate (Hz) 1
9

1
18

1
36

1
72

1
144

1
minT∈T (|T |)

simmin,DTW 0.29 0.28 0.28 0.29 0.28 0.30
simminnorm,DTW 0.20 0.20 0.20 0.20 0.20 0.20
ksoftmax,DTW 0 0 0 0.61 0.74 0.75
β 1 1 1 64 64 256

simmin,ED 0.37 0.37 0.36 0.37 0.36 0.37
g 0.005 0.005 0.005 0.1 0.01 0.1

simminnorm,ED 0.41 0.42 0.40 0.41 0.41 0.42
g 0.01 0.01 0.01 0.01 0.01 0.01

ksoftmax,ED 0 0 0.32 0.71 0.71 0.69
β, g 1, 0.001 1, 0.001 64, 0.1 256, 0.05 256, 0.05 256, 0.1
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Regular
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Figure 4: An overview of the outlier detection vessel trajectory dataset. A
solid dot indicates the start of a trajectory and an asterisk indicates the

end.

4.4 Discussion

In all three experiments the alignment kernels show the best performance.
Also, the application of piecewise linear segmentation improves performance
over using uncompressed trajectories and reducing the sample rate. This
seems to be due to the fact that the PLS algorithm retains the salient points
in a trajectory. Especially in the clustering and outlier detection tasks, these
salient points are important in determining in which cluster a trajectory
belongs, or whether it is an outlier. The effect is smaller in the classification
task. In this case the classes are not determined by a human domain expert,
which might account for this difference.

The main difference between the alignment and integral over time ker-
nels, when not considering PLS, is in how they deal with variations in start
and end locations, overlap, speed and noise in the trajectory data. The ex-
perimental results suggest that the solution of alignment measures, allowing
gaps or the repetition of elements, fits the used vessel trajectory data better
than the solution of allowing for time shifts and subtrajectories that is used
in the integral over time measures.

The softmax kernels were developed because they are positive semi-
definite, and therefore proper kernel variants of the measures that they are
based on. However, they show worse performance in the clustering and
classification tasks using kernel based algorithms. This strokes with the
observation that non-PSD (or indefinite) kernels can work well in practice
[15]. In outlier detection the softmax kernels do work well, also among the
integral over time based kernels. The fact that the softmax kernels take all
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Table 12: Mean value of Precision@39 for the integral over time kernels in
the vessel outlier detection task.

λ 1
4

1
2 1

γ 1
2 1 1

2 1 1
2 1

simnoshift 0.22
simshift 0.13 0.12 0.13 0.13 0.13 0.13
simsub noshift 0.17 0.16 0.17 0.16 0.17 0.17
simsub shift 0.16 0.15 0.15 0.16 0.16 0.16

knoshift 0.49
β 256

kfixed sub 0.39 0.39 0.40 0.41 0.46 0.46
β 256 256 256 256 64 64

ksub noshift 0.49 0.51 0.52 0.49 0.50 0.52
β 64 64 64 64 16 16

ksub shift 0.38 0.38 0.39 0.41 0.41 0.46
β 256 256 256 256 64 64

alignments (or time-shifts/subtrajectories) into account is the likely expla-
nation for this. An outlying trajectory might still have one or two good
alignments with another trajectory, and thus would not be considered an
outlier when using regular alignments.

What the right values for the β and g parameters are differs per task
and kernel type. In an application setting we suggest to optimize over these
parameters during training of the support vector machine. Unfortunately
we cannot do this in the clustering task. In this task, for the alignments
combined with PLS, we see a trend of lower β and g values for higher
compression settings.

A practical issue concerning the soft-max kernels is that they can run into
machine precision problems with computation on long trajectories, which is
related to the diagonal dominance issue mentioned in [33]. They suggest to
take the logarithm of the computed similarity to solve this problem. How-
ever, this does not solve the computational issue and the resulting kernels
are no longer PSD.

5 Conclusions and Future Work

We presented an experimental investigation into kernels for vessel trajecto-
ries based on alignments and integrals over time. In the experiments with
clustering, classification and outlier detection, the alignment kernels show
the best performance. This performance is further enhanced by applying
piecewise linear segmentation (PLS) to the trajectory data before comput-
ing the kernel. Regular versions of edit distance combined with PLS show
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the best performance in the clustering and classification tasks, whereas the
positive semi-definite softmax variant of dynamic time warping achieves the
best results in the outlier detection task.

The most important direction for future research from an application
perspective is investigating how the results in this paper translate to the
on-line setting, in which the goal is to do classification or outlier detection
of partial trajectories. From a more theoretical perspective it is interesting
to investigate how these kernels perform on other moving object trajec-
tory datasets, with less regular patterns, where the amount of data points
is sparse with respect to the changes in the trajectories. In this scenario
integral over time based kernels could potentially be the better choice.
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