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Summary 

The context of the standard setting process 

In 1993 the Dutch government adopted national attainment targets for all 
subject areas in primary education. Within the context of Stake's model for 
educational evaluation, it is argued that standards for attainment targets are 
necessary to be able to evaluate the quality of educational outcomes with 
respect to educational objectives. This thesis focuses on the development of 
standards for these targets. A standard setting method has been developed in 
which IRT-mappings of items on ability scales are used. This method has 
been applied in a three-stage standard setting procedure. 
Since 1987 the Dutch National Assessment Program in Education (PPON 
being its Dutch acronym) has been carrying out performance surveys. The 
results of the national assessment program can be used for an evaluation of 
these targets. In addition, setting appropriate achievement levels would help to 
define important outcomes of education, stating clearly what students should 
know, and thus enhance the usefulness of assessment results to the public. 
Once appropriate levels of achievement or standards have been defined and 
compared to assessment results, we can evaluate the effectiveness of the 
educational system with respect to national targets. 

Three standards 

Of course attainment targets as formulated by the government apply to all 
students in primary education. However, that is not necessarily to say that all 
students will be able to reach a sufficient level of mastery on these targets. 
Reality forces us to acknowledge that a certain proportion of students will 
only reach a very poor level of mastery and that it is unrealistic to state that 
the educational system is only successful if all students reach full mastery of 
the attainment targets. The consequence of such a statement would be that 
these targets are to be formulated at a very rudimentary level. On the other 
hand, however, it is self-evident that the majority of the students should reach 
a sufficient level of mastery of the attainment targets. 

177 



Therefore, the satisfactory standard denotes an achievement level at which 
students at the end of primary education master the attainment targets 
sufficiently. It is expected that 70% - 75% of the students will reach this level. 
Two additional standards are formulated. The minimum standard denotes a 
basic level of proficiency, to be achieved by 90% - 95% of the students. For 
'problem students' the educational program should be accommodated to 
guarantee mastery of the attainment targets at the minimum level at least. 
Generally the items of an evaluation instrument cover a broad scope of 
proficiency. The advanced standard was adopted to indicate a proficiency 
level that outreaches full mastery of the attainment targets for primary 
education. 

The standard setting method 

Within each domain of the curriculum the national assessment program 
focuses on several educational subjects. For each subject an ability scale is 
constructed using a general one-parameter logistic model which allows for 
differences in discriminating power between items (Verhelst, Glas & 
Verstralen, 1993).The standard setting method focuses on the use of segments 
of item-characteristic curves on the ability scale. These scales make it possible 
to interrelate item difficulty and the ability distribution within the relevant 
population. To depict the relation between item i and the ability scale, two 
ability levels are estimated: the ability level at which the probability of 
answering item i correctly />(X;=1) = 0.50 and the ability level at which the 
probability P(X;=1) = 0.80. The relation between an item and the ability scale 
can now be depicted by a line connecting these two points: the P50-P80 
segment. Students with an ability level to the right of this segment have a 
probability P(X;=1) > 0.80 and their mastery ofthat item is high. Students 
with an ability level to the left of this segment have a probability P(X;=1) < 
0.50 and their mastery level of the item is regarded as insufficient. When the 
ability score is within the area covered by the segment, the student's mastery 
level ofthat item is considered to be moderate to satisfactory. 
In the standard setting process graphs have been used in which all P50-P80 
segments of the item pool are depicted on the ability scale in order of 
increasing difficulty. This makes it possible to indicate an achievement level 
for a particular standard directly on the ability scale, while being informed 
about the relative difficulty level of the items in the item pool and about the 
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consequences of their ratings with respect to level of mastery of the complete 
item pool. 

The standard setting procedure 

Depending on the number of subjects within a domain, one to three panels of 
about 25 expert judges are invited to participate in the standard setting 
process. The standard setting procedure for each subject consists of three 
separate rounds of ratings. In the first round, panelists receive a booklet 
containing the complete item pool for a particular subject, or, if the item pool 
is too large, a selection of items. Typically a booklet contains 20 to 30 items. 
Panelists are asked to answer all items and to check their answers. After 
completion of the test, panelists indicate on a response form at which point 
they judge the proficiency level to be satisfactory, minimum or advanced. The 
response form shows a graph of the ability scale with the P50-Pm segments 
of the items. The ability scale is a transformation of the observed scale and is 
therefore not informative with respect to the ability distribution in the 
population of reference. 

In the second round, panelists meet in small groups of five to discuss their 
individual judgments. It is explicitly stated that the discussion is not aimed at 
unanimity, although reduction of the diversity of judgments would be a 
favorable outcome. Panelists then indicate their second judgments on a 
response form similar to the one used in the previous round. Because the scale 
on the response form is not informative with respect to the ability distribution 
in the population, the first two judgments are only based on the estimation of 
the panelists of what students should know or be able to do with respect to the 
available item pool and not on their observed level of knowledge or ability. 
At the beginning of the third round, each panelist receives a response form on 
which the observed ability scale is revealed and on which several percentile 
points accentuate the ability distribution in the population. Panelists are 
instructed on how to transpose their first ratings to this scale. By actually 
doing so, panelists learn about the distance between the actual performance 
level and the achievement level corresponding to their own, intuitive, 
standards. Furthermore, panelists are informed about the distribution of 
judgments in the total group, by presenting the computed median, the 
interquartile range and the total range of judgments for each standard in the 
second round. Each panelist is now informed about a) the discrepancy 
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between his or her own ratings and the students' actual performance, b) the 
relative position of his or her ratings within the group and c) the general 
position of the group ratings with respect to actual performance. Finally, each 
panelist is asked for a final judgment. 
It is the interquartile ranges of these final judgments which have been 
published in the PPON research reports as the final standards for the 
minimum, satisfactory and advanced levels. 

Standards for mathematics, music and Dutch language 

In chapter 3 the results of the standard setting process for mathematics, 
musical education and Dutch language are described. For mathematics, 
standards were developed for 29 topics, while for musical education the 
standard setting concerned 8 topics, and for Dutch language 20. Because of 
the large number of topics for mathematics two panels of judges were invited 
for a two-day meeting; for Dutch language even three panels were invited. For 
musical education only one panel was needed. Each panel is composed of 
informed judges: about 15 teachers with at least three years of experience in 
teaching the subject area in grade 8, about five school counsellors with 
specific expertise in the subject area and about five teachers of teacher 
training colleges, so about 25 judges in total. 

In all three subject areas the definitive standards for satisfactory mastery of 
the attainment targets generally outreach the actual mastery level of students 
at percentile points 25 to 30. In mathematics the students' actual performance 
coincides with the standard for only two topics. For 25 topics the satisfactory 
standard is actually reached by less than 60% of the students and for 13 topics 
by even less than 50% of the students. 
Within the subject area of musical education the satisfactory standard 
coincides with actual performance for only one topic. For the other topics, 
50% or less of the students reach this standard. 
In the domain of Dutch language, all standards for satisfactory mastery 
outreach actual performance. For 11 topics less than 50% of the students reach 
the satisfactory standard. 
As far as musical education is concerned, this result can be related to the 
discrepancy between the attainment targets and actual educational practice. 
But this is certainly not the case in the other two subject areas. It has to be 
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concluded that actual performance of students at percentile points 25-30 is 
disappointing. 

With respect to the minimum standard the discrepancies with actual 
performance of students at percentile points 5-10 are generally less striking, 
but still in most instances this standard outreaches actual performance. In 
mathematics the minimum standard coincides with actual performance in 
about 10 out of 29 topics while for 6 topics the minimum standard is reached 
by less than 75% of the students. 

In Dutch language the minimum standard and actual performance coincide in 
about 7 out of 20 topics while for 4 topics this standard is reached by less than 
75% of the students. For musical education coincidence between standard and 
actual performance is found for 3 out of 8 topics and for three other topics this 
standard is reached by less than 75% of the students. 

Generally, the advanced standard revealed that mastery of the majority of the 
items falls within the range of the attainment targets for primary education. 

Additional studies 

In chapter 4 several studies with respect to the evaluation of the standard 
setting method and procedure are reported. 

Evaluation of the judgment procedure among panelists 

Validity with respect to the standard setting procedure concerns the question 
to what extent the procedure has resulted in indicating the standards for 
minimum, satisfactory and advanced performance as intended by the 
panelists. One aspect of this problem is the opinion of panelists themselves 
about the adequacy of the standard setting method and procedure. The 
panelists'judgments with respect to the procedure have been collected by 
means of a written questionnaire. 

Nearly all panelists have indicated to have been sufficiently informed about 
the purpose of the standard setting research in which they participated and 
about the definitions of the standards. Panelists, however, generally 
acknowledged that they had some difficulty in interpreting the IRT ability 
scales on the judgment forms. Both the group discussions in the second round 
and the additional information provided in the third round were highly 

181 



appreciated. More than 80% of the panelists have confidence in the final 
standards and if asked to reconsider their decisions, most judges claim they 
would persist in their judgments. 

Effects of group discussions and additional information 

In the second round panelists discussed their first judgments in small groups. 
The main effect of the group discussions was in reduction of the diversity of 
judgments. Group discussions had hardly any effect on the mean level of the 
standard. The additional information in the third round only slightly 
influenced the diversity of the judgments. Thus, in most cases the procedure 
resulted in the desired outcome of increasing consensus between judges. 
On the other hand, the additional information had a systematic effect on the 
mean level of the standards. Effect sizes were calculated for the differences 
between the mean standard levels of the third and second rounds, resulting in 
positive effect sizes for increasing and negative effect sizes for decreasing 
standard levels. But, though both positive and negative effect sizes occurred, 
invariably significant negative relations were found between the effect sizes 
and the mean judgments in the second round. Relatively low mean judgments 
in the second round resulted in the additional information raising the standard 
level. If, on the other hand, mean judgments in the second round were 
relatively high, this information had a lowering effect. 

Effect of panelists ' characteristics 

The effects of two characteristics of panelists were studied. First, the effect of 
type of judge on the mean level of the standards was explored. The panels of 
judges were composed of teachers with daily experiences of learning 
outcomes and other experts who were only indirectly involved in the 
educational process. This could give rise to the assumption that teachers have 
a more realistic notion of the desired learning outcomes. In general, however, 
no effect of type of judge was found. 
The second feature, which was restricted to the teachers in the panel, was type 
of school. Generally, socio-economically unprivileged, and in particular 
children of non-Dutch origin within this group, often show serious retardation 
with respect to learning outcomes. If in the standard setting process teachers 
take into account their own groups of students, differences in judgments could 
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be expected from teachers of different types of schools. Such an effect, 
however, was not found. Both studies thus support the generalizability'of the 
standards. 

Standard levels in relation to the difficulty of the item sample 

In a standard setting process the panelists' judgments are based on a set of 
items for a particular school subject. In making up such an item sample, the 
researcher is most concerned about its content validity. In principle - and 
within certain limits, of course - there is no need for meeting a certain mean 
difficulty level in the item sample. Generally, mean difficulty level of item 
samples among school subjects vary, but of course these levels can also vary 
within subjects. It is assumed that the standard levels are not influenced by 
this property of the sample. Two experiments on this aspect of the standard 
setting process were carried out and the results turned out to be inconsistent. 
Within the context of the standard setting process for Dutch language a 
between-groups design was used. Three subsets of items were composed for 
each of five topics: a subset representative of the total available sample, a 
relatively easy subset and a relatively difficult one. Each panel judged one of 
these subsets. Mean standard levels proved to increase with increasing 
difficulty level of the subset of items. 

This study was repeated using a within-groups design in the context of 
standard setting for science and natural history. For each of five topics two 
disjunct item samples were composed and panels judged both samples. No 
effect was found for four out of five topics. It is suggested that one should 
adhere to certain requirements with respect to the difficulty level of the item 
sample. 

Comparison between Angoff-judgments andIRT-judgments 

Within the context of the standard setting for mathematics and musical 
education both Angoff- and IRT-judgments were collected. In general, the 
Angoff-judgments were lower than the IRT-judgments. The judges, however, 
proved to be insufficiently able to take into account the differences of 
difficulty between the items. While the judgments for relatively easy items 
generally show an underestimation of their difficulty level, the judgments of 
relatively difficult items showed an overestimation. When transforming the 
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Angoff-judgments to the IRT-ability scale, these judgments turned out to be 
highly unreliable in indicating some stable ability level. It is concluded that 
the judges badly need the information with respect to the relative difficulty 
level of the items as presented in the IRT-method for standard setting. Thus a 
single estimation of the standard seems called for. 

Comparison with CEB-standards 

In this last study the standards were compared to the standards set by the 
Dutch Commission on the Evaluation of Primary Education (CEB) in the 
early nineties, which used a somewhat comparable method of judgment. The 
main conclusion of this study is that standards are not necessarily 
overestimated by presenting the P80-values of the item-characteristic curves, 
although this indicates a high level of mastery of the item. 

Conclusions 

In the final chapter the results with respect to the IRT-method and the 
standard setting procedure are summarized. It is concluded that the IRT-
method has several advantages when compared to other item-related 
judgmental methods. First, and most importantly, each judge has to indicate 
only one judgment while being informed about the relative difficulty level of 
the items in the item pool. This prevents judges from making inconsistent 
judgments. Secondly, the standard is directly appointed to an ability scale, 
thus allowing for new items being added to the item pool or compiling 
different tests without the necessity of setting new standards. Disadvantages 
of the IRT-method are that it requires an IRT-calibrated item pool and that 
judges need a thorough training in the psychometric concepts involved. 

The IRT-method is further considered as a compromise method. The scope of 
standards within the present context is the indication of desired learning 
outcomes with respect to the national attainment targets, without much 
concern about the percentage of candidates that fail the standards. Within the 
context of examinations, however, there is often a constraint with respect to an 
acceptable percentage of failing candidates. It is argued that the IRT-method 
is especially applicable to this last situation as it shows judges precisely what 
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concessions eventually must be made to the standards in order to reach an 
acceptable number of students passing the test. 

This thesis concludes with a discussion on the readability of the standards for 
the attainment targets in primary education. Special educational arrangements 
at classroom level, school level as well as at the level of the educational 
system will have to be made to increase the percentage of students that reach a 
sufficient level of mastering the attainment targets at the end of primary 
education. 

185 



186 


