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Chapter 1

Introduction and overview

This dissertation is a collection of papers on various topics in the field of macroeconomics, where

the greatest common divisor is the desire to capture the time variation and nonlinearities of

macroeconomic relationships. This dissertation consists of (i) methodological papers introducing

new ways to deal with time variation and nonlinearities in macroeconomic models and (ii) applied

papers in which time variation and nonlinearities are key elements of the analysis. Below, I give

an overview of the remaining chapters of this dissertation and in particular how they are related

to the title of this dissertation “Accounting for time-varying and nonlinear relationships in

macroeconomic models.”

Chapter 2, which is joint work with Luca Gambetti, is the first part of a trilogy of chapters

on vector autoregressions (VARs) with time-varying parameters. We propose a new, more

parsimonious model setup with which we can estimate larger systems than is possible with the

model setup of Primiceri (2005), which can be considered as today’s standard time-varying VAR

workhorse. The number of parameters in a VAR system with n variables and p lags is equal

to k = n + pn2, including an n × 1 vector of constants and for each lag an n × n matrix of

autoregressive coefficients, which quickly gets large when more variables and/or more lags are

added to the system. It should be noted that inference is about k time paths of coefficients

as opposed to k fixed coefficients as in time-invariant VARs (which are already known to be

densely parameterized, allowing for responses of all variables to all variables at all lags). In the

standard model setup of Primiceri (2005) only little discipline is imposed on the time paths of the

coefficients. More precisely, the coefficients are assumed to follow an unrestricted multivariate

random walk, implying that there are as many underlying shocks as coefficients. In Chapter 2

we show that much less underlying shocks are needed and propose a more parsimonious model

1



2 CHAPTER 1. INTRODUCTION AND OVERVIEW

setup in which the time variation arises from an underlying factor structure of much smaller

dimension. An alternative interpretation is that the covariance matrix of the shocks driving the

time-varying parameters is of reduced rank, so we refer to it as the “reduced-rank model.” The

implied cross-equation restrictions are shown to be empirically supported and, in addition, we

argue that the cross-equation restrictions are theoretically appealing. Moreover, the Bayesian

estimation procedure, which had to be modified substantially relative to Primiceri (2005), is

much faster due to the much smaller dimension of the underlying factor structure. Altogether,

the reduced-rank model proposed in Chapter 2 seems to be a useful new tool for studying

macroeconomic questions. With the reduced-rank model we can estimate larger systems than

is currently possible, which opens up the world of potential applications.

Chapter 3 is about the influence of the prior on the amount of time variation when estimating

VARs with time-varying parameters. I focus on the covariance matrix of the shocks driving the

time-varying parameters, which is the key object for determining the amount of time variation

in the VAR coefficients. The prior on this matrix turns out to be influential, at least in the

small monetary VAR of Cogley and Sargent (2001), which I have used for my analysis. Not

surprisingly, also the incorporation of stochastic volatility turns out to be influential. Cogley

and Sargent (2005) have extended the model setup they had used earlier in Cogley and Sargent

(2001) with stochastic volatility, and in Chapter 3, I show that the estimated amount of time

variation in the VAR coefficients would have been much smaller, if they had kept the prior on

the covariance matrix of the shocks driving the time-varying parameters unchanged. It should

be noted that I have not used the exact same stochastic volatility setup as Cogley and Sargent

(2005) but instead the (by now) more standard setup of Primiceri (2005).

Chapter 4 is an application on the time variation in the dynamic effects of changes in tax

policy. Using the reduced-rank time-varying VAR model setup that was developed in Chapter 2,

I analyze to what extent the dynamic effects of changes in tax policy have changed structurally

over the post World War II period in the United States. Like Mertens and Ravn (2013b), I focus

on unanticipated changes, which simplifies the analysis because of the absence of anticipation

effects. Actually, I exactly follow their identification strategy, which exploits the informational

content of a narrative series of unanticipated tax changes to identify the structural tax shock.

The distinctive difference with their paper is that I use a time-varying VAR, whereas they use a

time-invariant VAR. The time variation estimated in Chapter 4 points to a permanent decline

in the tax multiplier as well as a faster response of the economy. Despite the permanent decline,
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the estimated tax multiplier is still at the higher end of the range of existing empirical estimates,

which is consistent with Mertens and Ravn (2013b). In Chapter 4, I also analyze to what extent

fiscal policy has become more countercyclical over time. The results indicate that spending

policy used to be procyclical and has become countercyclical after the beginning of the 1990s,

whereas tax policy already used to be countercyclical and has become even more countercyclical

over time.

Chapter 5, which is joint work with Wouter den Haan, is a methodological contribution in the

field of nonlinear numerical solution techniques. We propose a new numerical solution technique

to solve Dynamic Stochastic General Equilibrium (DSGE) models with nontrivial nonlinearities.

Our procedure starts out with a first-order perturbation approximation, although it is used in

a different way than in the regular perturbation procedure, i.e. we use the first-order pertur-

bation approximation for tomorrow’s behavior as opposed to today’s behavior. We then solve

for today’s behavior from the exact nonlinear equilibrium conditions under the assumption that

tomorrow’s behavior follows from the first-order perturbation approximation and we numerically

approximate the expectation with a very accurate numerical integration routine. Relative to

the regular perturbation procedure, the numerical integration routine is the only extra tool that

is needed, but this is very easy to program. Although we call our numerical solution technique

the “perturbation-plus” procedure, it is possible to start out with any numerical approxima-

tion. Moreover, it is also possible to iterate on our procedure and obtain a multi-step ahead

perturbation-plus approximation. It is easy to program the multi-step ahead perturbation-plus

procedure, but it is computing intensive unless the number of steps ahead is chosen to be small.

The key advantage of the perturbation-plus procedure is that it is easy to program, so by no

means we want to compare its accuracy with a full projection method approximation (which is

much harder to implement). We want to compare the accuracy of the perturbation-plus proce-

dure with other procedures that are also easy to program. The easiest thing one can do is using

a regular higher-order perturbation approximation, for which standard, user-friendly software

is available such as Dynare. However, regular higher-order perturbation approximations are

not guaranteed to generate non-explosive time paths. Moreover, regular higher-order perturba-

tion approximations are polynomials and the unavoidable oscillations of polynomials imply that

properties such as monotonicity and convexity are not inherited from the true underlying policy

functions. Kim, Kim, Schaumburg, and Sims (2008) have proposed the pruning perturbation

procedure, which deals with the problem of exploding simulated data but does not alleviate the
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problem of undesirable odd shapes. We compare the accuracy of the various perturbation-based

approximations on the basis of three models with nontrivial nonlinearities. The regular pertur-

bation procedure produces very inaccurate results due to the problems highlighted before. The

perturbation-plus procedure as well as the pruning procedure give a good qualitative insight in

the nonlinear aspects of the true solution, but can differ from the true solution in some quan-

titative aspects, especially during severe peaks and throughs. Chapter 5 has been published in

the Journal of Economic Dynamics and Control as Den Haan and De Wind (2012).

Chapter 6, which is joint work with Eric Bartelsman and Pieter Gautier, is an applied

paper about the effects of employment protection legislation (EPL) on the sectoral allocation

of firms and workers. We show empirically that high-risk sectors, which contribute strongly to

aggregate productivity growth, are relatively small and have relatively low productivity growth

in countries with strict EPL. To understand these findings, we develop a two-sector matching

model where firms endogenously choose between a safe technology and a risky technology. Strict

EPL makes the risky technology less attractive as it raises the costs of shedding workers in case

of a low productivity draw. So a higher level of firing costs decreases the relative size and average

productivity of the risky sector. In addition to the effects of EPL, we are interested in the effects

of an increase in the variance of risky-sector productivity, since the arrival of new information

and communication technologies (ICT) since the mid-1990s is shown to be associated with an

increase in riskiness. An increase in the variance is good for aggregate productivity and is

appealing to individual firms as there is no bound on positive shocks while firms have the option

to close a job if a sufficiently large negative shock occurs. Interestingly, the effects of the observed

time variation in the variance of risky-sector productivity turn out to be very different depending

on the level of EPL. In fact, the model predicts that high-EPL countries can take much less

advantage of the arrival of new risky technological opportunities than low-EPL countries. This

prediction is confirmed by our empirical analysis, which reveals a strong and robust interaction

effect of EPL and riskiness on the relative size and productivity of risky sectors. The described

interaction mechanism can explain a considerable portion of the slowdown in productivity in

Europe relative to the United States since the mid-1990s.

Chapter 7, which is joint work with Pierre Lafourcade, is a methodological contribution in the

field of DSGE models and is not directly related to the common themes of this dissertation. We

construct a large new-Keynesian DSGE model with a more careful stochastic specification than

is standard in the literature. We emphasize the gains, in terms of macroeconomic theory and
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econometrics, of including stochastic trends within the theoretical framework of the DSGE model

and jointly estimating them with the cycles. We pay particular attention to common trends (or

lack thereof) and build our DSGE model around the co-integrating relationships we have found

in the data. Our application on the Dutch economy suggests three such trends, namely in

general technology, investment-specific technology, and labor supply. The resulting trend-cycle

decomposition has a structural interpretation (arising from the theory-based cross-equation and

cross-frequency restrictions), which is very valuable from a policy perspective and produces

interesting econometric results. First, the trend-cycle decomposition captures the co-integrating

properties of the data without which medium to long-run analyses, such as scenario analyses or

forecasting, would likely be misspecified. Second, our setup produces better-behaved posteriors

for parameters along decision margins where traditional modeling imposes highly persistent but

temporary shocks. Third, the co-existence of permanent and temporary disturbances along

the same margin broadens the scope for counterfactuals. Specifically, our model extends the

insights of the Permanent Income Hypothesis, that consumers respond differently to permanent

and temporary income shocks, to the many other forward-looking decision margins. Finally,

it should be noted that although we have tailored the DSGE model to the Dutch data, the

philosophy of our approach and the methodology are general.

Finally, this dissertation contains a summary in English and Dutch in Chapter 8 and Chapter

9, respectively.
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Chapter 2

Reduced-rank time-varying vector

autoregressions

Abstract

The standard time-varying VAR workhorse suffers from overparameterization, which is a serious

problem as it limits the number of variables and lags that can be incorporated in the model. As

a solution for the overparameterization problem, we propose a new, more parsimonious time-

varying VAR model setup with which we can reliably estimate larger models including more

variables and/or more lags than was possible until now. The new model setup implies cross-

equation restrictions on the time variation that are empirically supported, theoretically appealing,

and make the Bayesian estimation procedure much faster.1

2.1 Introduction

Thanks to the pioneer work of Sims (1980), vector autoregressions (VARs) have a long tradition

in applied macroeconomics, and are widely used in policy analysis and forecasting. They are

flexible time-series models that can capture complex dynamic interrelationships among macroe-

conomic variables—by allowing for responses of all variables to all variables at all lags. Never-

theless, in standard VARs these complex dynamic interrelationships are not allowed to change

1This chapter is joint work with Luca Gambetti.

7
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over time, which seriously limits policy analysis regarding economies that are subject to changes

in the underlying structure.

A natural evolution of the literature was the development of time-varying VARs, in which

the dynamic interrelationships among variables are—in contrast—allowed to change over time.

Cogley and Sargent (2001) have developed a VAR with coefficients that are random walks with

reflecting barriers that keep the VAR stable. Cogley and Sargent (2005) have extended their

earlier work with stochastic volatility. Primiceri (2005) has developed a similar model to Cogley

and Sargent (2005) but without the reflecting barriers and with a setup for stochastic volatility

that suits better with structural analysis. The model setup of Primiceri (2005) can be considered

as today’s standard time-varying VAR workhorse.

Currently, time-varying VARs are only used for small models—including only few variables

and few lags. The aforementioned papers include, for instance, only three variables (inflation,

nominal interest, and unemployment) and two lags. There are also papers that include more

variables or more lags, albeit only marginally. Canova and Gambetti (2009, 2010) and Hofmann,

Peersman, and Straub (2012) include, for example, four variables instead of three. There are,

to the best of our knowledge, no papers in the literature with larger time-varying VARs without

compromises made elsewhere in the model setup. For example, Gambetti, Pappa, and Canova

(2008), in their model with five variables and two lags, assume that the covariance matrix of the

innovations to the time-varying parameters is diagonal, while Baumeister and Peersman (2013),

in their model with four variables and four lags, employ an unusual long training sample for

determining their prior and their prior is also more informative than usual.

It is questionable whether we can obtain reliable inference for larger time-varying VARs, as

the generality of the VAR model brings along a large number of parameters even for systems

of moderate size. The number of parameters in a system with n variables and p lags is equal

to k = n + pn2, including an n × 1 vector of constants and for each lag an n × n matrix

of autoregressive coefficients. Note that with standard VARs inference is (just) about k fixed

coefficients, but with time-varying VARs inference is about k time paths of coefficients. In

addition, the covariance matrix of the innovations to the time-varying parameters, a k × k

matrix, also needs to be estimated. It should be clear that the number of objects to be estimated

quickly gets large when more variables and/or more lags are added to the system.

Nevertheless, for many applications a large set of variables is vital, for example, to avoid

omitted variable bias such as the so-called price puzzle or when using disaggregate information.
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Moreover, when using quarterly data it seems natural to include at least four lags, which is, for

example, advocated by Blanchard and Perotti (2002) for the literature on the dynamic effects

of fiscal policy. Altogether, we would like to be able to estimate larger systems including more

variables and/or more lags than is possible with the standard time-varying VAR model setup of

Primiceri (2005).

In this chapter, we propose a new, more parsimonious time-varying VAR model setup with

which we can estimate larger systems than is currently possible. The key distinctive feature of

the new model setup is the covariance matrix of the innovations to the time-varying parameters

which is now assumed to be of reduced rank instead of full rank. The implied cross-equation

restrictions amount to a reduction in the number of underlying factors driving the time-varying

parameters. In fact, in the new model setup (from now onwards “reduced-rank model”) there

are q ≤ k underlying factors driving the k time-varying parameters, while in the standard

model setup (from now onwards “full-rank model”) there are as many underlying factors as

time-varying parameters.

It turns out that the number of underlying factors included in the reduced-rank model can be

chosen to be much smaller than the number of time-varying parameters, at least for the typical

monetary VAR we have analyzed. Using the same data as Cogley and Sargent (2001, 2005),

we find that the reduced-rank model with only a few factors is enough to capture the bulk of

time variation that is present in the full-rank model. This was also to be expected given that

results for the full-rank model already had suggested that the time variation in the parameters

is highly structured. In particular, the first three principal components account together already

for more than 95% of the variance of the innovations to the time-varying parameters, which is

consistent with Cogley and Sargent (2005) who have presented a similar number.

In addition to the just-mentioned empirical support, the cross-equation restrictions in the

time variation are also theoretically appealing. The learning model of Sargent (1999) predicts,

for example, that reduced-form parameters should move in a highly structured way, because

of the cross-equation restrictions associated with optimization and foresight. This was already

mentioned by Cogley and Sargent (2005) who had suggested that a formal treatment of cross-

equation restrictions in the time variation would be a priority for future research. Also Primiceri

(2005) had mentioned this as clear direction for future research arguing that imposing an un-

derlying factor structure would be essential for estimating larger systems.

Furthermore, the reduced-rank model also has practical advantages over the full-rank model.
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In particular, the computing time needed for the Bayesian estimation is much shorter as there

are less parameters and underlying trajectories to be estimated in the reduced-rank model. The

gain in terms of computing speed is, for example, about a factor four for the application of

Cogley and Sargent (2001), and for applications with more variables and/or more lags the gains

are potentially even larger. Moreover, (much) shorter Markov chains are sufficient to achieve

convergence of the Gibbs sampler used for the Bayesian estimation, and this can be exploited to

speed up the Bayesian estimation even further. Note that running an out-of-sample forecasting

exercise, such as the one by D’Agostino, Gambetti, and Giannone (2013), becomes much more

practical as less computing time is needed for the recursive Bayesian estimation.

Altogether, the reduced-rank model proposed in this chapter seems to be a useful new tool for

studying macroeconomic questions. With the reduced-rank model we can estimate larger systems

than is currently possible, which opens up the world of potential applications. De Wind and

Gambetti (2014) includes an application about financial innovation regarding consumer loans,

and include home mortgages and consumer credit as extra variables in an otherwise standard

monetary VAR. The application is similar to Den Haan and Sterk (2011), who compare a time-

invariant VAR estimated on an early sub-sample with a time-invariant VAR estimated on a

later sub-sample. Herewith, they are simply imposing the timing and number of sub-samples

rather than estimating a model (such as the reduced-rank model) in which this is endogenously

determined. Another interesting application, which pushes the number of variables even further,

is the transmission of shocks between G-7 countries, as analyzed by Canova and Ciccarelli

(2009). They have developed a multi-country VAR model with time-varying coefficients and

cross-equation restrictions, yet they are imposing particular cross-equation restrictions instead

of estimating them, which is a crucial difference with the reduced-rank model.

Besides, there are also papers that model time variation as discrete breaks, i.e. regime-

switching models. For a general overview, see, for instance, Hamilton (1989) and Kim and

Nelson (1999), and for an application regarding monetary policy, see, for instance, Sims and

Zha (2006). As argued by Primiceri (2005), discrete breaks may well describe some rapid shifts

in policy but are less suitable to capture changes in private sector behavior, where changes are

smoothed out due to learning and aggregation. Moreover, given that VARs consist of reduced-

form parameters that are a mixture of underlying policy and private sector behavior, even

rapid shifts in policy might lead to gradually changing coefficients rather than discrete breaks.

From a different angle, regime-switching models are not capable of capturing gradually changing
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coefficients, but time-varying VARs are, as demonstrated in a Monte Carlo study by Baumeister

and Peersman (2013), capable of capturing discrete breaks.

Finally, we have no formal procedure for determining how many factors to include in the

reduced-rank model. We have simply estimated the reduced-rank model for various ranks and

examined whether the results remain the same as more factors are added to the system. By all

means, a formal procedure based on the marginal likelihood or a reversible jump Markov chain

Monte Carlo procedure (a procedure previously used in the context of time-varying VARs by

Primiceri (2005) for prior selection) is preferred, which remains for future research.

The organization of the rest of this chapter is as follows. In section 2, we first review the

time-varying VAR model of Primiceri (2005), i.e. the full-rank model, and then we introduce

the reduced-rank model. In section 3, we outline the Bayesian estimation procedure for the

reduced-rank model. In section 4, we show how many factors are actually needed to capture

the bulk of time variation in the small macro model that was earlier analyzed by Cogley and

Sargent (2001). Finally, section 5 concludes.

2.2 Model

2.2.1 Full-rank model

The full-rank model is basically identical to the time-varying VAR model of Primiceri (2005),

and includes both time-varying parameters and stochastic volatility.2 Consider the model with

n variables and p lags

yt = ct +

p∑
i=1

Bi,tyt−i + ut (2.1)

where yt is an n × 1 vector of observed endogenous variables, ct is an n × 1 vector of time-varying

constants, {Bi,t}pi=1 are n × n matrices of time-varying autoregressive parameters, and ut is an n

× 1 vector of shocks. Shocks are assumed to be distributed according to the normal distribution

ut ∼ N (0,Σt). The time-varying parameters and the stochastic volatility are discussed in turn.

Let θt ≡ vec([ct, {Bi,t}pi=1]
′) denote the vector of time-varying parameters, where vec is the

column stacking operator. The dimension of θt is k by 1 with k = n+ pn2. The law of motion

for θt is assumed to be equal to

θt = θt−1 + νθ,t (2.2)

2There is one minor difference between the full-rank model discussed here and the model of Primiceri (2005).

For details, see footnote 3.
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where νθ,t is a k × 1 vector of shocks. Shocks are assumed to be distributed according to the

normal distribution νθ,t ∼ N (0, Qθ).

Introducing stochastic volatility is a bit more involved, since this requires extra restrictions

to make sure that the covariance matrix is always positive definite. Cholesky decompose the

covariance matrix Σt =
(
A−1t Ωt

) (
A−1t Ωt

)′
where A−1t is a lower triangular matrix with ones on

the main diagonal and Ωt is a diagonal matrix. Let αt be the vector of elements below the main

diagonal of the matrix At stacked by rows. The dimension of αt is r by 1 with r = n(n−1)
2 . The

law of motion for αt is assumed to be equal to

αt = αt−1 + να,t (2.3)

where να,t is an r × 1 vector of shocks. Shocks are assumed to be distributed according to

the normal distribution να,t ∼ N (0, Qα). Here, Qα is a dense matrix, in contrast to Primiceri

(2005).3 Let σt denote the vector of diagonal elements of the matrix Ωt. The dimension of σt is

n by 1. The law of motion for σt is assumed to be equal to

log (σt) = log (σt−1) + νσ,t (2.4)

where νσ,t is an n × 1 vector of shocks. Shocks are assumed to be distributed according to the

normal distribution νσ,t ∼ N (0, Qσ). Adding to this, the four vectors of shocks discussed so far

are assumed to be mutually uncorrelated.

Finally, define the matrix of regressors X ′
t ≡ In ⊗ [1,

{
y′t−i

}p
i=1

], where ⊗ denotes the Kro-

necker product, and rewrite the VAR equation in concise matrix form

yt = X ′
tθt +A−1t Ωtεt (2.5)

where Xt is a k × n matrix of regressors and εt is an n × 1 vector of standard normally

distributed shocks. All the above can now be represented by the following non-linear state-

3Primiceri (2005) imposes a block-diagonal structure on Qα in order to simplify the sampling procedure and

to increase efficiency, but by doing a bit more algebra than Primiceri (2005) the sampling procedure can be made

as simple and as efficient even if Qα is dense. This will be explained in section 2.3 about Bayesian estimation.
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space representation

yt = X ′
tθt +A−1t Ωtεt (2.6a)

θt = θt−1 + νθ,t (2.6b)

αt = αt−1 + να,t (2.6c)

log (σt) = log (σt−1) + νσ,t (2.6d)

The first equation is the measurement equation and the other ones are the state equations.

The dimensions of the measurement and state equations are summarized in tables 2.1 and

2.2, respectively. The time index t runs from 1 to τ . Initial values of the observations are

assumed to be given and starting values of the time-varying parameters are assumed to be

distributed according to normal prior distributions, to be discussed in section 2.3 about the

Bayesian estimation procedure.

Vector Matrix

Data yt n × 1 Xt k × n

Parameter θt k × 1 At n × n Ωt n × n

Shock εt n × 1

Table 2.1: Dimensions of measurement equation (with k = n+ pn2)

Parameter Shock Covariance

Regression θt k × 1 νθ,t k × 1 Qθ k × k

Off-diagonal αt r × 1 να,t r × 1 Qα r × r

Diagonal σt n × 1 νσ,t n × 1 Qσ n × n

Table 2.2: Dimensions of state equations (with k = n+ pn2 and r = n(n−1)
2 )

2.2.2 Reduced-rank model

2.2.2.1 Motivation

The full-rank model is likely to be overparameterized. As pointed out in the introduction, com-

mon sense and estimated spectral concentrations suggest that only a few factors are important
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in driving the time-varying parameters and stochastic volatility. This idea is implemented in the

reduced-rank model via the underlying structure put on the covariance matrices. The covari-

ance matrix driving the time-varying parameters (Qθ) and the covariance matrices driving the

stochastic volatility (Qα and Qσ) are now of reduced rank instead of full rank. This corresponds

to a reduction in the number of underlying factors driving the time-varying parameters and

stochastic volatility.

Although the rank is the only dimension in which the two models differ, the modification

requires substantial changes in the Bayesian estimation procedure used for estimation. The

Bayesian estimation procedure will be outlined in section 2.3, but the state-space representation

will be discussed already in the next subsection.

2.2.2.2 State-space representation

Starting with the time-varying parameters, there are assumed to be qθ ≤ k common factors

driving the k time-varying parameters. This means that the covariance matrix Qθ has less than

full rank. Decompose the covariance matrix Qθ = ΛθΛ
′
θ where Λθ is a k × qθ matrix of factor

loadings implying rank (Qθ) = qθ. The law of motion for the time-varying parameters can now

be written as

θt = θt−1 + Λθυθ,t (2.7)

where υθ,t is a qθ × 1 vector of standard normally distributed shocks. This law of motion implies

that (i) Δθt is in the column space of Λθ and (ii) θt is not necessarily in the column space of

Λθ. Hence, the changes in the parameters are driven by the common factors, but that is not

necessarily the case for the levels of the parameters. This makes sense since there are (much)

more forces determining the macroeconomy than there are forces changing the macroeconomy.

The time-varying part of the parameters is in the column space of Λθ and the time-invariant

part of the parameters is in the left null space of Λθ. A natural decomposition for the time-

varying parameters is therefore

θt = Pθθt +Mθθt (2.8)

where Pθ = Λθ(Λ
′
θΛθ)

−1Λ′
θ is the projection matrix onto the column space of Λθ andMθ = Ik−Pθ

is the projection matrix onto the left null space of Λθ. The first term on the right-hand side is

in the column space of Λθ and can thus be expressed in terms of the underlying factors. The

second term on the right-hand side is in the left null space of Λθ and is thus time-invariant.
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Hence, the qθ × 1 vector of underlying factors θ̃t can be defined implicitly by

θt ≡ Λθθ̃t +Mθθ0 (2.9)

Substitute the implicit definition of the factors in expression (2.7) and premultiply with

(Λ
′
θΛθ)

−1Λ′
θ. The law of motion is now expressed in terms of the underlying factors

θ̃t = θ̃t−1 + υθ,t (2.10)

The stochastic volatility is based on similar decompositions. The state-space representation

can therefore be given directly. The measurement equation is the same as in the full-rank model.

Since the state equations are now expressed in terms of the underlying factors, the dimensions

of the state equations are smaller than in the full-rank model. This speeds up the Bayesian

estimation procedure, which is now based on the following non-linear state-space representation

yt = X ′
tθt +A−1t Ωtεt (2.11a)

θ̃t = θ̃t−1 + υθ,t θt ≡ Λθθ̃t +Mθθ0 (2.11b)

α̃t = α̃t−1 + υα,t αt ≡ Λαα̃t +Mαα0 (2.11c)

σ̃t = σ̃t−1 + υσ,t log σt ≡ Λσσ̃t +Mσ log (σ0) (2.11d)

The first equation is the measurement equation and the other ones are the state equations

together with the mappings between the underlying factors and the time-varying parameters.

The dimensions of the measurement and state equations are summarized in tables 2.1 and

2.3, respectively. The time index t runs from 1 to τ . Initial values of the observations are

assumed to be given and starting values of the time-varying parameters are assumed to be

distributed according to normal prior distributions, to be discussed in section 2.3 about the

Bayesian estimation procedure.



16 CHAPTER 2. REDUCED-RANK TIME-VARYING VECTOR AUTOREGRESSIONS

Factor Shock Loading

Regression θ̃t qθ × 1 υθ,t qθ × 1 Λθ k × qθ

Off-diagonal α̃t qα × 1 υα,t qα × 1 Λα r × qα

Diagonal σ̃t qσ × 1 υσ,t qσ × 1 Λσ n × qσ

Table 2.3: Dimensions of state equations (with k = n+ pn2 and r = n(n−1)
2 )

2.3 Bayesian estimation procedure for reduced-rank model

The reduced-rank time-varying VAR model is estimated using Bayesian methods. Inference is

based on the joint posterior distribution of the time-varying parameters4 and the reduced-rank

covariance matrices p(θτ , Qθ, α
τ , Qα, σ

τ , Qσ|yτ , Xτ ),5 where the notation xτ is used to denote the

complete history of x up to and including time τ . The posterior distribution can be decomposed

as

p(θτ , Qθ, α
τ , Qα, σ

τ , Qσ|yτ , Xτ ) ∝ p(yτ , Xτ |θτ , Qθ, α
τ , Qα, σ

τ , Qσ)p(θ
τ , Qθ, α

τ , Qα, σ
τ , Qσ)

(2.12)

where the first term on the right-hand side is the likelihood function and the second term on the

right-hand side is the joint prior distribution. The joint prior distribution used in this chapter

is constructed from

p (θ0) p (Qθ) p (α0) p (Qα) p (σ0) p (Qσ) (2.13)

where the priors for the reduced-rank covariance matrices are independent singular inverse-

Wishart distributions—to be defined in section 2.3.2—and the priors for the starting values of

the time-varying parameters are independent normal distributions. Note that the normal priors

in (2.13) are only for the starting values and not for the entire sequences. But conditional on

the reduced-rank covariance matrices, the normal priors for the starting values imply—via the

random walk processes—normal priors for the entire sequences. Hence, the implied joint prior

4In this subsection, the notion of time-varying parameters also refers to stochastic volatility.

5The marginal posterior distributions of the underlying factors and factor loadings are not informative since

they are only separately identified up to an orthogonal transformation, see footnote 7 for a discussion. The

marginal posterior distributions of the time-varying parameters and reduced-rank covariance matrices are, on

the contrary, separately identified, and hence it makes sense to work with their joint posterior distribution, i.e.

p(θτ , Qθ, α
τ , Qα, σ

τ , Qσ|yτ , Xτ ).
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distribution is

p(θτ , Qθ, α
τ , Qα, σ

τ , Qσ) =

p (θ0) p (Qθ) p (α0) p (Qα) p (σ0) p (Qσ)
τ∏

t=1

p (θt|θt−1, Qθ)

τ∏
t=1

p (αt|αt−1, Qα)

τ∏
t=1

p (σt|σt−1, Qσ)
(2.14)

Analytical evaluation of the joint posterior distribution is not possible. Gibbs sampling is

therefore used for numerical evaluation. For a general treatment of the Gibbs sampler, see,

for example, Casella and George (1992). Here, only the implementation for the model under

consideration is given:

0. Initialize the Gibbs sampler with θτ ,0, Q0
θ, α

τ ,0, Q0
α, σ

τ ,0, Q0
σ, and set i to 1.

1. Draw a history of regression parameters θτ ,i from

p(θτ |Qi−1
θ , ατ ,i−1, Qi−1

α , στ ,i−1, Qi−1
σ ; yτ , Xτ ).

2. Draw a reduced-rank covariance matrix Qi
θ from

p(Qθ|θτ ,i, ατ ,i−1, Qi−1
α , στ ,i−1, Qi−1

σ ; yτ , Xτ ).

3. Draw a history of off-diagonal elements ατ ,i from p(ατ |θτ ,i, Qi
θ, Q

i−1
α , στ ,i−1, Qi−1

σ ; yτ , Xτ ).

4. Draw a reduced-rank covariance matrix Qi
α from p(Qα|θτ ,i, Qi

θ, α
τ ,i, στ ,i−1, Qi−1

σ ; yτ , Xτ ).

5. Draw a history of diagonal elements στ ,i from p(στ |θτ ,i, Qi
θ, α

τ ,i, Qi
α, Q

i−1
σ ; yτ , Xτ ).

6. Draw a reduced-rank covariance matrix Qi
σ from p(Qσ|θτ ,i, Qi

θ, α
τ ,i, Qi

α, σ
τ ,i; yτ , Xτ ).

7. Increment i by 1, and go back to step 1 until i > g.

8. Throw away the first b draws as burn-in and keep the remaining g−b draws for inference.

Note that at each step one of the conditioning variables is updated. Subject to regularity

conditions (see, for example, Roberts and Smith, 1994), the Gibbs sampler generates a Markov

chain with p(θτ , Qθ, α
τ , Qα, σ

τ , Qσ|yτ , Xτ ) as stationary distribution. It is important to check

convergence of the Markov chain, to be discussed concurrently with the applications. The various

drawing steps are outlined in the remainder of this section.6

6The Bayesian estimation procedure simplifies considerably when the stochastic volatility feature is left out. In

particular, steps 3–6 of the Gibbs sampling procedure are replaced by one single step to draw the covariance matrix

of the VAR forecast errors (Σ), which is now time-invariant. The sampling procedure is similar to the procedure

as outlined in section 2.3.2, yet with full-rank residual sum-of-squares and prior scale matrices. To be precise,

when the prior distribution for the covariance matrix of the VAR forecast errors is specified as IW
(
Σ̄, τΣ,0

)
,

the sampling distribution is IW
(
Su + Σ̄, τ + τΣ,0

)
, where Su is the residual sum-of-squares matrix of the VAR

forecast errors.
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Also note that the full-rank model is nested within the more general reduced-rank model and

can thus be estimated by the same procedure. Yet, some of the steps needed for the reduced-

rank model are not deemed necessary for the full-rank model, and hence it is easier to estimate

the full-rank model by the procedure outlined in Primiceri (2005).

2.3.1 Draw a history of regression parameters θτ

Recall that θt is the k × 1 vector of time-varying parameters including both the constants and

the autoregressive parameters. In this step, a history of θτ is sampled from the conditional distri-

bution p(θτ |Qi−1
θ , ατ ,i−1, Qi−1

α , στ ,i−1, Qi−1
σ ; yτ , Xτ ). This conditional distribution does depend

on ατ ,i−1 and στ ,i−1 only via Στ ,i−1 and does not depend on Qi−1
α and Qi−1

σ , which implies that

the conditional distribution simplifies to p(θτ |Qi−1
θ ,Στ ,i−1; yτ , Xτ ). In the rest of the discussion,

dependence on i is suppressed for notational convenience. Sampling is based on the following

state-space representation

yt = X ′
tθt + ut (2.15a)

θ̃t = θ̃t−1 + υθ,t θt ≡ Λθθ̃t +Mθθ0 (2.15b)

where ut ∼ N (0,Σt) and υθ,t ∼ N (0, Iqθ). Note that the sampling procedure is conditional

on Qθ while the state-space representation is based on Λθ. The conditional distribution of

θτ does not depend on the particular decomposition of Qθ used which is crucial because the

decomposition ΛθΛ
′
θ = Qθ is not unique.7 Here, the eigenvalue decomposition is used, that is

Λθ = VθDθ (2.16)

where Dθ is a qθ × qθ diagonal matrix with the square roots of the non-zero eigenvalues of Λθ on

the diagonal and Vθ is a k × qθ matrix with the corresponding eigenvectors (normalized to unit

length). A history of regression parameters θτ is sampled indirectly by combining (i) a draw for

the time-varying part of the regression parameters Λθθ̃
τ
with (ii) a draw for the time-invariant

7Indeed, any orthogonal transformation Λ̃θ = ΛθZ, where Z is an orthogonal matrix, gives an alternative

decomposition Λ̃θΛ̃
′
θ = Qθ. Yet, the column space of Λ̃θ is identical to the column space of Λθ, since the

projection matrix onto the column space of Λ̃θ is equal to the projection matrix onto the column space of Λθ.

The column space is thus invariant to the particular orthogonal transformation used, which is the only requisite

for uniquely determining the conditional distribution of θτ .
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part of the regression parameters Mθθ0. These two steps—actually two separate Gibbs steps,

as explained below—are discussed in turn.

2.3.1.1 Draw a history of the regression parameters’ time-varying part Λθθ̃
τ

The procedure is to first draw a history of underlying factors θ̃
τ
from the conditional distribu-

tion p(θ̃
τ |M i−1

θ θi−10 ,Λi−1
θ ,Στ ,i−1; yτ , Xτ ), and then to premultiply this history by Λi−1

θ . Note

that the aforementioned distribution is also conditional on the previous draw for the regression

parameters’ time-invariant part M i−1
θ θi−10 , which implies that the two steps (to draw a history

of regression parameters) are, in fact, two separate Gibbs steps. The conditioning is on the

regression parameters’ time-invariant part M i−1
θ θi−10 rather than on the starting values θi−10 be-

cause otherwise there would have been unnecessary autocorrelation in the Gibbs sampler, which

would have been fatal for its convergence.8 Again, in the rest of the discussion, dependence on

i is suppressed for notational convenience.

First, to sample the underlying factors, substitute the implicit definition of the underlying

factors in the measurement equation and rewrite. This gives

y∗t = X∗
t θ̃t + ut (2.17a)

θ̃t = θ̃t−1 + υθ,t (2.17b)

where y∗t = yt−X ′
tMθθ0 and X∗

t = X ′
tΛθ. This state-space representation is linear and Gaussian.

The underlying factors can therefore be sampled via the Kalman filter and a backward recursion

as described in Carter and Kohn (1994). The Kalman filter is given by

Pt|t−1 = Pt−1|t−1 + Iqθ (2.18a)

Kt = Pt|t−1X∗′
t (X∗

t Pt|t−1X∗′
t +Σt)

−1 (2.18b)

Pt|t = Pt|t−1 −KtX
∗
t Pt|t−1 (2.18c)

θ̃t|t = θ̃t−1|t−1 +Kt(y
∗
t −X∗

t θ̃t−1|t−1) (2.18d)

where the notation x·|t is used to condition on the information set up to and including time t. The

8If the conditioning had instead been on θi−1
0 , the distribution of θ̃0 would have been degenerate. Then, in

the next step of the Gibbs sampler, the distribution of θ0 would have been degenerate with respect to the left

null space of Λθ. This circle would have been fatal for the convergence of the Gibbs sampler.
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initialization of the recursions follows from the normal prior distribution on the starting values

of the time-varying parameters θ0 ∼ N(θ̄, P̄θ). Via the implicit definition of the underlying

factors it follows that θ̃0|0 = Rθθ and P0|0 = RθP̄θR
′
θ where Rθ = (Λ

′
θΛθ)

−1Λ′
θ. Draws for θ̃T

can be obtained by drawing from N(θ̃T |T , PT |T ), and successive draws for θ̃t can be obtained by

drawing from N(θ̃t|t+1, Pt|t+1) with

θ̃t|t+1 = θ̃t|t + Pt|tP−1t+1|t(θ̃t+1 − θ̃t|t) (2.19a)

Pt|t+1 = Pt|t − Pt|tP−1t+1|tPt|t (2.19b)

Finally, premultiply the history of underlying factors θ̃
τ
by Λi−1

θ to obtain a history of the

regression parameters’ time-varying part.

2.3.1.2 Draw a vector with the regression parameters’ time-invariant part Mθθ0

To draw a vector with the regression parameters’ time-invariant part Mθθ0 from the conditional

distribution p(Mθθ0|θ̃
τ ,i
,Λi−1

θ ,Στ ,i−1; yτ , Xτ )—the underlying factors were just updated—, sub-

stitute the implicit definition of the underlying factors in the measurement equation and reor-

ganize. This gives

y∗t = X ′
tMθθ0 + ut (2.20)

where y∗t = yt − X ′
tΛθθ̃t, and again dependence on i is suppressed for notational conve-

nience. Stack the regressands in y∗, the regressors in X∗, and the shocks in u∗. Define

Σ∗ ≡ diag ({Σt}τt=1) and rewrite the above as

y∗ = X∗Mθθ0 + u∗ u∗ ∼ N (0,Σ∗) (2.21)

This equation can be interpreted as restricted linear regression, where y∗ is projected on

X∗ under the restriction that the regression parameters are in the left null space of Pθ (column

space of Mθ). A draw for the regression parameters, from now on denoted by ϑ instead of Mθθ0,

should thus satisfy

0 = Pθϑ (2.22)

This formulation amounts to k equations with only qθ = rank(Pθ) underlying restrictions. The
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restricted linear regression model can be written more compactly as

y∗ = X∗ϑ+ u∗ u∗ ∼ N (0,Σ∗) (2.23a)

0 = Rθϑ (2.23b)

where, again, Rθ = (Λ
′
θΛθ)

−1Λ′
θ. Formulae for the Bayesian estimation of the restricted linear

regression model are developed in appendix 2.A. Given the normal prior distribution on the

starting values of the time-varying parameters θ0 ∼ N(θ̄, P̄θ), the sampling distribution is normal

ϑ ∼ N (ϑμ, ϑσ) (2.24a)

ϑμ = (Ik − θσR
′
θ

(
RθθσR

′
θ

)−1
Rθ)θμ (2.24b)

ϑσ = (Ik − θσR
′
θ

(
RθθσR

′
θ

)−1
Rθ)θσ (2.24c)

where the mean ϑμ and variance ϑσ of the restricted sampling distribution are functions of the

mean θμ and variance θσ of the unrestricted (standard Bayesian regression) sampling distribution

θμ = (X∗′Σ∗−1X∗ + P̄−1θ )−1(X∗′Σ∗−1y∗ + P̄−1θ θ̄) (2.25a)

θσ = (X∗′Σ∗−1X∗ + P̄−1θ )−1 (2.25b)

2.3.1.3 Draw a history of regression parameters θτ

Finally, combine the draw with the regression parameters’ time-varying part and the draw

with the regression parameters’ time-invariant part using θt ≡ Λθθ̃t +Mθθ0, yielding a history

of regression parameters θτ . This completes the sampling from the conditional distribution

p(θτ |Qi−1
θ ,Στ ,i−1; yτ , Xτ ), which—as explained above—is, in fact, based on two separate Gibbs

steps.

2.3.2 Draw a reduced-rank covariance matrix Qθ

Recall that Qθ is the reduced-rank covariance matrix driving the time-varying parameters. In

this step, a reduced-rank covariance matrix Qθ is sampled from the conditional distribution

p(Qθ|θτ ,i, ατ ,i−1, Qi−1
α , στ ,i−1, Qi−1

σ ; yτ , Xτ ). The conditional distribution of Qθ does depend

only on θτ ,i−1, which implies that the conditional distribution simplifies to p(Qθ|θτ ,i). Again, in

the rest of the discussion, dependence on i is suppressed for notational convenience. Sampling
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is based on the following state equation

θt = θt−1 + νθ,t νθ,t ∼ N (0, Qθ) (2.26)

The complete history of residuals ντθ is observed conditional on θτ . Stack the residuals colum-

nwise in a k × τ matrix ν∗θ. The residual sum-of-squares matrix is Sθ = ν∗θν
∗′
θ . Note that

rank (Sθ) = qθ implying that Sθ is a reduced-rank matrix. The prior on the covariance matrix

Qθ is assumed to be an inverse-Wishart distribution with k × k scale matrix Q̄θ with singular

rank
(
Q̄θ

)
= qθ and τ θ,0 degrees of freedom

SIW
(
Q̄θ, τ θ,0, k, qθ

)
(2.27)

The singular inverse-Wishart prior distribution is conjugate and the sampling distribution of Qθ

is the singular inverse-Wishart distribution with k × k scale matrix Sθ+Q̄θ with rank
(
Q̄θ

)
= qθ

and τ + τ θ,0 degrees of freedom

SIW
(
Sθ + Q̄θ, τ + τ θ,0, k, qθ

)
(2.28)

The procedure to draw from a singular inverse-Wishart distribution is explained in appendix

2.B.

2.3.3 Draw a history of off-diagonal elements ατ

Recall that αt is the r × 1 vector of elements below the main diagonal of the matrix At stacked

by rows, i.e. the off-diagonal elements. In this step, a history ατ is sampled from the condi-

tional distribution p(ατ |θτ ,i, Qi
θ, Q

i−1
α , στ ,i−1, Qi−1

σ ; yτ , Xτ ). The conditional distribution of ατ

does not depend on Qi
θ and Qi−1

σ , which implies that the conditional distribution simplifies to

p(ατ |θτ ,i, Qi−1
α , στ ,i−1; yτ , Xτ ). Again, in the rest of the discussion, dependence on i is suppressed

for notational convenience. Sampling is based on the following state-space representation

yt = X ′
tθt +A−1t Ωtεt (2.29a)

α̃t = α̃t−1 + υα,t αt ≡ Λαα̃t +Mαα0 (2.29b)
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where εt ∼ N (0, In) and υα,t ∼ N (0, Iqα). The above state-space representation is non-linear,

yet a linear state-space representation can be uncovered with several steps of algebra. Rewrite

the measurement equation as

Atŷt = Ωtεt (2.30)

where ŷt = yt −X ′
tθt. Since At is a lower triangular matrix with ones on the main diagonal, it

can be decomposed as At = In+A∗t where A∗t is a lower triangular matrix with non-zero elements

only below the main diagonal (equal to the corresponding elements in At). The measurement

equation can now be written as

ŷt = −A∗t ŷt +Ωtεt (2.31)

Rewrite this expression using the vec operator and the rule A = BCD ⇒ vec (A) =

(B ⊗D′) vec (C ′) with B = In. The measurement equation then becomes

ŷt = − (In ⊗ ŷ′t
)
vec

(
A∗′t

)
+Ωtεt (2.32)

The vector vec (A∗′t ) consists of many zero elements, namely the elements {(i− 1)n+ j}nj=i for

i = 1, 2, ..., n. These elements can be deleted from vec (A∗′t ) leaving behind exactly αt. But then

also the corresponding columns must be deleted from − (In ⊗ ŷ′t) defining Zt. The state space

can now be represented as

ŷt = Ztαt +Ωtεt (2.33a)

α̃t = α̃t−1 + υα,t αt ≡ Λαα̃t +Mαα0 (2.33b)

This state-space representation is linear and Gaussian. Note that Zt is not predetermined at

time t, which suggests that conditional distributions cannot be computed using the standard

Kalman filter. Yet, conditional distributions can still be computed as usual using the standard

Kalman filter, because of the special nature of Zt, i.e. the ith element of ŷt does not depend on

the jth element of ŷt for i = 1, 2, ..., n and j > i.9 A history of off-diagonal elements ατ can thus

be sampled via the same procedure as outlined in section 2.3.1.

9Primiceri (2005)—with the same measurement equation—argues that conditional distributions can be com-

puted by running the Kalman filter equation by equation, but not by running the standard Kalman filter. This

is not true, i.e. conditional distributions can still be computed as usual using the standard Kalman filter. This

can be checked numerically by running both recursions and observing that the generated numbers are the same.
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2.3.4 Draw a reduced-rank covariance matrix Qα

Recall that Qα is the reduced-rank covariance matrix driving the off-diagonal el-

ements. The procedure to draw a reduced-rank covariance matrix Qα from

p(Qα|θτ ,i, Qi
θ, α

τ ,i, στ ,i−1, Qi−1
σ ; yτ , Xτ ) = p(Qα|ατ ,i) is identical to the procedure as out-

lined in section 2.3.2.

2.3.5 Draw a history of diagonal elements στ

Recall that σt is the n × 1 vector of diagonal elements of the matrix Ωt, i.e. the di-

agonal elements. In this step, a history στ is sampled from the conditional distribution

p(στ |θτ ,i, Qi
θ, α

τ ,i, Qi
α, Q

i−1
σ ; yτ , Xτ ). The conditional distribution of στ does not depend on Qi

θ

and Qi
α, which implies that the conditional distribution simplifies to p(στ |θτ ,i, ατ ,i, Qi−1

σ ; yτ , Xτ ).

Again, in the rest of the discussion, dependence on i is suppressed for notational convenience.

Sampling is based on the following state-space representation

yt = X ′
tθt +A−1t Ωtεt (2.34a)

σ̃t = σ̃t−1 + υσ,t log (σt) ≡ Λσσ̃t +Mσ log (σ0) (2.34b)

where εt ∼ N (0, In) and υσ,t ∼ N (0, Iqσ). The above state-space representation is non-linear,

yet an approximate linear Gaussian state-space representation can be uncovered with several

steps of algebra. Rewrite the measurement equation as

y∗t = Ωtεt (2.35)

where y∗t = At (yt −X ′
tθt). The measurement equation can be converted into a linear measure-

ment equation by squaring and taking logs. The state space can now be represented as

y∗∗t = 2 log (σt) + log
(
ε2t
)

(2.36a)

σ̃t = σ̃t−1 + υσ,t log (σt) ≡ Λσσ̃t +Mσ log (σ0) (2.36b)

where y∗∗t = log
(
y∗2t + c̄

)
.10 This state-space representation is linear but non-Gaussian.

10The procedure is numerically more robust by adding an offset constant c̄ after taking squares and before

taking logs. The offset constant was introduced into the stochastic volatility literature by Fuller (1996) with the

intention to avoid taking logs of very small numbers, at the expense of creating a small upward bias. In practice,
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All the shocks in the measurement equation are distributed according to independent

logχ2(1) distributions. The logχ2(1) distribution can be approximated by a mixture of seven

normal distributions as proposed by Kim, Shephard, and Chib (1998) and as implemented by

Primiceri (2005). The mixture probabilities mp
j , the means mμ

j , and the variances mv
j are given

in table 2.4. These numbers are chosen in order to match a number of moments of the logχ2(1)

distribution (after accounting for the offset as indicated in the note under the table). The hier-

archical nature of the mixture is exploited to sample a history of diagonal elements στ in two

steps. The two steps—actually two separate Gibbs steps—are discussed in turn.11

First, let S be the matrix indicating which of the seven normal distributions is used for

which shock. All the elements of the matrix S have a value from {1, 2, ..., 7}. The dimension of

S is n by τ since there are n shocks in the measurement equation and there are τ time periods.

Conditional on a history of diagonal elements στ , the shocks in the measurement equations are

observed. The shocks are independent across equations and time periods. All the elements of the

matrix S can therefore be sampled independently. The conditional distribution of an element

Si,t is discrete with point mass at {1, 2, ..., 7}. The probability mass function is proportional to

Pr
(
Si,t = j|y∗∗i,t , σi−1,t

)
∝ fN

(
y∗∗i,t − 2 log (σi−1,t) |mμ

j − 1.2704,mv
j

)
mp

j j = 1, 2, ..., 7

(2.37)

where the mixture probabilities mp
j are updated with the (Gaussian) likelihoods of observing a

particular realization of the shock log
(
ε2i,t

)
= y∗∗i,t − 2 log (σi−1,t). The normalizing constant is

the reciprocal of the sum of the right-hand sides over j = 1, 2, ..., 7.

Second, conditional on a matrix Si, the state-space representation is linear and Gaussian,

and a history of diagonal elements στ can now simply be sampled via the same procedure as

outlined in section 2.3.1.

an offset constant of 0.001 works alright for standard macroeconomic series such as inflation, nominal interest,

and unemployment when scaled as percentages.

11Del Negro and Primiceri (2013) have pointed out that the ordering of the two Gibbs steps is important and,

in particular, that the ordering that was used by Primiceri (2005) is incorrect. The ordering presented in this

chapter is the correct one.
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Component (j) Probability (mp
j ) Mean (mμ

j ) Variance (mv
j )

1 0.00730 −10.12999 5.79596

2 0.10556 −3.97281 2.61369

3 0.00002 −8.56686 5.17950

4 0.04395 2.77786 0.16735

5 0.34001 0.61942 0.64009

6 0.24566 1.79518 0.34023

7 0.25750 −1.08819 1.26261

Table 2.4: Mixture of seven normals, from Kim, Shephard, and Chib (1998)

Note: The above numbers imply a mean of zero and must still be offset by adding the mean of the

logχ2(1) distribution, which is −1.2704.

2.3.6 Draw a reduced-rank covariance matrix Qσ

Recall that Qσ is the reduced-rank covariance matrix driving the diagonal elements. The proce-

dure to draw a reduced-rank covariance matrix Qσ from p(Qσ|θτ ,i, Qi
θ, α

τ ,i, Qi
α, σ

τ ,i; yτ , Xτ ) =

p(Qσ|στ ,i) is identical to the procedure as outlined in section 2.3.2.

2.4 Number of factors needed in a small macro model

The techniques just described are applied to the estimation of a small macro model. In particular,

this section first estimates the full-rank model on the same data as used in Cogley and Sargent

(2001) and then estimates the reduced-rank model for the purpose of analyzing how many factors

are actually needed to capture the time variation in the full-rank model. The main finding is that

the reduced-rank model with only a few factors is enough to capture the bulk of time variation

that is present in the full-rank model, which includes the full set of 21 factors. This suggests

that the model of Cogley and Sargent (2001) could have been parameterized more efficiently.

2.4.1 Model description

The model of Cogley and Sargent (2001) is designed for describing time variation in the inflation-

unemployment dynamics in the US after World War II, and includes a short-term interest rate,

unemployment, and inflation. There are two lags included in the VAR. The sample period is
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from 1948Q1 up to and including 2000Q4. Details on the application and the data can be found

in Cogley and Sargent (2001). Here, we only discuss details on the model setup.

The model setup used here is different from Cogley and Sargent (2001) in two dimensions.

First, they include a covariance term between the VAR forecast errors (ut) and the parameter

innovations (νθ,t). Second, they use a prior that rules out trajectories of time-varying parameters

(θτ ) that imply explosive dynamics. Both features are left out in this chapter since they are

non-standard in the literature.12 There is also a difference between the model setup used here

and the full-rank model as described in section 2.2.1, i.e. the stochastic volatility feature is left

out, as in Cogley and Sargent (2001).13

2.4.2 Prior

The strategy for choosing the prior is similar to Cogley and Sargent (2001)—similar but not

identical since the model setup used here is slightly different and besides, additional steps have

to be taken for the reduced-rank model. The period from 1948Q1 up to and including 1958Q4 is

used as training sample, which is a period of eleven years. The first quarter is used to construct

the inflation series and the next two quarters are used to initialize the VAR with two lags. In the

end, 41 quarters are used to estimate a time-invariant VAR from which the prior is constructed.

There are 34 degrees of freedom in the training sample since there are seven parameters per

equation in the trivariate VAR with two lags and constant. The various prior components are

discussed in turn.

First, the marginal prior on the covariance matrix of the VAR forecast errors (Σ) is assumed

to be an inverse-Wishart distribution with n× n scale matrix R̄ and n+1 degrees of freedom. The

scale matrix R̄ is chosen to be equal to n+1 times the time-invariant estimate of the covariance

matrix of the VAR forecast errors in the training sample. Note that the multiplication with

the degrees of freedom is because the scale matrix has a sum-of-squares interpretation in the

12Apart from the differences regarding the model setup, Cogley and Sargent (2001) use filtered estimates for

their reporting rather than smoothed estimates, which is the standard in the literature. This was met with

criticism from Sims (2001), who argued that filtered estimates also contain a component of variation that is

learning rather than actual time variation in the behavior of the economy. In fact, by using filtered estimates

rather than smoothed estimates, Cogley and Sargent (2001) may have overreported the amount of actual time

variation. In later work, Cogley and Sargent (2005) have changed their reporting to smoothed estimates.

13The Bayesian estimation procedure for the model setup without stochastic volatility is explained in footnote

6.
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inverse-Wishart distribution.

Second, the marginal prior on the starting values of the time-varying parameters (θ0) is

assumed to be a normal distribution with mean θ̄ and covariance matrix P̄θ. The mean θ̄

is chosen to be equal to the time-invariant estimate of the vector of VAR parameters in the

training sample and the covariance matrix P̄θ is chosen to be equal to four times the asymptotic

covariance matrix of the time-invariant estimate of the vector of VAR parameters in the training

sample.

Finally, the marginal prior on the covariance matrix of the shocks driving the time-varying

parameters (Qθ) needs a bit more explanation since it depends on the chosen rank. For the

full-rank model, the prior is identical to the prior of Cogley and Sargent (2001). The prior is

assumed to be an inverse-Wishart distribution with k × k scale matrix Q̄full
θ —with full rank—and

τ fullθ,0 degrees of freedom. The scale matrix Q̄full
θ is chosen to be proportional to the asymptotic

covariance matrix of the time-invariant estimate of the vector of VAR parameters in the training

sample, and the constant-of-proportionality is chosen to be equal to 1E-4 multiplied with the

degrees of freedom τ fullθ,0 . The degrees of freedom τ fullθ,0 are chosen to be equal to the degrees of

freedom in the training sample, which is 34.

For the reduced-rank model, the prior is likewise assumed to be an inverse-Wishart distri-

bution with k × k scale matrix Q̄red
θ but now with singular rank(Q̄red

θ ) = qθ. The singular scale

matrix Q̄red
θ is constructed from the non-singular scale matrix Q̄full

θ by selecting the qθ most

important eigenvalues, i.e. by replacing the k−qθ smallest eigenvalues by zeros in the eigenvalue

decomposition. The prior for the reduced-rank model is supposed to imply the same amount

of time variation as the prior for the full-rank model. This requires an upscaling since the sum

of the eigenvalues—which measures the amount of time variation—has decreased by the rank

reduction. This is exactly offset by multiplying the scale matrix with the sum of all the eigen-

values divided by the sum of the qθ largest eigenvalues. Moreover, the degrees of freedom are

chosen to be equal to τ redθ,0 = τ fullθ,0 − k + qθ in order to match exactly the expected sum of the

eigenvalues in the reduced-rank model with the full-rank model.14

14Note that the reduced-rank scale matrix Q̄red
θ is constructed from the full-rank scale matrix Q̄full

θ , which is

based on the degrees of freedom in the full-rank model τ full
θ,0 . The way in which the prior for the reduced-rank

model is constructed implies the same amount of time variation as the prior for the full-rank model.
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2.4.3 Results

We want to determine how many factors are needed in the (typical) small macro model given

above. For this purpose, we have generated results for all possible ranks in the reduced-rank

model as well as for the full-rank model. First, we present results for the full-rank model and

show how structured the time variation is, which suggests that the reduced-rank model is a

useful new tool for studying macroeconomic questions. Next, we present results for the reduced-

rank model and show that the reduced-rank model with only a few factors is indeed enough to

capture the bulk of time variation that is present in the full-rank model.

The full-rank model is estimated using four Markov chains of 100, 000 draws each of which

every fourth draw is kept for posterior inference and the first 50% is thrown away as burn-in

period. For our application, this is more than enough for the Markov chains to converge to

the posterior distribution, which we have confirmed by comparing the results of various Markov

chains that have started from different initial conditions.

The posterior medians of the trajectories of time-varying parameters are presented in figure

2.1, together with the posterior distribution of the trace of the covariance matrix driving the

time-varying parameters. It is evident from the figure that most of the time variation is concen-

trated in particular elements of the vector of time-varying parameters. Figure 2.2 zooms in on

the selection of parameters that display most of the time variation. The comovement between

the various trajectories stands out in the figure, which suggests that the time variation is highly

structured. The comovement is especially strong between parameters with the same regressand

and the same regressor but with different lag.

The principal components of the posterior median of the covariance matrix driving the

time-varying parameters confirm that the time variation is indeed highly structured—the con-

tributions of the seven most important principal components (out of 21) are presented in table

2.5. The first principal component already accounts for about 70% of the variance of the shocks

driving the time-varying parameters. The first two principal components account together for

more than 90% and the first three principal components account together for even more than

95%. These numbers suggest that the reduced-rank model is a useful new tool for studying

macroeconomic questions. Besides, Cogley and Sargent (2005) as well as Primiceri (2005) have

already suggested that a formal treatment of cross-equation restrictions in the time variation

would be a priority for future research. The reduced-rank model developed in this chapter is,

to the best of our knowledge, the first tool in this direction.
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Principal component Variance Cumulative percentage of total variance

1 0.00168 70.2%

2 0.00050 91.0%

3 0.00011 95.8%

4 0.00003 97.0%

5 0.00003 98.2%

6 0.00002 98.9%

7 0.00001 99.2%

Table 2.5: Principal components of the covariance matrix driving the time-varying

parameters

We have estimated the reduced-rank model for all possible ranks (using the same settings

regarding the Markov chains as for the full-rank model). As mentioned above, the prior for the

reduced-rank model is supposed to imply the same amount of time variation as the prior for the

full-rank model, no matter the rank. The results are first compared on the basis of the key object

for determining the amount of time variation in the parameters, which is the covariance matrix

of the shocks driving the time-varying parameters.15 The total amount of time variation can be

measured by the trace of this matrix—this is the sum of the variances driving the time-varying

parameters—and the contribution of the most important driving force can be measured by the

largest eigenvalue. The posterior medians of these two statistics are presented in table 2.6 for

the reduced-rank model for all possible ranks as well as for the full-rank model.

We did not only generate results for the VAR with two lags but also for a version with

only one lag.16 There are twelve parameters in the VAR with one lag, yet it is evident from

15The comparison based on the covariance matrix of the shocks driving the time-varying parameters can nicely

be represented in one single table with the results for all possible ranks, which is not generally possible for

comparisons based on other objects. Below we also present several figures in which we compare the results for

the full-rank model with the results for the reduced-rank model for some particular ranks.

16The prior for the version with one lag is constructed in the same way as the prior for the version with two

lags. Again, the degrees of freedom are chosen to be equal to the degrees of freedom in the training sample, which

is now 38 since there are less parameters to be estimated. Moreover, the constant-of-proportionality is now based

on 1E-3 rather than 1E-4, which more or less offsets the fact that the parameters are more precisely estimated in

the version with one lag. Furthermore, the results for the version with one lag are generated with shorter Markov

chains than the results for the version with two lags, as indicated below table 2.6.
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table 2.6 that we need much less underlying factors to capture the bulk of time variation that

is present in the full-rank model. With only five factors, the trace and largest eigenvalue are

already the same as in the full-rank model (for the reported decimals). And with less than five

factors, the differences are actually quite small—and besides, note that the deviations from the

full-rank model are not necessarily a bad thing. There is no clear reason why we should belief

that the full-rank numbers are the true numbers. In fact, the reduced-rank numbers with only

a few factors could be more accurate as these numbers are less prone to overfitting. It would

make sense to only include the most important and robust driving forces for the time-varying

parameters and to leave out the other ones.

Apart from the argument about overfitting, there are also other arguments in favor of in-

cluding only a few factors. The first one is about the computing time needed for the Bayesian

estimation. The computing time is about one third less for the reduced-rank model with a few

factors than for the full-rank model. For the VAR with two lags, the gain in terms of computing

speed is even a factor four. In general, the larger the model, the larger the potential gain in

computing speed. The second argument is also related to the computing time needed for the

Bayesian estimation, yet in an indirect manner. Since there are less parameters and underlying

trajectories to be estimated in the reduced-rank model, (much) shorter Markov chains are suf-

ficient to achieve convergence.17 This makes the reduced-rank model much more practical than

the full-rank model, especially when one needs to include more variables and/or more lags.

A similar picture emerges for the main version with two lags. There are 21 parameters in this

case, yet again it is evident from table 2.6 that we need much less underlying factors to capture

the bulk of time variation that is present in the full-rank model. With only three factors, the

trace and largest eigenvalue are already the same as in the full-rank model (for the reported

decimals), which is even less than in the version with only one lag. This is good news as this

means that including an additional lag in the VAR does not require many extra factors, if any.

The results confirm—without any doubt—the principal component analysis that was presented

in table 2.5 for the full-rank model. Again, this suggests that the model of Cogley and Sargent

(2001) could have been parameterized more efficiently.

Of course, the comparison should not only rely on the covariance matrix driving the time-

varying parameters, since other objects might give a different picture. However, this turns out

not to be the case. In figure 2.3, we present, for various ranks, the posterior medians of the

17This is not exploited for generating the table. The gains in computing speed are thus potentially much larger.
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trajectories of the selection of parameters that display most of the time variation. For the

parameters in the inflation equation, three factors are indeed enough to capture almost all of

the time variation. But for the parameters in the unemployment equation, three factors turn

out not to be sufficient to capture the time variation present in the full-rank model. Yet, with

four factors the pattern is already quite close, with six factors also the magnitude is getting

closer, and with twelve factors the trajectories are almost indistinguishable.

Furthermore, only a few factors are needed to capture most of the time variation in the

spectrum of inflation. Figures 2.4 and 2.5 present the evolution of the spectrum of inflation for

the full-rank model and the reduced-rank model with three factors, respectively. With only three

factors, the evolution is already quite close to the full-rank model, not only in terms of pattern

but also in terms of magnitude. The remaining deviation in terms of magnitude disappears

slowly when more and more factors are added to the reduced-rank model. Yet, note again that

the deviations from the full-rank model are not necessarily a bad thing, as the reduced-rank

results are less prone to overfitting.

2.5 Concluding remarks

Altogether, the main finding is that the time variation present in the full-rank model is highly

structured and that the reduced-rank model with only a few factors is enough to capture the

bulk of time variation. This is very good news since this allows us to use the new tool devel-

oped in this chapter, which in comparison with the full-rank model (i) suffers much less from

overparameterization, (ii) achieves convergence with much shorter Markov chains, and (iii) runs

much faster on the computer. Moreover, the results make us feel confident that the reduced-rank

model is also well-suited for larger models including more variables and/or more lags. If the

time variation had, on the contrary, not been highly structured, it would have been difficult to

estimate larger models as the number of parameters and underlying trajectories to be estimated

would quickly have become large. But given that we can confine on the number of factors, we can

potentially estimate larger models since the number of parameters and underlying trajectories

to be estimated are kept under control.
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p = 1 p = 2

qθ tr (Qθ) max (eig (Qθ)) comp. time tr (Qθ) max (eig (Qθ)) comp. time

1 0.0031 0.0031 361s 0.0021 0.0021 808s

2 0.0029 0.0026 365s 0.0022 0.0018 800s

3 0.0027 0.0024 366s 0.0025 0.0019 806s

4 0.0031 0.0028 376s 0.0025 0.0019 834s

5 0.0032 0.0029 387s 0.0025 0.0019 846s

6 0.0032 0.0029 403s 0.0025 0.0019 883s

7 0.0032 0.0029 423s 0.0025 0.0019 936s

8 0.0032 0.0029 451s 0.0025 0.0019 964s

9 0.0032 0.0029 481s 0.0025 0.0019 1079s

10 0.0032 0.0029 516s 0.0025 0.0019 1163s

11 0.0032 0.0029 569s 0.0025 0.0019 1276s

12 0.0032 0.0029 623s 0.0025 0.0018 1377s

13 0.0025 0.0018 1462s

14 0.0025 0.0018 1720s

15 0.0025 0.0018 1893s

16 0.0025 0.0018 1905s

17 0.0025 0.0018 2391s

18 0.0025 0.0019 2629s

19 0.0025 0.0019 2939s

20 0.0025 0.0019 3254s

21 0.0025 0.0019 3590s

full 0.0032 0.0029 542s 0.0025 0.0019 3323s

Table 2.6: The posterior median of the trace and largest eigenvalue of the covariance

matrix driving the time-varying parameters (Qθ) for various number of factors (qθ),

for the version with one lags and the version with two lags—how many factors are

needed?

Note: The results for the version with one lag are based on four Markov chains of 50,000 draws each

of which every second draw is kept for posterior inference and the results for the version with two lags

are based on four Markov chains of 100,000 draws each of which every fourth draw is kept for posterior

inference. Moreover, 50% is thrown away as burn-in period. The results are generated with an Intel(R)

Core(TM) i7-860 processor running (slightly overclocked) at 3.5GHz and with 12GB of internal memory.

The Matlab version used is R2008b 64-bit with Parallel Computing Toolbox and the operating system

used is Windows 7 64-bit.
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Appendix 2.A Bayesian estimation of restricted linear regres-

sion model

In this appendix, the sampling distribution of the restricted linear regression model is devel-

oped. To simplify the discussion, the least-squares estimator of the univariate restricted linear

regression model is derived as preliminary result.

Least-squares estimator restricted univariate linear regression model

Consider the univariate linear regression model

y = Xθ + u (2.38)

where y is the n × 1 vector of regressands, X is the n × k matrix of regressors, θ is the k × 1

vector of parameters, and u is the n × 1 vector of shocks. Shocks are distributed according to

the normal distribution u ∼ N
(
0, σ2In

)
. The ordinary least-squares estimator for θ is given by

θ̂ols =
(
X ′X

)−1
X ′y (2.39)

Now consider the linear restriction

0 = Rθ (2.40)

where R is a q × k matrix with rank (R) = q ≤ k. The restricted least-squares estimator for θ

can be derived by pooling the linear regression model together with the linear restriction

y = Xθ + u (2.41a)

0 = Rθ + υ (2.41b)

Here, υ is a q×1 vector of shocks to the linear restriction. These shocks are distributed according

to the normal distribution υ ∼ N
(
0, σ

2

λ Iq

)
. Of course, υ should be equal to the zero vector.

The idea is to use generalized least-squares on the pooled regression model for given λ and then

let λ → ∞. The generalized least-squares estimator for θ for given λ is given by

θ̂gls (λ) =
(
X ′X + λR′R

)−1
X ′y (2.42)

Before letting λ → ∞, rewrite this expression using the matrix inversion lemma.
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Lemma 1 matrix inversion lemma. (A+BCD)−1 = A−1−A−1B
(
C−1 +DA−1B

)−1
DA−1.18

Choose A = X ′X, B = R′, C = λIq, and D = R. Applying the matrix inversion lemma results

in

θ̂gls (λ) =

((
X ′X

)−1 − (
X ′X

)−1
R′
(
Iqλ

−1 +R
(
X ′X

)−1
R′
)−1

R
(
X ′X

)−1)
X ′y (2.43)

The generalized least-squares estimator can be expressed in terms of the ordinary least-squares

estimator

θ̂ (λ) =

(
Ik −

(
X ′X

)−1
R′
(
Iqλ

−1 +R
(
X ′X

)−1
R′
)−1

R

)
θ̂ols (2.44)

Now let λ → ∞. The term Iqλ
−1 simply drops out, because the matrix R (X ′X)−1R′ has full

rank. This results in the well-known restricted least-squares estimator

θ̂res =

(
Ik −

(
X ′X

)−1
R′
(
R
(
X ′X

)−1
R′
)−1

R

)
θ̂ols (2.45)

Sampling distribution restricted linear regression model

Consider the multivariate linear regression model

y = Xθ + u (2.46)

where y is the nT × 1 vector of regressands, X is the nT × k matrix of regressors, θ is the k× 1

vector of parameters, and u is the nT × 1 vector of shocks. Shocks are distributed according to

the normal distribution u ∼ N (0,Ω) with Ω = IT ⊗ Σ. Consider the normal conjugate prior

distribution

θ ∼ N
(
θ̄, P̄θ

)
(2.47)

where θ̄ is the k × 1 vector with prior means and P̄θ is the k × k matrix with prior covariances.

The posterior distribution of θ is given by

θ ∼ N (θμ, θσ) (2.48a)

θμ = (X ′Ω−1X + P̄−1θ )−1(X ′Ω−1y + P̄−1θ θ̄) (2.48b)

θσ = (X ′Ω−1X + P̄−1θ )−1 (2.48c)

18The matrix inversion lemma, also known as Woodbury formula, can be proved directly by checking that

A+BCD times the right-hand side gives the identity matrix.
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Now consider the linear restriction

0 = Rθ (2.49)

where R is a q× k matrix with rank (R) = q ≤ k. The posterior distribution of θ can be derived

by pooling the multivariate linear regression model together with the prior information and the

linear restriction

y = Xθ + u (2.50a)

θ̄ = Ikθ + ζ (2.50b)

0 = Rθ + υ (2.50c)

Here, υ is a q×1 vector of shocks to the linear restriction. These shocks are distributed according

to the normal distribution υ ∼ N
(
0, 1

λIq
)
. Of course, υ should be equal to the zero vector. The

idea is to derive the posterior distribution of θ for given λ and then let λ → ∞. The posterior

distribution of θ for given λ is given by

θ (λ) ∼ N (θμ (λ) , θσ (λ)) (2.51a)

θμ (λ) =
(
X ′Ω−1X + P̄−1θ + λR′R

)−1
(X ′Ω−1y + P̄−1θ θ̄) (2.51b)

θσ (λ) =
(
X ′Ω−1X + P̄−1θ + λR′R

)−1
(2.51c)

Before letting λ → ∞, rewrite θσ (λ) using the matrix inversion lemma given above. In particu-

lar, choose A = X ′Ω−1X + P̄−1θ , B = R′, C = λIq, and D = R. Applying the matrix inversion

lemma results in

θσ (λ) =

(
X ′Ω−1X + P̄−1θ

)−1−(
X ′Ω−1X + P̄−1θ

)−1
R′
(
Iqλ

−1 +R
(
X ′Ω−1X + P̄−1θ

)−1
R′
)−1

R
(
X ′Ω−1X + P̄−1θ

)−1
(2.52)

The posterior distribution of θ for given λ can be expressed in terms of the unrestricted (standard
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Bayesian regression) posterior distribution of θ

θ (λ) ∼ N (θμ (λ) , θσ (λ)) (2.53a)

θμ (λ) =
(
θσ − θσR

′ (Iqλ−1 +RθσR
′)−1Rθσ

)
(X ′Ω−1y + P̄−1θ θ̄)

=
(
Ik − θσR

′ (Iqλ−1 +RθσR
′)−1R) θμ (2.53b)

θσ (λ) =
(
Ik − θσR

′ (Iqλ−1 +RθσR
′)−1R) θσ (2.53c)

Now let λ → ∞. The term Iqλ
−1 simply drops out, because the matrix RθσR

′ has full rank.

This results in the posterior distribution of θ

θres ∼ N (θres,μ, θres,σ) (2.54a)

θres,μ =
(
Ik − θσR

′ (RθσR
′)−1R) θμ (2.54b)

θres,σ =
(
Ik − θσR

′ (RθσR
′)−1R) θσ (2.54c)

Appendix 2.B Procedure to draw from singular inverse-

Wishart distribution

The procedure to draw from a singular inverse-Wishart distribution is explained in this appendix.

Consider an m × m scale matrix S with rank (S) = q and d degrees of freedom.

1. Draw a m × q matrix X from the standard normal distribution. QR factorize X = QR

where Q is an orthogonal matrix and R is an upper triangular matrix.

2. Eigenvalue decompose S = (V D) (V D)′ where D is a diagonal matrix with the square

roots of the q non-zero eigenvalues of S on the diagonal and V is a matrix with the

corresponding eigenvectors.

3. Now
(
V R−1

) (
V R−1

)′
is a draw from the singular inverse-Wishart distribution.
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Figure 2.1: Posterior results for the full-rank model

Note: In the legends, i refers to interest, u refers to unemployment, p refers to inflation, and c refers
to constant. The first letter in the abbreviations refers to the regressand, the second letter refers to the
regressor, and a 2 indicates whether it concerns the second lag of the regressor.
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Figure 2.2: Median trajectories for selection of time-varying parameters in full-rank
model

Note: In the titles, i refers to interest, u refers to unemployment, p refers to inflation, and c refers to
constant. The first letter in the abbreviations refers to the regressand, the second letter refers to the
regressor, and a 2 indicates whether it concerns the second lag of the regressor.
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Figure 2.3: Median trajectories for selection of time-varying parameters for various
ranks

Note: In the titles, i refers to interest, u refers to unemployment, p refers to inflation, and c refers to
constant. The first letter in the abbreviations refers to the regressand, the second letter refers to the
regressor, and a 2 indicates whether it concerns the second lag of the regressor.
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Figure 2.4: Spectrum of inflation in the full-rank model
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Figure 2.5: Spectrum of inflation in the reduced-rank model with three factors



Chapter 3

Time-varying vector autoregressions

and prior influence

3.1 Introduction

This chapter is about the influence of the prior on the amount of time variation when estimating

vector autoregressions (VARs) with time-varying parameters.1 In particular, I focus on the prior

settings regarding the covariance matrix of the innovations to the time-varying parameters, which

is the key object for determining the amount of time variation in the VAR coefficients.

The inverse-Wishart distribution used in the literature as the prior distribution for the

covariance matrix of the innovations to the time-varying parameters is parameterized by (i) a

scale matrix and (ii) a degrees-of-freedom parameter. In the literature, the scale matrix is chosen

to be proportional to the asymptotic covariance matrix of the time-invariant estimate of the

vector of VAR coefficients in a training sample. Different papers typically make different choices

regarding the constant-of-proportionality and also regarding the degrees-of-freedom parameter.

In this chapter, I compare the estimated amount of time variation for various prior settings and

it turns out that the prior settings have much influence on the amount of time variation in the

VAR coefficients, at least in the application of Cogley and Sargent (2001), which I have used for

my comparison. Although the influence of the prior settings is acknowledged in the literature,

there has not been much debate about what is the right choice.

1For an extensive discussion of time-varying VARs, see Chapter 2 and the references therein.

43
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In addition to the influence of the prior settings, I also analyze the influence of the incorpora-

tion of stochastic volatility. For this purpose, I have extended the time-varying VAR model setup

of Cogley and Sargent (2001) with stochastic volatility, just like Cogley and Sargent (2005).2

The estimated amount of time variation in the VAR coefficients turns out to be much smaller

in the model setup with stochastic volatility than in the model setup without stochastic volatil-

ity, at least when the prior on the covariance matrix of the innovations to the time-varying

parameters is left unchanged.

The organization of the rest of this chapter is as follows. In section 2, I describe the inverse-

Wishart distribution and its parameterization. In section 3, I give the time-varying VAR model

specifications used in this chapter for the cases with and without stochastic volatility. In section

4, I describe the prior choices made by Cogley and Sargent (2001) and Cogley and Sargent

(2005). In section 5, I demonstrate that the prior on the covariance matrix of the innovations

to the time-varying parameters as well as the incorporation of stochastic volatility have much

influence on the estimated amount of time variation in the VAR coefficients. Finally, section 6

concludes.

3.2 Inverse-Wishart distribution

There exist many different parameterizations of the inverse-Wishart distribution in the literature.

In this chapter, I use the same parameterization as Cogley and Sargent (2001, 2005), Primiceri

(2005), the Matlab Statistics Toolbox, Wikipedia, and the Gelman, Carlin, Stern, and Rubin

(1995) textbook—i.e. the most common parameterization in the time-varying VAR literature.

The probability density function of the inverse-Wishart distribution with p × p scale matrix Ψ

and v degrees of freedom is given by

p (X) =
|Ψ| v2

2
vp
2 Γp

(
v
2

) |X|− v+p+1
2 exp

(
−1

2
tr
(
ΨX−1)) (3.1)

where Γp (·) is the multivariate gamma function and tr (·) is the trace operator. Next, I describe

the mean and variance for this parameterization.

2It should be noted that I have not used the exact same stochastic volatility setup as Cogley and Sargent

(2005) but instead the (by now) more standard setup of Primiceri (2005).
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First, the mean of each element of X is given by

E (Xij) =
Ψij

v − p− 1
(3.2)

where i indicates the row index and j indicates the column index. It follows that the mean

E (Xij) is decreasing in the degrees-of-freedom parameter v and increasing in the scale matrix

element Ψij .

Second, the variance of each element of X is given by

Var (Xij) =
(v − p+ 1)Ψ2

ij + (v − p− 1)ΨiiΨjj

(v − p) (v − p− 1)2 (v − p− 3)
(3.3)

and regarding the diagonal elements, the expression simplifies to

Var (Xii) =
2Ψ2

ii

(v − p− 1)2 (v − p− 3)
(3.4)

It follows that the variance Var (Xij) is decreasing in the degrees-of-freedom parameter v and

increasing in the scale matrix element Ψij . Thus, with less degrees of freedom, the inverse-

Wishart distribution becomes less informative. The minimal degrees of freedom for which the

inverse-Wishart distribution is still proper is equal to one plus the dimension p.

Finally, in the time-varying VAR literature it is common practice to specify the scale matrix

Ψ indirectly via Ψ = vQ. Henceforth, the matrix Q is also referred to as the scale matrix.

Despite the fact that v now also shows up in the numerator of the expression for the mean

E (Xij), the mean is still (quickly) decreasing in v. The same is true for the variance Var (Xij).

For illustration, figure 3.1 plots the mean and variance of a certain diagonal element Xii as

functions of the degrees-of-freedom parameter, where without loss of generality the scale matrix

element Qii is assumed to be equal to one. The dimension parameter is chosen to be the same

as in Cogley and Sargent (2001, 2005), that is p = 21, and the numbers are scaled by the mean

and variance for the degrees-of-freedom setting of Cogley and Sargent (2001), that is v = 34.

Clearly, the numbers quickly get large when the degrees-of-freedom parameter goes down.



46 CHAPTER 3. TIME-VARYING VECTOR AUTOREGRESSIONS AND PRIOR INFL.

3.3 Model specifications

In this section, I give the two time-varying VAR model specifications used in this chapter.3 The

first one does not include stochastic volatility, whereas the second one does. Apart from this,

the two model specifications are identical. Henceforth, the two model specifications are referred

to as TV-VAR-NO and TV-VAR-SV, respectively.4 The two model specifications are discussed

in turn, after which a comparison with the model specifications of Cogley and Sargent (2001,

2005) and Primiceri (2005) is presented.5

3.3.1 TV-VAR-NO

Consider the model with n variables and p lags

yt = ct +

p∑
i=1

Bi,tyt−i + ut (3.5)

where yt is an n × 1 vector of observed endogenous variables, ct is an n × 1 vector of time-

varying constants, {Bi,t}pi=1 are n × n matrices of time-varying autoregressive parameters, and

ut is an n × 1 vector of shocks. Shocks are assumed to be distributed according to the normal

distribution ut ∼ N (0,Σ), where the covariance matrix is time-invariant.

Let θt ≡ vec([ct, {Bi,t}pi=1]
′) denote the vector of time-varying parameters, where vec is the

column stacking operator. The dimension of θt is k by 1 with k = n+ pn2. The law of motion

for θt is assumed to be equal to

θt = θt−1 + νθ,t (3.6)

where νθ,t is a k × 1 vector of shocks. Shocks are assumed to be distributed according to the

normal distribution νθ,t ∼ N (0, Qθ). The two vectors of shocks discussed so far are assumed to

be mutually uncorrelated.

Next, define the n × k matrix of regressors X ′
t ≡ In ⊗ [1,

{
y′t−i

}p
i=1

], where ⊗ denotes the

Kronecker product, and rewrite the time-varying VAR in concise matrix form. Together with the

3For an extensive discussion of time-varying VARs, see Chapter 2 and the references therein.

4The abbreviations used in the current chapter for the cases with and without stochastic volatility are the

same as in Chapter 4. Note, however, that the model specifications in the current chapter are based on the

full-rank model setup and the model specifications in Chapter 4 are based on the reduced-rank model setup.

5In anticipation of the comparison, I have used the stochastic volatility setup of Primiceri (2005), which is

(by now) more standard than the stochastic volatility setup of Cogley and Sargent (2005).
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law of motion for the time-varying parameters, the model specification can now be represented

by the following state-space representation

yt = X ′
tθt + ut (3.7a)

θt = θt−1 + νθ,t (3.7b)

Finally, see Chapter 2 for the Bayesian estimation procedure and section 3.4 for the various

priors settings.

3.3.2 TV-VAR-SV

The model specification with stochastic volatility is similar to the model specification without

stochastic volatility, aside from the covariance matrix of the shocks in the VAR equation which

is now time-varying Σt rather than time-invariant Σ. Introducing stochastic volatility is a bit

more involved than introducing time-varying parameters, since this requires extra restrictions

to make sure that the covariance matrix is always positive definite.

Cholesky decompose the covariance matrix Σt =
(
A−1t Ωt

) (
A−1t Ωt

)′
where A−1t is a lower

triangular matrix with ones on the main diagonal and Ωt is a diagonal matrix. Let αt be the

vector of elements below the main diagonal of the matrix At stacked by rows. The dimension

of αt is r by 1 with r = n(n−1)
2 . The law of motion for αt is assumed to be equal to

αt = αt−1 + να,t (3.8)

where να,t is an r × 1 vector of shocks. Shocks are assumed to be distributed according to

the normal distribution να,t ∼ N (0, Qα). Here, Qα is a dense matrix, in contrast to Primiceri

(2005).6 Let σt denote the vector of diagonal elements of the matrix Ωt. The dimension of σt is

n by 1. The law of motion for σt is assumed to be equal to

log (σt) = log (σt−1) + νσ,t (3.9)

where νσ,t is an n × 1 vector of shocks. Shocks are assumed to be distributed according to the

6Primiceri (2005) imposes a block-diagonal structure on Qα in order to simplify the sampling procedure and

to increase efficiency, but by doing a bit more algebra than Primiceri (2005) the sampling procedure can be made

as simple and as efficient even if Qα is dense. This is explained in Chapter 2.
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normal distribution νσ,t ∼ N (0, Qσ). The four vectors of shocks discussed so far are assumed

to be mutually uncorrelated.

Next, use the above Cholesky decomposition in order to decompose the shocks in the VAR

equation as ut = A−1t Ωtεt, where εt is an n × 1 vector of standard normally distributed shocks,

and rewrite the time-varying VAR in concise matrix form. Together with the laws of motion

for the time-varying parameters and stochastic volatility, the model specification can now be

represented by the following state-space representation

yt = X ′
tθt +A−1t Ωtεt (3.10a)

θt = θt−1 + νθ,t (3.10b)

αt = αt−1 + να,t (3.10c)

log (σt) = log (σt−1) + νσ,t (3.10d)

Finally, see Chapter 2 for the Bayesian estimation procedure and section 3.4 for the various

priors settings.

3.3.3 Relationship with Cogley and Sargent (2001, 2005)

The time-varying VAR model specifications used in this chapter are closely related to the model

specifications used in Cogley and Sargent (2001, 2005) and Primiceri (2005). There are three

features in which the various model specifications differ from each other. The differences and

similarities are discussed in this subsection and are summarized in table 3.1. In subsection 3.3.4,

it is discussed how to deal with the differences between the various model specifications in the

comparison exercise of this chapter.

First, the model specification used in this chapter for the case with stochastic volatility

(TV-VAR-SV) is basically identical to the model specification of Primiceri (2005), except for

the minor difference discussed in footnote 6. The stochastic volatility setup of Primiceri (2005)

is (by now) more standard than the alternative setup of Cogley and Sargent (2005). The main

difference is that Cogley and Sargent (2005) only allow for time variation in the diagonal elements

(σt), whereas Primiceri (2005) also allows for time variation in the off-diagonal elements (αt).

Second, Cogley and Sargent (2001, 2005) make sure that the time-varying parameters of the

VAR model imply stability in every period, i.e. they use a prior that rules out explosive VAR

coefficients. This feature is included neither in the two model specifications used in this chapter
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nor in Primiceri (2005). For a comparison between the estimated amount of time variation in

the model setup with and without the stability feature, see Cogley and Sargent (2005).

Third, Cogley and Sargent (2001) allow for correlation between the shocks in the VAR

equation and the innovations to the time-varying parameters. Cogley and Sargent (2005) have

dropped this feature in order to economize on the number of parameters. This feature is included

neither in the two model specifications used in this chapter nor in Primiceri (2005).

Stochastic volatility Stability imposed Correlation

TV-VAR-NO no no no

TV-VAR-SV yes, as in Primiceri (2005) no no

Primiceri (2005) yes no no

Cogley and Sargent (2001) no yes yes

Cogley and Sargent (2005) yes, but differs from Primiceri (2005) yes no

Table 3.1: Comparison of model specifications

3.3.4 Outline comparison exercise

The purpose of the comparison exercise of this chapter is twofold: (i) to analyze the influence

of the prior settings regarding the covariance matrix of the innovations to the time-varying

parameters on the amount of time variation in the VAR coefficients and (ii) to analyze the

influence of the incorporation of stochastic volatility on the amount of time variation in the

VAR coefficients. In order to analyze whether the prior settings matter for the amount of time

variation in the VAR coefficients, one should only play around with the prior settings and leave

the model specification unchanged. In order to analyze whether the incorporation of stochastic

volatility matters for the amount of time variation in the VAR coefficients, one should compare

two model specifications that are otherwise identical and, importantly, leave the prior settings

unchanged.

Cogley and Sargent (2005) have investigated whether the incorporation of stochastic volatil-

ity matters for the amount of time variation in the VAR coefficients. They have concluded that

the evidence of Cogley and Sargent (2001) for drifting parameters survives after the incorpo-

ration of stochastic volatility. As mentioned above, the comparison should ideally be based on

two model specifications that are, apart from the incorporation of stochastic volatility, identical

and, in addition, the prior settings should be left unchanged. Since Cogley and Sargent (2005)

have also changed another feature of their model specification and, most importantly, their prior
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settings regarding the covariance matrix of the innovations to the time-varying parameters, it

is unclear how we should value their conclusion.

In this chapter, I compare the TV-VAR-NO model specification with the TV-VAR-SV model

specification, which helps answer the question to what extent the incorporation of stochastic

volatility matters for the amount of time variation in the VAR coefficients. I presume that

this comparison also gives insights in the question whether Cogley and Sargent (2005) should

have confirmed the evidence of Cogley and Sargent (2001) for drifting parameters, despite the

difference in the stochastic volatility implementation and the stability feature that is shut off.

Altogether, I have generated results for the model specifications with and without stochastic

volatility (TV-VAR-NO and TV-VAR-SV) and for four different prior settings as described in

section 3.4. It is possible to draw conclusions about the influence of the prior settings and the

incorporation of stochastic volatility on the amount of time variation in the VAR coefficients by

comparing the results along the various dimensions as is done in section 3.5.

3.4 Prior choices made by Cogley and Sargent

Although Cogley and Sargent (2005) analyze the same data as Cogley and Sargent (2001),

they have changed the prior on the covariance matrix of the innovations to the time-varying

parameters, both in terms of scale matrix as well as degrees of freedom. In particular, Cogley

and Sargent (2005) have changed the prior in favor of more time variation in the VAR coefficients

and have provided arguments for the changes in the prior that are unrelated to the extension

with stochastic volatility. In the rest of this section, I compare the prior choices made by Cogley

and Sargent (2005) with the prior choices made by Cogley and Sargent (2001) and discuss the

arguments provided by Cogley and Sargent (2005) for the changes in the prior. Moreover, I

include a discussion about how the extension with stochastic volatility may influence the prior

choices made, if any influence at all.

Cogley and Sargent (2005) use the exact same strategy for calibrating the prior on the co-

variance matrix of the innovations to the time-varying parameters as Cogley and Sargent (2001),

which makes sense given that the model setup for the time-varying parameters is unchanged by

the extension with stochastic volatility. In particular, Cogley and Sargent (2001, 2005) use the

same period as training sample. They use the period from 1948Q1 up to and including 1958Q4

as training sample, which is a period of eleven years. The first quarter is used to construct
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the inflation series and the next two quarters are used to initialize the VAR with two lags. In

the end, 41 quarters are used to calibrate the priors. There are 34 degrees of freedom in the

training sample since there are seven parameters per equation in the trivariate VAR with two

lags and constant. In Cogley and Sargent (2001) the degrees of freedom in the inverse-Wishart

prior distribution on the covariance matrix of the innovations to the time-varying parameters

are chosen to be equal to the degrees of freedom in the training sample. In Cogley and Sargent

(2005) the degrees of freedom in the inverse-Wishart prior distribution on the covariance matrix

of the innovations to the time-varying parameters are chosen to be equal to the minimal degrees

of freedom for which the inverse-Wishart prior distribution is still proper. This is equal to one

plus the number of time-varying parameters in the VAR. There are 21 time-varying parameters

in the trivariate VAR with two lags and constant, implying a minimal of 22 degrees of freedom

for which the inverse-Wishart prior distribution is still proper. As a result, the prior distribu-

tion of Cogley and Sargent (2005) is much less informative—higher variance—and much less

conservative—higher mean—than the prior distribution of Cogley and Sargent (2001), recall the

illustration in figure 3.1.

This is not the only difference between the prior distributions. The scale matrix in Cogley

and Sargent (2005) is also less conservative than the scale matrix in Cogley and Sargent (2001).

In both papers, the scale matrix of the inverse-Wishart prior distribution is proportional to the

asymptotic covariance matrix of the time-invariant estimate of the vector of VAR parameters

in the training sample. The constants-of-proportionality are 3.5E-4 and 1E-4, respectively. The

higher constant-of-proportionality is reflected in the prior with higher mean and variance; for

the latter the effect is even squared.

Both changes (degrees of freedom and constant-of-proportionality) point in the direction of

more time variation in the VAR coefficients in Cogley and Sargent (2005) than in Cogley and

Sargent (2001) by implying a higher mean and variance. The prior choices made by Cogley and

Sargent (2001, 2005) are summarized in table 3.2, together with information about the prior

used by Primiceri (2005). Note that the prior of Primiceri (2005) is more conservative as well

as more informative by having a lower mean and variance.
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Paper Training sample γ2 df k

Cogley and Sargent (2001) 1948Q1–1958Q4 1E-4 34 21

Cogley and Sargent (2005) 1948Q1–1958Q4 3.5E-4 22 21

Primiceri (2005) 1953Q1–1962Q4 1E-4 40 21

Table 3.2: Prior settings regarding the covariance matrix of the innovations to the

time-varying parameters used in the literature (with constant-of-proportionality γ2,

degrees of freedom df, and dimension k)

Note that the priors of Cogley and Sargent (2001) and Cogley and Sargent (2005) are not

simply comparable since the model setup of Cogley and Sargent (2005) includes stochastic

volatility whereas the model setup of Cogley and Sargent (2001) does not. Yet, the direction

of the change in the prior from Cogley and Sargent (2001) to Cogley and Sargent (2005) is

remarkable. At least, my prior would change in the exact opposite direction. The fundamental

basis for my prior is the total amount of time variation in the economy. Therefore, when I would

extend my time-varying VAR model setup with stochastic volatility, I would change my prior

to imply less time variation in the VAR coefficients. The reason is simply that with stochastic

volatility there is less need for time variation in the VAR coefficients to get the same total

amount of time variation in the economy.

Moreover, one could question why Cogley and Sargent have chosen 22 degrees of freedom in

their 2005 paper as opposed to their 2001 paper in which they have chosen 34 degrees of freedom.

In their 2005 paper, they argue that by choosing 22 degrees of freedom they “maximize the

influence of sample information.” But this is not necessarily a good thing. An important role

for the prior in (time-varying) VAR models is to limit the possibility of overparameterization of

these models, which would lead to overfitting and bad out-of-sample forecasting performance.

This could be more important for time-varying VAR models than for time-invariant VAR models,

since parameters that can vary over time can be exploited to overfit the data much easier than

constant parameters.

Finally, even if lowering the degrees of freedom is a good thing, it will complicate the com-

parison of the Cogley and Sargent (2005) results with the Cogley and Sargent (2001) results.

With different prior settings, Cogley and Sargent (2005) cannot simply confirm the results of

Cogley and Sargent (2001). In fact, given that they use 22 degrees of freedom in their model with

stochastic volatility, it would make sense to re-estimate the model without stochastic volatility
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with 22 degrees of freedom too. The same is true for the constant-of-proportionality. In the

next section, I present results for all possible combinations regarding the prior settings for the

cases with and without stochastic volatility.

3.4.1 Prior settings regarding the volatility part of the model

Regarding the TV-VAR-NO specification, the prior on the covariance matrix of the VAR forecast

errors is the same as in Cogley and Sargent (2001). Regarding the TV-VAR-SV specification, the

prior settings regarding the stochastic volatility part of the model are basically identical to the

baseline prior settings of Primiceri (2005).7 Note that in this chapter I use the same stochastic

volatility setup as Primiceri (2005), which is slightly different from Cogley and Sargent (2005) as

described in section 3.3.3. Despite the difference in the stochastic volatility setup, both Primiceri

(2005) as well as Cogley and Sargent (2005) use a prior that is weakly informative regarding the

stochastic volatility part of the model.

3.5 The influence of the prior

The prior choices made by Cogley and Sargent (2005) are not exactly consistent with the prior

choices made by Cogley and Sargent (2001). Cogley and Sargent (2005) write that “[...] much

of our earlier evidence for drifting coefficients survives after we take stochastic volatility into

account.” The question arises whether this conclusion is robust to different prior settings, in

particular those that make the comparison with the Cogley and Sargent (2001) results consistent.

To answer this question, I have generated results for all possible combinations regarding the prior

settings for the cases with and without stochastic volatility.8 I present direct evidence on the

amount of time variation in the VAR coefficients as well as indirect evidence on what this means

for policy-relevant objects such as the persistence of inflation.

7There is only one minor difference. That is, since Primiceri (2005) imposes a block-diagonal structure on

the covariance matrix driving the off-diagonal elements (see footnote 6), he has to specify separate priors for the

various blocks, whereas I do not impose a block-diagonal structure on this matrix and therefore can simply specify

one prior for the whole matrix. The strategy for constructing the prior is nevertheless identical, using one plus

the dimension as degrees of freedom and using the same constant-of-proportionality.

8The Bayesian estimation is based on four Markov chains of 100, 000 draws each of which every fifth draw is

kept for posterior inference and the first 50% of each chain is thrown away as burn-in period. For the current

application, this is sufficient for the Markov chains to converge to the posterior distribution, which I have confirmed

by comparing the results of various Markov chains that have started from different initial conditions.
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First, the covariance matrix of the innovations to the time-varying parameters (Qθ) is the key

object for determining the amount of time variation in the VAR coefficients. The amount of time

variation in the VAR coefficients can be measured by the trace of this matrix—this is the sum of

the variances driving the time-varying parameters—and the contribution of the most important

driving force can be measured by the largest eigenvalue. The posterior medians of these two

statistics are presented in table 3.3. Regarding the prior settings, in the leftmost column we have

the Cogley and Sargent (2001) specification and in the rightmost column we have the Cogley

and Sargent (2005) specification, while the intermediate columns give the intermediate steps if

we move from the Cogley and Sargent (2001) to the Cogley and Sargent (2005) specification.

The two rows give the results for the cases with and without stochastic volatility.

Note that these results are not exactly identical to the original ones of Cogley and Sargent

(2001, 2005). First, Cogley and Sargent (2005) do not use the posterior median for their re-

porting. Instead they use the trace and largest eigenvalue of the posterior mean, giving 0.059

and 0.031, respectively.9 The trace and largest eigenvalue of my posterior mean are 0.0616 and

0.0291, respectively, which is easily within their sampling uncertainty.10 In addition, there is a

difference between the stochastic volatility setup of Cogley and Sargent (2005) and the setup of

Primiceri (2005) used here. Second, Cogley and Sargent (2001) do not report statistics on the

trace and largest eigenvalue.11

9These numbers correspond to the same VAR ordering as used here (nominal interest, unemployment, infla-

tion) and with stability not imposed.

10Note that these numbers represent the trace and largest eigenvalue of the posterior mean, whereas table 3.3

includes the posterior median of the trace and largest eigenvalue.

11Note that if they had reported on these statistics, the extra feature—the correlation between the VAR forecast

errors and the innovations to the time-varying parameters—should have been removed anyway for a consistent

comparison, as mentioned in section 3.3.4.
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df = 34 df = 22

γ2 = 1E-4 γ2 = 3.5E-4 γ2 = 1E-4 γ2 = 3.5E-4

Without

stochastic

volatility

Qtrace = 0.0025

Qmaxeig = 0.0019

Qtrace = 0.0140

Qmaxeig = 0.0103
Very large Q Very large Q

With

stochastic

volatility

Qtrace = 0.0022

Qmaxeig = 0.0016

Qtrace = 0.0096

Qmaxeig = 0.0070

Qtrace = 0.0394

Qmaxeig = 0.0348

Qtrace = 0.0525

Qmaxeig = 0.0401

Table 3.3: The influence of the prior on the covariance matrix of the innova-

tions to the time-varying parameters (with df degrees of freedom and constant-

of-proportionality of γ2), reporting based on posterior median

To compare the results for the case with stochastic volatility to the case without stochastic

volatility for the prior choices made by Cogley and Sargent (2001) one should compare the

results in the upper left cell, which is the TV-VAR-NO specification, with the results in the

lower left cell, which is the TV-VAR-SV specification. The 12% drop in the median of the

posterior trace, from 0.0025 to 0.0022, suggests that the amount of time variation in the VAR

coefficients is not much lower in the case with stochastic volatility if the prior is chosen in both

specifications according to the choices made by Cogley and Sargent (2001). Yet, this number

is misleading for two reasons. First, in terms of the posterior mean the drop is actually 31%.12

Second, the median time paths of the parameters indicate that there is considerably less time

variation in the case with stochastic volatility. This is shown in figure 3.2 for those parameters

that display the most time variation.13 For ease of exposition, initial level differences between

the cases with and without stochastic volatility are left out. It is evident from figure 3.2 that

there is considerably less structural (low-frequency) time variation in the case with stochastic

volatility.

12The drop in terms of the posterior mean is from 0.0044 to 0.0030. Note that these numbers represent the

trace of the posterior means, whereas table 3.3 includes the posterior medians of the trace.

13The time variation is concentrated in certain elements of the parameter vector. Most of the time variation

is in the inflation equation, in particular in the constant (pc), the parameter on the interest rate (pi), and the

parameter on the second lag of the interest rate (pi2). The latter two are also important in the unemployment

equation (ui and ui2).
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Note that table 3.3 suggests that Cogley and Sargent could actually have concluded that

there is much more time variation in the VAR coefficients in their 2005 paper with stochastic

volatility (Qtrace = 0.0525) than in their 2001 paper without stochastic volatility (Qtrace =

0.0025).14 A similar picture emerges from the analogue of figure 3.2 plotting the median time

paths corresponding to the lower right cell and the upper left cell. There are, however, big

differences in the reporting between the two papers, which complicates the comparison. First,

Cogley and Sargent (2001) have not reported on statistics such as the trace of the covariance

matrix driving the time-varying parameters. Second, Cogley and Sargent (2001) have used

filtered estimates rather than smoothed estimates. Sims (2001) has argued that this may lead

to an overestimation of the amount of time variation, implying that the comparison between

the filtered estimates of Cogley and Sargent (2001) and the smoothed estimates of Cogley and

Sargent (2005) may have been misleading.

Finally, I present evidence on what the results imply for the persistence of inflation, which

is an object that is relevant for monetary policy. Figure 3.3 plots the time-varying spectrum of

inflation, computed from the median time paths of the parameters, for the case without stochastic

volatility and the prior settings of Cogley and Sargent (2001), from now onwards simply referred

to as the Cogley and Sargent (2001) benchmark settings. The most notable feature of the figure

is the time variation in the low-frequency power. The low-frequency power can be interpreted

as the persistence of inflation, as argued by Cogley and Sargent (2001). Figure 3.4 plots the

corresponding time-varying spectrum of inflation for the case with stochastic volatility and the

prior settings of Cogley and Sargent (2001). In this case, the time variation in the spectrum

of inflation is not only explained by the time variation in the VAR coefficients but also by

the stochastic volatility. Therefore, I have computed a normalized spectrum of inflation by

counterfactually assuming that the covariance matrix of the VAR forecast errors is constant

and equal to the one according to the Cogley and Sargent (2001) benchmark settings. Figure

3.5 plots the result and it is evident from the comparison with figure 3.3 that there is much

less time variation in the case with stochastic volatility. In fact, the power at frequency zero

only increases from about 2 to 3 in the case with stochastic volatility, while without stochastic

volatility the power increases from about 2 to 7.

Figure 3.6 plots the time-varying spectrum of inflation for the case with stochastic volatility

14Note that this would have been the other way around, if the prior settings regarding the covariance matrix

of the innovations to the time-varying parameters had been left unchanged.
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when the prior settings are changed as in Cogley and Sargent (2005). Again, I have computed a

normalized spectrum of inflation by counterfactually assuming that the covariance matrix of the

VAR forecast errors is constant and equal to the one according to the Cogley and Sargent (2001)

benchmark settings, on the basis of which the contribution of the time-varying parameters to

the time variation in the spectrum of inflation can be determined. Figure 3.7 plots the result

and it follows that—by changing the prior—the contribution of the time-varying parameters

survives the incorporation of stochastic volatility.

3.6 Concluding remarks

I have demonstrated that there is considerably less structural (low-frequency) time variation in

the VAR coefficients in the case with stochastic volatility than in the case without stochastic

volatility. I have also demonstrated that the prior on the covariance matrix of the innovations

to the time-varying parameters has much influence on the estimated amount of time variation

in the VAR coefficients.

These two findings question the conclusion of Cogley and Sargent (2005) that their earlier

evidence of Cogley and Sargent (2001) for drifting VAR coefficients survives the incorporation

of stochastic volatility. In particular, the results found in this chapter for a very similar model

setup suggest that Cogley and Sargent (2005) would probably only have confirmed their earlier

qualitative results but not their earlier quantitative results, if they had been consistent in the

choices made regarding the prior. For a consistent comparison, it would have been better if they

had used the same prior settings for both model specifications.
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Figure 3.1: Mean and variance of Xii as functions of the degrees-of-freedom param-
eter v, for dimension parameter p = 21 and scaled by the mean and variance for
v = 34
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Figure 3.2: Median trajectories for selection of time-varying parameters; TV-VAR-
NO versus TV-VAR-SV, both with Cogley and Sargent (2001) prior settings

Note: In the titles, i refers to interest, u refers to unemployment, p refers to inflation, and c refers to
constant. The first letter in the abbreviations refers to the regressand, the second letter refers to the
regressor, and a 2 indicates whether it concerns the second lag of the regressor.
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Figure 3.3: Time-varying spectrum of inflation for TV-VAR-NO model specification
with Cogley and Sargent (2001) prior settings
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Figure 3.4: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2001) prior settings
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Figure 3.5: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2001) prior settings, normalized with covariance matrix of
VAR forecast errors for TV-VAR-NO model specification with Cogley and Sargent
(2001) prior settings
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Figure 3.6: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2005) prior settings
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Figure 3.7: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2005) prior settings, normalized with covariance matrix of
VAR forecast errors for TV-VAR-NO model specification with Cogley and Sargent
(2001) prior settings



Chapter 4

Time variation in the dynamic

effects of unanticipated changes in

tax policy

Abstract

Using a structural vector autoregression with time-varying parameters, I analyze to what extent

the dynamic effects of unanticipated changes in tax policy have changed structurally over the post

World War II period in the United States. The estimated time variation points to a permanent

decline in the tax multiplier as well as a faster response of the economy. Despite the permanent

decline, the estimated tax multiplier is still at the higher end of the range of existing empirical

estimates, which is consistent with Mertens and Ravn (2013b), whose identification strategy I

follow. Furthermore, the estimated time variation also suggests that fiscal policy has become

more countercyclical over time. In particular, spending policy used to be procyclical and has

become countercyclical after the beginning of the 1990s, whereas tax policy already used to be

countercyclical and has become even more countercyclical over time.

4.1 Introduction

Fiscal stimulus has been rediscovered as an important instrument to stimulate the economy.

After the collapse of Lehman Brothers and the following sharp drops in real activity, policy

65
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makers in several countries have responded with fiscal stimulus packages to counteract the

slowdown of the economy. The reaction of the United States was particularly vigorous and has

resulted in the Economic Stimulus Act of 2008 and the American Recovery and Reinvestment

Act of 2009. Further efforts by President Obama such as the American Jobs Act were blocked

in 2011 by the Republicans, who had acquired the majority in the House of Representatives in

2010.

The strong countercyclical response to the 2007–2008 financial crisis, and the general con-

sensus in support of the large fiscal stimulus, is a marked change from earlier episodes. Auer-

bach (2009) argues that the change towards countercyclical fiscal policy predates the 2008–2009

stimulus packages, as the response to the early 2000s recession included countercyclical bonus

depreciation investment incentives as opposed to the clearly procyclical responses to the early

1980s and early 1990s recessions.1 Auerbach (2009) also presents evidence that fiscal policy

has overall been countercyclical, although it is not clear how much of this result is driven by

the exclusion of the early 1980s recession (and the subsequent procyclical fiscal response) from

the estimation sample. In another paper, Auerbach (2008) identifies different budget control

regimes in the United States and shows that fiscal policy has become more countercyclical after

the introduction of the Budget Enforcement Act of 1990, based on (insignificant) sample-split

results. In this chapter, I present systematic evidence on the cyclicality of fiscal policy using

a vector autoregression (VAR) with time-varying parameters, and indeed fiscal policy seems to

have become more countercyclical over time.

In view of the increased use of countercyclical fiscal policy, it is important to understand

the dynamic effects of changes in fiscal policy. How large are the effects on impact? After how

many quarters do the effects reach their peak and how large is the peak? How fast do the effects

die out thereafter? The empirical literature does not answer these questions with one voice.

There is no consensus regarding the dynamic effects of changes in government expenditure nor

regarding the dynamic effects of changes in tax policy. In this chapter, I focus on the dynamic

effects of unanticipated changes in tax policy.

Most studies agree on the direction of the effects of tax increases, yet there is not much

consensus on the size of the effects. Most studies belief that tax increases are generally contrac-

1Countercyclical fiscal policy goes against the business cycle (stimulus in downturn, austerity in upswing),

whereas procyclical fiscal policy goes with the business cycle (austerity in downturn, stimulus in upswing).
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tionary, yet estimates for the US tax multiplier range from close to zero to more than four.2

The broad range reflects numerous differences in methodology, identification assumptions, model

specification, and sample coverage. In the empirical literature, there are two main methodologi-

cal approaches to the estimation of the US tax multiplier. In the structural VAR approach, tax

shocks are identified by imposing short-run restrictions as in the seminal contribution by Blan-

chard and Perotti (2002) or by imposing sign restrictions as in Mountford and Uhlig (2009). In

the narrative approach, a narrative series of observable (legislated) changes in tax policy, such

as the one constructed by Romer and Romer (2009), is used to measure tax shocks directly.

Recently, the two approaches are combined by Mertens and Ravn (2013a) as well as Mertens

and Ravn (2013b), who use a narrative series as a proxy that imperfectly measures tax shocks in

a structural VAR model. In particular, they assume that the narrative series is correlated with

the structural tax shock but uncorrelated with the other structural shocks, which is sufficient

to identify the structural tax shock and to back out the tax multiplier. Mertens and Ravn

(2013b) also give an overview of existing empirical estimates for the US tax multiplier, and with

their “proxy structural VAR model,” nesting both the structural VAR approach as well as the

narrative approach, they can reconcile their own estimate for the US tax multiplier with the

pre-existing ones.

In this chapter, I have analyzed what the effects are of unanticipated tax changes and, in

particular, to what extent these effects have changed structurally over the post World War

II period in the United States. The main results of this chapter are: (i) there has been a

permanent decline in the tax multiplier, from more than four at the beginning of the sample

period to around three at the end of the sample period and (ii) the response of the economy has

become much faster, reaching its peak response after six quarters at the beginning of the sample

period as opposed to four quarters at the end of the sample period. Despite the permanent

decline, the estimated tax multiplier is still at the higher end of the range of existing empirical

estimates, which is consistent with Mertens and Ravn (2013b), whose identification strategy I

have followed.

The permanent decline in the tax multiplier and faster response of the economy found in

2The tax multiplier is defined as the ratio between the change in GDP (in dollars) and the autonomous change

in tax revenues (in dollars) that triggered it. The tax multiplier is a dynamic concept and wherever I am not

specific about the horizon of the tax multiplier, I refer to the tax multiplier at its peak (as opposed to the tax

multiplier on impact).



68 CHAPTER 4. TIME VARIATION IN THE EFFECTS OF TAX POLICY CHANGES

this chapter are consistent with the sample-split results of Mertens and Ravn (2013b), who

have applied their proxy structural VAR methodology to compare the dynamic effects of an

unanticipated tax shock in the post-1980 period with the dynamic effects in the pre-1980 period.

Mertens and Ravn (2013b) use the subset of the Romer and Romer (2009) narrative series that

includes only unanticipated tax changes. This still leaves 26 nonzero elements for the full

sample, yet only nine nonzero elements for the second sub-sample that starts in 1980. The

identification procedure, described above, exploits the informational content of the nonzero

elements in the narrative series of unanticipated tax changes. Not surprisingly, the sample-split

results of Mertens and Ravn (2013b) are not robust with such a low number of nonzero elements,

as shown in this chapter.

As an alternative for their sample-split VAR, I have extended the analysis of Mertens and

Ravn (2013b) by allowing for time variation in the reduced-form parameters of the VAR model.

The reduced-form model specification is, apart from the time-varying parameters, unchanged

with the same set of variables and number of lags. Also the proxy identification procedure is

the same, ditto the narrative series of unanticipated tax changes. For an extensive discussion of

the benefits of time-varying VARs, see Chapter 2 and the references therein. Here, I only would

like to emphasize that time-varying VARs are more appropriate for analyzing time variation

than sample-split VARs. In particular, with time-varying VARs the timing and number of

sub-samples are endogenously determined by the data, whereas with sample-split VARs this

is simply imposed by the researcher without proper empirical support. Moreover, the sample-

split method is particularly sensitive in combination with the proxy identification procedure

due to the low number of nonzero elements in the narrative series. Despite the differences in

methodology, the results from the time-varying VAR model used in this chapter are consistent

with the sample-split results of Mertens and Ravn (2013b).

Finally, my analysis focuses on the structural change in the effects of discretionary fiscal

policy (in particular, unanticipated tax changes), which is complementary to the literature that

argues that the effects of discretionary fiscal policy depend on the state of the business cycle.

There is both empirical as well as theoretical work arguing that fiscal multipliers are larger when

the economy is in recession. An empirical example is Auerbach and Gorodnichenko (2012), who

use a smooth transition structural VAR model and estimate that fiscal multipliers are larger in

the recessionary regime. A theoretical example is Christiano, Eichenbaum, and Rebelo (2011),

who develop a DSGE model and find that fiscal multipliers are larger at the zero lower bound
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on nominal interest rates, which happens only in recessionary times.

The organization of the rest of this chapter is as follows. In section 2, I replicate the proxy

structural VAR results of Mertens and Ravn (2013b) and show that their sample-split results

are not robust. In section 3, I describe the time-varying VAR model used in this chapter and

give the priors used in the Bayesian estimation. In section 4, I first present evidence that fiscal

policy has become more countercyclical over time and then I present evidence on the permanent

decline in the tax multiplier and faster response of the economy. I also give various robustness

checks. Finally, section 5 concludes.

4.2 Mertens and Ravn (2013b) replication

In this section, I replicate the proxy structural VAR results of Mertens and Ravn (2013b).

In particular, I focus on the dynamic effects of unanticipated tax changes and show that the

sample-split results of Mertens and Ravn (2013b) are not robust along this dimension. Before

presenting the results, I first describe the reduced-form VAR model specification and the proxy

identification procedure.

4.2.1 Reduced-form VAR model specification and data description

Mertens and Ravn (2013b) use the same reduced-form VAR model specification as Blanchard

and Perotti (2002), which is the benchmark specification in the literature. The model contains

quarterly US data on tax revenues Tt, government spending Gt, and output Yt. It is important

to model tax revenues and government spending jointly because they are presumably not inde-

pendent. Moreover, it is important to include four lags in the model since some taxes, such as

those on corporate income, are often paid with substantial delays and, in addition, these delays

are quarter dependent, an argument put forward by Blanchard and Perotti (2002).

The variables in the trivariate VAR are specified in levels. In particular, the vector of

endogenous variables yt = [Tt, Gt, Yt]
′ is modeled by

yt = α′dt +
p∑

i=1

Biyt−i + ut (4.1)

where {Bi}pi=1 are n × n matrices of autoregressive parameters in the model with n = 3 variables

and p = 4 lags. The n × 1 vector ut with reduced-form shocks is assumed to be distributed

according to the normal distribution ut ∼ N (0,Σ). To account for low-frequency properties of
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the data, the model includes a linear and quadratic time trend in the vector dt with deterministic

components, in addition to a constant and a dummy for 1975Q2. The coefficients for the

deterministic components are represented by the matrix α of suitable dimensions.3

The reduced-form VAR model is estimated on quarterly US data from the Bureau of Eco-

nomic Analysis. In particular, the data for federal tax revenues, federal government consumption

and investment expenditures, and GDP are taken from the national income and product account

tables. All variables are in log real per capita terms and the sample runs from 1950Q1 up to

and including 2006Q4. For more details about the data, see Mertens and Ravn (2013b).

Mertens and Ravn (2013b) use a narrative series of observable, legislated changes in tax

policy for the identification of unanticipated tax shocks. In particular, they use the narrative

series constructed by Romer and Romer (2009) regarding legislated changes in tax policy on

the federal level,4 yet only include the subset with changes that are unanticipated. Mertens

and Ravn (2013b) make the assumption that changes in tax policy are unanticipated when the

legislation and implementation date are less than one quarter apart, leaving 26 nonzero elements

in their proxy. Figure 4.1 plots the Mertens and Ravn (2013b) proxy, which is scaled by previous

quarter nominal GDP, together with the revenues-GDP ratio.

4.2.2 Proxy identification procedure

Mertens and Ravn (2013b) use the proxy identification procedure they had developed earlier in

Mertens and Ravn (2013a). Although the proxy identification procedure actually originates to

slides by Stock and Watson (2008) and was laid out at approximately the same time in Stock

and Watson (2012), it was developed independently by Mertens and Ravn (2013a).

The key idea of the proxy identification procedure is to use narrative series as proxies that

imperfectly measure the structural shocks in a structural VAR model. The structural shocks

can be identified by imposing moment conditions between the narrative series and the structural

shocks. Although the proxy identification procedure is more general, it is explained here for

the case with one proxy for the identification of one structural shock (which, in the current

3Blanchard and Perotti (2002) also include four lags of the 1975Q2 dummy, which are left out by Mertens

and Ravn (2013b).

4Romer and Romer (2009) have selected legislated changes in tax policy that are motivated either as ideological

or as arising from inherited debt concerns, so that the changes can be considered as exogenous to the fluctuations

in the economy.
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application, is labeled as structural tax shock).5

As is standard in the structural VAR literature, the identification procedure starts with the

assumption that the n × 1 vector ut with reduced-form shocks depends linearly on the n × 1

vector εt with structural shocks so that

ut = Bεt (4.2)

where B is an n × n impact matrix. The structural shocks are, by nature, orthogonal to each

other and the structural shocks can, without loss of generality, be normalized to have unit

variance, implying that

Σ = BB′ (4.3)

which amounts to n(n+1)
2 restrictions on the impact matrix B. This is, however, not sufficient to

fully identify the impact matrix, which has n2 free elements, and therefore additional identifying

restrictions are needed. Typically, tax shocks are identified by imposing short-run restrictions

as in the seminal contribution by Blanchard and Perotti (2002) or by imposing sign restrictions

as in Mountford and Uhlig (2009).

The proxy identification procedure instead exploits the informational content of a narrative

series to obtain the needed additional identifying restrictions. In particular, it is assumed that

the narrative series is correlated with the structural tax shock but uncorrelated with the other

structural shocks, thus

E
(
εTt mt

)
= φ 
= 0 (4.4a)

E
(
εOt mt

)
= 0 (4.4b)

where the proxy is denoted by the scalar mt, the structural tax shock by εTt , and the vector

with the other structural shocks by εOt . The structural shocks are ordered as εt = [εTt , (ε
O
t )
′]′.

Furthermore, the proxy is assumed to have a zero mean, which can without loss of generality be

satisfied by subtracting the mean of the nonzero elements from the nonzero elements.6

5For the case with multiple proxies for the identification of one structural shock, see Stock and Watson (2012).

For the case with k proxies for the identification of k structural shocks, see Mertens and Ravn (2013a).

6The proxy identification procedure also requires that the proxy is uncorrelated with the history of yt. Nev-

ertheless, note that it is always possible to use the projection error of the projection of the proxy on the history
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The aforementioned moment conditions are sufficient to identify the structural tax shock

and the associated impulse response function. The derivation of the impulse response function

and the procedure to back out the full history of the structural tax shock are discussed in turn.

First, note that for the identification of the impulse response function of the structural tax

shock we only need the first column of the impact matrix B, so that it is useful to partition

B = [βT , βO] where βT represents the first column and βO represents the other columns. Using

the aforementioned moment conditions we can derive

E (utmt) = B E (εtmt) = βT E
(
εTt mt

)
+ βO E

(
εOt mt

)
= βTφ (4.5)

which implies that the covariance between the reduced-form shocks and the narrative series, for

which we can simply get a sample estimate, pins down the impact vector βT up to scaling. The

covariance parameter φ, which serves in the above equation as constant-of-proportionality, is

still to be estimated, although we do not need it for all purposes. In particular, the shape of the

impulse response function, and with that the size of the tax multiplier, does not depend on the

scaling. Regarding the impulse response function, we only need the constant-of-proportionality

if we want to show the response to a (negative) one-standard deviation structural tax shock,

but not if the magnitude of the impulse is scaled otherwise.

In the current application, the impulse to the structural tax shock is scaled such that it

amounts to a decrease in tax revenues of one percent of GDP. More specifically, the impulse to

the structural tax shock is first scaled such that it amounts to a one-percent decrease in tax

revenues and then it is divided by the sample average of the ratio between tax revenues and

GDP, which is approximately 17.5%. This scaling gives the response of GDP the interpretation

of tax multiplier, i.e. the ratio between the change in GDP (in dollars) and the autonomous

change in tax revenues (in dollars) that triggered it. The tax multiplier is a dynamic concept

and the full dynamic pattern can be read directly from the impulse response functions reported

in this chapter. Wherever I am not specific about the horizon of the tax multiplier, I refer to

the tax multiplier at its peak (as opposed to the tax multiplier on impact).

Altogether, the impulse response function of the structural tax shock can be estimated using

the following steps:

1. Estimate the reduced-form VAR model by ordinary least squares

of yt, which is orthogonal by construction.
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2. Estimate the vector with covariances between the reduced-form shocks and the narrative

series, which pins down the first column of the impact matrix up to scaling

3. Scale the first column of the impact matrix such that the first element is equal to the

negative of the reciprocal of the sample average of the ratio between tax revenues and

GDP, which specifies the impulse to the economy

4. Enter the impulse to the economy as a one-time reduced-form shock and iterate on the

reduced-form VAR model to determine the impulse response function

Second, to back out the full history of the structural tax shock we need the constant-of-

proportionality, which was not needed for the derivation of the impulse response function. For the

case discussed here, with one proxy for the identification of one structural shock, the constant-of-

proportionality is available without additional identification assumptions. Start the derivation

by partitioning the impact matrix as

B =

⎛⎜⎝βTT βTO

βOT βOO

⎞⎟⎠ (4.6)

where, in the case discussed here, the upper left block is a scalar, the lower left block is a

column vector, the upper right block is a row vector, and the lower right block is a square

matrix. The covariance matrix of the reduced-form shocks is partitioned analogously, where in

addition ΣTO = Σ′OT . Mertens and Ravn (2013a) provide an expression for the upper left block,

which in the scalar case discussed here can be simplified to

βTT =

√
ΣTT − (

ΣOT − βOTβ
−1
TTΣTT

)′
Γ−1

(
ΣOT − βOTβ

−1
TTΣTT

)
(4.7)

where Γ = βOTβ
−1
TTΣTT

(
βOTβ

−1
TT

)′ − ΣOT

(
βOTβ

−1
TT

)′ − βOTβ
−1
TTΣ

′
OT + ΣOO.

7 The essential

ingredients for this expression are the various blocks of Σ and the term βOTβ
−1
TT . The latter

term is pinned down by βT , the first column of the impact matrix, even though we do not yet

7Mertens and Ravn (2013a) provide the following general expression for the upper left block

βTTβ
′
TT = ΣTT − (

ΣOT − βOTβ
−1
TTΣTT

)′
Γ−1 (ΣOT − βOTβ

−1
TTΣTT

)

which can only be simplified to the expression in the main text in the case that βTT is a scalar and otherwise

additional identification assumptions are needed to back out βTT .
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know the constant-of-proportionality. In appendix 4.A, I provide a derivation for the expression

of Mertens and Ravn (2013a).

Now that we have an expression for the scalar in the upper left block, we can back out the

constant-of-proportionality and in turn the rest of the first column of the impact matrix. To

back out the full history of the structural tax shock, express the structural shocks in terms of

the reduced-form shocks

εt = B−1ut (4.8)

which reveals that we need the first row of the inverse impact matrix. In appendix 4.B, I show

how to derive the first row of the inverse impact matrix without making additional identification

assumptions.

Finally, the proxy identification procedure seems to be an appealing methodology as it

integrates the narrative approach in the standard structural VAR framework and combines the

attractive features of the two approaches. Relative to the narrative approach, it allows for

measurement error in the narrative series which seems like a good idea as it is unlikely that

a narrative series can be constructed perfectly and without any judgement. Relative to the

structural VAR approach, the informational content of a narrative series is exploited rather

than having to make identification assumptions on which there is no consensus.

4.2.3 Full-sample results

I have applied the proxy structural VAR methodology to the full sample and I can successfully

replicate the proxy structural VAR results of Mertens and Ravn (2013b). In my reporting,

I focus on the dynamic effects of unanticipated changes in tax policy, as summarized by the

impulse response function of the structural tax shock.

Figure 4.2 plots the impulse response function of the structural tax shock and is basically

identical to the figure presented by Mertens and Ravn (2013b). The impulse to the structural

tax shock is scaled such that it amounts to a 5.7% decrease in tax revenues, which is on average

one percent of GDP. In response to the structural tax shock, GDP increases on impact by 2.0%

and reaches its peak after five quarters with a 3.2% increase over its trend. As explained in the

previous subsection, these numbers can be interpreted as tax multipliers and lie at the higher end

of the range of existing estimates for the US tax multiplier. For a more extensive comparison,

see Mertens and Ravn (2013b) who reconcile their own estimate for the US tax multiplier with
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the pre-existing ones.

4.2.4 Sample-split results

I have applied the proxy structural VAR methodology to the pre-1980 period and the post-1980

period and I can successfully replicate the sample-split results of Mertens and Ravn (2013b).8

As for the full sample, I only report on the impulse response function of the structural tax

shock.9

Figure 4.3 plots the impulse response function of the structural tax shock for the pre-1980

period and the post-1980 period and is basically identical to the figure presented by Mertens and

Ravn (2013b). For both periods, the impulse to the structural tax shock is scaled such that it

amounts to a decrease in tax revenues of one percent of GDP. This amounts to a decrease in tax

revenues of 5.8% and 5.6% for the pre-1980 and post-1980 period, respectively. Although the

impact on GDP has not changed much, the response of GDP reaches its peak much quicker in the

post-1980 period than in the pre-1980 period and the peak is also much lower (2.0% increase over

trend after four quarters as opposed to 2.7% increase over trend after six quarters). Moreover, the

reversion to the trend is also much quicker in the post-1980 period than in the pre-1980 period.

This suggests that there is time variation in the dynamic effects of unanticipated changes in tax

policy (which is why I extend the analysis of Mertens and Ravn (2013b) by allowing for time

variation in the model parameters, to which the remainder of this chapter is dedicated).

Nevertheless, it turns out that the evidence for time variation put forward by Mertens and

Ravn (2013b) is not robust. In particular, their sample-split figure, which is replicated here as

figure 4.3, is very sensitive to the timing of the split of the sample. For example, if the early

sub-sample had lasted one more year, the impulse response function of the structural tax shock

would have looked rather different, which is demonstrated in figure 4.4. With the extra year,

the early sub-sample would have included the nonzero proxy element for 1980Q2, which is a

high-leverage point (only three elements are further away from the mean and many elements are

much closer to the mean) that turns out to be influential. The sensitivity is not really surprising

8I could not successfully replicate the sample-split results presented in Mertens and Ravn (2012), an earlier

version of Mertens and Ravn (2013b). After some deliberation, they have adjusted their sample-split results and

the results in the updated version, Mertens and Ravn (2013b), now match my results.

9The pre-1980 sample runs from 1950Q1 up to and including 1979Q4. The post-1980 sample runs from 1980Q1

up to and including 2006Q4.
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given the low number of nonzero elements in the proxy, with just sixteen of them for the pre-1980

period. Clearly, the sample-split results of Mertens and Ravn (2013b) are not robust, although

the question whether or not there is time variation can still be answered in the affirmative.

4.2.5 Alternative strategy for the sample split

In this subsection, I propose an alternative strategy for the sample split that generates sample-

split results that are robust, in contrast to the sample-split results of Mertens and Ravn (2013b).

The key idea is to use the sample split for the estimation of the reduced-form VAR model but not

for the identification of the structural tax shock. In particular, the estimation of the covariance

between the reduced-form shocks and the narrative series, which is the main ingredient in the

proxy identification procedure, should be based on the two sub-samples stacked together, so

as to avoid that this covariance is estimated on the basis of too few nonzero proxy elements

(which is, in fact, the Achilles’ heel of the Mertens and Ravn (2013b) strategy). Furthermore,

the scaling part of the proxy identification procedure can again be dealt with separately for the

two sub-samples.

Figure 4.5 plots the impulse response function of the structural tax shock for the pre-1980

period and the post-1980 period based on my alternative sample-split strategy. Despite the

sensitivity of the Mertens and Ravn (2013b) sample-split figure, the alternative impulse response

function actually turns out to be very similar. The impact of the structural tax shock on GDP

has again not changed much over time, while the dynamic patterns after the impact actually

depend only on the reduced-form VAR models, which are, by construction, unaffected relative

to the Mertens and Ravn (2013b) sample-split strategy.

4.3 Time-varying VAR model specifications

In this section, I give the two time-varying VAR model specifications used in this chapter. The

first one does not include stochastic volatility, whereas the second one does. The two model

specifications only differ to the extent that the covariance matrix of the reduced-form shocks

is time-invariant in the case without stochastic volatility and time-varying in the case with

stochastic volatility. Henceforth, the two model specifications are referred to as TV-VAR-NO

and TV-VAR-SV, respectively. Before presenting the two model specifications (in the next two

subsections), I have three general remarks.
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First, the identification of the impulse response function of the structural tax shock, which

is based on the proxy identification procedure as described in section 4.2.2, does not depend

on the covariance matrix of the reduced-form shocks.10 Therefore, allowing for time variation

in the covariance matrix of the reduced-form shocks would not contribute directly to the time

variation in the impulse response function of the structural tax shock. The main results of this

chapter are, for this reason, based on the TV-VAR-NO specification. Nevertheless, I also present

results based on the TV-VAR-SV specification, which is an important robustness check as the

incorporation of stochastic volatility could possibly matter in an indirect manner (as explained

in section 4.4.3.1).

Second, the covariance matrix of the innovations to the time-varying parameters is, in both

specifications, assumed to be of reduced rank. In particular, I use the reduced-rank model

setup as developed in Chapter 2. The reduced-rank model setup is more parsimonious than

the standard (full-rank) model setup, and this is particularly advantageous for analyzing larger

models including more variables and/or more lags. In the current application, I include four

lags in the model which is standard in the fiscal VAR literature, yet rather large for time-

varying VARs. For an extensive discussion of time-varying VARs, the benefits of the rank

reduction as well as the Bayesian estimation procedures, see Chapter 2. Besides, apart from

the rank reduction, the model setup is basically identical to the time-varying VAR model setup

of Primiceri (2005) except for one minor difference as explained in footnote 12 of the current

chapter.11

Third, the deterministic components (linear and quadratic time trends as well as a dummy

for 1975Q2) that are included in the VAR model specification of Mertens and Ravn (2013b) are

excluded from the time-varying VAR model specifications used in this chapter. Instead I have

pre-filtered the data, implemented by a linear regression of the data on a constant and the time

trends. I also present results based on other trend specifications and the results are robust along

this dimension.

10In fact, the reduced-form shocks themselves enter the proxy identification procedure and their covariance

matrix is only needed to back out the constant-of-proportionality (which is not needed to identify the shape of

the impulse response function).

11The abbreviations used in the current chapter for the cases with and without stochastic volatility (TV-VAR-

SV and TV-VAR-NO, respectively) are the same as in Chapter 3. Note, however, that the model specifications

in the current chapter are based on the reduced-rank model setup and the model specifications in Chapter 3 are

based on the full-rank model setup.
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4.3.1 TV-VAR-NO

Consider the model with n variables and p lags

yt = ct +

p∑
i=1

Bi,tyt−i + ut (4.9)

where yt is an n × 1 vector of observed endogenous variables, ct is an n × 1 vector of time-

varying constants, {Bi,t}pi=1 are n × n matrices of time-varying autoregressive parameters, and

ut is an n × 1 vector of shocks. Shocks are assumed to be distributed according to the normal

distribution ut ∼ N (0,Σ).

Let θt ≡ vec([ct, {Bi,t}pi=1]
′) denote the vector of time-varying parameters, where vec is the

column stacking operator. The dimension of θt is k by 1 with k = n+ pn2. The law of motion

for θt is assumed to be equal to

θt = θt−1 + νθ,t (4.10)

where νθ,t is a k × 1 vector of shocks. Shocks are assumed to be distributed according to the

normal distribution νθ,t ∼ N (0, Qθ), where the covariance matrix Qθ is assumed to be of reduced

rank, i.e. the rank is chosen to be equal to rank (Qθ) = qθ ≤ k. The rank reduction implies cross-

equation restrictions that amount to a reduction in the number of underlying factors driving the

time-varying parameters. In particular, the qθ × 1 vector of underlying factors θ̃t can, without

loss of generality, be defined implicitly by

θt ≡ Λθθ̃t +Mθθ0 (4.11)

where Λθ is a k × qθ matrix of factor loadings and Mθ = Ik − Λθ(Λ
′
θΛθ)

−1Λ′
θ is the projection

matrix onto the left null space of Λθ. The law of motion for the underlying factors is given by

θ̃t = θ̃t−1 + υθ,t (4.12)

where υθ,t is a qθ × 1 vector of standard normally distributed shocks, which is assumed to be

uncorrelated with the reduced-form shocks in the VAR equation. For details on the derivation

of the underlying factor structure as well as intuition on the decompositions, see Chapter 2.

Next, define the n × k matrix of regressors X ′
t ≡ In ⊗ [1,

{
y′t−i

}p
i=1

], where ⊗ denotes the

Kronecker product, and rewrite the VAR equation in concise matrix form. Together with the
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law of motion for the underlying factors and the implicit definition of the underlying factors,

the model specification can now be represented by the following state-space representation

yt = X ′
tθt + ut (4.13a)

θ̃t = θ̃t−1 + υθ,t θt ≡ Λθθ̃t +Mθθ0 (4.13b)

Finally, the Bayesian estimation procedure is outlined in Chapter 2. For the priors and

number of underlying factors used in the current application, see section 4.3.3.

4.3.2 TV-VAR-SV

The model specification with stochastic volatility is similar to the model specification without

stochastic volatility, aside from the covariance matrix of the reduced-form shocks in the VAR

equation which is now time-varying Σt rather than time-invariant Σ. Introducing stochastic

volatility requires restrictions to make sure that the covariance matrix is always positive definite.

Cholesky decompose the covariance matrix Σt =
(
A−1t Ωt

) (
A−1t Ωt

)′
where A−1t is a lower

triangular matrix with ones on the main diagonal and Ωt is a diagonal matrix. Let αt be the

vector of elements below the main diagonal of the matrix At stacked by rows. The dimension

of αt is r by 1 with r = n(n−1)
2 . The law of motion for αt is assumed to be equal to

αt = αt−1 + να,t (4.14)

where να,t is an r × 1 vector of shocks. Shocks are assumed to be distributed according to the

normal distribution να,t ∼ N (0, Qα).
12 Let σt denote the vector of diagonal elements of the

matrix Ωt. The dimension of σt is n by 1. The law of motion for σt is assumed to be equal to

log (σt) = log (σt−1) + νσ,t (4.15)

where νσ,t is an n × 1 vector of shocks. Shocks are assumed to be distributed according to

the normal distribution νσ,t ∼ N (0, Qσ). As opposed to the time-varying parameters, I do

not impose an underlying factor structure (reduce the rank of the covariance matrices) in the

stochastic volatility part of the model setup. Note that the dimensions of the state vectors αt

12In this Ph.D. dissertation, Qα is a dense matrix, in contrast to Primiceri (2005). The reason why I have

relaxed the block-diagonal assumption of Primiceri (2005) is explained in Chapter 2.
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and log (σt) are much smaller than the dimension of the state vector θt so that the benefits

would have been much smaller.

Next, use the above Cholesky decomposition in order to decompose the shocks in the VAR

equation as ut = A−1t Ωtεt, where εt is an n × 1 vector of standard normally distributed shocks,

and rewrite the time-varying VAR in concise matrix form. Together with the laws of motion for

the time-varying parameters (in terms of the underlying factor structure) and stochastic volatil-

ity, the model specification can now be represented by the following state-space representation

yt = X ′
tθt +A−1t Ωtεt (4.16a)

θ̃t = θ̃t−1 + υθ,t θt ≡ Λθθ̃t +Mθθ0 (4.16b)

αt = αt−1 + να,t (4.16c)

log (σt) = log (σt−1) + νσ,t (4.16d)

where, besides, the four vectors of shocks are assumed to be mutually uncorrelated.

Finally, the Bayesian estimation procedure is outlined in Chapter 2. For the priors and

number of underlying factors used in the current application, see section 4.3.3.

4.3.3 Prior settings

I have allocated a period of twelve years (from 1951Q3 up to and including 1963Q2) to calibrate

the priors.13 In particular, the training sample is used to estimate a time-invariant VAR from

which the priors are constructed, which is the standard approach in the time-varying VAR lit-

erature. There is, however, an important improvement in the sense that I have used a Bayesian

regression to estimate the time-invariant VAR as opposed to the standard classical regression.14

This is particularly important for the current application given the more than usual number of

13The training sample, which consists of only twelve years of data, is somewhat sensitive to the data from

1950Q1 up to and including 1951Q2. Therefore, I have excluded these first six data points from the Mertens and

Ravn (2013b) sample.

14Regarding the Bayesian VAR, I have used a natural conjugate version of the so-called Minnesota prior, see

e.g. Koop and Korobilis (2010) for an excellent survey article on Bayesian VARs. I have set the hyperparameter

on the overall tightness to 0.2, as recommended by Sims and Zha (1998). Furthermore, I have centered the

prior around univariate AR(1) processes with autocorrelation parameters of 0.9 as opposed to the more standard

univariate random walks, which makes sense given that the data is pre-filtered.
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lags included in the model.15 Apart from the Bayesian regression, the strategy for calibrating the

priors is standard. The various prior components are discussed in turn, first for the main spec-

ification without stochastic volatility (TV-VAR-NO) and then for the alternative specification

with stochastic volatility (TV-VAR-SV).

4.3.3.1 Prior settings TV-VAR-NO

The marginal prior on the covariance matrix of the reduced-form shocks in the VAR equation

(Σ) is assumed to be an inverse-Wishart distribution with n × n scale matrix R̄ and n + 1

degrees of freedom. The scale matrix R̄ is chosen to be equal to n+ 1 times the time-invariant

point estimate of the covariance matrix of the reduced-form shocks in the VAR equation in the

training sample. Note that the multiplication with the degrees of freedom is because the scale

matrix has a sum-of-squares interpretation in the inverse-Wishart distribution.

Next, the marginal prior on the starting values of the time-varying parameters (θ0) is assumed

to be a normal distribution with mean θ̄ and covariance matrix P̄θ. The mean θ̄ is chosen to

be equal to the time-invariant point estimate of the vector of VAR parameters in the training

sample and the covariance matrix P̄θ is chosen to be equal to four times the covariance matrix

of the time-invariant estimate of the vector of VAR parameters in the training sample.

Finally, the marginal prior on the covariance matrix of the shocks driving the time-varying

parameters (Qθ) needs a bit more explanation because of the rank reduction. It is my intention

to follow the time-varying VAR literature as much as possible. Therefore, I start off from a prior

on Qfull
θ for the full-rank model version and based thereon I construct the prior on Qred

θ for the

reduced-rank model version to imply the same amount of time variation in the parameters, just

like in Chapter 2.

For the full-rank model version, the prior on Qfull
θ is standard. In particular, the prior is

assumed to be an inverse-Wishart distribution with k × k scale matrix Q̄full
θ —with full rank—

and τ fullθ,0 degrees of freedom. The degrees-of-freedom parameter τ fullθ,0 is chosen to be equal to the

number of periods in the training sample, which is 44 after accounting for initialization. The

15The Bayesian regression approach is more attractive than using a (much) longer training sample, as the

training sample cannot be recycled in the main estimation of the time-varying VAR. Nevertheless, a much longer

training sample is used by, for example, Baumeister and Peersman (2013). In their model with four variables and

four lags, they use a training sample that is more than twice as long and throw away valuable data from the main

estimation (which is particularly undesirable given their rather large model).
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scale matrix Q̄full
θ is chosen to be proportional to the covariance matrix of the time-invariant es-

timate of the vector of VAR parameters in the training sample. The constant-of-proportionality

is calibrated to 4.4E-4 multiplied with the degrees of freedom, where the number 4.4E-4 is

calibrated to imply the same amount of time variation per parameter as the prior in Chapter 2.

For the reduced-rank model version, the prior is likewise assumed to be an inverse-Wishart

distribution, yet now with singular scale matrix Q̄red
θ , where rank(Q̄red

θ ) = qθ. The main results

of this chapter are based on the setting qθ = 7 and, in addition, the results are shown to be robust

along this dimension. The singular scale matrix Q̄red
θ is constructed from the non-singular scale

matrix Q̄full
θ by selecting the qθ most important eigenvalues, i.e. by replacing the k− qθ smallest

eigenvalues by zeros in the eigenvalue decomposition. The prior for the reduced-rank model

version is supposed to imply the same amount of time variation in the parameters as the prior

for the full-rank model version. This requires an upscaling since the sum of the eigenvalues—

which measures the amount of time variation—has decreased by the rank reduction. This is

exactly offset by multiplying the scale matrix with the sum of all the eigenvalues divided by

the sum of the qθ largest eigenvalues. Moreover, the degrees of freedom are chosen to be equal

to τ redθ,0 = τ fullθ,0 − k + qθ in order to match exactly the expected sum of the eigenvalues in the

reduced-rank model version with the full-rank model version, see Chapter 2 for details.

4.3.3.2 Prior settings TV-VAR-SV

The prior settings regarding the time-varying parameters part of the model are exactly the same

as in the TV-VAR-NO specification and the prior settings regarding the stochastic volatility part

of the model are basically identical to the baseline prior settings of Primiceri (2005) except for

one minor difference. As explained in footnote 12, Primiceri (2005) imposes a block-diagonal

structure on the covariance matrix of the shocks driving the off-diagonal elements and therefore

has to specify separate priors for the various blocks, whereas I do not impose a block-diagonal

structure on this matrix and therefore can simply specify one prior for the whole matrix. The

strategy for constructing the prior is nevertheless identical, using one plus the dimension as

degrees of freedom and using the same constant-of-proportionality.16

16Besides, the prior settings used in the current chapter for the stochastic volatility part of the model are

exactly the same as in Chapter 3, with the same difference with respect to Primiceri (2005).
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4.4 Results

I have estimated the time-varying VAR model (without stochastic volatility, i.e. the TV-VAR-

NO specification) and I have used the proxy identification procedure to identify the structural

tax shock.17 In this section, I present the results, first on the time variation in the cyclicality of

fiscal policy and then on the time variation in the dynamic effects of unanticipated changes in

tax policy. I conclude this section with various robustness checks, among which the TV-VAR-SV

robustness check.

4.4.1 Time variation in the cyclicality of fiscal policy

In this subsection, I present systematic evidence on the time variation in the cyclicality of

fiscal policy.18 The time variation in the comovement between the fiscal variables and GDP

can be determined by the time-varying covariance matrix implied by the time variation in the

VAR coefficients.19 However, I am interested in the response of the fiscal variables to the

fluctuations in the economy, except those fluctuations that are originally caused by shocks in

fiscal policy—after all, the causal relationship would then have been the other way around. The

key object for measuring the cyclicality of fiscal policy is therefore the conditional covariance

matrix between the fiscal variables and GDP conditional on only non-policy shocks. I have used

the proxy identification procedure to identify the structural tax shock and with one additional

identification assumption (that government expenditure cannot respond contemporaneously to

non-policy shocks) I can also identify the structural government expenditure shock. The rest of

the fluctuations in the economy are assumed to be caused by non-policy shocks, on which the

rest of this subsection is conditioned.

Regarding US tax policy, figure 4.6 plots the time-varying covariance between tax revenues

17The Bayesian estimation is based on four Markov chains of 20, 000 draws each and the first 50% of each

chain is thrown away as burn-in period. For the current application, this is sufficient for the Markov chains to

converge to the posterior distribution, which I have confirmed by comparing the results of various Markov chains

that have started from different initial conditions. The results are constructed from the median time paths of the

VAR parameters.

18The VAR model does not contain sufficient information to distinguish between automatic stabilizers and

discretionary policy, and the results in this subsection are therefore for the two policy components together.

19The time-varying covariance matrix can be obtained from a simulation or by a so-called local approximation

(that approximates the covariance matrix at each point in time by imposing that the VAR coefficients will remain

constant in the future). Here, the local approximation is used as in most time-varying VAR papers.
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and GDP conditional on non-policy shocks. The figure shows that the conditional covariance

between tax revenues and GDP has been positive during the post World War II period. The

positive conditional covariance implies that tax policy including both automatic stabilizers as

well as discretionary tax policy has been countercyclical (recall that the VAR model does not

contain sufficient information to distinguish between the two policy components). The figure

also shows that the countercyclicality has become stronger over time with a peak around the

turn of the millennium. Note that the 2007–2008 financial crisis and the subsequent stimulus

packages are not included in the sample period, so that we might expect another peak.20 I

have also calculated the time-varying correlation between tax revenues and GDP as well as the

coefficient of the regression of tax revenues on GDP, both conditional on non-policy shocks.

These statistics are closely related to the conditional covariance between tax revenues and GDP

and support the exact same story, as shown in figure 4.7.

Regarding US spending policy, figure 4.8 plots the time-varying covariance between govern-

ment expenditures and GDP conditional on non-policy shocks. The figure shows that spending

policy used to be procyclical and has become countercyclical after the beginning of the 1990s.

This result is consistent with the sample-split results of Auerbach (2008), who shows that fiscal

policy has become (more) countercyclical after the introduction of the Budget Enforcement Act

of 1990, both regarding spending as well as tax policy. I have also calculated the time-varying

conditional correlation and regression coefficient between government expenditures and GDP,

and these statistics support the exact same story, as is clear from figure 4.9.

4.4.2 Time variation in the dynamic effects of unanticipated changes in tax

policy

Given the increased use of countercyclical fiscal policy, it is important to understand the dynamic

effects of changes in fiscal policy. In this subsection, I present results on the dynamic effects of

unanticipated changes in tax policy, and in particular how the effects have changed over time.

The analysis is based on the time-varying impulse response function of the structural tax shock,

20The time-varying VAR model setup is designed to capture structural changes and is not well-suited to capture

changes at business-cycle frequencies, which is confirmed by figure 4.6 that displays no interesting time variation

in the shaded NBER recessions. Nevertheless, even though the 2007–2008 financial crisis and the subsequent

stimulus packages are business-cycle phenomena, we might expect another peak given that the stimulus packages

have been rather large in absolute terms.



4.4. RESULTS 85

where the structural tax shock is identified as in Mertens and Ravn (2013b). The distinctive

difference with Mertens and Ravn (2013b) is the time variation in the impulse response function

that arises from the time variation in the reduced-form parameters of the VAR model, i.e. I

extend their analysis by allowing for time variation in the reduced-form parameters.21

Figure 4.10 plots the impulse response function of the structural tax shock for various points

in time. The response on impact is, by construction, time-invariant and, as a matter of fact,

somewhat larger than in Mertens and Ravn (2013b), at least for GDP. From the second period

onwards, the time variation in the reduced-form parameters of the VAR model enters the impulse

response function of the structural tax shock.

In this chapter, I focus on the response of GDP and, for convenience, I have magnified the

response of GDP in figure 4.11. The figure produces two interesting results. First, there has

been a permanent decline in the tax multiplier, from more than four at the beginning of the

sample period to around three at the end of the sample period. Despite the permanent decline,

the estimated tax multiplier is still at the higher end of the range of existing empirical estimates,

which is consistent with Mertens and Ravn (2013b). Second, the response of the economy has

become much faster, reaching its peak response after six quarters at the beginning of the sample

period as opposed to four quarters at the end of the sample period. Correspondingly, the effects

of the structural tax shock also fade out somewhat faster.

The permanent decline in the tax multiplier and faster response of the economy found in

this chapter are consistent with the sample-split results of Mertens and Ravn (2013b). I have

replicated their impulse response function for the pre-1980 period and the post-1980 period,

see section 4.2.4 and in particular figure 4.3. The economy reaches its peak response after six

quarters in the early sub-sample as opposed to four quarters in the later sub-sample and also

the tax multiplier has declined considerably, just like with my time-varying VAR.

Finally, it should be noted that the structural tax shock is identified based on a narrative

series of unanticipated changes in tax policy that are motivated either as ideological or as arising

from inherited debt concerns, see Romer and Romer (2009) and Mertens and Ravn (2013b) for

more details. Therefore, the results presented in this subsection apply to tax policy that is

motivated independent of the state of the business cycle. In contrast, the results in the previous

21The identification step itself is time-invariant as in Mertens and Ravn (2013b). There are too few nonzero el-

ements in the narrative series of unanticipated tax changes to reliably introduce time variation in the identification

step.
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subsection apply to tax policy that is motivated as response to fluctuations in the economy. It is

important to be cautious with this distinction. Of course, it is quite possible that the permanent

decline in the tax multiplier and faster response of the economy found in this subsection carry

over to tax policy that is motivated by the state of the business cycle (e.g. stimulus in downturn),

but this is still undetermined and should be investigated, which is left for future research.

4.4.3 Robustness checks

I have checked for robustness along various dimensions and the main results of this chapter

are very robust. In particular, I have generated results with the TV-VAR-SV specification

(i.e. the model specification with stochastic volatility), investigated the influence of the settings

regarding the covariance matrix of the shocks driving the time-varying parameters (in particular,

the chosen rank and the prior settings), and estimated a model version with only two lags. For

space considerations, I only present figures on the time variation in the response of GDP to the

structural tax shock and the time-varying covariance between tax revenues and GDP conditional

on non-policy shocks. The various robustness checks are presented in turn.22

4.4.3.1 Stochastic volatility

Allowing for time variation in the covariance matrix of the reduced-form shocks (i.e. stochastic

volatility) does not contribute directly to the time variation in the impulse response function

of the structural tax shock. Nevertheless, the TV-VAR-SV specification serves as an important

robustness check as the incorporation of stochastic volatility could possibly matter in an indirect

manner. In particular, many model properties depend both on the reduced-form parameters of

the VAR model and the covariance matrix of the reduced-form shocks, so that wrongly leaving

out time variation in the latter may lead to spurious time variation in the former (or the other

way around).23 The figures presented in this subsection suggest that this is not a problem for

22For all robustness checks, the Bayesian estimation is based on four Markov chains of 20, 000 draws each and

the first 50% of each chain is thrown away as burn-in period. This is sufficient for the Markov chains to converge

to the posterior distribution, which I have confirmed by comparing the results of various Markov chains that have

started from different initial conditions. The results are constructed from the median time paths of the VAR

parameters.

23For example, consider the simplest possible AR model, yt = �yt−1+εt with εt ∼ N
(
0, σ2

)
. The unconditional

variance of yt depends on both model parameters, that is var (yt) = σ2

1−�2
. Suppose that the variance of the

shocks σ2 has increased over time. Then, if we estimate a time-varying version of the AR(1) allowing only for
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the current application, i.e. the TV-VAR-NO and TV-VAR-SV results are consistent with each

other.

Figure 4.12 plots the response of GDP to the structural tax shock for various points in time.

The permanent decline in the tax multiplier and faster response of the economy found in this

chapter are confirmed by the TV-VAR-SV specification, at least in qualitative terms. Yet, in

quantitative terms, there is somewhat less time variation, which is not surprising given that

some of the time variation that was previously captured by the time-varying parameters will

now be absorbed by the stochastic volatility (which will not be reflected in the impulse response

function of the structural tax shock), see Chapter 3 for an extensive discussion.

The left panel of figure 4.13 plots the time-varying covariance between tax revenues and GDP

conditional on non-policy shocks. The conditional covariance depends directly on the stochastic

volatility and is, in fact, dominated by movements in the covariance matrix of the reduced-form

shocks (high-frequency movements as well as the Great Moderation). To filter out the high-

frequency movements, I have constructed a two-sided moving average with ten quarters on each

side, as plotted in the right panel of figure 4.13. It seems that the results are not inconsistent

with the TV-VAR-NO specification.

4.4.3.2 Number of factors

I have no formal procedure for choosing how many factors to include in the reduced-rank model.

Therefore, it is important to check for robustness along this dimension. I have generated results

for all possible ranks up to ten as well as for the full-rank model. For a selection of the ranks, I

have plotted the response of GDP to the structural tax shock for various points in time (figure

4.14) and the time-varying covariance between tax revenues and GDP conditional on non-policy

shocks (figure 4.15).

There are 39 parameters in the trivariate VAR with four lags and constant, yet it is evident

from the figures that much less underlying factors are needed to capture the bulk of time variation

that is present in the full-rank model. As few as three factors are sufficient to replicate the

time patterns found with the full-rank model, albeit only qualitatively. With five factors, the

differences are already quite small in quantitative terms. And from seven factors onwards, the

time variation in the autoregressive parameter �, we will find that the persistence of yt has increased over time,

which is a spurious result. Allowing for time variation in both model parameters helps to avoid such spurious

results. This argument was put forward by Stock (2001).



88 CHAPTER 4. TIME VARIATION IN THE EFFECTS OF TAX POLICY CHANGES

differences are hardly distinguishable. It seems that including seven factors is the sweet spot for

the current application, and was therefore chosen as the benchmark case.

4.4.3.3 Prior tightness and informativeness

One of the conclusions of Chapter 3 was that the inverse-Wishart prior on the covariance matrix

of the shocks driving the time-varying parameters has much influence on the estimated amount

of time variation. Checking for robustness along this dimension is therefore important. I have

played around with the constant-of-proportionality that was used to scale the scale matrix and

also with the degrees-of-freedom parameter.

Regarding the constant-of-proportionality, I have generated results with constants-of-

proportionality that are ten times tighter (×0.1), five times tighter (×0.2), two times tighter

(×0.5), two times looser (×2), and five times looser (×5). As before, I have plotted the response

of GDP to the structural tax shock for various points in time and the time-varying covariance

between tax revenues and GDP conditional on non-policy shocks in figures 4.16 and 4.17, re-

spectively. The constant-of-proportionality has some influence on the estimated amount of time

variation, yet the main results even survive the ten times tighter prior, at least in qualitative

terms.

Regarding the degrees-of-freedom parameter, I have played around with a less informative

prior (less degrees of freedom) as well as with a more informative prior (more degrees of freedom).

Figure 4.18 plots the results, the response of GDP to the structural tax shock for various points

in time in the left column and the time-varying covariance between tax revenues and GDP

conditional on non-policy shocks in the right column. The degrees-of-freedom parameter has

some influence on the estimated amount of time variation, yet the main results are robust, at

least in qualitative terms.

4.4.3.4 Two lags

As a final robustness check, I have estimated a model version with only two lags.24 A confir-

mation from this model version is an important piece of evidence that my results are robust,

given that the risk of overfitting is much lower with only 21 parameters in the trivariate VAR.

Besides, it is interesting to see whether four lags are really needed in the standard fiscal VAR

24I have re-calibrated the prior on the covariance matrix of the shocks driving the time-varying parameters to

imply the same amount of time variation per parameter as in the model version with four lags.
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analyzed here, which was advocated by Blanchard and Perotti (2002).

As before, I have plotted the response of GDP to the structural tax shock for various points

in time and the time-varying covariance between tax revenues and GDP conditional on non-

policy shocks in figures 4.19 and 4.20, respectively. It is questionable whether four lags are

really needed in the standard fiscal VAR analyzed here. In particular, the shape of the dynamic

response of GDP to the structural tax shock is very similar as in the model version with four

lags. The impact response of GDP is estimated to be slightly lower, yet the estimated amount

of time variation is very close, quantitatively.

4.5 Concluding remarks

Using a structural vector autoregression with time-varying parameters, I have analyzed to what

extent the dynamic effects of unanticipated changes in tax policy have changed structurally over

the post World War II period in the United States, and I have also produced results on the time

variation in the cyclicality of fiscal policy.

Regarding the time variation in the dynamic effects of unanticipated changes in tax policy,

the analysis is based on the time-varying impulse response function of the structural tax shock,

where the structural tax shock is identified as in Mertens and Ravn (2013b) using the same (time-

invariant) identification assumptions and narrative series of unanticipated tax changes. All the

time variation in the impulse response function arises from the time variation in the reduced-

form parameters of the VAR model, while the identification step itself is time-invariant. Clearly,

this is unfortunate since this causes the response on impact to be time-invariant.25 It is left for

future research to introduce time variation in the identification step, which will be challenging

given that there are only a few nonzero elements in the narrative series of unanticipated tax

changes. Potential routes are combining multiple proxies, combining the proxy identification

procedure with other identification procedures, and exploiting the informational content of the

zero elements in the proxy (of which there are many).

The estimated time variation points to a permanent decline in the tax multiplier as well as

25At the same time, given that all the time variation in the impulse response function arises from the time

variation in the reduced-form parameters of the VAR model, it is likely that the direction of the time variation

carries over to other identification assumptions. In fact, suppose that the impact response of GDP would have

been half as large, the estimated time variation would have pointed in the exact same direction. Of course, this

example cannot replace a proper analysis of other identification assumptions.
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a faster response of the economy. It should be noted, however, that the permanent decline in

the tax multiplier does not suggest that tax cuts are a bad policy instrument for stimulating

the economy, as the estimated tax multiplier is still at the higher end of the range of existing

empirical estimates (which is consistent with Mertens and Ravn (2013b), whose identification

strategy I have followed). Moreover, the time-varying VAR model setup is designed to capture

structural change in the effects of fiscal policy, and is not well-suited to capture the business-

cycle dependence of the effects. There is a large literature that argues that fiscal multipliers are

larger when the economy is in recession. It would be very useful to model both types of time

variation in one unified framework.

Finally, regarding the time variation in the cyclicality of fiscal policy, the estimated time

variation suggests that fiscal policy has become more countercyclical over time. In particular,

spending policy used to be procyclical and has become countercyclical after the beginning of

the 1990s (around the introduction of the Budget Enforcement Act of 1990), whereas tax policy

already used to be countercyclical and has become even more countercyclical over time. These

results are consistent with the sample-split results of Auerbach (2008).
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Appendix 4.A Derivation of βTT

In this appendix, I provide a derivation for the βTT expression that was given in the main text

for the scalar case. Actually, I provide a derivation for the more general βTTβ
′
TT expression

that was given by Mertens and Ravn (2013a), which in the scalar case can in turn be simplified

to the βTT expression.

My derivation starts with the set of restrictions implied by

Σ = BB′ (4.17)

which, with the same partitioning as in the main text, can be written as

⎛⎜⎝ΣTT ΣTO

ΣOT ΣOO

⎞⎟⎠ =

⎛⎜⎝βTT βTO

βOT βOO

⎞⎟⎠
⎛⎜⎝β′TT β′OT

β′TO β′OO

⎞⎟⎠ (4.18)

which in turn can be expanded to the following set of restrictions

ΣTT = βTTβ
′
TT + βTOβ

′
TO (4.19a)

ΣOT = βOTβ
′
TT + βOOβ

′
TO (4.19b)

ΣOO = βOTβ
′
OT + βOOβ

′
OO (4.19c)

where I have omitted the redundant equation for ΣTO, i.e. the equations for ΣTO and ΣOT are

just the transpose of each other.

The next ingredient for the derivation is the term βOTβ
−1
TT , for which we already have an

expression in terms of quantities that we can estimate. This term, from now onwards denoted

by Z, can be used to substitute out βOT from the above set of restrictions, yielding

ΣTT = βTTβ
′
TT + βTOβ

′
TO (4.20a)

ΣOT = ZβTTβ
′
TT + βOOβ

′
TO (4.20b)

ΣOO = ZβTTβ
′
TTZ

′ + βOOβ
′
OO (4.20c)

Now equation (4.20a) is the logical starting point for solving βTT , which can be rewritten as

βTTβ
′
TT = ΣTT − βTOβ

′
TO (4.21)
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which suggests that we need to uncover an expression for βTOβ
′
TO. By taking the difference

between equation (4.20b) and Z times equation (4.20a), we get

ΣOT − ZΣTT = βOOβ
′
TO − ZβTOβ

′
TO = (βOO − ZβTO)β

′
TO (4.22)

from which we can derive the following expression

βTOβ
′
TO = (ΣOT − ZΣTT )

′ ((βOO − ZβTO) (βOO − ZβTO)
′)−1 (ΣOT − ZΣTT ) (4.23)

where the inverse term in the middle still consists of quantities that are unknown. We can,

however, uncover an expression for the inverse term in the middle by subtracting equation

(4.20b) times Z ′ and Z times the transpose of equation (4.20b) from Z times equation (4.20a)

times Z ′ and adding equation (4.20c), which yields the following expression

ZΣTTZ
′ −ΣOTZ

′ −ZΣ′OT +ΣOO = ZβTOβ
′
TOZ

′ − βOOβ
′
TOZ

′ −ZβTOβ
′
OO + βOOβ

′
OO (4.24)

which can be rewritten by completing the squares, yielding

ZΣTTZ
′ − ΣOTZ

′ − ZΣ′OT +ΣOO = (βOO − ZβTO) (βOO − ZβTO)
′ (4.25)

Putting all the steps together, we now have an expression for the inverse term in the middle

of equation (4.23) which we can use in turn to substitute out βTOβ
′
TO from equation (4.21).

This completes the derivation of the general βTTβ
′
TT expression that was given by Mertens and

Ravn (2013a). In the scalar case, it is possible to simplify the expression by taking the square

root, which yields the required expression

βTT =

√
ΣTT − (ΣOT − ZΣTT )

′ Γ−1 (ΣOT − ZΣTT ) (4.26)

where Γ = ZΣTTZ
′ − ΣOTZ

′ − ZΣ′OT + ΣOO. Finally, the equation in the main text can be

obtained by substituting back βOTβ
−1
TT for Z.
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Appendix 4.B Derivation of the first row of B−1

In this appendix, I show how to derive the first row of the inverse impact matrix B−1. The

derivation also makes clear that there are no additional identification assumptions needed.

The derivation starts with the block-wise matrix inversion formula, which applied to the

inverse impact matrix gives the following expression

⎛⎜⎝βTT βTO

βOT βOO

⎞⎟⎠
−1

=

⎛⎜⎝ (
βTT − βTOβ

−1
OOβOT

)−1 − (βTT − βTOβ
−1
OOβOT

)−1
βTOβ

−1
OO

−β−1OOβOT

(
βTT − βTOβ

−1
OOβOT

)−1
β−1OO + β−1OOβOT

(
βTT − βTOβ

−1
OOβOT

)−1
βTOβ

−1
OO

⎞⎟⎠
(4.27)

It turns out that all the blocks of the impact matrix show up in the first row of the block-

wise inverted impact matrix. We already have expressions for the two left blocks of the impact

matrix, i.e. βTT and βOT , but not for the two right blocks, i.e. βTO and βOO.

It should be noted, however, that although the two right blocks show up in the first row

of the block-wise inverted impact matrix, they only show up in the particular combination

βTOβ
−1
OO. The next step in the derivation is therefore to uncover an expression for βTOβ

−1
OO.

Now decompose this term as

βTOβ
−1
OO =

(
βOOβ

′
TO

)′ (
βOOβ

′
OO

)−1
(4.28)

after which the first and second term on the right-hand side can be uncovered via equation

(4.20b) and (4.20c), respectively, yielding the following expression

βTOβ
−1
OO =

(
ΣOT − ZβTTβ

′
TT

)′ (
ΣOO − ZβTTβ

′
TTZ

′)−1 (4.29)

which completes the proof that we can back out all the terms in the first row of the inverse

impact matrix without making additional identification assumptions.

Note that, in contrast, it is not possible to back out all the terms in the second row of blocks

of the inverse impact matrix since we would need an expression for βOO. Via equation (4.20c),

we can get an expression for βOOβ
′
OO, yet this does not uniquely pin down βOO itself.
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Proxy for unanticipated changes in tax policy
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Figure 4.1: Mertens and Ravn (2013b) proxy for unanticipated changes in tax
policy and the revenues-GDP ratio; the NBER recession periods are indicated by
the shaded areas
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Figure 4.2: Impulse response function of the structural tax shock for the full sample,
impulse scaled such that it amounts to a decrease in tax revenues of one percent of
GDP
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Figure 4.3: Impulse response function of the structural tax shock for the pre-1980
period and the post-1980 period, impulse scaled such that it amounts to a decrease
in tax revenues of one percent of GDP
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Figure 4.4: Sample sensitivity of the impulse response function of the structural
tax shock, impulse scaled such that it amounts to a decrease in tax revenues of one
percent of GDP
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Figure 4.5: Impulse response function of the structural tax shock for the pre-1980
period and the post-1980 period, based on the alternative sample-split strategy,
impulse scaled such that it amounts to a decrease in tax revenues of one percent of
GDP
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Revenues−GDP covariance conditional on non−policy shocks
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Figure 4.6: Time-varying covariance between tax revenues and GDP conditional on
non-policy shocks; the NBER recession periods are indicated by the shaded areas
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Revenues−GDP correlation conditional on non−policy shocks
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Figure 4.7: Time-varying correlation between tax revenues and GDP as well as the
coefficient of the regression of tax revenues on GDP, both conditional on non-policy
shocks; the NBER recession periods are indicated by the shaded areas
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Expenditures−GDP covariance conditional on non−policy shocks
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Figure 4.8: Time-varying covariance between government expenditures and GDP
conditional on non-policy shocks; the NBER recession periods are indicated by the
shaded areas



102 CHAPTER 4. TIME VARIATION IN THE EFFECTS OF TAX POLICY CHANGES

Expenditures−GDP correlation conditional on non−policy shocks
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Figure 4.9: Time-varying correlation between government expenditures and GDP
as well as the coefficient of the regression of government expenditures on GDP,
both conditional on non-policy shocks; the NBER recession periods are indicated
by the shaded areas
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Figure 4.10: Time variation in the impulse response function of the structural tax
shock, impulse scaled such that it amounts to a decrease in tax revenues of one
percent of GDP
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Figure 4.11: Time variation in the response of GDP to the structural tax shock,
impulse scaled such that it amounts to a decrease in tax revenues of one percent of
GDP
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Figure 4.12: Robustness check, stochastic volatility; time variation in the response
of GDP to the structural tax shock, impulse scaled such that it amounts to a
decrease in tax revenues of one percent of GDP
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Figure 4.13: Robustness check, stochastic volatility; time-varying covariance be-
tween tax revenues and GDP conditional on non-policy shocks; symmetric two-sided
moving average with ten quarters on each side in right panel; the NBER recession
periods are indicated by the shaded areas
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Figure 4.14: Robustness check, number of factors; time variation in the response of
GDP to the structural tax shock, impulse scaled such that it amounts to a decrease
in tax revenues of one percent of GDP
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Figure 4.15: Robustness check, number of factors; time-varying covariance between
tax revenues and GDP conditional on non-policy shocks; the NBER recession pe-
riods are indicated by the shaded areas
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Figure 4.16: Robustness check, prior tightness; time variation in the response of
GDP to the structural tax shock, impulse scaled such that it amounts to a decrease
in tax revenues of one percent of GDP
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Figure 4.17: Robustness check, prior tightness; time-varying covariance between tax
revenues and GDP conditional on non-policy shocks; the NBER recession periods
are indicated by the shaded areas



110 CHAPTER 4. TIME VARIATION IN THE EFFECTS OF TAX POLICY CHANGES

0 5 10 15 20
0

1

2

3

4

5

quarters

pe
rc

en
t

Less informative (τ = 8)

year

Less informative (τ = 8)

60 65 70 75 80 85 90 95 00 05 10
4

6

8

10

12

0 5 10 15 20
0

1

2

3

4

5

quarters

pe
rc

en
t

Benchmark (τ = 12)

year

Benchmark (τ = 12)

60 65 70 75 80 85 90 95 00 05 10
4

6

8

10

12

0 5 10 15 20
0

1

2

3

4

5

quarters

pe
rc

en
t

More informative (τ = 18)

 

 

65

85

05

year

More informative (τ = 18)

60 65 70 75 80 85 90 95 00 05 10
4

6

8

10

12

Figure 4.18: Robustness check, prior degrees of freedom; left column: time variation
in the response of GDP to the structural tax shock; right column: time-varying
covariance between tax revenues and GDP conditional on non-policy shocks
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Figure 4.19: Robustness check, two lags; time variation in the response of GDP to
the structural tax shock, impulse scaled such that it amounts to a decrease in tax
revenues of one percent of GDP
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Figure 4.20: Robustness check, two lags; time-varying covariance between tax rev-
enues and GDP conditional on non-policy shocks; the NBER recession periods are
indicated by the shaded areas
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Chapter 5

Nonlinear and stable

perturbation-based approximations

Abstract

Users of regular higher-order perturbation approximations can face two problems: policy func-

tions with odd oscillations and simulated data that explode. We propose a perturbation-based

approximation that (i) does not have odd shapes, (ii) generates stable time paths, and (iii)

avoids the drawbacks that hamper the pruned perturbation approach of Kim, Kim, Schaumburg,

and Sims (2008). For models with nontrivial nonlinearities, we find that our alternative and

the pruned perturbation approximations give a good qualitative insight in the nonlinear aspects

of the true solution, but can differ from the true solution in some quantitative aspects, especially

during severe peaks and troughs.1

5.1 Introduction

Perturbation has become a popular choice to solve dynamic stochastic general equilibrium

(DSGE) models. Unfortunately, regular higher-order perturbation approximations are not guar-

anteed to generate non-explosive time paths. Moreover, regular perturbation approximations

are polynomials and the unavoidable oscillations of polynomials imply that higher-order approx-

imations do not inherit properties such as monotonicity and convexity from the true underlying

policy functions. This is a problem facing all approximation procedures that use polynomials

1This chapter is joint work with Wouter den Haan and has been published as Den Haan and De Wind (2012).
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as basis functions. The problem is especially severe for perturbation approximations, because

perturbation analysis does not give the user the tools to relocate these problems to those areas

of the state space that are of no importance.2 Consequently, the undesirable oscillations could

occur close to the steady state.

To understand the problem, consider the following policy function:

x = f(x−1) = −α0 + x−1 + α1e
−α2x−1 , (5.1)

with α0 = 0.9e−1, a1 = 0.9, and a2 = 1. The true policy function has a unique fixed point

(at x = 1) and the dynamics are globally stable. Figure 5.1 plots this policy function and the

second-order perturbation approximation.3

At the fixed point, the second-order perturbation approximation inherits three key properties

of the true policy function: (i) increasing in x−1, (ii) strictly convex in x−1, and (iii) the approx-

imation is locally stable, that is, (∂f(x−1)/∂x−1)|x=1 < 1. For any second-order polynomial

with these properties, it must be true that the function value goes to +∞ as x−1 goes to +∞.

This means that the second-order perturbation approximation must have a second intersection

with the 45o line, which in turn implies that the dynamics of the approximation are not globally

stable.

For the policy function defined in equation (5.1), the location of the second intersection with

the 45o line moves towards the steady state as α2 increases. If the second intersection is suffi-

ciently far away from the steady state, then the instability will have no practical consequences.

In a non-stochastic environment, instability would then only occur when the initial value for

x−1 is far away from the steady state. In a stochastic environment, the problematic part of the

state space would only be reached in the case of extremely unlikely events. In this chapter, we

will document, however, that these types of problems cannot be ignored in practice.

Kim, Kim, Schaumburg, and Sims (2008) and Lombardo (2010) propose to use pruned per-

2In contrast, the user of projection methods does have this type of control by choosing the appropriate grid.

Typically, undesirable oscillations occur outside the grid, which means that one can push these oscillations out

of the relevant area by widening the grid. Moreover, uniform convergence is guaranteed if one uses Chebyshev

nodes; see Chapter 6.5 in Judd (1998) for a discussion.

3When perturbation analysis is applied to DSGE models, then the derivatives of the unknown policy function

are only implicitly defined. In this example, we know the (derivatives of the) policy function and the perturbation

approximation is simply the Taylor-series expansion of f(x−1).
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turbation to deal with the problem of exploding simulated data.4 Pruning is already used in

several papers.5 The pruning procedure does not alleviate the problem that higher-order per-

turbation approximations can have undesirable odd shapes. Moreover, pruned perturbation

approximations have some additional unattractive features. The regular nth-order perturbation

approximation uses one nth-order policy function to generate one time path. In contrast, the

pruning procedure generates multiple time paths; using the time paths generated by lower-order

approximations as the inputs for the higher-order terms in the higher-order approximations.

Consequently, the pruning procedure introduces additional state variables. This implies that

the pruned perturbation approximation is no longer a function of the original set of state vari-

ables. Another striking feature of the pruned perturbation procedure is that the nth-order

pruned perturbation approximation does not deliver an exact fit if the truth is an nth-order

polynomial even though pruned perturbation approximations are polynomials.6 This questions

the suitability of pruned perturbation approximations when the underlying function is close to

a polynomial.

We propose an alternative, the perturbation-plus approximation, which generates stable time

paths, does not generate policy functions with odd shapes, and avoids the problems of pruning.

It starts out with a first-order perturbation approximation. To solve for the period-t model

outcomes, we use the exact equations of the model for J periods, namely for period t and if J > 1,

also the J − 1 subsequent periods. To obtain a system with as many unknowns as equations,

we stipulate that the behavior in period t + J is determined by the first-order perturbation

approximation. Although the procedure is easy to program, it is computing intensive unless the

chosen value for J is low.

To evaluate whether the pruning and the perturbation-plus approximations are accurate, we

consider (i) models where the parameter values are above the critical levels for which regular

second-order perturbation approximations generate stable time paths and (ii) models for which

regular second-order perturbation generates time paths that reach that part of the state space

4In this chapter, we propose a slight modification of the procedure of Kim, Kim, Schaumburg, and Sims

(2008) to ensure that the way in which higher-order perturbation adjusts the coefficients of the perturbation

approximation to the amount of uncertainty is not affected by the pruning procedure.

5See, e.g. Fahr and Smets (2010), Doh (2011), Fernández-Villaverde, Guerrón-Quintana, Rubio-Ramı́rez, and

Uribe (2011), and Andreasen (2012).

6See appendix 5.A.2.
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where the second-order approximation of a monotone increasing function is decreasing. The fact

that regular second-order perturbation approximations face difficulties indicates that these are

models with nontrivial nonlinearities.7 There are many models for which the true solution is

close to being linear. If that is the case, then a first-order perturbation approximation is likely

to be accurate. If one would use regular higher-order perturbation to solve such models, then

the undesirable features highlighted here would most likely occur outside the ergodic set, so one

would not have to worry about them.

Neither the pruning nor the perturbation-plus approximations are in general very accurate,

although we found some cases where the perturbation-plus approximation is accurate. Although

the two modifications to the standard perturbation procedure do not always pass the accuracy

tests with flying colors, the news is not all bad. Both procedures provide a good qualitative

insight in how the true time path differs from the path generated by first-order perturbation.

That is, the methods provide a reasonable idea about the nonlinear effects, which are substantial

in the models considered. Of course, there is no guarantee that these results carry over to

other models and the user should be careful in using these procedures, especially in those cases

when the nonlinearities are so important that regular higher-order perturbation approximations

generate exploding series.

The organization of this chapter is as follows. In section 5.2, we describe the economic

models. In section 5.3, we explain the problems of higher-order perturbation. In section 5.4, we

discuss the pruning procedure and its drawbacks as well as our alternative, the perturbation-

plus approximation. In section 5.5, we evaluate the accuracy of these two perturbation-based

approximations. The last section concludes.

5.2 Models

In this section, we describe the models. The first model is the neoclassical growth model. The

second model is also a very simple model, namely a representative-agent business cycle model in

which the labor market is modeled using the Pissarides matching framework. The third model is

a simple model in which an agent faces idiosyncratic risk and uses one-period bonds to smooth

consumption.

7Although these are nontrivial models, it is straightforward to obtain accurate approximations using projection

methods, because the number of state variables is small.
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5.2.1 Neoclassical growth model

The representative agent maximizes

max
{ct,kt}∞t=1

E1

∞∑
t=1

βt−1 c
1−γ
t − 1

1− γ

s.t.

ct + kt = eztkαt−1 + (1− δ)kt−1, (5.2)

zt = ρzzt−1 + εt, εt ∼ N(0, σ2
z), (5.3)

k0, z1 given. (5.4)

The Euler equation is given by

1 = Et

[(
ct+1

ct

)−γ (
αezt+1kα−1t + (1− δ)

)]
. (5.5)

If γ = δ = 1, then the model reduces to the Brock-Mirman model. This model is unusual in the

sense that there are analytical solutions for the two policy functions. They are given by

kt = αβeztkαt−1 and (5.6)

ct = (1− αβ)eztkαt−1. (5.7)

5.2.2 Matching model

There are two types of agents in the model: workers and entrepreneurs. Both types of agents are

members of a representative household. At the end of the period, the household receives wages

and firm profits from its members. These are distributed among the household’s members for

consumption.
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Firms. In this model, the key decision is made by a representative entrepreneur. The en-

trepreneur maximizes the discounted value of future firm profits. That is,

max
{vt,nt}∞t=1

E1

∞∑
t=1

βt−1
(
ct
c1

)−γ
((ezt − w)nt−1 − ψvt)

s.t.

nt = (1− ρn)nt−1 + pf,tvt, (5.8)

zt+1 =

⎧⎪⎨⎪⎩ zt

−zt

with probability ρ̃z

with probability (1− ρ̃z)
(5.9)

n0, z1 given. (5.10)

Here, vt is the amount of vacancies posted by the firm, ψ the cost of posting a vacancy, pf,t is

the number of matches per vacancy, pf,tvt is the total number of new hires, ρn is the exogenous

separation rate, and ct is the consumption level of the representative household. The wage rate,

w, is assumed to be fixed.8 The firm takes the value of pf,t as given. Each worker produces ezt .

The value of zt can take on two values, namely −ζ and +ζ.

The first-order conditions are given by

ψ = pf,t λt and (5.11)

λt = βEt

[(
ct+1

ct

)−γ
(ezt+1 − w + (1− ρn)λt+1)

]
, (5.12)

where λt is the Lagrange multiplier of the constraint that describes the law of motion for nt. It

represents the value that is generated when an extra worker is added to the firm’s workforce.

Consumers. The representative household simply consumes the income earned by its mem-

bers. Thus,

ct = wnt−1 + (eztnt−1 − wnt−1 − ψvt) = eztnt−1 − ψvt. (5.13)

Matching market and equilibrium. The number of new hires is determined on a matching

market at which firms and the 1− nt−1 workers that are not employed search for a match. The

8Sticky wages are helpful in generating sufficient employment volatility. Our fixed wage rate is such that the

employer never wants to fire the worker and the worker never wants to quit. Our wage rule is, thus, a simple case

of Hall (2005).
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total number of matches, mt, is given by

mt = φ0(1− nt−1)φv
1−φ
t , (5.14)

which means that the number of matches per vacancy is given by

pf,t = φ0

(
1− nt−1

vt

)φ

. (5.15)

Equations (5.8), (5.11), (5.12), (5.13), and (5.15) form a system of five equations per period that

determine nt, vt, λt, ct, and pf,t as a function of nt−1 and zt.

Keeping the problem smooth. The variable pf,t is typically interpreted as a matching

probability and is restricted to be less than or equal to 1. This implies that the policy function

is no longer smooth. The reason is the following. When zt takes on very low values, then λt < ψ.

If λt < ψ, then the value of an extra employee is less than the posting cost. If pf,t is restricted to

be less than 1, then it is impossible to satisfy equation (5.11). In itself this is not a problem. It

simply means that firms post no vacancies, that is, the firm is at a corner solution. Perturbation

analysis can no longer be used, however, if firms occasionally hit corners.

To avoid this dilemma, we do not interpret pf,t as a probability and we allow pf,t to exceed

1. That is, if pf,t exceeds 1, then mt > vt and firms simply hire more than one worker on each

posted vacancy.9 If pf,t is allowed to exceed 1, then there always is an internal solution for vt

as long as

λt > 0, (5.16)

a condition that is satisfied in our calibrated model.10

9This follows directly from equations (5.11) and (5.15).

10The restriction that nt cannot exceed 1 also introduces a nondifferentiability, but this turns out to be

irrelevant in our numerical analysis.
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5.2.3 Modified Deaton model

The third model considered is a simple partial equilibrium model in which agents face idiosyn-

cratic income risk. The agent solves the following optimization problem:

max
{ct,at}∞t=1

E1

∞∑
t=1

βt−1
(
c1−γt − 1

1− γ
− P (at)

)

s.t.

ct +
at

1 + r
= at−1 + ezt , (5.17)

zt = z̄ + εt and εt ∼ N(0, σ2
z), (5.18)

a0 given. (5.19)

Here, ct stands for the agent’s consumption level, at stands for the amount of assets chosen in

period t, zt is an exogenous random income component, and r is the exogenous interest rate.

There are two reasons why markets are not complete. First, there is only one financial asset,

namely a risk-free bond. Second, there are transactions costs associated with trading in the

financial asset, which we model as utility costs. Cash on hand is equal to asset holdings plus

income, xt = at−1 + ezt . Since zt is assumed to be i.i.d., xt is the only state variable.

The only difference with the model in Deaton (1991) is that we have a penalty function and

not a non-negativity constraint. That is, Deaton (1991) assumes that

at ≥ 0. (5.20)

We specify our transactions cost or penalty function such that this inequality constraint is a

special case of the model. In particular, the penalty function, P (at), is given by

P (at) =
η1
η0

exp(−η0at) + η2at. (5.21)

The value of η0 controls the curvature of the penalty function and the nonlinearity of the



5.3. HIGHER-ORDER PERTURBATION IN PRACTICE 121

problem. Suppose that η2 = 0.11 Then

lim
η0−→∞

P (at) =

⎧⎪⎨⎪⎩ ∞ for at < 0

0 for at ≥ 0
. (5.22)

That is, as η0 −→ ∞ our penalty function implements the standard non-negativity constraint

on at.

The penalty function not only makes the model more general, it also makes it possible to use

perturbation techniques, since perturbation techniques cannot deal with the nondifferentiability

introduced by the inequality constraint.12

The Euler equation is given by

c−γt

1 + r
+

∂P (at)

∂at
= βEt

[
c−γt+1

]
. (5.23)

5.3 Higher-order perturbation in practice

In the introduction, we mentioned two potential problems of higher-order perturbation, namely

undesirable shapes and instability. The question arises whether these problems matter, that is,

whether they occur in the relevant part of the state space in practice. Of course, the problems

do not occur if the shocks hitting the system are sufficiently small.13

In this section, we shed light on this question by analyzing the perturbation approximations

of the solutions to the models of section 5.2. Before discussing the results, we describe the

characteristics of perturbation approximations.

11The term η2at gives additional flexibility, which we exploit in the calibration. The additional term also

makes it possible to ensure that the penalty term is equal to zero in the steady state, which may be convenient

in some applications.

12De Wind (2008) compares the properties of the model with the inequality constraint given in equation (5.20)

with the corresponding properties of the model with the penalty function for different values of η0. Not sur-

prisingly, the value of η0 matters a lot for the tails of the generated distribution of at. In particular, the tail

of the distribution generated with the model with a penalty function only matches the tail of the model with

the non-negativity constraint for sufficiently high values of η0. But model properties such as the volatility of

individual consumption depend a lot less on the value of η0.

13In fact, linear approximations are accurate if the shocks are ”sufficiently” small and the solution is differen-

tiable.
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5.3.1 Characteristics of perturbation approximations

DSGE models can typically be written as follows:

0 = Et [H(xt, xt−1, yt+1, yt, zt+1, zt)] , (5.24)

zt+1 = Λzt + εt+1, (5.25)

εt+1 ∼ N(0, σΩ). (5.26)

Here, xt−1 is an nx× 1 vector containing the state variables of the system, yt is an ny × 1 vector

containing the endogenous variables that are not state variables, zt is an nz × 1 vector with the

exogenous random variables, εt is the vector with the corresponding innovations, σ is a scalar

that controls the overall volatility of the model (σ ≥ 0), and σΩ is the nz×nz covariance matrix

of the innovations. Finally, H(·) is a known vector-valued function with dimension (nx + ny)×1.

We denote the true rational expectations solution by

⎡⎢⎣ xt

yt

⎤⎥⎦ =

⎡⎢⎣ f(xt−1, zt;σ)

g(xt−1, zt;σ)

⎤⎥⎦ (5.27)

and the nth-order perturbation approximation by

⎡⎢⎣ xt

yt

⎤⎥⎦ =

⎡⎢⎣ f̃nth(xt−1, zt;σ)

g̃nth(xt−1, zt;σ)

⎤⎥⎦ . (5.28)

Let st denote the arguments of the policy function, that is, st = [xt−1, zt;σ], let ns be the

dimension of s, and let s̄ denote the corresponding steady state values, that is, s̄ = [x̄, 0; 0].14

The numerical approximation f̃(·)nth is an nth-order perturbation approximation if the following

14The perturbation approximation procedure is a Taylor series expansion around the steady and around the

case with σ = 0. This is the reason why we explicitly include σ as an argument of the policy function.
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conditions hold:

f(st)|st=s̄ = f̃nth(st)
∣∣∣
st=s̄

∂if(st)∏ns

j=1
∂s

i∗(j)
j,t

∣∣∣∣∣∣
st=s̄

=
∂i

˜f
nth (st)∏ns

j=1
∂s

i∗(j)
j,t

∣∣∣∣∣∣
st=s̄

and ∀i = 1, · · · , n; 0 ≤ i∗ (j) ≤ i

 i =
∑ns

j=1
i∗ (j)

(5.29)

A similar set of conditions determines whether g̃nth(·) is an nth-order approximation.

The true policy functions and the numerical approximations are functions of the endogenous

state variables, xt−1, and the exogenous state variables, zt. This property is an important aspect

of recursive models. Our formulations of both the true solution and the regular perturbation

approximation allow for the possibility that a particular state variable has no effect on a partic-

ular choice, but it does not allow for variables other than the state variables to have an effect.

Although this is a standard property of rational expectations solutions and numerical approxi-

mations, we highlight this property because, as shown below, the pruning approximation does

not satisfy this property.

5.3.2 Perturbation approximations and the neoclassical growth model

It is well known that both log-linear and linear approximations are accurate for the neoclassical

growth model as long as σz takes on plausible values. In fact, the solution of the Brock-Mirman

model is a log-linear function of capital and productivity. Consequently, any perturbation

approximation will recover the true rational expectations solution if the model is written in

the logarithms of the variables. To ensure that the problem remains nontrivial, even when

we consider the Brock-Mirman version, we calculate approximations in the levels of the state

variables, not in the logarithms.

Consistent with the facts stated in the last paragraph, we find that the higher-order terms

of higher-order perturbation approximations are quantitatively small for parameter values com-

monly used in the literature. The perturbation approximations are then not affected by the

problems discussed in the introduction. Therefore, we also consider values for σz that are higher

than those normally used. Although the objective of this section is to analyze the problems

of higher-order perturbation approximations researchers encounter in practice, it is still useful

to consider these not so typical parameter values. There are two reasons. First, the simplic-
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ity of the model makes it easy to understand why higher-order perturbation approximations

run into problems; a better understanding of the problems in such a simple case is helpful in

understanding the problems in more complex cases. Second, the analysis points out that the

highlighted problems eventually show up for some parameter values, even in models with very

simple nonlinearities.

Non-monotonicity of second-order perturbation approximations. Panel A of Figure

5.2 plots the perturbation approximation of the capital policy function when σz is equal to 0.007,

a very standard value. The policy functions are plotted as a function of kt−1 for three different

values of zt.
15 The results are shown for the Brock-Mirman model, that is, γ = δ = 1. The

other parameter values take on standard values.16

It is impossible for standard second-order perturbation approximations to be monotonically

increasing (or decreasing). As documented by the figure, the problematic decreasing part occurs,

however, when the capital stock is very high, namely when it is more than 2.5 times its steady

state value. Simulated values for the capital stock would not reach such high values when

σz = 0.007.17 If the approximation remains unchanged, then an increase in σz would simply

increase the volatility of capital, making it more likely that capital reaches the undesirable

part of the approximation. But the second-order perturbation approximation changes when σz

changes. In particular, it could be the case that the undesirable decreasing part of the policy

functions is pushed to the right as σz increases. This would make it more difficult to reach this

problematic part of the state space. This turns out not to be the case, as is documented in

Panel B of Figure 5.2. This panel plots the policy functions when σz is equal to 0.2. For the

high value of zt, the turning point after which the function is decreasing in kt−1 is indeed pushed

to the right. For the low value of zt, however, the turning point is pushed to the left. In fact,

the policy function at the low productivity value is downward sloping for a large relevant range

of values of kt−1.18

15The values are 0 and plus and minus two times the standard deviation of z.

16In particular, α = 0.36, β = 0.99, and ρz = 0.95.

17In a simulation of 10,000 observations the largest (smallest) value for capital is equal to 0.2258 (0.1996) when

σz = 0.007.

18In a simulation of 10,000 observations the largest (smallest) value for capital is equal to 6.8675 (0.0069) when

σz = 0.2. The standard deviation is equal to 0.44.
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Instability of second-order perturbation approximations. According to the second-

order perturbation approximation, the choice for capital and consumption are strictly positive

at kt−1 = 0 . In fact, the chosen levels are quite high. For plausible values of σz one would

not get close to such low values of capital. But as σz increases, the volatility increases and

the ergodic set expands. Moreover, as σz increases, the policy function for capital shifts down

(keeping the value of z fixed) making low values of capital only more likely.

Of course, it is not accurate at all to have positive capital and consumption choices when

kt−1 = 0.19 Although inaccurate, this property does make the perturbation approximation more

stable than the true solution. When using the second-order perturbation approximation, one

could even start at somewhat negative capital levels and the economy will still revert back to

the area around the steady state.20 We find this to be true for a wide range of parameter values,

also when we move beyond the Brock-Mirman model and consider other values for γ and allow

for partial depreciation.21 Nevertheless, the instability problem of the second-order perturbation

approach is just around the corner. This is discussed next.

The second-order perturbation approximation grossly violates the budget constraint for low

values of the beginning-of-period capital stock. But it is easy to obtain a second-order pertur-

bation approximation that exactly satisfies the budget constraint. In particular, one could use

the perturbation approximation for either capital or consumption and use the budget constraint

to solve for the other variable. The numerical approximation satisfies the conditions in equation

(5.29) and is, thus, a perturbation approximation.

Figure 5.3 plots the perturbation approximation for capital, f̃2nd(kt−1, 0), when consumption

is determined by the standard second-order perturbation approximation and capital is solved

from the budget constraint. The value of z is set equal to 0. The policy function then gives the

19According to the true rational expectations solution, both capital and consumption should be set equal to 0

when the beginning-of-period capital stock equals 0; this is the only feasible choice.

20The second-order perturbation solution for kt does have a second fixed point, but the value of k at this

second fixed point is negative. If the capital stock would ever get below this negative value, then the second-order

perturbation solution would be explosive. Note that limkt−1−→∞ f̃2nd(kt−1, zt) = −∞. That is, if the economy

would start out at (or reach) a sufficiently high capital stock, then the capital choice could be so negative that

the solution gets into the unstable region.

21We could find a case with a second positive-valued fixed point, but the value of k at this second fixed point

is very small and we had to raise the value of γ to 35. In this case the economy would diverge for positive initial

values when these initial values are below this second fixed point.
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dynamics of the system if there are no shocks.22 The solid line corresponds to the case when

the parameters are the same as those used to create Panel A of Figure 5.2.

Interestingly, the perturbation approximation is now monotonically increasing for all positive

values of kt−1. Thus, in terms of avoiding odd shapes, this alternative is an improvement. In

terms of stability it is not. The figure documents that the policy function for capital has an

additional positive-valued fixed point to the left of the steady state.23,24 The time paths that

start out or reach such low capital levels are diverging.

Summary for the neoclassical growth model. In addition to the cases discussed here,

we have considered the properties of second-order perturbation approximations for several pa-

rameter values including those that allow for partial depreciation. We found that odd shapes

and instability only happen in unlikely cases. That is, in practice second-order perturbation

approximations of the neoclassical growth model do not exhibit the problems we highlighted

in the introduction. Nevertheless, we do not consider the analysis here very comforting. It is

true that one has to go outside the usual range of parameter values to encounter problems. But

we have shown that higher-order perturbation approximations do have undesirable shapes and

instability problems, even though the model is very simple and has a log-linear solution. This

brings up the question whether the problems will occur for more standard parameter values

when more interesting models are considered. We document in the next two subsections that

we have to answer this question in the affirmative.

5.3.3 Perturbation approximations and the matching model

In the previous section, we documented problematic features of perturbation approximations to

the neoclassical growth model. But these problematic features are only relevant when parameter

values are such that the generated volatility is much larger than what is observed for aggregate

22This policy function is also indicative of the expected dynamics if there are shocks.

23If γ is equal to 1, then this second fixed point of the perturbation approximation occurs at a value of the

capital stock that is only 10% of the steady state value. The figure also plots the second-order perturbation

approximation for the case when γ is equal to 10. In this case, the value of capital at the second fixed point is

substantially higher, namely around 30% of the steady state.

24In fact, there is a third positive fixed point. But this fixed point is quite far away from the steady state

and is ignored in the text. But if the economy would start out at capital levels above this third fixed point, then

capital is expected to grow without bound.
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data. In this subsection, we consider the matching model. In contrast to the results for the neo-

classical growth model, we will show that the standard second-order perturbation approximation

generates explosive time paths when the model is calibrated to generate a realistic amount of

volatility. As discussed in section 5.2.2, the productivity level is assumed to be a discrete-valued

random variable that can take on only two values. The main advantage of this assumption is

that it allows us to portray the reasons behind the problems of higher-order perturbation ap-

proximations with a simple graphical analysis. The other advantage of this assumption is that

it is easy to ensure that the true model solution is always well-defined. In particular, we assume

that the low value of zt is such that profits are always positive.25

Parameter values for the matching model. We choose ζ and ρ̃z such that the standard

deviation of zt is equal to 0.007 and the autocorrelation of zt is equal to 0.95.26 These are

typical values in the business cycle literature. We set the discount factor, β, equal to 0.99

and the curvature parameter of the matching function, φ, equal to 0.5.27 The values of the

posting cost, ψ, the separation rate, ρn, and the scaling factor in the matching function, φ0,

are chosen such that the steady state values of the unemployment rate, the number of matches

per unemployed worker, and the number of matches per vacancy, are equal to 5%, 0.7, and

0.7, respectively.28 The value of γ is set equal to 4.5. This value for the coefficient of relative

risk aversion is perhaps a bit higher than the most commonly used values, but still a plausible

value.29 We consider two values for the wage rate, namely w = 0.96 and w = 0.973. When w

is equal to 0.96, then the volatility of the employment relative to the volatility of productivity

25This condition is sufficient to keep the problem well-defined, but it is not necessary. That is, we could allow

profits to be somewhat negative. To keep the problem well-defined it is important that λt > 0. As long as

expected future profits offset current losses, then λt would be positive.

26This means that ζ = 0.0224 and ρ̃z = 0.975.

27See Petrongolo and Pissarides (2001a) for a motivation for the chosen value of φ.

28This implies that ψ = 0.5965, ρn = 0.368, and φ0 = 0.7.

29For lower values of γ, the second-order perturbation solution is still well-behaved when the volatility of

employment relative to the volatility of productivity is equal 0.437, i.e. the observed value. For somewhat higher

values of the target, the second-order perturbation approximation runs into the same problems as those discussed

here. For example, when γ = 3.5 and w = 0.976, then the relative volatility of employment would be equal to 0.50

according to the accurate projection solution and the 2nd-order perturbation approximation is no longer stable.
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is equal to 0.25, whereas the observed ratio in the data is equal to 0.437.30 Thus, to match

the observed relative volatility, the value of w has to be increased. When w = 0.973, then the

volatility of employment relative to labor productivity (calculated using an accurate projection

method) matches its observed counterpart.31

Second-order perturbation when w = 0.96. Panel A of Figure 5.4 plots the second-order

perturbation approximation for employment, nt, when the wage rate is equal to 0.96. It also

plots a very accurate solution obtained with a projection method, which we use as a stand-in

for the truth.32 When z takes on its low value (−ζ), then the perturbation approximation has

a second fixed point when n is (roughly) 0.83. With discrete support this second fixed point is

irrelevant in the sense that as long as the economy starts in the ergodic region (also indicated

in the figure), then the generated time path is always stable. In particular, even if the economy

is extremely unlucky and zt is always equal to −ζ, then the economy will still converge towards

a positive value for nt. Similarly, if zt is always equal to +ζ, then the generated time path will

remain well-behaved.

Moreover, the second-order perturbation approximation is a monotone increasing function

in the ergodic set. In fact, the second-order perturbation approximation is very close to the very

accurate projection approximation in the ergodic set.

Even though the second-order perturbation approximation is doing very well, a small change

in the parameter values changes the picture completely. And the properties of the model ask

for such a change in the parameter values. As mentioned above, the standard deviation of

HP-filtered employment relative to the standard deviation of HP-filtered productivity is still

below its empirical counterpart. In Hagedorn and Manovskii (2008), it is shown that this ratio

increases when the average surplus decreases. To match observed employment volatility we

increase the value of the wage rate, w, from 0.96 to 0.973.

Second-order perturbation when w = 0.973. Panel B of Figure 5.4 plots the policy func-

tion when w = 0.973. The small increase in the wage rate leads to a minor shift in the policy

function. This is true for the ”true” policy function and the second-order perturbation approxi-

30The series are filtered using the HP filter. See Den Haan and Kaltenbrunner (2009) for further details on

the data used.

31See appendix 5.C.1 for a description of the projection method used.

32See appendix 5.C.1 for details.
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mation. Nevertheless this minor shift has enormous consequences for time paths simulated with

the second-order perturbation approximation because the time path for employment, nt, now

explodes.33 The reason is that the second-order perturbation approximation is now always below

the 45o line when z takes on its low value. That is, according to the perturbation approximation

there is no longer a bounded ergodic set.

5.3.4 Perturbation approximations and the modified Deaton model

The modified Deaton model resembles the first model in two aspects. First, it is also a relatively

simple model. Second, the agent in the modified Deaton model also faces a trade-off between the

return on savings (or cost of borrowing) and consumption smoothing. The model also differs in

an important aspect from the first model. The volatility is much higher at standard parameter

values, since this is a model that describes individual behavior and incorporates idiosyncratic

uncertainty.

Parameter values for the modified Deaton model. We set r = 0.03, γ = 3, z̄ = 0.4,

σz = 0.1, and β = 0.9. We choose a low value for β to ensure that agents are sufficiently

impatient. If agents are not impatient, then penalty functions or borrowing constraints would

not matter. The standard deviation of idiosyncratic income, σz, is such that a negative two-

standard-deviations shock implies a level of income that is 20% below its mean value. This is

clearly not an excessively volatile process for idiosyncratic risk; some papers in the literature

even consider specifications for idiosyncratic risk that allow individual income levels to be equal

zero.34 Furthermore, we set η0 = 20, η1 = 0.04464, and η2 = 0.00352. The values of η1 and

η2 are such that the mean and standard deviation of at are equal to the corresponding values

in the model with the non-negativity constraint. The value of η0 is modest in the sense that

19% of the times the agent chooses a negative value for at, whereas this cannot happen in the

original Deaton model. To get closer to the Deaton model one would need a higher value for η0,

that is, more curvature in the penalty function.

33Instability already occurs for lower values of the wage rate, namely when it is close to 0.965.

34See, for example Krusell and Smith (1998).
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Instability of second-order perturbation approximation. Figure 5.5 plots the ”true”

policy function and the second-order perturbation approximation.35 Instead of plotting the

savings choice, at, as a function of the state variable, cash on hand, xt, we plot the expected

value of next-period’s cash on hand, E[xt+1|xt], which is equal to at+Et [e
zt+1 ]. The reason

is that the graph of the relationship between (the expected value of) xt+1 as a function of xt

directly reveals whether the dynamics are stable or not.

As documented in the figure, the true policy function is convex and monotonically increasing

for the values of xt observed in the cross-section. Interestingly, the same is true for the second-

order perturbation approximation in the relevant part of the state space. The second-order

perturbation approximation is unstable, however, because there is a second intersection with

the 45o-line above the true steady state. If this intersection is too close to the true steady state,

then simulated time paths will eventually take on values to the right of the second intersection

at which point the economy is expected to diverge.36 This turns out to be the case for the

parameter values used here.

Instability of higher-order perturbation approximations. The question arises whether

one can avoid or at least reduce the severity of the instability of the second-order perturbation

approximation by going to higher-order approximations. To shed light on this question, we plot

the third, fourth, and fifth-order perturbation approximations for the modified Deaton model

in Figure 5.6.

As predicted by theory, the approximation around the steady state improves if one increases

the order of the approximation, although the scale of the figure is such that this is not very clear.

For our purpose, the global fit is more interesting. The figure documents that the third-order

perturbation approximation, like the second-order approximation, has a second intersection

with the 45o-line and that this undesirable intersection is closer to the steady state than the

undesirable additional intersection for the second-order perturbation approximation. Consistent

with this fact, we find that series generated with the third-order perturbation approximation

start an explosive trajectory faster than series generated with the second-order perturbation

35The ”true” policy function is represented by a very accurate solution obtained with a projection procedure.

See appendix 5.C.2 for details.

36Being to the right of the intersection is not sufficient for the asset holdings of the agent to diverge. If the

agent receives sufficiently soon sufficiently low values for zt, then the asset holdings would drop back into the

stable region.
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approximation.

The fourth and fifth-order perturbation approximations are stable, but the stability comes

at the cost of having a sharply decreasing policy function in some part of the state space.

All polynomial approximations display oscillations and the higher the order of the polynomial

the more oscillations. The problem with perturbation is that one cannot control where such

undesirable oscillations occur. The histogram below the graph displays the observed distribution

of the state variable according to the accurate projection approximation. It documents that the

decreasing part occurs in a very relevant part of the state space for the fifth-order approximation.

5.4 Stable nonlinear perturbation-based approximations

In this section, we describe two procedures—both based on perturbation analysis—that generate

stable time paths. The first procedure solves for the period-t decisions using (i) the exact

nonlinear equations of the model for periods t through t+J and (ii) the first-order perturbation

approximation to describe the behavior in period t+J .37 The second procedure is perturbation

with pruning. The pruning procedure resembles the standard perturbation procedure in that

it starts out with a first-order approximation and sequentially adds higher-order monomial

terms. In contrast to the standard perturbation approach, the pruning procedure also adds

state variables at each step.

5.4.1 Perturbation-plus procedure

To explain the procedure, it is more convenient to write the generic description of a DSGE model

using only the state variables. That is, we replace equation (5.24) with

0 = E [H(x+1, x, x−1, z+1, z)] . (5.30)

The objective is to determine x given values for x−1 and z. There are two reasons why equation

(5.30) is not a standard nonlinear equation in x given x−1 and z. First, the equation contains

an integral over the realizations of z+1. Second, x+1 is also unknown. Leading equation (5.30)

with one period gives an extra equation, but also introduces an extra variable, namely x+2. The

first issue can be dealt with using numerical integration procedures. To deal with the second

37Any numerical approximation could be used. Thus, this procedure can be used to improve any numerical

approximation.



132 CHAPTER 5. NONLINEAR AND STABLE PERTURBATION-BASED APPROX.

issue we replace x+j by the first-order perturbation approximation, f̃1st(x+j−1, z+j). If we use

the one-step ahead perturbation-plus procedure, then j = 1 and x+1 is replaced by f̃1st(x, z+1).

Thus, we solve x from

0 = Ẽ
[
H
(
f̃1st(x, z+1), x, x−1, z+1, z

)]
, (5.31)

where Ẽ denotes that the integral is calculated using a numerical integration procedure. We

denote the value of x that solves equation (5.31) by f̂+1(x−1, z), where the subscript indicates

that x is solved using the true model equations for 1 period. There may be no analytical solution

for f̂+1(x−1, z) in which case f̂+1(x−1, z) is only implicitly defined by equation (5.31). In this

case, one has to use a nonlinear equation solver to solve for the value of f̂+1(x−1, z).

To generate a time path for xt one would simply iterate on f̂+1(xt−1, zt). Note that

f̂+1(xt−1, zt) is constructed under the assumption that next period’s value for x is calculated

using f̃1st(xt, zt+1). As next period comes along, however, xt+1 is not calculated using the

first-order perturbation approximation, f̃1st(xt, zt+1), but is calculated using f̂+1(xt, zt+1).

The two-step ahead modification, x = f̂+2(x−1, z), is the value of x that is the solution to

0 = Ẽ
[
H
(
f̂+1(x, z+1), x, x−1, z+1, z

)]
. (5.32)

That is, the value of x is based on (i) the exact equations of the model for this period (ii) the

exact equations of the model for the next period, and (iii) the assumption that the behavior in

the period after the next period is based on the first-order perturbation approximation.38

In theory, one could iterate on this process and construct the J-step ahead modification,

x = f̂+J (x−1, z). As J approaches infinity, then x and x+1 are based on the same policy

function, that is, one has a rational expectations equilibrium.

The procedure quickly becomes expensive as J increases, especially when there is no ana-

lytical expression for f̂+J (x−1, z). Even in a model as simple as the neoclassical growth model,

there is no analytical expression for the value of x that solves equation (5.31). As discussed in

appendix 5.B.1, there is a slight modification of the algorithm that is much faster and we found

38The perturbation-plus procedure is related to the extended-path method of Fair and Taylor (1983) and

Gagnon (1990). This procedure also solves for period-t variables by looking a number of periods into the future.

The difference is that the perturbation-plus procedure calculates conditional expectations explicitly, namely by

using numerical integration procedures, and it closes the system by using the first-order perturbation solution

to describe the behavior in the last period, whereas the extended-path method closes the system using terminal

conditions for expectations or variables.
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the numerical results to be very similar.39

Discussion. The perturbation-plus procedure is quite easy to program. Relative to imple-

menting a perturbation procedure, no new tools are needed except a numerical integration

(quadrature) procedure. But this is not difficult; using a quadrature technique is like pro-

gramming the expectation of a random variable with discrete support. The perturbation-plus

procedure is easier to implement than projection methods because it does not require the user

to construct a grid. The user also does not have to worry about what class of approximating

functions to use (Chebyshev polynomials, splines, etc.). Nevertheless, the procedure has several

of the benefits of a projection procedure, at least for sufficiently high J , because it uses the

exact equations of the model and it explicitly approximates the conditional expectation with an

accurate numerical integration procedure.

The disadvantage of this procedure is that the problem quickly gets very expensive as J

increases. That is, in practice one can only use this procedure if the appropriate value for J

is low. Whether an accurate solution can be obtained with a low value for J depends on the

model at hand and in particular on the value of β. In section 5.5, we discuss an example in

which the first-order as well as the second-order perturbation approximations are not accurate,

but the one-step ahead perturbation-plus approximation is accurate.

5.4.2 Pruning

In this section, we describe the pruning procedure. Our procedure is based on Kim, Kim,

Schaumburg, and Sims (2008), but—as discussed below—we deviate from their procedure in

one small aspect.40 We follow Collard and Juillard (2001) and define the stochastic steady

state as the fixed point of the regular perturbation solution—with a possible correction for

39Our finding that the results are similar could very well depend on the problem at hand and not carry over

to other models.

40appendix 5.A gives a more detailed discussion and also discusses the differences with the procedure of

Lombardo (2010).
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uncertainty—when zt is equal to its steady state value. That is, x̄2nd (σ) is the solution to41,42

x̄2nd = f̃2nd(x̄2nd , z̄;σ). (5.33)

From now on we subtract the non-stochastic steady state from the state variables in the formu-

lation of the perturbation approximation. To avoid introducing new notation, we will denote

this approximation also with f̃2nd (·).
This second-order approximation can always be written as follows:43

f̃2nd(xt−1 − x̄2nd , zt − z̄;σ)

=

f̃
(1)

2nd
(xt−1 − x̄2nd , zt − z̄;σ) + f̃

(2)

2nd
(xt−1 − x̄2nd , zt − z̄;σ),

(5.34)

where f̃
(1)

2nd
(·) is the part of f̃2nd(·) with the linear terms, and f̃

(2)

2nd
(·) is the part of f̃2nd(·) with

the second-order terms.

The pruning procedure consists of the following steps.

1. Simulate x
(1)
t using

x
(1)
t − x̄2nd = f̃

(1)

2nd
(x

(1)
t−1 − x̄2nd , zt − z̄;σ). (5.35)

2. Simulate xt = x
(2)
t using

x
(2)
t − x̄2nd = (5.36)

f̃
(1)

2nd
(x

(2)
t−1 − x̄2nd , zt − z̄;σ) + f̃

(2)

2nd
(x

(1)
t−1 − x̄2nd , zt − z̄;σ),

where the values of zt used are identical to those used in step 1. The process

f̃
(2)

2nd
(x

(1)
t−1 − x̄2nd , zt − z̄;σ) is stationary because both x

(1)
t and zt are stationary. The

process f̃
(1)

2nd
(x

(2)
t−1 − x̄2nd , zt − z̄;σ) is stationary unless the Blanchard-Kahn conditions are

41In the remainder of the chapter we will write x̄2nd instead of x̄2nd (σ), but the reader should remember that

a steady state indexed by an ith subscript indicates a stochastic steady state, which depends on σ.

42The non-stochastic steady state is the fixed point when σ = 0 using the true rational expectations solution,

i.e. the value of x that solves x = f(x, z̄; 0), which is the same as the value for x that solves H(x, x, x, z̄, z̄) = 0.

43For second-order perturbation, the value of σ at most affects the stochastic steady state. So strictly speaking

we would not need σ as a separate argument for any of the functions in equation (5.34). For higher-order

approximations, σ is needed as a separate argument.
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not satisfied. Consequently, the simulated values of xt are stationary as well.

The nth-order pruned perturbation approximation, xt = x
(n)
t , is generated using the following

iterative scheme:

x
(j)
t − x̄nth =

j∑
i=1

f̃
(i)

nth(x
(j−i+1)
t−1 − x̄nth , zt − z̄;σ) for j = 1, · · · , n. (5.37)

For n ≥ 2, there is an alternative. First calculate x
(1)
t and x

(2)
t using equation (5.37). Next

calculate the nth-order approximation using

x
(j)
t − x̄nth =

f̃
(1)

nth(x
(j)
t−1 − x̄nth , zt − z̄;σ)

+
∑j

i=2 f̃
(i)

nth(x
(j−1)
t−1 − x̄nth , zt − z̄;σ)

for j = 3, · · · , n. (5.38)

The formulation in equation (5.38) uses the highest available (stationary) variable. Even though

the specification in equation (5.37) does not use this possible update, it is also a nth-order

approximation since x
(j)
t is used in the (n− j + 1)th-order monomials.

There is a small difference between the procedure described here and the way pruning is

implemented in Kim, Kim, Schaumburg, and Sims (2008). In each step of the nth-order pruned

perturbation procedure, we use the coefficients of the nth-order perturbation approximation. For

example, to generate x
(1)
t we use the linear part of the nth-order perturbation approximation

whereas Kim, Kim, Schaumburg, and Sims (2008) use the first-order perturbation approxima-

tion. As is documented in appendix 5.A, both approximations are nth-order approximations.

The motivation for this modification is straightforward. One reason to use higher-order

perturbation approximations is that they allow uncertainty to affect the coefficients of the ap-

proximation. For example, the constant term in the second-order perturbation approximation

depends in general on the amount of uncertainty.44 It is this dependence of the constant term

on uncertainty that allows the second-order perturbation approximation to capture the impact

of uncertainty on, for example, average savings behavior. Our version of the pruning procedure

ensures that this dependence is not lost in the pruning procedure. For example, the stochastic

steady state of our pruned perturbation solution is identical to the stochastic steady state of

the underlying regular perturbation solution. This is not the case for the pruning procedure of

44The stochastic steady state of the perturbation approximation is not equal to the non-stochastic steady state

exactly because of this dependence.
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Kim, Kim, Schaumburg, and Sims (2008).45,46

The pruned perturbation approximation is a recursive function just like the regular pertur-

bation approximation, but of a larger (and potentially much larger) set of variables. It is a

correspondence in the original state variables, x−1 and z. To illustrate this aspect of the pruned

perturbation approximation, we use the neoclassical growth model. We assume that the law

of motion for productivity, zt, is equal to the first-order Markov process described in section

5.2.2. The advantage of this process is that zt takes on only two values, which makes it possible

to graphically document whether the policy function is close to a function of the original state

variables or not.

To see whether the pruned perturbation approximation is close to a function of the original

state variables we do the following. Using the pruned second-order perturbation approximation,

we generate a long time series for capital, k
(2)
t .47 Next, we plot the change in capital, k

(2)
t −k

(2)
t−1,

as a function of the state variable, k
(2)
t−1. One set of numbers will be for the high value of zt

and one set for the low value of zt. The results are reported in Figure 5.7. The figure clearly

illustrates that the pruned perturbation approximation does not come close to being a function

of the original state variables.48

45In generating x
(1)
t , Kim, Kim, Schaumburg, and Sims (2008) use the first-order perturbation solution, not

the linear part of the higher-order pertubation solution. Since x
(1)
t is simply the first-order perturbation solution,

its stochastic steady state is the non-stochastic steady state, not the stochastic steady state of the underlying

perturbation solution. Since x
(1)
t is used as input in subsequent steps, the stochastic steady state of series generated

in subsequent steps is also affected.

46As discussed in appendix 5.A, both procedures generate valid nth-order perturbation approximations. The

reason is these are local approximations, i.e. when σ −→ 0, and the stochastic steady state and the non-stochastic

steady state converge towards each other as σ −→ 0.

47The simulation is based on the following parameter values: α = 0.36, β = 0.99, γ = 3, δ = 0.025, ρ̃z = 0.975,

and ζ = 0.6405.

48The value of ζ used to generate the graph is equal to 0.6405, which means that the amount of uncertainty is

high for a macroeconomic model. But it does not make sense to analyze this issue for standard parameter values,

since for standard parameter values the solution to this very simple model is approximated well with first-order

perturbation and there would be no reason to consider higher-order pruned perturbation. Den Haan and De Wind

(2009) illustrate this aspect of pruned perturbation approximations using the modified Deaton model.
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5.5 Accuracy of the stable perturbation-based procedures

In this section, we evaluate the accuracy of the pruned perturbation and the perturbation-plus

approximations. For the Brock-Mirman model, we compare a time path of the approximation

with the corresponding time path of the true solution. For the other models, we use a time path

generated by a very accurate projection method instead of the (unknown) true solution.49 The

length of the time path, T , is set equal to 10,000.

The distance between a period-t variable generated with an approximation and the corre-

sponding ”true” value could be measured as the absolute percentage error. This will not make

sense if—as is the case in several of our models—variables take on values that are close to zero.

An alternative would be to scale the (absolute) difference by the time series average of the true

series. But this measure would overestimate the seriousness of deviations if variables take on

values that are bigger than multiple times this mean and we encounter observations where the

true value is more than 20 times the mean. For those type of observations, the regular percentage

error would be more appropriate.

Therefore, we define the period-t error as

et = min

{∣∣∣∣ x̃t − xt
xt

∣∣∣∣ , ∣∣∣∣ x̃t − xt
x̄T

∣∣∣∣} , (5.39)

where x̃t is the realization according to the approximation, xt the realization according to the

true solution (or very accurate projection method solution), and x̄T is the mean value of xt. We

report both the maximum and the mean of et. For all three models, we report only the results

for the state variable. The errors for consumption are somewhat smaller, but the conclusions

drawn here do not depend on the variable considered.

5.5.1 Accuracy of approximations to the Brock-Mirman model

We consider two values for σz, namely σz = 0.1 and σz = 0.2. Table 5.1 reports information

about the approximation errors and table 5.2 reports summary statistics for the behavior of

capital according to the different policy rules.50 The following observations can be made.

49That the projection method generates very accurate solutions is established in appendix 5.C.

50The minimum values obtained by the second-order perturbation approximations are the same when σ = 0.1

and when σ = 0.2. The reason is the following. First, the correction term for uncertainty is almost zero. Second,

when z is low then the (quadratic) policy function is (i) quite flat and (ii) close to the minimum. This means that
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First, the first-order perturbation approximation performs very poorly. This approximation

generates large negative values for the capital stock. Moreover, the highest observation for

capital that is generated by the first-order perturbation approximations is more than 50% below

the correct highest observation value when σz = 0.1 and more than 87% below the correct peak

when σz = 0.2. Not surprisingly, the accuracy measures are very poor at these high values for σz.

The first-order approximation would do fine for values of σz that are typical for representative-

agent models. The point here is to show that even models with simple nonlinearities eventually

get into serious problems if the amount of uncertainty is increased.

Second, the pruned second-order approximation performs worse than the regular second-

order perturbation approximation. Although, the pruned second-order approximation typically

does substantially better than first-order perturbation, its maximum error is higher when σz =

0.2. Whereas the problem of first-order perturbation is that it generates values for capital that

are way too low, the problem for both the regular and the pruned second-order perturbation

approximation is that the lowest values are substantially above the true minimum value. The

gap is roughly equal to one quarter of the mean capital stock.

Third, our proposed alternative does substantially better than the second-order perturbation

approximations, both in terms of having better accuracy measures and in terms of generating

summary statistics that are closer to the truth. For the two-step ahead perturbation-plus ap-

proximation, the maximum errors are equal to 5.2% and 8.1% when σz is equal to 0.1 and 0.2,

respectively. Although nontrivial numbers, they are substantially lower than for the second-order

pruned approximation for which the corresponding errors are 47.9% and 193.8%.

Figure 5.8 plots that part of the sample where the largest errors are obtained by the

perturbation-plus approximations when σz = 0.2. This truly is an usual period: the true

value of kt takes on a value that is more than twenty times the sample average. The two-step

ahead perturbation-plus approximation does a good job following the true time path, but does

not reach the same peak. It reaches a maximum value of 6.3 whereas the true maximum is equal

to 6.9. The maximum reached by second-order pruned perturbation is only 2.2. The three-step

ahead perturbation-plus approximation does even better than the two-step ahead approxima-

tion. For example, the maximum reached during this enormous upswing is equal to 6.68, only

2.7% below the true maximum (which is 20 times above the average value). The problem is that

the chosen values of k hoover around the same value until a sufficiently high value for z pushes the economy out

of this area.
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the three-step ahead perturbation-plus approximation is quite expensive to run.51

The figure documents that the first-order perturbation solution grossly and persistently

underestimates the upswing of capital during this period. Since this approximation is used

to describe future behavior in the perturbation-plus procedure it is not surprising that the

perturbation plus procedure also underpredicts capital. In fact, it is quite amazing that most

of the gap between the true solution and the first-order perturbation solution can be corrected

by using the actual equations of the model for only two periods and using this not so accurate

first-order perturbation approximation to close the system.

5.5.2 Accuracy of approximations to the matching model

As in section 5.3.3, we consider two values for the wage rate, namely w = 0.96 and w = 0.973.

At the lower value of w the regular second-order perturbation approximation is stable and at the

higher value of w it is not. Accuracy measures and summary statistics for the different numerical

approximations are given in tables 5.1 and 5.2, respectively. The following observations can be

made.

First, the error measures are much smaller than those reported for the previous model. The

reason is that the variance of the driving process is much smaller. By construction, the model

generates plausible employment volatility (relative to labor productivity) when w = 0.973. In

particular, the employment rate fluctuates between 89.8% and 96.4% according to the ”true”

solution. The model generates too little volatility in the employment rate when w = 0.96.

Second, first-order perturbation again performs very poorly. When w = 0.973, the first-order

perturbation approximation predicts that the mean employment rate is equal to 94.9% while in

fact it should be 93.1%. Making on average a mistake of 1.8 percentage point when the range

of generated values is only 6.6 percentage points is very troubling.

Third, when w = 0.973 the regular second-order perturbation approximation explodes and is

obviously outperformed by pruned perturbation. When w = 0.96 and the regular second-order

just does not explode, it outperforms pruned perturbation by far. In fact, it performs very well.

51With 5 quadrature nodes it takes roughly 0.021 seconds per observation for 1-step ahead perturbation plus,

0.24 seconds per observation for 2-step ahead perturbation plus, and 11 seconds per observation for 3-step ahead

perturbation plus. The processor used is an Intel (R) Core(TM) i7-2600 CPU @ 3.40 GHz. Computing times for

the alternatives are much smaller. For example, second-order pruned perturbation takes less than 0.0001 seconds

per observation.
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Fourth, the results for second-order pruned perturbation are substantially better than those

for first-order perturbation. Nevertheless, the time paths generated by second-order pruned

perturbation are inaccurate in some important dimensions. In particular, it underestimates the

depth of recessions. Consider the case when w = 0.973. The worst that can happen according to

the second-order pruned perturbation approximation is a drop in the employment rate to 91.4%,

while the actual minimum is 89.8%. In contrast, second-order pruned perturbation predicts the

maximum value quite well. It predicts a peak of 96.35% whereas our accurate projection method

predicts a peak of 96.44%. Consistent with these observations, second-order pruned perturbation

underestimates the standard deviation of employment with 35%.

Fifth, the perturbation-plus procedure does very poorly unless the number of forward look-

ing steps is very high. For the Brock-Mirman model, we found that even the one-step ahead

perturbation-plus procedure delivered a substantial improvement over first-order perturbation.

For this model, the one-step ahead perturbation-plus procedure leads to only a small improve-

ment. As documented in table 5.1, even the nine-step ahead perturbation-plus procedure per-

forms worse than the second-order pruned perturbation approximations. To get performance

that is comparable to that of the second-order pruned perturbation approximation, the number

of forward looking steps has to be at least 15.52,53

The perturbation-plus procedure does much better if we do not use the first-order perturba-

tion approximation to close the system, but use instead a policy function that is linear in n−1

but for which the coefficients depend on z. That is, for each of the two values of z we use a

separate linear policy function. In fact, even the one-step ahead perturbation-plus procedure

outperforms the second-order pruned perturbation by far. The two linear functions were ob-

tained with a projection method. It is not difficult to obtain these two linear functions and one

always achieves a stunning improvement as long as one conditions on the value of z. But we do

not want to pursue this modification, since the idea of the perturbation-plus procedure is that

52Even with the simplification discussed in appendix 5.B.2, it takes 102 seconds per observation to run 15-step

ahead perturbation plus. The processor used is an Intel (R) Core(TM) i7-2600 CPU @ 3.40 GHz.

53We also considered some cases when z had continuous support. Interestingly, one-step ahead perturbation

plus then substantially improves upon first-order perturbation and also does much better than the two second-order

perturbation approximations. The advantage of discrete support for second-order perturbation approximations is

that it limits the maximum deviations from the steady state, which is useful given that the nonlinear dependence

of n on z is not captured well with a second-order perturbation approximation.
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one does not to have to worry about setting up a grid, which is part of the projection method

procedure.

5.5.3 Accuracy of approximations to the modified Deaton model

As documented in table 5.1, there are substantial differences between the time paths generated

by the first-order perturbation approximation and the time path generated by the accurate

projection method. For example, according to the accurate projection approximation, asset

holdings range between −0.094 and 0.848, and mean asset holdings are equal to 0.085. In

contrast, according to the first-order perturbation approximation, asset holdings range between

−0.184 and 0.344 and the mean is equal to 0.029. The first-order perturbation approximation

has a maximum error of 137% and an average error of 44%.

Improvements are obtained by the nonlinear approximations, except by the regular second-

order perturbation approximation, because it generates a time path that is not stable. The

maximum error of the second-order pruned perturbation approximation is equal to 127%, only

a slight improvement over the one obtained by the first-order perturbation approximation. But

the average error is substantially less, namely 12.2%. The average error of the two-step ahead

perturbation-plus procedure is slightly smaller than the one for second-order pruning, but the

maximum error is substantially smaller, namely 64.6%.

Table 5.2 documents that there are also substantial differences in the properties of the

generated time paths. The two-step ahead perturbation-plus procedure predicts a standard

deviation that is 10% below the true value and second-order pruning underpredicts the standard

deviation by 16%. The approximations have most difficulty in following the true time path in

extreme situations. Interestingly, the perturbation-plus procedure has problems with the peaks

and pruning has problems with the troughs.

Panel A of Figure 5.9 plots that part of the generated time path where the perturbation-plus

procedure makes the biggest error and Panel B plots that part where pruning makes the biggest

error. First consider Panel A. The figure makes clear that the perturbation-plus procedure is not

as bad as the results reported above indicate. At the peak, the two-step ahead perturbation-

plus approximation underestimates the maximum achieved level of asset holdings with 16%.

Given that the true maximum is ten times as big as the mean asset holdings, this error is not

that worrisome. In particular, the perturbation-plus approximation also predicts an enormous

increase and some time before and some time after this unusual situation the perturbation-plus
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procedure does track the accurate time path reasonably well. The maximum error for the two-

step ahead perturbation-plus approximation is equal to 64%. Interestingly, the maximum error

is not obtained at the peak but just after the peak, when observations have fallen back to normal

levels.

Now turn to Panel B of Figure 5.9 that plots that part of the time path during which the

second-order pruning procedure makes the biggest error. This occurs during a serious downturn.

Similar to the case of panel A, the pruned perturbation approximation follows the accurate time

path quite closely before and after this extreme period. The error made by second-order pruning

may be a bit more serious than the error made by the perturbation-plus approximation in the

top panel. First, the trough highlighted in Panel B is much closer to the mean level of asset

holdings than the peak in Panel A. Moreover, the generated pattern is actually a bit different as

well. After the time path generated with pruned perturbation has reached its minimum value

in period 4362, it starts an upward movement with only a minor downward blip, whereas the

accurate time path reaches a considerably lower minimum several periods later.

5.6 Concluding comments

In this chapter, we have focused on nontrivial numerical problems. In particular, we have looked

at models for which regular second-order perturbation generates time paths that reach that part

of the state space where the derivative of the second-order approximation has the wrong sign and

we have looked at models where the parameter values are outside the set that ensure stability.

The first-order perturbation approximation avoids both problems, but these are models for

which nonlinearities matter. The two perturbation-based alternatives to regular perturbation

approximations generate stable time paths and incorporate nonlinearities. These methods can

deliver substantial improvements over linear approximations. In the examples considered in this

chapter, the proposed alternatives provide a good qualitative insight in how the true time path

differs from the path generated by first-order perturbation. In most cases, however, there are

important quantitative differences between the time paths generated by the approximations and

the accurate solution method. The two exceptions are the three-step ahead perturbation-plus

procedure when applied to the Brock-Mirman (with high variance) and the modified Deaton

model.

Thus, if the user is interested in precise quantitative properties of the model, then it is
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important to evaluate the quality of the approximation with an accuracy test. It is always a

good idea to do this, but this is especially the case when solving models that are such that

regular perturbation approximations generate unstable time paths.

To conclude, we would like to point out that there is nothing in the perturbation plus proce-

dure that requires future behavior to be described by the first-order perturbation approximation.

We used this approximation as input, because we were mainly interested to see whether small

modifications of the (simple) first-order perturbation solution could lead to substantial improve-

ments. But our procedure can be applied to any numerical approximation, independent of the

method used to obtain it.

The one-step ahead procedure is related to the ”dynamic Euler equation” accuracy test

used in Den Haan (2010). The idea is the following. Data generated by our one-period ahead

modification are more accurate than data generated directly by the input approximation, which

our one-period ahead modification only uses indirectly via next period’s behavior. This gap

between the two data series provides an accuracy measure. If the approximation is accurate,

then the two data series will be close to each other. That is, if a numerical approximation is

accurate, then applying our one-step ahead modification should result in a time series that is

virtually identical to the time series simply generated by the numerical approximation itself.

Note that this would happen if the true rational expectations solution would be used to describe

next period’s behavior.
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Appendix 5.A More on pruning

Kim, Kim, Schaumburg, and Sims (2008) and Lombardo (2010) describe how to construct

a second-order pruned perturbation approximation. Lombardo (2010) also explains why his

formulation of the second-order pruned perturbation approximation is a second-order local ap-

proximation. The formulation in Lombardo (2010) is somewhat different than the one used in

Kim, Kim, Schaumburg, and Sims (2008) and is somewhat different than the one used in this

chapter.

This appendix has three objectives. First, we want to discuss the similarities and differences

between the formulation used in Lombardo (2010) and the one used in this chapter. Second,

we want to explain why a second-order pruned perturbation approximation is a second-order

approximation even though the second-order pruned perturbation approximation of a second-

order polynomial is not simply that second-order polynomial. The third purpose of this appendix

is to explain how to and how not to do higher-order pruning.

5.A.1 Different formulations for pruning

The differences are explained using a simple example. Throughout this subsection, we assume

that the true law of motion is given by

xt = ρ1xt−1 + ρ2x
2
t−1 + σεt, (5.40)

E
[
ε2t
]

= 1. (5.41)

We assume that |ρ1| < 1, which implies that the process is locally stable. The regular second-

order perturbation approximation is simply equal to the function itself, that is,

xt = f̃2nd(x−1;σ) = ρ1xt−1 + ρ2x
2
t−1 + σεt. (5.42)

Lombardo (2010) generates the second-order pruned perturbation approximation using the

following system of equations:

x̃
(2)
t = σx̃

[1]
t + σ2x̃

[2]
t , (5.43a)

x̃
[1]
t = ρ1x̃

[1]
t−1 + εt, (5.43b)

x̃
[2]
t = ρ1x̃

[2]
t−1 + ρ2

(
x̃
[1]
t−1
)2

. (5.43c)



5.A. MORE ON PRUNING 145

We generate the second-order pruned perturbation approximation using

x̂
(2)
t = ρ1x̂

(2)
t−1 + ρ2

(
x̂
(1)
t−1
)2

+ σεt, (5.44a)

x̂
(1)
t = ρ1x̂

(1)
t−1 + σεt. (5.44b)

Suppose that

x̃
(1)
0 = x̃

(2)
0 = x̂

(1)
0 = x̂0 = x0 = 0 (5.45)

and

εt = 1 if t = 1, (5.46)

εt = 0 if t > 1. (5.47)

For this set of values for εt,
54

x̃
(2)
t = x̂

(2)
t 
= xt and (5.48)

x̃
(2)
t − xt = x̂

(2)
t − xt = O(σ3). (5.49)

Nevertheless, there is a difference between the two formulations. This is easy to see when

σ = 0. The formulation according to equation (5.43) implies that

x̃
(2)
t = 0 ∀t, (5.50)

whereas the formulation according to equation (5.44) implies that

x̂
(2)
t = ρ1x̂

(2)
t−1 + ρ2

(
x̂
(1)
t−1
)2

, (5.51a)

x̂
(1)
t = ρ1x̂

(1)
t−1. (5.51b)

That is, the formulation of Lombardo (2010) does not describe any transition dynamics, whereas

our formulation does. Nevertheless, it is easy to show that both formulations are proper second-

54A function f(σ) = O (σm) if there exist an M such that

lim
σ→0

f(σ)

σm
< M < ∞.
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order approximations if an additional condition is satisfied. Suppose that xt is generated by

equation (5.40), x̃
(2)
t is generated by equation (5.43), and x̂

(2)
t is generated by equation (5.44).

Then it is easy to show that

x̃
(2)
t = xt +O(σ3) and (5.52)

x̂
(2)
t = xt +O(σ3) (5.53)

if

x0 = σ2x̄0 with x̄0 < ∞. (5.54)

That is, our pruned perturbation formulation does allow transition dynamics, but the initial

value chosen cannot be too far away from the steady state. Similarly, it is acceptable to ignore

transition dynamics, but only if the initial value is close enough to the steady state. It is obvious

that a condition like this is needed. There are values for x0 such that the time path generated

by the true law of motion given in equation (5.40) explodes, whereas the time paths generated

by equations (5.43) and (5.44) never explode.

5.A.2 Pruned perturbation and inability to fit polynomials exactly

Pruned perturbation approximations as well as regular perturbation approximations are poly-

nomials. If the truth is an nth-order polynomial, then the regular nth-order perturbation ap-

proximation would give an exact fit. But the pruned nth-order perturbation approximation is

not able to accomplish this. We use the following example to explain the reason.

Suppose that the truth is given by

xt = α1xt−1 + α2x
2
t−1 + σεt (5.55)

with

Et

[
ε2t
]
= 1. (5.56)
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The second-order pruned perturbation approximation is generated by the following system:55

x
(1)
t = α1x

(1)
t−1 + σεt, (5.57)

x
(2)
t = α1x

(2)
t−1 + α2

(
x
(1)
t−1
)2

+ σεt. (5.58)

Although the law of motion for xt, given in equation (5.58), closely resembles the true law of

motion, given in equation (5.55), there is one fundamental difference. The difference is that the

expression in equation (5.58) contains x
(1)
t−1, which is generated by a different law of motion than

xt.

Now consider higher-order approximations. When the truth is given by equation (5.55),

then the third-order regular perturbation approximation is, of course, equal to the second-order

regular perturbation approximation, which in turn is equal to the truth. But this is not true for

the pruned perturbation approximation. The third-order pruned perturbation approximation is

generated by the following set of equations:

x
(1)
t = α1x

(1)
t−1 + σεt, (5.59)

x
(2)
t = α1x

(2)
t−1 + α2

(
x
(1)
t−1
)2

+ σεt, (5.60)

x
(3)
t = α1x

(3)
t−1 + α2

(
x
(2)
t−1
)2

+ σεt. (5.61)

The third-order pruned perturbation approximation still does not match the true second-order

polynomial, although the mistake has become smaller.56

There is a neat way to characterize the error made by the pruned perturbation approximation.

Suppose one uses the pruned perturbation approximation to calculate the impulse response

function (IRF) of a unit-shock to εt starting at the steady state. If the truth is a second-order

polynomial, then the nth-order pruned perturbation approximation will give the right values for

the IRF for the first n periods. Thus, the second-order pruned perturbation approximation will

give the right answer only up to the first two periods.

The question arises whether it is desirable that pruned perturbation approximations do not

(approximately) replicate a polynomial when the truth is (approximately) a polynomial. Many

55The inability to fit a regular polynomial is also true for the pruning approximation according to equation

(5.43), x̃
(2)
t .

56The variable that is being squared is now being generated by a law of motion that is closer to the truth.



148 CHAPTER 5. NONLINEAR AND STABLE PERTURBATION-BASED APPROX.

functions in economic models can be approximated well with a low-order polynomial of the origi-

nal state variables. The distortion that is introduced by the pruned perturbation approximations

is in those cases likely to deteriorate the approximation. But not all functions are approximated

well with a polynomial. That is likely to be the case when regular perturbation approximations

explode and the true model solution does not. But the fact that regular polynomials provide

a poor approximation does, of course, not imply that pruned perturbation approximations do.

There are many aspects to a function and stability is only one of them.

5.A.3 Convergence of our pruning formulation

In this subsection, we discuss in more detail why our formulation of nth-order pruned perturba-

tion generates approximations that are of order O(σn+1).

5.A.3.1 Convergence of second-order pruning

To simplify the notation, we assume that the true law of motion is defined by

0 = Et [H(xt+1, xt, xt−1, zt;σ)] , (5.62)

zt = σεt, (5.63)

where xt and εt are scalars. The regular second-order perturbation approximation can be written

as

X
(2)
t;σ =

f
′
xX

(2)
t−1;σ + f

′
zσεt

+0.5f
′′
x2

(
X

(2)
t−1;σ

)2
+ f

′′
xzX

(2)
t−1;σσεt + 0.5f

′′
z2 (σεt)

2
, (5.64a)

x
(2)
t;σ = X

(2)
t;σ + x̄2nd;σ. (5.64b)

Note that X
(2)
t;σ is defined as the value xt relative to the stochastic steady state of the second-

order approximation, not relative to the non-stochastic steady state. This means that its value

depends on σ. Our formulation of the pruned second-order perturbation approximation, X̂
(2)
t;σ is
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given by

X̂
(1)
t;σ = f

′
xX̂

(1)
t−1;σ + f

′
zσεt, (5.65a)

X̂
(2)
t;σ =

f
′
xX̂

(2)
t−1;σ + f

′
zσεt

+0.5f
′′
x2

(
X̂

(1)
t−1;σ

)2
+ f

′′
xzX̂

(1)
t−1;σσεt + 0.5f

′′
z2 (σεt)

2
, (5.65b)

x̂
(2)
t;σ = X̂

(2)
t;σ + x̄2nd;σ. (5.65c)

The formulation for the pruned perturbation approximation used in the literature is given by

X̃
(1)
t = f

′
xX̃

(1)
t−1 + f

′
zσεt, (5.66a)

X̃
(2)
t;σ = c̄2nd;σ +

f
′
xX̃

(2)
t−1 + f

′
zσεt

+0.5f
′′
x2

(
X̃

(1)
t−1
)2

+ f
′′
xzX̃

(1)
t−1σεt + 0.5f

′′
z2 (σεt)

2
, (5.66b)

x̃
(2)
t;σ = X̃

(2)
t;σ + x̄, (5.66c)

where x̄ is the non-stochastic steady state.

Our formulation ensures that the stochastic steady state of X̂
(1)
t;σ and X̂

(2)
t;σ are both equal

to zero, which ensures that the stochastic steady state of x̂
(2)
t;σ is equal to the stochastic steady

state of the original second-order perturbation approximation. In contrast, according to the

formulation used in the literature the three variables, X
(2)
t;σ , X̃

(1)
t;σ , and X̃

(2)
t;σ have three different

steady state values. For the discussion in this section, this difference does not matter, because

here we consider the case that σ −→ 0 and the three stochastic steady states would then converge

to the non-stochastic steady state.57

The parameter σ plays two roles in the approximation. First, it controls the volatility of the

driving process. Second, it affects the coefficients of the approximation. Here it is convenient

to separate these two roles. We let Ω indicate the value of volatility used to determine the

coefficients of the perturbation approximation and we let σ indicate the value of the driving

process. That is, we write the regular second-order perturbation approximation as

X
(2)
t;Ω =

f
′
x;ΩX

(2)
t−1;Ω + f

′
z;Ωσεt

+0.5f
′′
x2;Ω

(
X

(2)
t−1;Ω

)2
+ 0.5f

′′
z2;Ω (σεt)

2 + f
′′
xz;ΩX

(2)
t−1;Ωσεt

(5.67)

57As discussed in the main text, the motivation for our modification is the following. If higher-order pertur-

bation introduces a correction for uncertainty, then it makes sense to apply this correction to all measures of the

state variables that are introduced by the pruning procedure.
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and the corresponding pruned perturbation approximation as

X̂
(2)
t;Ω =

f
′
x;ΩX̂

(2)
t−1;Ω + f

′
z;Ωσεt

+0.5f
′′
x2;Ω

(
X̂

(1)
t−1;Ω

)2
+ 0.5f

′′
z2;Ω (σεt)

2 + f
′′
xz;ΩX̂

(1)
t−1;Ωσεt

(5.68a)

X̂
(1)
t;Ω = f

′
x;ΩX̂

(1)
t−1;Ω + f

′
z;Ωσεt (5.68b)

We know that the regular perturbation approximation given in equation (5.67) is a second-

order approximation if σ and Ω approach zero.58 Consequently, if the perturbation approxi-

mation given in equation (5.68) approaches the perturbation approximation given in equation

(5.67) as σ −→ 0, then it is a second-order approximation of the truth if σ and Ω approach zero.

We will show that our pruned perturbation approximation converges to the regular pertur-

bation approximation for fixed Ω, which implies that our procedure correctly approximates the

correction that higher-order perturbation introduces for uncertainty (indicated by Ω) at least as

σ −→ 0. For the regular pruning formulation this is only true if both Ω −→ 0 and σ −→ 0.

The difference between X
(2)
t;Ω and X̂

(2)
t,Ω is equal to

X
(2)
t;Ω − X̂

(2)
t;Ω =

f
′
x;Ω

(
X

(2)
t−1;Ω − X̂

(2)
t−1;Ω

)
+0.5f

′′
x2;Ω

((
X

(2)
t−1;Ω

)2 − (
X̂

(1)
t−1;Ω

)2)
+f

′′
xz;Ωεt

(
σX

(2)
t−1;Ω − σX̂

(1)
t−1;Ω

) (5.69)

To see that X
(2)
t;Ω − X̂

(2)
t;Ω = O(σ3), first note that

X
(2)
t−1;Ω − X̂

(1)
t−1;Ω = O(σ2), (5.70)

which means that

σX
(2)
t−1;Ω − σX̂

(1)
t−1;Ω = O(σ3). (5.71)

Moreover, since X
(1)
t−1;Ω is O(σ2) and X

(2)
t−1;Ω is O(σ3), it is also true that

(
X

(2)
t−1;Ω

)2 − (
X̂

(1)
t−1;Ω

)2
= O(σ3). (5.72)

58As in appendix 5.A.1, one needs to assume that the initial condition converges to the steady state at the

appropriate rate as σ approaches zero.
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Consequently, the only term remaining is X
(2)
t−1;Ω − X̂

(2)
t−1;Ω. But given the last two results this

will be O(σ3) as long as the difference in the initial conditions is O(σ3) as in equation (5.54).

5.A.3.2 Convergence of higher-order pruning

The discussion above easily extends to the case for higher-order pruning. But one should be

careful in specifying the formulation for higher-order pruned perturbation. We make this clear

using a simple example.

Let the true law of motion be given by

xt = ρ1xt−1 + ρ2x
2
t−1 + ρ3x

3
t−1 + σεt, (5.73a)

E
[
ε2t
]

= 1. (5.73b)

As discussed in section 5.4.2 in the main text, the third-order pruned perturbation solution is

given by

x̂
(3)
t = ρ1x̂

(3)
t−1 + ρ2

(
x̂
(2)
t−1
)2

+ ρ3

(
x̂
(1)
t−1
)3

+ σεt (5.74)

x̂
(2)
t = ρ1x̂

(2)
t−1 + ρ2

(
x̂
(1)
t−1
)2

+ σεt (5.75)

x̂
(1)
t = ρ1x̂

(1)
t + σεt (5.76)

Using the same logic as used in section 5.A.3.1 for second-order pruning, it is easy to show

that

xt − x̂
(3)
t = O(σ4). (5.77)

Now consider the following alternative formulation:

x̃
(3)
t = ρ1x̃

(3)
t−1 + ρ2

(
x̃
(1)
t−1
)2

+ ρ3

(
x̃
(1)
t−1
)3

+ σεt (5.78a)

x̃
(1)
t = ρ1x̃

(1)
t−1 + σεt (5.78b)

This formulation does not generate a proper third-order approximation. To see that

xt − x̃
(3)
t 
= O(σ4) (5.79)
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consider the following example. Suppose that

x0 = 0, (5.80)

εt = 1 if t = 1, (5.81)

εt = 0 if t > 1. (5.82)

Table 5.3 reports the time paths for xt and x̃
(3)
t . The term in bold, 2ρ1ρ2σ

3, in the third period

makes clear that the difference between xt and x̃
(3)
t is not of order O(σ4).

Appendix 5.B Implementation of the perturbation-plus proce-

dure

In this appendix, we describe a faster version of the perturbation-plus procedure and we describe

in detail how we implemented the perturbation-plus procedure.

5.B.1 Faster implementation

An important factor that slows down the perturbation procedure is that there is no analytical

solution to equation (5.31) in the main text, which we repeat here for convenience.

0 = Ẽ
[
H(f̃1st(x, z+1), x, x−1, z+1, z)

]
. (5.83)

The objective of the alternative formulation is to avoid using a nonlinear equation solver. Typ-

ically, x shows up more than once in H (·) and typically it is possible to find an analytical

expression for x in terms of the other variables and x itself. If that is the case, then we can

rewrite equation (5.83) as59

x = Ẽ
[
G(f̃1st(x, z+1), x, x−1, z+1, z)

]
. (5.84)

Since this is still an equation in x, we have not made any progress. The idea is to use f̃1st(·) not
only for x+1 but also for the value of x inside G (·).60 The one-step ahead modification is then

59See section 5.B.2 for an example.

60The difference between the original perturbation-plus procedure and its modification is very similar to the

difference between time iteration and fixed-point iteration. See Chapter 17 in Judd (1998) for a discussion on
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defined as

x = f̂+1 (x−1, z) = Ẽt

[
G
(
f̃1st(f̃1st(x−1, z), z+1), f̃1st(x−1, z), x−1, z+1, z

)]
. (5.85)

The two-step ahead modification is defined as

x = f̂+2 (x−1, z) = Ẽt

[
G
(
f̂+1(f̂+1(x−1, z), z+1), f̂+1(x−1, z), x−1, z+1, z

)]
. (5.86)

Iteration on this scheme leads to the J-step ahead modification of the first-order perturbation

solution.

5.B.2 Perturbation-plus and the neoclassical growth model

The first-order conditions for the neoclassical growth model are given by

ct + kt = eztkαt−1 + (1− δ)kt−1 (5.87)

and

1 = Et

[(
ct+1

ct

)−γ (
αezt+1kα−1t + 1− δ

)]
. (5.88)

The objective is to solve for kt given values of kt−1 and zt. We denote the solution as

kt = f̂+1(kt−1, zt). The solution for kt and ct are obtained using the following two equations

ct + kt = eztkαt−1 + (1− δ)kt−1 (5.89a)

1 = Ẽt

⎡⎢⎣
⎛⎝ezt+1kαt +

(
1− δ)kt − f̃1st(kt, zt+1)

)
ct

⎞⎠−γ (αezt+1kα−1t + 1− δ
)⎤⎥⎦ . (5.89b)

where f̃1st(kt, zt+1) is the first-order perturbation solution for kt+1. The conditional expecta-

tion Ẽt [·] is the numerical approximation to Et [·] using Gaussian-Hermite quadrature with five

quadrature nodes.

The procedure described in the last paragraph is the one-step ahead perturbation-plus pro-

cedure, because the behavior of next period’s variables is described using the first-order pertur-

bation procedure. The two-step ahead perturbation-plus approximation, f̂+2(·), is the solution

to equation (5.89) with f̃1st(·) replaced by f̂+1(·).

these iteration schemes.
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5.B.3 Perturbation-plus and the matching model

The objective is to solve for λt given the values of the state variables, nt−1 and zt. We denote

this solution by

λt = f̂+1(nt−1, zt). (5.90)

We solve for λt from a system of five equations in five unknowns. The endogenous variables are

λt, pf,t, vt, ct, and nt. The five equations are

λt = βE

[(
c̃t+1(nt, zt+1)

ct

)−γ (
αezt+1nα−1

t − w + (1− ρn)f̃1st (nt, zt+1)
)]

, (5.91)

and equations (5.8), (5.11), (5.13), and (5.15) from the main text, which we repeat here for

convenience.

nt = (1− ρn)nt−1 + pf,tvt, (5.92)

ψ = pf,t λt, (5.93)

ct = wnt−1 + (eztnt−1 − wnt−1 − ψvt) = eztnt−1 − ψvt, (5.94)

pf,t = φ0

(
1− nt−1

vt

)φ

. (5.95)

For this to be a system in five unknowns, we have to take a stand on how to determine

c̃t+1(nt, zt+1). Since this is next period’s consumption, we could use the first-order perturbation

approximation. Instead we use for c̃t+1(nt, zt+1) the value that is implicitly defined by equations

(5.92), (5.93), (5.94), and (5.95) for t+ 1 and

λt+1 = f̃1st (nt, zt+1) . (5.96)

Thus, we only use the first-order perturbation solution for λt+1 and all the other variables are

obtained using the true model equations.

The two-step ahead perturbation-plus approximation is defined analogously with f̃1st(·) re-
placed by f̂+1(·).

Simplification. The functions f̂+J(·) are only implicitly defined and its values are calculated

using a nonlinear equation solver. Consequently, the cost of the algorithm increases sharply

with J . In appendix 5.B.1, we discussed a simplification that reduces the costs substantially.
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Here we discuss how this is implemented.

Instead of solving for λt, nt and ct simultaneously, we use the following procedure. First,

calculate ”temporary” values nt and ct using equations (5.92), (5.93), (5.94), and (5.95), and

λt = f̃1st (nt−1, zt) . (5.97)

Denote the solutions for nt and ct as ntemp
t and ctemp

t . As above, the value for λt is calculated

from

λt = βE

⎡⎢⎣( c̃t+1(n
temp
t , zt+1)

ctemp
t

)−γ⎛⎜⎝ αezt+1

(
ntemp
t

)α−1 − w

+(1− ρn)f̃1st
(
ntemp
t , zt+1

)
⎞⎟⎠
⎤⎥⎦ . (5.98)

With c̃t+1(n
temp
t , zt+1) defined as above, we have an analytical expression for λt. The ntemp

t

variable is only used to calculate λt. Given the solution for λt, the actual value for nt is

then obtained from equations (5.92), (5.93), (5.94), and (5.95), without making any further

approximation. To calculate f̂+J(·) one would use f̂+J−1(·) instead of f̃1st (·) both to calculate

ntemp
t , ctemp

t , and to calculate λt+1 in the Euler equation.

5.B.4 Perturbation-plus and the modified Deaton model

In each period of the simulation, i.e. given the value for cash on hand, xt, we use an equation

solver to calculate at from the Euler equation. We use Gaussian-Hermite quadrature to calculate

the conditional expectation on the right-hand side of the Euler equation.61

For the one-step ahead modification, we use

ct+1 = at + ezt+1 − at+1

1 + r
(5.99)

≈ at + ezt+1 − f̃1st (at + ezt+1)

1 + r
(5.100)

to calculate the realizations for consumption. This procedure defines the function at = f̂+1 (xt).

For the two-step ahead modification, we use at+1 = f̂+1 (xt+1) in the expression for con-

sumption above. For each Gaussian-Hermite node, i.e. for each potential value of at+ ezt+1 , we

use an equation solver to calculate at+1 from tomorrow’s Euler equation and on the right-hand

side we use at+2 = f̃1st (xt+2). Since f̃1st (·) is only implicitly defined, we have to use an equation

61For the number of quadrature nodes we considered values between five and thirty and found that the results

were robust to changing this number.
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solver to solve for at+1 for each quadrature node for zt+1.

Although computational expensive, it is easy to iterate on this procedure to calculate the

J-step ahead modification.

Appendix 5.C Accuracy of our projection solutions

In this appendix, we document that the projection solutions that serve as a stand-in for the

truth are very accurate.

5.C.1 Projection solution for matching model

We obtained a very accurate solution for the matching model using the following algorithm

based on projection methods. We parameterized the policy function for the Lagrange multiplier

λ by a linear spline that satisfies the Euler equation on each grid point. We have used 10, 000

equidistant grid points for n−1 ranging from 0.6 to 0.99. The other state variable, z, can take

on two values, namely −ζ and +ζ.

We used fixed-point iteration and the algorithm does the following at the ith iteration.

Starting point of the ith iteration is the policy function from the last iteration, namely λ =

f (i−1) (n−1, z). Given this policy function it is straightforward to solve for the other variables.

At grid point j, i.e. for given values of n−1,(j) and z(j), the value for λ is given by

λ(j) = βE

[(
c
(
n(j), z+1

)
c(j)

)−γ (
αez+1nα−1

(j) − w + (1− ρn)λ
(
n(j), z+1

))]
. (5.101)

Integrating over the possible realizations for z+1 is trivial given that z has discrete support. If

λ
(
n(j), z+1

)
and c

(
n(j), z+1

)
are determined using f (i−1) (n(j), z+1

)
, then one can solve for λ(j),

n(j), v(j), pf,(j), and c(j) by combining equation (5.101) with equations (5.92), (5.93), (5.94), and

(5.95). This would be time iteration. To simplify the algorithm we use fixed-point iteration. The

benefit of time iteration is that it has better convergence properties, but with the appropriate

choice of the dampening parameter, the algorithm also converged with fixed-point iteration. We

implemented fixed-point iteration as follows. First, calculate λtemp
(j) = f (i−1) (n−1,(j), z(j)). Use

this value to calculate ntemp
(j) . Next, solve for λ using

λ(j) = βE

⎡⎢⎣
⎛⎝c

(
ntemp
(j) , z+1

)
c(j)

⎞⎠−γ
⎛⎜⎝ αez+1

(
ntemp
(j)

)α−1 − w

+(1− ρn)λ
(
ntemp
(j) , z+1

)
⎞⎟⎠
⎤⎥⎦ , (5.102)



5.C. ACCURACY OF OUR PROJECTION SOLUTIONS 157

where the values for c+1 and λ+1 are based on f (i−1) (·). In principle one could set

f (i)(n−1,(j), z(j)) equal to λ(j). But convergence may require a dampening factor, that is, to

take a weighted average between λ(j) and f (i−1)(n−1,(j), z(j)). We iterate on this scheme until

the maximum absolute difference is less than 1E−12.

As documented in table 5.1 of the main text, the errors made in the dynamic Euler equation

accuracy test are minuscule.

5.C.2 Projection solution for modified Deaton model

We obtained an accurate solution for the modified Deaton model using projection techniques.

The details are as follows. We parameterized the asset policy function by a linear spline that

satisfies the Euler equation on each grid point. We use time iteration and we use the endogenous

grid points algorithm of Carroll (2006). The advantage of time iteration (compared to fixed-

point iteration) is that it has better convergence properties. The advantage of endogenous grid

points is that there is an analytical solution for the variables when using time iteration. The

disadvantage of using time iteration and endogenous grid points is that we have to specify a

grid for both at and zt, while strictly speaking there is only one state variable, namely cash on

hand, at−1 + ezt .

We used 1001 equidistant grid points for at ranging from −0.2 to 2 and we used 1001

equidistant grid points for zt ranging from 0 to 3.

The projection algorithm is based on an iterative scheme that does the following at the

ith iteration. Starting point at the ith iteration is the policy function from the last iteration,

namely a = f (i−1) (a−1 + ez). At grid point j, i.e. for given values of a(j) and z(j), the value

for a−1 is solved from the Euler equation. The conditional expectation is approximated using

Gaussian-Hermite quadrature with 30 nodes.62 The possible realizations for c+1 are given by

c+1 = a(j) + ez+1 − f (i−1) (a(j) + ez+1
)

1 + r
. (5.103)

This leads to a set of combinations of a−1, a, and z which gives a = f(a−1 + ez). We iterate on

this scheme until the maximum absolute difference between the values of f (i−1) and f (i) is less

62One does not need that many nodes. But solving the model is not expensive so extra nodes do not hurt.

In contrast, when using multi-step ahead perturbation the cost increases exponentially in the number of nodes.

For that reason we used 5 nodes in the perturbation plus procedure, although we checked for robustness in some

cases.
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than 1E-7.

As documented in table 5.1 of the main text, the errors made in the dynamic Euler equation

accuracy test are not quite as small as those for the matching model. This model is more difficult

to solve, given that the variance is much higher. Nevertheless, the results are still good. The

maximum error is 0.1% and the average error is 0.008%. These errors are minuscule relative to

the errors of the perturbation based methods.
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Figure 5.1: Perturbation approximations and instability

Notes: This figure plots the function f(x−1) described in section 5.1 and its second-order Taylor-series
approximation.
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A: Approximation for kt = k(kt−1, zt); σz = 0.007
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B: Approximation for kt = k(kt−1, zt); σz = 0.2
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Figure 5.2: 2nd-order perturbation approximations for Brock-Mirman model

Notes: This figure plots the 2nd-order perturbation approximations for the Brock-Mirman model in levels
(not in logarithms) for different values of z.
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Figure 5.3: A 2nd-order perturbation approximation for neoclassical growth model

Notes: Capital is solved from the true budget constraint using the perturbation approximation for con-
sumption. When γ = 1, then the model is the Brock-Mirman model.
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A: w = 0.96.
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B: w = 0.973.
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Figure 5.4: ”Truth” and 2nd-order perturbation approximation for matching model

Notes: The point of this figure is to show that the second-order perturbation solution when z = −ζ does
not have a fixed point unless w is sufficiently low (as in panel A).
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Figure 5.5: 2nd-order perturbation approximations for the Deaton model

Notes: This figure shows that the second-order perturbation approximation for the policy function of the
Deaton model is not globally stable. The graph plots E[xt+1|xt] as a function of xt, where xt is cash
on hand (the only state variable of the model). Cash on hand is equal to lagged asset holdings plus
current-period income. The bottom panel gives the distribution for xt according to the ”truth”.
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Figure 5.6: Higher-order perturbation and the modified Deaton model

Notes: The graph plots E[xt+1|xt] as a function of xt, where xt is cash on hand (the only state variable
of the model). Cash on hand is equal to lagged asset holdings plus current-period income. The bottom
panel gives the distribution for xt according to the ”truth”.
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Figure 5.8: Capital stock time paths for the Brock-Mirman model

Notes: This graphs plots the different approximations in that part of the generated time series where the
2-step ahead perturbation-plus approximation attains its largest error.
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A: When two-step ahead perturbation plus attains largest error
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B: When 2nd-order pruned perturbation attains largest error
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Figure 5.9: Asset holding time paths for the modified Deaton model

Notes: Panel A (B) plots that part of the generate time series where the two-step ahead perturbation-plus
approximation (2nd-order pruned perturbation) attains its largest error.
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Brock-Mirman (capital stock)

σz = 0.1 σz = 0.2
max mean max mean

perturbation + 1 16.7 2.7 25.3 5.4
perturbation + 2 5.2 1.0 8.1 1.9
1st-order pert. 76.1 8.0 142.8 19.2
2nd-order pert. 31.0 1.9 76.4 7.9
2nd-order pruning 47.9 2.0 193.8 8.8

matching (employment)

w = 0.96 w = 0.97
max mean max mean

perturbation + 1 0.97 0.67 3.09 1.82
perturbation + 1* 0.30 0.12 0.44 0.13
perturbation + 9** 0.66 0.45 2.38 1.38
1st-order pert. 1.02 0.69 3.20 1.87
2nd-order pert. 0.06 0.02 ∞ ∞
2nd-order pruning 0.36 0.22 1.79 0.94

modified Deaton (asset holdings)

max mean
perturbation + 1 97.9 22.1
perturbation + 2 64.6 11.1
1st-order pert. 136.9 44.4
2nd-order pert. ∞ ∞
2nd-order pruning 127.7 12.2

Table 5.1: Differences (in %) between approximations and ”truth”

Notes: ”truth” refers to the true policy rule for the Brock-Mirman model and to a very accurate projection

method for the other two models. The * indicates that two separate linear rules are used for the two

values of z and ** indicates that the approximation is calculated as described in appendix B.1. Results

are based on a time path of 10,000 observations.
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Brock-Mirman (capital stock)

σz = 0.1 σz = 0.2
E[k] σk min max E[k] σk min max

truth 0.227 0.123 0.037 1.170 0.334 0.444 0.007 6.868
perturbation + 1 0.218 0.114 0.010 0.983 0.296 0.360 0.000 5.158
perturbation + 2 0.224 0.120 0.029 1.110 0.322 0.417 0.004 6.312
1st-order pert. 0.200 0.099 -0.136 0.552 0.201 0.198 -0.471 0.905
2nd-order pert. 0.223 0.107 0.089 0.838 0.283 0.232 0.089 1.804
2nd-order pruning 0.225 0.108 0.010 0.865 0.299 0.253 0.100 2.155

matching (employment)

w = 0.96 w = 0.97
E[n] σn min max E[n] σn min max

”truth” 0.943 0.0175 0.925 0.961 0.931 0.0315 0.898 0.964
perturbation + 1 0.949 0.0151 0.934 0.965 0.948 0.0218 0.927 0.972
perturbation + 1* 0.941 0.0178 0.924 0.961 0.932 0.0318 0.899 0.966
perturbation + 9** 0.947 0.0157 0.931 0.964 0.944 0.0236 0.920 0.969
1st-order pert. 0.949 0.0151 0.934 0.966 0.949 0.0217 0.928 0.972
2nd-order pert. 0.942 0.0176 0.925 0.961 ∞ ∞ ∞ ∞
2nd-order pruning 0.944 0.0155 0.928 0.961 0.937 0.0228 0.915 0.964

modified Deaton (asset holdings)

E[a] σa min max
”truth” 0.085 0.098 -0.094 0.848
perturbation + 1 0.057 0.080 -0.101 0.583
perturbation + 2 0.071 0.088 -0.097 0.710
1st-order pert. 0.029 0.070 -0.184 0.344
2nd-order pert. ∞ ∞ − ∞
2nd-order pruning 0.079 0.082 -0.043 0.829

Table 5.2: Model properties accordng to approximations and ”truth”

Notes: ”truth” refers to the true policy rule for the Brock-Mirman model and to a very accurate projection

method for the other two models. The * indicates that two separate linear rules are used for the two

values of z and ** indicates that the approximation is calculated as described in appendix B.1. Results

are based on a time path of 10,000 observations.
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t xt x̃
(3)
t

1 σ σ

2 ρ1σ + ρ2σ
2 + ρ3σ

3 ρ1σ + ρ2σ
2 + ρ3σ

3

3

ρ21σ + ρ1ρ2σ
2 + ρ1ρ3σ

3

+ρ2

(
(ρ1σ)

2 + 2ρ1ρ2σ
3
)

+ρ3 (ρ1σ)
3

+O(σ4)

ρ21σ + ρ1ρ2σ
2 + ρ1ρ3σ

3

+ρ2 (ρ1σ)
2

+ρ3 (ρ1σ)
3

Table 5.3: Dynamics for true and incorrect 3rd-order pruned perturbation approx-
imation

Notes: The values for xt correspond to the values according to the true law of motion, which is given in

equation (5.73a). The values for x̃t correspond to the values according to the incorrect formulation of

the pruning procedure given in equation (5.78).



Chapter 6

Employment Protection, Technology

Choice, and Worker Allocation

Abstract

We show empirically that high-risk sectors, which contribute strongly to aggregate productivity

growth, are relatively small and have relatively low productivity growth in countries with strict

employment protection legislation (EPL). To understand these findings, we develop a two-sector

matching model where firms endogenously choose between a safe technology and a risky technol-

ogy. For firms that have chosen the risky technology, EPL raises the costs of shedding workers in

case they receive a low productivity draw. In our calibrated model, high-EPL countries take less

advantage of the arrival of new risky technology than low-EPL countries. Parameters estimated

through reduced-form regressions of employment and productivity on exit costs, riskiness, and in

particular their interaction are similar for actual cross-country data and simulated model data.

Our model is consistent with the slowdown in productivity in the EU relative to the US since the

mid-1990s.1

6.1 Introduction

In this chapter we provide evidence that a change in the nature of technological opportunities in

the mid-1990s interacted with cross-region differences in employment protection to explain part

1This chapter is joint work with Eric Bartelsman and Pieter Gautier.
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of the observed divergence in productivity between the US and the EU. Continuing improve-

ments in computing power coupled with steepening adoption rates of communication technology

resulted in a large variance in realized productivity and profits for firms choosing to use these

technologies. The increase in variance is good for aggregate productivity and is appealing to

individual firms because they can fully benefit from good draws while they can limit the loss

from bad draws through the option to shed workers. The increase is good at the aggregate level,

as more resources flow to the firms that use the risky technology successfully. When in the

mid-1990s these technological opportunities arose, the expected net benefits of adoptions were

higher in countries with low EPL because the option to shut down was less costly.

This chapter draws from and combines results from a variety of different literatures. The

model we use builds upon models available in the labor search literature. The relation between

ICT and productivity is prominent in recent empirical growth literature. Further, our use of

model calibration, and comparison of model simulations with moments and parameter estimates

from data draw on a rich emerging macro literature. Finally, we expand on a sequence of

empirical papers studying the effect of EPL on labor markets, productivity and macro outcomes

using a new combination of cross-country industry and firm-level data sources. We discuss these

points in turn.

We develop a model where the decision to produce not only requires a fixed entry fee but also

requires some complementary factor input, say labor, with an associated flow of factor payments.

Firms can choose to enter in a risky or a safe sector that differ in their productivity dynamics.

Specifically, in the risky sector firms are modeled as in Mortensen and Pissarides (1994) with a

hazard of receiving a productivity shock. The safe sector firms are as in Pissarides (2000), and

have constant, known, productivity. The sectors are connected with each other through the pool

of unemployed workers from which both sectors hire. This framework is particularly useful to

study labor market policies because it is simple and simultaneously solves for the labor market

stocks and flows.2 Frictions are essential in our model to explain the coexistence of vacancies

and unemployed workers, but they also are needed to allow for an equilibrium where both high

and low productivity firms can simultaneously exist. As in Mortensen and Lentz (2008), a key

factor for aggregate productivity is the allocation of workers to different firms.

Growth accounting exercises in the US have shown most of the acceleration of output growth

2The effects of EPL have been studied extensively in the search matching literature using a single sector

model. See e.g. Brügemann (2006), Ljungqvist (2002), and Mortensen and Pissarides (1999).
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to be due to ICT capital deepening and to increases in TFP associated with ICT use (for an

overview of the findings, see Jorgenson, Ho, and Stiroh 2008). Cross-region comparisons (van

Ark, O’Mahony, and Timmer 2008) show that ICT production and use has been much lower

in the EU than in the US and that this may explain much of the relative slowdown. The

growth accounting literature is not, however, capable of explaining why the ICT-producing

sector in the EU is smaller, why ICT investment and thus ICT-capital deepening is lower,

why the contribution from ICT-using industries is smaller, and thus why aggregate productivity

diverges. The link we make between technology choice and employment protection and exit costs

in general depends on the special nature of information and communication technology, with

sunk investment and risky market outcomes.3 Consistent with the nature of these technologies,

Brynjolfsson, McAfee, Zhu, and Sorell (2008), find that the cross-sectional variance of firm-level

profits in ICT-intensive industries is higher, and has been increasing steadily since 1995, relative

to the cross-sectional variance of profits in firms in low ICT uptake industries. Finally, Schaal

(2012) gives evidence for an increase in idiosyncratic variance in firm growth in the US. In this

chapter, we document that the variance of productivity across firms and the churn of jobs has

become higher since 1995 in ICT-intensive industries. We therefore interpret the ICT revolution

as giving exogenous change in the variance of productivity shocks that allows us to exploit and

study the differential responses in high and low EPL countries.

The main conclusions of the empirical literature on employment protection are that the

effects of EPL on employment are negative but small. Labor force participation is typically

smaller in countries with strong EPL and the effects on unemployment are essentially zero.

EPL reduces the flows in and out of employment and increases unemployment duration. Autor,

Kerr, and Kugler (2008) give some evidence that EPL reduces productivity at the plant level

but they cannot rule out that their results are (partly) due to confounding economic shocks.

Samaniego (2006) gives evidence that EPL is negatively correlated with ICT diffusion and he

develops a simple vintage capital model where a firm’s optimal size decreases over time when the

firm’s technology falls behind the frontier (of which the speed depends on the rate of technical

3A nice case study of such risky innovation is given by McAfee and Brynjolfsson (2008), where the benefits of

adopting an innovative ICT system arise in conjunction with a reorganization of the production process. This fits

nicely with the findings of Bloom, Sadun, and Van Reenen (2012) that US multinational firms have high returns

to investment in ICT in their UK subsidiaries because they only transplant the ICT implementations that were

first adopted successfully in the US.
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change). Bassanini, Nunziata, and Venn (2009) give evidence that productivity in high turnover

industries is relatively low if EPL is strong which is consistent with our findings (in our model

turnover is endogenous and depends on the choice of technology). Finally, Cuñat and Melitz

(2012) show that countries with flexible labor markets concentrate their exports mainly in sectors

with higher volatility. In our empirical exercises based on cross-country industry and firm-level

data, we add a new set of findings to the literature on the effects of EPL on labor market

performance and productivity: risky, aggregate productivity enhancing activities are harmed

relatively heavily by EPL.4

The economic intuition in this chapter is related to a number of other papers that study the

effect of exit cost on risky technologies. In Saint-Paul (2002), countries with high EPL specialize

in secure goods at the end of their product cycle with stable demand while countries with low

EPL specialize in more innovative goods. Bertola (1990, 1994) shows how labor mobility costs

reduce the social returns to irreversible investments and in Poschke (2009) growth is driven by

entrants who imitate the firms at the frontier (EPL reduces growth by reducing entry). Berdugo

and Hadad (2008) have a model where EPL make innovators choose medium-tech projects which

are more flexible in their human capital requirements than high-tech projects. Those papers do

not use the rich data sources that we use nor do they calibrate their model and quantify the

effects of EPL on productivity and the allocation of workers.5

We calibrate our model for the US using a variety of sources including the EUKLEMS dataset

(O’Mahony and Timmer 2009) and a novel dataset built up from firm-level sources (Bartelsman,

Haltiwanger, and Scarpetta 2009; 2013, labelled BHS). By exploring new data sources we are

able to get more information on primitives that previously had to be fixed at arbitrary values in

model calibrations. For example, we use our model to derive a relation between the underlying

ex-ante mean and variance of the productivity distribution in the risky sectors and the observed

(truncated) mean and variances. We can simulate the model across the empirically observed

variation across countries in EPL and a range of productivity shock variances consistent with

4We want to emphasize that this chapter looks at a firm’s decision to invest in risky or safe technologies. In

a paper considering the effort of workers in creating new knowledge, Acharya, Baghai and Subramanian (2010)

argue that EPL may serve as a commitment device to induce workers to take more risk. They present evidence

that countries with high EPL have more patenting. By contrast, and in line with our findings, Alesina and Zeira

(2006) give evidence that countries with less regulations have relatively more patents in high tech sectors.

5Poschke (2009) is the only other paper that we are aware of that also calibrates his model but he uses different

data sources and has a different mechanism.
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evidence from firm-level data, generating simulated panel data on employment and productivity

of the risky and safe sectors. Reduced form regressions of the relative size and productivity of

the risky sector on EPL, riskiness, and their interaction using simulated data gives qualitatively

similar results as regressions using actual cross-country panel data.

We next present robust evidence that in countries with high EPL, high-risk innovative sectors,

which are often associated with intensive information and communication technology (ICT) use,

are relatively small. Moreover, we confirm that productivity in the risky sectors increased

relatively slowly in high EPL countries during this period. The negative relationships also holds

for other exit frictions (i.e. low cost recovery of capital for exiting firms).

Overall, both the simulated data from the calibrated model and our empirical country-

industry panel data exercises show that it is more advantageous to exploit new risky opportuni-

ties in low-EPL countries. Relative to the literature, our main contribution lies in the interaction

between theory and evidence which allows us to quantify the effects of EPL. We find that if we

would increase EPL in the US from one month of output to EU levels (seven months of output),

aggregate productivity would be about 10% lower.

The chapter is organized as follows. Section 6.2 discusses our theoretical model. Section 6.3

gives an overview of the data sources used for calibration and empirical exercises. The calibration

of the model and the moments we match are discussed in Section 6.4. The model predictions

are presented in section 6.5. In this section, we also compare reduced from regressions from

simulated and actual cross-country data. Section 6.6 shows that our main finding that risky

sectors are relatively smaller and have lower productivity growth in high-EPL-countries can be

identified with a difference -in-differences estimation. We conclude with some reflections on the

importance of the link between EPL and productivity and with ideas for future research.

6.2 The model

This section offers a short description of the structure and assumptions of the model. The

Bellman equations and derivations are delegated to Appendix 6.A.1. Consider a labor market

of size l ∈ [0, 1] with search frictions and free entry of vacancies where risk neutral firms can

invest in one of two technologies; a risky one or a safe one. In the safe technology sector (0), all

matches are equally productive as in Pissarides (2000, chapter 1) while in the risky technology

sector (1), firms are hit by shocks that can increase or decrease productivity as in Mortensen
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and Pissarides (1994).6 All risk neutral workers are identical. A matched worker-firm pair in

sector 1 produces y + x where x is a draw from a CDF, F (x), with mean μ and variance σ2.

F (x) has no mass points and at this stage we do not have to make assumptions on the support

of F (x). The shocks in the risky sector arrive at a (Poisson) rate λ. When a shock occurs,

firms must draw a new value of x from F (x). We assume that new firms start at y rather than

at a finite upper support as Mortensen and Pissarides (1994) assume. In sector 0, all matched

worker-firm pairs produce y. So in the absence of shocks (λ = 0), sector 0 and 1 are identical

and the model reduces to the Pissarides (2000, chapter 1) model.

Wages in sector i, follow from the generalized Nash bargaining solution with continuous

renegotiation (so the wage changes after a shock occurs) and workers cannot search on the job.

Unemployed workers receive unemployment benefits b (for positive analysis this can also be

interpreted as home production) and they find jobs in the safe and risky sector at rates m0 and

m1 respectively. Workers search with intensity, s0, in the safe and with intensity, s1, in the

risky sector and we assume that the search cost are quadratic in search intensity (12zs
2
i ). This

is reasonable if workers first look for the jobs that are easiest to find. The search intensities in

each sector are determined by a no arbitrage condition, i.e. the net marginal benefits of search

must be equal in both sectors.7 When opening a vacancy, the firm can choose which sector

to enter. Vacancy creation costs for sector 0 and 1 are given by c0 and c1, respectively. Both

sectors are hit by exogenous job destruction shocks at a (Poisson) rate δ. After such a shock,

the match ends and no exit costs have to be paid (as in Brügemann 2007). This is without loss

of generality; we could alternatively assume that when exogenous job destruction occurs that

firms also have to pay exit costs but this is equivalent to a decrease in y. Besides exogenous job

destruction the firms in sector 1 choose a unique productivity threshold, xd, below which a job

is destroyed. So, in sector 1, both exogenous and endogenous (at rate λF (xd)) job destruction

occurs. When a firm decides to fire a worker it must pay procedural and time costs k (no

severance payments). We are interested in how this firing tax distorts the sorting of firms into

safe and risky sectors.8 In the absence of frictions, firms prefer the risky technology because

6The productivity shocks can be interpreted as ’business condition’ shocks (Bloom, 2009) and can reflect

either demand or technology shocks.

7Another way to have both sectors coexist is to introduce love-for-variety demand for the output in both

sectors or to introduce decreasing-returns-to scale. Both will make the model considerably more complex in

dimensions that are not interesting for the problem we are studying here.

8In our model, the only productive input is labor, and firing costs thus coincide with the more generic
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there is no bound on positive shocks while firms have the option to close the job if a sufficiently

large negative shock arrives. When there are search frictions, the two technologies coexist and

the more profitable a technology is, the more people will work in the sector that uses this

technology.

We define labor market tightness in each of the sectors as, θ0 = v0/u0 and θ1 = v1/u1. The

total number of matches in each sector is determined by a constant-returns-to-scale matching

function, M0(s0u0, v0) and M1(s1u1, v1) for respectively the safe and the risky sector. The

matching functions are differentiable and strictly concave in each of their arguments. Define

the total matching rate for workers in sector i as mi = Mi/ui. The rate at which vacancies

are filled in each sector is then mi/θi. The functional form of the matching function in both

sectors is, Mi = ξi(siui)
ηv1−ηi . We can think of EPL as a tax on the risky sector which decreases

vacancy supply and lowers expected wages in that sector. In equilibrium, workers will respond

by searching less intensively in the risky sector which decreases the arrival rate of workers in

that sector. From the Bellman equations in Appendix 6.A.1.2 we can derive a job destruction

equation for sector 1 and job creation conditions for sector 0 and sector 1. Together they jointly

determine θ0, θ1, and xd.

Proposition 1 The risky sector job destruction margin is implicitly defined by

y + xd = b+
β

2(1− β)
(θ0c0 + θ1c1)− λ

r + δ + λ

∫ xu

xd

(1− F (z)) dz − (r + δ) k. (6.1)

The risky sector job creation condition is given by

m1

θ1
=

(r + δ + λ) c1
(1− β) (−xd − (r + δ + λ) k)

. (6.2)

The safe sector job creation condition is given by

m0

θ0
=

(
r + δ + 1

2βm0

)
c0

(1− β) (y − b)− 1
2βθ1c1

. (6.3)

The steady-state unemployment rate and vacancy stocks follow from the following steady-

state flow equations

m0u = δe0 (6.4)

concept of exit costs. We will use the terms interchangeably. In section 6.6 we use different indicators relating to

employment protection, firing costs, and capital losses at exit.
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m1u = (δ + λF (xd)) e1. (6.5)

Before calibrating our model’s parameters in section 6.4, we first discuss in section 6.3 below,

the data sources that we use.

6.3 Data

We use a wide variety of data sources. Some of the data sources are used for calibrating the

model, some for the empirical exercises, and some for both. Table 6.1 provides an overview of the

main datasets along with their country, industry, and time coverage as well as a description of

the type of variables available. We organize the description of the data by the type of variables

covered: industry performance data (outputs and inputs), regulatory and institutional data

(EPL, exit costs), industry riskiness (moments from firm-level), and labor market data (job

flows, labor force statistics).

Source Periods Countries Industries Variables

EUKLEMS 1970-2005 EU+US 30, market sector Output, factor inputs, prices, PPPs

OECD-EPL 1985-2005* OECD Aggregate EPL indicators

WB-CDB 2004-2007 World Aggregate Entry/ firing costs, rigidities

BHS 1990s OECD, Asia, Lat Am 16, manufacturing. Moments from firm surveys

ONS/Eurostat 2001-2005 13 EU countries 30, market Moments from firm surveys

JOLTS 2000-2003 USA broad SIC sectors Job flows data

OECD/LFS 1989-2009 OECD Aggregate Labor force stats

Table 6.1: Data sources

Industry Data. The main source for measuring country and industry performance is the

published EUKLEMS dataset (O’Mahony and Timmer 2009), a country/industry panel with

information on employment, hours worked, value added, and prices. These data are used to

generate employment share and productivity series by country and sector. The employment

share of a sector is computed using hours worked as the labor input variable. Labor productivity

is computed as deflated, PPP-adjusted value added per hour worked for each country and sector,

while TFP growth is taken directly from the published database. The EUKLEMS source is used

in the model calibration (safe and risky sector employment share and productivity for the US),

and in the empirical exercises (industry time series with employment share and productivity for

18 countries).

Exit Costs and other regulatory indicators. The regulatory indicators are available

from two sources. First, a country-time panel dataset collected at the OECD (Nicolleti et
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al. 2000), provides indicators of the stringency of employment protection (EPL).9 The time

dimension of this dataset may contain interpolations between actual component level information

collected from OECD member countries in specific years, and thus has less reliability than the

cross-country dimension. A complementary dataset of indicators of ‘Costs of doing business’

(CDB), including entry and exit costs has been compiled by the World Bank (see Djankov, La

Porta, Lopez-de-Silanes, and Schleifer 2002). Current indicators on e.g. hiring and firing costs or

time to start a business are available for many countries from 2004 to the present. The OECD-

EPL dataset is used in model calibration (US values) and in the empirical exercises (country

panel). The WB-CDB data are used for robustness in the empirical exercises. The time average

of these indicators by country is provided in the Appendix.

Riskiness Information on the riskiness of a sector is sourced from the literature and from

our own calculations using firm-level moments (BHS and ONS/Eurostat, 2008). These two

datasets have been collected using the method of ‘distributed micro data research’ (Bartelsman,

Haltiwanger, and Scarpetta 2009, 2013). The data sets include moments computed from the un-

derlying distributions in confidential firm-level data sets available at national statistical offices,

aggregated to the country, industry, and year level. First, the 1990s data has been collected

for a selection of OECD countries, mostly for firms in manufacturing. Next, through a project

coordinated by the UK Office of National Statistics (ONS/Eurostat 2008) and funded by Euro-

stat, information was compiled from linked longitudinal business registers, production surveys,

and e-commerce surveys for 13 EU countries for firms in all sectors of the economy for the years

2001 to 2005. Among the variables included in the database are indicators of ICT usage, cross-

sectional variance in productivity, and productivity dispersion measured as the ratio of the most

productive quartile of firms relative to the mean, broken down by by country, sector and year.

For model calibration and empirical exercises, we need to define the risky and the safe sector

and find a way to measure the variance of the underlying productivity shocks in the risky sector.

We would ideally map data on all jobs in the economy into a safe and a risky grouping. However,

since most of our data is at the industry level, we generate a mapping from each industry to

the risky or the safe sector. The mapping will be based on 3-digit (ISIC Rev 3) industries. The

strategy for our benchmark calibration is to start with a ranking of industry riskiness and then

allocate industries to the safe or risky sector such that roughly half of the aggregate employment

9The OECD index is based on 18 factors of employment protection of regular workers against individual

dismissal, specific requirements for collective dismissals and regulation of temporary employment.
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falls in each sector.

In the available data, we have no direct measure of the variance of the underlying shocks faced

by ’risky’ firms. Instead, we have ex-post measures of the distribution of productivity observed

across firms in each industry in the national data sets. As our model shows, the observed

variance is truncated with respect to the underlying distribution of shocks, and the point of

truncation depends on firing costs. While the industry ranking based on ex-post variance is not

affected because ex-post and ex-ante variance move monotonically with exit costs, we prefer a

measure that is less sensitive to exit costs. For our baseline empirical results we therefore use

as the industry-riskiness indicator a measure of productivity disperion computed as the ratio of

labor productivity of the top quartile of firms to the mean. The industry-riskiness indicator,

averaged over time and across countries, is used to rank industries by riskiness and to aggregate

the industry data into safe and risky sectors.10 For purposes of the country/industry regressions

in section 6.6, we use the ordinal ranking, normalized to run from -0.5 to 0.5, rather than the

cardinal values because it is robust to the endogenous truncation.

For robustness checks, we use other proxies for industry riskiness from the ONS and BHS data

sets, namely the observed productivity variance across firms and an industry average indicator

of ICT intensity, measured by the proportion of workers with access to broadband internet.

As will be described later, this measure of ICT intensity is significantly correlated with other

productivity variance and other measures of riskiness.11 The model calibration and simulation

excercises give very similar results for the different proxies, as do the main country/industry

panel regressions.12

Labor force data The JOLTS data from the US Bureau of Labor Statistics provides time

series on job openings, layoffs and turnover by broad sector (SIC based) of the US economy

for 2000-2003. More recent data for 2003-2012 is available using the new industry classification

NAICS. These data are used for model calibration. Finally, data from the OECD LFS (labor

force survey) provide information on stocks of workers in various states (out-of-labor force,

employed, unemployed) that are needed for model calibration.

10The safe-risky classifications are presented in Appendix 6.C.

11The set of ordinal rankings, as well as the set of cardinal riskiness indicators are correlated with each other

across the 22 industries, with correlation coefficients between 0.75 and 0.85.

12See Appendix 6.B for detail. We have run all regressions using the cardinal values of the riskiness indicators

as well, with no qualitative difference in results.
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In our calibration, we set labor market participation l to match the labor market stocks

data from the OECD LFS. That is, we set labor market participation to l = 0.7684. We do

not back out the underlying distribution of home production, because it is not identified using

only US data. We carry out various robustness checks and find that endogenizing labor market

participation would strengthen our key results.

We use the JOLTS data for the labor market flows. Mapping the data into measures for the

safe and risky sector is not easy. First, the JOLTS data is based on two-digit industry codes,

while our safe-risky indicators are based on three-digit industry codes. This makes it difficult to

use industry-level data from the JOLTS. Therefore, we set the total separation rate of both the

safe and the risky sector equal to the total separation rate of the manufacturing sector in JOLTS,

that is ssafe = srisky = 0.029. Secondly, the safe and risky sector differ in our model only in terms

of riskiness, while in the real world they also differ in other dimensions. There is, for example, a

big difference in skill composition. That is, the safe sector consists of psafehigh = 16% high-skilled,

psafemedium = 68% medium-skilled and psafelow = 16% low-skilled employees, while the risky sector

consists of priskyhigh = 35% high-skilled, priskymedium = 58% medium-skilled and priskylow = 7% low-skilled

workers, based on the EUKLEMS industry data. It is important to take this into account,

because low-skilled workers face a much higher separation rate than high-skilled workers. The

difference can easily be a factor five, see for example Moscarini (2003). Our aim is therefore

to match the model with the medium-skilled separation rates ssafemedium and sriskymedium, which we

construct from the data. For this purpose, we assume that within-sector differences are the

same for the safe and risky sector. As we show in Appendix 6.A.3, this assumption implies

that ssafemedium = 0.0267 and sriskymedium = 0.0348. In the safe sector of our model, there is only

exogenous separation and hence we set the exogenous job destruction rate to δ = 0.0267. Now

the endogenous job destruction rate must be λF (xd) = sriskymedium − δ = 0.0081. This condition

implicitly determines the risky sector job destruction margin and serves as a target in the next

step of our calibration strategy.

Finally, we take the labor market stocks from the OECD LFS and compute the relative sector

sizes by aggregating the EUKLEMS industry data for the US, using the safe-risky classification.

This gives us u = 0.0423, e0 = 0.3394 and e1 = 0.3867.
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6.4 Calibration

In the first steps of the calibration, we use the data, described above, to find parameters on labor

force participation, unemployment, and separation rates. In the second step, we set several other

parameters at values from other studies that match the US labor market stocks and flows. In

the third step, which is the key step of our calibration strategy, we set the productivity shock

parameters—the arrival rate λ, the mean μ, and the standard deviation σ—together with the

firing costs parameter k such that we match the observed truncated cross-sectional distribution

of US productivity. The shape comes from the productivity shock parameters and the truncation

comes from the firing costs parameter. This third step is most important for us because we are

mainly interested in long-run productivity effects. Since we explore several new data sources we

are able to identify the productivity shock parameters including the arrival rate, which was set

to an arbitrary value in the previous literature.

6.4.1 Parameters from other studies

Following Pissarides (2009), and similar to Shimer (2005) and Hall and Milgrom (2008), we

set the monthly interest rate to r = 0.004. First, we set unemployment benefits to b = 0.5.

This lies at the upper end of the range, if interpreted entirely as unemployment benefits. It

is, however, relatively low, if the interpretation includes leisure. Hall and Milgrom (2008), for

example, think of 0.71 as a reasonable estimate for the flow value of unemployment and think of

0.25 as a reasonable estimate for unemployment benefits. In our model, we distinguish between

non-participation and unemployment and assume that only non-participants can fully enjoy

leisure. Note that our calibration is different from the calibration of Hagedorn and Manovskii

(2008)—high b and low β—and hence we may not be able to explain the cyclical properties of

labor market tightness. They are however interested in the marginal worker while we are more

interested in the median worker whose replacement rate is lower. It is worthwhile noting that

our key results on long-run productivity effects and the sectoral allocation of workers are robust

to changes along this dimension.

We do not have appropriate industry-level vacancy data. Having such data is not crucial

though; we can calibrate the matching function parameters η and ξ using aggregate data. We

take the matching elasticity from Pissarides (2009), that is η = 0.5, which is similar to Hall and

Milgrom (2008) and consistent with the evidence provided in Petrongolo and Pissarides (2001).
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Without loss of generality, we normalize the matching efficiency parameter to ξ = 0.3.13

The parameter values that come from other studies can be found in Table 6.2.

Parameter Value Description Motivation

y 1 productivity safe sector normalization
r 0.004 monthly interest rate Pissarides (2009)
β η Nash bargaining share worker Hosios condition
b 0.5 unemployment benefits Shimer (2005)
η 0.5 matching elasticity Pissarides (2009)
ξ 0.3 matching efficiency normalization

Table 6.2: Calibration according to the literature

6.4.2 Matching the US labor market stocks and flows

In this step, we set several parameters in order to match the US labor market stocks and

flows. We combine aggregate data from the OECD LFS (stocks) and the JOLTS (flows) with

industry-level data from the EUKLEMS. The parameter values set in this step can be found in

Table 6.3.

Parameter Value Description Motivation

l 0.7684 size labor force size labor force (OECD LFS)
δ 0.0267 Poisson rate ex. job destr. ex. job destr. (JOLTS, EUKLEMS)
c0 0.2092 vacancy costs safe sector stocks, flows (OECD LFS, JOLTS, EUKLEMS)
c1 0.4184 vacancy costs risky sector stocks, flows (OECD LFS, JOLTS, EUKLEMS)
z0 1.1354 search costs safe sector stocks, flows (OECD LFS, JOLTS, EUKLEMS)
z1 1.1354 search costs risky sector stocks, flows (OECD LFS, JOLTS, EUKLEMS)

Table 6.3: Calibration in order to match the US labor market stocks and flows

6.4.3 Matching the cross-sectional distribution of US productivity

In this step, we set the ex-ante productivity shock parameters—the arrival rate λ, the mean μ,

and the standard deviation σ—together with the firing costs parameter k in order to match the

ex-post observed truncated cross-sectional distribution of US productivity. More specifically, we

match the cross-sectional mean and variance of risky sector productivity and we require risky

sector in- and outflow to be consistent with the data. The parameter values set in this step can

be found in Table 6.4.

Cross-sectional mean and variance in the model

13As is well known from the literature, the matching efficiency parameter ξ and the vacancy costs parameters

c0 and c1 are not separately identified.
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Let ŷ be the average output per worker in the risky sector. Workers who have not yet

received a shock, a fraction 1 − s, produce y. Workers who have already received at least one

shock greater than xd, a fraction s, produce on average y+ 1
1−F (xd)

∫ xu

xd
zdF (z). We can solve for

the fraction s using the steady state flow equation λ (1− F (xd)) (1− s) e1 = (δ + λF (xd)) se1

with the flow into s on the left-hand side and the flow out of s on the right-hand side, giving us

s = λ
δ+λ (1− F (xd)). The average output per worker in the risky sector follows from,

ŷ = y + s
1

1− F (xd)

∫ xu

xd

zdF (z) = y +
λ

δ + λ

∫ xu

xd

zdF (z) .

The variance of output per worker in the risky sector is

σ̂2 = s
1

1− F (xd)

∫ xu

xd

(y + z − ŷ)2 dF (z) + (1− s) (y − ŷ)2

=
λ

δ + λ

(∫ xu

xd

z2dF (z)− λ

δ + λ

(∫ xu

xd

zdF (z)

)2
)
.

Productivity shocks are assumed to follow a normal distribution with mean μ and standard de-

viation σ. Using the analytic expressions for the truncated normal distribution, we can simplify

the expressions for ŷ and σ̂2 as follows

ŷ = y +
λ

δ + λ

((
1− Φ

(
xd − μ

σ

))
μ+ ϕ

(
xd − μ

σ

)
σ

)

σ̂2 =
λ

δ + λ

((
1− Φ

(
xd − μ

σ

))(
μ2 + σ2

)
+ ϕ

(
xd − μ

σ

)
(xd + μ)σ

)
− (y − ŷ)2

where ϕ (·) is the probability density function of the standard normal distribution and Φ (·) is

its cumulative density function.

Cross-sectional mean and variance in the data

Again, it is important to take the difference in skill decomposition into account, because high-

skilled workers are much more productive than low-skilled workers. This difference can easily be

a factor three, based on evidence from the EUKLEMS. Our aim is therefore to match the model

with the medium-skilled productivities πsafe
medium and πrisky

medium, which we construct from the data.

For this purpose, we assume that within-sector differences are the same for the safe and risky

sector. As we show in Appendix 6.A.4, this assumption implies that ŷ =
πrisky
medium

πsafe
medium

= 1.4844, if

we take πrisky

πsafe = 1.8306 from the EUKLEMS; however, we do not feel comfortable in matching

such a high value since there may also be other mechanisms that make the risky sector more
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productive than the safe sector. Examples are sorting by unobservable characteristics—see

for example Gautier and Teulings (2006)—and risk premia. Therefore, we match a somewhat

lower value, namely ŷ = 1.1. Accordingly, we set our target for the cross-sectional variance to

σ̂2 = 0.16, while the BHS dataset would suggest a value in the range of 0.2 to 0.3. The reason

why we match a somewhat lower variance is that we want to capture the difference between

risky sector variance and safe sector variance (and the latter is not zero in the data).

Combining the cross-sectional mean and variance with risky sector in and outflow

In addition to the targets for the cross-sectional mean and variance, we obtain two additional

targets via the risky sector job creation and destruction conditions (6.2) and (6.1); and we obtain

one additional target via the endogenous job destruction rate, which was already determined

in the previous step of our calibration strategy. This gives us five equations in four unknown

structural parameters and one unknown steady state value. We solve this system of equations

and get λ = 0.1038, μ = 0.0519, σ = 0.5332, k = 1.2653 (and xd = −0.7039), see Appendix

6.A.2 for details.

Parameter Value Description

λ 0.1038 Poisson rate productivity shock
μ 0.0519 mean productivity shock
σ 0.5332 standard deviation productivity

shock
k 1.2653 firing costs

Motivation: endog. job destruction (JOLTS, EUKLEMS); cross-sectional mean (EU-
KLEMS); cross-sectional variance (BHS); stocks and flows (OECD LFS, JOLTS, EU-
KLEMS)

Table 6.4: Calibration in order to match the cross-sectional distribution of US
productivity

6.5 Assessing the effects of EPL and rising riskiness

The calibrated model allows for simulation of steady state employment shares and relative

productivity by varying any of the model parameters. Of interest for this chapter is the whether

the response of an economy to an increase in the standard deviation of productivity shocks in

the risky sector, σ depends, upon the level of firing costs, k in a country. The simulations thus

consist of computing steady state employment and productivity outcomes for a wide range of k

and σ.

We conduct simulations that vary the exit cost parameter k to be consistent with the value of
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the OECD EPL indicator for each country in our data set, ranging from k = 1.27 to k = 6.53.14

This range is comparable to roughly one and a half month of production and seven months

of production or about one year of wages.15 For each simulated ’country’ (or value of k), we

generate 11 observations by varying σ or the standard deviation of productivity draws from 0.3

through 0.8. This describes well the range of productivity dispersion found across the industries

within the risky sector, and with suggestive evidence that there likely has been an increase over

time in the standard deviation of productivity shocks in the risky sector, σ.

We want to compare actual cross-county observations with the simulated data. Unfortu-

nately, in constructing the actual cross-country data set, there are no time series available on

the underlying variance of the shock for the risky sector. In the next paragraph we will describe

several pieces of evidence that show that riskiness has increased over time, in association with

increases in ICT. This evidence leads us to use ICT capital expenditure shares as a proxy for

riskiness in comparing model simulations with actual data.

In the following subsection we provide a description of the steady-state outcomes of the

main model variables as we vary k and σ. We follow with an empirical exercise comparing

simulated model outcomes with actual data. We run reduced form regressions of employment

share (and relative productivity) of the risky sector on EPL, riskiness, and their interaction.

These regression will be done using the simulated data set as well as actual cross-country time

series for the risky sector relative to the safe sector. The similarity of regression coefficients can

be seen as a validation of the model that was calibrated using other moments.

6.5.1 Does σ rise with ICT?

Ideally, the evolution of σ would be captured by a forward-looking measure of the underlying

productivity variance facing each firm as they decide between opening one type of vacancy versus

another. Instead, we have measures of the observed cross-sectional variance of productivity of

incumbent firms in manufacturing industries for a small selection of countries for the 1990s and

a slightly different measure of the variance for all industries in a larger selection of countries for

the 2000s. The latter are used as indicators of the relative riskiness of industries, but may not

14Examples of European countries with low EPL are Denmark and the UK; examples of European countries

with high EPL are Portugal and Italy. See Appendix 6.C for details.

15In the model we do not have capital in the production function so that wages and production are much closer

to each other.
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provide a good signal of changes over time in the variance of shocks to all risky ventures.

We do have empirical evidence suggesting that during this period the increasing adoption of

Information and Communications Technology (ICT) by firms is associated with an increase in

riskiness. In a recent paper, Brynjolfsson, McAfee, Sorell, and Zhu (2008) argue that the payoff

associated with ICT-related business investments comes from scaling up a successful venture

after it has shown its success in smaller-scale experiments. The upshot is that investing in such

experiments has a high chance of failure and a very small chance of a very high payoff. Data from

Compustat, linked to the Harte-Hank indicators on firm-level ICT investments, show that the

cross-sectional variance of profits of ICT-intensive firms versus non-ICT firms starts diverging

in the mid-1990s (Brynjolfsson, McAfee, and Zhu 2009).

Similar evidence is found by analyzing the ONS country/industry panel data set. Table 6.5

below shows results for the regression of the variance of the cross-sectional distribution of labor

productivity across firms in an industry on the percentage of workers with broadband access

within the industry. The data (labeled ONS/Eurostat in Table 6.1) cover the years 2001 through

2005, during which time the penetration of broadband was growing rapidly.16

σc,i,t = α+ βBc,i,t +
∑
j

δjDj + εc,i,t (6.6)

where σ is the standard deviation of industry productivity in country c, industry i, and year

t, B is the percentage of workers in the industry with access to broadband internet, and D are

dummy variables for each country, industry, and time periods. The regression is run both in

levels and first differences. In both cases, the correlation is significantly positive, as shown in

Table 6.5.17

Further evidence on the increasing risk associated with ICT comes from US job creation and

destruction data. Using our industry ICT-intensity ranking, we group the US industries into

high-ICT and low-ICT groups and create indicators of gross jobs flows and ’entry-exit jobs flows’

16Using similar data through 2010 for a larger selection of countries, the relationship is even stronger. See

Bartelsman et al. (2014).

17We ran the regression with all combinations of country, industry, and/or time dummies. In first differences,

all coefficients are significant and roughly equal in size. In levels, regressions with industry but no country

dummies gave an insignificant (negative) correlation. This points to the possibility of an omitted variable that

boosts both the variance of productivity and the use of broadband, for example declining prices of ICT goods

and services.
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Levels First-differences

β 0.97
(2.47)

2.03
(3.72)

R2 0.40 0.07
D.F. 650 461
Fixed effects country, industry, time country, industry, time

Source: Authors’ calculations using the ONS dataset (ONS 2008).

Table 6.5: Productivity variance and broadband use

(employment-weighted gross firm turnover) for the two aggregates. Next, we average the gross

job flows (job creation plus job destruction divided by employment) and entry-exit flows (job

flows of employees shed through firm exit plus hires at entering firms divided by employment)

for the periods 1986-1994 and 1995-2004. Table 6.6 shows that gross job flows increased over

time for the high-ICT industries, with little change for the low-ICT industries.

Gross Job Flows Entry-Exit Job Flows
1986–1994 1995–2004 1986–1994 1995–2004

High ICT Industries 17.5 23.1 6.8 10.4
Low ICT Industries 17.5 18.6 8.1 8.1

Source: Authors’ calculations using the LBD (Jarmin and Miranda, 2002).

Table 6.6: Gross job flows

6.5.2 Simulation results

The results of the simulation are presented in Table 6.7 and in Figure 6.5.2. The table shows

steady state outcomes for a list of variables for (i) the benchmark σ = 0.5 and (ii) a higher

σ = 0.75 to capture the introduction of the new ICT. This range represents a rough doubling

of the variance of the underlying productivity shocks in the risky sector. The response to this

shock differs substantially between economies with low and economies with high firing costs.

We see that in a country with low EPL it becomes more attractive to open jobs in the

risky sector (θ1 and e1 increase strongly) when a new technology with a greater variance arrives.

With low EPL, a country can benefit maximally from the option value to close a job if a

bad shock appears and we see that there will be more endogenous job destruction. Further,

productivity in the risky sector, ŷ, increases sharply because the increased variance combines

with the truncation of low draws. Aggregate productivity, π ≡ e0y+e1ŷ
e0+e1

, increases, both through

the intra-sector effect, the increase in ŷ, and the inter-sector effect, the increase in e1. Finally, we

use total output, including a measure of home production for non-participants, net of vacancy
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and search costs as a measure for social welfare, which is labeled as Ω in the table. Social welfare

unambiguously increases in a low EPL country as σ increases.

By contrast, in a high EPL country (k = 6.53) it becomes more costly to adopt the new

technology because it is very costly to exercise the shut-down option. Therefore, θ1 and e1

increase only slightly. Consequently, total productivity and welfare also increase only slightly in

a high-EPL country. The relatively small productivity increase is due to both a selection effect

(less truncation in the risky sector) and because the allocation response in the risky sector is

curtailed sharply relative to that in low-EPL countries.

Benchmark σ = 0.50 High σ = 0.75
k = 1.27 k = 4.91 k = 6.53 k = 1.27 k = 4.91 k = 6.53

xd -0.6976 -1.1650 -1.3812 -0.7439 -1.1888 -1.3943
λF (xd) 0.0069 0.0008 0.0002 0.0150 0.0051 0.0028

ŷ 1.0901 1.0492 1.0438 1.1709 1.0998 1.0773
S1(0) 3.9208 3.7513 3.7387 4.2649 3.9282 3.8363
θ1 1.4387 1.2056 1.1894 2.0142 1.4495 1.3186
e1 0.3732 0.3490 0.3487 0.5434 0.3872 0.3653

w1(0) 0.9594 0.9505 0.9499 0.9647 0.9351 0.9296
S0 2.2476 2.4161 2.4267 1.5651 2.2389 2.3385
θ0 1.2428 1.6595 1.6887 0.2922 1.2237 1.4563
e0 0.3543 0.3838 0.3845 0.1677 0.3414 0.3656
w0 0.9655 0.9629 0.9627 0.9760 0.9656 0.9641
u 0.0409 0.0357 0.0353 0.0573 0.0399 0.0375

e1/(e0 + e1) 0.5130 0.4763 0.4756 0.7642 0.5314 0.4998
π 1.0462 1.0234 1.0208 1.1306 1.0531 1.0386
Ω 0.9238 0.9187 0.9177 0.9466 0.9313 0.9260

Table 6.7: Model simulation

The left panel of Figure 6.5.2 illustrates the effects of changing σ on employment, for different

levels of k. If the firing costs are low enough, employment in the risky sector increases with

σ because more vacancies are opened in the risky sector which implies that fewer unemployed

workers are available for the safe sector. For higher firing costs, σ needs to be higher before

risky sector employment ’escapes’ from full labor hoarding and can benefit from the increased

risk by truncating the bad draws. For a given level of riskiness, employment in the risky sector

decreases with firing costs, k, although the effect is small with low levels of σ or high firing costs.

The reduced effect of firing costs on employment share with low σ occurs because the amount

of firing becomes very small as the firing threshold shifts to the left.

The right panel of Figure 6.5.2 shows that aggregate productivity and welfare decreases in k

and increases in σ. The relative productivity of the risky sector decreases with k because high

exit costs shift the threshold of firing to a lower level of productivity. Aggregate productivity
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Figure 6.1: Model Simulations, varying riskiness: σ

decreases rapidly when k increases, both because the relative productivity declines and because

the share of resources allocated to the risky sector declines.

To state the results differently, we can look at the economic benefits that a policy maker

could expect to achieve by reducing EPL, say from the level of Portugal, k = 6.53, to that

of the Netherlands, k = 4.91.18 We can track what happens to risky sector productivity and

employment share, as well as aggregate productivity and our measure of social welfare, when

EPL is reduced in a period of low technological uncertainty, and contrast it to the benefits in

a period of high uncertainty. When uncertainty is relatively low, endogenous job destruction

will increase, but continues to remain low. The intra-sector productivity channel is very weak,

with only a slight increase in ŷ, and the effect on employment share in the risky sector also is

negligible. By contrast, when riskiness is high, risky sector productivity increases by 2 percentage

points, as does risky sector employment share. Our welfare measure rises by less than aggregate

productivity, because of an increase in costs associated with reallocation. In our simulation, the

largest effects are found by reducing EPL further, to the level of the US. When technological

uncertainty is high, this will boost aggregate productivity by nearly 10 percentage points.

Overall, the allocation of workers to the risky sector is not very sensitive to firing costs when

σ is low and when firing costs are high, because essentially all jobs are ’hoarded’. Further, the

effect of firing costs on risky sector allocation and productivity becomes stronger (more negative)

18The mapping from k in our model to the cardinal value of the OECD indicator of EPL for regular jobs, is

given in the appendix.
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as σ increases and k decreases. In section 6.6 we show that this non-linear pattern is confirmed

in the data. Below, we provide evidence that low and high-EPL countries indeed respond

differently to the arrival of new risky technology associated with the adoption of information

and communication technologies. This helps explain the slowdown in productivity in the EU

relative to the US since the mid-1990s.

6.5.3 Simulated and actual data regressions

As a first step to validate the model we compare regression results from simulated and actual

data using the following equation:

depc,t = a0 + ασt + βkc,t + γkc,tσt + FE + εc,t (6.7)

where depc,t is the dependent variable, either the employment share in the risky sectory, e1
e0+e1

,

or the relative productivity of the risky sector, ŷ. FE represents fixed effects. Based on the

model simulation results, we expect a significantly negative coefficient on γ, namely that the

negative impact of exit costs on risky sector employment is larger for higher σ. For the relative

productivity of the risky sector as a dependent variable we also expect a negative γ for the

simulated data, given the results shown in Table 6.7 and Figure 6.5.2 above.

In the simulated data, steady states of e1
e0+e1

and ŷ are computed for a grid of k and σ values,

as described above, where σ values are indexed by t, and k values only by c. Given the inclusion

of fixed effects, α and β are not separately estimated for the simulated data. In the actual data,

the risky and safe sectors are defined using the dispersion measure of industry riskiness.19 In

the actual data, c denotes country (see appendix for listing) and t denotes time period (from

1995 through 2005). Exit costs kc,t are measured using the OECD cross-country panel data for

EPL on regular jobs.

As discussed above, the variable σt is proxied by a measure of ICT use in the risky sector in

the US. We compute the ratio of ICT capital compensation to value added for each US industry

in the EUKLEMS dataset, and aggregate this measure for the risky sector. Next, we normalize

the series to vary over the sample period such that it spans the same range of σt as in the

19The results do not substantively vary when aggregating safe and risky using the different proxies used to

rank the industries by riskiness, as described in section 6.3.
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simulated data.20

Table 6.8 provides estimates of γ following equation 6.7. Using the simulated data, the

coefficient on the interaction between riskiness and exit costs is significantly negative, both for

the share of employment in the risky sector and for the relative labor productivity in the risky

sector. This shows, conform the results from table 6.7, that employment in the risky sector is

held back more by EPL, and productivity is retarded more by EPL as riskiness increases. The

same qualitative results hold in the actual data. If indeed ICT intensity (or a time trend) is a

good proxy for σ, these regressions show the similarity of features of the simulated and actual

data that were not used in calibration of the model.

However, as the coefficient magnitudes for the employment share regressions show, the inter-

action effect, γ, for the simulated data is about 7 times larger than for the actual data. For the

relative productivity regression, γ is six times larger for the actual data than for the simulated

data. By adjusting the range of σ used in defining the time trend for the interaction term in

the actual data, we could make the actual and simulated coefficient coincide for one of the two

regressions, but the difference would increase for the other regression. Our interpretation of

this is that the simulated data, which shows steady-state values of endogenous variables under

different values of k and σ and abstracts from consumer switching frictions, overstates the scope

for intra-sectoral shifts in employment that can occur in the actual economy.

Simulated data Actual data
Labor Share Labor Productivity Labor Share Labor Productivity

γ −17.2
(30.2)

−0.05
(82.3)

−1.61
(4.68)

−0.31
(4.13)

R2 0.97 0.99 0.98 0.82
D.F. 169 169 169 169
Fixed effects k, σ k, σ country,time country,time

Table 6.8: Estimates of γ: Simulated and Actual data
t-statistic in parenthesis. Period: 1995-2005; Risky Industry split: productivity dispersion; ExitCost:

EPLRegular. See Appendix 6.C for country listing.

6.6 Direct evidence

This section shows that our main result that EPL reduces employment in the risky sectors can

also be identified in the data with a difference-in-difference approach. We explore the empirical

20Very similar estimates for γ are obtained when σt is proxied with a time trend.
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relationship between EPL and the allocation of resources to industries that differ in riskiness.

We also consider the relationship between EPL and total factor productivity (TFP) growth. The

model predicts that (i) risky industries have relatively higher levels of employment (growth) in

countries with low firing costs versus countries with high firing costs; (ii) risky industries have

relatively high productivity growth in low EPL countries; (iii) the effect of increases in riskiness

on employment is larger (in absolute value) in countries with low firing costs and the effects of

firing costs on employment are larger (in absolute value) in risky sectors. For productivity, the

model shows that the effect of riskiness is larger with low firing costs, but this sensitivity is less

pronounced than for employment allocation. Table 6.1 provides an overview of the data used

for this exercise. We use the share of hours worked in an industry relative to total hours worked

in all industries in each country and time period as the main variable to be explained.21 We

also provide empirical results for employment growth and TFP growth.

The results are presented for a regression equation of the following general form:

depc,i,t = α+ βkc,t + γkc,tR(σ)i + FE + εc,i,t (6.8)

where depc,i,t is the dependent variable. Our main results are for regressions using labor share,

or the ratio of hours worked in industry i, country c and year t relative to total hours in that

country and year. Further results are presented for employment growth and TFP growth as

dependent variables. The exogenous variable kc,t is the firing cost or exit cost indicator, and

R (σ)i is the rank of the industry risk, with a higher rank being more risky. The parameter γ

measures the effect of the regulatory environment interacted with the indicator of industry risk

on the share of employment in the industry. Depending on specification, industry and country

fixed effects FE (mean levels, including the level effect of Ri or country and industry mean

levels and industry trends ) are swept out with appropriate dummy variables.22 This type of

specification has become widespread in evaluation of the impact of policy or environment on

performance, e.g. Rajan and Zingales (1998). Essentially, the equation parses out how changes

in the policy, here kc,t, differentially impact different sectors, based on the expected sensitivity of

21We limit our study to industries in the Market Sector, defined similarly to that in the EUKLEMS dataset. The

market sector includes industries in manufacturing, trade, finance and business services, but excludes agriculture,

government and services. We also exclude utilities and nuclear fuel production.

22Country fixed effects are insignificant and numerically very close to zero when the dependent variable is the

share of employment and the level effect of k is included.
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the sector to the policy change. To our knowledge, we are the first in this literature to explicitly

model how the ranking and the policy interact instead of relying on reasoned assumption about

how the sensitivity varies.23

Table 6.9 presents the baseline results for the full sample of all countries with available data

for the period 1995-2005.24 The firing cost variable used is the OECD indicator for stringency of

employment protection for regular workers, and the riskiness indicator is based on the dispersion

(the ratio of top quartile to mean) of labor productivity within an industry in each of the

countries in the ONS dataset. The first column shows the results with labor share as the

dependent variable when fixed effects control for industry means and industry trends; the next

columns shows the results for employment growth and TFP growth, using country, industry

and time fixed effects. The variable labor share is defined as the share of hours worked for

that industry as a percentage of total hours for that country and year. The interpretation of the

coefficient, γ, is as follows: A movement of the EPL index by 1 point, (say from the French value

of 2.5 to the Danish value of 1.5), will increase the share of employment in the riskiest industry

(rank= 0.5) by slightly more than 0.5 percentage point, while reducing the share of employment

in the safest sector (rank= −0.5) by the same amount. In growth rates, the interpretation is

that a one point movement of EPL will boost TFP growth in the riskiest sector by slightly more

than 0.5 percentage point.25

Table 6.10 shows the result after allowing the regression coefficients α, β, and γ, to vary for

four groups of observations, split by countries with high versus low firing costs, and by industries

with high risk and low risk. For all four groups, the estimate of γ in the labor share regression

is negative. With the 2-way clustered robust standard errors the effective sample size becomes

rather small, and the coefficient is not significant at the 10% level for the groups of low-risk

industries. Looking across the rows, the (absolute value of the) impact of firing costs is higher

23Because the employment share variable is bounded between zero and one, we have replicated the estimates

with a logistic transformation of the dependent variable. The qualitative results, equation fit, and p-level of all

estimates are roughly equivalent, but the parameter value is less easily interpreted.

24In all our specifications we correct for heteroskedasticity in errors that can occur in our country/industry

panel, using 2-way industry and country clustering, as proposed by Cameron, Gelbach and Miller. (2011).

25The level effect of the exit costs, β, is not shown. For the dependent variable labor share, the inclusion of

industry fixed effects results in the coefficient to capture small interactions between means of EPL and means of

shares over time and countries. The coefficient is always very insignificant and close to zero in magnitude. For

TFP growth β usually is insignificantly negative, as well known from the literature.
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Labor share Labor growth TFP growth

γ −1.08
(2.55)

−0.89
(2.65)

−1.21
(2.79)

R2 0.82 0.25 0.11
D.F. 4840 4795 4245
Fixed effects ind mean+trends ctry,ind,time ctry,ind,time

Table 6.9: Estimates of γ: Main regression results
t-statistic in parenthesis. Period: 1995-2005; Industry rank: productivity dispersion; ExitCost:

EPLRegular. See Appendix 6.C for country and industry listing. Robust estimation of error variances

using 2-way industry and country clusters for employment, industry clusters for TFP

in the high-risk industry sub-sample, consistent with the outcome of the model simulation. In

the model, firing costs become particularly onerous when riskiness is high. Looking down the

columns, the impact of firing costs is lower with high firing costs, also consistent with the model.

When firing costs already are high, there is less scope for a further reduction in employment

share by raising these costs because the amount of firing already is minimal. A similar story is

seen when the dependent variable is employment growth. These results are shown in table 6.11.26

Industry sub-sample
Country sub-sample Low risk High risk

Low firing cost −2.13
(4.49)

−3.65
(7.04)

High firing cost −1.42
(3.60)

−2.18
(4.90)

Table 6.10: Labor share: Country/Industry sub-samples
t-statistic in parenthesis. Period: 1995-2005; Industry Rank: productivity dispersion; ExitCost:

EPLRegular; Fixed Eff: industry means & trends. Robust errors clustered 2-way by industry and

country. See Appendix 6.C for country and industry listing.

Industry sub-sample
Country sub-sample Low risk High risk

Low firing cost −0.78
(0.61)

−2.41
(1.99)

High firing cost −0.68
(0.74)

−2.13
(2.49)

Table 6.11: Labor growth: Country/Industry sub-samples
t-statistic in parenthesis. Period: 1995-2005; Industry Rank: productivity dispersion; ExitCost:

EPLRegular; Fixed Eff: country,industry,time. Robust errors clustered 2-way by industry and country.

See Appendix 6.C for country and industry listing.

Next, we address the issue whether entry costs or financial development rather than firing

26In the model, the effect of EPL interacted with riskiness on productivity does not vary systematically with

the magnitude of EPL and riskiness. We find that the negative coefficient of productivity growth regressed on

interacted EPL does not vary systematically in the space of EPL and riskiness, as shown in the above tables for

employment.
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costs are causing the small employment share of risky sectors.27 Because firms in both the safe

and risky sector must pay the entry fee, we would not expect that the first-order effect of higher

entry costs would discriminate between them. However, given the shorter expected life of a job

in high risk sectors, fewer vacancies are needed to maintain a given level of employment in the

safe than in the risky sector, so that the relative size of the sector increases with an increase in

entry costs. In a simulation of the model, high entry fees (keeping the ratio of c0/c1 constant)

indeed decreases the relative size of the risky sector. However, in our calibration the effect of an

increase in entry fees is relatively small compared to the effect of an increase in firings costs.

Our empirical findings, using a collection of indicators on costs of doing business, from

Djankov et al. (2002), likewise are mixed. When we run our basic specification of employment

share in an industry regressed on the entry cost indicator, and the indicator interacted with

the industry riskiness ranking, we sometimes find significantly negative effects on the interacted

entry-cost term. So, for example, as seen in Table 6.12, in countries where the time to start a

business is high, high risk industries will have lower employment. When we included both entry

and exit costs, Table 6.12 shows that the coefficient on the interacted employment protection

variable remains significant when the entry costs variables are included, but that the size of the

coefficient is reduced slightly. Importantly, the exit effect on labor share remains significantly

negative when entry costs are included. Further, in most specifications the entry cost coefficient

is no longer significantly negative when exit costs are included. An exception is formed by the

time to start a business, which remains significantly negative in all specifications.

The regression for employment and TFP growth likewise show some significant effects for the

entry indicators alone, but when entry and exit indicators are both included the exit indicator

generally is significantly negative, while the entry indicator becomes insignificant. The time

to start a business indicator is an exception, with the exit cost no longer being significantly

negative.28

In a seminal paper, the level of financial development in a country has been found to harm

the performance of sectors that rely on external finance (Rajan and Zingales, 1998). In our

context, it is likely that entry in the risky sector depends on financial development as well.

27See Koeniger and Prat (2007) for a model with both entry and firing cost.

28Using other industries riskiness rankings, for example based on broadband penetration, exit costs remain

significantly negative even when time to start a business is included.
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Entry Cost Indicator only γentry γentry γexit

Starting a Business - # of procedures −0.30
(2.57)

−0.22
(2.14)

−0.74
(2.08)

Starting a Business - time (days) −0.21
(2.51)

−0.16
(2.16)

−0.60
(1.93)

Starting a Business - cost (pct of capital) −0.01
(1.05)

−0.00
(0.63)

−1.00
(2.69)

Difficulty of hiring (index) −0.03
(3.19)

−0.01
(1.15)

−0.97
(2.09)

Barriers to entrepreneurship −0.92
(1.14)

−0.50
(0.67)

−1.02
(2.63)

Barriers to entrp. license and permits 0.40
(2.25)

0.33
(2.01)

−0.99
(2.44)

none. (only exit cost: EPLRegular) −1.08
(2.55)

Table 6.12: Labor share regressed on exit and exit+entry costs
t-statistic in parenthesis. Period: 1995-2005; Industry rank: productivity dispersion; Exit Cost:

EPLRegular; Fixed Eff: industry means & trends. Robust errors clustered 2-way by industry and

country.

Entry Cost Indicator only γentry γentry γexit

Starting a Business - # of procedures −0.02
(0.27)

0.10
(2.02)

−1.05
(3.65)

Starting a Business - time (days) −0.16
(4.73)

−0.11
(3.69)

−0.56
(1.54)

Starting a Business - cost (pct of capital) −0.00
(0.21)

0.00
(0.36)

−0.93
(3.02)

Difficulty of hiring (index) −0.02
(1.52)

−0.01
(0.40)

−0.83
(2.06)

Barriers to entrepreneurship −0.54
(0.56)

−0.16
(0.18)

−0.88
(2.96)

Barriers to entrp. license and permits 0.26
(1.61)

0.21
(1.18)

−0.84
(2.32)

none. (only exit cost: EPLRegular) −0.89
(2.65)

Table 6.13: Labor growth regressed on exit and exit+entry costs
t-statistic in parenthesis. Period: 1995-2005; Industry rank: productivity dispersion; Exit Cost:

EPLRegular; Fixed Eff: industry means & trends. Robust errors clustered 2-way by industry and

country.

Entry costs will be higher in countries with poorly developped financial markets, and maybe

disproportionately so for the risky sector. Further, high levels of ’financial frictions’ could affect

exit decisions. Credit constraints may force suboptimal exit of firms hit by negative shocks.

These also would reduce the ex-ante incentive of entry into the risky sector.

We assess the role of financial market variables, drawn from the World Bank GFDD (Martin

ihk, Asl Demirg-Kunt, Erik Feyen, and Ross Levine, 2012), in a similar way to that of entry

costs, namely by running the baseline regressions with an interaction of the policy indicator

and EPL, and by running the regressions with both this interaction and a second interation

term with EPL and risk. We consider Financial System Deposits, Stock Market Capitalization,

Private Credit by Deposit Money Banks, Private Credit by Other Financials, and Private Bond
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Entry Cost Indicator only γentry γentry γexit

Starting a Business - # of procedures −0.32
(1.92)

−0.14
(0.76)

−1.00
(2.07)

Starting a Business - time (days) −0.29
(4.88)

−0.25
(3.49)

−0.43
(0.83)

Starting a Business - cost (pct of capital) −0.01
(0.75)

0.01
(0.83)

−1.41
(2.57)

Difficulty of hiring (index) −0.00
(0.11)

0.02
(1.46)

−1.45
(2.72)

Barriers to entrepreneurship −4.27
(2.74)

−3.29
(1.93)

−0.87
(1.83)

Barriers to entrp. license and permits 0.61
(2.32)

0.51
(1.85)

−1.07
(2.36)

none. (only exit cost: EPLRegular) −1.21
(2.79)

Table 6.14: TFP growth regressed on exit and exit+entry costs
t-statistic in parenthesis. Period: 1995-2005; Industry rank: productivity dispersion; Exit Cost:

EPLRegular; Fixed Eff: industry means & trends. Robust errors clustered 2-way by industry and

country.

Market Capitalization, all in logs of the ratio to GDP.

The results could be presented in tables similar to tables 6.12 through 6.14, but the results

are straightforward. We find that the EPL interaction term does not differ substantially from

the baseline, and never loses its significance when financial development indicators are added.

Further, when both interaction terms are included, the only significant effect for financial fric-

tions is found for the variable ’Private Credit by Deposit Money Banks. When this variable

increases, employment growth and TFP growth are boosted in risky sectors.

In Appendix 6.B, various other robustness checks are conducted, with variations in the

country sample used, the time periods, the indicators for industry riskiness, and the variables

related to layoff and exit costs. We also check to see if the interaction term differs between

tradeable and non-tradeable sectors. Overall, our results are extremely robust: higher firing costs

are associated with lower employment shares and employment growth in high risk industries.

The effect is never lower in the latter part of the sample period, consistent with the outcome

of the model simulation with rising risk. The effect varies a bit across the different country

samples, and it seems that inclusion of the transition economies weakens the effect. The effect

is slightly higher for non-tradeables. Most of the exit cost indicators used give significantly

negative γ estimates, regardless of which of the industry riskiness-rank indicators we select.

As an additional robustness check, we randomly select 1200 industry rankings from all pos-

sible ordinal rankings of our 26 industries and run our baselines employment share regression to

estimate the parameter γ for each ranking. The regressions are based on ’all countries’, for the

period 1995-2005, use EPL Regular as exit cost indicator, and include industry fixed effects and
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industry time trends. All the estimates of γ reported in this chapter, as well as the estimates

of γ for all the permutations of firing costs, rankings, and samples we have explored, fall well

within the 5 percent largest negative estimates in our regressions with random rankings. Our

preferred estimate with the productivity dispersion as industry ranking and EPL Regular as

firing cost indicator lies among the 1 percent largest (absolute) effects of firing costs.

6.7 Final remarks

In this chapter we argue that the extent to which a country can benefit from the advantages

of risky technologies depends on the institutional arrangements on firing and bankruptcy. The

more employment protection there is, the more costly it is to exercise the job destruction or firm

exit option. This mechanism can explain why the US was better able to explore the benefits of

the new information technology starting in the mid-1990s. We construct a matching model with

endogenous technology choice (risky or safe) and find that if we calibrate the model to the US

that firing cost are in the order of about one month of production. If we increase this level to

European levels (7 months of production), this reduces the aggregate productivity response to

increased riskiness by about 9 percent, partly through a direct reduction of average productivity

in the risky sector, and partly through a sizeable reduction of activity (employment) in the risky

sector.

One of our simplifying assumptions was that workers are risk neutral. A natural question to

ask is whether EPL is more desirable if workers are risk averse? This is not obvious since EPL

makes the unemployment state less attractive because it increases unemployment duration and

risk averse workers prefer the differences between the good and bad state to be small. In other

words, it puts the burden of unemployment on a smaller group. Also, we did not look at the

interaction between unemployment insurance (UI) and EPL. In richer models where optimal UI

benefits and EPL are determined jointly, optimal EPL may well be positive.

In future work we want to further explore the role of risky technologies on long term pro-

ductivity and growth. Simple simulations show that if the price of financing risky projects

increases and it becomes more costly to open risky vacancies, this can have substantial effects

on productivity.
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Appendix 6.A Model and calibration details

6.A.1 Model details

In this appendix, we lay out the model details. We first describe the setup for the matching

process and explain the Bellman equations. Then, we prove the analytical characterization of

the equilibrium that was given in proposition 1.

6.A.1.1 Matching process

The setup for the matching process is the same for both sectors. In sector i, the total number

of matches follows from a Cobb-Douglas function

Mi = ξuηi v
1−η
i (6.9)

where ui represents the number of efficiency units of unemployed job seekers and vi represents

the number of vacancies. The number of efficiency units of unemployed job seekers is equal to

the product between the number of unemployed job seekers u and the average search intensity

si, that is ui = siu.

The average job finding probability can be written as

mi =
Mi

u
= siξ

(
θi
si

)1−η
(6.10)

where labor market tightness is defined as θi ≡ vi
u . Note that this concerns the average job

finding probability rather than the individual job finding probability. Although they equal

to each other in a symmetric equilibrium, it is important to make the distinction in order to

determine the optimal search intensity of an individual job seeker. The job finding probability

of an individual job seeker who is searching with intensity s∗i can be written as

m∗i = s∗i
mi

si
= s∗i ξ

(
θi
si

)1−η
. (6.11)

Unemployed job seekers, who receive unemployment benefits b, search in both sectors at the

same time. In order to do so, they face a cost of searching that is convex in search intensity.
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For simplicity, we assume that search costs are quadratic

1

2
zi (s

∗
i )

2 . (6.12)

The asset value for the individual job seeker can then be written as

rU = max
s∗0,s

∗
1

{
b− 1

2
z0 (s

∗
0)

2 − 1

2
z1 (s

∗
1)

2 +m∗0 [E0 − U ] +m∗1 [E1 (0)− U ]

}
(6.13)

where the asset values for workers employed in the safe and risky sector are described in the

next subsection. The individual job seeker takes aggregate labor market tightness as given when

choosing his search intensities s∗0 and s∗1. The first-order conditions are given by

z0s
∗
0 =

m0

s0
[E0 − U ] (6.14a)

z1s
∗
1 =

m1

s1
[E1 (0)− U ] . (6.14b)

In a symmetric equilibrium, we have s∗i = si and m∗i = mi, which allows us to express the

optimality conditions in terms of aggregate variables rather than individual variables

z0s
2
0 = m0 [E0 − U ] (6.15a)

z1s
2
1 = m1 [E1 (0)− U ] . (6.15b)

The optimality conditions can be used to simplify the asset value of being unemployed

rU = b+
1

2
m0 [E0 − U ] +

1

2
m1 [E1 (0)− U ] (6.16)

which, in the symmetric equilibrium, is the same for the individual job seeker as for the repre-

sentative job seeker.

The optimality conditions can also be used to substitute out the search intensities from the

average job finding probabilities. For both sectors, rewrite the optimality condition via the Nash

bargaining equation and the free entry condition (given in the next subsection) to express the

search intensity in terms of labor market tightness

si =

√(
β

1− β

ci
zi
θi

)
(6.17)
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which, in turn, can be used to substitute out the search intensity from the expression for the

job finding probability

mi =

(
β

1− β

ci
zi

) 1
2
η

ξθ
1− 1

2
η

i . (6.18)

6.A.1.2 Bellman equations

The asset value of being unemployed was just derived in the previous subsection. In this sub-

section, we continue with the other asset values.

Let Vi be the asset value of a vacancy in sector i and let Ji(x) be the asset value of a filled

job. Free entry of vacancies implies

rV0 = −c0 +
m0

θ0
[J0 − V0] = 0 (6.19a)

rV1 = −c1 +
m1

θ1
[J1(0)− V1] = 0. (6.19b)

Note that matches in the risky sector start at x = 0. Firms pay vacancy creation costs ci and

their vacancies switch to filled jobs at rate mi
θi
. Under free entry, all profit opportunities are

exploited in equilibrium so the value of opening a vacancy must be equal to zero in expectation.

Let S0 be the value of the surplus of a match in sector 0 and let S1 (x) be the value of the

surplus of a type-x match in sector 1. Then, we have the following surplus equations

S0 = J0 + E0 − U (6.20a)

S1 (x) = J1 (x) + E1 (x)− U (6.20b)

where E0 and E1 (x) are the asset values for workers employed in the safe and risky sector,

respectively, which are described below.

By our assumption that wages are determined by a generalized Nash bargaining solution

with worker bargaining power β, wages implicitly follow from

E0 − U = βS0 (6.21a)

J0 = (1− β)S0 (6.21b)
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for the safe sector, and

E1 (x)− U = max {0, βS1 (x)} (6.22a)

J1 (x) = min {(1− β)S1 (x) , S1 (x)} (6.22b)

for the risky sector. The threshold value for x below which a job in the risky sector is destroyed,

xd, is implicitly determined by the reservation value property that

J1 (xd) = −k. (6.23)

As long as a job is more valuable (less invaluable) than paying the exit costs k, it is optimal

for the firm to remain operational. So the higher k, the lower the exit threshold. Similarly, the

participation constraint for employed workers is that they should be at least as well of as when

they are unemployed, implying that

E1 (xd) = U. (6.24)

The match surplus is negative for sufficiently low realizations of x and at the least productive

match the surplus is equal to the negative of the exit costs

S1 (xd) = −k. (6.25)

The asset value of a filled vacancy in the safe sector is given by

rJ0 = y − w0 − δJ0. (6.26)

The production of a match in the safe sector is always equal to y out of which the worker

receives a wage w0. In the safe sector, matches only end when they are hit by an exogenous

job destruction shock, which occurs at rate δ. In the risky sector, in contrast, job destruction

also occurs for endogenous reasons and in such cases firms must pay exit costs k. When a job

(whether in the safe or risky sector) is hit by an exogenous job destruction shock those costs do

not have to be paid. For any realization x, the asset value of a filled vacancy in the risky sector

is given by

rJ1 (x) = y+x−w1 (x)−δJ1 (x)+λ

(∫ xu

xd

[J1 (z)− J1 (x)] dF (z)− F (xd) (J1 (x) + k)

)
. (6.27)
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The production of a type-x match in the risky sector is equal to y + x out of which the worker

receives a wage w1 (x). A job can be destroyed for exogenous reasons (no exit costs have

to be paid) and also for endogenous reasons (exit costs have to be paid). The arrival rate

of the exogenous job destruction shock is again δ. Endogenous job destruction occurs when

a new productivity shock arrives (at rate λ) and the new productivity draw falls below the

endogenous exit threshold xd (with probability F (xd)). If the new productivity draw falls above

the endogenous exit threshold, the firm will remain operational and the gain or loss will be equal

to [J1 (z)− J1 (x)], where z is the new productivity draw. The upper support of F (x) can be

arbitrary large.

The asset value for workers employed in the safe sector is simply equal to

rE0 = w0 − δ [E0 − U ] . (6.28)

Workers receive a wage w0 and their job is destroyed for exogenous reasons at rate δ. The asset

value for workers employed in the risky sector is equal to

rE1 (x) = w1 (x)− (δ + λF (xd)) [E1 (x)− U ] + λ

∫ xu

xd

[E1 (z)− E1 (x)] dF (z) . (6.29)

Workers receive a wage w1 (x) and their job is destroyed for exogenous or endogenous reasons

at rate δ + λF (xd). At rate λ (1− F (xd)) a new productivity draw arrives that falls above the

endogenous exit threshold xd. In such cases, the gain or loss will be equal to [E1 (z)− E1 (x)],

where z is the new productivity draw.

6.A.1.3 Equilibrium conditions and proof

From the Bellman equations described in the previous subsection we can derive the job destruc-

tion condition for the risky sector and the job creation conditions for the safe and risky sector

that we summarized in proposition 1. Together they jointly determine θ0, θ1, and xd. In this

subsection, we give the derivations.

Start with the safe sector surplus equation (6.20a). The appropriate discount rate for the

safe sector is r + δ. The safe sector surplus equation in flow form is therefore

(r + δ)S0 = (r + δ) J0 + (r + δ) [E0 − U ] . (6.30)
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The firm surplus can be substituted out via (6.26) and the worker surplus can be substituted

out via the difference between (6.28) and (6.16)

(r + δ)S0 = y − b− 1

2
m0 [E0 − U ]− 1

2
m1 [E1 (0)− U ] . (6.31)

Use the Nash bargaining equations (6.21a) up to and including (6.22b) to rewrite this expression

in terms of firm surplus

(r + δ)
1

1− β
J0 = y − b− 1

2
m0

β

1− β
J0 − 1

2
m1

β

1− β
J1 (0) . (6.32)

Use the free entry conditions (6.19a) and (6.19b) to rewrite this expression in terms of labor

market tightness

(r + δ)
1

1− β

θ0c0
m0

= y − b− 1

2
m0

β

1− β

θ0c0
m0

− 1

2
m1

β

1− β

θ1c1
m1

. (6.33)

Rearrange some terms to arrive at the safe sector job creation condition

m0

θ0
=

(
r + δ + 1

2βm0

)
c0

(1− β) (y − b)− 1
2βθ1c1

. (6.34)

Continue with the risky sector surplus equation (6.20b). The appropriate discount rate for

the risky sector is r + δ + λ. The risky sector surplus equation in flow form is therefore

(r + δ + λ)S1 (x) = (r + δ + λ) J1 (x) + (r + δ + λ) [E1 (x)− U ] . (6.35)

The firm surplus can be substituted out via (6.27) and the worker surplus can be substituted

out via the difference between (6.29) and (6.16)

(r + δ + λ)S1 (x) = y+x+λ

∫ xu

xd

S1 (z) dF (z)−λF (xd) k−b−1

2
m0 [E0 − U ]−1

2
m1 [E1 (0)− U ] .

(6.36)

Calculate the difference S1 (0) − S1 (xd). Most terms including the integral drop out. Rewrite

using the reservation value property S1 (d) = −k

S1 (0) =
−xd

r + δ + λ
− k. (6.37)
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Use the Nash bargaining equation (6.22b) and the free entry condition (6.19b) to rewrite the

left-hand side in terms of labor market tightness

1

1− β

θ1c1
m1

=
−xd

r + δ + λ
− k. (6.38)

Rearrange some terms to arrive at the risky sector job creation condition

m1

θ1
=

(r + δ + λ) c1
(1− β) (−xd − (r + δ + λ) k)

. (6.39)

To derive the implicit expression for the risky sector job destruction margin go back to

(r + δ + λ)S1 (x) = y+x+λ

∫ xu

xd

S1 (z) dF (z)−λF (xd) k−b−1

2
m0 [E0 − U ]−1

2
m1 [E1 (0)− U ] .

(6.40)

Integrate this expression by parts29 and rewrite using the reservation value property S1 (xd) =

−k.

(r + δ + λ)S1 (x) = y+x+λ

∫ xu

xd

S′1 (z) (1− F (z)) dz−λk−b−1

2
m0 [E0 − U ]−1

2
m1 [E1 (0)− U ] .

(6.41)

The derivative of the risky sector surplus is simply the reciprocal of the discount factor implying

that

(r + δ + λ)S1 (x) = y+x+
λ

r + δ + λ

∫ xu

xd

(1− F (z)) dz−λk−b−1

2
m0 [E0 − U ]−1

2
m1 [E1 (0)− U ] .

(6.42)

Use the Nash bargaining equations (6.21a) up to and including (6.22b) to express the worker

surplus in terms of firm surplus

(r + δ + λ)S1 (x) = y+x+
λ

r + δ + λ

∫ xu

xd

(1− F (z)) dz−λk−b−1

2
m0

β

1− β
J0−1

2
m1

β

1− β
J1 (0) .

(6.43)

Use the free entry conditions (6.19a) and (6.19b) to express the firm surplus in terms of labor

29The rule is
∫ xu

xd
q (z) r′ (z) dz = q (z) r (z) |xu

xd
− ∫ xu

xd
q′ (z) r (z) dz. For q (z), we use q (z) = S1 (z) and q′ (z) =

S′
1 (z). For r (z), we use r′ (z) = f (z) and r (z) = F (z)− 1. Note the −1 which simplifies the derivations.
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market tightness

(r + δ + λ)S1 (x) = y+x+
λ

r + δ + λ

∫ xu

xd

(1− F (z)) dz−λk−b−1

2
m0

β

1− β

θ0c0
m0

−1

2
m1

β

1− β

θ1c1
m1

.

(6.44)

Finally, evaluate this expression in x = xd and rewrite using the reservation value property

S1 (xd) = −k. This brings us to the implicit expression for the risky sector job destruction

margin

y + xd = b+
1

2

β

1− β
(θ0c0 + θ1c1)− λ

r + δ + λ

∫ xu

xd

(1− F (z)) dz − (r + δ) k (6.45)

which completes the proof of proposition 1.

For completeness, we also give here the steady-state flow equations as well as the accounting

identity for the labor force

m0u = δe0 (6.46a)

m1u = (δ + λF (xd)) e1 (6.46b)

l = e0 + e1 + u (6.46c)

from which we can calculate the steady-state unemployment rate and the sizes of the safe and

risky sector. l is the size of the labor force, which is calibrated.

6.A.2 Calibration details

Step 1. Fix y = 1, r = 0.004, β = 0.5, b = 0.5, η = 0.5, and ξ = 0.3.

Step 2.1. Set l = 0.7684 and δ = 0.0267.

Step 2.2. The targets for the labor market stocks are u = 0.0423, e0 = 0.3394, and e1 = 0.3867.

The targets for the labor market separation rates are δ = 0.0267 and δ+ λF (xd) = 0.0348. Via

the safe and risky sector steady-state flow equations,

m0u = δe0 (6.47a)

m1u = (δ + λF (xd)) e1 (6.47b)

we can solve for the implied job finding probabilities. This gives m0 = 0.2141 and m1 = 0.3181.

For both sectors, there is a one-to-one mapping between the job finding probability mi and the
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labor market tightness θi. The mapping depends on the vacancy cost parameter ci and the

search cost parameter zi, which we (at this stage) still need to calibrate.

We do not have appropriate industry-level vacancy data and therefore we cannot distinguish

between safe and risky sector vacancy creation costs. It seems reasonable, however, that risky

sector vacancy creation costs are higher than safe sector vacancy creation costs, since these

costs also include capital installment costs—the risky sector has, for example, a much higher

broadband penetration. We therefore assume that c1
c0

≡ αc = 2. Furthermore, we see no reason

to distinguish between search costs for the safe and risky sector and therefore we assume that

z1
z0

≡ αz = 1.

These relative costs are sufficient to pin down the relative labor market tightness θ1
θ0

from the

relative job finding probability m1
m0

. After dividing the expression for the job finding probability in

the risky sector by the expression for the job finding probability in the safe sector and rewriting,

we get the following condition for the relative labor market tightness

θ1
θ0

=

(
m1

m0

) 1

1− 1
2 η
(
αz

αc

) 1
2 η

1− 1
2 η

(6.48)

from which we can derive a condition for the relative total vacancy creation costs in the risky

sector versus the safe sector

θ1c1
θ0c0

= αc

(
m1

m0

) 1

1− 1
2 η
(
αz

αc

) 1
2 η

1− 1
2 η

(≡ Ψ) . (6.49)

Together with the safe sector job creation condition we have now two conditions for two

unknown objects (namely θ0c0 and θ1c1). We can therefore back out the values for θ0c0 and

θ1c1. It is sufficient to know the value of θici and we do not need to know the value of θi since

in the remaining equations θi only shows up in combination with ci. In any case, combining the

expression for the ratio Ψ with the safe sector job creation condition, gives the following system

for the total vacancy creation costs per unemployed

θ0c0 =
m0 (1− β) (y − b)

r + δ + 1
2βm0 (1 + Ψ)

(6.50a)

θ1c1 = Ψθ0c0 (6.50b)

from which we can solve θ0c0 = 0.2345 and θ1c1 = 0.6309.
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We can calibrate the remaining model parameters and determine the model properties with-

out knowing the specific values for the search and vacancy cost parameters. Without loss of

generality, we can normalize one of the cost parameters and the remaining cost parameters

will follow from the conditions laid out above (in particular, for both sectors the expression for

the job finding probability in (6.18) as well as one of the αi’s; the other αi will be satisfied

by construction). We set the vacancy cost parameter for the safe sector at the value that we

used in an earlier version of this chapter (in which the model did not include search costs), i.e.

c0 = 0.2092. The vacancy cost parameter for the risky sector is then c1 = 0.4184 and the search

cost parameters become z0 = z1 = 1.1354.

Step 3. The targets for the ex-post observed truncated cross-sectional mean and variance of

US productivity are ŷ = 1.1 and σ̂2 = 0.16, respectively. The target for the endogenous job

destruction rate is λ̂ = 0.0081. Recall from the calibration section in the main text that

y +
λ

δ + λ

((
1− Φ

(
xd − μ

σ

))
μ+ ϕ

(
xd − μ

σ

)
σ

)
= ŷ (6.51a)

λ

δ + λ

((
1− Φ

(
xd − μ

σ

))(
μ2 + σ2

)
+ ϕ

(
xd − μ

σ

)
(xd + μ)σ

)
− (y − ŷ)2 = σ̂2 (6.51b)

λF (xd) = λ̂. (6.51c)

In addition to this, the risky sector job creation and destruction conditions must be satisfied,

which are, for convenience, repeated here

m1

θ1
=

(r + δ + λ) c1
(1− β) (−xd − (r + δ + λ) k)

(6.52a)

y + xd = b+
1

2

β

1− β
(θ0c0 + θ1c1)− λ

r + δ + λ

∫ xu

xd

(1− F (z)) dz − (r + δ) k. (6.52b)

This gives us five equations in four unknown structural parameters and one unknown steady-

state value. Solving this highly non-linear system of equations is not easy. Standard Matlab

equation solvers are not able to find the solution without good starting values. However, we can

solve the system of equations by exploiting its underlying quasi triangular structure. But first,

preparatory algebra is needed to uncover its quasi triangular structure.
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Define μ̃ ≡ μ
σ and x̃d ≡ xd

σ . Rewrite the targets for the cross-sectional mean and variance

λ

δ + λ
((1− Φ (x̃d − μ̃)) μ̃σ + ϕ (x̃d − μ̃)σ) = ŷ − y (6.53a)

λ

δ + λ

(
(1− Φ (x̃d − μ̃))

(
μ̃2 + 1

)
σ2 + ϕ (x̃d − μ̃) (x̃d + μ̃)σ2

)
= (y − ŷ)2 + σ̂2 (6.53b)

and divide the latter by the former to express σ explicitly in terms of x̃d and μ̃

σ =
((y − ŷ)2 + σ̂2) ((1− Φ (x̃d − μ̃)) μ̃+ ϕ (x̃d − μ̃))

(ŷ − y)
(
(1− Φ (x̃d − μ̃))

(
μ̃2 + 1

)
+ ϕ (x̃d − μ̃) (x̃d + μ̃)

) . (6.54)

Use this expression and the target for the endogenous job destruction rate to substitute out σ

and λ from the target for the cross-sectional mean to express μ̃ implicitly in terms of x̃d

(ŷ − y)2 =
λ̂ ((1− Φ (x̃d − μ̃)) μ̃+ ϕ (x̃d − μ̃))2 ((y − ŷ)2 + σ̂2)

(δΦ (x̃d − μ̃) + λ̂)((1− Φ (x̃d − μ̃))
(
μ̃2 + 1

)
+ ϕ (x̃d − μ̃) (x̃d + μ̃))

. (6.55)

We have now uncovered the underlying quasi triangular structure. For a given x̃d we can

successively work through the following iterative scheme:

1. Solve for μ̃ from the implicit expression for μ̃. This is a non-linear equation that can be

solved using a standard Matlab equation solver.

2. Calculate σ from the explicit expression for σ.

3. Calculate μ and xd by multiplying their tilde counterpart by σ.

4. Calculate λ from the target for the endogenous job destruction rate.

5. Calculate k from the risky sector job creation condition.

6. Calculate the difference between the left-hand side and the right-hand side of the risky

sector job destruction condition. The integral on the right-hand side can be computed

using a standard Matlab numerical integration routine.

Simply choose x̃d such that the risky sector job destruction condition clears. This gives us

λ = 0.1038, μ = 0.0519, σ = 0.5332, and k = 1.2653 (and xd = −0.7039).
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6.A.3 Separation rates for medium-skilled workers

Under the assumption that within-sector differences are the same for the safe and risky sector,

we get

ssafehigh

ssafemedium

=
sriskyhigh

sriskymedium

= ωs
h < 1 (6.56a)

ssafelow

ssafemedium

=
sriskylow

sriskymedium

= ωs
l > 1. (6.56b)

We set ωs
h = 0.4 and ωs

l = 2, implying a factor five difference between high-skilled and low-

skilled and medium-skilled a bid closer related to low-skilled than to high-skilled. From the skill

decomposed separation rates

ssafe = psafehighs
safe
high + psafemediumssafemedium + psafelow ssafelow (6.57a)

srisky = priskyhigh sriskyhigh + priskymediumsriskymedium + priskylow sriskylow (6.57b)

we can now solve for the medium-skilled separation rates

ssafemedium =
ssafe

psafehighω
s
h + psafemedium + psafelow ωs

l

= 0.0267 (6.58a)

sriskymedium =
srisky

priskyhigh ωs
h + priskymedium + priskylow ωs

l

= 0.0348. (6.58b)

In the safe sector of our model, there is only exogenous separation and hence we set the exogenous

job destruction rate to δ = 0.0267. Now the endogenous job destruction rate must be λF (xd) =

sriskymedium − δ = 0.0081. This condition implicitly determines the risky sector job destruction

margin and serves as a target in the third step of our calibration procedure.

6.A.4 Cross-sectional targets to match

Under the assumption that within-sector differences are the same for the safe and risky sector,

we get

πsafe
high

πsafe
medium

=
πrisky
high

πrisky
medium

= ωπ
h > 1 (6.59a)

πsafe
low

πsafe
medium

=
πrisky
low

πrisky
medium

= ωπ
l < 1. (6.59b)
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We set ωπ
h = 2.4 and ωπ

l = 0.8, implying a factor three difference between high-skilled and

low-skilled and medium-skilled much closer related to low-skilled than to high-skilled. From the

skill decomposed productivities

πsafe = psafehighπ
safe
high + psafemediumπsafe

medium + psafelow πsafe
low (6.60a)

πrisky = priskyhigh πrisky
high + priskymediumπrisky

medium + priskylow πrisky
low (6.60b)

we can now solve for the medium-skilled productivities

πsafe
medium =

πsafe

psafehighω
π
h + psafemedium + psafelow ωπ

l

(6.61a)

πrisky
medium =

πrisky

priskyhigh ωπ
h + priskymedium + priskylow ωπ

l

. (6.61b)

In our model, only the ratio
πrisky
medium

πsafe
medium

is identified (because we have normalized safe sector pro-

ductivity to y = 1) and must be equal to ŷ, that is

ŷ =
πrisky

πsafe

psafehighω
π
h + psafemedium + psafelow ωπ

l

priskyhigh ωπ
h + priskymedium + priskylow ωπ

l

. (6.62)

Appendix 6.B Robustness checks: alternative estimates of γ

In Table 6.15, the time periods are varied, as are the country samples. The country samples vary

by including or excluding non-EU OECD members, or including/excluding transition economies.

For ease of comparison, only the parameter γ and the t-statistic are presented. The general

pattern for the share of employment is consistent: higher firing costs are associated with lower

employment shares in high risk industries and higher shares in low risk industries. Both in shares

and in growth rates, the effect for employment is higher in the latter part of the sample period,

consistent with the outcome of the model simulation with rising risk. For TFP growth, the effect

appears to be limited to the earlier period, from 2000 onwards the effect is insignificant.

Finally, Tables 6.16, 6.17, and 6.18 show the results for labor share, employment growth, and

TFP growth respectively, and vary the indicators used for exit costs and for ranking of riskiness

of industry. The first alternate indicator of riskiness captures the adoption and intensity of the

use of broadband internet by firms in each industry, from the ONS data set and is measured as

the percentage of workers with access to broadband internet (Broadband). The next measure is
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Employment Share Employment Growth TFP growth
Sample 1995-2000 2000-2005 1995-2000 2000-2005 1995-2000 2000-2005

EUN −1.07
(2.41)

−1.23
(2.61)

−0.83
(2.28)

−1.28
(2.59)

−3.90
(4.11)

−0.30
(0.64)

EUR −0.96
(1.83)

−1.03
(1.94)

−1.16
(2.38)

−0.66
(1.36)

−3.43
(2.75)

−0.55
(0.61)

OEC −0.95
(2.25)

−1.04
(2.44)

−0.86
(3.01)

−0.91
(1.94)

−2.07
(3.07)

0.04
(0.10)

EU −1.01
(2.13)

−1.20
(2.30)

−0.96
(2.87)

−1.15
(2.43)

−3.70
(4.06)

−0.52
(0.98)

ALL −1.04
(2.45)

−1.12
(2.61)

−0.81
(2.49)

−1.06
(2.12)

−2.41
(3.61)

0.13
(0.31)

Table 6.15: Employment Share: Country/Period sub-samples
t-statistic in parenthesis. Industry rank: productivity variance; ExitCost: EPLRegular; Fixed Eff:

industry means & trends. Robust errors clustered 2-way by industry and country. See Appendix 6.C for

country listing.

our base measure, (Dispersion), computed as the ratio of productivity of the top quartile of firms

to the mean in an industry. Because firing costs truncate from below, this indicator may be less

affected by firing costs than the overall variance of productivity.30 The last column (Variance)

shows the variance of labor productivity across industries. All industry riskiness rankings are

averaged across countries in the ONS data set. The exit cost indicators are described and the

2004 values for each country are given in Appendix 6.C. The results for employment share

regressions are quite robust across specifications. For each exit cost indicator, the effect is

largest when the riskiness ranking is based upon broadband penetration, slightly lower for the

width of the top of the productivity distribution and smallest for the overall variance measure

of industry riskiness.

The first four exit cost indicators are sourced from the World Bank Cost of Doing Business

Database and the last two from the OECD. The first two exit cost indicators are not directly

associated with costs of shedding workers, but relate to the percentage of annual revenue that

is spent on exit (Exitcost%), and the percentage of capital investment that may be reclaimed

upon exit (Exitloss%). The other indicators are related to costs of employment protection (an

indicator of difficulty of firing, Firerule, and an indicator of cost, Firecost%). Appendix 6.C

shows the values of these indicators for each country in our sample in 2004.

30We also use riskiness indicators drawn from firm-level distributions in the UK which has the lowest level

of exit costs in the EU. The US has even lower firing costs than the UK, but the US productivity variance is

only available for manufacturing industries. We test all our results for all industries with the UK-based riskiness

indicator or for manufacturing sectors only, with US or EU-based riskiness indicators, with very similar results

as presented in our main tables.
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Riskiness indicator
Exit Cost Variance Broadband Dispersion

Exit Loss −2.95
(1.89)

−5.28
(3.22)

−3.44
(1.84)

Exit Cost (pct) −12.27
(1.89)

−23.79
(3.38)

−15.81
(1.96)

Firing Rules −0.31
(1.96)

−0.41
(2.47)

−0.34
(2.20)

Firing Cost −3.02
(2.43)

−4.38
(3.30)

−3.78
(2.63)

EPL Overall −0.67
(2.58)

−1.12
(3.90)

−0.81
(2.70)

EPL Regular −1.03
(2.80)

−1.32
(3.45)

−1.08
(2.55)

Table 6.16: Employment Share: Alternative exit cost and riskiness indicators
t-statistic in parenthesis. Period: 1995-2005; Fixed Eff: industry means & trends. See Appendix 6.C for

indicator definitions and country and industry listing. Robust errors clustered 2-way by industry and

country.

Riskiness indicator
Exit Cost Variance Broadband Dispersion

Exit Loss −2.05
(1.13)

−0.31
(0.22)

−2.15
(1.12)

Exit Cost (pct) −8.79
(1.91)

−2.02
(0.45)

−9.63
(1.92)

Firing Rules −0.21
(0.76)

−0.26
(0.87)

−0.21
(0.71)

Firing Cost −2.86
(3.91)

−2.76
(2.62)

−2.99
(3.93)

EPL Overall −0.53
(1.56)

−0.62
(1.44)

−0.52
(1.46)

EPL Regular −0.85
(2.77)

−0.63
(1.77)

−0.89
(2.65)

Table 6.17: Employment Growth: Alternative exit cost and riskiness indicators
t-statistic in parenthesis. Period: 1995-2005; Fixed Eff: industry means & trends. See Appendix 6.C for

indicator definitions and country and industry listing. Robust errors clustered 2-way by industry and

country.

The tables 6.19 through 6.21 show results for the basic regressions, but with country indi-

cators of financial development rather than exit costs, and with both financial and exit costs,

interacted with riskiness. These results already are described in the main text.

Below, we show the results of the randomly selected 1200 industry rankings that we men-

tioned at the end of section 6. Figure 6.2 shows the point estimates for γ with confidence bounds.

All the estimates of γ fall within the 5 percent largest negative estimates.
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Riskiness indicator
Exit Cost Variance Broadband Dispersion

Exit Loss −1.70
(0.73)

−0.20
(0.09)

−2.22
(0.85)

Exit Cost (pct) −18.06
(2.69)

−5.69
(0.69)

−18.79
(2.43)

Firing Rules 0.20
(0.44)

0.02
(0.05)

0.29
(0.65)

Firing Cost −4.27
(3.08)

−2.56
(1.68)

−4.79
(3.97)

EPL Overall −0.95
(2.09)

−1.03
(2.46)

−1.12
(2.77)

EPL Regular −1.09
(2.34)

−0.65
(1.52)

−1.21
(2.79)

Table 6.18: TFP Growth: Alternative exit cost and riskiness indicators
t-statistic in parenthesis. Period: 1995-2005; Fixed Eff: industry means & trends. See Appendix 6.C for

indicator definitions and country and industry listing. Robust errors clustered 2-way by industry and

country.
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Figure 6.2: Estimates of γ with random R(σ)
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Financial Indicator only γfindev γfindev γexit

Bank Deposits 0.47
(0.52)

0.77
(0.79)

−1.12
(2.46)

Stock Market Capitalization 1.22
(1.55)

0.92
(1.22)

−0.80
(2.51)

Bank Credit 0.77
(0.85)

1.03
(1.06)

−1.17
(2.45)

Other Credit 1.15
(1.15)

1.05
(1.08)

−1.04
(2.59)

Private Bonds 0.70
(1.60)

0.60
(1.42)

−0.94
(2.51)

none. (only exit cost: EPLRegular) −1.08
(2.55)

Table 6.19: Labor share regressed on financial development
t-statistic in parenthesis. Period: 1995-2005; Industry rank: productivity dispersion; Exit Cost:

EPLRegular; Fixed Eff: industry means & trends. Robust errors clustered 2-way by industry and

country.

Financial Indicator only γfindev γfindev γexit

Bank Deposits 1.59
(1.74)

1.87
(2.00)

−1.01
(2.87)

Stock Market Capitalization 0.88
(1.56)

0.60
(1.09)

−0.73
(2.47)

Bank Credit 1.33
(1.68)

1.57
(1.89)

−1.04
(2.82)

Other Credit 1.42
(1.81)

1.34
(1.71)

−0.84
(2.54)

Private Bonds 0.47
(2.13)

0.38
(1.59)

−0.81
(2.22)

none. (only exit cost: EPLRegular) −0.89
(2.65)

Table 6.20: Labor growth regressed on financial development
t-statistic in parenthesis. Period: 1995-2005; Industry rank: productivity dispersion; Exit Cost:

EPLRegular; Fixed Eff: industry means & trends. Robust errors clustered 2-way by industry and

country.

Financial Indicator only γfindev γfindev γexit

Bank Deposits 0.47
(0.69)

0.94
(1.45)

−1.26
(2.98)

Stock Market Capitalization 1.57
(2.53)

1.08
(1.58)

−0.88
(1.81)

Bank Credit 1.06
(1.67)

1.55
(2.30)

−1.35
(3.00)

Other Credit 0.43
(0.54)

0.26
(0.33)

−1.20
(2.76)

Private Bonds 0.90
(1.57)

0.70
(1.19)

−1.06
(2.37)

none. (only exit cost: EPLRegular) −1.21
(2.79)

Table 6.21: TFP growth regressed on financial development
t-statistic in parenthesis. Period: 1995-2005; Industry rank: productivity dispersion; Exit Cost:

EPLRegular; Fixed Eff: industry means & trends. Robust errors clustered 2-way by industry and

country.
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Appendix 6.C Data documentation tables

Country overall EPL reg. EPL Firing Rules Firing Cost Exit Cost Exit Loss

AUS 1.19 1.50
AUT 1.93 2.37 2.0 0.02 0.18 0.27
BEL 2.18 1.73 0.5 0.16 0.04 0.14
CZE 1.90 3.31 1.5 0.22 0.18 0.85
DNK 1.42 1.47 0.5 0.00 0.04 0.37
ESP 3.05 2.61 1.5 0.56 0.15 0.23
FIN 2.02 2.17 2.0 0.26 0.04 0.12
FRA 3.05 2.47 2.0 0.32 0.09 0.54
GER 2.35 2.68 2.0 0.69 0.01 0.44
GRC 2.83 2.41 2.0 0.24 0.09 0.57
HUN 1.52 1.92
IRL 1.11 1.60 1.0 0.13 0.09 0.12
ITA 1.95 1.77 2.0 0.02 0.18 0.57
JPN 1.84 2.44
NLD 2.12 3.05 3.5 0.17 0.04 0.13
POL 1.74 2.23
PRT 3.67 4.33 2.5 0.95 0.09 0.27
SWE 2.24 2.86 2.0 0.26 0.09 0.19
UK 0.75 1.12 0.5 0.22 0.06 0.14
USA 0.21 0.17 0.0 0.00 0.07 0.20

Table 6.22: Exit cost indicators, by country (time averages)
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(X excludes countries from sample)
ALL EUN EU EURO OECD

AUS X X X
AUT
BEL
CZE X X
DNK X
ESP
FIN
FRA
GER
GRC
HUN X X
IRL
ITA
JPN X X X
NLD
POL X X
PRT
SVK X X
SWE X
UK X
USA X X X

Table 6.23: Country samples used in empirical exercise

Description Dispersion Variance Broadband

Food, Beverages and Tobacco 16 7 3
Clothing 7 12 2
Wood, Wood Products, Cork 4 4 1
Pulp, paper, publishing 10 11 17
Chemicals 18 16 16
Rubber and plastics 1 2 7
Other Non-metallic minerals 15 9 9
Metals and Machinery 3 1 5
Machinery n.e.c. 2 3 11
Equipment 12 8 15
Motor Vehicles and Transport Equipment 6 5 10
Misc Manufacturing 5 6 4
Electricity, Gas and Water Supply 17 19 13
Sale, maintenance and repair of motor vehicles 11 14 14
Wholesale trade and commission trade, ex motor vehicles 19 17 18
Retail trade, except of motor vehicles and motorcycles 8 15 8
Hotels and Restaurants 9 10 6
Transport 14 13 12
Post and Telecommunications 21 21 20
Banking 13 20 21
Business Services 20 18 19

Table 6.24: Industries with riskiness ranking
Risky industries in Bold.



Chapter 7

Taking Trends Seriously in DSGE

Models: An Application to the

Dutch Economy

Abstract

We construct a new-Keynesian DSGE model with a more careful stochastic specification than

is standard in the literature. We emphasize the gains in including stochastic trends within the

model structure itself and jointly estimating them with the cycles. We pay particular attention

to common trends (or lack thereof) in the data and reverse-engineer them in our model. Our ap-

plication suggests three such trends—in general technology, investment-specific technology, and

labor supply. The trend-cycle decomposition captures the co-integrating properties of the data

without which medium- to long-run analysis—whether scenario analysis or forecasting—would

likely be misspecified. Our set-up produces better-behaved posteriors for parameters along decision

margins where traditional modeling imposes highly persistent but temporary shocks. Furthermore,

the co-existence of permanent and temporary disturbances along the same margin broadens the

scope for counterfactuals. Specifically, our model extends the insights of the Permanent In-

come Hypothesis—that discounted valuation effects prompt consumers to respond differently to

permanent and temporary income shocks—to the many other forward-looking decision margins

characterized by smoothing motives.1

1This chapter is joint work with Pierre Lafourcade.
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7.1 Introduction

This chapter presents an estimated new-Keynesian Dynamic Stochastic General Equilibrium

model through the lens of an unobserved components model. DSGE models are ubiquitous in

policy and central banking spheres and need no further introduction beyond mentioning the

seminal references (Christiano, Eichenbaum, and Evans (2005); Smets and Wouters (2007)).

Such models appeal to policymakers and academics alike because they merge the versatility

of state-space representations for time-series analysis—the ability to perform full-information

system estimation, impulse response analysis and shock decompositions—with the rigor imposed

by the internal consistency of the general equilibrium framework.

However, this appeal is not shared by all. In one particular line of criticism, Hoover, Jo-

hansen, and Juselius (2008) have argued that the current practice of DSGE modeling exces-

sively emphasizes theorizing over what they call the “careful stochastic specification as necessary

groundwork for econometric inference”. An important case in point is the treatment of trends.

It has long been common practice to pre-filter a-theoretically the lower, ‘trend’ frequencies of

the data—using band-pass variants, the Hodrick-Prescott filter, or simply linear de-trending—

before analyzing the ‘cyclical’ remainder with a theoretical model. From the point of theory,

trends are just an afterthought. Yet, a common model for both trend and cyclical components

that is grounded in general equilibrium theory would be far more desirable.

The importance of trends becomes self-evident when DSGE models are viewed from the

angle of a trend-cycle decomposition exercise. Clearly, trends and cycles are jointly determined,

and re-balancing modeling efforts towards the former is a worthwhile venture. In addition,

thirty years of co-integration theory and practice have emphasized that trends are jointly deter-

mined across variables, suggesting that univariate filtering techniques are inappropriate. Fur-

thermore, a careful treatment of trends is crucial to policymakers because forecasting exercises

require both trends and cycles, and many interesting counterfactuals in scenario analysis involve

disturbances—whether policy based or not—that are permanent.

It is somewhat ironic that the tool best suited to deal with these issues —the state-space

model—has always been available as the inherent form of linearized DSGE models, but that

it has not, to date, been used to study trends and cycles within a self-contained theoretical

framework. This is what we remedy in this chapter: we model and estimate trends and cycles

jointly, on a sample of Dutch national accounts data. We do so by exploiting the structural
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time-series representation of the general equilibrium model to perform a multivariate unobserved

components decomposition of the data with multiple stochastic trends. Using Robert Engle’s

terminology, we view the DSGE model and its cross-equation restrictions through the lens of a

VUCARIMA process (vector unobserved component autoregressive integrated moving average

process) rather than the more standard VARMA.

Trends can be brought into a DSGE model in various ways. One approach is to introduce

them as exogenous components in the observation equations of the model’s state-space form.

Doing so, however, does not change the cross-equation restrictions that embody the general

equilibrium dimension of the model, implying that trends remain purely statistical decomposition

devices with no particular economic interpretation. In contrast, incorporating trends formally in

a general equilibrium framework will generate cross-equation restrictions that link more tightly

transition and observation equations, thus yielding a richer, theory-based correlation structure

for the model objects.

In their seminal paper, Smets and Wouters (2007) take up the challenge and model trends

formally. Specifically, they assume that all real variables in their model expand at the same

deterministic rate, which reflects the assumption of a balanced-growth path. When taking the

model to the data, this amounts to filtering variables with a common linear trend. In light of the

versatility of the multivariate structural time-series framework and the characteristics of their

data, this choice turns out to be relatively restrictive, with at least two important consequences.

First, observable variables are equal to model variables plus a common deterministic drift.

From the point of view of an unobserved components model, all the dynamics of the model

are forced into the cyclical component, which is the simplest use of an unobserved components

representation and therefore unlikely to satisfy Hoover, Johansen, and Juselius’s criterion of

“careful stochastic specification”. Second, a common growth rate for all real variables implies

pairwise co-integration between them. Yet, US data displays clear evidence to the contrary

(see Whelan (2003, 2004) for an early exposition of this fact). This suggests that Smets and

Wouters’ estimation results likely suffer from mis-specification biases that arise from assuming

more co-integrating relationships than warranted by the data.

These biases materialize in at least two instances in their model. The estimated investment

shock is very persistent and takes up much of the long-run volatility decomposition of variables

because it is incorrectly modeled as a stationary shock, while its observable counterpart in the

data—the relative price of investment—actually displays a unit root. Similarly, the role of the
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wage mark-up shock is likely over-estimated because the model counterfactually assumes that

the labor input and labor share are stationary (although, admittedly, the case is borderline).

Recent work has dealt with these two points separately (Chang, Doh, and Schorfheide (2007)

for the labor input, Justiniano, Primiceri, and Tambalotti (2011) for the relative investment

price) but not jointly. More generally, these mis-specification issues suggest reverse-engineering

whenever possible the trends into the models—as Hoover, Johansen, and Juselius recommend—

and this requires careful consideration of which aspects of a model’s balanced-growth path are

borne out in the data. This is the task we undertake in this chapter, on national accounts data

for the Netherlands.

Our approach to the “careful stochastic specification ”for our data is as follows. Whenever

feasible, we model the stochastic trends and related co-integrating relationships in a general

equilibrium framework, so as to maximize theoretical content reflected in useful cross-equation

and cross-frequency restrictions. When the theory hurdle is too high, we exploit the versatility

of the state-space representation and relegate the ‘excess’ trends—trends we do not formally

model—to the observation equations.

As we mentioned above, the common practice is to eliminate excess trends altogether in

the data—‘pre-filter’ them—before estimating a model (see, for example, Adolfson, Laséen,

Lindé, and Villani (2008), who do so in their trade-balance block). In contrast to this two-step

approach, we estimate the filtering parameters for the excess trends jointly with the DSGE

model’s structural parameters, including the parameters of the theoretically-founded stochastic

trends. According to Ferroni (2011) and Canova (2012), who follow up on points made ear-

lier by Cogley (2001), joint estimation is unambiguously preferable to the two-step approach,

so as to avoid problems ranging from trend mis-specification to wrong cross-frequency correla-

tions. Pre-filtering with the wrong trend specification can distort structural parameter estimates

considerably.

Our work is closely related to these two recent contributions. In essence, Canova and Fer-

roni both recommend developing a flexible specification for trends in the observation equations

and estimating them jointly with the (cyclical) theoretical model summarized in the transition

equations. The upshot, as Canova suggests, is that his methodology “can be applied to models

featuring (...) transitory and permanent shocks and only requires that interesting features of

the data are left out from the model—these could be low frequency movements of individual

series, different long run dynamics of groups of series, etc...” Yet, Canova also admits that the
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non-structural approach “does not substitute for theoretical efforts designed to strengthen the

ability of DSGE models to account for all observable fluctuations. But it can fill the gap between

what is nowadays available and such a worthy long run aspiration.”

In fact, this is precisely what we are striving for: instead of filling the gap with non-structural

trends, we would rather close it with model-based ones. From a policy perspective, our approach

provides a structural basis for permanent shocks which is particularly valuable. From the point

of view of theory, we can analyze relevant data features such as low-frequency movements and

common trends that would otherwise be left out in Canova’s methodology. Furthermore, we can

impart flexibility to trend specifications in the transition equations, by allowing for any ARIMA

process for trend shocks within the general equilibrium model structure.

As we will show, our approach with multiple, theoretically-founded trends requires lengthier

steps towards implementing a log-linear version of our model because the trends affect the model

along many dimensions and must be solved for jointly. However, the payoff is that we have a

stochastic specification of the data that captures its co-integrating properties without which

medium- to long-run scenario analysis would be misspecified. We can use the model for all

frequencies—including the lower ones. Furthermore, we can exploit further explanatory power

from the cross-frequency restrictions imposed by the data.

Some specificities of the data we use are worth summarizing at this point. We model the

Netherlands as a small open economy within a monetary union which, given the realized pattern

of trade, we take to represent the rest of the world. Thus, we view the Netherlands as a

country with no currency of its own (a fixed exchange rate normalized to one) and facing an

exogenous interest rate (set by the European Central Bank). As we will document below, the

Dutch National Income and Product Accounts (NIPA) exhibit only a subset of the features of

a balanced-growth path. Specifically, no real ratio between GDP and any of its components is

stationary, except government spending. Both the trade balance to GDP ratio and the labor

input (full-time-equivalents per capita) display upward trends, running counter to standard

assumptions of balanced-growth models. Nevertheless, the ratio of nominal consumption to

nominal investment is stationary, as is the share of labor compensation in the sum of nominal

consumption and investment. These two co-integrating relationships are the foundations of the

restricted balanced-growth path around which we build our model. Our path is ‘restricted’

because not all our observable variables satisfy the requirements of a standard one. Such is

the case with the trade-balance variables, whose trends we have found difficult to model in a
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general equilibrium setting. Recalling the discussion above, we capture these excess trends in

the observation equations.

It is important to realize that, while our model is tailored to our data application, the

philosophy of our approach and the methodology are general. An application to the Smets

and Wouters model on US data would be straightforward, requiring the same common trends

to account for overall growth, a secularly decreasing labor share, and a falling relative price of

investment. In fact, we conjecture that our model approach with reverse-engineered multivariate

de-trending could be fully automated in a package such as Dynare.

The road map of this chapter is as follows. In the next section, we describe some crucial

features of the Dutch data to support the case for our modeling choices. The essential ingredients

of our model are presented in Section 7.3. In Section 7.4, we characterize the more complex

set of trends that represents the value-added of our model. The full derivations and tedious

algebra underpinning these two sections are relegated for reference purposes to the appendix,

which will eventually be spun off to limit the length of this chapter. We discuss calibration and

prior assumptions and report our estimation results in Section 7.5, and Section 7.6 concludes.

7.2 Data description

We start by describing the data that our model should summarize, namely national product and

income variables for the Netherlands and the subset of Eurozone data which affects the open-

economy dimension of the model. The Dutch data are made available by the Central Bureau of

Statistics, while the Eurozone data are taken from the ECB’s Statistical Data Warehouse. We

first run through some simple preliminaries to convey the intuition behind our approach to the

data.

7.2.1 Some preliminaries

Our main objective in describing our data-set is simply to identify its underlying common trends.

Recall the argument set forth in the previous section, that the state-space representation of a

DSGE model enables one to reinterpret it as an unobserved components filter. The vector of

(log-transformed) observable variables yt can be decomposed as

yt = y∗t + ŷt,
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where trend y∗t and cycle ŷt follow the (vector) processes

Δy∗t = μ+ εt

A (L) ŷt = ut.

Smets and Wouters’ 2007 choice of a linear deterministic balanced-growth path for the model’s

real variables implies that μ = 1μ̄ with scalar μ̄, and εt = 0 for all t. Yet, as Whelan (2003,

2004) argued, these restrictions are not warranted in US data. Accordingly, we attempt to

identify the likely common μ’s and ε’s across variables in our own data. These co-integrating

relationships connect the trends in the variables to the permanent shocks in the DSGE model.

By identifying the potential error-correction mechanisms, we intend to build a non-stationary

DSGE model with a co-integration structure consistent with the data. Such a model can then

be used to analyze not only business cycle fluctuations but also fluctuations at lower frequencies.

Additive constraints in a model—such as the GDP identity—require that one conduct a

preliminary search for common trends in the data because log-linearization is permissible only

if all the pairwise ratios of the constraints’ subcomponents are stationary. Indeed, while the

first-order Taylor approximation of

Yt = Xt + Zt

around a given point
X∗

t
Y ∗
t

is always feasible

lnYt − lnY ∗t =
X∗

t

Y ∗t
(lnXt − lnX∗

t ) +
Z∗t
Y ∗t

(lnZt − lnZ∗t ) ,

the theoretical DSGE model requires this equation to be linear, because it imposes that
X∗

t
Y ∗
t

be the constant steady-state value of the ratio Xt
Yt
, which depends on time-invariant structural

parameters. This tighter constraint on the first-order expansion implies that Xt and Yt (and by

implication Zt) must have a common trend. The first check we perform, then, is whether such

an assumption is warranted in the Dutch GDP identity.

To this end, we check visually whether the pairwise ratios in the GDP identity (the ‘great’

ratios) appear to fluctuate around a well-defined mean that we could interpret as the steady state

in which the theoretical model settles. More generally, we check whether the main steady-state

conditions of the standard DSGE model are validated as appropriately mean-reverting ratios in

our data. Intuitively, multiple crossings of the sample mean is a good guide that out-of-sample
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Figure 7.1: Searching for stationarity in the Dutch national accounts

forecasts will tend to the same mean in the long-run. The purpose of visual inspection is to

inform our priors about where and how the common trends should be modeled in the theoretical

framework; this is already a great step forward relative to common practice.2

7.2.2 Features of the data

Figures 7.2.2 through 7.2.2 plot the data running from 1984Q1 to 2011Q3. When taking the

model to estimation, we will end the sample in 2007Q4, depicted by the vertical line in the

charts. We do so to see later on how the model interprets the crisis period (2008Q1 onwards for

the Netherlands).

Figure 7.2.2 groups the relevant ratios in the GDP identity. The upper left-hand chart

shows that the ratio of the sum of consumption and investment to output is not mean-reverting,

2We do not formally test for co-integration in the frequentist tradition because we later adopt the Bayesian

perspective when moving to estimation. To side-step the issue, we appeal to the Sims and Uhlig (1991) argument

that the connection between frequentist pre-sample confidence statements and Bayesian posterior probability

statements—which we are ultimately interested in—breaks down when unit roots are involved, and all the more

so with small samples such as ours.
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Figure 7.2: Searching for stationarity in the Dutch national accounts—refined

whether in nominal or in real terms (when chain-aggregated). This reflects in part the secu-

lar increase in the ratio of the trade balance to output (upper right-hand chart), which is the

flip-side of above-average private saving rates of Dutch households and firms. These two charts

immediately highlight that a model with a typical balanced-growth path will be grossly inap-

propriate. The bottom chart shows the ratio of government spending to GDP. In the pre-crisis

period, the ratio exhibits only minor deviations from stationarity. This suggests that modeling

this ratio as an observed and exogenous first-order autoregressive process, as Smets and Wouters

do, will have less critical mis-specification costs than if we were assuming the same for the ratio

of the sum of consumption and investment to output.

The upper left-hand chart in Figure 7.2.2 depicts our first co-integrating relationship, the

ratio of nominal consumption to investment, which seems to revert to a well-defined mean.

The upper right-hand chart decomposes this ratio into its real component and the (inverse)

relative price, both of whom display the same trend to keep the nominal ratio stable. Our data

therefore possesses the same stochastic particularities for these variables as US data, that is,

a balanced-growth path in nominal terms for private domestic absorption. This implies two
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stochastic trends, which we model as a permanent general technology shock and a permanent

investment-specific technology shock reflected in the relative investment price, along the lines of

Justiniano, Primiceri, and Tambalotti (2011).

On the income and input side, the lower left-hand chart in Figure 7.2.2 shows our measure

of labor supply, which displays a positive trend that reflects the secular inflow of women into the

labor force. The lower right-hand chart plots the share of labor compensation in either output

or the sum of nominal consumption and investment. We argue that the latter makes a stronger

case for mean-reversion and take it as the second of our crucial co-integrating relationships.

The consumption-investment ratio and the labor share are related by the optimal trade-

off between consumption and leisure in a standard model of preferences. With log-utility of

consumption and additively separable utility of leisure, this trade-off can be rewritten as follows:

v′ (Lt) =
wtLt

PCtCt
=

wtLt

PCtCt + PItIt

PCtCt + PItIt
PCtCt

.

The upper left-hand and lower right-hand charts in Figure 7.2.2 show that the two right-most

terms in the equation are stationary. This implies a stationary left-hand side of the equation,

such that the trending labor input must be offset by an opposite trend shift in the marginal

utility function v′, which we will formalize as a permanent preference shock (equivalently, a

permanent mark-up shock), the third of our theory-based stochastic trends.

Figure 7.2.2 shows other important ratios for steady-state considerations. The upper left-

hand chart depicts the annualized Eurozone short-term nominal interest rate (three-month Eu-

ribor) and the Dutch inflation rate (GDP deflator). Although we do not plot it, the Dutch

short-term interest rate has tracked the German one very closely over our sample—for all in-

tents and purposes, the Netherlands had already relinquished its monetary independence long

before the advent of the euro. Given how closely the synthetic euro area rate has also tracked

the German one, we treat the former as the relevant rate for the Netherlands. The short rate dis-

plays a distinct pattern of convergence to current low levels. In contrast, the domestic inflation

rate remained stable throughout the sample period. The upper right-hand chart of Figure 7.2.2

depicts the ratio between the real interest rate and real domestic output growth. Most models

require this ratio to equal the household discount rate in the long run, thus to be stationary,

and this appears to be true in our data. As we will discuss below, we will offset the mean shift

of this ratio relative to a standard calibration of the discount rate by assuming a non-zero risk
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Figure 7.3: Searching for stationary in nominal variables and the foreign block

premium.

The lower set of charts in Figure 7.2.2 compares Eurozone variables to domestic variables.

The left-hand one shows that the real ratio of foreign to domestic output has a distinct downward

trend, while the nominal ratio, after displaying a clear hump shape in the first half of the sample,

appears to have stabilized. The gap between the two series implies an inflation differential

over the sample. Thus, assuming a constant nominal exchange rate, we have no evidence of

purchasing power parity, which is the standard long-run restriction needed to close the foreign

block of the model (see Burriel, Fernàndez-Villaverde, and Rubio-Ramı̀rez (2010) for a typical

example). Instead, we will use the recent stability in the nominal ratio to close the foreign block

accordingly. The right-hand chart shows that exports have grown faster than foreign output.

Clearly, this reflects in large part our assumption that the Eurozone represents the rest of the

world: exports may simply be expanding at the same rate as the faster growing, non-Eurozone

rest of the world. Here again, the figure suggests we will have to handle extra trends in the

estimation.

To repeat, eye-balling the data as we have just done is no substitute, from a frequentist
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perspective, for formal testing for stationarity and co-integration. However, our objective was

to ensure that we identify the important trends in the data and make our assumptions in the

model consistent with them. Bayesian estimation will reveal trend mis-specification in other

guises than frequentist tests.

7.3 Model

7.3.1 Outline of the model

The features of our model are similar to many existing open-economy models (in particular those

developed at the Swedish Riksbank, an example of which is Adolfson, Laséen, Lindé, and Villani

(2008)). As with most of these models, the core is a variant of Christiano, Eichenbaum, and

Evans (2005) or Smets and Wouters (2007). The differences relate mainly to the open-economy

aspects. First, we consider the euro area to be the rest of the world for the Netherlands. This

is a reasonable approximation, given that the Eurozone accounts for roughly 80 percent of

Dutch exports and imports. Second, we do not use a multi-country set-up but model instead

the Eurozone separately with the basic ingredients of a New-Keynesian model—namely an IS

curve, a Phillips curve, and a Taylor rule—with no feedback from Dutch domestic variables

(which, given its relative size in the Eurozone, is also a passable approximation). There are two

advantages to these assumptions. First, since the Netherlands is part of the monetary union,

there is no nominal exchange rate to track, which is a blessing given how difficult exchange-

rate modeling has proven to be. Second, euro area inflation, output, and interest rate are not

affected by domestic developments and are therefore easily interpretable as observable shocks in

our model. That is, we can treat and estimate the foreign block of the model independently of

the domestic block (the transition matrix is lower block triangular). The drawback is that we

experience ‘leakage’ in the trade block by assuming away the impact of the US, UK, and Asia

as trading partners beyond their indirect effect via the Eurozone.

We now describe the essential components of the model. Its full description in finer detail is

reported in Appendix 7.A, mainly for reference purposes. Readers familiar with DSGE modeling

will recognize many characteristics of a standard model and may wish to read diagonally until

Section 7.4. If so, it is worth summarizing now the few non-standard features we bring into the

model. First and foremost, shocks to labor supply, general purpose technology, and investment-

specific technology have both a permanent and transitory component. This implies a more
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involved process for de-trending the variables and finding the steady state of the model. It also

implies that permanent shocks appear in many more instances in the log-linearized equations

than otherwise—in fact, wherever an inter-temporal trade-off is involved.3 Second, following

Adolfson, Laséen, Lindé, and Villani (2008), we introduce a smoothing filter from hours worked

to employment—which is the observable measure of labor supply in the data—by means of a

dynamic Euler equation (real ‘Calvo fairy’ with indexation) for employment. Third, we bundle

consumption and investment baskets with constant elasticity of substitution (CES) aggregators

in normalized form and with appropriate trends to maintain balanced-growth in nominal terms in

the current account identities. As Cantore, Len-Ledesma, McAdam, and Willman (2010) argue,

the normalized form is a much more sensible approach to CES aggregation and it is borne out

in our derivations. Fourth, as we described above, we do not rely on purchasing power parity to

close the foreign block but on the steady-state, constant-elasticity demand curve for exports.

Importantly, the convention we follow in the rest of this document is that all prices and

wages (written in small letters) are expressed relative to the price of the final good.

7.3.2 Final good producers

Perfectly competitive firms produce the final good yt by combining a continuum of intermediate

goods yt (i) according to the CES technology

yt =

⎛⎝ 1∫
0

yt(i)
ε
p
t−1

ε
p
t di

⎞⎠
ε
p
t

ε
p
t−1

.

Individual profit maximization yields the demand curve for intermediate good i

yt (i) = pt (i)
−εpt yt,

3Consider a generic inter-temporal Euler equation:

F

(
Yt

Yt−1
, Xt

)
= 0

A log-linear approximation yields

Y cyc
t − Y cyc

t−1 + zt + βXcyc
t = 0

where zt is the stochastic shock to the trend component of Yt.
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where pt (i) is the relative price of the intermediate good i in terms of the final good, i.e.

pt (i) =
Pt(i)
Pt

. The zero-profits requirement then yields the price index (again in relative terms)

1 =

1∫
0

pt(i)
1−εpt di.

The (log-)elasticity ln (εpt ) , which we interpret as a price mark-up shock, follows the ARMA(1,1)

process

ln (εpt ) =
(
1− ρp

)
ln (εp) + ρp ln

(
εpt−1

)
+ υpt + θpυ

p
t−1, υ

p
t ∼ N

(
0, σ2

p

)
.

7.3.3 Intermediate good producers

Monopolistically competitive firms produce intermediate goods yt (i) with Cobb-Douglas tech-

nology augmented with fixed costs

yt (i) = atAtK
s
t (i)

α Lt (i)
1−α − z̄tΦ,

where Ks
t (i) is effective capital, Lt (i) is labor, Φ is a fixed cost, and z̄t represents a composite

stochastic trend term which will be defined in a later section. Total factor productivity is

decomposed into a temporary shock at and a permanent shock At, whose stochastic processes

are respectively

ln (at) = ρa ln (at−1) + υat , υ
a
t ∼ N

(
0, σ2

a

)
,

and

ln (At) = γA + ln (At−1) + υAt , υ
A
t ∼ N

(
0, σ2

A

)
,

where γA is the drift in total factor productivity. Real profits of firms are given by

pt (i) yt (i)− wtLt (i)− rkt K
s
t (i) ,

where wt is the real wage and rkt the real rental rate on effective capital.
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7.3.3.1 Labor and capital decision

The cost-minimization problem of intermediate good producers yields the optimal capital-labor

ratio

Ks
t (i)

Lt (i)
=

α

1− α

wt

rkt
,

and an expression for real marginal costs

mct (i) = (atAt)
−1 α−α (1− α)−(1−α)w1−α

t

(
rkt

)α
.

Intermediate good producers face a marginal cost curve that is independent of their level of

production. Therefore, average variable cost equals marginal cost

avct = mct (i) .

7.3.3.2 Price-setting decision

Price-setting in our model follows the standard Calvo set-up with indexation. This will yield in

its log-linearized form a price Phillips curve with a backward-looking component. The fraction ζ

of intermediate good producers that cannot reset prices freely indexes them instead to a weighted

average of past inflation πt−1 and steady-state inflation π∗. Let �t (i) denote the optimal price

for intermediate good firm i in period t. Optimization yields the first-order condition

0 = Et

∞∑
s=0

ζspβ
sΞt+s

Ξt

((
1− εpt+s

)
�t (i)X

p
t,s + εpt+savct+s

)
yt+s|t(i),

where the individual demand curves and indexation terms are

yt+s|t(i) =
(
�t(i)X

p
t,s

)−εpt+s yt+s.

Xp
t,s ≡ 1

xpt

s∏
k=0

xpt+k,

xpt =
π
ιp
t−1π

1−ιp∗
πt

All intermediate good producers that can re-optimize will choose the same price, �t = �t (i), ∀i.
The dynamics of the aggregate price level follow from

1 = ζp (x
p
t )

1−εpt +
(
1− ζp

)
�
1−εpt
t .
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7.3.3.3 Mapping labor into employment

The model concept of labor input developed above is hours worked, while our observable measure

as described in Section 7.2 is full-time equivalents. We therefore use a similar trick to that

described in Adolfson, Laséen, Lindé, and Villani (2008), which is to assume that firms are also

Calvo-constrained in their choice of employment level. The optimality condition is

0 = Et

∞∑
s=0

(ζeβ)
sXt−1,s (n∗et (i)Xt−1,s − Lt+s) ,

where Ψt is aggregate employment, ζe is the fraction of firms that index employment to past

aggregate employment growth, n∗ is the fixed number of hours worked per employee, and the

compound indexation term is

Xe
t,s ≡ 1

xet

s∏
k=0

xet+k,

xet =

(
Ψt

Ψt−1

)ιe

z1−ιeL .

All optimizing firm chooses the same level of employment et (i) = et. Total employment is a

weighted average of the constrained and unconstrained levels of employment, and the relationship

can be written as follows

1 = (1− ζe)
et
Ψt

+ ζe
Ψt−1xet
Ψt

.

The interplay between the optimality and aggregation conditions will yield a double-sided

smoothing filter from hours to employment.

7.3.4 Households

A continuum of households decide on consumption Ct (j), hours worked Lt (j), bonds Bt (j),

investment It (j), capital Kt (j), and capital utilization Ut (j), so as to maximize the objective

function

Et

∞∑
s=0

βs

(
dt+s ln (Ct+s (j)− λCt+s−1 (j))− ϕt+s

ψ

1 + η
Lt+s (j)

1+η

)
,

where the degree of habit formation is captured by parameter λ and dt is an inter-temporal

preference shock which follows the AR(1) process

ln (dt) = ρd ln (dt−1) + υdt , υ
d
t ∼ N

(
0, σ2

d

)
.
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We assume the preference displacement ϕt follows a random walk with drift,

ln (ϕt) = γϕ + ln
(
ϕt−1

)
+ υϕt , υ

ϕ
t ∼ N

(
0, σ2

ϕ

)
,

where γϕ will eventually capture the upward drift in labor market participation. Households

own raw capital Kt−1(j), decide on the capital utilization rate Ut (j), and rent effective capital

Ks
t (j) to firms at rate rkt . Effective capital is related to raw capital by

Ks
t (j) = Ut (j)Kt−1(j),

and real capital utilization costs are

pitΦ (Ut (j))Kt−1 (j) ,

where Φ (Ut (j)) is an increasing and convex function which equals zero in the steady state—

Φ′ (·) ≥ 0, Φ′′ (·) ≥ 0 and Φ (U∗) = 0. Note that we price utilization costs as investment instead

of output. We have the freedom to normalize the steady-state utilization rate, so we set it to

unity

U∗ = 1.

Households face the following budget constraint in real terms,

(1 + τ c) p
c
t+sCt+s (j) + pit+sIt+s (j) +BP

t+s (j) =

(1− τw)w
h
t+sLt+s (j) +

(
(1− τk) r

k
t+sUt+s (j) + pit+s (δτk − Φ (Ut+s (j)))

)
Kt+s−1 (j) +

Rt+s−1Ht+s−1
πt+s

BP
t+s−1 (j) + Tt+sy

d
t+s +Du

t+s +Dp
t+s +Dm

t+s +De
t+s,

where, again, small letters indicate relative prices and wages versus the domestic good, e.g.

pct =
P c
t

Pt
. Moreover, Tt is the ratio of lump-sum transfers to real domestic GDP and Du

t , D
p
t , D

m
t

and De
t are real profits from labor unions, intermediate good producers, importing firms, and

exporting firms, respectively. BP
t represents private sector assets—equal to net foreign assets

BF
t plus government debt BG

t —and the risk premium Ht on bonds depends on the ratio of
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foreign assets to GDP,4

Ht = H

(
BF

t

ydt
, εbt

)
,

where εbt is a risk premium shock. We let ln
(
εbt
)
follow the AR(1) process

ln
(
εbt

)
= ρb ln

(
εbt−1

)
+ υbt , υ

b
t ∼ N

(
0, σ2

b

)
.

Households accumulate capital as follows,

Kt+s (j) = (1− δ)Kt+s−1 (j) + μt+s

(
1− S

(
It+s (j)

It+s−1 (j)

))
It+s (j) ,

where S (·) is the investment adjustment cost function—with S (·) = 0, S′ (·) = 0 along the

balanced-growth path and S′′ (·) > 0—and μt is an investment-specific technology shock. We

let ln (μt) follow the AR(1) process:

ln (μt) = ρμ ln
(
μt−1

)
+ υμt , υ

μ
t ∼ N

(
0, σ2

μ

)
.

Household maximization of utility subject to the budget constraint and capital accumulation

yields the following first-order conditions:

(∂Ct (j)) :
dt

Ct (j)− λCt−1 (j)
− βλEt

(
dt+1

Ct+1 (j)− λCt (j)

)
= Ξt (j) p

c
t (1 + τ c) ,

(∂Lt (j)) : ϕtψLt (j)
η = Ξt (j) (1− τw)w

h
t ,

(∂Bt (j)) : 1 = βEt

(
Ξt+1 (j)

Ξt (j)

RtHt

πt+1

)
,

(∂It (j)) :
pit

Qt (j)μt

= 1− S

(
It (j)

It−1 (j)

)
− S′

(
It (j)

It−1 (j)

)
It (j)

It−1 (j)

+βEt

(
Ξt+1 (j)

Ξt (j)

Qt+1

Qt

μt+1

μt

S′
(
It+1 (j)

It (j)

)(
It+1 (j)

It (j)

)2
)
,

(∂Kt (j)) : Qt (j) = βEt

⎛⎜⎝Ξt+1 (j)

Ξt (j)

⎛⎜⎝ Qk
t+1 (j) (1− δ) + (1− τk) r

k
t+1Ut+1 (j)

+pit+1 (δτk − Φ (Ut+1 (j)))

⎞⎟⎠
⎞⎟⎠ ,

(∂Ut (j)) : (1− τk) r
k
t = pitΦ

′ (Ut (j)) .

4The exogeneity of the interest rate requires we close the model with a feedback mechanism such as a debt-

dependent risk premium, à la Schmitt-Grohe and Uribe (2003).
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where Ξt (j) and Ξk
t (j) are the Lagrange multipliers associated with the budget constraint—

expressed in real terms—and the capital accumulation equation, respectively. Tobin’s Qt is

defined as the ratio of these multipliers

Qt (j) ≡ Ξk
t (j)

Ξt (j)
.

In equilibrium households make the same choices. For this reason, we can drop the index j.5

7.3.5 Labor unions and packers

This section develops the ingredients for a wage Phillips curve with a backward-looking compo-

nent. Formally, a continuum of monopolistically competitive labor unions intermediate between

households and labor packers, buying homogenous labor from households at real wage wh
t , dif-

ferentiating the labor one-to-one, and selling the differentiated labor Lt (l) to labor packers at

real wage wt (l). Perfectly competitive labor packers then create the composite labor bundle Lt

by combining the continuum of differentiated labor Lt (l) and sell the bundle to intermediate

good producers at real wage wt.

7.3.5.1 Labor packers

The setup for the labor packers is similar to the setup for the final good producers. Profit

maximization yields demand curves and a price index

Lt (l) =

(
wt (l)

wt

)−εwt
Lt,

wt =

⎛⎝ 1∫
0

wt(l)
1−εwt dl

⎞⎠
1

1−εwt

,

where we let the (log)-elasticity ln (εwt ) follow the ARMA(1,1) process

ln (εwt ) = (1− ρw) ln (ε
w) + ρw ln

(
εwt−1

)
+ υwt + θwυ

w
t−1, υ

w
t ∼ N

(
0, σ2

w

)
.

and interpret this process as a wage mark-up shock.

5Nevertheless, we cannot drop the index of Lt (j), because Lt will already be used for the composite labor

bundle. In the section about the aggregate resource constraints, we show that up to a log-linear approximation

we can actually drop the index j.
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7.3.5.2 Labor unions

Labor unions are restricted in the timing for re-optimization à la Calvo. Indexation is expressed

as a function of nominal wages. Let ωt (l) denote the optimal wage for labor union l in period

t. Optimization requires

0 = Et

∞∑
s=0

ζswβ
sΞt+s

Ξt

((
1− εwt+s

) ωt (l)

wt
Xw

t,swt+s + εwt+sw
h
t+s

)
Lt+s|t(l),

where individual labor demand curves and indexation terms are

Lt+s|t(l) =

(
ωt(l)

wt
Xw

t,s

)−εwt+s

Lt+s,

Xw
t,s =

1

xwt

s∏
k=0

xwt+k,

xwt =

(
πt−1zwt−1

)ιw (π∗γw)
1−ιw

πtzwt

and zwt ≡ wt
wt−1

is aggregate real wage growth and γw is steady-state wage growth (which will

be defined in a later section). All re-optimizing labor unions choose the same price, that is

ωt = ωt (l), ∀l. The dynamics of the aggregate wage level follow from

1 = ζw (xwt )
1−εwt + (1− ζw)

(
ωt

wt

)1−εwt
.

7.3.6 Foreign block

The structure of the foreign block is simple and mirrors the pricing environment of goods and

labor: in each sector, the interaction between pricing power and Calvo stickiness with indexation

yields a demand curve and a Phillips curve with a backward-looking component for the relevant

price index.

7.3.6.1 Import

The import channel consists of two types of firms for both the consumption and the investment

goods. Consider the consumption good; relationships derived below are equivalent for the invest-

ment good. A continuum of monopolistically competitive importing firms buy the homogeneous

foreign good in the world market at price pft , differentiate the foreign good—one-to-one—, and

sell the differentiated good Cm
t (i) to good packers at price pc,mt (i). Perfectly competitive good

packers then create the composite good bundle Cm
t by combining the continuum of differenti-



7.3. MODEL 239

ated goods Cm
t (i) and sell the composite good bundle to households at price pc,mt . Again, profit

maximization of packers yields demand curves and a price index:

Cm
t (i) =

(
pc,mt (i)

pc,mt

)−εc,mt

Cm
t ,

pc,mt =

⎛⎝ 1∫
0

pc,mt (i)1−ε
c,m
t di

⎞⎠
1

1−ε
c,m
t

,

where the (log-)elasticity ln(εc,mt ) follows the ARMA(1,1) process

ln (εc,mt ) =
(
1− ρc,m

)
ln (εc,m) + ρc,m ln

(
εc,mt−1

)
+ υc,mt + θc,mυc,mt−1, υ

c,m
t ∼ N

(
0, σ2

c,m

)
.

Let �c,mt (i) denote the optimal price for importer i in period t. Optimization requires

0 = Et

∞∑
s=0

ζsc,mβsΞt+s

Ξt

((
1− εc,mt+s

) �c,mt

pc,mt

Xc,m
t,s pc,mt+s + εc,mt+sp

f
t+s

)
Cm
t+s|t ,

where the compounded indexation term is defined as

Cm
t+s|t =

(
�c,mt

pc,mt

Xc,m
t,s

)−εc,mt+s

Cm
t+s,

Xc,m
t,s =

1

xc,mt

s∏
k=0

xc,mt+k,

xc,mt =

(
πc,m
t−1
)ιc,m (πc,m

∗ )
1−ιc,m

πc,m
t

.

The dynamics of the consumption import price index follow from

1 = ζc,m (xc,mt )
1−εc,mt +

(
1− ζc,m

)(�c,mt

pc,mt

)1−εc,mt

.

Identical equations hold for the investment import channel.

7.3.6.2 Export

A continuum of monopolistically competitive exporting firms buy the homogeneous domestic

final good in the domestic market at unit (relative) price, differentiate the domestic final good—

one-to-one—, and sell the differentiated good yxt (i) to good packers at price pxt (i). Perfectly

competitive good packers then create the composite export bundle yxt by combining the contin-

uum of differentiated goods yxt (i) and sell the composite export bundle in the world market at
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price pxt .

To start with world trade, we assume that Dutch exporting firms—in contrast to Dutch

importing firms—have pricing power in the world market. The market form is—again—

monopolistic competition, and the foreign demand for export goods is thus

yxt = nf
t

(
pxt

pft

)−εf
yft ,

where world output is denoted by yft , the world price is denoted by pft , ε
f is the elasticity of

foreign demand, and nf
t is a demand-shifter (akin to a home-bias parameter) which follows the

ARMA(1,1) process in logs

ln
(
nf
t

)
=
(
1− ρf

)
ln
(
nf
)
+ ρf ln

(
nf
t−1
)
+ υft + θfυ

f
t−1, υ

f
t ∼ N

(
0, σ2

f

)
.

As above, profit maximization of packers yields

yxt (i) =

(
pxt (i)

pxt

)−εxt
yxt ,

pxt =

⎛⎝ 1∫
0

pxt (i)
1−εxt di

⎞⎠
1

1−εxt

,

where the elasticity εxt follows the ARMA(1,1) process in logs

ln (εxt ) = (1− ρx) ln (ε
x) + ρx ln

(
εxt−1

)
+ υxt + θxυ

x
t−1, υ

x
t ∼ N

(
0, σ2

x

)
.

Optimal pricing by exporters yields

0 = Et

∞∑
s=0

ζsxβ
sΞt+s

Ξt

((
1− εxt+s

) �xt
pxt

Xx
t,sp

x
t+s + εxt+s

)
yxt+s|t ,

yxt+s|t =

(
�xt
pxt

Xx
t,s

)−εxt+s

yxt+s,

Xx
t,s =

1

xxt

s∏
k=0

xxt+k,

xxt =

(
πx
t−1
)ιx (πx∗)

1−ιx

πx
t



7.3. MODEL 241

The dynamics of the export price index follow from

1 = ζx (x
x
t )

1−εxt + (1− ζx)

(
�xt
pxt

)1−εxt
.

7.3.6.3 Net foreign asset accumulation

The net foreign asset accumulation follows from the balance of payments,

BF
t + pft (C

m
t + Imt ) =

Rt−1Ht−1
πt

BF
t−1 + pxt y

x
t .

7.3.6.4 Foreign variables

Since the Dutch economy is small relative to the Eurozone—which we consider to be the rest

of the world—we assume there is no feedback from domestic variables onto foreign variables.

The foreign variables—world output yft , world price pft , and interest rate Rf
t —are modeled

in an exogenous block consisting of a Eurozone IS curve, a Phillips curve and a Taylor rule.

World output yft enters the model via the export channel and the world price pft via the import

channel. We further assume that the Dutch interest rate is equal to the interest rate set by the

European Central Bank (ECB), which affects every inter-temporal decision margin in the model

via the stochastic discount factor. Since the three-equation system is standard, we relegate its

description to Appendix 7.F.

7.3.7 Bundling consumption and investment

The decision problem here is to divide consumption expenditures Ct into domestically produced

goods Cd
t and imported goods Cm

t . The equations below are derived for the consumption bundle

and are similar for investment.

Bundling takes the form of a CES aggregator, which is written here in normalized form (see

Cantore, Len-Ledesma, McAdam, and Willman (2010)):

Ct = C∗

⎛⎝nc

(
zd,ct

Cd
t

Cd∗

) εb,c−1

εb,c

+ (1− nc)

(
zm,c
t

Cm
t

Cm∗

) εb,c−1

εb,c

⎞⎠
εb,c

εb,c−1

,

where nc is a home-bias parameter, and zd,ct and zm,c
t are stochastic processes (to be defined

later in the section about detrending). Minimizing the expenditure index Zc
t = Cd

t +pc,mt Cm
t for
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any given consumption level Ct yields two demand functions for Cm
t and Cd

t are respectively

pc,mt = (1− nc)

(
zm,c
t

Cm
t

Cm∗

) εb,c−1

εb,c 1

Cm
t

,

1 = nc

(
zd,ct

Cd
t

Cd∗

) εb,c−1

εb,c 1

Cd
t

.

After a lot of tedious algebra, we can express these two demand functions and the aggregate

price definition as follows

Cd
t

pctCt
= nc

(
zd,ct pct

)εb,c−1
,

pc,mt Cm
t

pctCt
= 1− nc

(
zd,ct pct

)εb,c−1
,(

zd,ct pct

)1−εb,c
= nc + (1− nc)�

c
t ,

with

�
c
t ≡

(
zd,ct

zm,c
t

pc,mt

pc,m∗

)1−εb,c

.

Note the role of the home bias parameters and shift factors zd,xt and zm,x
t in relative shares.

Equivalent equations hold for the investment bundle.

7.3.8 Government

The budget constraint of the government is

bty
d
t + τ cp

c
tCt + τww

h
t Lt +

(
rkt Ut − pitδ

)
τkKt−1 =

Rt−1
πt

bt−1ydt−1 + Tty
d
t + gty

d
t ,

where bt and gt are defined as the ratios to output of outstanding domestic debt and government

expenditures, respectively. We let gt follow the AR(1) process

ln (gt) =
(
1− ρg

)
ln (g) + ρg ln (gt−1) + υgt , υ

g
t ∼ N

(
0, σ2

g

)
.

The tax (transfer) rule of the government reacts to deviations from the target debt-to-GDP ratio

b∗ with a lag,

Tt

T∗
=

(
bt−1
b∗

)−εT
.
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7.3.9 Aggregate resource constraints

In practice, we do not have data on the composite labor bundle but on hours worked (in fact,

on employment. See subsection 7.3.3.3). That is, we observe L̃t ≡
1∫
0

Lt (j) dj rather than Lt.

They are related as follows,

L̃t = Lt

1∫
0

(
wt (l)

wt

)−εwt
dl.6

After log-linearizing, we obtain L̃t � Lt.

Similarly, observed output ydt is related to the final good bundle yt:

ydt =

1∫
0

yt (i) di = atAt (K
s
t )

α (Lt)
1−α − ztΦ,

Domestic good market clearing follows from

(1− gt) y
d
t = Cd

t + Idt +Xt + pitΦ (Ut)Kt−1,

which is consistent with combining the household budget constraint—integrated over the contin-

uum households—, the government budget constraint, and the net foreign asset accumulation

equation. Observed export are denoted by Xt, which is—again—approximately equal to the

composite export bundle yxt . For convenience, we already write

Xt = yxt .

Finally, we do not have separate data on consumption import and investment import. Since

we will use import data in our estimation procedure, we introduce notation for total imports,

Mt = Cm
t + Imt .

7.4 De-trending, solving, and log-linearizing the model

We now must determine how steady-state growth rates of all variables are related to the ex-

ogenous stochastic trends. This was a trivial exercise in Smets and Wouters’ model, where

all trending variables expanded at the same deterministic rate, but it is more involved when

6Recall that households are indexed by j, labor unions by l and firms by i.
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multiple stochastic trends have to be accounted for.

The three exogenous domestic stochastic trends are the following:

Δ lnAt = γA + υAt , υ
A
t ∼ N

(
0, σ2

A

)
,

Δ lnϕt = γϕ + υϕt , υ
ϕ
t ∼ N

(
0, σ2

ϕ

)
,

Δ ln Γt = γΓ + υΓt , υ
Γ
t ∼ N

(
0, σ2

Γ

)
.

The first two processes At and ϕt were introduced in the model description. The third is

discussed below.

We consider the trend-cycle decomposition of all variables in the model as follows,

lnXt = ln X̄t + ln X̃t ,

for given variable Xt, where trend and cycle follow an integrated and a stationary process,

respectively,

Δ ln X̄t = γX + ext,

A (L)
(
ln X̃t − lnX∗

)
= uxt, A (1) 
= 0,

for some model-specific parameters and innovations. Steady-state paths of variables—denoted

byX∗t, and around which we will log-linearize the model—are defined by setting both component

innovations to zero

Δ ln X̄t = γX ,

ln X̃t = lnX∗.

The steps for determining the stochastic trend components are straightforward but lengthy,

and are therefore relegated to various appendices. First, Appendix 7.B.1 relates the γX ’s to the

exogenous drifts γA, γϕ, and γΓ. This yields a system of n equations in n unknowns. Appendix

7.B.2 then solves this system of drifts recursively. In turn, Appendix 7.B.3 decomposes every

model variable in a trend and a cycle. The upshot is that the three exogenous processes At, ϕt,

and Γt can be recovered easily with the trend components of wages w̄t, labor L̄t, and relative
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investment price p̄it.

p̄it = Γt

L̄t = ϕ
− 1

1+η

t

w̄t = A
1

1−α

t Γ
− α

1−α

t

In assuming that p̄it = Γt, we simply follow the lead of Justiniano, Primiceri, and Tambalotti.

Appendix 7.B.3 discusses this choice more thoroughly. The second relationship is the formal-

ization of the argument put forward when describing our data-set, namely that a stationary

labor share imposes that the permanent preference shock offset the trend in labor supply. The

third relationship reflects the fact that if the labor share is indeed stationary, real wages must

grow at the same rate as labor productivity, which is a weighted average of general-purpose and

investment-specific productivity. Equivalently, the relationship follows from the restriction that

marginal costs be constant in the long run. The stochastic trend components of all the other

domestic variables are then determined recursively from these three processes.

With all trends in hand, we can de-trend the model equations, solve for the steady state and

log-linearize around it. These three steps involve yet more algebra and bring no particularly

new insights. Therefore, we relegate the long pages of equations to Appendices 7.C, 7.D and

7.E. Nevertheless, it is worth noting that the stochastic trend shocks appear in many instances

in the log-linearized equations—in fact, whenever an inter-temporal trade-off is involved. This

enriches substantially the impulse and propagation mechanisms of the model.

7.5 Bayesian estimation

We assume the reader is familiar with Bayesian estimation of DSGE models. We use Dynare

to solve and estimate the model as summarized by all the equations in Appendix 7.E (see

the reference to the latest Dynare manual in the bibliography). By solving, we mean finding

the reduced form of the model and its state-space representation that makes it amenable to

computing data log-likelihoods via the Kalman filter. By estimating, we mean using Markov-

Chain Monte-Carlo (MCMC) techniques to obtain posterior information on a subset of model

parameters.
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Parameter Description Value

γL per capita hours growth 0.0020
γΓ relative investment price inflation −0.0019
γw real wage growth 0.0030
γyf Eurozone GDP growth 0.0042

γy domestic GDP growth 0.0055

γM import growth 0.0128
γX export growth 0.0133
πM∗ SS import price inflation 0.0015
πX∗ SS export price inflation 0.0015

1− α SS labor share 0.52
I∗/Y∗ SS investment-to-GDP ratio 0.21
I∗/C∗ SS investment-to-consumption ratio 0.43
g∗ SS government spending-to-GDP ratio 0.23
b∗ SS domestic debt-to-GDP ratio 0.60

π∗ target inflation rate 0.0048
β discount factor 0.985
R∗ SS short-term nominal interest rate 0.0048

Table 7.1: Calibrated Parameter Values 1

7.5.1 Calibration and priors

We use a data-set of 14 variables to estimate the model: Dutch domestic GDP yobs and its

demand components Cobs , Iobs , Gobs , Xobs , and Mobs ; full-time employment equivalents per

capita Eobs ; deflator inflation for GDP d lnP obs , investment d lnP i,obs , exports d lnP x,obs and

wages d lnwobs ; Eurozone GDP per capita yf,obs , GDP deflator inflation d lnP f,obs and short-

term interest rate Rf,obs . All of these variables were plotted in Figures 7.2.2 to 7.2.2 in Section

7.2. We perform our estimation over the sample 1984Q1 to 2007Q4, that is, up to the onset of

the financial crisis.

7.5.1.1 Calibrated parameters

Calibrated parameters are listed in Tables 7.5.1.1 and 7.5.1.1. Table 7.5.1.1 reports parameters

that can be easily traced back to first moments of variables, while Table 7.5.1.1 reports those

that are less immediately identifiable from the set of observables.

The first subset of parameters in Table 7.5.1.1 consists of the drifts of the model’s stochastic

processes, expressed in quarterly terms. We could estimate these drifts but choose no to in order

to limit the space of parameters to estimate, which is already very large. We do not consider

calibrating these parameters to be particularly objectionable because these first moments are the

lowest hanging fruits when taking the model to the data and are in principle easily identifiable.



7.5. BAYESIAN ESTIMATION 247

Parameter Description Value

τ c consumption tax 0.11
τw labor income tax 0.34
τk capital income tax 0.22
εT debt elasticity of fiscal transfers 5.e−4
nc consumption home bias 0.3
ni investment home bias 0.4
nx share of domestic exports in foreign demand 0.4

εw wage elasticity of labor supply 21
εp price elasticity of output 11
εX price elasticity of exports 11
εc,m price elasticity of consumption imports 11
εi,m price elasticity of investment imports 11
εb,c consumption bundle elasticity 6
εb,i investment bundle elasticity 6

η labor supply elasticity 2
ψ labor supply coefficient 7.5
ιE employment indexation 0

Table 7.2: Calibrated Parameter Values 2

The second subset consists of great ratios, which we use to solve for other parameters. Thus,

we pin down the labor elasticity of output 1 − α with the observable labor share. Similarly,

we fix the steady-state nominal great ratios I∗/Y∗, C∗/I∗ and G∗/Y∗ (≡ g∗) to the relevant

sample averages and use them to solve for the depreciation rate δ and the foreign assets-to-GDP

ratio bf∗ with the steady-state relationships described in Appendix 7.D. On the other hand,

we benchmark the domestic debt-to-GDP ratio b∗ to the Maastricht criteria, which is not a

restrictive choice since we have sufficient degrees of freedom in the fiscal block of the model to

choose so.

The third subset consists of nominal variables, expressed in quarterly terms. The steady-

state inflation rate π∗ is calibrated to the target rate of the ECB (so that π∗ = πf
∗), and the

steady-state interest rate R∗ to the mean of the post-convergence period (the second half of the

sample), as depicted in Figure 7.2.2. Together with the steady-state growth rate of output, these

parameterizations imply a particular value for the steady-state growth-adjusted real interest rate.

Recalling Figure 7.2.2, we pick a standard value for the discount factor β and reconcile it with

the sample mean of the growth-adjusted real interest rate by solving for the steady-state bond

premium H∗ with equation (7.32) (referenced in Appendix 7.C).

Table 7.5.1.1 first lists a number of parameters that are unidentifiable unless we add more
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relevant variables to the vector of observables. We thus calibrate all fiscal parameters (tax rates

and transfer elasticity) and shares of imports (in consumption nc and in investment ni) from

data provided by the Dutch statistical office. We also set the share of exports to Eurozone GDP

nx to the mean of the sample.

The next subset consists of price elasticities, which turn out to be structurally unidentified

in the model, as can be seen from every log-linearized Phillips curve derived in Appendix 7.E.

The intuition is as follows. With decreasing-returns-to-scale technologies and pricing power,

marginal costs are increasing in production, and thus in demand and relative prices. This

feedback scales up the price elasticity of costs relative to revenue, so that any exogenous change

to the optimality condition equalizing marginal cost to marginal revenue allows one to identify

the slope of the demand curve. However, when returns to scale are constant, this feedback is

absent and the margins move one-for-one. Since all relevant technologies in the model in fact

exhibit constant returns, the associated elasticities are unidentified. The exception is the price

elasticity of exports, εf , because this demand function is directly observable (its determinants

are all part of the vector of observable variables).

Furthermore, we fix the value of some parameters related to the labor supply block, which

is over-parameterized in the model because of the mapping of hours L into employment E. We

estimate the stickiness parameter ζe and calibrate the labor supply elasticity η. We eliminate

employment indexation (ιe = 0) because the filter from hours to employment is smooth enough

without over-parameterizing it. Thus empirically, our employment Euler equation is identical to

that in Adolfson, Laséen, Lindé, and Villani (2008). We also follow them in choosing the same

value for the coefficient ψ, which cannot be identified from the dynamics of labor supply.

Lastly, since there is no feedback from domestic developments to the Eurozone block, we

calibrate the parameters of the latter to the posterior means obtained by estimating the block

separately. Priors, posteriors and estimation issues for this block are discussed in Appendix 7.F.

7.5.1.2 Priors

Priors are described in Tables 7.5.1.2 and 7.5.1.2. Table 7.5.1.2 reports the priors attached

to structural parameters affecting the endogenous propagation mechanisms of the model, while

Table 7.5.1.2 lists priors for parameters related to the exogenous processes (autocorrelations and

standard deviations).

The first set of distributions in Table 7.5.1.2 relates to parameters affecting the households’
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Parameter Description Prior distribution

λ habit formation B(.5, .2)
Φ′′(1) utilization cost IG(.1, 1)

z2IS
′′(zI) investment cost N[0,∞](20, 20)

ah,b bond premium elasticity IG(.1, 1)
εf price elasticity of export demand N(1.5, .5)

ζp price stickiness B(.5, .2)

ζw wage stickiness B(.5, .2)
ζe employment stickiness B(.5, .2)
ζx export price stickiness B(.5, .2)
ζc,m consumption import price stickiness B(.5, .2)

ιp price indexation N[−1,1](0, .5)
ιw wage indexation N[−1,1](0, .5)
ιx export price indexation N[−1,1](0, .5)
ιc,m consumption import price indexation N[−1,1](0, .5)

Note: B: Beta; IG: Inverse Gamma; N : Normal. Arguments are mean,
standard deviation, and support (when truncated).

Table 7.3: Prior distributions 1

real decision margins (consumption, investment, utilization and bond holdings). The choice for

the habit formation parameter is standard. The other three priors are close to flat with wide

support.7 The only elasticity we estimate is the export demand elasticity εf , for which we choose

a prior centered on its least-squares estimate.

The second set of priors relate to the nominal margins. Calvo parameters ζi have relatively

flat beta distributions centered on .5; they are restricted to lie between 0 and 1 because they

represent probabilities. On the other hand—and we depart from existing literature on this

point—we impose normal priors centered on zero and truncated between -1 and 1 for indexation

parameters ιi. The reason is that indexation schemes are weighted averages of relevant lagged

and steady-state inflation, but mathematically, the weights are not restricted to lie on the unit

interval. It is worth noting that, historically, indexation was introduced in DSGE modeling

to account for the positive empirical autocorrelation of US inflation (the log-linear Phillips

curves in Appendix 7.E make this transparent). However, the US experience—a first-order

AR coefficient of roughly .8 in the post-war period—does not carry over to the Netherlands,

where various inflation measures show either no or slightly negative autocorrelation (.1 for

GDP deflation inflation). Admittedly, indexation schemes with negative weights on lagged

developments make for uneasy economic interpretation, but this implies we should look beyond

7Priors are depicted in Figures 7.5.2 to 7.5.2.
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Parameter Description Prior distribution

ρa AR(1) general technology N[−1,1](0, 1)
ρg AR(1) fiscal N[−1,1](0, 1)
ρμ AR(1) investment-specific technology N[−1,1](0, 1)
ρb AR(1) bond premium N[−1,1](0, 1)
ρp AR(1) price mark-up N[−1,1](0, 1)
ρw AR(1) wage mark-up N[−1,1](0, 1)
ρx AR(1) export price mark-up N[−1,1](0, 1)
ρc,m AR(1) consumption import price mark-up N[−1,1](0, 1)
ρnf AR(1) export demand N[−1,1](0, 1)

θf MA(1) export demand N[−1,1](0, .3)

σa s.e. general technology IG(.01, .1)
σg s.e. fiscal IG(.01, .1)
σμ s.e. investment-specific technology IG(1, .1)
σb s.e. bond premium IG(.01, .1)
σp s.e. price mark-up IG(.01, .1)
σw s.e. wage mark-up IG(.01, .1)
σx s.e. export price mark-up IG(.01, .1)
σc,m s.e. consumption import price mark-up IG(.01, .1)
σnf s.e. export demand IG(.01, .1)

σA s.e. trend general technology IG(.001, .01)
σϕ s.e. trend labor supply IG(.001, .01)
σΓ s.e. trend investment-specific technology IG(.001, .01)
σyf s.e. trend EU output IG(.001, .01)

Note: B: Beta; IG: Inverse Gamma; N : Normal. Arguments are mean, standard
deviation, and support (when truncated).

Table 7.4: Prior distributions 2

these stylized indexation schemes to other micro-foundations for the observed autocorrelation

of inflation.

Similarly, we choose centered normal priors for the autocorrelation parameters of the cycli-

cal shocks (see Table 7.5.1.2). That is, we put more probability mass on the model having

sufficiently strong internal propagation mechanisms that we need not ‘fill the gaps’ with ex-

ogenous persistence. Furthermore, the introduction of stochastic trends in the model implies

that many of the shocks we normally perceive to be persistent have now been decomposed into

trends and cycles, such that the cyclical part may exhibit much shorter decay because the low

frequencies are explicitly captured by the trend components. Although the model in Section 7.3

described cyclical shocks in terms of ARMA processes, we shut down all the MA terms to avoid

over-parameterization. The exception is the export demand shock εnft , because the degree of

mis-specification of the export demand equation (there are no lags involved) requires an ARMA
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process to soak up the missing dynamics. We expect ρf and θf to be easily identified from the

estimation because, as argued above, the export demand equation is stand-alone and left- and

right-hand-side variables are all included in the data vector. The same goes for ρg because the

government spending shock is directly observable.

Lastly, regarding the stochastic drifts, we impose priors on standard errors that are an

order of magnitude smaller than for cyclical innovations, as we expect trend components to be

smoother than cyclical components.

7.5.2 Results

We obtain the posterior distributions of the parameters on the sample 1984Q1 to 2007Q4 with

Dynare’s MCMC algorithm. We run two chains of one million draws and retain the last fifth.

Convergence of the algorithm is well-behaved according to the Brooks and Gelman diagnostics

(not shown, but available upon request). Instead of producing a table cluttered with the prior

and posterior moments, we prefer to show the results in figures. Figures 7.5.2 to 7.5.2 plot the

prior and posterior distributions of the parameters of interest.

Some general comments are in order. It appears that the posterior distributions are well-

behaved. Specifically, there is no evidence of pairwise multi-modality that would be a clear

sign of multicollinearity. Furthermore, the draws for all parameters seem to travel sufficiently

through the support of the distributions. In particular, there are no ‘spikes’, that is, no degen-

erate posteriors that would indicate a rank-deficient Hessian. Moreover, there are no ‘corner

solutions’—posteriors with finite support that bunch at extremes—which would signal mis-

specification of the model along that particular dimension (for example, a Calvo parameter or

the autoregressive parameter of a cyclical shock tending to one). Since we used relatively flat

priors, this suggest that the model is not grossly misaligned with the true DGP of the data.

We now highlight the more interesting results from the estimation, with no attempt to be

exhaustive.

Figure 7.5.2 and the top of Figure 7.5.2 shows that the data is relatively informative about

most variances of shocks. The notable exception concerns the investment shock (and, to a lesser

extent, the export price mark-up shock), which is most likely the symptom of identification issues

inherent in trend-cycle decompositions. Furthermore, recall that we had imposed relatively tight

priors on trend variances. Yet the posteriors are significantly different from the priors and suggest

trend shock volatilities of roughly the same order as the cyclical ones.
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Figure 7.4: Priors (gray) and posteriors (black)

Regarding structural parameters per se, the habit formation parameter λ is well-identified

and conform to estimates in many other studies. The utilization parameter Φ′′(1), on the

other hand, is clearly unidentified, as one would expect from a model without utilization as

an observable and with a highly parameterized labor margin (as is the case with Smets and

Wouters’ model). The data is informative about the investment cost parameter z2IS
′′(zI), which

is an order of magnitude larger than other studies have estimated because the investment data

includes inventories, which are very volatile. The export demand elasticity εf is pinned down

accurately—a predictable result in that the export demand equation is stand-alone and could

be estimated with simple least-squares (but for the ARMA form of the residual). In contrast,

without an observable interest spread variable, the data has little to say about the bond elasticity

ah,b.

Figure 7.5.2 summarizes the information about the nominal dimensions of the model. Stick-

iness parameters are somewhat on the high side relative to estimates obtained from existing

studies, such as Smets and Wouters’ estimates for the US. This result implies that the various
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Figure 7.5: Priors (gray) and posteriors (black)

inflation measures are not particularly sensitive to their exogenous drivers (the various mea-

sures of marginal costs). At the same time, indexation parameters are not significantly different

from zero (in a Bayesian sense, of course), indicating that these measures display little auto-

correlation. Combined, these posterior distributions suggest that inflation measures are close to

exhibiting white noise behavior, which, as we argued above, is what we could expect from their

univariate spectrum.

Figure 7.5.2 displays distributions for the autoregressive coefficients of the cyclical shocks.

This is where the value-added of our approach is the most tangible. In particular, posteriors

suggest that the cyclical productivity shock is only moderately persistent, and that the cyclical

investment and labor supply shocks are essentially white noise. This is clearly the consequence of

introducing along these margins stochastic trends that soak up the persistence usually attributed

to the cycle. Given the tight link between decisions to work, invest and consume, this radical

reshuffling of persistence from cycle to trend shocks also manifests itself along the consumption

margin, where the bond premium shock—which is an inter-temporal consumption shifter—now
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Figure 7.6: Priors (gray) and posteriors (black)

exhibits negative autocorrelation.

In contrast, the price mark-up shock is highly persistent, with autocorrelation in the range

obtained in many other studies. However, in light of our trend-cycle leitmotif, this degree

of persistence most likely reflects the “great moderation” convergence in inflation and would

disappear if we modeled the convergence formally with a stochastic trend, as we have done with

productivity and labor supply.

7.5.3 Impulse responses

We can now calibrate our model with posterior means of the parameter distributions, to explore

some of the model’s comparative dynamic properties. With 14 observable variables and 17

exogenous shocks (13 stationary and 4 integrated), we could plot and comment 238 impulse

response functions (IRF) until the cows come home. Instead, it is more instructive to focus

on our model’s value-added, namely the dual stationary-integrated characterization of certain

shocks. Figures 7.5.3, 7.5.3, and 7.5.3 plot IRFs to innovations in the trend and cycle shocks to
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Figure 7.7: Priors (gray) and posteriors (black)

labor supply, general purpose technology and investment-specific technology. We disregard the

fourth stochastic trend shock, the shock to Eurozone output, for the time being. The respondents

are the major observable variables of interest expressed in levels. Most other IRFs are relatively

standard and are not reported, but are available upon request.

The figures have two major common features. First is the mean-reversion of responses of non-

stationary variables to the cyclical innovations εt and the permanent deviation of responses to

the trend innovations υt—as one would expect. Second is the significant difference in short-run

responses to permanent and cyclical shocks.

Consider Figure 7.5.3. By definition, the cyclical labor supply shock temporarily reduces real

wages. Since these are sticky (because both prices and nominal wages are so), forward-looking,

consumption-smoothing households offset some of the implied loss of labor income by supplying

more hours and hold back temporarily on expenditures. Similarly, employers facing temporarily

lower marginal costs increase employment, substitute away from capital (thus cutting down on

investment expenses) and reduce prices. Lower domestic absorption coupled with greater labor

input use implies that net exports increase in the short run (not shown)—the trade balance
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Figure 7.8: Labor supply—responses to one s.d. shock to υϕt (gray) and εwt (black)

reconciles the impact response of output with the responses of consumption and investment

in the figure. The model exhibits significant internal persistence: although the cyclical shock

decays quickly (recall the posterior mean of parameter ρw in Figure 7.5.2), stickiness in wages,

consumption, investment and employment imply its effects carry through for much longer before

eventually dying out.

Turning to trend labor supply, a positive shock increases employment, output, consumption

and investment permanently (relative to their original trend paths), while leaving real wages

unaffected. In the short run, however, responses are radically different from responses to the

cyclical shock because of a wealth effect: a permanent shock spurs households and firms to

consume and invest immediately on the expectation of the future rewards to higher, permanent

labor input use.

Figure 7.5.3 plots the IRFs to the innovations to the cyclical and trend components of general

technology. A temporary productivity increase boosts output, consumption and investment and
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Figure 7.9: General technology—responses to one s.d. shock to υAt (gray) and εat
(black)

reduces employment and prices on impact, as one would expect from a New-Keynesian model.

Again, decay rates reflect the model’s internal persistence, as they are lower than what the AR

coefficient of the shock would suggest (recall ρa in Figure 7.5.2). In the long run, permanently

higher productivity implies higher output, consumption, wages, investment and employment, as

expected from the steady state of a standard RBC model. In the short run, however, the same

shock reduces output, as the wealth effect of future, permanently higher output and income

prompts households to cut down on hours worked and increase expenditures (part of which fall

on imported goods). Obviously, productivity has no long-run effect on inflation, which is purely

a nominal phenomenon. In the short-run, however, inflation is double-sided filter of marginal

costs—which drop with productivity—and reacts accordingly.

Finally, Figure 7.5.3 depicts responses to innovations along the investment margin. A tem-

porary exogenous increase in the relative price of investment, combined with sticky wages,

implies that factor prices are too high for optimizing firms at their current level of production,
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Figure 7.10: Investment-specific technology—responses to one s.d. shock to υΓt
(gray) and εμt (black)

so that they reduce investment expenditures and labor demand while increasing prices in line

with (expected future) higher marginal costs. Households also cut on expenditures because of

lower income. In the long run, the responses to both temporary and permanent shocks are

similar on the real side: output, employment, investment and consumption drop in response to

lower investment-specific productivity. However, in the short run, responses are quite different

to responses to the cyclical disturbance. Faced with prospects of permanently less productive

additions to capital, firms lock in profits today from the existing capital stock by pushing up

employment and output. With sticky wages and a higher rate of return on capital, household

income increases and sustains temporarily higher consumer expenditures. As the decrease in

the overall productivity of the capital stock works its way through, output, employment, con-

sumption and investment converge to their downshifted long-run trend paths.

What stands out of these figures is the power of the ‘wealth effect’— the interaction between

smoothing motives and present discounted valuation that recalls the results of the Permanent
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Income Hypothesis, whereby permanent and transitory incomes shocks affect consumption dif-

ferently. In the case of shocks to relative prices—prices of labor or investment in terms of

consumption—short-run responses along the forward-looking consumption, investment and em-

ployment decision margins can have opposite signs because a permanent displacement carries

so much more weight in present value terms than a quickly decaying one. In contrast, in the

case of the technology disturbance, short-run responses have the same sign because the shock,

whether permanent or temporary, is an outward shift in the production possibility frontier. With

log-utility of consumption and homogenous production functions, this leaves relative prices and

demand shares unaffected. These different patterns of short-run correlation between permanent

and cyclical components have important consequences for the results in the next subsection.

7.5.4 Historical decompositions

Armed with the posterior means of these parameter distributions, we can obtain smoothed esti-

mates of the shock innovations and back out a history of how these innovations have contributed

to the developments of observable variables. Our interest is in showing how our unobserved com-

ponents approach brings in a different, useful perspective on historical decompositions.

Since innovations are orthogonal, one can group them by adding them up according to an

aggregation scheme of interest. Figure 7.5.3 depicts a standard decomposition for year-on-year

domestic output growth and inflation, where the innovations are grouped into six categories:

price mark-up, wage mark-up (including trend), fiscal spending, interest rate (monetary policy

and bond premium), technology (general and investment-specific), and the open-economy block

(Eurozone demand and supply, price and quantity margins in exports and imports).8 These

decompositions show the extent to which, for example, the recent severe contraction and dis-

inflation were largely imported from abroad, as the decomposition is dominated by the foreign

block. More generally, it appears that domestic output is more highly correlated with foreign

developments than domestic shocks over the sample. The decompositions also point to how little

impact interest rates have on output and inflation, and how government spending helped offset

8The role of initial values in the decomposition will depend on the order of integration of the variable to be

decomposed. Observed output growth is clearly a stationary process and the impact of initial conditions will

decay at the rate of the variable’s underlying autoregressive process. In contrast, inflation over the sample is

dominated by a very low frequency component and it is modeled with a very persistent process, implying that its

initial conditions will decay only slowly.
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Figure 7.11: Structural decompositions: y-o-y GDP growth (top) and inflation
(bottom)

some of the headwinds in the initial phase of the recent downturn but not in the later phase.

Looking across the two charts, some shocks have clearly defined roles—the mark-up shock is a

supply shifter, pushing inflation and output in opposite directions, while the government spend-

ing shock is a demand disturbance. In contrast, the foreign shock is a mongrel concept, as one

would anticipate from aggregating mark-up and demand shocks in the same block. Its role in

the recent downturn is that of a demand shock, but it switched from a demand disturbance in

2000-2001 (contributing positively both to output growth and inflation) to a supply shock in

2001-2002 (pushing growth and inflation in opposite directions). This split role highlights the

care required in choosing and interpreting aggregation schemes.
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Figure 7.12: Trend-cycle decompositions: y-o-y GDP growth (top) and inflation
(bottom)

Another way to decompose historical developments is to aggregate shocks according to their

persistence, namely according to trend and cycle. This representation is less structural in terms

of economic interpretation, but informative from an econometric point of view. Indeed, since

trend shocks are random walks, the degree to which the historical decomposition is dominated

by trend innovations reveals something about the predictability of the variable. At one extreme,

all trend and no cycle implies little forecastability from the model beyond deterministic drifts.

At the other, if all variation is cyclical, there is more scope for prediction via the autoregressive

processes driving the propagation mechanisms.

With this in mind, Figure 7.5.4 depicts the trend-cycle decompositions of domestic output
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innovations hist. contributions

υa υμ υw υa υμ υw

υϕ 0 0.24 0 0 0.52 −0.73
υG 0 0 −0.25 0 0 0
υA 0 0 −0.38 −0.24 −0.35 0.33

Note: 0 implies insignificance at 5% level.

Table 7.5: Correlation matrix of selected innovations and contributions to GDP
growth

growth and inflation. Trend and cycle are negatively correlated over the sample (-.67 for y-o-y

GDP growth), suggesting that deterministic de-trending would likely overstate the forecasting

power of the cyclical component. Regarding specific historical episodes, output would have been

significantly lower and inflation higher in the early 2000s had one not accounted for offsetting

trend developments. In contrast, the recent recession is to a considerable extent a cyclical

phenomenon. Over the sample, trend shocks account for roughly a third of the variance of both

output growth and inflation.

What is behind this negative correlation? One may be tempted to view it as an artifact of the

structural decomposition. It is well-known, for example, that trend and cycle components from

the Beveridge-Nelson decomposition on a univariate ARIMA process are perfectly negatively

correlated (see Favero (2001, pg. 54), for example). Since we are essentially performing a similar

decomposition in a multivariate setting, the negative correlation between the two components

may just reflect the same mechanical feature. However, the analysis of IRFs in the previous

section provides a theoretical rationale for this correlation: permanent and transitory shocks

elicit responses that are often of opposite sign because of wealth effects.

Mapping IRFs into historical contributions is not straightforward because roughly, the latter

capture the integral of the former. Nevertheless, some information can be gained by restricting

the analysis to the three trend-cycle margins (labor supply, investment and production). Table

7.5.4 reports on the left-hand side the correlation matrix between the smoothed innovations

along these margins (in rows and columns respectively). There is roughly very little significant

correlation between trend and cycle innovations. On the other hand, the historical contributions

to GDP growth reported on the right-hand side of the table exhibit greater correlation patterns.

In particular, the trend and cycle contributions of labor supply are highly negatively correlated,

although the underlying innovations are not. The same goes, to a lesser extent, for the trend and
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cycle productivity contributions. When summing across trend and cycle, the resulting aggregate

innovations are orthogonal in sample, while the corresponding historical contributions correlate

with a coefficient of -.4.

7.6 Concluding remarks

As the length of this chapter will attest, setting up, solving, and estimating a DSGE model

that includes multiple theoretically- and empirically-founded trends is a hefty exercise. We

emphasized—perhaps to the point of belaboring—the value of including these stochastic trends

by describing every step from their inclusion in the non-linear theoretical model to their place

in the resulting linearized state-space form. These steps, however, are not tailored to the par-

ticulars of our application; there is a strong sense in which the inclusion of trends in a model is

mechanical—that it could be reverse-engineered from the steady-state conditions of the model,

which impose the co-integrating relationships expected in the data. Although we have not ex-

plored this road yet, we conjecture that these steps could be fully automated in a DSGE solver

program such as Dynare.

In this chapter, we have only discussed the ’point estimates’ of our model. Yet, the payoff

for all this work is already tangible, in that the model produces output that differs substantially

from the large body of existing literature yet remains sensible ex-post. Our “careful stochastic

specification“enables us to distinguish between permanent and transitory shocks along the same

margin that capture the right co-integrating relationships in the data. This provides us with

a very different view of exogenous and endogenous persistence in the model, with a richer

set of impulse responses to perform scenario analysis, and with a better understanding of the

temporary and permanent drivers behind historical developments.

The next step is to deal with the uncertainty about and robustness of our model. We plan to

tackle identification issues that are pervasive both in highly-parameterized models (see Canova

and Sala (2009) and Iskrev (2010) for the theoretical and practical aspects of this issue in the

context of DSGE models) and in unobserved components models. Furthermore, we plan to

run out-of-sample forecasting horse-races against competing models (as in Smets and Wouters

(2007)), with the expectation that our stochastic specification should perform well. These are

the topics of a follow-up paper.
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Appendix 7.A Model

7.A.1 Final good producers

Perfectly competitive firms produce the final good yt by combining a continuum over [0, 1] of

intermediate goods yt (i) according to the constant elasticity of substitution (CES) technology

yt =

⎛⎝ 1∫
0

yt(i)
ε
p
t−1

ε
p
t di

⎞⎠
ε
p
t

ε
p
t−1

.

Final good producers maximize real profits,

max
yt(i), i∈[0,1]

yt −
1∫

0

pt (i) yt (i) di,

where pt (i) is the relative price of the intermediate good i in terms of the final good, i.e.

pt (i) =
Pt(i)
Pt

. The first-order condition with respect to yt (i) is

0 =

⎛⎝ 1∫
0

yt (i)
ε
p
t−1

ε
p
t di

⎞⎠
1

ε
p
t−1

yt (i)
−1

ε
p
t − pt (i)

=

(
yt

yt (i)

) 1

ε
p
t − pt (i) .

Hence, the demand for intermediate good i is

yt (i) = pt (i)
−εpt yt.

The zero-profits condition implied by perfect competition requires that yt =
1∫
0

pt (i) yt (i) di.

Combining with the demand for intermediate good i gives us the price index (again in relative

terms)

1 =

1∫
0

pt(i)
1−εpt di.

We let the (log-)elasticity ln (εpt ) follow the ARMA(1,1) process

ln (εpt ) =
(
1− ρp

)
ln (εp) + ρp ln

(
εpt−1

)
+ υpt + θpυ

p
t−1, υ

p
t ∼ N

(
0, σ2

p

)
.
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This process is interpreted as a price mark-up shock since the elasticity relates to the price

mark-up via 1
εpt−1 (see the price-setting decision of the intermediate good producers below).

Summarizing,

yt =

⎛⎝ 1∫
0

yt(i)
ε
p
t−1

ε
p
t di

⎞⎠
ε
p
t

ε
p
t−1

, (7.1)

yt (i) = pt (i)
−εpt yt, (7.2)

1 =

1∫
0

pt(i)
1−εpt di.

7.A.2 Intermediate good producers

There is a continuum of monopolistically competitive intermediate good producers, indexed by

i ∈ [0, 1], whose individual production functions are given by

yt (i) = atAtK
s
t (i)

α Lt (i)
1−α − z̄tΦ, (7.3)

where Ks
t (i) is effective capital, Lt (i) is labor, Φ is a fixed cost,9 and z̄t represents a composite

stochastic trend term which will be defined in a later section. Total factor productivity is

decomposed into a temporary shock at and a permanent shock At, whose stochastic processes

are respectively

ln (at) = ρa ln (at−1) + υat , υ
a
t ∼ N

(
0, σ2

a

)
,

and

ln (At) = γA + ln (At−1) + υAt , υ
A
t ∼ N

(
0, σ2

A

)
,

where γA is the drift in total factor productivity. Real profits of firms are given by

pt (i) yt (i)− wtLt (i)− rkt K
s
t (i) ,

where wt is the real wage and rkt the real rental rate on effective capital.

9The fixed costs are included in the production function instead of the cost function.
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7.A.2.1 Labor and capital decision

We formalize the cost-minimization problem wtLt (i) + rkt K
s
t (i) for any given output level yt (i)

with the Lagrangian

L = −wtLt (i)− rkt K
s
t (i) + Θt (i)

(
atAtK

s
t (i)

α Lt (i)
1−α − ztΦ− yt (i)

)
,

where Θt (i) is the Lagrange multiplier associated with the production function and reflects the

real marginal cost of production. We define mct (i) ≡ Θt (i) for future reference. The first-order

conditions with respect to Lt (i) and Ks
t (i) are respectively

Θt (i) atAt (1− α)

(
Ks

t (i)

Lt (i)

)α

= wt,

Θt (i) atAtα

(
Ks

t (i)

Lt (i)

)α−1
= rkt .

Dividing one by the other yields the optimal capital-labor ratio

Ks
t (i)

Lt (i)
=

α

1− α

wt

rkt
. (7.4)

Substituting this ratio into the first-order condition for capital yields an expression for real

marginal costs

mct (i) = (atAt)
−1 α−α (1− α)−(1−α)w1−α

t

(
rkt

)α
. (7.5)

Intermediate good producers face a marginal cost curve that is independent of their level of

production. Therefore, average variable cost equals marginal cost

avct = mct (i) . (7.6)

7.A.2.2 Price-setting decision

Intermediate good producers face downward-sloping demand curves (7.2) and thus exert pricing

power. However, every period, only a fraction 1− ζp of them may re-optimize their prices. The

fraction ζ that cannot indexes instead prices to a weighted average of past inflation πt−1 and

steady-state inflation π∗
pt (i)

pt−1 (i)
=

π
ιp
t−1π

1−ιp∗
πt

.
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Firms that are free to reset their prices maximize expected discounted profits generated up to

the next re-optimization. Firms are owned by households and accordingly discount real payoffs

using the households’ stochastic discount factor

βsΞt+s

Ξt
,

where Ξt is the Lagrange multiplier associated with the households’ budget constraint—

expressed in real terms—and β is the households’ discount factor for utility (see the household

optimization problem below). Let �t (i) denote the optimal price for intermediate good firm i

in period t. Thereafter, if firm i is not allowed to re-optimize up to and including period t+ s,

its period t+ s price will be

pt+s|t = �t (i)X
p
t,s,

where the compounded indexation term can be written as follows

Xp
t,s ≡

1

xpt

s∏
k=0

xpt+k,

with

xpt =
π
ιp
t−1π

1−ιp∗
πt

.

We use the subscript |t to condition on the timing of the last price reset. Collecting the pieces,

re-optimizing firms face the following dynamic problem

max
�t(i)

Et

∞∑
s=0

ζspβ
sΞt+s

Ξt

(
�t (i)X

p
t,s − avct+s

)
yt+s|t(i),

s.t. yt+s|t(i) =
(
�t(i)X

p
t,s

)−εpt+s yt+s.

The first-order condition with respect to �t(i) is

0 = Et

∞∑
s=0

ζspβ
sΞt+s

Ξt⎛⎜⎝ (
Xp

t,s

)1−εpt+s yt+s

(
1− εpt+s

)
�t (i)

−εpt+s −(
Xp

t,s

)−εpt+s yt+s

(−εpt+s

)
�t (i)

−εpt+s−1 avct+s

⎞⎟⎠ .
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Simplifying,

0 = Et

∞∑
s=0

ζspβ
sΞt+s

Ξt

((
1− εpt+s

)
�t (i)X

p
t,s + εpt+savct+s

)
yt+s|t(i).

Since indexation and marginal costs are independent of individual variables, all intermediate

good producers that can re-optimize will choose the same price, that is �t = �t (i), ∀i. Let

Sp
t ⊂ [0, 1] represent the set of firms that are not allowed to re-optimize in period t. The

dynamics of the aggregate price level follow from

1 =

∫
Sp
t

(xpt pt−1 (i))
1−εpt di+

(
1− ζp

)
�
1−ε

p
t

t (7.7)

= ζp (x
p
t )

1−εpt +
(
1− ζp

)
�
1−εpt
t ,

where the second line follows from a law of large numbers.

7.A.2.3 Mapping labor into employment

The model concept of labor input developed above is hours worked, while our observable measure

as described in Section 7.2 is full-time equivalents. We therefore use a similar trick to that

described in Adolfson, Laséen, Lindé, and Villani (2008), which is to assume that firms are also

Calvo-constrained in their choice of employment level. To be specific, in a frictionless world

where hours worked per employee are fixed, firm i would choose its employment level to match

its optimal level of hours, that is, it would choose employment level e(i) such that

n∗e (i) = L,

where n∗ is the fixed number of hours worked per employee. However, when the Calvo fairy comes

into play, only a fraction 1−ζe of firms may adjust individual employment levels to target levels

of hours, while the remainder ζe indexes employment to past aggregate employment growth.

Formally, consider the optimization problem

min
et(i)

Et

∞∑
s=0

(ζeβ)
s (n∗et (i)Xe

t−1,s − Lt+s

)2
,



7.A. MODEL 269

where the compound indexation term is

Xe
t,s ≡

1

xet

s∏
k=0

xet+k,

with

xet =

(
Ψt

Ψt−1

)ιe

z1−ιeL ,

and Ψt is aggregate employment. The optimality condition is

0 = Et

∞∑
s=0

(ζeβ)
sXt−1,s (n∗et (i)Xt−1,s − Lt+s) ,

implying that each optimizing firm chooses the same level of employment

et (i) = et.

Following a similar argument to the derivation of the aggregate price level, we can express total

employment as the weighted average of the constrained and unconstrained levels of employment,

or equivalently,

1 = (1− ζe)
et
Ψt

+ ζe
Ψt−1xet
Ψt

.

The interplay between the optimality and aggregation conditions will yield a smoothing filter

from hours to employment.

7.A.3 Households

There is a continuum of identical households, indexed by j ∈ [0, 1], who decide on consumption

Ct (j), hours worked Lt (j), bonds Bt (j), investment It (j), capital Kt (j), and capital utilization

Ut (j), so as to maximize the objective function

Et

∞∑
s=0

βs

(
dt+s ln (Ct+s (j)− λCt+s−1 (j))− ϕt+s

ψ

1 + η
Lt+s (j)

1+η

)
,

where the degree of habit formation is captured by parameter λ and dt is an inter-temporal

preference shock which follows the AR(1) process

ln (dt) = ρd ln (dt−1) + υdt , υ
d
t ∼ N

(
0, σ2

d

)
.
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We assume ϕt follows a random walk with drift,

ln (ϕt) = γϕ + ln
(
ϕt−1

)
+ υϕt , υ

ϕ
t ∼ N

(
0, σ2

ϕ

)
,

where γϕ will eventually capture the upward drift in labor market participation. Households

own raw capital Kt−1(j), decide on the capital utilization rate Ut (j), and rent effective capital

Ks
t (j) to firms at rate rkt . Effective capital is related to raw capital by

Ks
t (j) = Ut (j)Kt−1(j),

and real capital utilization costs are

pitΦ (Ut (j))Kt−1 (j) ,

where Φ (Ut (j)) is an increasing and convex function which equals zero in the steady state—

Φ′ (·) ≥ 0, Φ′′ (·) ≥ 0 and Φ (U∗) = 0. Note that we price utilization costs as investment instead

of output. We have the freedom to normalize the steady-state utilization rate, so we set it to

unity

U∗ = 1.

Households face the following budget constraint in real terms,

(1 + τ c) p
c
t+sCt+s (j) + pit+sIt+s (j) +BP

t+s (j) =

(1− τw)w
h
t+sLt+s (j) +

(
(1− τk) r

k
t+sUt+s (j) + pit+s (δτk − Φ (Ut+s (j)))

)
Kt+s−1 (j) +

Rt+s−1Ht+s−1
πt+s

BP
t+s−1 (j) + Tt+sy

d
t+s +Du

t+s +Dp
t+s +Dm

t+s +De
t+s,

where, again, small letters indicate relative prices and wages versus the domestic good, e.g.

pct =
P c
t

Pt
. Moreover, Tt is the ratio of lump-sum transfers to real domestic GDP and Du

t , D
p
t , D

m
t

and De
t are real profits from labor unions, intermediate good producers, importing firms, and

exporting firms, respectively. BP
t represents private sector assets—equal to net foreign assets

BF
t plus government debt BG

t —and the risk premium Ht on bonds depends on the ratio of
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foreign assets to GDP,10

Ht = H

(
BF

t

ydt
, εbt

)
,

where εbt is a risk premium shock. We let ln
(
εbt
)
follow the AR(1) process

ln
(
εbt

)
= ρb ln

(
εbt−1

)
+ υbt , υ

b
t ∼ N

(
0, σ2

b

)
.

Households accumulate capital as follows,

Kt+s (j) = (1− δ)Kt+s−1 (j) + μt+s

(
1− S

(
It+s (j)

It+s−1 (j)

))
It+s (j) , (7.8)

where S (·) is the investment adjustment cost function—with S (·) = 0, S′ (·) = 0 along the

balanced-growth path and S′′ (·) > 0—and μt is an investment-specific technology shock. We

let ln (μt) follow the AR(1) process:

ln (μt) = ρμ ln
(
μt−1

)
+ υμt , υ

μ
t ∼ N

(
0, σ2

μ

)
.

The maximization problem of the households can be formalized by means of the Lagrangian,

L =

Et

∞∑
s=0

βs

⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

dt+s ln (Ct+s (j)− λCt+s−1 (j))− ϕt+s
ψ

1+ηLt+s (j)
1+η +

Ξt+s (j)

⎛⎜⎜⎜⎜⎜⎜⎜⎝

(1− τw)w
h
t+sLt+s (j)

+
(
(1− τk) r

k
t+sUt+s (j) + pit+s (δτk − Φ (Ut+s (j)))

)
Kt+s−1 (j)

+Rt+s−1Ht+s−1

πt+s
BP

t+s−1 (j) + Tt+sy
d
t+s +Du

t+s +Dp
t+s +Dm

t+s +De
t+s

− (1 + τ c) p
c
t+sCt+s (j)− pit+sIt+s (j)−BP

t+s (j)

⎞⎟⎟⎟⎟⎟⎟⎟⎠
+Ξk

t+s (j)
(
(1− δ)Kt+s−1 (j) + μt+s

(
1− S

(
It+s(j)

It+s−1(j)

))
It+s (j)−Kt+s (j)

)

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
,

where Ξt (j) and Ξk
t (j) are the Lagrange multipliers associated with the budget constraint—

expressed in real terms—and the capital accumulation equation, respectively. In a marginal

sense, Tobin’s Qt is defined as the ratio between the marginal market value of capital and the

10The exogeneity of the interest rate requires we close the model with a feedback mechanism such as a debt-

dependent risk premium, à la Schmitt-Grohe and Uribe (2003).
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marginal replacement costs of capital (investment adjustment costs not included)

Qt (j) ≡ Ξk
t (j)

Ξt (j)
.

The first-order conditions are:

(∂Ct (j)) :
dt

Ct (j)− λCt−1 (j)
− βλEt

(
dt+1

Ct+1 (j)− λCt (j)

)
= Ξt (j) p

c
t (1 + τ c) , (7.9)

(∂Lt (j)) : ϕtψLt (j)
η = Ξt (j) (1− τw)w

h
t , (7.10)

(∂Bt (j)) : 1 = βEt

(
Ξt+1 (j)

Ξt (j)

RtHt

πt+1

)
, (7.11)

(∂It (j)) :
pit

Qt (j)μt

= 1− S

(
It (j)

It−1 (j)

)
− S′

(
It (j)

It−1 (j)

)
It (j)

It−1 (j)
(7.12)

+βEt

(
Ξt+1 (j)

Ξt (j)

Qt+1

Qt

μt+1

μt

S′
(
It+1 (j)

It (j)

)(
It+1 (j)

It (j)

)2
)
,

(∂Kt (j)) : Qt (j) = βEt

⎛⎜⎝Ξt+1 (j)

Ξt (j)

⎛⎜⎝ Qk
t+1 (j) (1− δ) + (1− τk) r

k
t+1Ut+1 (j)

+pit+1 (δτk − Φ (Ut+1 (j)))

⎞⎟⎠
⎞⎟⎠ ,(7.13)

(∂Ut (j)) : (1− τk) r
k
t = pitΦ

′ (Ut (j)) . (7.14)

In equilibrium households make the same choices. For this reason, we can drop the index

j.11

7.A.4 Labor unions and packers

There is a continuum of monopolistically competitive labor unions, indexed by l ∈ [0, 1]. Labor

unions are intermediaries between households and labor packers, buying homogenous labor from

households at real wage wh
t , differentiating the labor one-to-one, and selling the differentiated

labor Lt (l) to labor packers at real wage wt (l). Thereafter, perfectly competitive labor packers

create the composite labor bundle Lt by combining the continuum of differentiated labor Lt (l),

with l ∈ [0, 1] and sell the bundle to intermediate good producers at real wage wt.

11Nevertheless, we cannot drop the index of Lt (j), because Lt will already be used for the composite labor

bundle. In the section about the aggregate resource constraints, we show that up to a log-linear approximation

we can actually drop the index j.
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7.A.4.1 Labor packers

The setup for the labor packers is similar to the setup for the final good producers. For this

reason, we present the results without derivations,

Lt =

⎛⎝ 1∫
0

Lt(l)
εwt −1

εwt dl

⎞⎠
εwt

εwt −1

,

Lt (l) =

(
wt (l)

wt

)−εwt
Lt,

wt =

⎛⎝ 1∫
0

wt(l)
1−εwt dl

⎞⎠
1

1−εwt

,

where we let the (log)-elasticity ln (εwt ) follow the ARMA(1,1) process

ln (εwt ) = (1− ρw) ln (ε
w) + ρw ln

(
εwt−1

)
+ υwt + θwυ

w
t−1, υ

w
t ∼ N

(
0, σ2

w

)
.

This process is interpreted as wage mark-up shock since the elasticity relates to the wage mark-up

via 1
εwt −1 , as the wage-setting decision of the labor unions makes clear in the next subsection.

7.A.4.2 Labor unions

The setup for the labor unions is similar to that of intermediate good producers: they are

restricted in the timing for re-optimization à la Calvo. Indexation is expressed as a function of

nominal wages. Namely, if Wt is the nominal wage, the indexation is a weighted average of past

and steady-state aggregate nominal wage growth,

Wt (l)

Wt−1 (l)
=

(
Wt−1
Wt−2

)ιw

(π∗γw)
1−ιw .

In real terms, this reads as

wt (l)

wt−1 (l)
=

(
πt−1zwt−1

)ιw (π∗γw)
1−ιw

πt
,

where zwt ≡ wt
wt−1

is aggregate real wage growth and γw is steady-state wage growth (which will

be defined in a later section). It turns out that it will be more instructive to work with an

expression for the ratio of the indexed wage to the aggregate wage (the indexation term will

drop out in the steady state). Denoting aggregate wage growth as wt
wt−1

≡ zwt , we can consider
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instead the indexation term

wt (l)

wt−1 (l)
wt−1
wt

=

(
πt−1zwt−1

)ιw (π∗γw)
1−ιw

πtzwt
,

which measures the growth of the wage reset margin. The dynamic optimization problem for

labor union l now reads as

max
ωt(l)

Et

∞∑
s=0

ζswβ
sΞt+s

Ξt

(
ωt (l)

wt
Xw

t,swt+s − wh
t+s

)
Lt+s|t(l),

s.t. Lt+s|t(l) =
(
ωt(l)

wt
Xw

t,s

)−εwt+s

Lt+s,

where the compounded indexation term can be written as follows

Xw
t,s =

1

xwt

s∏
k=0

xwt+k,

with

xwt =

(
πt−1zwt−1

)ιw (π∗γw)
1−ιw

πtzwt
.

The first-order condition with respect to ωt(l) is:

0 = Et

∞∑
s=0

ζswβ
sΞt+s

Ξt

⎛⎜⎝ (
Xw

t,s

)1−εwt+s Lt+sw
εwt+s−1
t

(
1− εwt+s

)
ωt (l)

−εwt+s wt+s−(
Xw

t,s

)−εwt+s Lt+sw
εwt+s

t

(−εwt+s

)
ωt (l)

−εwt+s−1wh
t+s

⎞⎟⎠ .

Simplifying,

0 = Et

∞∑
s=0

ζswβ
sΞt+s

Ξt

((
1− εwt+s

) ωt (l)

wt
Xw

t,swt+s + εwt+sw
h
t+s

)
Lt+s|t(l), (7.15)

from which we can see that all labor unions that can re-optimize choose the same price, that is

ωt = ωt (l), ∀l. The dynamics of the aggregate wage level follow from

1 = ζw (xwt )
1−εwt + (1− ζw)

(
ωt

wt

)1−εwt
. (7.16)
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7.A.5 Foreign block

7.A.5.1 Import

The import channel consists of two types of firms for both the consumption and the investment

goods. Consider the consumption good; relationships derived below are equivalent for the in-

vestment good. There is a continuum of monopolistically competitive importing firms, indexed

by i ∈ [0, 1]. Importing firms buy the homogeneous foreign good in the world market at price

pft , differentiate the foreign good—one-to-one—, and sell the differentiated good Cm
t (i) to good

packers at price pc,mt (i). Thereafter, perfectly competitive good packers create the compos-

ite good bundle Cm
t by combining the continuum of differentiated goods Cm

t (i) and sell the

composite good bundle to households at price pc,mt .

The setup for the imported good packers is analogous to the setup for the final good pro-

ducers. For this reason, we present the results without derivations,

Cm
t =

⎛⎝ 1∫
0

Cm
t (i)

ε
c,m
t −1

ε
c,m
t di

⎞⎠
ε
c,m
t

ε
c,m
t −1

,

Cm
t (i) =

(
pc,mt (i)

pc,mt

)−εc,mt

Cm
t ,

pc,mt =

⎛⎝ 1∫
0

pc,mt (i)1−ε
c,m
t di

⎞⎠
1

1−ε
c,m
t

,

where the (log-)elasticity ln(εc,mt ) follows the ARMA(1,1) process

ln (εc,mt ) =
(
1− ρc,m

)
ln (εc,m) + ρc,m ln

(
εc,mt−1

)
+ υc,mt + θc,mυc,mt−1, υ

c,m
t ∼ N

(
0, σ2

c,m

)
.

The setup for the importing firms is analogous to the setup for the labor packers. The

dynamic optimization problem is thus written in terms of the ratio between the indexed import

price and the aggregate import price. We present the price-setting equation without derivations

0 = Et

∞∑
s=0

ζsc,mβsΞt+s

Ξt

((
1− εc,mt+s

) �c,mt

pc,mt

Xc,m
t,s pc,mt+s + εc,mt+sp

f
t+s

)
Cm
t+s|t ,

Cm
t+s|t =

(
�c,mt

pc,mt

Xc,m
t,s

)−εc,mt+s

Cm
t+s,
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where the compounded indexation term is defined as

Xc,m
t,s =

1

xc,mt

s∏
k=0

xc,mt+k,

with

xc,mt =

(
πc,m
t−1
)ιc,m (πc,m

∗ )
1−ιc,m

πc,m
t

.

The dynamics of the consumption import price index follow from

1 = ζc,m (xc,mt )
1−εc,mt +

(
1− ζc,m

)(�c,mt

pc,mt

)1−εc,mt

.

The same equations are used for the investment import channel. Hence, for the good packers

we have

Imt =

⎛⎝ 1∫
0

Imt (i)

ε
i,m
t −1

ε
i,m
t di

⎞⎠
ε
i,m
t

ε
i,m
t −1

,

Imt (i) =

(
pi,mt (i)

pi,mt

)−εi,mt

Imt ,

pi,mt =

⎛⎝ 1∫
0

pi,mt (i)1−ε
i,m
t di

⎞⎠
1

1−ε
i,m
t

,

where the elasticity εi,mt follows the ARMA(1,1) process in logs

ln
(
εi,mt

)
=
(
1− ρi,m

)
ln
(
εi,m

)
+ ρi,m ln

(
εi,mt−1

)
+ υi,mt + θi,mυi,mt−1, υ

i,m
t ∼ N

(
0, σ2

i,m

)
,

and for the importing firms we have

0 = Et

∞∑
s=0

ζsi,mβsΞt+s

Ξt

((
1− εi,mt+s

) �i,mt

pi,mt
Xi,m

t,s pi,mt+s + εi,mt+sp
f
t+s

)
Imt+s|t ,

Imt+s|t =

(
�i,mt

pi,mt
Xi,m

t,s

)−εi,mt+s

Imt+s,

1 = ζi,m

(
xi,mt

)1−εi,mt
+
(
1− ζi,m

)(�i,mt

pi,mt

)1−εi,mt

,
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with compound indexation term

Xi,m
t,s =

1

xi,mt

s∏
k=0

xi,mt+k,

and

xi,mt =

(
πi,m
t−1
)ιi,m (

πi,m
∗
)1−ιi,m

πi,m
t

.

7.A.5.2 Export

There is a continuum of monopolistically competitive exporting firms, indexed by i ∈ [0, 1].

Exporting firms buy the homogeneous domestic final good in the domestic market at price

1, differentiate the domestic final good—one-to-one—, and sell the differentiated good yxt (i) to

good packers at price pxt (i). Thereafter, perfectly competitive good packers create the composite

export bundle yxt by combining the continuum of differentiated goods yxt (i), with i ∈ [0, 1], and

sell the composite export bundle in the world market at price pxt .

To start with world trade, we assume that Dutch exporting firms—in contrast to Dutch

importing firms—have pricing power in the world market. The market form is—again—

monopolistic competition, and the foreign demand for export goods is thus

yxt = nf
t

(
pxt

pft

)−εf
yft , (7.17)

where world output is denoted by yft , the world price is denoted by pft , ε
f is the elasticity of

foreign demand, and nf
t is a demand-shifter (akin to a home-bias parameter) which follows the

ARMA(1,1) process in logs

ln
(
nf
t

)
=
(
1− ρf

)
ln
(
nf
)
+ ρf ln

(
nf
t−1
)
+ υft + θfυ

f
t−1, υ

f
t ∼ N

(
0, σ2

f

)
.

The setup for the good packers is similar to the setup for the final good producers. For this
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reason, we present the results without derivations,

yxt =

⎛⎝ 1∫
0

yxt (i)
εxt −1

εxt di

⎞⎠
εxt

εxt −1

,

yxt (i) =

(
pxt (i)

pxt

)−εxt
yxt ,

pxt =

⎛⎝ 1∫
0

pxt (i)
1−εxt di

⎞⎠
1

1−εxt

,

where the elasticity εxt follows the ARMA(1,1) process in logs

ln (εxt ) = (1− ρx) ln (ε
x) + ρx ln

(
εxt−1

)
+ υxt + θxυ

x
t−1, υ

x
t ∼ N

(
0, σ2

x

)
.

The setup for the exporting firms is analogous to the setup for the importing firms. For this

reason, we present the price-setting equation without derivations

0 = Et

∞∑
s=0

ζsxβ
sΞt+s

Ξt

((
1− εxt+s

) �xt
pxt

Xx
t,sp

x
t+s + εxt+s

)
yxt+s|t ,

yxt+s|t =

(
�xt
pxt

Xx
t,s

)−εxt+s

yxt+s,

where the compounded indexation term is defined as

Xx
t,s =

1

xxt

s∏
k=0

xxt+k,

with

xxt =

(
πx
t−1
)ιx (πx∗)

1−ιx

πx
t

.

The dynamics of the export price index follow from

1 = ζx (x
x
t )

1−εxt + (1− ζx)

(
�xt
pxt

)1−εxt
.

7.A.5.3 Net foreign asset accumulation

The net foreign asset accumulation follows from the balance of payments,

BF
t + pft (C

m
t + Imt ) =

Rt−1Ht−1
πt

BF
t−1 + pxt y

x
t . (7.18)
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7.A.5.4 Foreign variables

Since the Dutch economy is small relative to the Eurozone—which we consider to be the rest

of the world—we assume there is no feedback from domestic variables onto foreign variables.

The foreign variables—world output yft , world price pft , and interest rate Rf
t —are modeled

in an exogenous block consisting of a Eurozone IS curve, a Phillips curve and a Taylor rule.

World output yft enters the model via the export channel and the world price pft via the import

channel. We further assume that the Dutch interest rate is equal to the interest rate set by the

European Central Bank (ECB), which affects every inter-temporal decision margin in the model

via the stochastic discount factor. Since the three-equation system is standard, we relegate its

description to Appendix 7.F.

7.A.6 Bundling consumption and investment

The decision problem here is to divide consumption expenditures Ct into domestically produced

goods Cd
t and imported goods Cm

t . The equations below are derived for the consumption bundle

and are similar for investment.

Bundling takes the form of a CES aggregator, which is written here in normalized form

(see Cantore, Len-Ledesma, McAdam, and Willman (2010)). The problem of minimizing the

expenditure index Zc
t = Cd

t + pc,mt Cm
t for any given consumption level Ct can be formalized by

means of the Lagrangian

L = −Cd
t − pc,mt Cm

t +Υt

⎛⎜⎜⎝C∗

⎛⎝nc

(
zd,ct

Cd
t

Cd∗

) εb,c−1

εb,c

+ (1− nc)

(
zm,c
t

Cm
t

Cm∗

) εb,c−1

εb,c

⎞⎠
εb,c

εb,c−1

− Ct

⎞⎟⎟⎠ ,

where nc is a home-bias parameter, Υt is the Lagrange multiplier on the CES aggregator, and

zd,ct and zm,c
t are stochastic processes (to be defined later in the section about detrending).

The first-order condition for Cm
t and Cd

t are respectively

pc,mt = (1− nc)

(
zm,c
t

Cm
t

Cm∗

) εb,c−1

εb,c 1

Cm
t

,

1 = nc

(
zd,ct

Cd
t

Cd∗

) εb,c−1

εb,c 1

Cd
t

.
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Divide the former by the latter and re-arrange,

nc

(1− nc)

pc,mt Cm
t

Cd
t

=

(
zm,c
t

zd,ct

Cm
t

Cd
t

) εb,c−1

εb,c
(
Cd∗
Cm∗

) εb,c−1

εb,c

.

We could work with this expression, but we rewrite it in order to facilitate interpretation. First,

evaluate this expression in the steady state

nc

(1− nc)

pc,m∗ Cm∗
Cd∗

= 1.

Second, substitute out the steady-state import-domestic ratio Cd∗
Cm∗

to obtain the relative demand

function

nc

(1− nc)

pc,mt Cm
t

Cd
t

=

(
zd,ct

zm,c
t

pc,mt

pc,m∗

)1−εb,c

.

Third, use this expression to replace the components in the expenditure index Zc
t = Cd

t +pc,mt Cm
t .

This gives us the demand equations for domestically produced and imported consumption goods,

respectively,

Cd
t =

nc

nc + (1− nc)�c
t

Zc
t ,

pc,mt Cm
t =

(1− nc)�
c
t

nc + (1− nc)�c
t

Zc
t ,

where for notational convenience, we have defined

�
c
t ≡

(
zd,ct

zm,c
t

pc,mt

pc,m∗

)1−εb,c

.

The consumption price index pct is defined via the expenditure index

pctCt ≡ Zc
t ,

That is, the price of the consumption bundle should be such that total expenditures on the

consumption bundle are consistent with the expenditure index. We can substitute out the

expenditure index by its components and re-arrange,

pct =
Cd
t + pc,mt Cm

t

Ct
.
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To derive the consumption price definition, substitute out the various terms in the previous

expression—use the CES aggregator and the relative demand function. A lot of tedious algebra

then yields (
zd,ct pct

)1−εb,c
= nc + (1− nc)�

c
t .

This expression allows us to rewrite the two demand equations

Cd
t

pctCt
= nc

(
zd,ct pct

)εb,c−1
,

pc,mt Cm
t

pctCt
= (1− nc)�

c
t

(
zd,ct pct

)εb,c−1
.

The latter demand function can further be simplified as

pc,mt Cm
t

pctCt
= 1− nc

(
zd,ct pct

)εb,c−1
.

The demand functions are now easy to interpret. The roles of the home-bias parameter and

shocks—in favor of domestically produced goods zd,ct or imported goods zm,c
t —are now (rela-

tively) clear.

Summarizing, we have two demand functions and an aggregate price definition for the con-

sumption bundling,

Cd
t

pctCt
= nc

(
zd,ct pct

)εb,c−1
,

pc,mt Cm
t

pctCt
= 1− nc

(
zd,ct pct

)εb,c−1
,(

zd,ct pct

)1−εb,c
= nc + (1− nc)�

c
t ,

Equations for investment bundling are analogous,

Idt
pitIt

= ni

(
zd,it pit

)εb,i−1
, (7.19)

pi,mt Imt
pitIt

= 1− ni

(
zd,it pit

)εb,i−1
, (7.20)(

zd,it pit

)1−εb,i
= ni + (1− ni)�

i
t, (7.21)
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with

�
c
t ≡

(
zd,ct

zm,c
t

pc,mt

pc,m∗

)1−εb,c

,

�
i
t ≡

(
zd,it

zm,i
t

pi,mt

pi,m∗

)1−εb,i

.

7.A.7 Government

The budget constraint of the government is

bty
d
t + τ cp

c
tCt + τww

h
t Lt +

(
rkt Ut − pitδ

)
τkKt−1 =

Rt−1
πt

bt−1ydt−1 + Tty
d
t + gty

d
t ,

where bt and gt are defined as the ratios to output of outstanding domestic debt and government

expenditures, respectively. We let gt follow the AR(1) process

ln (gt) =
(
1− ρg

)
ln (g) + ρg ln (gt−1) + υgt , υ

g
t ∼ N

(
0, σ2

g

)
.

The tax (transfer) rule of the government reacts to deviations from the target debt-to-GDP ratio

b∗ with a lag,

Tt

T∗
=

(
bt−1
b∗

)−εT
.

7.A.8 Aggregate resource constraints

In practice, we do not have data about the composite labor bundle but on hours worked. That

is, we observe L̃t ≡
1∫
0

Lt (j) dj rather than Lt. They are related as follows,

L̃t ≡
1∫

0

Lt (j) dj

=

1∫
0

Lt (l) dl

= Lt

1∫
0

(
wt (l)

wt

)−εwt
dl.12
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where the second line follows from the fact that labor unions transform the homogenous labor on

an one-to-one basis into differentiated labor and the third line follows from the demand function

of the labor packers. After log-linearizing, we obtain L̃t � Lt.

Similarly, observed output ydt is related to the final good bundle yt: output ydt is approx-

imately equal to the integral over all intermediate good products yt (i), with i ∈ [0, 1]. This

yields the following aggregate production

ydt =

1∫
0

yt (i) di

=

1∫
0

(
atAtK

s
t (i)

α Lt (i)
1−α − ztΦ

)
di

= atAt (K
s
t )

α (Lt)
1−α − ztΦ,

where the last line follows by exploiting the constant-returns-to-scale property. Aggregate pro-

duction is divided over consumption, investment, government expenditures, export, and utiliza-

tion. Domestic good market clearing follows from

(1− gt) y
d
t = Cd

t + Idt +Xt + pitΦ (Ut)Kt−1, (7.22)

which is consistent with combining the household budget constraint—integrated over the contin-

uum households—, the government budget constraint, and the net foreign asset accumulation

equation. Observed export are denoted by Xt, which is—again—approximately equal to the

composite export bundle yxt . For convenience, we already write

Xt = yxt .

Finally, we do not have separate data on consumption import and investment import. Since

we will use import data in our estimation procedure, we introduce notation for total imports,

Mt = Cm
t + Imt .

12Recall that households are indexed by j, labor unions by l and firms by i.
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Appendix 7.B Determining trends

7.B.1 Steady-state growth rates

Recall that we consider the trend-cycle decomposition of all variables in the model as follows,

lnXt = ln X̄t + ln X̃t ,

for given variable Xt, where trend and cycle follow an integrated and a stationary process,

respectively,

Δ ln X̄t = γX + ext,

A (L)
(
ln X̃t − lnX∗

)
= uxt, A (1) 
= 0,

for some model-specific parameters and innovations. Steady-state paths of variables—denoted

by X∗t, and around which we will be log-linearizing the model later on—are defined by setting

both component innovations to zero

Δ ln X̄t = γX ,

ln X̃t = lnX∗.

The goal of this section is to relate the γX ’s to the exogenous drifts γA, γϕ, and γΓ. We now

roll through the model to collect the relevant relationships.

7.B.1.1 Prices

Recall the dynamics of the aggregate price index (7.7) and evaluate the expression in the steady

state, where inflation is constant at π∗,

1 = ζp

(
π
ιp∗ π

1−ιp∗
π∗

)1−εp

+
(
1− ζp

)
�1−ε

p

∗t .

It immediately follows that the steady-state reset price equals one,

�∗t = 1.
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In the steady state, all intermediate good prices are the same: there is no price dispersion.

It follows from the demand function for intermediate goods (7.2) that demand is symmetric.

Hence, from the CES aggregator (7.1) we obtain

y∗t = y∗t (i) , ∀i.

7.B.1.2 Wages

Recall the dynamics of the aggregate wage index (7.16) and evaluate the expression in the steady

state, where real wage growth and inflation are constant at γw and π∗, respectively,

1 = ζw

((
π∗zw∗t−1

)ιw (π∗γw)
1−ιw

π∗zw∗t

)1−εw

+ (1− ζw)

(
ω∗t
w∗t

)1−εw
.

Since by definition, zw∗t = γw, this simplifies to

1 = ζw + (1− ζw)

(
ω∗t
w∗t

)1−εw
.

It immediately follows that the steady-state wage reset margin equals one,

ω∗t
w∗t

= 1.

In the steady state, all wages are the same: there is no wage dispersion. A quick corollary is

that the compounded indexation term disappears along the balanced-growth path,

Xw
∗t,s = 1,

implying that demand for labor is symmetric,

L∗t (l) = L∗t.

Furthermore, evaluate the first-order condition for labor unions (7.15) in the steady state

and re-arrange,

0 = Et

∞∑
s=0

ζswβ
sΞ∗t+s

Ξ∗t
L∗t+s

L∗t

(
(1− εw)w∗t+s + εwwh

∗t+s

)
.
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For this expression to hold for all t, it must be that the term in the parenthesis is equal to zero,

implying that

w∗t =
εw

εw − 1
wh
∗t,

so that wages are marked up over the workers’ marginal rate of substitution between consumption

and leisure. Along the balanced-growth path, mark-ups are constant, so that wages grow at the

same rate as the workers’ marginal rate of substitution,

γw = γhw.

7.B.1.3 Intermediate good production

First, recall the intermediate good production function (7.3) and evaluate it in the steady state,

yt (i) = AtK
s
t (i)

α Lt (i)
1−α − z̄tΦ.

Since demand for intermediate goods is symmetric in the steady state, we can drop the index i

from the left-hand side. The right-hand side must be independent of index i as well, which is the

case since the optimal capital-labor ratio (7.4) is the same for all intermediate good producers.

Therefore, we can write

y∗t = A∗t (Ks
∗t)

α L∗t1−α − z̄∗tΦ.

The second term on the right-hand side grows at rate γz, so the left-hand side and the first term

on the right-hand side must have the same steady-state trend. That is,

γy = γz = γA + αγK + (1− α) γL. (7.23)

Note that for the time being, we make no assumptions about what determines growth in the

labor input.

Second, recall the optimal capital-labor ratio (7.4) and evaluate it in the steady state,

Ks∗t
L∗t

=
α

1− α

w∗t
rk∗t

.

We know that wages grow at rate γw. This implies the following relationship between the growth
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rates of the input factors and their factor prices,

γK − γL = γw − γr.

Third, recall the intermediate good producers’ average variable cost expression (7.5) and

evaluate it in the steady state,

avc∗t = (A∗t)−1 α−α (1− α)−(1−α)w1−α
∗t

(
rk∗t
)α

,

from which it follows that

γavc = (1− α) γw + αγr − γA. (7.24)

Fourth, the steady-state zero-profit condition for intermediate good producers implies that

total costs equal total output,

w∗tL∗t + rk∗tK
s
∗t = y∗t,

from which it follows that

γw + γL = γr + γK = γy. (7.25)

7.B.1.4 Households

We now roll through the first-order conditions of the households. First, recall the consumption

first-order condition (7.9) and evaluate it in the steady state,

1

C∗t − λC∗t−1
− βλ

1

C∗t+1 − λC∗t
= Ξ∗tpc∗t (1 + τ c) ,

which we can rewrite as

γc − βλ

γc − λ
= Ξ∗tpc∗tC∗t (1 + τ c) .

The left-hand side being constant implies the following relationship between the steady-state

growth rates of the right-hand side variables,

γΞ + π∗c − π∗ + γC = 0. (7.26)

Second, recall the labor first-order condition (7.10) and evaluate it in the steady state (re-
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calling that w∗t = εw

εw−1w
h∗t):

ϕ∗tψL
η
∗t = Ξ∗t (1− τw)

εw − 1

εw
w∗t.

Again, this implies the following relationship between the steady-state growth rates,

γϕ + ηγL = γΞ + γw. (7.27)

Third, evaluate the investment first-order condition (7.12) at the steady state (recalling that

along the steady-state growth path S (γI) = 0 and S′ (γI) = 0),

pi∗t
Q∗t

= 1,

implying that

γQ = π∗i − π∗.

Fourth, recall the capital first-order condition (7.13) and evaluate it along the steady-state

growth path. Together with U∗ = 1 and Φ (U∗) = 0, this yields

Q∗t = βγΞ

(
Q∗t+1 (1− δ) + (1− τk) r

k
∗t+1 + δτkp

i
∗t+1

)
,

which combined with the utilization first-order condition (7.14), produces

(1− τk) r
k
∗t = pi∗tΦ

′ (1) ,

implying that

γr = γQ = π∗i − π∗. (7.28)

Fifth, recall the capital accumulation equation (7.8) and evaluate it along the steady-state

growth path,

K∗t = (1− δ)K∗t−1 + I∗t,

from which it immediately follows that

γK = γI . (7.29)
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7.B.1.5 Aggregate resource constraint

Evaluate the domestic good market clearing equation (7.22) along the steady-state growth path

(recalling that Φ (U∗) = 0),

(1− g∗) yd∗t = Cd
∗t + Id∗t +X∗t.

This additive constraint implies that the various components of GDP grow at the same rate as

GDP,

γy = γCd = γId = γX , (7.30)

where we simply dropped the superscript d from γdy because ydt � yt.

7.B.1.6 Consumption and investment bundles

Recall the demand function for domestic investment goods (7.19) and evaluate it in the steady

state,

Id∗t
pi∗tI∗t

= ni

(
zd,i∗t p

i
∗t
)εb,i−1

.

Along the steady-state growth path, we have

γId − γI − π∗i + π∗ =
(
εb,i − 1

)
(γzdi + π∗i − π∗) .

We assume that the home-bias shock has a stochastic trend equal to the inverse of the relative

price of investment,

γzdi = π∗ − π∗i,

so that

γId = γI + π∗i − π∗.

An equivalent assumption for the consumption bundle implies

γCd = γC + π∗c − π∗. (7.31)

7.B.2 Solving for the steady-state growth rates

Collecting all the relevant relationships derived in the previous subsection, we have a system of

n equations in n unknowns which we solve recursively. Note that for now, we consider γQ to be

exogenous instead of γΓ, a point we come back to below.
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Start from inputs to production. From the households’ steady-state capital first-order con-

dition (7.28), the trend in the factor price for capital simply relates to one of the exogenous

stochastic trends,

γr = γQ.

Thus, the user cost grows at the rate of relative investment price inflation. The trend in the

factor price for labor ensues from the zero-profit condition (7.25) and the intermediate good

production function (7.23), respectively,

γy = γw + γL = γr + γK ,

γy = γA + αγK + (1− α) γL.

Solving out for γw in terms of exogenous drifts, we obtain

γw =
1

1− α
γA − α

1− α
γQ.

With factor price trends in hand, we can now compute the drift in average variable costs via

the expression (7.24), yielding

γavc = 0.

so that marginal cost is constant in the long-run.

Next, we back out the trend in labor via the steady-state households’ first-order conditions

for consumption (7.26) and labor (7.27). In the condition for labor, γϕ is known—it is one of

the exogenous stochastic processes—and γw was solved for just above. Hence, we substitute out

γΞ using the condition for consumption to solve for γL, yielding

γϕ + ηγL = − (π∗c − π∗ + γC) + γw.

Using the steady-state condition for the consumption bundle (7.31) and the aggregate resource

constraint (7.30), we can replace the term in brackets by γy, which in turn we can substitute

out using the steady-state zero profit condition (7.25) as above. After canceling out terms, we

obtain

γL = − 1

1 + η
γϕ.

From the zero profit condition (7.25) and the capital accumulation equation (7.29), we can
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now recursively solve for the trends in output, capital, and investment,

γy = γw + γL,

γK = γy − γQ,

γI = γK .

Recall that the trend in the Lagrange multiplier on the households’ budget constraint nega-

tively relates to the trend in output,

γΞ = −γy.

To finish with domestic drifts, we must deal with two issues. First, it is clear that we cannot

separately pin down γC and π∗c−π∗ without further assumptions. This is where we bring in the

hypothesis of balanced-growth in nominal terms between consumption and investment, which

we showed in Section 7.2 holds in the data. Specifically, we assume that along the steady-state

path, we have a constant ratio of nominal consumption to nominal investment,

ρ =
pi∗tI∗t
pc∗tC∗t

,

Furthermore, we assume that—consistent with the use of chain-aggregated data in the Dutch

national product accounts—output growth and inflation are separately equal to weighted av-

erages. These assumptions imply that (recalling that γX = γy and anticipating π∗x = π∗ as

explained below)

γy =
1

1 + ρ
γC +

ρ

1 + ρ
γI ,

π∗ =
1

1 + ρ
π∗c +

ρ

1 + ρ
π∗i.

Re-arranging yields

γC = γy + ργQ,

π∗c = π∗ − ργQ.

Second, the discussion remains why we have considered γQ as exogenous stochastic trend

instead of γΓ. The reason is simply that, following Justiniano, Primiceri, and Tambalotti (2011),
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we assume that they are the same,

γQ = γΓ.

That is, we assume in very standard fashion that the sole determinant of the steady-state relative

investment price inflation is relative investment technology growth. This completes the search

for a solution to common stochastic trends for the domestic components of the model.

The foreign block yields another set of relationships. First, consider the world demand for

exports (7.17) and evaluate it along the steady-state growth path,

yx∗t = nf

(
px∗t
pf∗t

)−εf
yf∗t.

Recalling that we cannot distinguish between yxt and Xt (since we log-linearize our model), we

obtain

γX = −εf (π∗x − π∗f ) + γyf .

Concerning the first two terms, recall that γX = γy and π∗x = π∗ as explained below. Concerning

the second two terms, we assume that pft and yft follow two exogenous—foreign—stochastic

processes; hence, π∗f and γyf are two parameters on which the above expression puts a cross-

equation restriction. Assuming the foreign processes to be exogenous makes sense because we

expect the Dutch economy to be too small to have an effect on the foreign economy. But this is in

contrast to many other papers—e.g. Adolfson, Laséen, Lindé, and Villani (2008)—that assume

that the law of one price holds (which would imply π∗f = π∗ and γyf = γy). In our setup, we do

not need the law of one price to hold, and without this assumption, we can actually identify the

stochastic shock εft in the world demand for exports (7.17) and—more importantly—do not need

to pre-filter the data (to eliminate excess trends as in Adolfson, Laséen, Lindé, and Villani).

Second, price setting in the foreign block imposes a couple of long-run restrictions. For the

import and export sector we get, respectively,

π∗f = π∗cm = π∗im (≡ π∗m) ,

π∗x = π∗.

The derivations leading to these equalities are similar to the derivations for the wage Phillips

curve. The intuition is simple: along the balanced growth path, mark-ups are constant so that
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prices (wages) must grow at the same rate as marginal costs (marginal rate of substitution). In

the case of the foreign block, these marginal costs are themselves purchase prices (on the foreign

market for imports, on the domestic market for exports).

Third, the net foreign asset accumulation equation (7.18) imposes that:

γM + π∗m = γX + π∗x.

Notice that the nominal shares of imports and exports in GDP are constant along the balanced-

growth path,

γM + π∗m = γX + π∗x = γy + π∗,

but—for imports—the real shares are not (since we do not assume the law of one price to hold),

γM = γCm = γIm 
= γy.

Finally, it should be clear that the model will miss important trends in the foreign block,

as we assume co-integrating relations in the model that do not hold in the data. Our solution

to this—described below—will be to capture the missing trends in the observation equations

of the state-space representation of the model. Therefore, the model imposes cross-equation

restrictions on the cyclical components of the foreign block (the current account), but treats the

trends purely as a statistical decomposition device.

7.B.3 Determining the common trends

With all individual drifts in hand, we now proceed with the trend-cycle decomposition of the

model variables. Recall the three exogenous domestic stochastic trends,

Δ lnAt = γA + υAt , υ
A
t ∼ N

(
0, σ2

A

)
,

Δ lnϕt = γϕ + υϕt , υ
ϕ
t ∼ N

(
0, σ2

ϕ

)
,

Δ ln Γt = γΓ + υΓt , υ
Γ
t ∼ N

(
0, σ2

Γ

)
.

In general, the stochastic trend components of all the domestic variables must be linear com-

binations of these processes. We start with the one-to-one mappings. First, we decompose the
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relative price of investment as

ln pit = ln p̄it + ln p̃it,

where ln p̄it represents the stochastic trend and ln p̃it the cycle. We follow Justiniano, Primiceri,

and Tambalotti in assuming that p̄it = Γt but leave the cyclical component unrestricted for the

time being (although we will indeed implement their assumption that p̃it = 1 in the Bayesian

estimation). Thus, the decomposition re-writes as

ln pit = lnΓt + ln p̃it.

Recalling that γr = γQ = γΓ, it follows that the stochastic trend components of the factor price

for capital and Tobin’s Q must be restricted to

r̄kt = Q̄t = Γt.

so that the trend-cycle decompositions of the factor price for capital and Tobin’s Q are

ln rkt = lnΓt + ln r̃kt ,

lnQt = lnΓt + ln Q̃t.

Second, we decompose the labor input as

lnLt = ln L̄t + ln L̃t,

where—again—a bar indicates trend and a tilde indicates cycle. Recall that the solution to the

long-run growth rate of labor input is γL = − 1
1+ηγϕ, which suggests that we can identify the

stochastic trend component of labor input as

L̄t = ϕ
− 1

1+η

t ,

which implies that

lnLt = − 1

1 + η
lnϕt + ln L̃t.
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Third, we decompose wages as

lnwt = ln w̄t + ln w̃t,

Recall that the solution to the long-run growth rate of wages is γw = 1
1−αγA − α

1−αγQ, which

suggests that we can identify the stochastic trend component of wages as

w̄t = A
1

1−α

t Γ
− α

1−α

t ,

which implies that

lnwt =
1

1− α
lnAt − α

1− α
ln Γt + ln w̃t.

Next, just as in the case of solving for the steady-state growth rates, the stochastic trend

components of all the domestic variables must be (log-)linear combinations of the stochastic

trends of the relative price of investment, labor input, and wages. Thus, following the same

steps, we can recursively roll through the various domestic variables. This gives us the following

(recursive) relationships,

ȳt = w̄tL̄t = A
1

1−α

t Γ
− α

1−α

t ϕ
− 1

1+η

t ,

K̄t =
ȳt
Γt

= A
1

1−α

t Γ
− 1

1−α

t ϕ
− 1

1+η

t ,

Īt = K̄t = A
1

1−α

t Γ
− 1

1−α

t ϕ
− 1

1+η

t ,

Ξ̄t =
1

ȳt
= A

− 1
1−α

t Γ
α

1−α

t ϕ
1

1+η

t ,

C̄t = ȳtΓ
ρ
t = A

1
1−α

t Γ
− α

1−α
+ρ

t ϕ
− 1

1+η

t ,

p̄ct = Γ−ρt ,

which identify the common stochastic trends (hence the co-integrating relationships) of the

model. There are a few more variables in the model—such as average variable costs, marginal

rate of substitution, compounded indexation, domestic consumption, domestic import, etc.—for

which the stochastic trend components immediately follow from what is already derived. They

are not listed here for notational convenience.

Finally, we must also consider two exogenous stochastic processes from the foreign block.
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For world output and world price, we use the following trend-cycle decompositions, respectively,

ln yft = ln ȳft + ln ỹft ,

ln pft = ln p̄ft + ln p̃ft ,

and we assume the following foreign stochastic trends,

Δ ln ȳft = γyf + υ
yf
t , υ

yf
t ∼ N

(
0, σ2

yf

)
,

Δ ln p̄ft = π∗f − π∗ + υ
pf
t , υ

pf
t ∼ N

(
0, σ2

pf

)
,

where—as noted before—the world demand for exports (7.17) puts the following cross-equation

restriction on the parameters π∗f and γyf ,

γy = −εf (π∗ − π∗f ) + γyf ,

where we have used that export and output have the same trend, both in quantities and prices.

This cross-equation restriction suggests that we can express the stochastic trend component of

the world price in terms of the stochastic trend component of world output relative to domestic

output (or the other way around),

p̄ft =

(
ȳft
ȳt

)− 1

εf

.

which, in fact, means that there is only one underlying stochastic trend in the foreign block and

one corresponding co-integrating relationship. The underlying foreign stochastic trend enters

the foreign block in various ways. First, consider the price setting in the foreign block. Recall

that consumption import inflation and investment import inflation are equal to foreign inflation,

that is π∗f = π∗cm = π∗im (≡ π∗m), and that export inflation equals domestic inflation, that is

π∗x = π∗. This gives us the following relationships,

p̄c,mt = �̄c,mt = p̄i,mt = �̄i,mt = p̄ft ,

p̄xt = 1.

Second, consider the quantities in the foreign block. Recall that the nominal shares of

imports and exports in GDP are constant along the balanced growth path, that is γM + π∗m =
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γX + π∗x = γy + π∗, which suggests that we can identify the stochastic trend components in

imports and exports as follows,

p̄ft M̄t = p̄c,mt C̄m
t = p̄i,mt Īmt = X̄t = ȳt.

Concerning the weights of consumption and investment goods in imports, the real shares are

constant along the balanced-growth path, yielding

M̄t = C̄m
t = Īmt .

Appendix 7.C De-trending the model equations

We roll through all of the equations derived in Section 7.3 to de-trend them with the trends

obtained in Section 7.4, using the same trend-cycle notation Xt = X̃tX̄t and writing the gross

growth rate of components as zXt = Xt
Xt−1

(with z̄Xt and z̃Xt defined accordingly). As was

described in Section 7.4, the steady state is obtained by setting z̄Xt = zX ≡ eγX and z̃Xt = 1,

so that X̃t = X∗.

7.C.1 Households

• First, rewrite the capital accumulation equation in trend-cycle variables

K̃tK̄t = (1− δ) K̃t−1K̄t−1 + μt

(
1− S

(
ĨtĪt

Ĩt−1Īt−1

))
ĨtĪt

and re-arrange

K̃t =
(1− δ)

z̄Kt
K̃t−1 + μt (1− S (z̃Itz̄It)) Ĩt

The steady-state is

1 =
(1− δ)

zK
+

I∗
K∗

• Second, rewrite the consumption Euler equation in trend-cycle variables

dt

1− λ C̃t−1

C̃t

C̄t−1

C̄t

1

C̃tC̄t

− βλEt

⎛⎝ dt+1

C̃t+1

C̃t

C̄t+1

C̄t
− λ

1

C̃tC̄t

⎞⎠ = Ξ̃tp̃
c
t Ξ̄tp̄

c
t (1 + τ c)
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From the definitions of the balanced-growth trends above, we have

Ξ̄tp̄
c
tC̄t = 1

Therefore, the equation simplifies to

dtz̃Ctz̄Ct

z̃Ctz̄Ct − λ
− βλEt

dt+1

z̃Ct+1z̄Ct+1 − λ
= (1 + τ c) Ξ̃tp̃

c
tC̃t

and the steady state is

zC − βλ

zC − λ
= (1 + τ c) Ξ∗pc∗C∗

• Third, applying the same trick to the Euler equation for bonds yields

1 = βEt

(
z̄Ξt+1z̃Ξt+1

RtHt

πt+1

)

for which the steady state is (recalling that zΞ = 1
zy

= 1
z )

1 =
β

z

R∗H∗
π∗

(7.32)

The bond premium is

Ht = H
(
bft , ε

b
t

)
with steady state

H∗ = H
(
bf∗ , 1

)
• Fourth, the investment Euler equation can be written as follows:

p̃it
Q̃tμt

= 1− S (z̃Itz̄It)− S′ (z̃Itz̄It) z̃Itz̄It+

βEt

(
z̄Γt+1z̄Ξt+1z̃μt+1z̃Ξt+1z̃Qt+1S

′ (z̃It+1z̄It+1) (z̃It+1z̄It+1)
2
)

and because S′ (zI) = 0, the steady state simplifies considerably to

pi∗
Q∗

= 1
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• Fifth, the consumption-leisure trade-off is detrended as follows:

ϕtψL̃
η
t L̄

η
t = (1− τw) Ξ̃tΞ̄tw̃

h
t w̄

h
t

yet the trends relate as

Ξ̄tw̄
h
t L̄t = ϕtL̄

1+η
t = 1

so

ψL̃η
t = (1− τw) Ξ̃tw̃

h
t

and the steady-state relationship is

ψLη
∗ = (1− τw) Ξ∗wh

∗

• Sixth, the optimal utilization condition becomes

(1− τk) r̃
k
t = p̃itΦ

′ (Ut)

for which the steady state is

(1− τk) r
k
∗ = pi∗Φ

′ (1)

• Finally, the optimal capital decision becomes

Q̃tQ̄t =

βEtz̄Ξt+1z̃Ξt+1

(
Q̃t+1Q̄t+1 (1− δ) + (1− τk) r̃

k
t+1r̄

k
t+1Ut+1 + p̃it+1p̄

i
t+1 (δτk − Φ (Ut+1))

)
Re-arranging yields

Q̃t = βEtz̄Ξt+1z̃Ξt+1zΓt+1

(
Q̃t+1 (1− δ) + (1− τk) r̃

k
t+1Ut+1 + p̃it+1 (δτk − Φ (Ut+1))

)

and recalling that Φ (1) = 0

z

βzΓ
− 1 = (1− τk)

(
rk∗
pi∗

− δ

)
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7.C.2 Labor

To repeat, the optimality condition for labor packers is:

0 = Et

∞∑
s=0

ζswβ
sΞt+s

Ξt

((
1− εwt+s

)
ωtX

w
t,s + εwt+sw

h
t+s

)
Lt+s|t

and the aggregate wage definition is

1 = ζw

(
xwt
zwt

)1−εwt
+ (1− ζw)

(
ωt

wt

)1−εwt

with demand and indexation components

Lt+s|t =

(
ωtX

w
t,s

wt+s

)−εwt+s

Lt+s

Xw
t,s =

1

xwt

s∏
k=0

xwt+k

xwt =

(
πt−1zwt−1

)ιw (π∗γw)
1−ιw

πt

Recalling that ω̄t = w̄t = w̄h
t , the aggregate wage definition can be rewritten in detrended

form as

1 = ζw

(
x̄wt
z̄wt

x̃wt
z̃wt

)1−εwt
+ (1− ζw)

(
ω̃t

w̃t

)1−εwt

note that

x̄wt
z̄wt

=

(
z̄wt−1

)ιw (γw)
1−ιw

z̄wt

and in steady state, z̄wt = γw, meaning that

x̄w

z̄w
=

xw∗
zw∗

=
ω∗
w∗

= 1

Now, call

Zw
t,s =

ωtX
w
t,s

wt+s
=

ωt

wt

zwt
xwt

s∏
k=0

xwt+k

zwt+k

and

Ωw
t,s =

Ξt+s

Ξt

wt+sLt+s

wtLt
=

1

zΞtzwtzLt

s∏
k=0

zΞt+kzwt+kzLt+k
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to rewrite the optimality condition as

0 = Et

∞∑
s=0

ζswβ
sΩw

t,s

(
Zw
t,s

)−εwt+s

((
1− εwt+s

)
Zw
t,s + εwt+s

wh
t+s

wt+s

)

so that, in detrended form,

0 = Et

∞∑
s=0

ζswβ
sΩ̄w

t,sΩ̃
w
t,s

(
Z̄w
t,sZ̃

w
t,s

)−εwt+s

((
1− εwt+s

)
Z̄w
t,sZ̃

w
t,s + εwt+s

w̄h
t+s

w̄t+s

w̃h
t+s

w̃t+s

)

Since Ξ̄tw̄tL̄t = 1, we have Ω̄w
t,s = Ω∗t,s = 1, which simplifies the expression to

0 = Et

∞∑
s=0

ζswβ
sΩ̃w

t,s

(
Z̃w
t,s

)−εwt+s

((
1− εwt+s

)
Z̄w
t,sZ̃

w
t,s + εwt+s

w̃h
t+s

w̃t+s

)

Furthermore,

Zw
∗,s = 1

implying in the steady state that

w∗ = ω∗ =
εw

εw − 1
wh
∗

7.C.3 Domestic sector

• First, consider the production function in trend-cycle mode and, recalling the relationships

between trends, re-arrange accordingly

ỹt = atAt
K̄sα

t L̄1−α
t

ȳt
K̃sα

t L̃1−α
t − Φ

= atAt

(
K̄t−1
ȳt

)α(
L̄t

ȳt

)1−α
K̃sα

t L̃1−α
t − Φ

= atz̄
−α
Kt K̃

sα
t L̃1−α

t − Φ

The steady state is then

y∗ = z−αK Ksα
∗ L1−α

∗ − Φ

• Next, consider the optimal capital-labor ratio in trend-cycle format

K̄s
t

L̄t

K̃s
t

L̃t

=
α

1− α

w̄t

r̄kt

w̃t

r̃kt
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and substitute the trends accordingly, to obtain

r̃kt K̃
s
t

w̃tL̃t

=
α

1− α
z̄Kt

for which the steady state is

rk∗Ks∗
w∗L∗

=
α

1− α
zK

• Third, re-arrange the definition of marginal cost

mct = (atAt)
−1 α−α (1− α)−(1−α) w̄1−α

t w̃1−α
t

(
r̄kt

)α (
r̃kt

)α
=

1

at

(
w̃t

1− α

)1−α( r̃kt
α

)α

for which the steady state is

mc∗ =
(

w∗
1− α

)1−α(rk∗
α

)α

• Fourth, to repeat, the optimality condition for intermediate producers is

0 = Et

∞∑
s=0

ζspβ
sΞt+s

Ξt

((
1− εpt+s

)
�tX

p
t,s + εpt+savct+s

)
yt+s|t

and the aggregate price definition is

= ζp (x
p
t )

1−εpt +
(
1− ζp

)
�
1−εpt
t

with demand and indexation components

yt+s|t =
(
�tX

p
t,s

)−εpt+s yt+s

Xp
t,s ≡ 1

xpt

s∏
k=0

xpt+k

xpt =
π
ιp
t−1π

1−ιp∗
πt

With π̄t = π∗, we have that x̄pt = 1, so we can write the aggregate price definition in

detrended form as

1 = ζp (x̃
p
t )

1−εpt +
(
1− ζp

)
�̃
1−εpt
t



7.C. DE-TRENDING THE MODEL EQUATIONS 303

and in steady state

�∗ = xp∗ = 1

Call

Zp
t,s = �tX

p
t,s

and

Ωp
t,s =

Ξt+s

Ξt

yt+s

yt
=

1

zΞtzyt

s∏
k=0

zΞt+kzyt+k

We can then simplify the optimality condition to

0 = Et

∞∑
s=0

ζspβ
sΩp

t,s

(
Zp
t,s

)−εpt+s
((
1− εpt+s

)
Zp
t,s + εpt+savct+s

)
Since Ξ̄tȳt = 1, we have Ω̄p

t,s = Ωp
∗t,s = Z̄p

t,s = 1, so that in detrended form:

0 = Et

∞∑
s=0

ζspβ
sΩ̃p

t,s

(
Z̃p
t,s

)−εpt+s
((

1− εpt+s

)
Z̃p
t,s + εpt+savct+s

)

implying in the steady state that

1 =
εp

εp − 1
mc∗

• Fifth, we consider the fact that in the steady state, pure profits are zero. This implies the

following relationship between fixed and marginal cost:

Φ =

(
1

mc∗
− 1

)
y∗

so that we can rewrite steady state output as

y∗ = mc∗z−αK Ksα
∗ L1−α

∗

7.C.4 Foreign block

• First, consider imports of consumption goods. To repeat, the optimality condition is

0 = Et

∞∑
s=0

ζsc,mβsΞt+s

Ξt

((
1− εc,mt+s

)
�c,mt Xc,m

t,s + εc,mt+sp
f
t+s

)
Cm
t+s|t ,
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and the aggregate consumption import price definition is

pc,mt =
(
ζc,m

(
xc,mt pc,mt−1

)1−εc,mt +
(
1− ζc,m

)
(�c,mt )

1−εc,mt

) 1

1−ε
c,m
t

with demand and indexation components:

Cm
t+s|t =

(
�c,mt Xc,m

t,s

pc,mt+s

)−εc,mt

Cm
t+s

Xc,m
t,s =

1

xc,mt

s∏
k=0

xc,mt+k

xc,mt =

(
πc,m
t−1
)ιc,m (πc,m

∗ )
1−ιc,m

πt

Recalling that p̄c,mt = �̄c,mt = p̄ft and π̄c,m
t = πc,m

∗ so that x̄c,mt = πc,m
∗
π∗ , the aggregate price

index definition can be written in detrended form as

1 = ζc,m

(
x̃c,mt

π̃t

π̃c,m
t

)1−εc,mt

+
(
1− ζc,m

)( �̃c,mt

p̃c,mt

)1−εc,mt

and in the steady state

�c,m∗ = pc,m∗

Now, call

Zc,m
t,s =

�c,mt Xc,m
t,s

pc,mt+s

and

Ωc,m
t,s =

Ξt+s

Ξt

Cm
t+s

Cm
t

pc,mt+s

pc,mt

=
πt

zΞtzcmtπcmt

s∏
k=0

zΞt+kzcmt+k
πcmt+k

πt+k

to rewrite the optimality condition as

0 = Et

∞∑
s=0

ζsc,mβsΩc,m
t,s

(
Zc,m
t,s

)−εc,mt

((
1− εc,mt+s

)
Zc,m
t,s + εc,mt+s

pft+s

pc,mt+s

)

Recall that p̄c,mt = �̄c,mt = p̄ft and p̄c,mt C̄m
t Ξ̄t = 1, implying Ω̄c,m

t,s = Ωc,m
∗,s = Z̄c,m

t,s = Zc,m
∗,s =

1, which simplifies the expression to

0 = Et

∞∑
s=0

ζsc,mβsΩ̃c,m
t,s

(
Z̃c,m
t,s

)−εc,mt

((
1− εc,mt+s

)
Z̃c,m
t,s + εc,mt+s

p̃ft+s

p̃c,mt+s

)
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and in the steady state

�c,m∗ = pc,m∗ =
εc,m

1− εc,m
pf∗

• Similar equations hold for the importers of investment goods:

0 = Et

∞∑
s=0

ζsi,mβsX̃t,sZ̃
−εi,mt
t,s

((
1− εi,mt+s

)
Z̃t,s + εi,mt+s

p̃ft+s

p̃i,mt+s

)

1 = ζi,m

(
x̃i,mt

π̃t

π̃i,m
t

)1−εi,mt

+
(
1− ζi,m

)( �̃i,mt

p̃i,mt

)1−εi,mt

with steady-state relationships

�i,m∗ = pi,m∗ =
εi,m

1− εi,m
pf∗

• Next, consider exporters. To repeat, the optimality condition is

0 = Et

∞∑
s=0

ζsxβ
sΞt+s

Ξt

((
1− εxt+s

)
�xtX

x
t,s + εxt+s

)
yxt+s|t,

and the aggregate export price definition is

pxt =
(
ζx
(
xxt p

x
t−1
)1−εxt + (1− ζx) (�

x
t )

1−εxt
) 1

1−εxt

with demand and indexation components:

yxt+s|t =

(
�xtX

x
t,s

pxt+s

)−εxt
yxt+s

Xx
t,s =

1

xxt

s∏
k=0

xxt+k

xxt =

(
πx
t−1
)ιx (πx∗)

1−ιx

πt

Recalling that p̄xt = �̄xt = 1 and π̄x
t = π∗ so that x̄xt = 1, the aggregate price index definition

can be written in detrended form as

1 = ζx

(
x̃xt

π̃t

π̃x
t

)1−εxt
+ (1− ζx)

(
�̃xt
p̃xt

)1−εxt

and in the steady state

�x∗ = px∗
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Now, call

Zx
t,s =

�xtX
x
t,s

pxt+s

and

Ωx
t,s =

Ξt+s

Ξt

yxt+s

yxt

pxt+s

pxt
=

πt

zΞtzyxtπxt

s∏
k=0

zΞt+kzyxt+k
πxt+k

πt+k

to rewrite the optimality condition as

0 = Et

∞∑
s=0

ζsxβ
sΩx

t,s

(
Zx
t,s

)−εxt ((1− εxt+s

)
Zx
t,s + εxt+s

1

pxt+s

)

Recall that p̄xt ȳ
x
t Ξ̄t = 1, implying Ω̄x

t,s = Ωx∗,s = Z̄x
t,s = Zx∗,s = 1, which simplifies the

expression to

0 = Et

∞∑
s=0

ζsxβ
sΩ̃x

t,s

(
Z̃x
t,s

)−εxt ((
1− εxt+s

)
Z̃x
t,s + εxt+s

1

p̃xt+s

)

and in the steady state,

�x∗ = px∗ =
εx

1− εx

• Detrended demand for exports is

ỹxt = nf
t

(
p̃xt

p̃ft

)−εf
ỹft ,

and along the steady state, we have

yx∗ = nf

(
px∗
pf∗

)−εf
yf∗ ,

7.C.5 Net foreign asset accumulation

Rewrite the net foreign asset accumulation equation as :

bft =
Rt−1Ht−1

πtzyt
bft−1 +

pxt y
x
t

yt
− pft Mt

yt

where

bft =
Bf

t

yt
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Recalling that p̄ft M̄t = X̄t = ȳt, p̄
x
t = 1 and assuming no trend in the debt to output ratio,b̄ft = 1,

this simplifies to

b̃ft =
Rt−1Ht−1
πtz̄ytz̃yt

b̃ft−1 +
p̃xt ỹ

x
t

ỹt
− p̃ft M̃t

ỹt

and in the steady state (
1− 1

β

)
bf∗y∗ = px∗X∗ − pf∗M∗

7.C.6 Bundling

Using the definitions of the trends, we can rewrite the relative demand for domestic consumption

goods as

C̃d
t

p̃ctC̃t

= nc

(
z̄d,ct z̃d,ct p̄ct p̃

c
t

)εb,c−1
The constraint that the nominal share of domestic goods in consumption expenditures be con-

stant in the long run requires that z̄d,ct p̄ct = 1, in which case

C̃d
t

p̃ctC̃t

= nc

(
z̃d,ct p̃ct

)εb,c−1
and in the steady state

Cd∗
pc∗C∗

= nc

(
zd,c∗ pc∗

)εb,c−1
Similarly for the relative demand for imported consumption goods:

p̃c,mt C̃m
t

p̃ctC̃t

= 1− nc

(
z̃d,ct p̃ct

)εb,c−1
implying

pc,m∗ Cm∗
pc∗C∗

= 1− nc

(
zd,c∗ pc∗

)εb,c−1
Furthermore, using the relevant trend relationships in the definition of the aggregate consump-

tion price index, we obtain

(
z̃d,ct p̃ct

)1−εb,c
= nc + (1− nc)

(
p̄c,mt

z̄m,c
t p̄ct

z̃d,ct

z̃m,c
t

p̃c,mt

pc,m∗

)1−εb,c
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Thus, for the left-hand side to be stationary, we must impose that z̄m,c
t =

p̄c,mt
p̄ct

, in which case

(
z̃d,ct p̃ct

)1−εb,c
= nc + (1− nc)

(
z̃d,ct

z̃m,c
t

p̃c,mt

pc,m∗

)1−εb,c

and in the steady state

(
zd,c∗ pc∗

)εb,c−1
= nc + (1− nc)

(
zd,c∗
zm,c
∗

)1−εb,c

We have the degree of freedom to normalize zd,c∗ = zm,c
∗ = 1, so that the steady state simplifies

to

pc∗ = 1

Cd∗
pc∗C∗

= nc

pc,m∗ Cm∗
pc∗C∗

= 1− nc

Equations are analogous for the investment bundle, but for the fact that we must assume that

z̄d,it p̄it = 1 and z̄m,i
t =

p̄c,it

p̄it
. Thus

Ĩdt
p̃itĨt

= ni

(
z̃d,it p̃it

)εb,i−1
p̃i,mt Ĩmt
p̃itĨt

= 1− ni

(
z̃d,it p̃it

)εb,i−1
(
z̃d,it p̃it

)1−εb,i
= ni + (1− ni)

(
z̃d,it

z̃m,i
t

p̃i,mt

pi,m∗

)1−εb,i

and in the steady state

pi∗ = 1

Id∗
pi∗I∗

= ni

pi,m∗ Im∗
pi∗I∗

= 1− ni
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7.C.7 Policy

Again, using the relationships between the trends and assuming a trend-less debt to GDP ratio,

we can write the government budget constraint as

b̃t − Rt−1Ht−1
πtz̄ytz̃yt

b̃t−1 = T̃t + g̃t − τ c
p̃ctC̃t

ỹt
− τw

w̃h
t L̃t

ỹt
−
(
r̃kt Ut − p̃itδ

)
τk

z̄Γt
z̄yt

K̃t−1
ỹt

with the tax rule:

T̃t = T∗

(
b̃t−1
b∗

)−εT
.

Thus, in the steady state

(
1− 1

β

)
b∗ = T∗ + g∗ − τ c

pc∗C∗
y∗

− τw
w∗L∗
y∗

−
(
rk∗ − δ

)
τk

zΓ
zy

K∗
y∗

7.C.8 Market clearing

Exploiting the trend relationships, we can write the domestic market clearing constraint as

(1− g̃t) ỹt = C̃d
t + Ĩdt + X̃t + p̃it

z̄Γt
z̄yt

Φ (Ut) K̃t−1

which reads in the steady state as

(1− g) y∗ = Cd
∗ + Id∗ +X∗

since Φ (U∗) = 0.

Furthermore, imports and exports are

M̃t = C̃m
t + Ĩmt

X̃t = ỹxt
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Appendix 7.D Solving for the steady state of the de-trended

model

We now pick out the important block that pins down the steady state. From domestic market

clearing and the net financial assets position

(1− g) y∗ = Cd
∗ + Id∗ +

1

px∗

(
pf∗M∗ +

(
1− 1

β

)
bf∗y∗

)

call

κ =
1

px∗

(
1− 1

β

)
bf∗

so the aggregate domestic constraint can be written as (recalling pi∗ = pc∗ = 1)

(1− g − κ) y∗ = Cd
∗ + Id∗ +

pf∗
px∗

(Cm
∗ + Im∗ )

=

(
nc +

pf∗
px∗p

c,m
∗

(1− nc)

)
C∗ +

(
ni +

pf∗
px∗p

i,m
∗

(1− ni)

)
I∗

= P cC∗ + P iI∗

We defined previously the nominal investment-to-consumption ratio

ρ =
pi∗I∗
pc∗C∗

=
I∗
C∗

So we can rewrite the aggregate domestic constraint as

(1− g − κ) y∗ =
(
P c

ρ
+ P i

)
I∗

Furthermore, from production, the zero profit condition and the optimal capital-labor ratio, we

have

y∗ =
w∗L∗
1− α

=
1

zK

rk∗K∗
α

and the capital accumulation equation is

I∗ =
(
1− (1− δ)

zK

)
K∗
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Therefore, we solve for the investment-output ratio in two ways:

I∗
y∗

=
(zK − (1− δ))α

rk∗
=

1− g − κ

P c

ρ + P i

which imposes a parameter restriction (see below in the calibration section).

Now, the consumption and labor supply Euler equations require

Ξ∗C∗ =
1

1 + τ c

zC (ρ)− βλ

zC (ρ)− λ
= F1

and

Lη
∗ =

εw − 1

εw

1− τw
ψ

Ξ∗w∗ = F2Ξ∗w∗

so we can solve for the labor input

L1+η
∗ = F2Ξ∗ (1− α) y∗

= (1− α)F1F2
y∗
C∗

= ρ (1− α)F1F2
y∗
I∗

Then, we unravel the other variables

K∗ =
α

1− α
zK

w∗
rk∗

L∗

y∗ =
w∗L∗
1− α

I∗ =

(
1− (1− δ)

zK

)
K∗

C∗ =
I∗
ρ

Ξ∗ =
F1

C∗
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Appendix 7.E Log-linearized equations

We now roll through the model equations to log-linearize them. We use the following notation

and relationships to derive the equations:

X̂t = ln X̃t − lnX∗

z̄X∗ = zX = eγX

z̃X∗ = 1

d ln z̃Xt = X̂t − X̂t−1

Et ln z̄Xt+1 = 0

where the last line comes from the fact that the stochastic trends are random walks with drifts.

Equation numbers from here onwards are matched with the equation numbers in the Dynare

model file, so that the reader can follow the latter easily (the file is available upon request).

7.E.1 Households

• capital accumulation:

K̂t =

(
1− I∗

K∗

)
K̂t−1 +

I∗
K∗

(
μ̂t + Ît

)
(7.33)

• consumption Euler (introduce intermediate variable x̂ to improve readability)

Ξ̂t + p̂ct =
zC

zC − βλ
x̂t − βλ

zC − βλ
Etx̂t+1 (7.34)

d̂t − x̂t =
zC

zC − λ
Ĉt − λ

zC − λ

(
Ĉt−1 − ẑCt

)
(7.35)

• Bond Euler:

Et

(
Ξ̂t − Ξ̂t+1

)
= R̂t − Etπ̂t+1 + Ĥt (7.36)

• Bond premium:

Ĥt = ah,bb̂
f
t + ah,εε̂

b
t (7.37)



7.E. LOG-LINEARIZED EQUATIONS 313

• investment Euler:

Q̂t + μ̂t − p̂it = z2IS
′′ (zI)

(
Ît − Ît−1 + ẑIt − βEt

(
Ît+1 − Ît

))
(7.38)

• consumption-leisure trade-off:

ηL̂t = Ξ̂t + ŵh
t (7.39)

• optimal utilization

(1− τk) r
k
∗
(
r̂kt − p̂it

)
= Φ′′(1)Ût (7.40)

• optimal capital

Et

(
Ξ̂t − Ξ̂t+1

)
= β

zΓ
z
Et

(
(1− δ) Q̂t+1 +Φ′ (1) r̂kt+1 + δτkp̂

i
t+1

)
− Q̂t (7.41)

7.E.2 Labor

• First-order condition for wages

Et

∞∑
s=0

ζswβ
s

(
Ẑw
t,s − ŵh

t+s + ŵt+s +
1

εw − 1
ε̂wt+s

)
= 0

• compound indexation

Ẑw
t,s = ω̂t − ŵt − x̂wt +

s∑
k=0

x̂wt+k

where

x̂wt = − (1− ιwL) (π̂t + ŵt − ŵt−1 + ẑwt)

• aggregate wage definition

ζwx̂
w
t + (1− ζw) (ω̂t − ŵt) = 0

Combining these three ingredients yields the wage Phillips curve:

Et (1− βF ) (1− ιwL) (π̂t + ŵt − ŵt−1 + ẑwt) =
(1− ζw) (1− ζwβ)

ζw

(
ŵh
t − ŵt − 1

εw − 1
ε̂wt

)
(7.42)
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• First-order condition for employment

Et

∞∑
s=0

(
ζeβz

2
L

)s (
ẐL
t,s + êt − L̂t+s

)
= 0

• compound indexation

ẐL
t,s =

(
s∑

k=0

F k − 1

)(
x̂Lt + Ψ̂t − Ψ̂t−1

)

where

x̂Lt = − (1− ιeL)
(
Ψ̂t − Ψ̂t−1 + ẑLt

)
• aggregate employment definition

(1− ζe)
(
êt − Ψ̂t

)
+ ζex̂

L
t = 0

Combining these equations yields a dynamic Euler equation for employment as a function

of hours:

Et (1− βF ) (1− ιeL)
(
Ψ̂t − Ψ̂t−1 + ẑLt

)
=

(1− ζeβ) (1− ζe)

ζe

(
L̂t − Ψ̂t

)
(7.43)

7.E.3 Domestic sector

• production function

mc∗ŷt = ât − αẑKt + αK̂s
t + (1− α) L̂t (7.44)

• optimal capital-labor ratio

r̂kt + K̂s
t − ŵt − L̂t = ẑKt (7.45)

• marginal cost

m̂ct = αr̂kt + (1− α) ŵt − ât (7.46)

• Pricing first-order condition

Et

∞∑
s=0

ζspβ
s

(
Ẑp
t,s − m̂ct+s +

1

εp − 1
ε̂pt+s

)
= 0
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• Compound indexation

Ẑp
t,s = �̂t − x̂pt +

s∑
k=0

x̂pt+k

where

x̂pt = − (1− ιpL) π̂t

• aggregate price definition

ζpx̂
p
t +

(
1− ζp

)
�̂t = 0

Combining the three pricing equations yields the price Phillips curve:

(1− βF ) (1− ιpL) π̂t = Et

(
1− ζpβ

) (
1− ζp

)
ζp

(
m̂ct − 1

εp − 1
ε̂pt

)
(7.47)

7.E.4 Open-economy block

7.E.4.1 Imports

• Pricing first-order condition for imports of consumption goods

Et

∞∑
s=0

ζsc,mβs

(
Ẑc,m
t,s −

(
p̂ft+s − p̂c,mt+s

)
+

1

εc,m − 1
ε̂c,mt+s

)
= 0

• Compound indexation

Ẑc,m
t,s = �̂c,mt − p̂c,mt − x̂c,mt +

s∑
k=0

x̂c,mt+k

where

x̂c,mt = − (1− ιc,mL) π̂c,m
t

• aggregate import consumption price definition

ζc,mx̂c,mt +
(
1− ζc,m

)
(�̂c,mt − p̂c,mt ) = 0

Combining these equations yields the import consumption price Phillips curve:

Et (1− βF ) (1− ιc,mL) π̂c,m
t =

(
1− ζc,mβ

) (
1− ζc,m

)
ζc,m

(
p̂ft − p̂c,mt − 1

εc,m − 1
ε̂c,mt

)
(7.48)
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• A similar Phillips curve holds for the importers of investment goods:

Et (1− βF ) (1− ιi,mL) π̂i,m
t =

(
1− ζi,mβ

) (
1− ζi,m

)
ζi,m

(
p̂ft − p̂i,mt − 1

εi,m − 1
ε̂i,mt

)
(7.49)

7.E.4.2 Exports

• World demand for exports

X̂t = −εf

(
p̂xt − p̂ft

)
+ ŷft + ε̂nft (7.50)

where ε̂nft ≡ lnnf
t − lnnf .

• Pricing first-order condition for exports

Et

∞∑
s=0

ζsxβ
s

(
Ẑx
t,s + p̂xt+s +

1

εx − 1
ε̂xt+s

)
= 0

• Compound indexation

Ẑw
t,s = �̂xt − p̂xt − x̂xt +

s∑
k=0

x̂xt+k

where

x̂xt = − (1− ιxL) π̂
x
t

• aggregate export price definition

ζxx̂
x
t + (1− ζx) (�̂

x
t − p̂xt ) = 0

Combining the pricing equations yields the export price Phillips curve:

Et (1− βF ) (1− ιxL) π̂
x
t =

(1− ζxβ) (1− ζx)

ζx

(
−p̂xt −

1

εx − 1
ε̂xt

)
(7.51)

7.E.4.3 Net foreign asset accumulation

• balance of payments

b̂ft + ŷt =
1

β

(
b̂ft−1 + ŷft−1 + R̂t−1 − π̂t − ẑyt + Ĥt−1

)
(7.52)

+
px∗X∗
bf∗y∗

(
p̂xt + X̂t

)
− pf∗M∗

bf∗y∗

(
p̂ft + M̂t

)
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7.E.4.4 Eurozone block

The equations describing developments in Eurozone output, inflation and interest rates are

described in appendix bla.

7.E.5 Bundling

• domestic investment demand

Îdt −
(
p̂it + Ît

)
= (1− ni)

(
εb,i − 1

)(
ẑd,it − ẑm,i

t + p̂i,mt

)
(7.53)

• import investment demand

Îmt + p̂i,mt −
(
p̂it + Ît

)
= −ni

(
εb,i − 1

)(
ẑd,it − ẑm,i

t + p̂i,mt

)
(7.54)

• aggregate investment price definition

ẑd,it + p̂it = (1− ni)
(
ẑd,it − ẑm,i

t + p̂i,mt

)
(7.55)

• domestic consumption demand

Ĉd
t −

(
p̂ct + Ĉt

)
= (1− nc)

(
εb,c − 1

)(
ẑd,ct − ẑm,c

t + p̂c,mt

)
(7.56)

• import consumption demand

Ĉm
t + p̂c,mt −

(
p̂ct + Ĉt

)
= −nc

(
εb,c − 1

)(
ẑd,ct − ẑm,c

t + p̂c,mt

)
(7.57)

• aggregate consumption price definition

ẑd,it + p̂ct = (1− nc)
(
ẑd,ct − ẑm,c

t + p̂c,mt

)
(7.58)
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7.E.6 Policy

• Government budget constraint

b∗
(
b̂t + ŷt

)
=

1

β

(
b̂t−1 + ŷt−1 + R̂t−1 − π̂t − ẑyt + Ĥt−1

)
(7.59)

+g∗ (ŷt + ĝt) + T∗
(
ŷt + T̂t

)
−
(
rk∗ − δ

)
τk

zΓ
zy

K∗
y∗

(
rk∗

rk∗ − δ
(r̂t + ût)− δ

rk∗ − δ
p̂it + K̂t−1 + ẑΓt − ẑyt

)
−τw

w∗L∗
y∗

(
ŵt + L̂t

)
− τ c

pc∗C∗
y∗

(
p̂ct + Ĉt

)

• Transfer rule

T̂t = −εT b̂t−1 (7.60)

7.E.7 Market clearing

• domestic

(1− g∗) y∗ŷt = Cd
∗ Ĉ

d
t + I∗dÎdt + g∗y∗ĝt +X∗X̂t + (1− τk)

zΓ
zy

rk∗K∗ût (7.61)

• imports

M∗M̂t = Cm
∗ Ĉm

t + Im∗ Îmt (7.62)

7.E.8 Definitions

• inflation rates

π̂i
t − π̂t = (1− L) p̂it + ẑΓt (7.63)

π̂c
t − π̂t = (1− L) p̂ct − ρẑΓt (7.64)

π̂i,m
t − π̂t = (1− L) p̂i,mt + ẑpft (7.65)

π̂c,m
t − π̂t = (1− L) p̂c,mt + ẑpft (7.66)

π̂f
t − π̂t = (1− L) p̂ft + ẑpft (7.67)

π̂x
t − π̂t = (1− L) p̂xt (7.68)
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• growth rates

ẑwt =
1

1− α
(ẑAt − αẑΓt) (7.69)

ẑLt = − 1

1 + η
ẑϕt (7.70)

ẑyt = ẑLt + ẑwt (7.71)

ẑKt = ẑyt − ẑΓt (7.72)

ẑIt = ẑKt (7.73)

ẑCt = ẑyt + ρẑΓt (7.74)

ẑMt = ẑyt − ẑpft (7.75)

ẑpft =
1

εf
(ẑyt − ẑyft) (7.76)

7.E.9 Stochastic processes

• trend

ẑAt = υAt ∼ N
(
0, σ2

A

)
(7.77)

ẑϕt = υϕt ∼ N
(
0, σ2

ϕ

)
(7.78)

ẑΓt = υΓt ∼ N
(
0, σ2

Γ

)
(7.79)

ẑyft = υ
yf
t ∼ N

(
0, σ2

yf

)
(7.80)
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• cyclical

ât = ρaât−1 + υat , υat ∼ N
(
0, σ2

a

)
(7.81)

d̂t = ρdd̂t−1 + υdt , υdt ∼ N
(
0, σ2

d

)
(7.82)

ĝt = ρg ĝt−1 + υgt , υgt ∼ N
(
0, σ2

g

)
(7.83)

μ̂t = ρμμ̂t−1 + υμt , υμt ∼ N
(
0, σ2

μ

)
(7.84)

ε̂bt = ρbε̂
b
t−1 + υbt , υbt ∼ N

(
0, σ2

b

)
. (7.85)

ε̂pt = ρpε̂
p
t−1 + υpt + θpυ

p
t−1, υpt ∼ N

(
0, σ2

p

)
(7.86)

ε̂wt = ρwε̂
w
t−1 + υwt + θwυ

w
t−1, υwt ∼ N

(
0, σ2

w

)
(7.87)

ε̂xt = ρxε̂
x
t−1 + υxt + θxυ

x
t−1, υxt ∼ N

(
0, σ2

x

)
(7.88)

ε̂nft = ρnf ε̂
nf
t−1 + υnft + θnfυ

nf
t−1, υnft ∼ N

(
0, σ2

nf

)
(7.89)

ε̂c,mt = ρc,mε̂c,mt−1 + υc,mt + θc,mυc,mt−1, υc,mt ∼ N
(
0, σ2

c,m

)
(7.90)

ε̂i,mt = ρi,mε̂i,mt−1 + υi,mt + θi,mυi,mt−1, υi,mt ∼ N
(
0, σ2

i,m

)
(7.91)

7.E.10 Observation equations

The observations equations map model variables into observables in growth rates.

• for the non-stationary variables xt = Ct, It, Et, wt, yt, y
f
t ,Mt and Xt, we have

Δ lnxobst = x̂t − x̂t−1 + ẑxt + γx

where the shocks ẑxt and drifts γx were defined above and are subject to the cross-equation

restrictions ensuring the correct co-integrating relationships. Section bla discusses how we

implement these restrictions.

• For the stationary variables xt = gt, πt, π
i
t, π

f
t , π

x
t , π

m
t and Rt, we have

xobst = x̂t + x∗

Appendix 7.F The Eurozone block

We describe the Eurozone block directly in log-linearized form. The block consists of an IS curve

for the output gap, ˆ̃y, Phillips curve for inflation, π̂f , and a Taylor type empirical monetary
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policy rule for nominal interest rate, R̂. The output gap is the difference between actual output,

ŷft , and potential output, ŷp, both given in terms of deviations from their common trend.

ˆ̃yt = αyEt
ˆ̃yt+1 + (1− αy)ˆ̃yt−1 − φy(R̂t − Etπ̂

f
t+1) + ε̂yt , (7.92)

π̂f
t = απEtπ̂

f
t+1 + (1− απ)π̂

f
t−1 + φπ

ˆ̃yt + ε̂πt , (7.93)

R̂t = ρrR̂t−1 + (1− ρr)(κEtπ̂
f
t+1 + γEt

ˆ̃yt+1) + ε̂rt , (7.94)

ŷpt = �ŷpt−1 + ε̂
yp
t , (7.95)

ŷft = ŷpt +
ˆ̃yt. (7.96)

Demand and supply shocks are autoregressive processes, while the monetary policy and potential

output shocks are white noise

ε̂yt = ρy ε̂
y
t + υyt , υyt ∼ N(0, σ2

y) (7.97)

ε̂πt = ρπ ε̂
π
t−1 + υπt , υπt ∼ N(0, σ2

π) (7.98)

ε̂rt = υrt , υrt ∼ N(0, σ2
r) (7.99)

ε̂
yp
t = υ

yp
t , υ

yp
t ∼ N(0, σ2

yp) (7.100)

Model parameters are estimated with Dynare’s MCMC routine, with two chains of 1 million

draws, of which we retain the last .4. We limit the sample to 1995Q1 to 2011Q2, to ensure

series are stationary. This sample corresponds roughly to the period of the existence of the

Eurozone so as to have a clear economic interpretation of the model parameters, since the

model contains monetary policy rule with the ECB’s monetary policy objective. Increasing the

sample backwards an additional four years before the launch of the euro can be justified by the

anticipated formation of the Eurozone.

Table 7.F summarizes the results. The estimation is well-behaved according to the Brooks

and Gelman diagnostics. The data appear informative for most parameters, in that posteriors

usually differ significantly from priors. The exceptions are the interest elasticity of the output

gap φy and the coefficient of inflation in the policy rule κ, where priors and posteriors coincide.
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Parameter Description Prior Distribution Posterior mean

αy Weight on expected output gap N(.5, .2) .39
απ Weight on expected inflation N(.5, .2) .74
φy Real interest rate elasticity of output gap N(−.2, .1) .23

φπ Slope of Phillips curve N(.03, .01) .02
κ Weight of inflation in MP rule N(2, .5) 1.85
γ Weight of output gap in MP rule N(1, .4) .45

ρr AR(1) interest rate N(.8, .1) .79
ρy AR(1) demand shock N(0, .4) .53

ρπ AR(1) supply shock N(0, .4) -.35
� AR(1) potential output B(.95, .03) .98

σr s.e. monetary shock IG(.001,∞) .04
σy s.e. demand shock IG(.001,∞) .02
σπ s.e. supply shock IG(.001,∞) .04
σyp s.e. potential output shock IG(.001,∞) .06

Note: B: Beta; IG: Inverse Gamma; N : Normal. Arguments are mean, standard deviation, and
support (when truncated).

Table 7.6: Prior distributions and posterior means



Chapter 8

Summary

This dissertation, entitled “Accounting for time-varying and nonlinear relationships in macroe-

conomic models,” consists of (i) methodological papers introducing new ways to deal with time

variation and nonlinearities in macroeconomic models and (ii) applied papers on various macroe-

conomic topics in which time variation and nonlinearities are key elements of the analysis. Below,

I summarize the main contributions and findings of the various chapters of this dissertation.

Chapter 2, which is joint work with Luca Gambetti, is a methodological contribution re-

garding vector autoregressions (VARs) with time-varying parameters. We have shown that the

standard time-varying VAR workhorse suffers from overparameterization, which is a serious

problem as it limits the number of variables and lags that can be incorporated in the model. As

a solution for the overparameterization problem, we have proposed a new, more parsimonious

time-varying VAR model setup with which we can reliably estimate larger systems including

more variables and/or more lags than was possible hitherto. The key distinctive feature of the

new model setup is the covariance matrix of the innovations to the time-varying parameters

which is now assumed to be of reduced rank instead of full rank. The rank reduction implies

cross-equation restrictions that amount to a reduction in the number of underlying factors driv-

ing the time-varying parameters. The applications presented in Chapter 2 and Chapter 4 suggest

that the number of underlying factors included in the “reduced-rank model” can be chosen to

be much smaller than the number of time-varying parameters, which is very good news for

the parsimony of the model. In addition to the empirical support, the rank reduction also has

important practical advantages over the standard model setup in that the Bayesian estimation

procedure is much faster due to the much smaller dimension of the underlying factor structure.

Moreover, the Markov chain Monte Carlo procedure converges much faster so that much shorter

323
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Markov chains are needed, cutting computing times even further. Finally, in addition to the

empirical support of the rank reduction and the associated practical advantages, we have argued

that the implied cross-equation restrictions are theoretically appealing.

Chapter 3 is about the influence of the prior on the amount of time variation when estimating

VARs with time-varying parameters. I have demonstrated that the prior on the covariance

matrix of the shocks driving the time-varying parameters has much influence on the amount

of time variation in the VAR coefficients, at least in the application of Cogley and Sargent

(2001), which I have used for my analysis. In addition, I have demonstrated that also the

incorporation of stochastic volatility has much influence on the amount of time variation in the

VAR coefficients. For this purpose, I have extended the model of Cogley and Sargent (2001)

with stochastic volatility, just like Cogley and Sargent (2005). The estimated amount of time

variation in the VAR coefficients is much smaller in the model setup with stochastic volatility

than in the model setup without stochastic volatility, at least when the prior on the covariance

matrix of the shocks driving the time-varying parameters is left unchanged.

Chapter 4 is an application on the time variation in the dynamic effects of unanticipated

changes in tax policy. I have used the reduced-rank time-varying VAR model setup that was

developed in Chapter 2 to analyze to what extent the dynamic effects of unanticipated changes

in tax policy have changed structurally over the post World War II period in the United States.

For the identification of the structural tax shock, I have followed the identification strategy of

Mertens and Ravn (2013b), which exploits the informational content of a narrative series of

unanticipated tax changes. The distinctive difference with their paper is that I have used a

time-varying VAR, whereas they have used a time-invariant VAR. The time variation estimated

in Chapter 4 points to a permanent decline in the tax multiplier as well as a faster response of the

economy. Despite the permanent decline, the estimated tax multiplier is still at the higher end

of the range of existing empirical estimates, which is consistent with Mertens and Ravn (2013b).

I have also analyzed to what extent fiscal policy has become more countercyclical over time.

The results indicate that spending policy used to be procyclical and has become countercyclical

after the beginning of the 1990s, whereas tax policy already used to be countercyclical and has

become even more countercyclical over time.

Chapter 5, which is joint work with Wouter den Haan, is a methodological contribution in

the field of nonlinear numerical solution techniques. We have proposed a new numerical solu-

tion technique to solve Dynamic Stochastic General Equilibrium (DSGE) models with nontrivial
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nonlinearities. The idea is to solve for today’s behavior from the exact nonlinear equilibrium

conditions under the assumption that tomorrow’s behavior follows from the first-order per-

turbation approximation and where the expectation is numerically approximated with a very

accurate numerical integration routine. We have called our numerical solution technique the

“perturbation-plus” procedure, though it is possible to use any numerical approximation for

tomorrow’s behavior (or last period’s behavior for the multi-step ahead version). The key ad-

vantage of the perturbation-plus procedure is that it is easy to program and therefore we have

compared the accuracy of the perturbation-plus procedure with other procedures that are also

easy to program. We have demonstrated that regular higher-order perturbation approxima-

tions, for which standard, user-friendly software is available, are not guaranteed to generate

non-explosive time paths and are not shape-preserving due to the unavoidable oscillations of

polynomials. An alternative is the pruning perturbation procedure, proposed by Kim, Kim,

Schaumburg, and Sims (2008), which deals with the problem of exploding simulated data but

does not alleviate the problem of undesirable odd shapes. We have compared the accuracy

of the various perturbation-based approximations on the basis of three models with nontrivial

nonlinearities. The regular perturbation procedure produces very inaccurate results due to the

problems highlighted before. The perturbation-plus procedure as well as the pruning procedure

give a good qualitative insight in the nonlinear aspects of the true solution, but can differ from

the true solution in some quantitative aspects, especially during severe peaks and throughs.

Chapter 6, which is joint work with Eric Bartelsman and Pieter Gautier, is an applied pa-

per about the effects of employment protection legislation (EPL) on the sectoral allocation of

firms and workers. We have provided empirical evidence that high-risk sectors, which contribute

strongly to aggregate productivity growth, are relatively small and have relatively low produc-

tivity growth in countries with strict EPL. To understand these findings, we have developed a

two-sector matching model where firms endogenously choose between a safe technology and a

risky technology. Strict EPL makes the risky technology less attractive as it raises the costs of

shedding workers in case of a low productivity draw. So a higher level of firing costs decreases

the relative size and average productivity of the risky sector. In addition to the effects of EPL,

we have analyzed the effects of an increase in the variance of risky-sector productivity, which

is of interest as the arrival of new information and communication technologies (ICT) since the

mid-1990s is shown to be associated with an increase in riskiness. An increase in the variance

is good for aggregate productivity and is appealing to individual firms as there is no bound on
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positive shocks while firms have the option to close a job if a sufficiently large negative shock

occurs. Interestingly, the effects of the observed time variation in the variance of risky-sector

productivity have proven to be very different depending on the level of EPL. In fact, the model

predicts that high-EPL countries can take much less advantage of the arrival of new risky tech-

nological opportunities than low-EPL countries. This prediction is confirmed by our empirical

analysis, which reveals a strong and robust interaction effect of EPL and riskiness on the rel-

ative size and productivity of risky sectors. The described interaction mechanism can explain

a considerable portion of the slowdown in productivity in Europe relative to the United States

since the mid-1990s.

Chapter 7, which is joint work with Pierre Lafourcade, is a methodological contribution in

the field of DSGE models. We have constructed a large new-Keynesian DSGE model with a

more careful stochastic specification than is standard in the literature. We have emphasized

the gains of including stochastic trends within the theoretical framework of the DSGE model

and jointly estimating them with the cycles. We have paid particular attention to common

trends (or lack thereof) and have built our DSGE model around the co-integrating relationships

we have found in the data (for the Dutch economy). The resulting trend-cycle decomposition

has a structural interpretation, which is very valuable from a policy perspective and produces

interesting econometric results. First, the trend-cycle decomposition captures the co-integrating

properties of the data without which medium to long-run analyses would likely be misspecified.

Second, our setup produces better-behaved posteriors for parameters along decision margins

where traditional modeling imposes highly persistent but temporary shocks. Third, the co-

existence of permanent and temporary disturbances along the same margin broadens the scope

for counterfactuals, as it allows agents to respond differently to permanent and temporary shocks.

For clarification, we do not want to give the impression that the Dutch economy is a special

case; in fact, the philosophy of our approach and the methodology are general.



Chapter 9

Samenvatting (summary in Dutch)

Dit proefschrift gaat over tijdsvariërende en niet-lineaire verbanden tussen macro-economische

variabelen en bestaat uit (i) methodologische papers waarin nieuwe methoden worden ontwikkeld

om rekening te houden met tijdsvariatie en niet-lineariteiten in macro-economische modellen en

(ii) toegepaste papers over verschillende macro-economische onderwerpen waarin tijdsvariatie

en niet-lineariteiten essentiële onderdelen van de analyse zijn. Hieronder vat ik de belangrijkste

bijdragen en bevindingen van de verschillende hoofdstukken van dit proefschrift samen.

Hoofdstuk 2 is gezamenlijk werk met Luca Gambetti en betreft een methodologische bijdrage

met betrekking tot vector autoregressieve (VAR) modellen met tijdsvariërende parameters. Wij

hebben laten zien dat de standaard opzet voor tijdsvariërende parameter VAR modellen last

heeft van overparametrisering, hetgeen een serieus probleem is aangezien dit een beperking op-

levert voor het aantal variabelen en vertragingen dat opgenomen kan worden in het model. Als

oplossing voor het overparametriseringsprobleem, hebben wij een nieuwe, handzamere model

opzet gëıntroduceerd voor tijdsvariërende parameter VAR modellen, waarmee we op een be-

trouwbare manier grotere systemen met meer variabelen en/of vertragingen kunnen schatten

dan tot op heden mogelijk was. Het belangrijkste onderscheidende kenmerk van de nieuwe mo-

del opzet is de covariantie matrix van de innovaties in de tijdsvariërende parameters die nu een

gereduceerde rang heeft in plaats van volledige rang. De rang reductie impliceert zogenaamde

kruis-vergelijking restricties die neerkomen op een reductie van het aantal onderliggende factoren

die de tijdsvariërende parameters aansturen. De toepassingen uit Hoofdstuk 2 en Hoofdstuk 4

suggereren dat het aantal benodigde onderliggende factoren in het zogenaamde “gereduceerde-

rang model” veel kleiner is dan het aantal tijdsvariërende parameters, wat erg goed nieuws is

voor de handzaamheid van het model. Naast het feit dat de rang reductie empirisch wordt

327
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ondersteund, heeft de rang reductie ook belangrijke praktische voordelen ten opzichte van de

standaard model opzet, namelijk dat de Bayesiaanse schattingsprocedure veel sneller is door

de veel kleinere dimensie van de onderliggende factor structuur. Bovendien convergeert de zo-

genaamde Markov chain Monte Carlo (MCMC) procedure veel sneller waardoor veel kortere

Markov reeksen nodig zijn, wat de rekentijd nog verder doet afnemen. Tenslotte hebben wij

argumenten aangedragen dat de gëımpliceerde kruis-vergelijking restricties theoretisch aantrek-

kelijk zijn.

Hoofdstuk 3 gaat over de invloed van de prior op de hoeveelheid tijdsvariatie bij het schatten

van VAR modellen met tijdsvariërende parameters. Ik heb laten zien dat de prior op de cova-

riantie matrix van de schokken die de tijdsvariërende parameters aansturen van grote invloed

is op de hoeveelheid tijdsvariatie in de VAR coëfficiënten, in ieder geval in de applicatie van

Cogley en Sargent (2001), welke ik heb gebruikt voor mijn analyse. Daarnaast heb ik laten

zien dat ook het opnemen van stochastische volatiliteit van grote invloed is op de hoeveelheid

tijdsvariatie in de VAR coëfficiënten. Daartoe heb ik het model van Cogley en Sargent (2001)

uitgebreid met stochastische volatiliteit, eenzelfde uitbreiding als Cogley en Sargent (2005). De

geschatte hoeveelheid tijdsvariatie in de VAR coëfficiënten is veel kleiner in de model opzet met

stochastische volatiliteit dan in de model opzet zonder stochastische volatiliteit, althans wanneer

de prior op de covariantie matrix van de schokken die de tijdsvariërende parameters aansturen

niet wordt gewijzigd.

Hoofdstuk 4 is een toegepast paper over de tijdsvariatie in de dynamische effecten van on-

verwachte veranderingen in belastingbeleid. Ik heb de gereduceerde-rang model opzet voor VAR

modellen met tijdsvariërende parameters gebruikt, die ontwikkeld was in Hoofdstuk 2, om te

analyseren in welke mate de dynamische effecten van onverwachte veranderingen in belastingbe-

leid structureel zijn veranderd gedurende de periode na de Tweede Wereldoorlog in de Verenigde

Staten. Voor de identificatie van de structurele belastingschok heb ik de identificatie strategie

van Mertens en Ravn (2013b) gevolgd, waarmee de informatie van een narratieve tijdreeks van

onverwachte veranderingen in belastingbeleid wordt benut. Het kenmerkende onderscheid met

hun paper is dat ik gebruik heb gemaakt van een tijdsvariërende parameter VAR model, terwijl

zij daarentegen gebruik hebben gemaakt van een VAR model met constante parameters. De

in Hoofdstuk 4 geschatte tijdsvariatie duidt op een permanente afname van de belastingmulti-

plier alsook een snellere reactie van de economie. Ondanks de permanente afname bevindt de

geschatte belastingmultiplier zich nog steeds aan de bovenkant van de range van bestaande em-
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pirische schattingen, wat consistent is met Mertens en Ravn (2013b). Ik heb ook geanalyseerd

in hoeverre fiscaal beleid anti-cyclischer is geworden in de loop der tijd. De resultaten geven

aan dat het uitgavenbeleid pro-cyclisch was en anti-cyclisch is geworden na het begin van de

jaren 1990, terwijl het belastingbeleid reeds anti-cyclisch was en in de loop der tijd zelfs nog

anti-cyclischer is geworden.

Hoofdstuk 5 is gezamenlijk werk met Wouter den Haan en betreft een methodologische bij-

drage op het onderzoeksterrein van niet-lineaire numerieke oplossingsmethoden. Wij hebben een

nieuwe numerieke oplossingsmethode gëıntroduceerd om zogenaamde dynamisch stochastisch al-

gemeen evenwichtsmodellen (in het Engels afgekort als DSGE) met niet-triviale niet-lineariteiten

op te lossen. Het idee is om voor het gedrag van de huidige periode op te lossen via de exacte

niet-lineaire evenwichtsvergelijkingen onder de veronderstelling dat het gedrag van de komende

periode volgt uit de eerste-orde perturbatie benadering en waarbij de verwachtingsterm nume-

riek wordt benaderd met een zeer nauwkeurige numerieke integratie routine. Wij hebben onze

numerieke oplossingsmethode de “perturbatie-plus” procedure genoemd, alhoewel het mogelijk

is om een willekeurige numerieke benadering te gebruiken voor het gedrag van de komende

periode (of het gedrag van de laatste periode voor de multi-periode vooruit versie van ons al-

goritme). Het belangrijkste voordeel van de perturbatie-plus procedure is dat het makkelijk te

programmeren is en daarom vergelijken wij de nauwkeurigheid van de perturbatie-plus proce-

dure met andere procedures die ook makkelijk te programmeren zijn. Wij hebben laten zien

dat reguliere hogere-orde perturbatie benaderingen, waarvoor standaard, gebruiksvriendelijke

software beschikbaar is, niet gewaarborgd zijn om niet-explosieve tijdspaden te genereren en

bovendien zijn ze niet vormbehoudend vanwege de onvermijdelijke oscillaties van polynomen.

Een alternatief is de zogenaamde gesnoeide perturbatie procedure, voorgesteld door Kim, Kim,

Schaumburg en Sims (2008), wat het probleem van explosieve tijdspaden oplost maar het pro-

bleem van onwenselijke oscillaties niet doet verminderen. Wij hebben de nauwkeurigheid van

de verschillende op perturbatie gebaseerde benaderingen met elkaar vergeleken aan de hand van

drie modellen met niet-triviale niet-lineariteiten. De reguliere perturbatie procedure geeft zeer

onnauwkeurige resultaten vanwege de hiervoor aangestipte problemen. Zowel de perturbatie-

plus procedure alsook de gesnoeide perturbatie procedure geven een goed kwalitatief inzicht in

de niet-lineariteiten van de echte oplossing, maar kunnen afwijken van de echte oplossing in

sommige kwantitatieve aspecten, voornamelijk gedurende hevige pieken en dalen.

Hoofdstuk 6 is gezamenlijk werk met Eric Bartelsman en Pieter Gautier en is een toege-
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past paper over de gevolgen van ontslagbescherming op de sectorale allocatie van bedrijven en

werknemers. Wij hebben empirisch bewijs geleverd dat risicovolle sectoren, die sterk bijdragen

aan geaggregeerde productiviteitsgroei, relatief klein zijn en relatief lage productiviteitsgroei

hebben in landen met strenge ontslagbescherming. Om deze bevindingen te begrijpen hebben

wij een twee-sectoren matching model ontwikkeld waar bedrijven endogeen kiezen tussen een

veilige technologie en een riskante technologie. Strenge ontslagbescherming maakt de riskante

technologie minder aantrekkelijk, omdat het de kosten opdrijft voor het afstoten van werknemers

in het geval van een lage realisatie van productiviteit. Dus een hoger niveau van ontslagkosten

doet de relatieve omvang en gemiddelde productiviteit van de risicovolle sector afnemen. Naast

de gevolgen van ontslagbescherming hebben wij ook de gevolgen van een toename in de variantie

van productiviteit in de risicovolle sector geanalyseerd, wat van belang is aangezien wij hebben

laten zien dat de opkomst van nieuwe informatie en communicatie technologiën (ICT) sinds het

midden van de jaren 1990 geassocieerd is met een toename in risico. Een toename in de variantie

is goed voor geaggregeerde productiviteit en is aantrekkelijk voor individuele bedrijven aange-

zien er geen beperking is op positieve schokken terwijl bedrijven de optie hebben om werknemers

af te stoten in het geval van een negatieve schok van voldoende grootte. Interessant is dat de

effecten van de waargenomen tijdsvariatie in de variantie van productiviteit in de risicovolle sec-

tor sterk afhankelijk zijn gebleken te zijn van het niveau van ontslagbescherming. Om precies te

zijn voorspelt het model dat landen met strenge ontslagbescherming veel minder kunnen profi-

teren van de komst van nieuwe risicovolle technologische mogelijkheden dan landen met soepele

ontslagbescherming. Deze voorspelling wordt bekrachtigd door onze empirische analyse, die een

sterk en robuust interactie effect openbaart van ontslagbescherming en mate van risico op de re-

latieve omvang en productiviteit van risicovolle sectoren. Het beschreven interactie mechanisme

kan een behoorlijke proportie verklaren van de vertraging van productiviteit in Europa relatief

ten opzichte van de Verenigde Staten sinds het midden van de jaren 1990.

Hoofdstuk 7 is gezamenlijk werk met Pierre Lafourcade en betreft een methodologische bij-

drage op het onderzoeksterrein van DSGE modellen. Wij hebben een groot nieuw-Keynesiaans

DSGE model ontwikkeld met een nauwkeurigere stochastische specificatie dan gebruikelijk is in

de literatuur. Wij hebben uitgebreid stilgestaan bij de voordelen van het opnemen van stochas-

tische trends binnen het theoretische kader van het DSGE model en het gezamenlijk schatten

van de trends met de cycli. In het bijzonder hebben wij aandacht besteed aan gemeenschap-

pelijke trends (of het ontbreken daarvan) en hebben ons DSGE model gebouwd rondom de
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cointegratie relaties die wij hebben gevonden in de data (voor de Nederlandse economie). De

gëımpliceerde trend-cyclus decompositie heeft een structurele interpretatie, wat erg waardevol

is vanuit een beleidsperspectief en interessante econometrische resultaten oplevert. Ten eerste,

de trend-cyclus decompositie vat de cointegratie eigenschappen van de data waarzonder mid-

den tot lange-termijn analyses waarschijnlijk misgespecificeerd zouden zijn. Ten tweede, onze

opzet levert nettere posteriors voor parameters behorende bij model blokken waar traditionele

modellering zeer persistente maar tijdelijke schokken oplegt. Ten derde, de co-existentie van

permanente en tijdelijke verstoringen in hetzelfde model blok verbreedt de speelruimte voor

counterfactuele analyses, vanwege de mogelijkheid voor economische actoren om anders te re-

ageren op permanente en tijdelijke schokken. Voor de duidelijkheid, wij willen niet de indruk

wekken dat de Nederlandse economie een speciaal geval is; integendeel, de filosofie achter onze

benadering en de methodologie zijn algemeen.
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M. Uribe (2011): “Risk Matters: The Real Effects of Volatility Shock,” American Economic

Review, 101, pp. 2530–2561.

Ferroni, F. (2011): “Trend Agnostic One-Step Estimation of DSGE Models,” B.E. Journal of

Macroeconomics, 11(1), pp. 1–36.



338 BIBLIOGRAPHY

Fuller, W. A. (1996): Introduction to Statistical Time Series. John Wiley, New York.

Gagnon, J. E. (1990): “Solving the Stochastic Growth Model by Deterministic Extended

Path,” Journal of Business and Economic Statistics, 8, pp. 35–36.

Gambetti, L., E. Pappa, and F. Canova (2008): “The Structural Dynamics of U.S. Output

and Inflation: What Explains the Changes?,” Journal of Money, Credit and Banking, 40(2-3),

pp. 369–388.

Gautier, P. A., and C. N. Teulings (2006): “How Large are Search Frictions?,” Journal of

the European Economic Association, 4(6), 1193–1225.

Gelman, A., J. B. Carlin, H. S. Stern, and D. B. Rubin (1995): Bayesian Data Analysis.

Chapman and Hall, London.

Hagedorn, M., and I. Manovskii (2008): “The Cyclical Behavior of Equilibrium Unemploy-

ment and Vacancies Revisited,” American Economic Review, 98, pp. 1692–1706.

Hall, R. E. (2005): “Employment Fluctuations with Equilibrium Wage Stickiness,” American

Economic Review, 72, pp. 50–65.

Hall, R. E., and P. R. Milgrom (2008): “The Limited Influence of Unemployment on the

Wage Bargain,” American Economic Review, 98(4), 1653–1674.

Hamilton, J. D. (1989): “A New Approach to the Economic Analysis of Nonstationary Time

Series and the Business Cycle,” Econometrica, 57(2), pp. 357–384.

Hofmann, B., G. Peersman, and R. Straub (2012): “Time variation in U.S. wage dynam-

ics,” Journal of Monetary Economics, 59(8), pp. 769–783.

Hoover, K. D., S. Johansen, and K. Juselius (2008): “Allowing the Data to Speak Freely:

The Macroeconometrics of the Cointegrated Vector Autoregression,” American Economic

Review, 98(2), pp. 251–255.

Iskrev, N. (2010): “Local identification in DSGE models,” Journal of Monetary Economics,

57(2), pp. 189–202.

Jarmin, R. S., and J. Miranda (2002): “The Longitudinal Business Database,” Working

Paper 02-17, Center for Economic Studies, U.S. Census Bureau.



BIBLIOGRAPHY 339

Jorgenson, D. W., M. S. Ho, and K. J. Stiroh (2008): “A Retrospective Look at the U.S.

Productivity Growth Resurgence,” Journal of Economic Perspectives, 22(1), 3–24.

Judd, K. L. (1998): Numerical Methods in Economics. The MIT Press, Cambridge, Mas-

sachusetts.

Justiniano, A., G. Primiceri, and A. Tambalotti (2011): “Investment Shocks and the

Relative Price of Investment,” Review of Economic Dynamics, 14(1), pp. 101–121.

Kim, C., and C. R. Nelson (1999): State-Space Models With Regime Switching. MIT Press,

Cambridge, Massachusetts.

Kim, J., S. Kim, E. Schaumburg, and C. A. Sims (2008): “Calculating and Using Second-

Order Accurate Solutions of Discrete Time Dynamic Equilibrium Models,” Journal of Eco-

nomic Dynamics and Control, 32, pp. 3397–3414.

Kim, S., N. Shephard, and S. Chib (1998): “Stochastic Volatility: Likelihood Inference and

Comparison with ARCH Models,” The Review of Economic Studies, 65(3), pp. 361–393.

Koeniger, W., and J. Prat (2007): “Employment Protection, Product Market Regulation

and Firm Selection,” The Economic Journal, 117(521), F302–F332.

Koop, G., and D. Korobilis (2010): “Bayesian Multivariate Time Series Methods for Em-

pirical Macroeconomics,” Foundations and Trends(R) in Econometrics, 3(4), 267–358.

Krusell, P., and A. A. Smith, Jr. (1998): “Income and Wealth Heterogeneity in the Macroe-

conomy,” Journal of Political Economy, 106, pp. 867–896.

Ljungqvist, L. (2002): “How Do Lay-off Costs Affect Employment?,” The Economic Journal,

112(482), 829–853.

Lombardo, G. (2010): “Approximating DSGE Models by Series Expansions,” Unpublished

manuscript, European Central Bank.

McAfee, A., and E. Brynjolfsson (2008): “Investing in the IT that makes a Competitive

Difference,” Harvard Business Review.

Mertens, K., and M. O. Ravn (2012): “A Reconciliation of SVAR and Narrative Estimates

of Tax Multipliers,” CEPR Discussion Paper No. 8973, Centre for Economic Policy Research.



340 BIBLIOGRAPHY

(2013a): “The Dynamic Effects of Personal and Corporate Income Tax Changes in the

United States,” The American Economic Review, 103(4), pp. 1212–1247.

(2013b): “A reconciliation of SVAR and narrative estimates of tax multipliers,” Journal

of Monetary Economics, forthcoming.

Mortensen, D. T., and R. Lentz (2008): “An Empirical Model of Growth Through Product

Innovation,” Econometrica, 76(6), 1317–1373.

Mortensen, D. T., and C. A. Pissarides (1994): “Job Creation and Job Destruction in the

Theory of Unemployment,” Review of Economic Studies, 61(3), 397–415.

(1999): “Job Reallocation, Employment Fluctuations and Unemployment,” in Hand-

book of Macroeconomics, ed. by J. B. Taylor, and M. Woodford, vol. 1, chap. 18, pp. 1171–1228.

Elsevier Science.

Moscarini, G. (2003): “Skill and Luck in the Theory of Turnover,” mimeo.

Mountford, A., and H. Uhlig (2009): “What Are the Effects of Fiscal Policy Shocks?,”

Journal of Applied Econometrics, 24(6), pp. 960–992.

Nicoletti, G., S. Scarpetta, and O. Boylaud (2000): “Summary Indicators of Product

Market Regulation with an Extension to Employment Protection Legislation,” Discussion

paper, OECD, Economics Department.

O’Mahony, M., and M. P. Timmer (2009): “Output, Input and Productivity Measures at the

Industry Level: The EU KLEMS Database,” The Economic Journal, 119(538), F374–F403.

ONS (2008): “ICT impact assessment by linking data from different sources,” Discussion paper.

Petrongolo, B., and C. Pissarides (2001a): “Looking Into the Black Box: A Survey of the

Matching Function,” Journal of Economic Literature, 39, pp. 390–431.

Petrongolo, B., and C. A. Pissarides (2001b): “Looking into the Black Box: A Survey of

the Matching Function,” Journal of Economic Literature, 39(2), 390–431.

Pissarides, C. A. (2000): Equilibrium Unemployment Theory. MIT Press, Cambridge, MA.

(2009): “The Unemployment Volatility Puzzle: Is Wage Stickiness the Answer?,”

Econometrica, 77(5), 1339–1369.



BIBLIOGRAPHY 341

Poschke, M. (2009): “Employment protection, firm selection, and growth,” Journal of Mone-

tary Economics, 56(8), 1074–1085.

Primiceri, G. E. (2005): “Time Varying Structural Vector Autoregressions and Monetary

Policy,” The Review of Economic Studies, 72(3), pp. 821–852.

Rajan, R. G., and L. Zingales (1998): “Financial Dependence and Growth,” American

Economic Review, 88(3), 559–86.

Roberts, G. O., and A. F. M. Smith (1994): “Simple conditions for the convergence of the

Gibbs sampler and Metropolis-Hastings algorithms,” Stochastic Processes and their Applica-

tions, 49(2), pp. 207–216.

Romer, C. D., and D. H. Romer (2009): “A narrative analysis of postwar tax changes,”

unpublished manuscript.

Saint-Paul, G. (2002): “Employment protection, international specialization, and innovation,”

European Economic Review, 46(2), 375–395.

Samaniego, R. M. (2006): “Employment protection and high-tech aversion,” Review of Eco-

nomic Dynamics, 9(2), 224–241.

Sargent, T. J. (1999): The Conquest of American Inflation. Princeton University Press,

Princeton.

Schaal, E. (2012): “Uncertainty, Productivity and Unemployment in the Great Recession,”

mimeo.

Schmitt-Grohe, S., and M. Uribe (2003): “Closing small open economy models,” Journal

of International Economics, 61(1), pp. 163–185.

Shimer, R. (2005): “The Cyclical Behavior of Equilibrium Unemployment and Vacancies,”

American Economic Review, 95(1), 25–49.

Sims, C. A. (1980): “Macroeconomics and Reality,” Econometrica, 48(1), pp. 1–48.

(2001): “Evolving Post-World War II U.S. Inflation Dynamics: Comment,” NBER

Macroeconomics Annual, 16, pp. 373–379.



342 BIBLIOGRAPHY

Sims, C. A., and H. Uhlig (1991): “Understanding Unit Rooters: A Helicopter Tour,” Econo-

metrica, 59(6), pp. 1591–99.

Sims, C. A., and T. Zha (1998): “Bayesian Methods for Dynamic Multivariate Models,”

International Economic Review, 39(4), pp. 949–968.

(2006): “Were There Regime Switches in U.S. Monetary Policy?,” The American

Economic Review, 96(1), pp. 54–81.

Smets, F., and R. Wouters (2007): “Shocks and Frictions in US Business Cycles: A Bayesian

DSGE Approach,” American Economic Review, 97(3), pp. 586–606.

Stock, J. H. (2001): “Evolving Post-World War II U.S. Inflation Dynamics: Comment,” NBER

Macroeconomics Annual, 16, pp. 379–387.

Stock, J. H., and M. W. Watson (2008): “Whats New in Econometrics: Time Series,”

NBER Summer Institute, Lecture 7.

(2012): “Disentangling the Channels of the 2007–09 Recession,” Brookings Papers on

Economic Activity, pp. pp. 81–135.

van Ark, B., M. O’Mahony, and M. P. Timmer (2008): “The Productivity Gap between

Europe and the United States: Trends and Causes,” Journal of Economic Perspectives, 22(1),

25–44.

Whelan, K. (2003): “A Two-Sector Approach to Modeling U.S. NIPA Data,” Journal of

Money, Credit, and Banking, 35(4), pp. 627–656.

(2004): “New Evidence on Balanced Growth, Stochastic Trends and Economic Fluc-

tuations,” Unpublished manuscript.



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams false
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile (None)
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages false
  /ColorImageDownsampleType /Average
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages false
  /ColorImageFilter /None
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages false
  /GrayImageDownsampleType /Average
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages false
  /GrayImageFilter /None
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages false
  /MonoImageDownsampleType /Average
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages false
  /MonoImageFilter /None
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<

    /BGR <>
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /DEU <>
    /ESP <>
    /ETI <>
    /FRA <>
    /GRE <>

    /HRV (Za stvaranje Adobe PDF dokumenata najpogodnijih za visokokvalitetni ispis prije tiskanja koristite ove postavke.  Stvoreni PDF dokumenti mogu se otvoriti Acrobat i Adobe Reader 5.0 i kasnijim verzijama.)
    /HUN <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>
    /RUM <>
    /RUS <>
    /SKY <>
    /SLV <>
    /SUO <>
    /SVE <>
    /TUR <>
    /UKR <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


