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Chapter 3

Time-varying vector autoregressions

and prior influence

3.1 Introduction

This chapter is about the influence of the prior on the amount of time variation when estimating

vector autoregressions (VARs) with time-varying parameters.1 In particular, I focus on the prior

settings regarding the covariance matrix of the innovations to the time-varying parameters, which

is the key object for determining the amount of time variation in the VAR coefficients.

The inverse-Wishart distribution used in the literature as the prior distribution for the

covariance matrix of the innovations to the time-varying parameters is parameterized by (i) a

scale matrix and (ii) a degrees-of-freedom parameter. In the literature, the scale matrix is chosen

to be proportional to the asymptotic covariance matrix of the time-invariant estimate of the

vector of VAR coefficients in a training sample. Different papers typically make different choices

regarding the constant-of-proportionality and also regarding the degrees-of-freedom parameter.

In this chapter, I compare the estimated amount of time variation for various prior settings and

it turns out that the prior settings have much influence on the amount of time variation in the

VAR coefficients, at least in the application of Cogley and Sargent (2001), which I have used for

my comparison. Although the influence of the prior settings is acknowledged in the literature,

there has not been much debate about what is the right choice.

1For an extensive discussion of time-varying VARs, see Chapter 2 and the references therein.
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44 CHAPTER 3. TIME-VARYING VECTOR AUTOREGRESSIONS AND PRIOR INFL.

In addition to the influence of the prior settings, I also analyze the influence of the incorpora-

tion of stochastic volatility. For this purpose, I have extended the time-varying VAR model setup

of Cogley and Sargent (2001) with stochastic volatility, just like Cogley and Sargent (2005).2

The estimated amount of time variation in the VAR coefficients turns out to be much smaller

in the model setup with stochastic volatility than in the model setup without stochastic volatil-

ity, at least when the prior on the covariance matrix of the innovations to the time-varying

parameters is left unchanged.

The organization of the rest of this chapter is as follows. In section 2, I describe the inverse-

Wishart distribution and its parameterization. In section 3, I give the time-varying VAR model

specifications used in this chapter for the cases with and without stochastic volatility. In section

4, I describe the prior choices made by Cogley and Sargent (2001) and Cogley and Sargent

(2005). In section 5, I demonstrate that the prior on the covariance matrix of the innovations

to the time-varying parameters as well as the incorporation of stochastic volatility have much

influence on the estimated amount of time variation in the VAR coefficients. Finally, section 6

concludes.

3.2 Inverse-Wishart distribution

There exist many different parameterizations of the inverse-Wishart distribution in the literature.

In this chapter, I use the same parameterization as Cogley and Sargent (2001, 2005), Primiceri

(2005), the Matlab Statistics Toolbox, Wikipedia, and the Gelman, Carlin, Stern, and Rubin

(1995) textbook—i.e. the most common parameterization in the time-varying VAR literature.

The probability density function of the inverse-Wishart distribution with p × p scale matrix Ψ

and v degrees of freedom is given by

p (X) =
|Ψ| v2

2
vp
2 Γp

(
v
2

) |X|− v+p+1
2 exp

(
−1

2
tr
(
ΨX−1)) (3.1)

where Γp (·) is the multivariate gamma function and tr (·) is the trace operator. Next, I describe

the mean and variance for this parameterization.

2It should be noted that I have not used the exact same stochastic volatility setup as Cogley and Sargent

(2005) but instead the (by now) more standard setup of Primiceri (2005).
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First, the mean of each element of X is given by

E (Xij) =
Ψij

v − p− 1
(3.2)

where i indicates the row index and j indicates the column index. It follows that the mean

E (Xij) is decreasing in the degrees-of-freedom parameter v and increasing in the scale matrix

element Ψij .

Second, the variance of each element of X is given by

Var (Xij) =
(v − p+ 1)Ψ2

ij + (v − p− 1)ΨiiΨjj

(v − p) (v − p− 1)2 (v − p− 3)
(3.3)

and regarding the diagonal elements, the expression simplifies to

Var (Xii) =
2Ψ2

ii

(v − p− 1)2 (v − p− 3)
(3.4)

It follows that the variance Var (Xij) is decreasing in the degrees-of-freedom parameter v and

increasing in the scale matrix element Ψij . Thus, with less degrees of freedom, the inverse-

Wishart distribution becomes less informative. The minimal degrees of freedom for which the

inverse-Wishart distribution is still proper is equal to one plus the dimension p.

Finally, in the time-varying VAR literature it is common practice to specify the scale matrix

Ψ indirectly via Ψ = vQ. Henceforth, the matrix Q is also referred to as the scale matrix.

Despite the fact that v now also shows up in the numerator of the expression for the mean

E (Xij), the mean is still (quickly) decreasing in v. The same is true for the variance Var (Xij).

For illustration, figure 3.1 plots the mean and variance of a certain diagonal element Xii as

functions of the degrees-of-freedom parameter, where without loss of generality the scale matrix

element Qii is assumed to be equal to one. The dimension parameter is chosen to be the same

as in Cogley and Sargent (2001, 2005), that is p = 21, and the numbers are scaled by the mean

and variance for the degrees-of-freedom setting of Cogley and Sargent (2001), that is v = 34.

Clearly, the numbers quickly get large when the degrees-of-freedom parameter goes down.
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3.3 Model specifications

In this section, I give the two time-varying VAR model specifications used in this chapter.3 The

first one does not include stochastic volatility, whereas the second one does. Apart from this,

the two model specifications are identical. Henceforth, the two model specifications are referred

to as TV-VAR-NO and TV-VAR-SV, respectively.4 The two model specifications are discussed

in turn, after which a comparison with the model specifications of Cogley and Sargent (2001,

2005) and Primiceri (2005) is presented.5

3.3.1 TV-VAR-NO

Consider the model with n variables and p lags

yt = ct +

p∑
i=1

Bi,tyt−i + ut (3.5)

where yt is an n × 1 vector of observed endogenous variables, ct is an n × 1 vector of time-

varying constants, {Bi,t}pi=1 are n × n matrices of time-varying autoregressive parameters, and

ut is an n × 1 vector of shocks. Shocks are assumed to be distributed according to the normal

distribution ut ∼ N (0,Σ), where the covariance matrix is time-invariant.

Let θt ≡ vec([ct, {Bi,t}pi=1]
′) denote the vector of time-varying parameters, where vec is the

column stacking operator. The dimension of θt is k by 1 with k = n+ pn2. The law of motion

for θt is assumed to be equal to

θt = θt−1 + νθ,t (3.6)

where νθ,t is a k × 1 vector of shocks. Shocks are assumed to be distributed according to the

normal distribution νθ,t ∼ N (0, Qθ). The two vectors of shocks discussed so far are assumed to

be mutually uncorrelated.

Next, define the n × k matrix of regressors X ′
t ≡ In ⊗ [1,

{
y′t−i

}p
i=1

], where ⊗ denotes the

Kronecker product, and rewrite the time-varying VAR in concise matrix form. Together with the

3For an extensive discussion of time-varying VARs, see Chapter 2 and the references therein.

4The abbreviations used in the current chapter for the cases with and without stochastic volatility are the

same as in Chapter 4. Note, however, that the model specifications in the current chapter are based on the

full-rank model setup and the model specifications in Chapter 4 are based on the reduced-rank model setup.

5In anticipation of the comparison, I have used the stochastic volatility setup of Primiceri (2005), which is

(by now) more standard than the stochastic volatility setup of Cogley and Sargent (2005).
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law of motion for the time-varying parameters, the model specification can now be represented

by the following state-space representation

yt = X ′
tθt + ut (3.7a)

θt = θt−1 + νθ,t (3.7b)

Finally, see Chapter 2 for the Bayesian estimation procedure and section 3.4 for the various

priors settings.

3.3.2 TV-VAR-SV

The model specification with stochastic volatility is similar to the model specification without

stochastic volatility, aside from the covariance matrix of the shocks in the VAR equation which

is now time-varying Σt rather than time-invariant Σ. Introducing stochastic volatility is a bit

more involved than introducing time-varying parameters, since this requires extra restrictions

to make sure that the covariance matrix is always positive definite.

Cholesky decompose the covariance matrix Σt =
(
A−1t Ωt

) (
A−1t Ωt

)′
where A−1t is a lower

triangular matrix with ones on the main diagonal and Ωt is a diagonal matrix. Let αt be the

vector of elements below the main diagonal of the matrix At stacked by rows. The dimension

of αt is r by 1 with r = n(n−1)
2 . The law of motion for αt is assumed to be equal to

αt = αt−1 + να,t (3.8)

where να,t is an r × 1 vector of shocks. Shocks are assumed to be distributed according to

the normal distribution να,t ∼ N (0, Qα). Here, Qα is a dense matrix, in contrast to Primiceri

(2005).6 Let σt denote the vector of diagonal elements of the matrix Ωt. The dimension of σt is

n by 1. The law of motion for σt is assumed to be equal to

log (σt) = log (σt−1) + νσ,t (3.9)

where νσ,t is an n × 1 vector of shocks. Shocks are assumed to be distributed according to the

6Primiceri (2005) imposes a block-diagonal structure on Qα in order to simplify the sampling procedure and

to increase efficiency, but by doing a bit more algebra than Primiceri (2005) the sampling procedure can be made

as simple and as efficient even if Qα is dense. This is explained in Chapter 2.
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normal distribution νσ,t ∼ N (0, Qσ). The four vectors of shocks discussed so far are assumed

to be mutually uncorrelated.

Next, use the above Cholesky decomposition in order to decompose the shocks in the VAR

equation as ut = A−1t Ωtεt, where εt is an n × 1 vector of standard normally distributed shocks,

and rewrite the time-varying VAR in concise matrix form. Together with the laws of motion

for the time-varying parameters and stochastic volatility, the model specification can now be

represented by the following state-space representation

yt = X ′
tθt +A−1t Ωtεt (3.10a)

θt = θt−1 + νθ,t (3.10b)

αt = αt−1 + να,t (3.10c)

log (σt) = log (σt−1) + νσ,t (3.10d)

Finally, see Chapter 2 for the Bayesian estimation procedure and section 3.4 for the various

priors settings.

3.3.3 Relationship with Cogley and Sargent (2001, 2005)

The time-varying VAR model specifications used in this chapter are closely related to the model

specifications used in Cogley and Sargent (2001, 2005) and Primiceri (2005). There are three

features in which the various model specifications differ from each other. The differences and

similarities are discussed in this subsection and are summarized in table 3.1. In subsection 3.3.4,

it is discussed how to deal with the differences between the various model specifications in the

comparison exercise of this chapter.

First, the model specification used in this chapter for the case with stochastic volatility

(TV-VAR-SV) is basically identical to the model specification of Primiceri (2005), except for

the minor difference discussed in footnote 6. The stochastic volatility setup of Primiceri (2005)

is (by now) more standard than the alternative setup of Cogley and Sargent (2005). The main

difference is that Cogley and Sargent (2005) only allow for time variation in the diagonal elements

(σt), whereas Primiceri (2005) also allows for time variation in the off-diagonal elements (αt).

Second, Cogley and Sargent (2001, 2005) make sure that the time-varying parameters of the

VAR model imply stability in every period, i.e. they use a prior that rules out explosive VAR

coefficients. This feature is included neither in the two model specifications used in this chapter
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nor in Primiceri (2005). For a comparison between the estimated amount of time variation in

the model setup with and without the stability feature, see Cogley and Sargent (2005).

Third, Cogley and Sargent (2001) allow for correlation between the shocks in the VAR

equation and the innovations to the time-varying parameters. Cogley and Sargent (2005) have

dropped this feature in order to economize on the number of parameters. This feature is included

neither in the two model specifications used in this chapter nor in Primiceri (2005).

Stochastic volatility Stability imposed Correlation

TV-VAR-NO no no no

TV-VAR-SV yes, as in Primiceri (2005) no no

Primiceri (2005) yes no no

Cogley and Sargent (2001) no yes yes

Cogley and Sargent (2005) yes, but differs from Primiceri (2005) yes no

Table 3.1: Comparison of model specifications

3.3.4 Outline comparison exercise

The purpose of the comparison exercise of this chapter is twofold: (i) to analyze the influence

of the prior settings regarding the covariance matrix of the innovations to the time-varying

parameters on the amount of time variation in the VAR coefficients and (ii) to analyze the

influence of the incorporation of stochastic volatility on the amount of time variation in the

VAR coefficients. In order to analyze whether the prior settings matter for the amount of time

variation in the VAR coefficients, one should only play around with the prior settings and leave

the model specification unchanged. In order to analyze whether the incorporation of stochastic

volatility matters for the amount of time variation in the VAR coefficients, one should compare

two model specifications that are otherwise identical and, importantly, leave the prior settings

unchanged.

Cogley and Sargent (2005) have investigated whether the incorporation of stochastic volatil-

ity matters for the amount of time variation in the VAR coefficients. They have concluded that

the evidence of Cogley and Sargent (2001) for drifting parameters survives after the incorpo-

ration of stochastic volatility. As mentioned above, the comparison should ideally be based on

two model specifications that are, apart from the incorporation of stochastic volatility, identical

and, in addition, the prior settings should be left unchanged. Since Cogley and Sargent (2005)

have also changed another feature of their model specification and, most importantly, their prior
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settings regarding the covariance matrix of the innovations to the time-varying parameters, it

is unclear how we should value their conclusion.

In this chapter, I compare the TV-VAR-NO model specification with the TV-VAR-SV model

specification, which helps answer the question to what extent the incorporation of stochastic

volatility matters for the amount of time variation in the VAR coefficients. I presume that

this comparison also gives insights in the question whether Cogley and Sargent (2005) should

have confirmed the evidence of Cogley and Sargent (2001) for drifting parameters, despite the

difference in the stochastic volatility implementation and the stability feature that is shut off.

Altogether, I have generated results for the model specifications with and without stochastic

volatility (TV-VAR-NO and TV-VAR-SV) and for four different prior settings as described in

section 3.4. It is possible to draw conclusions about the influence of the prior settings and the

incorporation of stochastic volatility on the amount of time variation in the VAR coefficients by

comparing the results along the various dimensions as is done in section 3.5.

3.4 Prior choices made by Cogley and Sargent

Although Cogley and Sargent (2005) analyze the same data as Cogley and Sargent (2001),

they have changed the prior on the covariance matrix of the innovations to the time-varying

parameters, both in terms of scale matrix as well as degrees of freedom. In particular, Cogley

and Sargent (2005) have changed the prior in favor of more time variation in the VAR coefficients

and have provided arguments for the changes in the prior that are unrelated to the extension

with stochastic volatility. In the rest of this section, I compare the prior choices made by Cogley

and Sargent (2005) with the prior choices made by Cogley and Sargent (2001) and discuss the

arguments provided by Cogley and Sargent (2005) for the changes in the prior. Moreover, I

include a discussion about how the extension with stochastic volatility may influence the prior

choices made, if any influence at all.

Cogley and Sargent (2005) use the exact same strategy for calibrating the prior on the co-

variance matrix of the innovations to the time-varying parameters as Cogley and Sargent (2001),

which makes sense given that the model setup for the time-varying parameters is unchanged by

the extension with stochastic volatility. In particular, Cogley and Sargent (2001, 2005) use the

same period as training sample. They use the period from 1948Q1 up to and including 1958Q4

as training sample, which is a period of eleven years. The first quarter is used to construct
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the inflation series and the next two quarters are used to initialize the VAR with two lags. In

the end, 41 quarters are used to calibrate the priors. There are 34 degrees of freedom in the

training sample since there are seven parameters per equation in the trivariate VAR with two

lags and constant. In Cogley and Sargent (2001) the degrees of freedom in the inverse-Wishart

prior distribution on the covariance matrix of the innovations to the time-varying parameters

are chosen to be equal to the degrees of freedom in the training sample. In Cogley and Sargent

(2005) the degrees of freedom in the inverse-Wishart prior distribution on the covariance matrix

of the innovations to the time-varying parameters are chosen to be equal to the minimal degrees

of freedom for which the inverse-Wishart prior distribution is still proper. This is equal to one

plus the number of time-varying parameters in the VAR. There are 21 time-varying parameters

in the trivariate VAR with two lags and constant, implying a minimal of 22 degrees of freedom

for which the inverse-Wishart prior distribution is still proper. As a result, the prior distribu-

tion of Cogley and Sargent (2005) is much less informative—higher variance—and much less

conservative—higher mean—than the prior distribution of Cogley and Sargent (2001), recall the

illustration in figure 3.1.

This is not the only difference between the prior distributions. The scale matrix in Cogley

and Sargent (2005) is also less conservative than the scale matrix in Cogley and Sargent (2001).

In both papers, the scale matrix of the inverse-Wishart prior distribution is proportional to the

asymptotic covariance matrix of the time-invariant estimate of the vector of VAR parameters

in the training sample. The constants-of-proportionality are 3.5E-4 and 1E-4, respectively. The

higher constant-of-proportionality is reflected in the prior with higher mean and variance; for

the latter the effect is even squared.

Both changes (degrees of freedom and constant-of-proportionality) point in the direction of

more time variation in the VAR coefficients in Cogley and Sargent (2005) than in Cogley and

Sargent (2001) by implying a higher mean and variance. The prior choices made by Cogley and

Sargent (2001, 2005) are summarized in table 3.2, together with information about the prior

used by Primiceri (2005). Note that the prior of Primiceri (2005) is more conservative as well

as more informative by having a lower mean and variance.
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Paper Training sample γ2 df k

Cogley and Sargent (2001) 1948Q1–1958Q4 1E-4 34 21

Cogley and Sargent (2005) 1948Q1–1958Q4 3.5E-4 22 21

Primiceri (2005) 1953Q1–1962Q4 1E-4 40 21

Table 3.2: Prior settings regarding the covariance matrix of the innovations to the

time-varying parameters used in the literature (with constant-of-proportionality γ2,

degrees of freedom df, and dimension k)

Note that the priors of Cogley and Sargent (2001) and Cogley and Sargent (2005) are not

simply comparable since the model setup of Cogley and Sargent (2005) includes stochastic

volatility whereas the model setup of Cogley and Sargent (2001) does not. Yet, the direction

of the change in the prior from Cogley and Sargent (2001) to Cogley and Sargent (2005) is

remarkable. At least, my prior would change in the exact opposite direction. The fundamental

basis for my prior is the total amount of time variation in the economy. Therefore, when I would

extend my time-varying VAR model setup with stochastic volatility, I would change my prior

to imply less time variation in the VAR coefficients. The reason is simply that with stochastic

volatility there is less need for time variation in the VAR coefficients to get the same total

amount of time variation in the economy.

Moreover, one could question why Cogley and Sargent have chosen 22 degrees of freedom in

their 2005 paper as opposed to their 2001 paper in which they have chosen 34 degrees of freedom.

In their 2005 paper, they argue that by choosing 22 degrees of freedom they “maximize the

influence of sample information.” But this is not necessarily a good thing. An important role

for the prior in (time-varying) VAR models is to limit the possibility of overparameterization of

these models, which would lead to overfitting and bad out-of-sample forecasting performance.

This could be more important for time-varying VAR models than for time-invariant VAR models,

since parameters that can vary over time can be exploited to overfit the data much easier than

constant parameters.

Finally, even if lowering the degrees of freedom is a good thing, it will complicate the com-

parison of the Cogley and Sargent (2005) results with the Cogley and Sargent (2001) results.

With different prior settings, Cogley and Sargent (2005) cannot simply confirm the results of

Cogley and Sargent (2001). In fact, given that they use 22 degrees of freedom in their model with

stochastic volatility, it would make sense to re-estimate the model without stochastic volatility
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with 22 degrees of freedom too. The same is true for the constant-of-proportionality. In the

next section, I present results for all possible combinations regarding the prior settings for the

cases with and without stochastic volatility.

3.4.1 Prior settings regarding the volatility part of the model

Regarding the TV-VAR-NO specification, the prior on the covariance matrix of the VAR forecast

errors is the same as in Cogley and Sargent (2001). Regarding the TV-VAR-SV specification, the

prior settings regarding the stochastic volatility part of the model are basically identical to the

baseline prior settings of Primiceri (2005).7 Note that in this chapter I use the same stochastic

volatility setup as Primiceri (2005), which is slightly different from Cogley and Sargent (2005) as

described in section 3.3.3. Despite the difference in the stochastic volatility setup, both Primiceri

(2005) as well as Cogley and Sargent (2005) use a prior that is weakly informative regarding the

stochastic volatility part of the model.

3.5 The influence of the prior

The prior choices made by Cogley and Sargent (2005) are not exactly consistent with the prior

choices made by Cogley and Sargent (2001). Cogley and Sargent (2005) write that “[...] much

of our earlier evidence for drifting coefficients survives after we take stochastic volatility into

account.” The question arises whether this conclusion is robust to different prior settings, in

particular those that make the comparison with the Cogley and Sargent (2001) results consistent.

To answer this question, I have generated results for all possible combinations regarding the prior

settings for the cases with and without stochastic volatility.8 I present direct evidence on the

amount of time variation in the VAR coefficients as well as indirect evidence on what this means

for policy-relevant objects such as the persistence of inflation.

7There is only one minor difference. That is, since Primiceri (2005) imposes a block-diagonal structure on

the covariance matrix driving the off-diagonal elements (see footnote 6), he has to specify separate priors for the

various blocks, whereas I do not impose a block-diagonal structure on this matrix and therefore can simply specify

one prior for the whole matrix. The strategy for constructing the prior is nevertheless identical, using one plus

the dimension as degrees of freedom and using the same constant-of-proportionality.

8The Bayesian estimation is based on four Markov chains of 100, 000 draws each of which every fifth draw is

kept for posterior inference and the first 50% of each chain is thrown away as burn-in period. For the current

application, this is sufficient for the Markov chains to converge to the posterior distribution, which I have confirmed

by comparing the results of various Markov chains that have started from different initial conditions.
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First, the covariance matrix of the innovations to the time-varying parameters (Qθ) is the key

object for determining the amount of time variation in the VAR coefficients. The amount of time

variation in the VAR coefficients can be measured by the trace of this matrix—this is the sum of

the variances driving the time-varying parameters—and the contribution of the most important

driving force can be measured by the largest eigenvalue. The posterior medians of these two

statistics are presented in table 3.3. Regarding the prior settings, in the leftmost column we have

the Cogley and Sargent (2001) specification and in the rightmost column we have the Cogley

and Sargent (2005) specification, while the intermediate columns give the intermediate steps if

we move from the Cogley and Sargent (2001) to the Cogley and Sargent (2005) specification.

The two rows give the results for the cases with and without stochastic volatility.

Note that these results are not exactly identical to the original ones of Cogley and Sargent

(2001, 2005). First, Cogley and Sargent (2005) do not use the posterior median for their re-

porting. Instead they use the trace and largest eigenvalue of the posterior mean, giving 0.059

and 0.031, respectively.9 The trace and largest eigenvalue of my posterior mean are 0.0616 and

0.0291, respectively, which is easily within their sampling uncertainty.10 In addition, there is a

difference between the stochastic volatility setup of Cogley and Sargent (2005) and the setup of

Primiceri (2005) used here. Second, Cogley and Sargent (2001) do not report statistics on the

trace and largest eigenvalue.11

9These numbers correspond to the same VAR ordering as used here (nominal interest, unemployment, infla-

tion) and with stability not imposed.

10Note that these numbers represent the trace and largest eigenvalue of the posterior mean, whereas table 3.3

includes the posterior median of the trace and largest eigenvalue.

11Note that if they had reported on these statistics, the extra feature—the correlation between the VAR forecast

errors and the innovations to the time-varying parameters—should have been removed anyway for a consistent

comparison, as mentioned in section 3.3.4.
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df = 34 df = 22

γ2 = 1E-4 γ2 = 3.5E-4 γ2 = 1E-4 γ2 = 3.5E-4

Without

stochastic

volatility

Qtrace = 0.0025

Qmaxeig = 0.0019

Qtrace = 0.0140

Qmaxeig = 0.0103
Very large Q Very large Q

With

stochastic

volatility

Qtrace = 0.0022

Qmaxeig = 0.0016

Qtrace = 0.0096

Qmaxeig = 0.0070

Qtrace = 0.0394

Qmaxeig = 0.0348

Qtrace = 0.0525

Qmaxeig = 0.0401

Table 3.3: The influence of the prior on the covariance matrix of the innova-

tions to the time-varying parameters (with df degrees of freedom and constant-

of-proportionality of γ2), reporting based on posterior median

To compare the results for the case with stochastic volatility to the case without stochastic

volatility for the prior choices made by Cogley and Sargent (2001) one should compare the

results in the upper left cell, which is the TV-VAR-NO specification, with the results in the

lower left cell, which is the TV-VAR-SV specification. The 12% drop in the median of the

posterior trace, from 0.0025 to 0.0022, suggests that the amount of time variation in the VAR

coefficients is not much lower in the case with stochastic volatility if the prior is chosen in both

specifications according to the choices made by Cogley and Sargent (2001). Yet, this number

is misleading for two reasons. First, in terms of the posterior mean the drop is actually 31%.12

Second, the median time paths of the parameters indicate that there is considerably less time

variation in the case with stochastic volatility. This is shown in figure 3.2 for those parameters

that display the most time variation.13 For ease of exposition, initial level differences between

the cases with and without stochastic volatility are left out. It is evident from figure 3.2 that

there is considerably less structural (low-frequency) time variation in the case with stochastic

volatility.

12The drop in terms of the posterior mean is from 0.0044 to 0.0030. Note that these numbers represent the

trace of the posterior means, whereas table 3.3 includes the posterior medians of the trace.

13The time variation is concentrated in certain elements of the parameter vector. Most of the time variation

is in the inflation equation, in particular in the constant (pc), the parameter on the interest rate (pi), and the

parameter on the second lag of the interest rate (pi2). The latter two are also important in the unemployment

equation (ui and ui2).
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Note that table 3.3 suggests that Cogley and Sargent could actually have concluded that

there is much more time variation in the VAR coefficients in their 2005 paper with stochastic

volatility (Qtrace = 0.0525) than in their 2001 paper without stochastic volatility (Qtrace =

0.0025).14 A similar picture emerges from the analogue of figure 3.2 plotting the median time

paths corresponding to the lower right cell and the upper left cell. There are, however, big

differences in the reporting between the two papers, which complicates the comparison. First,

Cogley and Sargent (2001) have not reported on statistics such as the trace of the covariance

matrix driving the time-varying parameters. Second, Cogley and Sargent (2001) have used

filtered estimates rather than smoothed estimates. Sims (2001) has argued that this may lead

to an overestimation of the amount of time variation, implying that the comparison between

the filtered estimates of Cogley and Sargent (2001) and the smoothed estimates of Cogley and

Sargent (2005) may have been misleading.

Finally, I present evidence on what the results imply for the persistence of inflation, which

is an object that is relevant for monetary policy. Figure 3.3 plots the time-varying spectrum of

inflation, computed from the median time paths of the parameters, for the case without stochastic

volatility and the prior settings of Cogley and Sargent (2001), from now onwards simply referred

to as the Cogley and Sargent (2001) benchmark settings. The most notable feature of the figure

is the time variation in the low-frequency power. The low-frequency power can be interpreted

as the persistence of inflation, as argued by Cogley and Sargent (2001). Figure 3.4 plots the

corresponding time-varying spectrum of inflation for the case with stochastic volatility and the

prior settings of Cogley and Sargent (2001). In this case, the time variation in the spectrum

of inflation is not only explained by the time variation in the VAR coefficients but also by

the stochastic volatility. Therefore, I have computed a normalized spectrum of inflation by

counterfactually assuming that the covariance matrix of the VAR forecast errors is constant

and equal to the one according to the Cogley and Sargent (2001) benchmark settings. Figure

3.5 plots the result and it is evident from the comparison with figure 3.3 that there is much

less time variation in the case with stochastic volatility. In fact, the power at frequency zero

only increases from about 2 to 3 in the case with stochastic volatility, while without stochastic

volatility the power increases from about 2 to 7.

Figure 3.6 plots the time-varying spectrum of inflation for the case with stochastic volatility

14Note that this would have been the other way around, if the prior settings regarding the covariance matrix

of the innovations to the time-varying parameters had been left unchanged.
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when the prior settings are changed as in Cogley and Sargent (2005). Again, I have computed a

normalized spectrum of inflation by counterfactually assuming that the covariance matrix of the

VAR forecast errors is constant and equal to the one according to the Cogley and Sargent (2001)

benchmark settings, on the basis of which the contribution of the time-varying parameters to

the time variation in the spectrum of inflation can be determined. Figure 3.7 plots the result

and it follows that—by changing the prior—the contribution of the time-varying parameters

survives the incorporation of stochastic volatility.

3.6 Concluding remarks

I have demonstrated that there is considerably less structural (low-frequency) time variation in

the VAR coefficients in the case with stochastic volatility than in the case without stochastic

volatility. I have also demonstrated that the prior on the covariance matrix of the innovations

to the time-varying parameters has much influence on the estimated amount of time variation

in the VAR coefficients.

These two findings question the conclusion of Cogley and Sargent (2005) that their earlier

evidence of Cogley and Sargent (2001) for drifting VAR coefficients survives the incorporation

of stochastic volatility. In particular, the results found in this chapter for a very similar model

setup suggest that Cogley and Sargent (2005) would probably only have confirmed their earlier

qualitative results but not their earlier quantitative results, if they had been consistent in the

choices made regarding the prior. For a consistent comparison, it would have been better if they

had used the same prior settings for both model specifications.
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Figure 3.1: Mean and variance of Xii as functions of the degrees-of-freedom param-
eter v, for dimension parameter p = 21 and scaled by the mean and variance for
v = 34
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Figure 3.2: Median trajectories for selection of time-varying parameters; TV-VAR-
NO versus TV-VAR-SV, both with Cogley and Sargent (2001) prior settings

Note: In the titles, i refers to interest, u refers to unemployment, p refers to inflation, and c refers to
constant. The first letter in the abbreviations refers to the regressand, the second letter refers to the
regressor, and a 2 indicates whether it concerns the second lag of the regressor.
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Figure 3.3: Time-varying spectrum of inflation for TV-VAR-NO model specification
with Cogley and Sargent (2001) prior settings
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Figure 3.4: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2001) prior settings
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Figure 3.5: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2001) prior settings, normalized with covariance matrix of
VAR forecast errors for TV-VAR-NO model specification with Cogley and Sargent
(2001) prior settings
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Figure 3.6: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2005) prior settings
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Figure 3.7: Time-varying spectrum of inflation for TV-VAR-SV model specification
with Cogley and Sargent (2005) prior settings, normalized with covariance matrix of
VAR forecast errors for TV-VAR-NO model specification with Cogley and Sargent
(2001) prior settings


