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The subject of  this study is the generation and utilisation of  coded medical 
data. There are essentially two uses of  health data: one is the clinical use 
within the primary healthcare process. The other use, which is the focus 
of  my thesis, is the central collection of  data aggregated from clinical 
records. These aggregate data can be used for public health research and 
for policy decisions. A great portion of  these data is coded. This thesis 
concentrates mainly on disease coding, more specifically on the use of  the 
worldwide used International Classification of  Diseases (ICD). The coding 
procedure takes as input some free text extract of  the medical record, such 
as a discharge letter or just the stated clinical diagnoses. This procedure is 
error prone; therefore the use of  coded data in reimbursement, research 
and policy making requires some precautions. My aim in this work was to 
better understand the generation and utilisation of  coded medical data, and 
find ways for computers to improve both.
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PREFACE 
The idea of this thesis arose many years ago, while the author often had to work 
on a number of other mandatory professional affairs. Its completion would not 
have been possible without the dedicated support of my (co-)promoters, Arie 
Hasman and Ameen Abu-Hanna, colleague and co-worker Gergely Héja, and 
many other colleagues who either contributed to some part of this work or just 
helped me in other activities allowing me to free up some time for research. Special 
thanks go to Erika Szóró who helped me with the graphical works.  
 
It is obviously impossible to mention here all those who helped and inspired me 
during my life and hence directly or indirectly contributed to this work. My 
parents, foremost, created a highly spiritual atmosphere, full with love, in which I 
grew up. I was fortunate to have the opportunity to attend the secondary school at 
the gymnasium of the Piarist Order in Budapest that was an island in the dark 
years of "socialism", under the iron curtain. The example of my teachers 
demonstrated to me the importance of intellectual independence. They also taught 
me to recognise the difference between the precise, rigorous thinking and 
superficial ideas. I am also grateful to my own family, my wife and three children 
who often had to miss me when I was busy with my work.  
 
I feel as an owner of a rich spiritual heritage that came to me by personal influence, 
but also through many of my readings, essays, novels and poems, through music 
and art. This heritage obliges me to do everything in the best possible way and pass 
over this heritage to the upcoming generations.  
 
Once an alpinist was asked why he undertakes those risky expeditions. He said: 
"Because the peaks are there".  
 
I just hope that my work is a modest contribution to the high peaks of human 
spirit. This is my hope, but what is sure: the peaks are there. 
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Chapter I. INTRODUCTION 

1. Overview 
Sciences strive to represent their domain knowledge in an unambiguous way, often 
relying on logical and numerical representations. Ontological knowledge is a 
particular form of knowledge specifying conceptualization of the domain, that is, it 
defines the basic concepts and relationships underlying the domain. In a sense, this 
knowledge is meant to function as a semantic contract between stakeholders to 
allow sharing knowledge of the domain. The basis of such knowledge is often 
formed by an enumerable set of categories (also often called classes or types). A 
category, for example 'person', may be associated with a code, for example a 
natural number, and may have various terms, for example the string “homo 
sapiens”. Mapping a term or a phrase to the code of its category is called the 
coding problem. Ontological knowledge can be represented as a simple list of 
codes or terms of categories, a classification showing which categories are 
subclasses of others, or as complex as logical statements in description logic or 
first order logic stating constraints on the relationships between categories. 
Depending on the completeness and degree of formalization of the knowledge one 
may use it in inference for example to conclude that a category is subsumed by 
another. Efforts to represent conceptualizations are old, for example the search for 
enumerable classes in biology and medicine and arranging them in a classification 
started far before the introduction of computers. 
 
The subject of my study is medical classification and coding.  Obviously a much 
larger field than a single thesis can cover. Therefore I restricted the scope to the 
problem of the actual use of classifications in clinical practice especially in the 
context of the coding problem. Worldwide, a tremendous amount of health related 
information is collected such as health care episodes, morbidity surveys, and 
mortality data. There are essentially two uses of health data: one is the clinical use 
within the primary healthcare process. The other use, which is the focus of my 
thesis, is the central collection of data aggregated from clinical records. These 
aggregate data can be used for research and for policy decisions. A great portion of 
these data is coded.  
There are three main reasons why these data are classified in discrete categories 
and coded.  

1) Statistical Having a limited set of categories and hence sufficient number of 
cases in each category is essential for sufficient inference power in 
statistical analysis. Also, such limited number of classes is easier to manage 
and present when a code is assigned to a category instead of using the 
names or descriptions of the classes.  

2) Language independency For international comparison of data it is vital that the 
data can be expressed in a language-independent way. It means, however, 
that the coding schemes have to be available in many languages, but once 
this is done, one can translate codes into their own language and vice 
versa.  
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3) Computational feasibility and tractability Information expressed in natural 
language is still extremely hard to process by computers. Computers hence 
cannot assign meaning to phrases and in this sense coding schemes 
'translate' the data into codes that indicate the meaning of the underlying 
concepts. 

The – usually national – data repositories are very large (e.g. in Hungary all hospital 
cases are documented in this way since 1993) and this makes them very valuable 
for research and decision-making, but there are serious concerns about the 
usability of these data. Most often it is claimed that the validity of these data is 
poor. Validity, the problem of whether the represented data reflects reality, is 
hence an important theme that I address in this thesis. 

2. Preliminaries 
This section briefly sketches the life cycle of coded medical data. This life cycle 
may vary from country to country, so we use the Hungarian state of affairs as an 
example. We start from a patient-physician encounter (in- or outpatient healthcare 
episode) resulting in some clinical documentation (in the medical record) that 
usually contains one or more diagnostic phrases.  
The coding procedure takes as input some free text extract of the medical record, 
such as a discharge letter. The whole record is rarely used as input, as is also the 
case in our experiments, where an explicit phrase (often reflecting a diagnosis) has 
already been extracted from the records to reflect the respective episode of care. 
The coding procedure ends up with a set of codes assigned to the given phrases. 
Subsequently, all cases of a health care service provider are reported to some 
central office or agency (e.g. insurance agency or statistical office) where the data 
are aggregated forming various statistics, that are stored in (regional and national) 
health databases, which usually also contain other statistical data. Institutions 
responsible for the regional or national data collection often report their data to 
some international organisations in particular the WHO (World Health 
Organisation), OECD (Organisation for Economic Co-operation and 
Development), and EUROSTAT (The statistical office of the European Union). In 
this way large international public health databases are created.  
Coded data may be used at various aggregation levels, from the local (often at the 
level of the hospital) up to the international level. Aggregated data are studied and 
evaluated among others in order to recognise hidden correlations or phenomena 
that require some action to improve the health of citizens. A large amount of effort 
and money is spent on this whole procedure worldwide. The underlying 
assumption is that this investment should eventually benefit the patients. However, 
the use of the data is hampered by a number of factors, which form the subject of 
my study.  

3. Scope definition and limitation 
This thesis concentrates on disease coding, more specifically on the use of the 
worldwide used International Classification of Diseases (ICD). Chapter III and VII 
put this in a wider context. In Chapter III disease classifications are discussed in a 
historic and cultural context e.g. in relation to biological classification of species. In 
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Chapter VII I study public health databases, where disease incidence and 
prevalence data (coming from disease coding) are integrated with other statistical 
health data (procedures, health care resources, risk factors, demography etc.) The 
thesis does not deal with the fine-grained classifications (often called 
nomenclatures) that are designed and used to support the clinical primary care 
process of individual patients. SNOMED (Systematized Nomenclature of 
Medicine) is probably the best known example for medical nomenclatures.  
Being interested in practical challenges I do not discuss in detail the theoretical 
feasibility and limitations of medical knowledge formalisation, and the 
philosophical debate pertaining to concepts and categories in terms of being 
products of human thinking or entities that exists in reality independently of any 
human knowledge. In addition, this thesis can not give an account of all existing 
computer assisted coding methods. Not only because they are quite numerous but 
also because many of them are too costly and difficult to implement or adapt to 
various languages (most of them were developed for the English language).  

4. Research questions 
In this thesis, I address the following research questions. 
 

Question 1  
How serious is the validity problem, and what are the main causes of coding errors?  

 
While all human activity is error-prone, it is also claimed quite often that in many 
countries, where coded reports of hospital or outpatient cases are used for 
reimbursement, the financial incentives distort the data in order to maximise 
income of health care institutions. But most often in various professional 
communities this issue is only discussed in a general way, without providing 
information about the percentage of coding errors, the reliability of statistical data, 
or the sources and causes of coding errors. 

 
Question 2  
What are the cultural determinants of current biomedical classifications and how do 
these determinants challenge the use and reuse of coded data? 

 
Apart from the problem of validity it is clear that no classification is able to 
represent the whole reality. Classifications are products of human intelligence and 
by necessity, every classification is an abstraction of reality: some features are 
emphasised, while others are neglected. And as such they are influenced by a 
number of cultural factors that developed during centuries. Systematic data 
collection started centuries ago, and there is a clear need for data that are 
comparable over time. This is an important reason why analysts are reluctant to 
change the structure of their coding schemes. In that sense coding schemes are 
conservative. But even a brand-new classification would be determined by the 
actual knowledge, culture and development of contemporary science. So all current 
classifications are the result of a continuous cultural process, and many of their 
features stem from history. How these cultural factors evolve in time and how they 
affect the usability of classifications are problems that are rarely investigated. 
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Question 3  
How to compare and evaluate the performance of various statistical computer-assisted 
coding methods? What are the factors that influence their performance? 

 
The current internationally used standard classifications were typically developed 
for manual use. Even today fully automated coding does not seem to be feasible, 
and in fact, most existing data collections are based on human coding. However, 
this human work can effectively be assisted and improved by computers. The 
implementation of such systems in practice requires careful evaluation. A large 
variety of computer assisted coding methods have been developed during the past 
decades. Some of them are quite sophisticated and hard to implement, others are 
simple and easy to implement. Up till now, there is no standard and generally 
accepted evaluation method that could help to choose the best or at least a 
satisfactory method for a given task in a given environment. In case of the widely 
used corpus based approaches the performance of the coding algorithm might 
depend not only on the method but also on the quality of the used corpus 
especially in terms of the cardinality relationship between phrases and codes (that 
is, how many phrases relate to one code and vice versa). This aspect is rarely 
addressed in the literature. A further problem of the evaluation is that there is no 
absolute gold standard: based on the noisy data alone, there is no way to decide 
objectively if a code that was chosen in a given case was the correct one or not. 
 

Question 4  
To which extent a corpus based algorithm is able to recognise compound diagnostic 
expressions and decompose them into single diagnostic entities? 

 
In many cases the mentioned evaluation in Question 3 above is carried out on a 
one by one basis: one code is assigned to a diagnostic expression and this assigned 
code is compared to some gold (or silver) standard. But often a diagnostic 
expression comprises more than one diagnostic entity. A system that assigns one 
code to one diagnostic expression necessarily will fail to represent one or more 
diseases in case of compound expressions. If we are able to create a corpus that 
consists only of "elementary" diagnostic entities, it is reasonable to use this corpus 
to recognise compound expressions and then to decompose them into single ones. 
 

Question 5  
To which extent is it possible to transform traditional coding schemes, like ICD, into a 
formal representation? 

By definition, the performance of corpus based methods depends on the quality of 
the used corpus. This quality can be improved in various ways, but since all corpus 
based methods start from some collection of manually coded diagnoses, the 
possibility of human error is always present. Another way of coding is the formal 
approach where the principle is to create a formal representation of the ICD 
categories, and use some Natural Language Processing (NLP) tool to translate 
diagnostic phrases or medical records into some formal terminology after which an 
automated reasoner can classify the formally represented diagnoses to ICD classes. 
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However traditional coding schemes like ICD might contain a number of arbitrary 
classes that are not formally defined, and hence they perhaps can not be precisely 
represented in a formal language. The formal approach has other serious 
drawbacks: it requires a comprehensive formal medical terminology for 
representing diagnoses or medical records and the NLP tools are language 
dependent. These are unresolved problems, yet the possibility of formal 
representation of coding schemes is a relevant issue: it could help develop 
terminology services (e.g. to collect all ICD codes that are related to renal diseases 
– these codes are scattered in various chapters of ICD and hard to collect 
manually) and also could help to compare and map different coding schemes.  
 

Question 6  
To which extent is it possible to improve comparativeness of public health indicators by 
an ontological framework? 

 
The ultimate reason of the coding procedure is that eventually we get a set of 
aggregated clinical data or indicators that describe the morbidity of a population or 
the activity of the health care system to help us improve it. Many national 
databases are created with this goal in mind, and several international organisations 
collect national data to incorporate them into various international health statistics 
databases. But analysis of these data across various countries is a challenging 
enterprise; since the categories used to describe the health status or the health care 
system differ from country to country. Some categories are based on 
administrative, legislative definitions that are also subject to change over time. It 
seems to be a likely assumption, that if we are able to represent the underlying 
categories and their definitions in a formal system, this can help to compare data 
from different sources or data that span a longer period of time. As a minimal 
result, we should be able to help the user to decide whether the requested data are 
comparable or not.  

 

5. Organisation of thesis 
The above described research questions form the structure of this thesis.  
Chapter II gives an overview of the problem of the validity of ICD coding of 
diagnostic expressions. The chapter includes a literature review and then provides a 
logical framework of the coding process. It is important to emphasize that this is 
not a real workflow description: coders rarely follow the described logical steps. 
But this framework appears to be useful to understand how and why so many 
coding errors are made.  
The third chapter describes the cultural-historic context of classifications, tries to 
explain that classification systems have some historical continuity and that many of 
their structural features – that also often influence the data quality – are inherited 
from the past, and it is hard to ignore or get rid of them entirely.  
The history of classifications in a wide context draws our attention to some 
inherent limitations of all formal approaches. The coding procedure itself starts 
from an informal free text description and ends with some formal (coded) 
representation. When this process is assisted by computers, basically two different 
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paradigms seem to be possible. One is called the statistical approach that is based 
on a corpus of manually coded data.  The approach uses some "learning" 
algorithm to guess the best codes for the free text input. The other paradigm is the 
formal approach that starts with some natural language processing to translate the 
free text input into formal structures and then uses a classification inference 
algorithm to map the input information to classes of a predefined system of 
categories. Chapters IV and V focus on statistical methods. Chapter IV deals with 
performance evaluation problems and chapter V describes an algorithm that 
identifies single diagnostic entities in compound diagnostic expressions.  
Chapters VI and VII turn to formal methods. It is a pre-requisite of all formal 
approaches that the classes of the target classification should be formally 
described. But a formal representation of e.g. ICD is also important if we do not 
want to use formal methods for computer assisted coding. For example, if one 
wishes to retrieve all cases of lung diseases from a database, the first step is to 
collect all ICD codes that represent lung diseases. Such codes are scattered all over 
the various chapters of ICD (infections, tumours, respiratory tract diseases, injuries 
etc.) Their manual collection is repetitive and error prone. Once we have a formal 
representation of ICD then a terminology server application can facilitate doing 
this work and with the potential of a drastic reduction in the number of errors. 
This is the theme of Chapter VI.  
Chapter VII provides a formal ontological framework for public health indicators 
that could improve comparability of various national or international public health 
data. Chapter VIII discusses and concludes the thesis.  
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Chapter II. QUESTIONS ON VALIDITY OF 

INTERNATIONAL CLASSIFICATION OF DISEASES-
CODED DIAGNOSES 

Abstract 
International Classification of Diseases (ICD) codes are used for indexing 
medical diagnoses for various purposes and in various contexts. According 
to the literature and our personal experience, the validity of the coded 
information is unsatisfactory in general, however the ‘correctness’ is 
purpose and environment dependent. For detecting potential error 
sources, this paper gives a general framework of the coding process. The 
key elements of this framework are: (1) the formulation of the established 
diagnoses in medical language; (2) the induction from diagnoses to 
diseases; (3) indexing the diseases to ICD categories; (4) labelling of the 
coded entries (e.g. principal disease, complications, etc.). Each step is a 
potential source of errors. The most typical types of error are: (1) 
overlooking of diagnoses; (2) incorrect or skipped induction; (3) indexing 
errors; (4) violation of ICD rules and external regulations. The main 
reasons of the errors are the physician's errors in the primary 
documentation, the insufficient knowledge of the encoders (different steps 
of the coding process require different kinds of knowledge), the internal 
inconsistency of the ICD, and some psychological factors. Computer 
systems can facilitate the coding process, but attention has to be paid to 
the entire coding process, not only to the indexing phase. 

 

1. Introduction 
As is well known, different versions of the International Classification of Diseases: 
ICD (ICD-9, ICD-10, and ICD-9-CM) are widely used in many countries for 
several purposes, such as reimbursement, epidemiology, for grouping in case-mix 
systems and resource management. Large databases became available containing 
billions of medical cases indexed to ICD. The use of these data repositories is 
limited however by the questionable validity of the coded data. In this paper our 
aim first is to investigate-based on the available literature-how serious this problem 
is. Then I present an overview of the entire information process resulting in the 
coded data, and define a general framework for detecting potential error sources. 
By better understanding the nature of these errors we can hope to find ways to 
increase the accuracy of coded data. 
 

2. Key features of International Classification of Diseases 
Although ICD is a widely known coding system it seems to be reasonable to 
summarise some of its features which are important from the point of view of this 
study. ICD has different versions, which are updates (ICD-8, ICD-9, ICD-10) or 
modifications (ICD-9-CM). Whenever in this paper we are referring to ICD 
without specifying the version, we mean ICD-10, which is the most recent version, 
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published by WHO [1]. The key features presented in this section are more or less 
the same in the other versions. 
The only original aim of ICD is to serve as a classification for standard, 
internationally comparable mortality and morbidity statistics. 
The ICD-10 titled International Statistical Classification of Diseases and Related 
Health Problems was published in 1995 in three volumes. 
The first volume contains a tabular list of the categories in a three level hierarchy. 
On the first level ICD-10 contains 21 sections (e.g. ‘Infectious and transmittable 
diseases’). On the second level each section contains a list of the so-called 3-
character categories, sets of diseases identified by a three character code (e.g. A36 
= diphtheria). Most of the 3 digit categories are subdivided into 4 character 
categories, which represent the third level of the hierarchy (e.g. A36.6 = diphtheria 
of larynx). 
ICD is not a nomenclature but a classification of the diseases. Consequently the 
four digit categories usually do not represent single diseases but sets of them, 
consisting of one or more diseases. The tabular list contains the code value, e.g. 
‘I15.0’, and the description of the class, which in many cases is nothing more than 
a name (‘renovascular hypertension’ for I15.0). Explanations, inclusions and 
exclusions optionally might appear at the four character category, at the three 
character category header or at the beginning of the section to which the given 
item belongs. 
ICD tends to be comprehensive. It practically never occurs, that a disease can not 
be assigned an ICD code. This is achieved by the ‘other’ and ‘not otherwise 
specified’ categories (e.g. H73.8 = ‘other diseases of eardrum’ for a specified 
disease of the eardrum which is not listed explicitly, and H73.9 = ‘disease of 
eardrum, not otherwise specified’ for a case where no more is known about the 
patient than that he or she had some eardrum disease). So the comprehensiveness 
is achieved by very generic categories. In case the disease can not be identified at 
all section 18 should be used, which contains categories of symptoms and signs. 
Conditions that are not diseases but might be reasons for providing some 
healthcare service are listed in section 21 (e.g. pregnancy and delivery, social 
problems, etc.). These two parts are not very detailed. 
Neither of the official versions of ICD contain exact definitions for the meaning of 
categories, so the ‘semantic content’ of a category can only be ‘estimated’. This 
‘estimation’ is based: 

1. mostly on the name of the category, e.g. J67.9 hypersensitivity pneumonitis 
due to unspecified organic dust 
2.  on the officially listed inclusions and exclusions, like 
J67.9 hypersensitivity pneumonitis due to unspecified organic dust 
allergic alveolitis (extrinsic) NOS hypersensitivity pneumonitis NOS 

or 
K14.0 glossitis (inflammation of the tongue). Excludes: atrophic glossitis (K14.4) 
3. on the place of the entry in the structure of the system. The description 
behind the code does not have to be complete: 
D02.2 = bronchus and lung has the same description as D14.2 = bronchus and 
lung 
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but D02.2 belongs to D02 = carcinoma in situ of the respiratory system and 
middle ear and D14.2 belongs to D14 = benign neoplasm of the respiratory system 
and middle ear. 

In ICD-10 there is another section in addition to the 21 sections, which contains 
concepts for the histological categorisation of neoplasms. These so-called M codes 
are identical to the corresponding part of the SNOMED morphology axis [2]. 
The second volume of ICD-10 contains rules and guidelines for encoders. The 
most important rules from our point of view are: (1) the rule of the highest 
possible specificity; (2) the rules describing the use of ‘daggers’ and ‘asterisks’; and 
(3) the rules which are pertinent to the selection of the ‘principal disease’. 
The rule of highest possible specificity says that whenever there are more choices 
for a given disease, the most specific one has to be chosen. The ‘dagger’ (-†-) and 
the ‘asterisk’ (*), attached to the code values in the tabular list, are used when a 
disease is indexed by two different codes. In principle the ‘dagger’ codes represent 
the etiological aspects, whereas the asterisk codes refer to the anatomic localisation 
(e.g. in ‘renal tuberculosis’ the list states the following codes: A18.1† + N29.1* 
(A18.1† = ’urogenital tuberculosis’ and N29.1* = ‘infectious disease of kidney and 
ureter classified elsewhere’). There are other cases, in which more codes have to be 
used for a single disease. E.g. in case of injuries and intoxications the external 
cause (the toxic agent or the circumstance of the injury) also has to be assigned a 
code (these concepts are listed in section 20 of ICD-10). 
The main rule for the selection of the ‘principal disease’ states, that the principal 
disease is the condition that is the main reason for the medical service. Only one 
principal disease is allowed. In case two or more such independent diseases fulfil 
the criteria, that one should be chosen which is predominantly responsible for the 
costs of treatment. In case of ‘dagger’-‘asterisk’ pairs the appropriate ‘dagger’ 
category has to be chosen as principal disease for morbidity statistics. 
Additional local or national regulations are possible mainly concerning the 
selection of principal diseases and for further labelling diseases, like ‘co-morbidity’, 
‘complication’, ‘underlying disease’, etc. 
The third volume contains an alphabetical list of the expressions that appear in the 
tabular list. This is just a mere index, without any explanation. So it is not advisable 
to use the alphabetic list alone. Once an item is found here, the tabular list should 
be checked to make sure that the selection was correct. 
Some critical remarks have to be made here. 
• The 3-level hierarchy of ICD is not represented clearly in the code values. 
While the 3-character categories are meaningful, the first and second characters are 
meaningless. 
• A consistent categorical structure should be divided according to a unique 
semantic axis, where the ‘sibling’ categories have to be mutually exclusive [3]. The 
first level categorisation of ICD violates this rule. There are, for example, sections 
for infectious diseases, neoplasms, respiratory tract diseases and urogenital 
diseases. It is clear that both in the respiratory and the urogenital tract neoplasms 
and infectious diseases may occur as well, so these categorisations are not 
exclusive. 
• The categorisation is confusing throughout the whole structure. For 
example the ‘dagger’ categories unnecessarily contain some reference to the 
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localisation (as in the above given example A18.1†, urogenital tuberculosis), while 
‘asterisk’ codes contain some reference to the aetiology (N29.1* is only for 
infectious diseases of kidney). 
• Since the categorisation is based mostly on epidemiological considerations 
clinical entities do not always fit the ICD categories. Clinically similar entities are 
sometimes located in very different places. On the other side, conditions of 
clinically different nature sometimes have to be classified into the same item. 
Beyond the ‘dagger and asterisk’ problems there are other situations where a 
clinical entity can not be assigned to a single category, because neither of the 
possible codes completely describes the case (e.g. the clinical entity ‘chronic 
cholesteatomous otitis media’ should be described at least by two codes (H66.2 = 
‘chronic suppurative otitis media’ and H71 = ‘cholesteatoma of middle ear’). 
• The principle of one and only one principal disease is clinically not 
sensible [4]. The rules for selecting the principal disease are not necessarily 
intelligible for clinicians. In case of polymorbidity, the costs not necessarily can be 
assigned to one or the other disease. 
• There is a lack of consensus about and stability in medical terminology 
and categorisation of diseases and related concepts 
The successive versions of ICD are published in periods of about 10 years. This 10 
year revision period was decided at the turn of the century! Nowadays the 
development in medicine is much more rapid while the preparation phase of a new 
update takes a long time, so certain parts are out of date at the time of publication. 
No wonder, that experts disagree with certain parts of the categorisation, and 
experts of different schools and traditions disagree with each other about how to 
map their concepts to an out of date categorical system. Such disagreements might 
cause discrepancies in the third character level or sometimes even in the level of 
sections. 

3. The problem of International Classification of Diseases coding 
Several papers have been published on the accuracy of data coded according to the 
different versions of ICD throughout the world. There is a large variability in 
encoding methods described in these papers and also in the methods used for 
accuracy measurements. The majority of them reports low accuracy results. In 
some papers ‘minor’ and ‘major’ errors are distinguished. The error is ‘minor’ if 
there is a difference only in the fourth character of the code [5,6]. Others 
differentiate ‘serious’ (the codes are semantically totally different) and ‘moderate’ 
errors (there is some semantic relation between the assigned and the correct codes 
[4]). Typically the error rate exceeds 10% on the third character level, and is above 
25-30% on the fourth character level, even in case of computer-assisted encoding 
[6-9]. The reported error rates only rarely were below 10%, as in [10]. The accuracy 
is domain dependent. Low error rate was found in ophthalmology, while extremely 
high in case of cardiovascular diseases [5]. 
When the data are used for DRGs, the resulting error in grouping varies between 
about 8 and 20% [11,12]. In papers, directly focusing on the coding problem, the 
reported coding error rates are usually higher than in those studies which are 
dealing with the data quality of discharge reports or charts in general [7,13]. This 
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means that the accuracy measurement is subjective, the result significantly depends 
on the applied method and on the interest of the researcher. 
The problem may be viewed from different angles. One may be interested in the 
effect of coding errors on the fairness of the reimbursement. This was the typical 
viewpoint of studies on ICD coded data accuracy in the eighties [5,12,14-16], [17]. 
One can also reverse the question and study the effect of reimbursement on the 
accuracy of the coding [18]. Later on the focus turned to the usability of the same 
information for epidemiological and even clinical research [19-24]. This distinction 
in viewpoints is important, because the error rate that is still tolerable depends on 
the purpose for which the data are used. In general, nobody is satisfied with the 
data accuracy. But those, who are focusing on reimbursement only, usually are 
convinced that the necessary accuracy level can be achieved without radical 
changes, but just by refining the methods already in use or by increasing the 
bureaucratic rigor. A need for better methods-perhaps better coding schemes-is 
emphasised by those, who want to use the same data for clinical or research 
purposes [19,20,27]. Many of the papers pay very little attention to the problem of 
the gold standard. The accuracy measurements in all publications are based on a 
reviewing process. In some cases the reviewers are qualified experts (e.g. registered 
record administrators or accredited record technicians [5,14]), however even these 
papers do not mention whether the original encoders had the same qualifications. 
If there is no coding process without error, then the reviewing process is no 
exception. In case of disagreement between the original and the reviewer's code 
assignment-which is the right one? In addition even in case of agreement a 
systematic error can not be excluded. The agreement percentage between the 
original and reviewed data shows the reproducibility rather than accuracy of the 
information. In other words, the discrepancy is a measure of the intercoder 
variability [6]. The most convincing methods are those in which trained encoders 
make a ‘blind’ re-coding (without knowing the original codes) after which the 
discrepancies are discussed with the hospital. An example is found in [6]. The 
chance of subjective errors is reduced but not eliminated by these methods and the 
systematic errors still remain. The exact determination of the accuracy seems to be 
extremely difficult if not impossible. There are some papers, in which the coding 
errors are observed from a specific clinical point of view, like [19,20,25,27]. If the 
analysis is restricted to one or a few codes or diseases, the kappa statistic could be 
used to estimate the agreement. However this measure was used only in one of 
these papers [25]. 
The absence of a gold standard makes these accuracy measurements questionable. 
In many countries, like Hungary, there is no official qualification in ICD encoding. 
Certain persons might be thought to be knowledgeable in this field, but their 
expertise is not certified by any means. 
A very simple experiment-in which hundred clinical diagnoses extracted from real 
patient records were coded by two different physicians experienced in ICD coding-
convinced us, that the coding accuracy in Hungary is similar to the ones reported 
in the literature. We can not expect that performing a more complicated accuracy 
test will provide new insights in the reasons for making errors. Instead we will 
focus on encoding as a process (section 4), and identify the possible sources and 
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types of errors (sections 5 and 6). In section 7 the possible ways towards 
improvement of the quality of the coding process will be briefly considered. 

4. The process of encoding 
In our view the codes emerge as a result of a quite long process, starting with the 
creation of the discharge report and ending with the submission of the coded chart 
or report to the appropriate office or organisation. The problem of data distortion 
during transmission from the hospital to the proper organisation also might be 
interesting [6], but is out of the scope of this study. Errors may emerge anywhere 
within the whole process. In details this process varies from country to country 
and from institution to institution. These variations come from the different uses 
of coded information, from organisational and logistic issues. The way of encoding 
described in this section is thought to be more or less characteristic for at least 
Hungarian hospitals. However we are convinced, that the essential logical steps of 
this process are more or less the same anywhere in the world and hence the 
reasons of errors may also be similar. 
The patient record constitutes the input information for the coding process. The 
validity of the data stored in the patient record depends on the quality of the entire 
medical service and is not part of our study. It is likely to assume that the 
organisation of the patient record has impact on the ease of the creation and hence 
the quality of the discharge report, but the proof of this assumption is also out of 
our scope. 
The main steps of the process leading to the coded information are presented in 
the following. 
The first step is the creation of the discharge letter. The physician has to 
summarise the most relevant information about the patient. The physician is 
responsible for the discharge letter, which usually has a pre-defined structure. 
Every discharge report should contain at least one explicit diagnostic statement. 
Whenever a diagnostic statement is missing in the discharge report, the error rate 
of the coded reports increases significantly [24]. Here we have to emphasise the 
important difference between the (clinical) diagnosis and the disease. Since these 
and similar terms, like ‘illness’, ‘sickness’, etc. might have different interpretations, 
it is important to give some definitions, in the context of this paper. 
Definition 1 
Clinical diagnosis is a noun phrase expressing the essence of the physician's 
considerations and knowledge about the patient. 
Definition 2 
Disease is a name of an abstract entity, based on some common features observed 
in different patients grouped together for some reason. 
Disease and diagnosis differ from each other in the following ways: 
1. The diagnosis indicates more or less precisely the future medical activity for the 
given patient, and can also be seen as justification of the procedures already done. 
The disease  on the other hand does not necessarily indicate the reasonable or 
necessary healthcare processes for an individual patient. Correlation between 
diseases and procedures can be analysed statistically, however, for which the use of 
diagnoses would not be appropriate because of their specificity to individuals. 
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2. The diagnosis might refer to a symptom instead of the disease, if the disease is 
unknown. Example: ‘hemoptoe’. 
3. A diagnosis might refer to a symptom of a known disease if the presence of that 
symptom is important. Example: ‘dyspnoea’ mentioned together with ‘laryngeal 
cancer’. 
4. A diagnosis might refer to certain conditions and facts which are not diseases 
themselves. Example: ‘status post appendectomy’. 
5. A diagnosis should refer to the stage and severity of the disease in cases where 
the corresponding medical activity strongly depends on them. Example: ‘incipient 
otitis’, ‘inoperable gastric cancer’, ‘severe pneumonia’. 
6. A diagnosis might refer to its certainty (‘suspect diagnoses’), or the means by 
which it was obtained (‘radiological, histological, etc. diagnosis’,) Examples: 
‘suspected tuberculosis’, ‘hystologically verified cancer’. 
7. A diagnosis might refer to more details (e.g. laterality) whenever they are 
relevant for the medical management of the patient. In textbooks of medicine, like 
[26] left and right are discriminated only exceptionally (e.g. in case of cardiac 
failure), but in patient records this information is essential. 
Other example: ‘fracture of the 3d digit’ (this a different diagnosis but the same 
disease as that of 2nd to 5th, but fracture of thumb is different. This is because of 
the different structure and function of thumb). 
This may be not an exhaustive list, but it demonstrates that ‘diagnosis’ represents a 
lower level of abstraction than ‘disease’. Symptomatic diagnoses might be less 
specific than the underlying (unknown) disease(s), but can not be more abstract 
(the statement ‘headache’ is a result of an observation rather than of an abstraction 
process). 
It might be confusing that sometimes the same phrase may refer to a diagnosis and 
a disease as well. ‘hypertension’ is a good example. [The latin term ‘morbus 
hypertonicus’ (hypertension disease) can be used to differentiate the hypertension 
disease from the diagnosis of hypertension.] 
The number of diagnoses might not match the number of diseases for a given 
patient. Many-to-one, many-to-many, one-to-many, one-to-one and even one-to-
zero relations may occur as well. 
As an example, consider a patient having a disease called otosclerosis. Suppose 
both ears were operated, and now he has noise sensations and suffers from 
moderate deafness. This patient might have the following diagnoses: 
1. Otosclerosis, both sides. 
2. Status post stapedectomy, both sides. 
3. Tinnitus. 
4. Moderate combined hearing loss on both sides. 
The first diagnosis refers to the pathological process (the underlying disease) itself; 
the second expresses that both ears of the patient were operated already (i.e. case 
history statement). The third and the fourth express signs of these conditions. 
Even these four diagnoses do not predict exactly what treatment is needed, but tell 
much more about the possible choices than a simple designation of otosclerosis as 
a disease. 
All this is a borderline problem of medicine and medical informatics. This may be 
the reason why the literature pays not much attention to this question. Only a 
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general reference to this problem was found in the medical informatics literature 
[28]. The question is also mentioned from the special point of view of psychiatry 
[29]. 
Obviously no one but the physician should establish the clinical diagnoses: the 
necessary knowledge is purely medical. 
The next step towards the coded report would be the recognition of the disease or 
diseases behind the established diagnoses. This step is nearly always missing since 
the majority of the physicians are not aware of the differences between disease and 
diagnoses. This is because they are nearly always working with diagnoses and not 
diseases in clinical practice. They meet the latter mainly in education and 
epidemiological research. 
The carelessness about this step seems to be one of the main reasons for 
ambiguities in ICD coding. This step again requires medical knowledge, neither 
medical record personnel nor computers can take over the full responsibility. 
However physicians should be supported here, since medical knowledge alone 
might not be sufficient. Some knowledge on categorical structures is required as 
well. 
One may ask, why diseases have to be coded and not the diagnoses of the patients. 
In epidemiological databases the interest is on diseases. This is because 
epidemiology is dealing with populations and diseases are related to populations, as 
we saw. Therefore the use of ICD is more or less obvious for epidemiology. The 
usefulness of ICD in financial systems it is not self-evident. For clinical research 
and quality assurance purposes the use of ICD or other disease classification 
system is usually not sufficient. The scope of our study is ICD coding, however. 
The following step is the indexing of the established diseases into ICD categories. 
Indexing is defined by Wingert [30] as follows: 
"Indexing is... a process which translates a language utterance into a target language 
representation while preserving the meaning." 
In our context the "language utterance" is the name of the disease, the "target 
language" is the set of the names of ICD categories. We remark here, that the 
‘preservation of meaning’ is not absolute. Some part of the meaning is always lost 
by indexing, which makes this step irreversible. 
This step serves statistical and financial purposes, and requires knowledge about 
the structure and rules of the ICD, the given statistical purposes and the financial 
system applied in the given situation. Relatively less knowledge is required about 
the nature of the different diseases. Physicians generally are not expert in this task. 
After the indexing the next step is the transformation from the ICD category to 
the ICD code, which is relatively simple and does not require too much specific 
knowledge. This step easily can be done by computers alone. 
In a narrower sense ‘coding’ is this transformation, while in medical informatics 
jargon the word coding is usually used for indexing and coding together. This 
difference is well known and described in the literature many years ago [30,31]. 
The last step is the labelling of the coded disease according to the specific 
regulation, especially in case of multiple diseases. This concerns the determination 
of the primary disease, and the labelling of the other disease types as co-
morbidities, complications, etc. The knowledge required here is a mixture of 
medical, epidemiological and statistical expertise. The relevant regulations vary 
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amongst different countries or data collecting systems. If coding serves 
reimbursement, some knowledge about the financing system and the case mix 
system used in the given environment is also useful to achieve an optimal income 
for the hospital [32]. 
It is also possible to label the diseases before indexing, since the labels represent 
the role of the diseases in the given health care episode. The problem then is that 
the number of diseases not necessarily matches the number of the codes, as was 
shown in the section 2. So if a primary disease is represented by two or more ICD 
codes, only one of them should be labelled as primary. Perhaps the best way is that 
the physicians should qualify the diseases first when they establish them from the 
diagnoses, and then encoders should perform a re-labelling on the level of ICD 
codes. The ICD-10 rules support this method. 
Summing up this section, Figure II-1 summarises the steps of the entire coding 
process. As the process moves away from the input information, the required 
medical knowledge becomes less and less. The labelling step is an exception, and 
this step is missing from the figure, because it might be done at different levels, as 
it was described above. The information will become increasingly formal and 
abstract after each step of the process. For this reason, the potential role of 
computers increases, because they can act on formal structures more effectively. 
The process as described here is an abstraction of the real process: the logical steps 
are described, which may be performed more or less subconsciously in practice. 
The next section deals with the possible types of errors and tries to explain them 
using the context of the above described model of the coding process. 
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Figure II-1 The process of ICD coding 

5. Types of coding errors 

5.1. Overlooked diagnoses 
It might happen that one or more relevant clinical diagnoses do not appear in the 
discharge report. Since physicians are highly specialised nowadays, they focus on 
their own field, and tend to disregard some details not belonging to their speciality. 
This concerns of course their documentation activity and not their medical 
decisions. If one asks a physician what the diagnoses of a particular patient are, he 
likely will mention only the diagnoses he works on, and skip some other known 
co-morbidities. Chronic diseases like diabetes or hypertension are typical examples 
if the treatment was performed for other, more acute diseases, like appendicitis. 
The descriptive part of the discharge letter more likely will refer to such conditions 
than the explicit diagnostic statements. If the coded report is prepared by properly 
trained professionals, they may discover such overlooked diagnoses. This task in 
principle also can be performed by computers-at least partially. 
No explicit reference to the existence of such errors was found in the literature. 
However it was shown that the ‘clarity of the diagnosis’-i.e. the presence of a well 
formulated explicit diagnostic statement-has significant impact on the coding 
accuracy [9]. In a workshop on natural language understanding at the MEDINFO 
98 conference Zwingenbaum emphasised that the task of coding is twofold: how 
to code, and what to code. So the entire patient record and not the explicit 
diagnostic statements has to be searched for codable items. 
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5.2. Errors of induction 
As was shown in section 4, the diagnosis represents a lower level of abstraction 
than the disease, and the number of diagnoses does not necessarily match the 
number of diseases. This should not be confused with the fact that in the ICD 
some single diseases have to be described by two or more codes according to 
different aspects, as was shown in section 2. The latter problem belongs to the 
indexing phase and not to the abstraction phase. 
Possible types of error in the induction phase are the followings: 
1. The disease is confused with one of its more or less characteristic symptoms, 
e.g. ‘congenital malformation of the middle ear’ might be described as ‘conductive 
hearing loss’, or ‘vestibular neuritis’ might be described as ‘vertigo’. 
2. A single disease is described by more diagnoses. (See the example of otosclerosis 
in section 4). If someone does not perform the step of induction, these diagnoses 
can be regarded as different diseases. 
3. The disease is over-specified. The clinical diagnosis might be extremely specific. 
Let us take ‘atticitis’ as an example. This is inflammation of the atticus, a minute 
compartment of the middle ear. This condition is a form of otitis media. Such very 
detailed concepts are not intelligible for most physicians, only for specialists. If the 
induction phase is skipped an error may occur in the indexing phase, because such 
diagnoses are likely indexed to a generic class, such as ‘other disorders of ear’ or 
something similar. 
According to the personal experience of the author this kind of error is responsible 
for a significant part of the coding errors. This impression can not be confirmed by 
the available literature, however, since the underlying conceptual difference of 
disease and diagnosis is scarcely dealt with in the literature. 

5.3. Indexing errors 
Indexing errors may occur separately when all and only relevant diseases are 
identified, but their mapping to ICD categories is wrong. These are described in 
subsection 5.3.1. Indexing errors are most commonly encountered in combination 
with induction errors, in which case it is difficult to say in what phase of the 
process the error really emerged. Such situations are presented is subsection 5.3.2. 
In other cases indexing errors are just due to disregarding the ICD rules. This 
situation is discussed in subsection 5.3.3. 

5.3.1. Pure indexing errors 

Let us say that B is the set of the assigned ICD codes for a given case, and C is the 
set of the correct ICD codes for that case. We assume here, that the set of the 
diseases for the case is given. An indexing error is present whenever B ≠C. When 
we are trying to categorize the errors, it does not matter how many elements of B 

and C agree (the number of elements of C  B is irrelevant here). Two basic types 
of error are possible: 
1. Type 1. Error of omission: B is a proper subgroup of C. 
2. Type 2. There is a code b  B where b  C. Theoretically all other possibilities 
are combinations, however for practical consideration a third type should be 
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defined: 3. Type 3. There is a code b  B given instead of c C. This is a 
combinadon of type 1 and 2 error, but practically it means that a disease was 
indexed to a wrong category. 
These types are illustrated graphically in the Figure II-2. 
 
 

B
B B

C C C

 
 

Figure II-2  Types of pure indexing errors 
 
Type 1 errors are mainly due to laziness or the lack of attention of the coder. This 
error is common in cases where more than one code should be used for one 
disease (see the examples in section 2). 
Type 2 errors just occur accidentally, while type 3 errors are very common. This is 
the case in which a ‘wrong’ code appears instead of the ‘correct’ one. There may be 
many reasons for this. One of them is that the semantic content of the categories is 
not defined exactly, even in the printed versions. In the machine-readable versions 
the inclusions, exclusions and explanations are sometimes missing (this is the case 
with the publicly available versions in Hungary) which makes the semantic 
identification of certain items more difficult in computer assisted systems. 
There is a special case of type 1 error, where indexing is incomplete because a 
disease that should be represented by two or more categories is assigned only to 
one. 
As was mentioned in section 3, some papers categories the errors according to 
their severity. However, the ‘severity’ of an indexing error is sensible only in case 
of type 3, where the ‘semantic distance’ of the correct and the assigned code makes 
some sense. 

5.3.2. Indexing errors in combination with induction errors 

As mentioned in section 5.2, the over-specification of a diagnoses may lead to 
indexing errors, if the induction step is missing. The relations among diagnoses, 
diseases, and ICD categories sometimes are rather complicated. 
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Figure II-3  Discrepancy in number of diagnoses, diseases and ICD codes 

 
Figure II-3 illustrates a situation in which several diagnoses belong to a single 
disease, which has to be represented by several ICD codes. It is essential to 
emphasise, that ICD1 or ICD2 not necessarily correspond directly to any of the 
given diagnoses, but they represent different aspects of disease 1. 
Take as an example a patient presenting himself for shortness of breath due to a 
recurrent laryngeal cancer with metastases in the regional lymph nodes. Suppose 
that he previously received radiotherapy. The clinical diagnoses together with the 
TNM classification in this case might be: 

Dg1. Recurrent laryngeal cancer with cervical metastases left side 
T3N2M0. 
Dg2. Dyspnoea. 
Dg3. Status post radiotherapy. 

The induction step leads to just one disease, i.e. laryngeal cancer. However this can 
not be indexed precisely into ICD by a single code, since the most specific entry 
C32.9 (malignant tumour of the larynx) does not represent sufficiently the 
extension of the process, so C77.0 (secondary malignant tumour of lymph nodes in 
head and neck) has to be added. According to this reasoning three clinical 
diagnoses and two ICD codes belong to a single disease. The two ICD codes 
correspond to the diagnosis 1, while diagnosis 2 and 3 should not be coded into 
ICD, because they are not diseases but just facts about the patient. The result of 
this reasoning is presented in Figure II-4. 
  

Dg 1

Dg 2

Dg 3

C32.9 Malignant tumour of the larynx

C77.0 Secondary malignant tumour of cervical lymph nodes larynx

 
Figure II-4 Representation of one diagnosis by two ICD categories (Dg2 and Dg3 

disregarded) 
 
If the induction step is missed there is a temptation to seek one ICD code for each 
diagnosis. In this case the codes would be different, as is shown in Figure II-5 
This latter way of representation is incomplete, since the entity of the cervical 
metastases is missing-and inaccurate, because R06.0 is contradicting the rule of 
most specific code (see section 0), and 292.3 should only be used for cases in 
which the history of irradiation is the cause of the medical service. 
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On the other hand one might feel that the representation according to Figure II-3 
is also incomplete, because it does not refer to two important facts about the 
patient (dyspnoea and history of irradiation), and C77.0 should be used only if the 
primary tumour is unknown. 
According to a fourth opinion nothing else but C32.9 should be used, since this is 
the only disease of the patient, the other diagnoses are consequences and details. In 
addition, one might argue that the histological diagnosis also is required, so the 
appropriate M-code should be added (e.g. M8071/3 = squamous cell
 carcinoma, nonkeratizing). 
All these opinions are defensible. The main problem in deciding which coding is 
correct, is the lack of exact rules and definitions. 
These different opinions agree only in one aspect, namely, that the principal 
disease is laryngeal cancer. However, if the main reason of hospitalisation was 
asphyxia, which required an urgent tracheotomy, the representation could be 
different again. The problem of the selection of principal disease will be discussed 
later in section 5.4. The lesson to be learned here is that there is no correct use of 
ICD in general. The ‘correct’ coding is purpose (for example getting overviews of 
reasons for interventions or getting an complete overview of diseases) and 
environment dependent (hospital, GP, country). Diseases are artificial abstractions, 
which are not observable directly in the real world [31]. In medicine there is not 
always agreement on what are independent disease entities and what are different 
forms or manifestations of the same disease. In our example one might regard the 
lymph node metastases as a disease entity just because it may be the reason for an 
operation or it may be observable with or without known primary neoplasm. 
Furthermore ICD classifies diseases according to different attributes, and the 
relevancy of these disease attributes is purpose-dependent. In the previous 
example the ambiguity was a consequence of the lack of definition of the purpose 
of coding. 
 

Dg 1

Dg 2

Dg 3

C32.9 Malignant tumour of the larynx

R06.0 Dispnoe

Z92.3 Personal history of irradiation

 
Figure II-5. One by one representation of diagnoses 

5.3.3. Conflict with ICD rules 

As was mentioned in section 2, ICD makes use of several coding rules. When one 
is not aware of these rules one can make indexing errors, e.g. a ‘dagger’ code is 
recorded without the corresponding ‘asterisk’ code, or a generic category is used 
when there is a more specific category. Violation of rules pertaining to the 
selection of the primary disease leads to labelling and not indexing errors, so this 
problem is discussed in the next section. We do not deal with the errors of 
transformation from ICD category to the ICD code value in detail. This is just a 
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technical problem, like typing errors etc. It can not be fully eliminated, but it is 
responsible only for a minor proportion of the errors. 

5.4. Errors in labelling 
In addition to ICD rules many countries have some special regulations for coding 
[4,25,33]. These rules pertain mostly to the labelling of certain diagnoses, and rarely 
regulate the indexing step. Usually the regulations allow one and only one principal 
disease-in accordance with the original ICD philosophy. The improper selection of 
principal disease frequently occurs. As Corn found, the 35% total error rate would 
decrease to 17% if this kind of error could be avoided [7]. More than half of the 
errors was due to mislabelling. Doremus et al. found that the improper selection of 
a principal disease occurred only in about 22% of the total number of errors [14]. 
Local regulations can strongly affect the frequency of this kind of error. The 
restriction which allows only one condition to be specified as principal may be 
reasonable from an epidemiological or financial point of view, but is not sensible 
from a clinical point of view (see the critical remarks in section 2). Moreover, one 
condition sometimes has to be expressed with more than one code (see Figure II-3 
and Figure II-4 and the corresponding example). This problem was mentioned 
already in section 4. If the regulations only permit to assign one code for the 
principal condition, additional rules are required to avoid further ambiguity. ICD 
regulates this question only partially. Since there are many reasons to have more 
than one ICD code for one disease, these rules might be too complicated to follow 
them perfectly. 

6. Potential sources of errors 
Considering the process of encoding as described in section 4 the first source of 
coding errors is the physician. We do not mean here misdiagnosis in a medical 
sense but errors in the formulation of explicit diagnoses, i.e. merely documentation 
mistakes. In principle physicians have some interest in the quality of medical 
documentation, since they are one of the main users of it. There are many other 
uses of medical documentation in which physicians do not have direct interest. 
Moreover, documentation is a tool by which the work of physicians can be 
controlled, what they perhaps dislike. Many doctors are convinced, that 
documentation is a just a burden [24]. Therefore the quality of primary medical 
documentation is not always satisfactory. 
The second source is the person doing the indexing, who either is a physician-like 
in [21-23,28]-or some specially trained health professional [24,34], with or without 
supervision of physicians. In Hungary the physicians should take the responsibility, 
it frequently happens however that the indexing is done routinely by uneducated 
clerks, who can not do more than select one item from a prepared short list of 
commonly used diagnoses. The personal errors highly depend on organisational 
and even on logistic issues. Mechanni et al. for example reports an extremely low 
data capture in case of patients who died in hospital. This was because coders 
facing a huge backlog in their work thought that charts of living patients must have 
strong priority [9]. 
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The third important source of errors is the ICD itself. Using it for indexing clinical 
diagnoses is not the original objective of ICD. Its logic and structure differ from 
the clinical way of thinking. Even the terminology is strongly different from the 
clinical jargon (especially in the case of the official Hungarian translation of ICD-9 
and ICD-10, [35]). The language used in coding systems is usually different from 
the clinical jargon. This is the case not only with ICD but some other coding 
systems, for instance HICDA-2 [36]. 
However the most serious problem is the internal inconsistency of the structure of 
ICD. In section 2 we criticised the consistency of ICD as a categorical structure. 
Beyond objective consistency problems, it is important to also emphasise the 
psychological effect, when practising physicians are faced with a categorisation that 
does not make sense to them. They became convinced that this system is totally 
vague, hence there is no reason to make too much effort in finding the perfect 
codes: the result will be unsatisfactory any way. 
It is often suggested that a fifth (sixth etc.) character subdivision of ICD categories 
would refine the system and move it closer to the world of physicians. However, 
there is no evidence of this. Depending on the approach it may even happen that 
the error rate will increase. Errors that already occurred on the third or fourth 
character level would be not rectified, but additional errors at the fifth level may 
occur even in those codes, which were correct when using the system of four 
characters. There is not too much chance to create a consistent subdivision in an 
already inconsistent system. 
The internal inconsistency of ICD is emphasised by many authors. Chancellor et 
al. found consistency problems between the tabular and alphabetic list of the 
English edition of ICD-9 in case of bulbar and pseudobulbar paralysis [24]. The 
alphabetic list of the Hungarian edition of ICD-10 [35] only contains the 
expressions appearing in the tabular list without synonyms. Search for expressions 
used in the clinical jargon therefore usually fails. This gives the false impression 
that the required concept is missing from ICD, and that some ‘similar’ concept has 
to be found instead. Encoders who are not physicians prefer to use the alphabetic 
list instead of the tabular one. 
Figure II-6 displays the main potential sources of errors on top of our framework 
describing the entire coding process. The question emerges: what can we do to 
ameliorate the situation? In Hungary there are two ‘official’ opinions. The first 
suggests more bureaucratic rigour [13]. The second suggests a multi-purpose usage 
of the data (until now they are used nearly exclusively for reimbursement). Fully 
automatic encoding seems not feasible in the near future, so it is not suggested. 
Both opinions originate from the belief that all the errors are caused mainly by 
simple human mistakes or by intentional manipulations of the data, and there are 
no theoretical obstacles for an entirely correct coding. Neither the international 
literature nor the personal experience of the author supports this belief. What the 
literature agrees about is the distorting effect of reimbursement on the codes 
[12,18], since hospitals strive to achieve higher incomes. Humans are obviously 
error prone, and it is a likely assumption, that the level of human errors depends 
on scrupulosity of the coders and the administrative rigour. No estimation was 
found in the literature what is the achievable maximum improvement by these two 
factors. 
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The author is convinced that bureaucratic rigour would result in never ending 
disputes. Without objective definitions of the ICD categories everything is 
disputable. It is a likely assumption that the multi-purpose utilisation of the data 
may reduce the distorting effect of reimbursement. Manipulations good for 
achieving a higher income for the hospital might be disadvantageous in quality 
assurance for instance. But this is true for intentional manipulations only and 
would not solve all the problems related to accurate coding. 
In the next section we are considering some possible ways toward better quality 
ICD codes. 

ICD Codes

ICD Categories

Diseases

Clinical diagnoses

Discharge Report

Patient Record

encoder’s errors in
indexing

and use of coding rules

physicians errors in
documentation

(lack of interest)
psychological effects
lack of understanding

the structure of ICD
(lack of consistency)

 
 

Figure II-6   
Main causes of coding errors within the framework of the coding process 

 
 

7. Possible ways towards improvement of International 
Classification Diseases coding 

 
Computers offer a series of methods to support the difficult work of encoding. 
However, automatic indexing is still a matter of research rather then everyday 
reality. There is a temptation to simplify the coding problem in practice. There are 
some systems for instance used for writing discharge summaries in certain 
Hungarian hospitals offering a list of diagnoses together with a one-to-one 
reference to the corresponding ICD code. This means that for instance in the 
example of section 5.3 the coding can not be done anyway else than according to 
Figure II-5. The method has some further drawbacks. The maintenance of the 
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internal consistency of such thesauri is a difficult task, which requires a well-
designed methodology. Secondly, in such an environment the physicians will not 
express what they want to say, but only what is found in the list. Of course 
physicians could add new terms to the list, but then they also have to find the 
correct ICD code, what they usually dislike. According to the ‘law of energy 
minimum’ (roughly saying laziness) people neglect the updating process and simply 
use those terms that are already in the system. 
Another possibility is to produce a hierarchic browser, which does not allow the 
physicians to express clinical diagnoses directly. Instead they are guided by the 
browser through the hierarchy entirely until they arrive at a leaf of the concept-
tree, fitting sufficiently with the diagnoses arising in their mind [37]. This is a more 
advanced solution, but the drawbacks are similar. In both cases, the expressive 
power of human language is sacrificed. 
To preserve this expressiveness and flexibility the physicians have to be allowed to 
use their own language and computers should be able to represent their utterances 
in any required form, like coded entries. To achieve that, one way is the ‘natural 
language understanding’ approach. For this we should have a canonical 
representation capable to represent everything what can be uttered, and a natural 
language processor, which translates the language input to this canonical 
representation. I would call this a structural approach, since it is postulated here, 
that the language information can be expressed in formal structures. This is the 
aim of many projects throughout the world, like MENELAS [38] and GALEN 
[39,40]. The canonical representation is language independent, so it can be used 
anywhere, but the processing of the natural language strongly relies on the 
character of the different languages. 
For Wingert (in his early work [30]) and for many of his followers computer 
assisted coding is usually restricted to the problem of indexing alone. The question 
how to find the concepts to be indexed is disregarded. Recent experiments try to 
use discharge summaries as input information, and extract the concepts to be 
coded by natural language processing [38,41]. This can be helpful in avoiding 
errors of overlooked diagnoses. 
All methods based on natural language understanding are at least partially language 
dependent. It might be difficult to find resources for adaptation of such methods 
in small countries speaking a unique language. 
There is another way, which also allows physicians to use their language without 
restrictions, and maps the utterances into a computationally tractable space. This is 
what we call the statistical approach [42]. The underlying postulate here is that the 
appearance of words in a given text or expression is not a random event, but a 
semantically driven process. If this postulate is true the statistical analysis of the 
word occurrences might be used for mapping language information into a latent 
semantic space. This space is latent, because the language information does not 
have to be understood by the system, but it is semantic, because the ‘co-ordinates’ 
of a text in this space correlates with the semantic content of the text. 
The latent semantic approach is already used for a series of indexing tasks [43-45]. 
By its statistical nature the performance depends on the size of the samples, i.e. the 
length of the texts to be indexed. Medical discharge reports seem to be suitable but 
diagnostic statements might be not long enough (sometimes it can be a single word 
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only). Therefore the approach should be adapted for such short pieces of 
information. This statistical approach also seems to be useful for capturing implicit 
diagnostic information from medical reports, e.g. the term ‘insulin’ appearing in 
the discharge summary is likely to indicate diabetes, even when this diagnosis is 
missing from the explicit list of diagnoses. The adaptation of latent semantic 
methods is easier than natural language understanding methods. 
 

8. Discussion 
The framework of the coding process presented here is only one of the possible 
models. It can not be generalised to every medical coding system. The process of 
coding of surgical procedures for example might proceed differently. However, 
encoding always is a compound process consisting of several successive steps. 
Consequently any effort to improve the quality of coding should take into account 
the entire process and should not consider it as a single operation on the input 
information. 
I wanted to show that ‘correctness’ of an ICD code is not absolute. Correct coding 
depends on the environment and also for a large part on the purpose of the coded 
data. Consequently computer systems assisting the coding process have to be 
designed in a flexible way to be able to satisfy different uses. This means that not 
only the knowledge about diagnoses, diseases and the categorisation should be 
represented in such systems, but also some knowledge about the utilisation of the 
coded information. 
Both the structural and the statistical approach mentioned in this paper have their 
benefits and drawbacks. Their relation seems to be complementary and not 
exclusive. Still now it is not clear, how they will be able co-operate in the future. 
Since the patient record is the source of input information of the coding process, 
the spread and development of electronic patient record systems will open new 
perspectives in both directions. 
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Chapter III. THE CULTURAL HISTORY OF 

MEDICAL CLASSIFICATIONS 
Abstract: 
This chapter outlines the history of medical classifications in a general 
cultural context. Classification is a general phenomenon in science and has 
an outstanding role in the biomedical sciences. Its general principles 
started to be developed in ancient times, while domain classifications, 
particularly medical classifications have been constructed from about the 
16th-17th century. We demonstrate with several examples that all 
classifications reflect an underlying theory. The development of the notion 
of disease during the 17th-19th century essentially influenced disease 
classifications. Development of classifications currently used in 
computerised information systems started before the computer era, but 
computational aspects reshape essentially the whole picture. A new 
generation of classifications is expected in biomedicine that depends less 
on human classification effort but uses the power of automated classifiers 
and reasoners. 

1. Introduction 
This chapter outlines the history of medical classifications in a general cultural 
context. While classification and medical terminology is a hot topic of current 
biomedical informatics, our aim is to show, that nearly all problems we face 
currently originate from the past. The modern computer era however offers more 
efficient techniques although the principles of these techniques have been 
developed through many centuries.  
Classification is an essential issue in all scientific activity. Its importance is 
emphasised by R.A Crowson in his book titled Classification and biology. (Crowson 
RA, 1970) He argues, that it is often thought that the essence of science is to count 
or measure things. But before we could do so we have to select what we want to 
count or measure (and what not). And this distinction presupposes a classification. 
Indeed, all scientific activity requires a clear scope definition: a distinction between 
relevant and irrelevant phenomena. This distinction – either made consciously or 
unconsciously – is at least a dichotomous classification. But this is usually not the 
last step – even if the aim is not to classify the phenomena of the given domain. 
This is particularly true in life sciences. If someone – let say – wants to study the 
alimentary habits of frogs (either in a qualitative or quantitative way), it is necessary 
to classify the things in the world as frogs and non frogs. But the habit of one 
particular frog at a particular time is probably not a real scientific issue: science is 
more about the general rules than about particular phenomena. So we study the 
habits of a number of frogs. Then we realise that there are many different kinds of 
frogs, each kind probably having different habits: many different species, but also 
young and old, male and female ones etc. And now we are in the middle of the sea 
of the problem of classification:  
Which distinctions are relevant and which are not for an actual problem? 
Which distinctions are relevant in general? 
Which categories are real, which are arbitrary? 



 
 
 
 

Chapter III – Cultural history of classifications 

40 

Are we able to classify all phenomena correctly – are the categories well defined? 
Etc. 
This is no more the problem of a scope definition: we have to define classes within 
the scope of our research in order to properly interpret our observations. This is 
very characteristic to all life sciences, mostly due to the amazing variability of life. 
Medicine is no exception. Medical classification is not a solved problem, and 
perhaps never will be totally solved. Beyond the fact, that the rapid development 
of medicine reshapes classifications from time to time, it points to several 
philosophical, linguistic and logical problems. Philosophically it is related to the 
questions about the basic nature and structure of existence, the ontological nature 
of medical entities etc. The linguistic aspect deals with the naming conventions and 
the language used to describe medical phenomena, while the logical aspect is 
related to the problem of reasoning over medical facts.  
The goal of this chapter is to show that all problems around medical classification 
and terminology have historical roots. This history can be seen in a wider and a 
narrower context. A narrower context would focus on biomedical and health 
problems, while a wider context includes the development of the theory of 
classification in general. 
While we prefer the wider context, we do not want to provide an exhaustive 
description of the whole history of classifications and all cultural problems around 
it. Through selected examples we just want to show, that nearly all the problems 
we are facing now, already emerged in the past, and that the lessons learnt from 
this history can help to avoid traps in present and future development. This 
approach determines the structure of this chapter: first we want to describe the 
development of a general theory of classifications, pointing to the mentioned 
philosophical, linguistic and logical aspects. Then we will show how specific 
domain classifications emerged, particularly in life sciences. The third part of the 
chapter will go through the history of classifications in the medical domain while 
the fourth deals with current trends and achievements.  

2. Development of a general theory of classifications  

2.1. The beginnings 
We believe that classification, i.e. identification of discrete entities of the world and 
grouping them into categories, is an inherent property of human intelligence. In 
that sense the history of classifications is as long as the history of mankind. Later 
on, this inherent and often subconscious intellectual activity became subject of 
scientific investigation. The known history of this conscious investigation, the 
theory of classifications, started in ancient Greek philosophy. After the initial steps of 
Plato, Aristotle carried out foundational work by drawing up the principles of 
categorisation that are still more or less valid. Before his substantial work there was 
a lack of language necessary to describe the theory of classifications. The fifth 
book of Aristotle's Metaphysics (a series of his studies collected by his students) 
provides a vocabulary of fundamental notions, like principle, substance, quality and 
quantity, necessary and accidental properties, unity, identity, part and whole, etc. Many of the 
words e.g. category (κατεγωρια) used today to describe classifications were coined 
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by Aristotle. Perhaps his most influential work was the invention of the conceptual 
hierarchy: i.e. the structure that stems from the arrangement of existing things into 
species and genera (i.e. specific and generic classes). This structure serves as the 
basis of the definitions of entities by specification of a "genus proximum" and a 
"differentia specifica". It was recognised rather early that a superior category might 
have many different, partially overlapping subdivisions. To avoid confusion it is 
important to find proper 'differentiae' (properties that divide generic categories 
into non-overlapping subcategories). These differentiating criteria were called 
fundamentum divisionis (basis of division). 
The main goal of ancient philosophers was to make clear how the true nature of 
certain things can be defined and to find ways to understand the nature of being. 
None of the known ancient classifications gave an exhaustive, fully comprehensive 
representation of its domain, since there was no need for any practical use of 
classifications. The detailed classifications (e.g. the classification of animals 
developed by Aristotle) served as a test-bed of the theory (Ogle, 2001)  
In the 3rd century A.D. the Neo-Platonist philosopher, Porphyry wrote an 
introduction to Aristotle's Categories. This work is known today as Isagoge from the 
Greek word "Εισαγωγε" that means introduction. This work was discussed and 
rewritten in Latin by several early medieval thinkers, e.g. Boetius and Peter of 
Spain. The text is available in English translation by George McDonald Ross 
(Ross, n.d.) The Isagoge explains the basic notions of Aristotelian classification 
theory, such as individuals, species and genera. An illustration of this is known 
through Peter the Spain as "Tree of Porphyry". Its logical structure is shown in 
(Figure III-1)  
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supreme genus: SUBSTANCE

differentia:

material immaterial
genus

genus

genus

species

species

species

species

BODY SPIRIT

differentia

differentia

differentia

animate inanimate

LIVING MINERAL

ANIMAL PLANT

sensitive insensitive

rational irrational

HUMAN BEAST

individuals: Plato Aristotle Socrates

 
Figure III-1 The tree of Porphyry 

 
This early 'conceptual graph' provides a strictly dichotomous tree structure. Each 
category has exactly two "differentiae" that lead to two subcategories. The 
"differentiae" are attribute-pairs based on presence or lack of some property (e.g. 
rational – irrational, or material – immaterial, etc). Another important feature of 
the graph is that there is one single highest genus (i.e. the topmost category; the 
Substance). There are several layers of subordinate genera and the lowest category, 
called species: Human and Beast, have no further subcategories. Only individuals 
may belong to species. Except the topmost and the lowest categories all 
intermediate categories are genera of their subcategories and species of their super-
categories:  
 

"What has been said will become clearer if we consider just one category. 
Substance is in itself a genus, and under it there is body; under body, animated 
body; under animated body, animal; under animal, rational animal; under rational 
animal, the human being; and under the human being, Socrates, Plato, and all 
particular human beings. Of these, substance is so general that it can only be a 
genus, and the human being is so specific that it can only be a species; whereas 
body is a species of substance, and the genus of animated body. But animated 
body is also a species of body, and the genus of animal; and again animal is a 
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species of animated body, and the genus of rational animal; and rational animal is 
a species of animal, and the genus of human being; and the human being is a 
species of rational animal, but it is not the genus of any sub-division of humanity, 
so it is only a species; and anything which is immediately predicated of the 
individual it governs will be only a species, and not a genus. So, just as substance 
is the most general genus, being the highest, with nothing else above it; so the 
human being is only a species, and the lowest, or (as we said) the most specific 
species, since it is a species under which there is no lower species or anything 
which can be divided into species, but only individuals (such as Socrates, Plato, or 
this white thing). . ." (Ross, n.d.) 

 
These distinctions between types are often used even in modern medical and non-
medial classifications. The lowest level categories that have no subcategories just 
direct instances are called today 'concrete class', while all categories above this that 
have but indirect instances are called 'abstract classes', while the modern name of 
the supreme genus is 'top level category'. 
The strict dichotomy, i.e. each class must have exactly two direct subclasses with 
one and only one differentiating criterion, was a Platonic idea; As D. Ross points 
out Aristotle argued against this strict dichotomy in the 'De partibus animalium' 
(Ross, 1977). 

2.2. The Ars Magna 
The middle ages were strongly influenced by ancient Greek philosophers. Great 
thinkers of the scholastic period tried to synthesize this philosophical tradition 
with Christianity, but it was not a straightforward discipline. Perhaps the strangest, 
somewhat odd but obviously exciting example was the Ars Magna written by 
Ramón Lull (1235-1315). Lull (or Raymond Lully or Raymundus Lullus) lived in a 
religiously heterogeneous (Jewish, Islamic and Christian) environment, and 
wondered why the obvious truth of his own religion (Christianity) was not 
convincing enough for others. He thought that this must be due to the weakness 
of language, so he tried to invent a system that is able to represent all truth and 
reason in an obvious, convincing and language independent way.  
To achieve this goal, he tried to build up a structure of the ultimate general 
knowledge, onto which all other more specific sciences are built. Highly influenced 
by Aristotle, he sought the most general principles, to which all particular 
principles belong as parts of a whole. To structure this general knowledge, Lullus 
selected nine letters (from 'B' to 'K'), arranged them onto two disks, labelled with 
letters 'A' and 'T'. Each letter assigns one absolute, one relative principle, one 
question, one subject, one virtue and one vice as is shown in  
Table III-1. 
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General 
Principles 
Disk 'A' 

Relative 
Principles 
Disk 'T' 

Questions Subjects Virtues Vices 

B Goodness Difference Whether  God Justice avarice 
C Greatness concordance What angels  prudence  gluttony 
D Duration contrariety of what Heaven Fortitude Lust 
E Power Begin Why Man Temperance conceit 
F Wisdom Middle how much Imagination Faith Acidy 
G Will End what quality Senses Hope Envy 
H Virtue Major When Vegetation charity  Wrath 
J Truth Equal Where Elements Patience Lies 

K Glory Minor 
how, with 
what  Instruments Compassion inconstancy 

 
Table III-1 The Lullian alphabet 

 
The nine letters on disk 'A' refer to the nine absolute principles, the disk indicates 
them in both in noun and adjective form (goodness and good, wisdom and wise 
etc.), and all the nine letters are linked by connecting lines to all the others, forming 
a fully connected graph. (See Figure III-2) 
 

A

B

E
H

C

F

I
D

G
K

Goodness
Good Greatn

ess

Great

D
u
r
a
tio

n

D
u

r
a
b
le

P
o
w

e
r

P
o
w

e
r
fu

l

W
iadom

Wise

Will Willi
ng

V
ir

tu
e

V
ir

tu
o
u
s

T
r
u

th
T
r
u

e

G
lo

ry

G
lo

ri
ous

 
Figure III-2  The absolute principles 

 
The lines connecting each letter to all other letters refer to statements like 
Goodness is durable, Power is great, Greatness is powerful etc. The letters on the 
second disk are arranged in a different way, they form three triangles. This disk T 
depicts the relative principles, as is shown in  
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Figure III-3. 
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Figure III-3 The relative principles 
 

Each relative principle has different sorts. E.g. difference may exist between 
sensual and sensual, between sensual and intellectual, and between two intellectual 
things. These sorts are also indicated on disk T.  
Then Lullus creates a table containing all bi-grams (combinations of two letters) 
without repetition, irrespectively to the order or the letters. (Figure III-4) 
 

BC CD DE EF FG GH HI IK

BD CE DF EG FH GI HK

BE CF DG EH FI GK

BF CG DH EI FK

BG CH DI EK

BH CI DK

BI CK

BK
 

Figure III-4 The bi-grams 
 



 
 
 
 

Chapter III – Cultural history of classifications 

46 

The whole 6th part of the Ars Magna deals with that. The letters may refer either 
to general or relative principles, but to questions, subjects, virtues and vices as well. 
For instance BF means 36 different statements and one or two questions about 
each statement ('whether it is' and 'how much'). Let we see some examples:   
Statements: 
Goodness is Knowable; Wisdom is Good; Wisdom is Different; Difference is 
Good; Faith is good;  Faith has knowledge;  God is wise;  God is good;  God is 
different;  Avarice has knowledge;  Avarice is evil;   
Questions: 
Is goodness knowable? How knowable is goodness? How much knowledge does 
justice have? Is faith good? How wise is God? Is avarice evil?  
Lullus slightly modifies the meanings of the letters depending on the subject of the 
statements or questions, or in case of vices he changes sometimes the propositions 
to their opposite without any explanation. So God is wise, faith and avarice has 
knowledge, God and faith are good, but avarice is evil (why not good?). Lullus 
apparently admired the "combinatorial explosion" (the high number of possible 
derived meanings of just two letters taken from a set of nine), but he fails to 
achieve the real goal: to create a tool to discriminate false and true statements. He 
must sometimes violate his own rules to avoid combinations that are controversial 
with his belief.  
Further on he creates a third disk that consists of three coaxial wheels; each of 
them contains the nine letters. By rotating the three wheels independently, it is 
possible to generate all possible tri-grams (729 variations). Lullus extends each 
trigram using an additional letter 't'. The letters, preceding this 't', refer to the disk 
A, the following letters refer to disk T. So a trigram, e.g. 'bcd' can be interpreted in 
different ways: 'bcdt', 'bctd', 'btcd' and 'tbcd'. Lullus provides a table that lists all 
these possibilities. Still, the meaning of these 'codes' are not unambiguous, since 
the letters may refer to the disks, but also to the questions, subjects, virtues and 
vices, according the 'alphabet'. Lullus perhaps intentionally allows this 'flexibility'. 
  

"…each science has principles different from those of other sciences, the human 
intellect requires and seeks one general science with its own general principles in 
which the principles of all other sciences are contained as particulars of a 
universal that regulates the principles of other sciences so that the intellect can 
repose in those sciences by really understanding them and banishing all erroneous 
opinions. This science helps to establish the principles of all other sciences by 
clarifying their particular principles in the light of the general principles of this art, 
to which all particular principles belong as parts of a whole".  
(Dambergs, 2003) 

 
This is something like what we call in our days 'top level ontology. In spite of all 
peculiarities, the ideas of Lullus influenced many thinkers not only in his own age 
but through many centuries. He had followers and also serious opponents and 
perhaps parodists as well. Even today many people admire his work. John Sowa 
mentions him as the inventor of first device for automated reasoning (Sowa, 2000). 
His work is converted to a software application that allows studying his ideas 
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(Abbott & Dambergs, 2003). From our aspect, the following features of this work 
are important: 
Lullus used letters to signify concepts – in the same way as we use codes 
nowadays. However he used the same letter for several different entities, so his 
codes were not unique.  
He created a combinatorial system that is able to generate a number of complex 
entities (or statements) very similar to our combinatorial coding systems.  
He tried to formally discriminate true and false statements, or formally approve 
what he thought to be true. This is what we now do with reasoners that are able to 
make inferences on formally described statements. 
In a later work, the Arbor Scientiae (The Tree of Science or the Tree of Knowledge) 
Lullus drew up a categorial structure of all sciences and disciplines of his age. This 
treelike structure was based on the nine principles described in the Ars Magna. The 
structure is not a true tree structure in the geometric sense, but a lattice, since some 
of the branches or sub-trees cross over. (Eco, 1993) This is the problem of poly-
hierarchy that is also present in recent medical classifications. (The definition of 
poly-hierarchy is that it occurs whenever an entity has more than one super-
ordinate entities that are hierarchically not related to each other.) 
The efforts of Lull reappeared three centuries later in the work of Leibnitz, who 
himself studied Ars Magna thoroughly. 

2.3. The Real Character 
Further important developments can be observed in the work of Bishop John 
Wilkins (1614-1672): An Essay towards a Real Character and a Philosophical Language, 
published in London 1668 (Wilkins, 1668). 
The 'real character' is a writing system, in which all elements (each single character) 
have direct meaning, i.e. syntax and semantics have an unambiguous one to one 
relation. Wilkins was concerned not only about the variety of languages, but also 
about the alternations of the language over time. E.g. he compared many English 
versions of the Lord's Prayer as something that should be stable but it is not. After 
investigating the history of languages and language variations, Wilkins turns to 
study the history of letters, supposing that all alphabets originate from Hebrew. He 
states that there are less variations and differences in letters than in languages, 
because letters are much younger. Anyway, the variety of letters he thought to be 
an appendix to the curse of Babel. Then he mentions examples in which letters – 
just for brevity – are used to signify words instead of sounds. (Sort of shorthand 
writing) Then he continues: 

"Besides these, there have been some other proposals and attempts about a real 
universal character that should not signify words, but things and notions, and 
consequently might be legible by any nation in their own tongues" 
(Wilkins, 1668) 

This was the aim why he created his own system. To achieve this goal he thought it 
necessary to start from a generally accepted systematisation of the world, at least 
those things that are general, elementary entities. Once there is an unambiguous 
system of symbols that refer to these elementary things, the combination of the 
characters will allow representing all other entities. So the second part of his work 
has this title: 'Conteining a regular enumeration and description of all those things and notions 
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to which names are to be assigned'. This second part is a system of categories, that 
follows Aristotelian principles of categorizations and somewhat resembles the Tree 
of Porphyry. It starts from 40 top level categories, called genera arranged into a 
tree structure. These genera are subdivided into "differences" and further into 
"species" (The word 'difference' refers to 'differentia specifica' but often refers to 
the subcategory defined by the differentiating criterion, as it is the case here.)  
In total he had 2030 species. Wilkins tried to fix the number of "differences" for a 
genus to six (i.e. one category can have at most six subcategories), but he admits 
that this is sometimes not possible (especially in case of living beings), because they 
"are of too great variety to be comprehended in so narrow a compass." The species under each 
"difference" are arranged into pairs "just for better helping memory" The proposed 
hierarchy is much more complex than a simple three level tree: the top level 
categories are themselves arranged into a tree and many of the species also have 
subdivisions. Wilkins apparently tried to enforce an artificial structure on the 
system but recognised that reality often does not obey this.  
The third part of his work is titled 'Concerning natural grammar'. In this part Wilkins 
tries to set up a general grammar that is independent from each particular language 
but preserves all features that he thought to be common in all languages. This 
grammar gives a combinatorial nature to his system, and allows describing many 
more things than the 2030 entities covered by his categorial structure. This 
'grammar' conveys something that we currently call relations. E.g. this allows him to 
describe butcher as flesh + merchant, carpenter as wood + manufacture and 
mathematician as quantities + artist.  
The fourth part of his work deals with the writing system. Wilkins proposes 
actually two alphabets; the first is solely for writing, that contains unpronounceable 
symbols, the second is created for speaking, and contains Latin and Greek letters 
and diphthongs. It arranges consonants and vowels in such a way that it helps 
pronunciation. All of the characters are significant: either they signify a category or 
a grammatical construct. In the fourth chapter of this part Wilkins gives two 
examples of the usage of his language: he "translates" the Lord's Prayer and the 
Credo into this language, explaining the translations word by word.  
As an appendix, Wilkins included an alphabetical dictionary of approximately 
15000 (!) English words, that are either indexed to his "philosophical tables" (i.e. 
the system of his categories or grammatical entities), "or explained by such Words as 
are in those tables". Homonyms are indexed to different places according to the 
different meanings, as the following extract shows: 

 
Abolish. 

[a. Nothing] T.I.1.O. 
[Annihilate] AS.I.1.O. 
[Destroy] AS.I.4.O.Abate 
The letter 'a.' stands for 'active', i.e. the given meaning is a verb 
(makes something nothing)  

 
By this dictionary Wilkins tries to demonstrate, that his "philosophical language" is 
really able to express everything that is expressible in English.  
Beyond the important improvement (compared to Lull) that the codes of Wilkins 
are unique, he also discovered that codes can express the hierarchy of a system of 
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categories. This strategy of code value assignments is used today in e.g. ICD codes, 
the Read Clinical Classification (version 2) and versions 2 and 3 of SNOMED. 
This code value assignment has an obvious computational benefit (it is easy to 
decide if one entity is subsumed by another) but enforces a strict tree structure. 
Wilkins also drew up classification trees, trying to follow the principles of the Tree 
of Porphyry, but he could not help violating both the dichotomous principle and 
the tree structure: the same things appear several times even in the same table (in 
the same sub-tree). Once the principle of dichotomy is given up, the number of 
subdivisions of a single category might increase, but the strategy of assigning a 
single English letter to a subdivision leads to a restriction of the number of 
subclasses of a category, since in this way it is not possible to represent more than 
26 subcategories at a given node, since the English alphabet has no more letters.  
The principle of mutually unique codes has another drawback: any misspelling or 
typing error leads immediately to misunderstanding. (Eco, 1993) Natural coding 
systems, e.g. genetic code and natural language, are usually redundant and hence 
there is some degree of fault tolerance. (The use of check digits was not invented 
at that time of course, and would be of little help without using computers.) 
The system set up by Wilkins was quite large: navigation in the space of 2030 
entities in a paper based representation is difficult. And still – as he realised – this 
system was far from complete. In our modern time we also have to realise, that 
maintenance problems increase rapidly with the size of classifications, and 
completeness seems to be never achievable in building medical classifications. 

2.4. When to think will mean to calculate 
In the 17th century, two extraordinary scientists, Gottfried Wilhelm Leibnitz (1646 
- 1716) and Isaac Newton independently invented the infinitesimal calculus 
(differential and integral calculus). Both of them were polyhistors, working not 
only in various fields of mathematics but also in several scientific disciplines like 
philosophy, linguistics, physics and theology. A century before Charles Babbage, 
the 'father of computers', Leibniz developed a mechanical calculator that was able 
to multiply and divide. He was heavily influenced by the thoughts of Lullus, and 
was seeking for a better mathematical foundation of his ideas. A dream of Leibnitz 
was to eliminate all uncertainty from mathematical proofs, so that true and false 
statements could be distinguished in a formal way, simply by calculations. "To 
think will mean to calculate" he claimed. In order to achieve this, he proposed to 
decompose the whole knowledge into elementary entities and assign prime 
numbers to them. In other words, he used numeric codes, contrary to the 
alphabetic codes of Lullus and Wilkins. Complex entities can be coded by 
multiplication of the codes of their components. Following the idea of Sowa 
(Sowa, 2000) with some minor modification, let us take the Tree of Porphyry as an 
example and assign 1 to Substance and the subsequent prime numbers to the 
differentiae. We get the Table III-2 in this way. 
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SUBSTANCE 1 
Material 2 
immaterial 3 
Animate 5 
Inanimate 7 
sensitive   11 
insensitive 13 
Rational 17 
Irrational 19 

Table III-2 Prime numbers representing differentiae (after Sowa) 
 
Then HUMAN as a rational, sensitive, animate, material SUBSTANCE gets the 
code 2x5x11x17= 1870, while LIVING, as animate material SUBSTANCE is 
2x5=10, and PLANT as insensitive LIVING is 10x13=130. The benefit of this 
representation is that the truth of such statements, like "HUMAN is a LIVING 
being" can be investigated by division of the corresponding code numbers. Since 
1870 is divisible by 10, the statement is true. To investigate the statement 
"HUMAN is a PLANT" we have to divide 1870 by 110; the result is not a natural 
number, so the statement is false. This representation has the obvious benefit that 
it makes certain types of syllogism calculable. But, as Sowa claims, still many logical 
operations, such as implication and negation, can not be calculated in this way. 
Leibnitz had further concerns about his own invention. While Wilkins thought that 
due to the high number of entities, setting up a categorical system is a huge work 
that requires co-operation of many scientists, Leibnitz realised that not only the 
number of entities that have to be assigned is infinite, but any smallest piece of 
world is infinitely complex (Eco, 1993). Therefore he felt that the entirety of prime 
numbers is insufficient to represent the world. This view is not surprising for 
somebody who invented the infinitesimal calculus. Modern studies of human 
thinking do not confirm his concern unanimously. E.g. Sowa argues that all 
representations in our mind – even the representations of continuums are discrete 
(Sowa, 1984). If he is right, it is possible to map all concepts to natural numbers or 
prime numbers – at least theoretically. 
The idea of Leibnitz about the formalisation of thinking came back in 19-20th 
century mathematics in the form of formal languages, and especially in the work of 
Gödel, who showed the inherent limitations of the dream of Leibnitz.  

2.5. "Concept writing": Towards formal languages 
One of the most interesting aspects of the Ars Magna is that three components: the 
classification itself, the system of codes to denote categories, and the rules of the 
used "language" (i.e. the logic and reasoning) were present and developed 
simultaneously. After Leibnitz, these aspects became separated from each other. 
The first important steps towards formal languages were made by Gottlob Frege 
(1848-1925) with his Begriffsschrift (concept-writing); but this was only about the 
syntactic rules that enable the representation of the logical structure of any 
statement, and not about how the symbols denote concepts nor about how to 
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categorise of the concepts. The Begriffschrift contains the following four 
primitives only: 
 
├ p assert p 
┬ p  not p 
┬ p 
└ q if p then q 
 
   x    P(x) for every x P(x)  
 
These graphical symbols proposed by Frege are not in use today because of the 
difficulty to map them to spoken natural language. For instance the following 
symbol (See Figure III-5) stands for the simple statement that some men are tall, 
but must be read as  
"It is not true that if x is a man then x is not tall."     {S1} 
 

x tall (x)

man (x)
 

Figure III-5 Frege's concept writing  
 
In the recently used syntax of predicate calculus it is: 

∃x(tall(x)∧man(x)) 
that is to be read as:  

"There exist x, where x is tall and x is man."   {S2} 
Note, that {S1} and {S2} are semantic equivalents. 
 
The syntax evolved through the works of Peirce, Peano, Russell and others. We do 
not follow here this story in detail, but will return to formal languages when we 
discuss modern biomedical classifications. We also do not follow the philosophical 
chain of developing top level categories (the so called top level ontologies) that aim 
to provide a general framework, under which all classifications can be arranged in a 
consistent way. A summary of this story is given by Sowa (2000). Instead we turn 
to domain classifications. 

3. Domain classifications 
Domain classifications do not aim to represent the whole world or the universe of 
human knowledge, which was an obvious aim e.g. of both Lullus and Wilkins. 
Rather, domain classifications – as the term itself indicates – focus on a single, well 
described domain, e.g. plants, chemicals, minerals, diseases etc. Of course, such 
domain entities already appeared in many early general classifications, mostly as 
examples. From Aristotle through Lullus up to Wilkins, all philosophers built some 
domain classifications; biology, later medicine was a favourite test-bed for them. 
When early philosophers tried their hands on domain classifications, this was done 
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mainly to test whether their theory – on which the classification was built – suited 
the entities of the given domain.  
A real domain classification however is not only a restriction of the scope; at the 
same time such a classification aims to be comprehensive. They are designed for 
some practical use within the given domain, and to achieve this all entities of a 
domain should be classifiable, even if arbitrary collective categories ("not elsewhere 
classified") are used. In other words, the difference between top level (general) and 
domain classifications is not just the difference of their scope, but also the 
difference in purpose: general classifications aim at the proper understanding of 
reality, domain classifications aim at some practical use, often for some statistical 
data collection. This last point is especially significant for medical classifications. 
Domain classifications have been developed in a number of different fields. There 
are classifications both for natural and artificial things; e.g. minerals, clouds, poetry, 
folk music and transport vehicles. Now let us review some examples from biology, 
since historically they are the closest relatives of medical classifications.  

3.1. Carl von Linné 
Perhaps the first pure domain classification that satisfied the criteria mentioned 
above of which parts are even used today, was the system developed by Carl von 
Linné (1707-1778) known also as Carolus Linnaeus. He studied medicine at 
various European universities and was fond of plants. At that time botany was an 
integral part of medical curricula because of the wide use of medicinal plants. 
Linnaeus graduated and practised medicine, but his scientific work concentrated 
on the classification of living organisms, mostly of plants. Linnaeus is often 
referred to as the father of taxonomy. He arranged plants into a system of 
hierarchically arranged categories (taxa) following Aristotelian principles. Contrary 
to Porphyry, Linnaeus restricted the term 'species' to the lowest level categories 
and 'genus' to the first level above 'species'. (As we mentioned, for Porphyry all 
intermediate levels are genera of their subcategories and species for their super-
ordinate categories) The levels above genus were called Orders, Classes and 
Kingdom by Linné. While contemporary biology still uses this structure, the 
number of levels has been extended, by introducing Phyla, Superclasses, 
Superorders, Infraorders, Families, Superfamilies and Tribes.  
It was also the idea of Linné, that species should be named according to their place 
in the classification. This system of names he proposed is called the binominal 
nomenclature as the names consist of two parts: the first name denotes the genus and 
the second is used for distinguishing the given species from others within the same 
genus. This fits with the Aristotelian principle of defining things by the 'genus 
proximum' and the 'differentia specifica'. Linnaeus did not use any codes for his 
classification, but the proposed names refer to the place of the named thing in the 
hierarchy of the classes – similarly to many recent medical coding systems, where 
code values reflect the place of the category in the hierarchy. 
From Aristotle up to Linnaeus the systematisation of living organisms was based 
on the so called scala naturae, (the natural scale), a continuous chain of organisms, 
with humans on the top and the simplest living organism at the bottom. The 
ranking of this list of species was based on their complexity, and the different 
species were not arranged into classes. So this hierarchy was an exclusive hierarchy of 
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categories, like military ranks. A higher ranked category does not subsume the 
lower ones. In other words: the scala naturae was not a chain of generalisation-
specialisation. It was something like a disease classification in which diseases were 
arranged into a ranked list according to their seriousness.  
Contrary to that, the Linnaean system (published in several editions of his Sytema 
naturae) was an inclusive (subsumption) hierarchy that had two important features that 
followed Porphyry's principles: (1) The structure he proposed was a strict tree 
structure. (2) He tried to find a "diagnostic criterion" i.e. a sufficient and necessary 
condition for the membership of each taxon (category). The hierarchical tree 
structure he proposed had some weak points: it failed to represent hybrid species 
that inherit essential properties of two independent species. This is the poly-
hierarchy problem that frequently occurs in many classifications and often disturbs 
developers of classifications even today. Before the age of computers it was a 
source of technical difficulty, since a poly-hierarchy is hard to represent on paper; 
nowadays it is a modelling challenge.  
Another weakness of the Linnaean taxonomy is that it can not explain the 
phenomenon that features characteristic of a genus ("diagnostic criteria") 
sometimes are missing from certain species (or subordinate genera) of that genus. 
E.g. fleas are pterygote insects with no wings, whales are mammalians with no hair 
etc. (Panchen 1992). This is what biologists call polythetic taxa.  
The essence of the Linnaean "revolution" was the move from a ranked scale to an 
inclusive hierarchy. The basis of this step was a scientific theory saying that 
biological species show not only different levels of complexity but show common 
essential properties and these properties constitute a reasonable basis for 
classification.  

3.2. Developmental theory and the classification of species 
In 1859 the publication of the 'Origin of species' by Charles Darwin (1809-1882) 
resulted in an immediate outbreak of a revolution in biology, not only in the sense 
of rapid development but also in the sense of a heavy fight between supporters and 
opponents of the theory. While Darwin was a diligent observer who himself 
collected many facts supporting his theory, most– if not all – of his statements 
were already stated by different researchers. In the introduction of his work, he 
lists 34 researchers that contributed to his theory. His ultimate merit was the 
careful selection not only of the facts but also of the contemporary scientific works 
that could be arranged as mosaic pieces into a whole and consistent picture. 
Darwin's theory served as a new principle of the whole biological classification.  
The natural diagnostic criterion of a taxon became: having an ancestor in common. 
But this is not necessarily a visible, intrinsic property: it hardly can be established 
just by investigating visible features of existing living organisms, but requires 
knowledge about the phylogenesis. (Nowadays the sequencing of the DNA can 
essentially contribute to this research, but Darwin could not even dream of it.) 
Phylogenetic inheritance is different from the inheritance of object properties 
along ontological hierarchies: descendants of a species may loose essential 
properties (necessary conditions) of their ancestor (see the problem of polythetic 
taxa of Linnaeus); different descendants may loose different essential properties, 
but still belong to the same taxon due to having common phylogenetic roots. 
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Contemporary classification of species in biology is still based on Darwinian 
principles; just it is more and more based on the analysis of DNA sequences today. 
However in many cases biologists are increasingly concerned about the definition 
of species. The classical definition says that individuals of the same species are able 
to interbreed producing reproductive descendants. This definition hardly can be 
defended in case of micro-organisms, like bacteria. On the other hand there are 
some examples of interbreeding individuals from different species that are able to 
produce reproductive descendants  
From our perspective three important lessons have to be learned from the history 
of the biological classification of species. 
1) As was shown, developments in biology reshaped the biological classifications. 
All biological classifications reflected the contemporary theory of life.  
2) An important step in the development of biological classification was the 
introduction of an inclusive hierarchy instead of an exclusive rank of species.  
3) The pattern of classification itself – a mere geometrical structure - reflects a 
basic philosophical view of the world. There are two basic patterns of inclusive 
hierarchies: logical division and clustering 
Logical division (e.g. the Tree of Porphyry) starts from some unity: i.e. a generic 
top level category, the "summum genus". Then this unity is gradually divided into 
smaller and smaller subcategories according to strict rules of sufficient and 
necessary attributes that are inherited by all subsumed classes; until finally we arrive 
to unique individuals or instances.  
Clustering moves in the opposite direction. It starts with the observation of 
individuals and seeks for groups of individuals that share common properties. On 
that basis it defines classes, and then – still based on common properties – several 
classes are merged into superclasses, etc until we arrive at a supreme class that 
covers all observed individuals of the domain of interest. 
In principle these two approaches may lead to the very same categorial systems. At 
first sight one can imagine a third classification pattern. This is the pragmatic 
classification. E.g. things that require a certain action could be classified into one 
category, regardless of their properties. This is important for us, since medical 
classifications are not so much theory-driven, but pragmatically oriented. But if it is 
true that certain different things really require the same action, then there must be a 
theory that explains why this is the case. And this theory will show what is 
common in those apparently heterogeneous or dissimilar things. Exactly in the 
same way that the theory of evolution explains what is common in dissimilar 
species belonging to the same taxon.  

4. Development of medical domain classifications 

4.1. Ancient time 
Undoubtedly early physicians tried to categorise diseases. But no trace of a real 
ancient medical domain classification was found in the literature. None of the 
known works of Hippocrates – the most famous ancient physician who lived 
about two centuries before Aristotle – concentrates on classification. Neither his 
ancient followers like Galen worked heavily on disease classification.  
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The known history of medical domain classifications begins in the 17th century 
with the classification of diseases. Other medical domain classifications 
(procedures, drugs, medical devices, etiologic agents, social factors, etc.) were not 
developed until the 20th century.  

4.2. John Graunt and the London Bills of Mortality 
During the early 1600-s around the great plague epidemic in London, it was 
decided to collect systematically data of all death cases. Some periodic data 
collection was started in 1592, but it became continuous about ten years later. The 
obvious reason was early detection of a plague epidemic outbreak. It was quite a 
challenging enterprise at that time, since there was not enough medically trained 
personnel. Moreover there were no practical or theoretical foundations or any 
guidelines how to do such things. Practically the work was done by so-called 
searchers, usually women, nominated at each parish. They had to examine all 
corpses to decide what the person died of. They had no predefined list of diseases; 
neither were they medically educated. No wonder that some of the recorded causes 
were really odd. The records they made were collected by each parish and 
published in print weekly as the London Bills of Mortality for more than a century. 
(Greenberg, 1997) 
John Graunt, (1620-1674), later often referred to as the father of demography, 
analysed the data published in the Bills. His study entitled Natural and Political 
Observations (made upon) the Bills of Mortality was first published in 1662. In 
this work he presented a number of substantial observations based on the analysis 
of the figures of the Bills. E.g. he tried to estimate the proportion of live-born 
children dying before the age of six. At that time the Bills of Mortality did not 
record the age at death of the person. He defined a set of causes that he supposed 
never occur after the age of six and another set of causes that he supposed to 
occur under six in half of the cases. With these postulates he was able to calculate 
the approximate proportion of young children who died. Whether or not such an 
approach can be justified, the idea, that such data can tell more about a population 
than what is directly expressed by the numbers – is obviously interesting. This is an 
early example of the reuse of information: data collected for one specific purpose 
was used for another. Later investigations revealed that Graunt's estimates were 
quite good. (World Health Organisation, n.d.) He also observed that the number 
of deaths due to other reasons than plague also increased during periods of a 
plague epidemic. This was surprising and conflicted with what everyone would 
expect. Graunt concluded that deaths due to plague was significantly 
underreported. Other sources confirm that families of persons died of plague often 
bribed searchers to report death due to something else to avoid being locked up in 
their house. By analysing the numbers Graunt was able to estimate that the 
number of death due to plague was 25% higher than reported. Then he concludes 
that the true number of plague deaths could not be defined without reporting all 
diseases. "A true Accompt (=account) of the Plague cannot be kept, without the Accompt of 
other Diseases" and also that "The ignorance of the Searchers [is] no impediment to the keeping 
of sufficient, and useful Accompts." A facsimile of the original edition can be found on 
the web (Stephan, 1996) 
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These early experiences highlight two important aspects of disease classifications 
that are relevant even today – needless to say in a very different form.  
One aspect is the lack of knowledgeable personnel. In that time it concerned the 
lack of medical knowledge and the low number of trained physicians; today the 
problem is that in many countries there is a shortage of professionals that are 
knowledgeable in the theory of classification and medicine (at least in nosology) as 
well. Nosology comes from the Greek word νοσος (nosos = disease). It means a 
branch of medicine that deals with the classification of diseases.  
The other interesting problem was that financial incentives distorted the data: 
searchers were paid for not making records of plague. Even today there is a huge 
literature of the distorting effect of financing incentives, especially with case mix 
based systems. See (Hsia, Kurshat, Fagan, Tebbut & Kusserow, 1988), (Hsia, 
Ahern, Ritchie, Moscoe, & Kurshat, 1992) and many others. 
We can also learn from Graunt, that under certain conditions, data are reusable, 
and also that important and reliable observations about a population are possible 
even if the data are seriously distorted at the individual level. 
The London Bills of Mortality practically lacked any theoretical, scientific 
foundation. Today it is difficult to judge how effective this system was in 
preventing plague epidemics. We just have to stress that classification in medicine 
is not a purely academic exercise. The question is not merely how to describe or 
categorise the reality. Classifications in medicine are tools used for interventions 
that improve the health of the population.  

4.3. Development of the notion of disease in the 18th century 
The naïve, layman approach to disease suggests that diseases are entities that can 
be named. But this was not always thought to be obvious during centuries. 
Consider that we do not necessarily name situations when our car or computer 
brakes down. Similarly it is not self evident that various conditions that are 
considered as illness of our body should have names. During the history of 
medicine various theories emerged that did not consider diseases as defined or 
definable entities. The so called 'Galenism' explained all diseases as a disturbance 
of the balance of the four humours (blood, bile, phlegm, and choler) and the four 
qualities: heat, cold, wet and dry (corresponding to the four elements: fire, air, 
water, earth). According to this theory, diseases are not distinct, identifiable 
"things" but rather some degree of a process that does not display well defined 
forms. E.g. fever was thought to be a consequence of excess of hot fluids. Just as 
extreme weather conditions, floods, drought periods, storms usually do not have 
specific type-names, similarly disease-types in this view do not require names. 
Miasma theory explained diseases as consequences of some imbalance of the air 
and these conditions again hardly could be classified into named entities. Such 
views were strong amongst academically trained physicians through medieval and 
early modern centuries. A more evidence based theory developed slowly.  
In the second half of the 17th century the famous English physician Thomas 
Sydenham was seriously concerned about the inefficiency of contemporary 
medicine. He stated that instead of wasting time with studying the basic sciences of 
medicine (at this time anatomy, physics, chemistry and botany) physicians ought to 
spend most of their time at the bedside, and make direct observations about the 
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nature of diseases. He suggested that diseases 'were to be reduced to certain and 
determinate kinds with the same exactness as we see it done by botanic writers in their treatises of 
plants' Sydenham considered diseases as entities having definite properties, in 
alignment with the naïve approach. As he continues:  

 
Nature, in the production of disease, is uniform and consistent; so much so, that 
for the same disease in different persons the symptoms are for the most part the 
same; and the self-same phenomena that you would observe in the sickness of a 
Socrates you would observe in the sickness of a simpleton. 
Cited in (Fischer-Homberger, 1970) 

 
But his view was not unanimously acknowledged by the scientific community at 
that time. The whole period was characterised by the co-existence of contradictory 
theories. Besides Galenism, another important theory was contagionism. As early 
as in 1546 Girolamo Fracastoro published his theory of epidemic diseases that he 
thought to be caused by small particles that could be transferred from one patient 
to another. Beyond that, he supposed that these 'spores' are specific to the given 
type of epidemic disease; hence plague can cause only plague, small pox only small 
pox etc. But the debate on Galenism, contagionism, miasma theory and some 
other theories (like iatromechanism, that considered the human body as a 
mechanical machine) continued for centuries, and even at the time of the plague 
epidemic in Marseille in 1720 many did not believe that plague was contagious 
(Delacy, 1999). 
Nearly one century after Sydenham, in the midst of the 1700s, – among others – 
three highly respected physicians tried to follow Sydenham's recommendation to 
create taxonomies of diseases in the same or similar way as botanist did with 
plants.  
(1) François Bossier de Lacroix, alias Sauvages (1706-1777) first published 
anonymously his Nouvelles Classes de Maladies in 1731, and about 30 years later a 
more elaborated version entitled Nosologica Methodica (1763). Its full title was 
Nosologia Methodica Sistens Morborum Classes, Genera et Species, juxta Sydenhami mentem et 
Botanicorum ordinem. In this work he grouped 2400 diseases into 315 genera, 44 
orders, and 10 classes. (Lesh, 1990)  
(2) Carol von Linné (1707-1778), who had good contact with Sauvages, also 
published a classification called Genera Morborum (1759, 1763) that was strongly 
founded on Sauvages' work. Linné listed more or less the same diseases, but 
classified them differently into 325 genera and 11 classes.  
(3) Some year later in Scotland, William Cullen published his Synopsis Nosologicae 
Methodicae (1769). This was an integrative work of the several previous taxonomies 
(including Sauvages and Linnaeus) and Cullen's own classification. The latter 
entitled Genera Morborum Praecipua Definita. This work was published several times 
in Latin, and in English and in a number of European languages, the last time as 
late as in 1823. We show with the example of Linné's Genera Morborum, how such 
'botanical classifications of diseases' were constructed. 
An edition of the Genera Morborum from Italy is available electronically (Linneaus, 
1776). In this edition he classified 325 diseases into a three level hierarchical 
structure that has eleven supreme categories. All the diseases are assigned serial 
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numbers. These code numbers form a continuous series that does not reflect the 
hierarchy. Each classified condition has a short symptomatic description (informal 
definition). These descriptions are often cross-referenced: a description of one 
condition uses another one. E.g. Cholera is defined as a combination of vomiting, 
diarrhoea and colic. These cross-references are made explicitly by indicating the 
numbers of referenced entities.  

 
50 Colica 
Intestini dolor umbilicalis cum torminibus  
…. 
183. Vomitus  
Rejectio ingestorum convusliva  
… 
186. Cholera  
vomitus .183. cum diarrhoea .187. colica .50. 
187 Diarrhoea 
dejectio faecum liquidarum frequens 

 
So the Genera Morborum can be seen as a hierarchical mono-axial cross-referenced 
coding system of the diseases. It is not a mere tabular list of the diseases known at 
that time, because all the conditions are defined by symptomatic criteria. (This 
latter feature is something that we even miss in today's form of the ICD!) The 
Genera Morborum was merely a scientific enterprise. We are not aware of any public 
health usage of it. This also seems to be true for the Sauvages' Nosologia Methodica. 
Their purpose of classification was to improve efficiency of medical treatment by 
better understanding the nature of diseases:  

 
It was not only hoped that a working therapy would evolve from a systematic 
nosology of diseases; it was also hoped that such a nosology would facilitate 
communication between doctors and thus be of didactic use.  
(Fischer-Homberger, 1970) 

 
The latter point became more important. As she continues:  

 
The significance of the communicatory value of nosology is, for instance, clearly 
stressed by Vincenzo Chiarugi (1759-1820), the nosologist of psychiatry. In the 
introduction to the systematic part of his work he wrote that considering the 
prevailing uncertainty and confusion in matters of terminology, it seemed 
necessary to establish a set of terms with which everyone would associate the 
same meanings. And Johann Peter Frank (1745-1821), although considering 
nosological systems as such to be worthless from a scientific point of view, 
nevertheless conceded that 'they make medical language accessible to the most 
diverse nations from pole to pole'. 

 
We have to note, that this was the time when the language of science slowly turned 
from Latin to national languages. Anyway the goal to make medical texts 
intelligible regardless of nationality and mother tongue is something what we can 
read in many recent works on the interoperability of health information systems. 
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None of these three classifications were maintained further in the following 19th 
century, which was the century of pathology. Autopsies became more and more 
common, the dissection of corpses was performed not to study the normal 
anatomy – since this was already well known at the time – but to study the 
pathological alterations causing death. Medical observations were not anymore 
restricted to the surface of the body. This was the time, when Semmelweis made 
his influential observations about the death of women due to puerperal sepsis that 
was caused by the fact that physicians and medical students performed autopsies 
and treated patients without disinfection. Disinfection hand washing improved the 
development of surgery and this achievement in turn revealed many observations 
on internal changes of the body under living conditions. Instead of observing 
external symptoms it became possible to observe the internal pathological 
alterations that explain the external symptoms and characterise the various 
diseases. Botanic type classifications that were based on observable superficial 
properties of diseases were no more the interest of physicians. In the light of 
pathology it became clear, that many of the 'diseases' listed in the 18th century 
classifications were only symptoms that could be caused by a number of diseases, 
often rather different ones. At the same time, the medical profession started to 
specialise, and classification of diseases slowly became an enterprise of public 
health physicians instead of clinicians. Public health – at that time – was mostly 
concerned with mortality statistics. 
So far we have seen two different and more or less independent threads in the 
history of disease classifications:  
The early mortality statistics required a classification of causes of death. This 
practical goal was apparently different from the goal of those philosophers who 
founded the principles of the theory of classifications. It was not about 
understanding the nature of the existence or the metaphysical status of entities, but 
to provide a basis for statistical analysis in order to study and improve public 
health. In that sense, medical (diagnostic) classifications are different from other 
domain classifications: they are used to provide evidence of need for intervention.  
The other thread seems to be a continuation of the work of philosophers; it was a 
scientific enterprise even in lack of a suitable theory of diseases that could be used 
as a foundation of the classification. The Genera Morborum and the Systema Naturae 
are very similar in the sense that both are based on observable properties that in 
lack of a proper theory did not lead to a rigorous and consistent classification. 
Linné's botanic classification is still respected today, while all similar botanic 
enterprises of that time and all its contemporary disease classifications have been 
forgotten. The reason of this perhaps is that Linné was lucky enough to find and 
select observable properties for plants that later became explained by phylogenetic 
facts, so many of his taxa are still valid, while other botanic classifications were not 
so lucky. And nobody was lucky enough to find categories of diseases that could 
remain defendable in the light of the inventions of the next century.  
The two threads gradually converged in the history of ICD, the International 
Classification of Diseases, but even up to now did not result in a fully satisfactory 
solution. 
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4.4. The roots of ICD from the 19th century 
From the 19th century on statistics – including health statistics – became more and 
more official: institutions and organisations were established in various European 
countries and in the States to collect and publish statistical demographic and health 
data. One of these institutes was the General Register Office of England and 
Wales founded in 1837. The head of this office – the Registrar General – was 
obliged to present a report to "both houses of Parliament by Command of Her 
Majesty" on births, deaths and marriages. The first report that covered the second 
half of the year 1837 was published in 1839. (Farr, 1839). This report contained 
several appendices, one of them was written by William Farr (1807-1883) the first 
health statistician of the Register Office. This appendix was a letter to the Registrar 
General, containing many valuable observations on the mortality data presented in 
the report. From our point of view the most important observation is that Farr 
realized that the usefulness of mortality statistics strongly depends on an 
appropriate nosology. He gave a short summary of nosology from Sauvages to 
Cullen and up to his contemporary nosologists. He demonstrated that there are a 
number of different nosologies sometimes differing from each other essentially 
only in the number of classes, but sometimes differing in the principal 
"fundamentum divisionis". Most often, the main differentiating criterion is the 
localization of disease, but sometimes it is the severity of disease, the underlying 
pathological process or even the typical age of onset of the disease. Farr criticised 
all these classifications and proposals from the point of view of mortality statistics, 
and pointed out that the Cullen classification that was then in general use in public 
services became outdated because of the substantial development of pathological 
anatomy since the time of Cullen. Then he introduced the notion of 'statistical 
nosology', i.e. a nosology that suits the requirement of population studies and 
mortality statistics. His principal "fundamentum divisionis" was the 'mode in which 
diseases affect the population'. In that sense he discriminates three basic classes of 
maladies: (1) contagious diseases either endemic that prevail in particular localities, 
or epidemic that spread over countries and (2) sporadic that arise in an isolated 
manner and originate internally from the body and (3) violent causes of death 
caused by external agents: injuries or poisoning. (The term 'sporadic' means that 
the cases appear independently from each other; sporadic diseases are usually but 
not necessarily rare.) Figure III-6 illustrates the proposed structure (using 
somewhat modernised terminology)  
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Fatal diseases
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Figure III-6 The structure of "statistical nosology" proposed by W. Farr 

 
As the figure shows, he classified sporadic diseases according to their anatomical 
localisation. 
Farr paid attention not only to the structure of classification but also to the terms 
used to identify the categories. He did not use numbers or any sort of codes to 
designate a class.  
Another concern of Farr was that primary disease causing death often was 
mistaken for its complications. The problem of selecting one and only one 
principal cause of death – which is medically not always sensible – will be 
discussed later when we will describe the coding rules of ICD. 
In the 19th century health statistics became an international issue. This fact also 
emphasized the importance of a standard nomenclature. The first International 
Statistical Congress (Brussels) in 1853, decided to request Farr and Marc d'Espine 
to prepare an internationally applicable, uniform classification of causes of death. 
Even at that time standardisation was a difficult enterprise: at the next Congress 
(Paris 1855) Farr and d'Espine presented two independent and conflicting lists. 
These two lists reflected two different views. Farr put emphasis on anatomical 
localisation, while d'Espine classified diseases according to their "nature", i.e. 
according to their appearance, observable properties (gout, bleeding, etc). As we 
already stated, each classification reflects some theory. Farr's classification reflects 
a theory that says that disease is a structural or functional alteration of a body part. 
d'Espine's theory put more emphasis on the symptoms. He thought bleeding, for 
instance, to be an entity independently to the site of bleeding. The Congress 
adopted a compromise of the two proposals. I do believe that this compromise 
had serious consequences for the structure of ICD that is present even today: still 
there is no clear "fundamentum divisionis" in ICD, the uppermost division (into 
chapters) is still a mixture of anatomical, etiological and pathological division. In 
the later revisions of ICD, Farr's approach became dominant. But Farr himself was 
not quite consistent: his basic categorisation consisted of five groups: epidemic, 
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general (systemic), local, developmental diseases and consequences of violence. 
(Note that this proposal of Farr was somewhat different from what he described in 
his first letter to the Registrar General.) Only the third group was really classified 
according to anatomical manifestation. This classification was adopted and 
updated several times by the International Statistical Congress, but never became 
unanimously accepted.  
The International Statistical Congress was later succeeded by the International 
Statistical Institute. This organization established a committee in 1891, led by 
Jacques Bertillon (1851-1922), charged with the task of preparing a classification of 
causes of death. We have to emphasize the importance of the fact that from this 
point on the construction of the classification was not a work of one single expert: 
the elaboration of the classification was done by a committee, which necessarily 
represented different views, philosophies and interests, and always led to some 
compromise.  
The Bertillon committee composed a list of causes of death that predominantly 
reflected the list used in Paris (since Bertillon was the Chief of Statistical Services 
in the city of Paris), but it also was a synthesis of different national classifications 
used in England, Switzerland and Germany. Actually the committee created three 
classifications: a shortlist consisting of 44 entities, a medium list of 99, and a full 
list of 161 causes. It is not clear from the literature, whether these three lists 
formed a hierarchy, where the shortlist contained the top level entities, and the 
others consisted of their subdivisions. It is also possible, that the shorter lists 
simply disregarded the less important causes or collected them into some "other" 
garbage categories. In any case this system reflected the fact, that different 
questions (different problems in health care) require different levels of granularity. 
The Bertillon Classification of Causes of Death was accepted by the meeting of the 
International Statistical Institute in Chicago in 1893. Up to his death in 1922 
Bertillon was involved in several revisions of the system that became more and 
more accepted and widely used in many countries. The need for revision from time 
to time was obviously motivated by the growing number of improvements in 
medicine. On the other hand, stability of a statistical classification is crucial in 
order to obtain comparable data over time (backward compatibility). Following the 
proposal of the American Public Health Association, the International Statistical 
Institute decided on decennial revisions.  
After the death of Bertillon, the Health Organisation of the League of Nations – 
the ancestor of the WHO of the UN – had taken more and more interest in 
classification, (not only in mortality but more and more in morbidity). The work 
was therefore continued by a so called "Mixed Committee" consisting of 
representatives both of the Health Organisation and the International Statistical 
Institute. For a relatively long period classification of causes of death and disease 
classifications (mostly for hospital statistics) had been developed more or less 
separately. In 1856, in his sixteenth Annual Letter to the Registrar General, Farr 
himself proposed to extend his system to diseases that are not fatal but causes 
public health problems. At the first and second International Conference for the 
Revision of the Bertillon Classification (1900, 1909) a parallel list for morbidity 
statistics had been adopted. Non-fatal diseases were represented as subdivisions of 
certain categories of causes of death. But these early experiments did not result in 
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an internationally accepted, satisfactory morbidity classification. Therefore a 
number of national classifications emerged, until finally, the World Health 
Organisation (WHO), founded after the Second World War created the first 
proposal of the International Classification of Diseases, Injuries, and Causes of 
Death, as the sixth revision of the Bertillon classification. The accepted 
classification was supplemented with an alphabetic list of disease names and a 
manual that described the coding rules. Even in very common and simple cases 
more then one code may apply to describe different aspects of that case. Therefore 
it is necessary to define certain rules that explain how to select the single 
statistically appropriate "principal diagnosis" code for each case.  
One may wonder why one and only one principal diagnosis is allowed for a case, 
since one person might suffer from several lethal diseases and there are no evident 
rules to find out which of them actually caused death. The traditional way of 
thinking in mortality statistics was apparently the following: There is a total 
number of deaths in a given population in a given period of time. This number can 
be broken down according to different attributes like age, gender and cause of 
death. Of course, we expect that the number of male and female death cases 
should be equal to the total number of death cases. Similarly the sum of the death 
cases due to all causes is expected to be equal to the total number of death cases. 
To extend the list of causes with combinations of diseases could be a theoretically 
possible solution, but a list containing all possible combinations would be too long 
and unmanageable in paper based systems. This is a good example of the serious 
difference between clinical and public health views. Today when we more and 
more often speak about reuse of clinical information, we have to be aware that in 
many cases there is no easy and straightforward way from clinical records to public 
health information. 
Through the following revisions, ICD became a more and more comprehensive 
system, while some of the features of the original structure were still preserved. In 
spite of all the constructional problems the coding system became more and more 
widely used, not only for the original purposes, but for many others, ranging from 
clinical data management through resource allocation, financing, reimbursement to 
health policy decision making.  
This expansion of uses generated a need for a much more detailed representation 
than necessary for health statistics both at an international or national level. Since a 
fine grained system would not be suitable for statistical purposes, the ninth 
revision introduced an additional hierarchical level: all statistically relevant entities 
are represented by a three digit code while finer distinctions can be made as 
subdivisions, using the fourth (or for some categories even an optional fifth) digit. 
The former (7th and 8th) versions used basically three digit codes, and only a part of 
the three digit items were subdivided using a 4th digit character. The so called dagger 
asterisk notation is also an invention of the 9th edition. This notation is used to 
cross reference items from different chapters representing the anatomical and 
pathological categorisation of the same disease. This enables to describe conditions 
by combined codes, but still keeping the rule that only one principal cause of death 
(or one principal disease in case of morbidity statistics) is allowed. This issue goes 
back to the dispute between Farr and d'Espine about the organisation principle. 
Unfortunately this dagger-asterisk system did not lead to a consistent 
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combinatorial solution. Daggers are used to mark codes that describe etiology or 
pathology aspect, while asterisks are used to mark codes that describe the 
localisation of the disease. But these marks are applied only in a limited number of 
the cases where ICD allows combining codes. Even in such cases the allowed 
combinations are strictly defined. E.g. the first chapter of ICD describes infectious 
diseases. This chapter contains a whole section for tuberculosis from codes A15.0 
to A19.9. The entities listed here contain some information about the localisation 
of the disease and also about the diagnostic method. For instance A15.1 means 
'Tuberculosis of lung confirmed by [bacteriological] culture only'. Some of the 
codes in this section are marked with a dagger. E.g. A17.0 means 'Tuberculous 
meningitis' and it is allowed to combine with G01 that stands for 'Meningitis in 
bacterial diseases classified elsewhere'. Note that in case of A17.0 the specification 
of the diagnostic method is missing. A17.0 is not allowed to combine with 
anything else then G01, but this combination says nothing more than A17.0 alone. 
On the other side, G01 (that is marked with an asterisk) is allowed to be used in 
combination with a number of codes. Some of them are reasonable combinations 
(e.g. A69.2 + G01 means Lyme meningitis while A69.2 means Lyme disease only 
without specification of the localisation), but some are not (A39.0 + G01 means 
meningococcal meningitis, but A39.0 alone means the same). So instead of offering 
a freedom for the users to select codes that describe the infective agent (and the 
diagnostic method if necessary) and combine it with codes describing the 
localisation, the allowed combinations are 'printed in the stone' in advance, and 
carry very few or no information. (These examples are taken from the currently 
used 10th version, but the problem in the 9th version was the same.) 
Around the development of the 9th version it was recognised that important 
aspects of diseases are not reflected in ICD at all. To overcome this shortcoming, 
additional classifications (e.g. for functions and disabilities, for morphology of 
tumours, for medical procedures) were proposed. 
The current version of ICD is the tenth revision that preserves the above 
mentioned hierarchy and realises that health statistics may go further than mortality 
and morbidity: sometimes there are conditions where a person may require some 
health service without having an illness. These conditions are also included in ICD-
10. (E.g. Pregnancy or being in contact with a patient having infective disease)  
The development of ICD is described in a document published by WHO (World 
Health Organisation, n.d.) 

5. Current issues in medical classifications 

5.1. Computers step in 
Computers reshape our life nearly in all aspects. This is particularly true for 
medical classifications. A number of constraints arose in the past from the 
limitation of paper based information management. Enforcing tree structures to 
avoid multiple inheritance and the need of a single principal cause of death are just 
examples. But the traditions inherited from the past are strong, and changes come 
slowly. We are not at the end of this story. Until now, the use of computers 
reformed medical classifications in the following ways: 
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a) Classifications increased in number, and extended in scope. From the midst of 
the 20th century more and more medical domains (procedures, laboratory concepts, 
social conditions, medical devices, drugs etc.) were classified. Wikipedia currently 
lists more than 20 medical classifications under the title 'medical classifications'. 
And this is obviously not an exhaustive list. (We provide a brief of internet 
resources related to current medical classifications in the appendix.) These 
classifications often overlap because there is no universally accepted, universally 
suitable coding system in the medical domain. This is partially a consequence of 
the lack of a general theory of medicine. However, contemporary classifications are 
not theory-driven but practically oriented: various classifications have been 
developed to serve various practical needs. 
b) The use of classifications became manifold. While early classifications were used 
nearly exclusively to create statistical tables (perhaps additionally for educational 
purposes) in the modern health care systems coded data are often re-used for a 
number of purposes, e.g. for financing, quality assurance, policy making, medical 
decision support, document and information retrieval etc.  
d) Classifications increased in size. Computers made them more easily manageable, 
so much larger classifications could emerge. This also means that the granularity of 
coding systems became more and more fine-grained: nomenclatures emerged. 
Before the age of computers, very detailed coding systems were useless due to their 
inconvenience of use. 
e) Large combinatorial systems emerged. While a vision of a combinatorial coding 
system already appeared in the work of Lullus, before the age of computers such 
systems could not spread and develop because of their inconvenient use in paper 
based systems.  
The idea of a two-axial combinatorial system was raised first at a symposium at the 
New York Academy of Medicine in 1929 (Chute, 2000). The resulting classification 
was called Standardized Nomenclature of Diseases, SND for short. The two axes 
were the topology (i.e. the anatomical localisation of the disease) and the aetiology 
(in reality it contained pathological and patho-physiological entities) describing the 
nature of the alteration. Pretty soon, in 1933, the system was extended with 
operations, resulting in the Standardized Nomenclature of Diseases and 
Operations (SNDO). In this system diseases can be described as combinations of 
the codes of the appropriate anatomical site and pathological entity. Since the 
Operation axis contained only generic categories (like 'removal' or 'incision') actual 
operations could be coded also by combinations of the code of the anatomical site 
and the generic operation. The first medical use of a combinatorial system was 
followed by a number of multi-axial coding systems, since compositionality offered 
higher flexibility and expressivity than mono-axial systems can ever achieve. New 
inventions, e.g. newly invented operations can be coded immediately without any 
modification of the coding system. (Since maintenance of classifications require 
consensus building in a large community, modifications of medical classifications 
are rather slow and often seriously behind the rapidly developing medical science).  
In the sixties, when computers appeared on the horizon, American pathologists 
developed the system further according to their needs, creating SNOP, the 
Systematized Nomenclature of Pathology, that later developed further and 
extended beyond the need of pathology as SNOMED, Systematized Nomenclature 
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of Medicine. Subsequent versions have been published in 1979, 1982 and 1994. 
The history of the development of the three versions highlights the pros and cons 
of multi-axial approach.  
When humans create classifications manually, multiple inheritance always causes 
problems. For the human mind it is much easier to deal with pure tree structures. 
Unfortunately reality usually does not obey this wish. The multi-axial approach has 
the promise to get rid of multiple inheritance. The author has published a paper 
demonstrating that multiple inheritance can always be eliminated by introducing 
new dimensions (Surján & Balkányi, 1996). It is very clear in the case of ICD for 
instance, that a disease can be classified according to the affected body part 
(anatomy), according to the nature of pathological alteration (pathology), and also 
according to the cause of the disease (aetiology). This is the cause of poly-hierarchy 
e.g. in case of pneumonia, which is a lung disease, and an inflammation as well. A 
multi-axial approach can make this situation very clear: represent the lung as a 
respiratory tract organ, and – in a separate axis – inflammation as a given 
pathological condition, and pneumonia as a combination of these entities.  
On the other hand, multi-axial systems have serious limitations. There is a lack of a 
grammar that could provide clear semantics to the combinations. E.g., the 
juxtaposition of codes of 'incision' and 'trachea' together does not necessarily mean 
'tracheotomy'. At least theoretically it could mean 'incision of trachea' but also 
'incision by trachea' or even 'trachea of incision'. Of course human knowledge 
prevents us from such comic misinterpretations, but computers lack the required 
common sense and medical knowledge. They need an explicit specification of the 
semantics. As soon as the location of the disease differs from the location of the 
intervention, what commonly occurs in medical practice, some syntactic rules are 
required to make clear how to connect pathology and intervention codes to 
locations. If a given semantic interpretation adheres to an axis, e.g. 'location' means 
that something exists in the given location. Then there is the problem that one axis 
can represent one semantic role only. In reality however a certain thing that has a 
given ontological nature, may play different roles. E.g. in the second version of 
SNOMED there was an axis for aetiology. This included chemical substances 
among others, since they can play an etiological role in case of poisoning. Being a 
'chemical substance' is the ontological property while being a poisoning agent is a 
role in a disease. One chemical substance that causes poisoning in one case can be 
a medicine as well as a component of some drug in other situations. In the 3rd 
version of SNOMED the Etiology axis has been split up into three dimensions, 
namely physical agents, chemicals, and living organs. This was a shift from the 
actual role to the ontological nature of the entities. But at the same time the notion 
of 'unknown aetiology' disappeared, since there was not an axis any more where 
such a notion could be placed.  
f) Recognition of the above mentioned limitations lead to steps towards a formal 
representation and formal definitions of the categories, in order to benefit from 
the potential of reasoners (programs that enables computer to reason 
automatically).  
All these changes originate from the essential change in paradigm of using such 
systems. Before the age of computers, the goal always was to create tabulations for 
statistical, financial or any other purposes. But the new paradigm, as Rector 
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emphasises, is to use codes in ‘patient centred’ software systems (Rector, 1999). As 
pointed out by Slee and others, earlier classifications were designed for grouping 
cases to create some output from diagnostic information; while the new coding 
systems aim at using them for input information into electronic health records. 
(Slee, Slee & Schmidt, 2005). 
During the past several decades the talk moved from 'classification' to 
'terminology' then to 'concept or knowledge representation' and finally to 
'ontology'. These were the favourite terms at various scientific events. In spite of 
this shift of wording, the problem remained the same: how to make medical 
descriptions semantically computable? Using codes instead of names to identify 
classes means that we map our semantic units to natural numbers (whether we use 
numeric or alphanumeric codes they are countable and hence can be mapped to 
natural numbers). This allows computers to manipulate the information 
independently from the ambiguity of language. This is an important prerequisite of 
semantic computing, that makes it possible to use categories of classifications as 
variables in any formal language. (Formal languages consist of a defined, usually 
strongly limited number of symbols, a set of syntactic rules, and an unlimited 
number of free variables). Once it is achieved, it opens the way towards a formal 
description of the meaning of the categories. The first robust system of formally 
defined medical entities was the GALEN core model, produced by a project 
funded by the European Union. (Rector, Nowlan & Glowinski, 1993). Actually 
GALEN does not use codes, the categories are identified by human readable 
strings, but the content of a category does not depend on these strings but on their 
formal definition. GALEN brought three new inventions:  

- To represent a new entity it is not necessary to seek its proper place in 
the whole classification,  it is 'enough' to define the entity according to the 
strict formal rules of GALEN 
- The formal definitions enable the use of automated reasoners to 
classify all entities, eliminating human errors 
- Users can compose new entities according to their need while the 
formalism ensures that the new entities will have a clear semantics intelligible 
for everybody acquainted with the system. 

5.2. Co-existence of classifications – the problem of mapping 
In the previous section we saw that there are many concurrent, partially 
overlapping medical classifications, often used in parallel. The reason for this – as 
we mentioned – is that different classifications serve different tasks. All 
classifications are abstractions, i.e. details thought to be irrelevant for the given 
task are rejected. But certain details can be relevant for one task while irrelevant for 
another. In principle, a very fine-grained representation could carry all information 
that could be relevant for all conceivable purposes. Then it would be possible to 
extract the relevant information as required in a given situation. But there is no 
hope in the close future to develop such single totally satisfying 'omnipotent' 
classification. So we have to learn how to live with the variety of classifications.  
One often mentioned way to solve this problem is the 'mapping' of various 
classifications to each other. But it is easy to see, that if two classifications are really 
different, i.e. they consist of different entities, such a mapping can not be done 
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without distortion of the information. Let us illustrate this problem with a sheet of 
paper that is divided into squares on one side and into triangles on the other. 
(Look at the illustration on Figure III-7) Squares are coded by numbers and 
triangles by letters. A given point of this sheet can be 'classified': instead of 
describing its precise co-ordinates we can say that it falls let say, in the square '4' or 
triangle 'g'. It is very clear, that a mapping from squares to triangles or vice versa is 
not possible without some distortion: once we do not know the co-ordinates of a 
point but only the code of the corresponding triangle, we can not tell precisely in 
which square the point falls. Of course we can create a conversion table using the 
maximal overlap. E.g. most of the triangle 'e' overlaps square '3'. In some lucky and 
exceptional cases, the whole triangle overlaps a square, like triangle 'a'. In such 
exceptional situations mapping is possible in one direction. A mapping of all 
entities in one direction is possible without distortion only if one system consists 
merely of subdivisions of the other.  
In 1986 the National Library of Medicine (NLM) of the USA started the UMLS 
project. UMLS stands for Unified Medical Language System. The project strongly 
built on the experiences with MESH (Medical Subject Headings), a thesaurus used 
for document retrieval in MEDLINE, the scientific literature database of NLM. 
(Lindberg, Humphreys, & McCray, 1993) 
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Figure III-7 The problem of mapping 

 
The background of the project was the recognition that the use of MESH is 
limited by the fact that the language of users often differs from the language used 
in the requested documents (McCray, Aronson, Browne, Rindflesch, Razi & 
Srinivasan, 1993) and also from the terms of MESH. Searchers are more willing to 
use their own search terms than map their terms to MESH entries. To overcome 
this barrier it was decided to integrate all relevant thesauri, classifications and 
terminological systems into UMLS. This forms the first so called knowledge source 
of UMLS, the Metathesaurus. This is a huge repository of concepts, their preferred 
names and synonyms, and relations among the concepts. Unfortunately, many of 
the relations (e.g. 'broader than' or 'otherwise related') have no clear semantics. The 
second knowledge source of UMLS, called Semantic Network, was created to 
arrange concepts collected form various sources into an integrated space of broad 
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semantic types. Originally, the third knowledge source, the Information Source 
Map, was created to provide information about the sources that are integrated into 
UMLS. It was hoped that the UMLS enterprise can help to map categories from 
one classification to another. Partly due to the lack of explicit semantics (and the 
consequent inconsistencies) but partly because of the inherent theoretical 
limitations, this could not be fully achieved. Bodenreider et al. report a 50-65% 
success rate in mapping (Bodenreider, Nelson, Hole & Chang, 1998). 
Of course this does not mean that the whole UMLS project failed. To the contrary, 
the system was growing through many years, and grows continuously till now. 
Hundreds of publications report applications of UMLS in various fields from 
nursing informatics to natural language processing etc. …  

5.3. End of the story? – The medical viewpoint 
We argued, that all domain classifications reflect an underlying theory of the given 
domain. From this point of view one may wonder how a disease classification can 
exist at all, since a scientifically sound general theory of diseases is something that 
is missing even in modern medicine. A partial answer is that while there is no such 
a general and defendable theory of diseases, still from the very beginning 
physicians had some theory, however vague, by which they hoped to explain the 
causes of diseases. We do not state that in lack of a proper theory classifications 
cannot exists, but very likely they are not well structured and consistent. Indeed all 
disease classifications show some inconsistency and arbitrariness. But the other 
part of the answer is that classifications not only reflect a theory but often are used 
to improve the theory. If somebody tries to classify entities of an obscure domain 
this can help in identifying the weak points in the corresponding theory; and often 
indicates the topics that require further research.   
Fischer-Homberger argues that medicine found its theoretical basis in pathology 
around the 19th century and the importance of nosology decreased from this time 
on (Fischer-Homberger, 1970) She refers to Sydenham, who first proposed that 
classification of diseases should follow the way of classification in botany, and at 
the same time he was sceptical about the usefulness of basic medical sciences, e.g. 
anatomy. At the time of Sydenham basic sciences could not really help the practical 
work of physicians. So Sydenham suggested going to the bedside instead of 
studying anatomy, botanics, and chemistry. Fisher-Homberger points out that the 
development of pathological anatomy in the 19th century reshaped this picture; in 
pathological anatomy a science had been found on which medicine could base 
itself. The sceptical attitude of Sydenham and his followers became unjustified, 
since from that time on the cause of many diseases had been discovered. 
According to Fisher-Homberger, this achievement made nosology obsolete and 
unnecessary. She mentions psychiatry and dermatology as two exceptions, as 
medical fields where causes of many diseases are still unknown.  
This view suggests that nosology is nothing else than a surrogate for sound 
knowledge. The early nosologists had to follow an empiricist way: their 
classifications were based on the observable properties of the diseases, pretty in the 
same way that Linnaeus followed in classification of plants. But recognition of 
causes of diseases does not mean the end of nosology, like the Darwinian theory of 
the origin of species did not lead to the end of biological classification. The 
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development in the 19th century medicine led to the end of the symptomatic 
disease classifications only. 
We do not believe that medical classifications will be useless and become obsolete. 
On the contrary, we expect better classifications in the future. The emergence of 
ontologies (here in the sense of formal representations of entities and their 
relations) opens the way to get rid of many consistency errors that necessarily 
occur when either individual experts or committees construct classifications 
without appropriate theoretical foundations. The goal is not to find the right 
classes and super-classes any more. The goal is to find the primitives, and to 
formally define all other entities based on the primitives. This is a challenging new 
way, that has of course certain limitations (whether a formal system is theoretically 
and practically decidable is always a question), but obviously new experiences will 
be obtained. Formal ontologies can be considered as realisations of the dream of 
Leibnitz ('to think will mean to count') in the sense that they make logical 
reasoning computable. 

5.4. Development of code value assignment 
Early classifications sometimes used numbers to identify the entities, sometimes 
not. The consistent use of these identifiers instead of the names of the entities is a 
relatively late invention. The obvious aim of using codes is to get rid of language 
dependency and ambiguity of names. Early health statisticians, like Farr, recognised 
that inconsistent use of disease names often leads to statistical errors. Even today it 
is often thought, that synonyms and homonyms are the major obstacles for 
comparing data and for the interoperability of heterogeneous information systems. 
While this is only one – and perhaps not the most serious – aspect of the problem, 
use of codes in computerised data processing has well known obvious benefits.  
Whenever (either numeric or alphanumeric) codes are to be assigned to the 
categories of a classification, the question emerges, how this assignment has to be 
done. Linnaeus used a simple sequential numbering in the Genera Morborum. But 
once a categorical system is organised, it seems to be reasonable to use code values 
that express the structure of the system (hierarchy, combinations). Such a tendency 
is present in many current medical coding systems, like ICD and SNOMED 
version 3 for instance. This code value assignment strategy has obvious benefit 
both for human users and computers. It makes it easy to move up and down in the 
hierarchy, and to decide whether a hierarchical relation holds or not between two 
entities, etc.  
However this assignment strategy often leads to irrational constraints: it makes it 
difficult to represent poly-hierarchies; and causes a restriction on the number of 
possible subclasses because of the limited number of available characters. To get 
rid of this limitation Read codes version 2 uses both numbers and letters and 
discriminates upper and lowercase letters to be able to represent up to 62 
subclasses for each entity. (Note that Read codes – like the Real Character of 
Wilkins – are organised in a way that each single character has actual meaning.) 
More complex coding systems developed recently are not intended for manual use. 
Once human usage is not the goal, this "expressive" code assignment strategy can 
be replaced by other solutions. For computers all strings are meaningless but string 
searching can be done very fast. So to find a super-ordinate class can be done 
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easily not only by manipulating the code (e.g. removing some rightmost characters) 
but also by looking up in a table that describes the hierarchical relationships. Let us 
show this with the example how ICD and SNOMED CT represent bacterial and 
staphylococcal pneumonia. (Table III-3) 
 

Entity ICD code SNOMED CT concept ID 
Bacterial Pneumonia J15 53084003 
Pneumonia caused by 
staphylococcus 

J15.2 22754005 

Table III-3 Representation of two forms of pneumonia in SNOMED and ICD 
 
From the ICD codes it is easy to infer from J15.2 that it is a subordinate category 
of J15, simply by removing the two last characters ('.2') from the code of 
staphylococcal pneumonia. Such a simple formal inference is not possible with 
SNOMED identifiers. In case of SNOMED a relational table or some other data 
source should be used to list all subsumption hierarchies. But computers can 
process such sources in a fast and effective way, so there is no absolute need for 
expressing the hierarchy formally by code values. Using a separate data source 
instead of expressive codes to describe the hierarchy has the following benefits: 
• It is easy to represent poly-hierarchies 
• There is no limitation on the number of subdivisions for a single category.  
• It gives freedom to modify the structure of the system without changing the 

codes.  
For instance, Barry Marshall and Robin Warren (Nobel Laureates in physiology in 
2005) discovered the fact, that gastric ulcer is caused by Helicobacter pylori. Earlier 
it was thought to be a usually psychosomatic disease. Consequently gastric ulcer 
should be moved from its current place to gastro-intestinal infections. Or when the 
HIV virus was identified as the etiological agent of AIDS (Acquired Immune 
Deficiency Syndrome), this condition had to be moved from immunological 
disorders to viral infections. In case of expressive codes such situations result in 
the change of code values due to the change of our knowledge but without change 
of the meaning. If the hierarchy is represented in separate tables, it is enough to 
correct the corresponding rows while the meaning of the codes remains the same.  
But even this does not mean that random code assignment is the best choice. The 
problem of code value assignment can be well demonstrated by the example of 
ASCII codes that are used to represent letters in computers. ASCII codes are 
arranged in alphabetic order: the ASCII code of A is 65, B is 66, C is 67 etc. The 
code of a lowercase letters is equal to the code of corresponding upper case letter 
+ 32. This arrangement has the following benefits:  
• It makes it easy to order strings (e.g. names) in alphabetic order, since it 

follows the order of corresponding code numbers. 
• It makes it easy to convert strings from upper case to lower case and vice 

versa.  
• Since 32=25 in case of binary digital representation the rightmost five digits are 

equal for all upper and lowercase letters (e.g. the binary code for 'A' is 0100 
0001, for 'a' is 0110 0001). That makes case insensitive processing easy.  
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All these things work properly with the English alphabet. As soon as other 
languages, like French, German, or Hungarian have to be dealt with, an extension 
of the original ASCII code table should be used and the above mentioned 
systematic arrangement disappears. In the Hungarian alphabet for instance 'A' is 
followed by 'Á'. In the so called 852 code page the corresponding codes for 'Á' and 
'á' are 181 and 160. So, if there is a need to arrange strings according to the 
Hungarian alphabet an auxiliary table should be used that describes the order of 
letters. The same happens when additional tables describe the hierarchy (i.e. a 
partial order) of classes in case of some current medical classifications.  
The history of the development of code value assignment shows two things: 

1) If code values convey some additional information beyond the 
direct meaning of an entity, there is a risk that in case of 
change of our knowledge some code values should be changed 
without changing of the meaning. Therefore use of 'mute' 
codes that merely identify an entity without conveying 
additional information is recommended, at least in case of 
generally used systems.  

2) Certain value assignment strategies can support effective 
computing, but this depends on the given task. In local 
applications this can be a useful technique. 

5.5. Lessons from the history 
'Historia est magistra vitae' (history is the teacher of life) says an ancient Latin 
sentence. Understanding that certain problems persisted over centuries may help 
us to redefine our research targets to avoid everlasting disputes that lead nowhere.  
Nearly all the problems we face nowadays in the fields of medical terminology, 
classification, coding systems and knowledge representation already emerged in the 
past. What we are looking for – currently and throughout the centuries – is a tool 
that enables us to represent the world, at least the medically relevant phenomena in 
an unambiguous, comparable, relevant, and – since computers emerged – 
processible way. The representational techniques used currently and in the past fail 
to satisfy the entirety of these requirements. I try here to summarise the reasons of 
failure: 
The problem of size: none of the medical classifications and terminological systems 
created so far was complete. Building large terminologies and classifications is a 
time and resource consuming enterprise. The necessary consensus building also 
requires a lot of time, while medicine is changing rapidly.  
The problem of representation: before large scale classifications could achieve an 
acceptable level of comprehensiveness the used representation became obsolete. 
The first classifications were represented in plain paper based tables, later 
converted to simple database table structures. Then relational databases, 
conceptual graph formalisms, various knowledge representations (description logic 
– DL and first order logic – FOL languages) emerged. Recently the development 
of web technology seems to be a driving force for standard implementations of 
these languages; OWL (Web Ontology Language) is the most common example. 
Not only the representation but medicine itself develops fast: new terms and 
categories emerge; old ones become obsolete at a speed that is hard to follow.  
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Structural problem: all approaches in the field provided a structure to arrange the 
entities. But none of the proposed structures seems reasonable and convincing to 
everyone. All structures appear to be somewhat arbitrary and accidental. When 
someone looks at such a structure it is always questionable why this and not 
another structure was used. The worst case is when the structure represents a 
compromise of different aspects, resulting in a hotchpotch of 'fundamenta divisionis'. 
The poly-hierarchy problem: as we mentioned, the human mind apparently strives to 
see tree structures in all hierarchies, while reality is more complex and seems to 
form lattices instead of trees: nearly always there are several options to find a basis 
of divisions. Before the age of computers it was simply too hard to represent poly-
hierarchies. Computers can easily cope with them. But perhaps human thinking 
still adheres too much to paper based representations, or human thinking is 
genuinely bound to tree hierarchies, and we intuitively refuse more complex 
structures. In principle it is easy to say, that at least at one level of divisions we 
must not mix more than one discriminating criterion. But apparently the consistent 
application of this simple rule in a large system often fails. Today in modern 
ontology engineering it is a modelling challenge whether manual assertion of poly-
hierarchy is allowed or not. Usually it is recommended that users should create 
only a tree structure manually and additional relations should be inferred by 
automated reasoning. 
Use and reuse: it is relatively easy to create a classification that serves one definite 
goal satisfactorily. We saw historical examples that data collected for one specific 
purpose under certain circumstances and with certain limitations can be used for a 
different purpose. But the general rule is that the better the classification fits one 
purpose the less chance of its reuse for another.  
Conflict between representational power and ease of use: coding systems with a finer 
granularity allow the representation of more details and to express rich semantic 
content. But increasing the representational power can only be done at the expense 
of ease of (human) use, and usually also at the expense of increasing coding and 
classification errors. The problem of coding errors was studied in a number of 
publications. A review of them was presented by the author (Surján, 1999). Here I 
would like to show only the historical aspect of validity: The practical use of 
disease classifications stems from mortality statistics. Individual errors in mortality 
classification can not directly harm the individual, since the subject of the 
classification already died. John Graunt showed already in the 17th century, that it is 
possible to get correct conclusions from statistical data even if there is a high 
number of individual errors. When the classification was expanded to morbidity 
statistics, individual harm was still not possible since the data were not used in the 
treatment process. But this usage of classifications opened the way towards using 
codes in individual patient management. The inherited potential of errors then 
became a source of possible danger to individuals. 
The importance of the human factors: The story of the London Bills of Mortality has 
shown that the reliability of classification data strongly depends on human factors, 
including the knowledge of the person who classifies the cases, and also the 
financial incentives. Nowadays many automated or semi-automated coding 
software packages are available, promising that human factors can be eliminated in 
the future. However none of them have general acceptance. None of them are 
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perfect but many of them exceed the performance of human coders. Still the 
general opinion is that we should trust humans more than computers. We have no 
space here to discuss the reasons for that. But it is very clear that the classifications 
will become more and more complex, and humans will not be able to manage 
them, so coding (or more precisely translating medical text to some formal 
language) should be left to computers in the future. This is true for medical 
classifications also. There are hot issues today in this field that require some 
solution. But we can not be sure that these problems ever can be solved.  

5.6. Today and tomorrow 
More than thirty years after the publication of Fisher-Homberger's sceptic paper 
about the end of medical classification (Fischer-Homberger, 1970) we have to see 
that, in spite of her prediction, the story has not ended. It is true, that clinicians are 
not strongly interested in large, comprehensive disease classifications. Their 
attention turns to the details: they classify forms and variations of a disease: types 
of lymphomas or fractures of a bone etc. I would use the term 'micro-
classification' for them, since their scope is rather limited, and they usually consist 
of a small number of classes. The importance of comprehensive disease 
classifications shifted from clinical medicine to public health and health 
information science. And the development did not stop. WHO is preparing the 
11th version of ICD (Üstün & al., 2007) and there is a movement to introduce an 
international standard medical terminology based on SNOMED-CT. 
Unfortunately neither GALEN nor SNOMED-CT is represented using some 
standard formal language. Currently the most popular formal language is OWL 
(the Web Ontology Language) that was designed to be used in World Wide Web 
technology. There are some experiments to transform GALEN from its original 
language (GRAIL) to OWL (Héja, Surján, Lukácsy, Pallinger, Gergely, 2007). Top 
level ontologies are developed to ensure the consistency and inter-operability of 
various domain ontologies. Certain domains appear to be crucial for nearly all 
biomedical domains. Anatomy is a good example. In such domains re-usable, 
foundational or reference ontologies are developing, that could be built in several 
applications. FMA, the Foundational Model of Anatomy is perhaps the best 
known example (Rosse, C., Mejino, J.L. Jr., 2003). The rapid development of 
molecular biology (genomics and proteomics) produces a huge number of newly 
described entities (gene and protein sequences, cell-components, molecular 
functions etc.) that are arranged into the fast growing Gene Ontology, GO for 
short (Ashburner, et al., 2000). The word 'classification' is used perhaps less 
frequently for these systems. The current buzzword is 'ontology' instead. This 
reflects two important considerations:  

1) It is not enough to create and order classes; categories require formal 
definitions. 

2) The term 'ontology' comes from philosophy, and expresses a sort of 
philosophical commitment. This means that categories should not be 
based on human ideas or simply observable properties, but on the 
substantial properties of the entities. 

These statements outline current trends and movements in the field. In any branch 
of informatics it is hazardous to try to predict the future. In some years dramatic 
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and totally unexpected changes can happen. And – as we stated above – medical 
classifications shifted partly to the field of information science. The development 
of medical science is also speeding up, and it also contributes to the 
unpredictability of the future of medical classifications. But based on the current 
trends we can draw a picture, without being sure that this will really happen. 
According to this picture in the foreseeable future we can not expect one single, 
robust medical classification, but perhaps we can develop a system of inter-
operable classifications. My expectation is to get a generally accepted standard top 
level ontology that ensures the consistency of all other classifications, and a 
number of standard foundational ontologies that are used as building component 
of various application specific ontologies used for different practical purposes. 
This is illustrated in Figure III-8 
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Figure III-8 Synergy of ontologies 

 
 
Whatever will happen in the closer or more distant future, it is obvious that we 
always have to keep in mind, what happened in the past. This was my intention 
with this chapter. 
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Appendix 
 
A short inventory of internet resources related to current medical 

classifications 
ATC/DDD Drug classification http://www.whocc.no/atcddd/  

CPT-4 Current Procedural Terminology 
http://www.ama-assn.org/ama/pub/category/3113.html  

DSM Diagnostic and Statistical Manual of Mental Disorders  
http://allpsych.com/disorders/dsm.html  

HCPCS Health Care Procedure Coding System 
http://www.cms.hhs.gov/MedHCPCSGenInfo/  

ICD International Classification of Diseases 
ICD-O-3 International Classification of Diseases for Oncology, Third Edition  
ICD-10-NA Application of the International Classification of Diseases to Neurology  
ICD-10 for Mental and Behavioural Disorders  
ICD-DA Application of the International Classification of Diseases to Dentistry and 

Stomatology  
http://www.who.int/classifications/icd/en/  

ICD-10-PCS American procedure codes  
http://www.cms.hhs.gov/ICD9ProviderDiagnosticCodes/08_ICD10.asp  

ICECI International Classification of External Causes of Injury 
http://www.who.int/classifications/icd/adaptations/iceci/en/index.html  

ICF International Classification of Functioning, Disability and Health 
http://www.who.int/classifications/icf/en/  

ICHI International Classification of Health Interventions  -- under development 
http://www.who.int/classifications/ichi/en/  

ICPC-2  International Classification of Primary Care 
http://www.who.int/classifications/icd/adaptations/icpc2/en/index.html  

LOINC  Logical Observation Identifiers Names and Codes  
http://www.regenstrief.org/medinformatics/loinc/  

MedDRA Medical Dictionary for Regulatory Activities 
http://www.meddramsso.com/MSSOWeb/index.htm 

MeSH http://www.nlm.nih.gov/mesh  

NANDA  North American Nursing Diagnosis Association International Taxonomy 
http://www.nanda.org/html/taxonomy.html 

Technical aids for persons with disabilities: Classification and terminology ISO9999 
http://www.who.int/classifications/icf/iso9999/en/  

SNOMED  
SNOMED International 
SNOMED Clinical Terms 
http://www.snomed.org/  



 
 
 
 

Chapter III – Cultural history of classifications 

80 

TNM Classification of tumour size, lymph node involvement and metastasis  
http://www.uicc.org/index.php?id=508  

UMLS Unified Medical Language System 
http://umlsinfo.nlm.nih.gov/  
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Chapter IV. EFFECT OF CORPUS QUALITY ON 

PERFORMANCE OF COMPUTER ASSISTED 

STATISTICAL CODING METHODS 
G Surján, G Héja, A Hasman, A Abu-Hanna 

 
Abstract  
PURPOSE of this study was to investigate the influence of corpus quality on the 
performance of corpus-based coding methods.  
METHODS Two corpora of manually ICD-coded diagnostic expressions differing in 
language (German and Hungarian), size (93,863 vs. 53,198 expressions), heterogeneity, and 
quality were subjected to two different coding methods (based on Naïve Bayes and vector-
space). The methods were evaluated using 5 fold cross-validation on both corpora in terms 
of their ability to place the correct code in a specified rank range. In the German corpus 
performances were also inspected per ICD chapter. In the Hungarian corpus performances 
were also evaluated against a silver standard of a dataset of 300 expression-code pairs, 
where codes emerged by consensus of additional human coders.  
RESULTS The corpora differed markedly in terms of redundancy (multiple occurrence of 
the same expression) and inconsistency (the same expression is assigned to different 
codes). On the German corpus the vector space method appeared to be slightly superior to 
Naïve Bayes.  The difference was statistically significant but of no apparent practical 
relevance (52 vs. 50% precision for the first ranked code). On the Hungarian corpus Naïve 
Bayes drastically outperformed the vector space method (71% vs. 21%). Performance 
varied strongly per ICD chapter but differences among chapters were higher than 
differences among the methods. The performance of the Naïve Bayes method improved 
using the silver standard but this was not the case for the vector space method.  
CONCLUSIONS Superiority of one method over another strongly depends on specific 
quality characteristics of the used corpora. The observed performance discrepancies were 
attributable to differences in redundancy and inconsistency of the corpora and in 
performance evaluation one should hence inspect the characteristics of the expression-code 
relationship. An inconsistent sample, however, might have the advantage of offering 
different options to a human coder focusing his or her attention to alternative codes that 
might fit best a given expression. 

 

1. Introduction 
ICD coding of clinical cases, often represented as free text in patient discharge 
summaries, is a compulsory task in many countries. Manual performance of this 
task is repetitive, costly and error prone. Although the process cannot be fully 
automated, it can be effectively supported by computers [1]. In the past decades, 
various coding methods have been proposed in the literature, but none of them is 
used widely in practice. The general use of such a method requires trust in it. This 
trust is strongly influenced by the validity of the method, which is determined by 
evaluating its coding performance.  
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Computer assisted ICD coding approaches can be grouped into two main types:  
A) Approaches that exploit linguistic information beyond the used terms in 

the discharge summaries (e.g. [2], [3]). For example they may rely on the 
grammatical structure of sentences and exploit term synonyms. These 
approaches often rely on natural language processing (NLP) tools.   

B) Corpus based approaches using statistical machine learning methods. 
Instead of relying on external knowledge, such as grammar, these 
approaches exploit the properties of the joint distribution of ICD codes 
and the terms found in a corpus. Systems based on these approaches 
require a sufficiently large corpus of manually coded diagnoses to be input 
for some learning algorithm but they can be very cost effective and allow 
for incremental improvement of coding performance [4], [5], [6] and [7]. 
A special case of corpus based methods is when the terms used in 
describing the classification itself are used as the training set. Experiments 
using such a corpus were made by Baud and Lovis et al. [8], [9]. In the 
Hungarian environment this approach is less promising, since the 
wording of the Hungarian translation of ICD is markedly different from 
the daily used medical jargon that appears in the medical record or 
discharge letter. 

 
These categories of computer assisted coding approaches have been given 
different names. For example Armakia et al. refer to these categories, respectively, 
as 'direct' and 'example based' [10] but the various names given to these categories 
essentially imply the same division lines. 
 
The requirements of the approaches that exploit linguistic information are often 
not met for many languages especially for languages spoken in smaller 
communities because the necessary NLP tools are often not developed. For this 
reason the corpus based approaches provide an attractive alternative and they form 
the focus in this study. 
 
There is a variety of methods suggested in the literature for implementing corpus 
based approaches and several papers report on and compare coding performance 
in terms of measures such as recall and precision (e.g. [11]). In 2007, the 
Computational Medicine Center’s Medical NLP challenge provided a standard set 
of documents to test different methods on the same corpus to make results 
comparable. An example of such a comparison on this "standard" corpus is 
provided by Crammer et al. [12] who evaluated three (combinations of) different 
methods. 
  
Resnik et al. propose two different kinds of performance measures for computer 
assisted coding methods [13]. Intrinsic measures compare the result of an 
automated system to a "gold" standard in terms of precision and recall. Extrinsic 
methods compare the performance of human users with and without use of 
computer assisted coding in terms of agreement with a "gold" standard, inter-coder 
agreement, and intra-coder consistency. To our knowledge none of the previous 
work addresses the effect of the quality of the used corpora on any of these 
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performance measures. In this study we quantify the intrinsic performance of 
different statistical methods using two different corpora that vary in their statistical 
characteristics. The goal of the study is to investigate whether the performance 
differences are mainly attributable to the methods or to the differences of the 
characteristics of the used sample. It was not our aim to compare a large number 
of statistical methods known from the literature and we rely on relatively simple 
and easily understood methods. In the following section we describe the used 
corpora followed by a description of the statistical methods. 

2. Material and method 

2.1. The corpora and their characteristics 
We used two different corpora for our experiments. Both of them consist of 
diagnostic expressions (noun-phrases) taken from discharge letters. Each 
diagnostic expression is assigned to ICD by human coders. One is a corpus 
obtained from two German hospitals (a courtesy of Stefan Schultz, Albert Ludwig 
University, Freiburg, Germany) containing 93,863 German diagnostic expressions 
from discharge letters that have been assigned ICD-9 codes. The total word count 
of the corpus is 267,732, corresponding to an average of 2.9 words per expression. 
The other corpus is obtained from discharge reports from a surgical department of 
a university clinic (a courtesy of János Weltner, Semmelweis University Budapest, 
Hungary) containing 53,198 Hungarian (Latin) diagnostic expressions assigned to 
the Hungarian adaptation of ICD-10 (WHO International classification of 
Diseases, version 10). The corpus consists of 138,540 words corresponding to 2.6 
words per expression on average. Aside from the language (German and 
Hungarian) and the specific ICD version used, there were many differences 
between the two corpora. The German corpus was obtained from several different 
departments of two hospitals and therefore covers practically all medical domains. 
In contrast, the Hungarian sample was obtained from just one surgical department, 
so the covered domain was much narrower focussing on gastrointestinal diseases 
but without restrictions on co-morbidities.   
Both samples are stored in simple text files; each entry contains one clinical 
diagnostic expression preceded by the ICD code assigned to it by the human coder 
of the hospital. Figure IV-1 shows examples taken from these corpora where the $ 
symbol is used as delimiter for the ICD codes for processing purposes.  
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Sample from the German corpus, ICD 9 codes 
... 
$997_9$ Aggregatdysfunktion  
$189_0$ Wilms Tumor rechts  
$793_8$ Mammographie links, suspekte  
$839_7$ Subluxation septi mit Breitnase  
$451_1$ Bein-Beckenvenenthrombose, tiefe  
... 

 
Sample from the Hungarian corpus, ICD 10 codes with fifth digit 

national extension 
... 
$K4490$ hernia diaphragmatica  
$I7020$ atherosclerosis universalis  
$I8490$ nodi haemorrhoidales  
$I10H0$ hypertonia  
$C7860$ carcinosis peritonei 
... 

Figure IV-1 
 Examples from the German and Hungarian corpora. Manually assigned codes 

(ICD-9 for the German and ICD-10 for the Hungarian) are delimited by $ signs and 
followed by the clinical diagnostic expressions that were coded by human coders. 

 
The following minor pre-processing of typing variations was carried out on both 
corpora: 

- Upper case initials were converted to lower case, but words consisting 
only of capitals were not converted. So 'Meniere' was converted to 
'meniere' but 'TBC' remains in upper case. 

- All white-space characters were regarded as word separators. 
- A dot following a word was not removed, since the word probably 

denotes an abbreviation (diagnostic phrases are typically noun phrases and 
do not form complete sentences with a full stop at the end.) 

We did not do any spell-checking.  
 
The two corpora show important statistical differences as shown in Table IV-1. 
Although the percentage of distinct codes in the two corpora is comparable (3.4% 
versus 3.8%), the percentage of unique expressions in the German corpus is much 
higher than that in the Hungarian corpus (about 98% versus 20%). Although the 
German sample is about 1.8 times the size of the Hungarian sample, the maximum 
code frequency is higher in the Hungarian sample (3581 times with code “I10.- 
Hypertension”) than in the German sample (979 times with code “444.2 - arterial 
embolism or thrombosis of the extremities”). This is mainly due to the higher 
homogeneity in the Hungarian sample.   
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Table IV-1  
Summary statistics for the German and Hungarian corpora 

 German Hungarian 
Number of entries in 

corpus 
93,863 53,198 

Distinct codes, N (%) 3,593 (3.8 %) 1,813 (3.4 %) 
Distinct expressions, N 

(%) 
93,624 (99.7 %) 10,689 (20 %) 

Mean code frequency 26.1 29.3 
0/25/50/75/100 

percentiles of code 
frequency 

1/ 3 / 8 / 26/ 979 1 / 1 / 3 / 10 / 
3,580 

Mean expression 
frequency 

1.002 4.98 

0/25/50/75/100 
percentiles of expression 

frequency 

1 / 1 / 1/ 1 /3 1 / 1 / 1 / 2 / 
3,635 

Percentage of codes that 
appear only once 

14.8% 
(532/3593) 

32.7% 
(594/1813) 

Most frequent code 444.2 (arterial embolism 
or thrombosis of the 
extremities) 

I10.- 
Hypertension 

 
The Hungarian sample showed a high degree of coding inconsistencies: the same 
expression was often assigned to many different codes. The five most 
inconsistently coded expressions are diabetes mellitus (31 different codes), ISZB 
(Hungarian acronym for ischemic heart disease, 21 different codes), hepatic cirrhosis 
(16 different codes), anaemia (16 different codes), and coronariasclerosis (sclerosis of 
the coronary arteries – 15 different codes). This is an intriguing property of a 
corpus’ quality, and we will investigate its effects on coding performance.  
 

2.2. The statistical methods 
Two statistical methods, vector space and Naïve Bayes, were applied to both 
corpora. The analysis on both of these corpora was based on 5-fold cross 
validation. This means that each corpus was randomly divided into 5 equally sized 
and disjoint parts. Each part was used once as test sample while the rest of the 
corpus was used as the training sample.  

2.2.1. The vector space method 

Vector-space methods are based on the so called word-document matrix that 
represents a certain corpus of text by a matrix having rows corresponding to the 
words appearing in the corpus and columns corresponding to the “documents” 
that form the corpus. In our case a document corresponds to the diagnostic 
expression. In the training set this document is also associated with a given code. 
This matrix can be either binary or weighted. Binary matrices have 0-s or 1-s as cell 
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values indicating whether the corresponding word appears (1) or not (0) in the 
corresponding document. Weighted matrices might use local and global weights. A 
local weight reflects the idea that words appearing more frequently in a document 
are given a greater local weight than words that appear less frequently. This weight 
improves the recall of relevant documents and can be quantified by the word 
frequency (also referred to as term frequency, TF). Global weighting reflects the 
idea that words that appear in a small number of documents tend to be more 
significant than those distributed more uniformly over the documents. This weight 
improves the precision of the retrieved documents. For a given word this weight 
may be quantified by the inverse of the frequency of the documents that contain 
this word. Commonly one uses the logarithm of this inverse frequency. 
These two types of weights are combined by the so called TF×IDF approach [14] 
where TF indicated the term (word) frequency and IDF the inverse document 
frequency. There are different schemes to specify TF and IDF but a common 
approach is to assign the following quantity to the cells of the word-document 
matrix: 
 

)/log(*,, jjiji nNOTFIDF =  
 

where TF is quantified by Oi,j which is the number of occurrences of the jth word 
in the ith document, N is the total number of documents in the corpus, and nj is 
the number of documents that contain (at least once) the j-th word. The IDF is 
quantified by log(N/nj). Each column (document) in the matrix can be represented 
as a vector in a multi-dimensional word space (consisting of all words). Then one 
may define similarity measures between these vectors (documents). 
 
A common similarity measure is defined by the (cosine of the) angle of the two 
document vectors in the word space. This approach is used to find similar 
documents in document retrieval problems [14], [15] and [16]. 
The cosine similarity of two documents is the inner product (also known as the 
scalar or dot product) of the two corresponding document vectors, in the word 
space, divided by the product of their Euclidean norms. This division normalizes 
the inner product and neutralizes the dominance of longer documents with more 
words. In our experiments we used the vector space method with 

)/log(*,, jjiji nNOTFIDF =  and with the cosine similarity measure. 
 
In the context of computer assisted coding the corpus consists of diagnostic 
expressions (documents) that are associated with a code, while a query is an 
expression for which we are seeking relevant expressions and more importantly, 
their corresponding codes. If there are expressions with a sufficient level of 
similarity in the sample, the codes associated with those expressions are retrieved 
in the belief that their codes include one that might be appropriate for the query 
expression as well. To resolve the zero frequency problem where a query word 
does not appear at all in a document we resort to pseudo-counts based on Laplace 
smoothing. We specifically chose for the variant in which 1 is added to the 
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numerator and 2 to the denominator when estimating the relative frequency of a 
word.  

2.2.2. The Naïve Bayes method 

One may treat the coding problem as assigning a probability to each candidate 
code codei based on the query words w1 to wn, and then ranking the codes based on 
these probabilities. Formally we are seeking P(codei | w1,…,wn ) which under the 
Naïve Bayes assumption of class conditional independence, is equal to P(w1 | codei 
)…P(wn | codei )P(codei)/P(w1,…,wn ). The denominator is a constant that will not 
affect the ranking results and is not calculated. 
 
The class conditional independence assumption is often not valid, but it is 
practically useful because we are interested in raking codes and not in the absolute 
probabilities, which might be inexact [17]. Again to resolve the zero frequency 
problem when estimating the relative frequency of a word we resort to pseudo-
counts based on Laplace smoothing as in the vector space method.  

2.2.3. String matching control 

Whenever the training sample contains a perfect match to the query diagnostic 
expression, the use of the statistical methods described above would not be 
necessary, provided that the samples are fully consistent in the sense that an 
expression is unambiguously assigned to a code. But since consistency is hardly 
met with manually coded data, finding a perfect string match is not enough to find 
the right code. In principle all statistical methods can be used to detect inconsistent 
cases and can be used to clean up the learning sample, as was described [18]. 
However, this method necessitates a large human effort and is outside the scope of 
this study. Instead, the number of cases for which there was a perfect string match 
has been recorded in order to see how much one would gain from using the 
statistical methods. 
 

2.3. Evaluation approach and performance measures 
In cross-validation the 5-folds were identical for the methods considered. For each 
method the 10 top ranked codes were recorded.  We take note of the rank of the 
true code if it was included in the top 10 ranks. If it was not among the top 10 
ranks, then we note whether it appeared in the training set (of that fold) or not.  
Finally, we record the status  of perfect string matches: 0- when one perfect match 
of the query expression was found but had a different code than the query, 1: 
when one perfect match was found with the same code, 2: when multiple string 
matches were found, and all codes are the same, 3: when multiple string matches 
were found, where some codes are the same but others are different, 4: when 
multiple string matches were found and all codes are different, and 5: when no 
string match was found). 
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We calculated the following performance measures: 
• the percentage of the query diagnostic expressions that were assigned the 

correct code in the top 10 ranks and the rank of that code. 
• the percentage of query expressions for which the correct code could not 

be retrieved at all although it was in the training fold. 
• the percentage of query expressions for which the correct code was 

missing from the learning sample.  
These figures were considered in the context of the number of expressions for 
which there was a perfect string match for the query expression.  
We performed the same evaluation on both corpora. In order to separate the effect 
of the different methods and the effect of the different corpora, the German test 
set samples were inspected per chapter of ICD-9.  
In real world corpora there is a considerable amount of noise where expressions 
are inconsistently coded by human coders. Hence there is no gold standard of ICD 
coding [19] and the learning algorithms will tend to reproduce the erroneous 
human coding. We resorted to a silver standard where 300 diagnostic expressions 
from each of two Hungarian test samples were randomly selected. Those terms for 
which the codes were different were sent to a third independent expert at another 
institute and were recoded again. This third coder was blind to the codes proposed 
by the others. When at least two codes were identical then this common code was 
chosen, when all three were different, the first two experts discussed the case and 
achieved a consensus. These silver standard sets then were tested again using the 
same learning set.  
 

2.4. Computing environment (SW HW) 
The experiments have been carried out with the help of a stand alone application 
developed by one of the authors (G.H.) written in visual C++.  This software was 
run on an Intel dual core Pentium 4 PC, 3.20 GHz processor with 1 GB RAM. In 
this environment the learning phase takes about 15 minutes or less, the testing 
phase requires about 1 hour for the Hungarian and 3 hours for the German corpus 
(note the difference in their sizes). 
 

3. Results 
Table 2 shows the results for the Naïve Bayes and the vector space methods for 
the German corpus. A cell in the table shows the two method’s performance in 
terms of the 5 fold average percentage (and average number) of query expressions 
for which the correct code was found in the indicated rank range. For example, the 
Naïve Bayes method’s top three ranks included the correct code in 63% of the test 
query expressions (corresponding to 11867.8 cases on average), while this was 67% 
(12475.5 cases) for the vector space method. For each rank range the vector 
space’s performance was statistically significantly better than the Naïve Bayes 
method (Paired t-test p < 0.05). This statistical significance does not however 
imply practical relevancy as the differences are quite small. 



 
 
 
 

Chapter IV – Effect of corpus quality 

89 

Table 3 shows the results for the Naïve Bayes and the vector space methods for 
the Hungarian corpus. Here a drastically different picture emerges. The Naïve 
Bayes method outperformed the vector space method in all rank ranges; not only 
in terms of statistical significance but the differences have a clear practical 
relevance. 
 

Table IV-2 
Results on the German sample (n=18775). A cell in the table provides the 5 fold 

average percentage (and average number) of expressions for which the correct code 
was found in the indicated rank range. For example in the Naïve Bayes method the 

correct code was found in the first 3 ranks in 63%, on average, of the test query 
expressions (corresponding to 11867.8 cases).  Numbers printed in bold face 

indicate better performance. 
 

Rank 
range Naïve Bayes % (N) Vector space % (N)
1-1 50 (9405.0) 52 (9810.5) 

1- 2 59 (11148.2) 63 (11739.3) 

1 - 3  63 (11867.8) 67 (12475.5) 

1 - 4 65 (12284.0) 69 (12868.3) 

1 - 5 67 (12534.2) 70 (13128.8) 

1 -10 70 (13178.8) 73 (13780.3) 
 
 

Table IV-3 
Average results on the Hungarian sample, two methods compared 

(n=10641). 

Rank range

Naïve 
Bayes % 
(N) 

Vector 
space % 
(N) 

1-1 
71 

(7571.4) 
21 

(2184.8) 

1- 2 
83 

(8802.4) 
34 

(3648.8) 

1 - 3  
87 

(9245.8) 
45 

(4768.2) 

1 - 4 
89 

(9474.0) 
53 

(5623.0) 

1 - 5 
90 

(9614.0) 
60 

(6338.6) 

1 -10 
93 

(9878.2) 
76 

(8123.2) 
 
 
 

Figure IV-2 shows the performance of the two methods per ICD-9 chapter. The 
graph shows the fivefold average precision (the percentage of cases in which the 
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first ranked code was identical to the originally manually assigned one) for each 
chapter of ICD-9. It is apparent that the results vary strongly from chapter to 
chapter and that this is independent of the method. With the exception of Chapter 
16, the vector-space method performs slightly better than the Naïve Bayes, but the 
differences again have no practical relevance.  
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Figure IV-2 Performance (percentage of times in which the observed code was 

ranked in the first place) of the two methods in the 18 ICD-9 chapters in the 
German sample .  

 
Table IV-4 shows the performance results with the silver standard on the 
Hungarian sample. In general, the Naïve Bayes’s performance slightly improved, 
especially in respect to the first ranked code (78% vs. 71%). This did not hold for 
the conventional vector space method.  
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Table IV-4  

Average results of the silver standard using the Hungarian training samples  
(n=300). 

Rank range

Naïve 
Bayes % 
(N) 

Vector 
space % 
(N) 

1-1 78 (232) 19 (56)
1- 2 85 (253) 33 (98.5)
1 – 3  88 (262.5) 45 (134.5)
1 – 4 90 (268) 53 (160)
1 – 5 90 (269.5) 61 (181.5)
1 -10 92 (275.5) 76 (228)

 

4. Discussion and Conclusion 
Much experimental comparative work on coding methods concludes with 
statements about the superiority of one method over another. Similarly, based on 
the German corpus, we could conclude that the performance of the vector space 
method was superior to the Naïve Bayes method. By the same token, if we 
performed our experiments only on the Hungarian corpus we would conclude the 
opposite: the Naïve Bayes would be clearly superior. However the main goal of 
this paper is to show that statements about superiority of methods were dependent 
on specific qualities of the corpora used and expose these qualities.  
 
Aside from language, which might play some modest role in explaining the 
differences, one needs to inspect the expression-code relationship in each corpus 
to understand the discrepancy between the dramatically different results in the two 
corpora. In the German corpus a diagnostic expression rarely occurs more than 
once. Although one code is expressed on average in 26 different ways, an 
expression does not imply much ambiguity in terms of the correct code and both 
methods perform relatively well. In contrast, in the Hungarian corpus the same 
expression is assigned to many codes. In fact more than 80 percent of all test 
expressions have a perfect string match at least once, but often much more 
frequently, with expressions in the learning sample in each cross validation fold. In 
these cases the algorithm would perform well if it provides a high ranking to the 
most frequent code associated with these perfectly matching expressions. The 
vector space method, however, often fails to find this code. To understand why, 
consider the following scenario. Assume that a query expression qe consists of the 
words w1 and w2 and is labelled with code1. Now assume that qe appears 10 times 
in the training set, 5 times with code1, 3 times with code2, 1 time with code3, and 1 
time with code4. First, note that the words w1 and w2 are associated with at least 4 
codes. This means that the inverse document frequency (IDF) is lower for these 
words than in the German corpus because more “documents” (codes) now include 
these words. Second, the cosine similarity measure, which considers the angle 
between vectors in the word space, does not take into account the frequency with 
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which w1 and w2 appear with the correct code, code1. Hence the vector space 
method does not have reason to prefer code1 above the other codes code2, code3, 
and code4.  In conclusion, these latter codes will often prevent a high ranking of 
the most frequent code associated with the query expression. Naïve Bayes, in 
contrast, adequately considers the conditional frequencies of the words given the 
code, P(w1 | codei) and P(w2 | codei) for each codei, in addition to the a priori 
probability of P(codei).  
 
The performance based on the silver standard confirms these observations. The 
labels of the test set are now based on expert opinion. This opinion would tend to 
concord with the majority code assigned to an expression. In the scenario above 
this means that the query expression qe will most of the times be labelled by the 
experts with code1 which is the most common code that is assigned to qe, even if 
its original coding was different. This means that the Naïve Bayes would more 
often find the correct code with expert coding because in the cases in which qe was 
actually labelled as code2, code3, or code4 it most probably predicted it as code1 
which is the expert opinion’s choice. Our experience is hence in line with the 
assumption of Pakhomov et al, who postulate that for a given diagnosis correct 
codes appear more often in large corpora than wrong ones [17]. 
 
The results in the German corpus by ICD-9 chapter revealed another lesson about 
the relationship between methods and corpus. There were clear differences 
between the performances in the various chapters and in general the vector space 
method was better in the great majority of the chapters. However, the changes of 
performance within chapters were much more significant than discrepancies in 
performance between the methods. Hence, the performance of various statistical 
methods might depend, as in our experiments, more on the quality and 
characteristics of the used samples than on the features of the method per se. 
 
One implication of our work is that one has to be very cautious when comparing 
different publications concerning their reported corpus-based performances. If the 
results of different publications are based on the use of different corpora, the 
differences may be due to the different corpora rather than to intrinsic features of 
the different methods. An important issue to scrutinize is the quality of the 
relationship between expressions and codes. 
 
An important observation that can be made is that using an inconsistent training 
sample might actually have some benefits above a completely consistent sample in 
which an expression is always assigned to the same code. Note that coding 
algorithms are essentially trying to reproduce human coding, including any errors 
that humans make. This has however the benefit when a coder is offered a 
(ranked) set of possible candidates providing different “shades” of meaning. Some 
option codes can draw the attention of the coder to the various possibilities and 
help him or her to be exact about what they would like to code.  To illustrate 
suppose a patient record includes the following two diagnostic expressions:  

Insulin dependent diabetes mellitus, and  
Diabetic retinopathy.  
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For the first expression the "theoretically" correct code is E10.9, which is 
expressed as "insulin dependent diabetes mellitus without complications." From 
the second expression it is also clear that this patient has ophthalmic 
complications, and hence the right code for this condition is E10.3 (Type 1 
diabetes mellitus with ophthalmic complications). Our Hungarian sample 
contained 35 different codes for diabetes mellitus, among which both E10.9 and 
E10.3. A system that offers different options (E10.9, E10.3 etc) to the user will 
tend to improve ICD coding as long as wrong options, under any circumstance, 
are not highly ranked. To illustrate, the code E14.9 would be a good 
approximation for the expression diabetes mellitus for 1009 expressions, while the 
next frequent code (E14.7) appeared, incorrectly, in only 86 times.  
 
In conclusion, comparative experimental research of corpus-based coding should 
consider the quality of the corpora used, especially in terms of the consistency of 
assigning codes to expressions. When considering the ICD family of codes, 
performance differences within chapters may be more relevant than discrepancies 
in performance between methods. Finally, slight coding inconsistencies in corpora 
may actually help the incremental coding effort by drawing the attention of the 
human coder to various options. 
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Chapter V. USING N-GRAM METHOD IN THE 

DECOMPOSITION OF COMPOUND MEDICAL 

DIAGNOSES 
 
Abstract. 

Objective: Our goal in this study was to find an easy to implement method 
to detect compound medical diagnoses in Hungarian medical language and 
decompose them into expressions referring to a single disease. Methods: A 
corpus of clinical diagnoses extracted from discharge reports (3079 
expressions, each of them referring to only one disease) was represented in 
an n-gram tree (a series of n consecutive words). A matching algorithm was 
implemented in a software which is able to identify sensible n-grams 
existing both in test expressions and in the n-gram tree. A test sample of 
another 92 diagnoses was decomposed by two independent humans and 
by the software. The decompositions were compared to measure the recall 
and the precision of the method. Results There was not full agreement 
between the decompositions of the humans, (which underlines the 
relevance of the problem) A consensus was arrived for all disagreements 
by a third opinion and open discussion. The resulting decomposition was 
used as a gold standard and compared to the decomposition produced by 
the computer. The recall was 82.6% the precision 37.2%. After correction 
of spelling errors in the test sample the recall increased to 88.6% while the 
precision slightly decreased to 36.7%. Conclusion: The proposed method 
seems to be useful in decomposition of compound diagnostic expressions 
and can improve quality of diagnostic coding of clinical cases. Other 
statistical methods (like vector space methods or neural networks) usually 
offer a ranked list of candidate codes either for single or compound 
expressions, and do not warn the user how many codes should be chosen. 
We propose our method especially in a situation where formal NLP 
techniques are not available, as it is the case with scarcely spoken languages 
like Hungarian. 

 

1. Introduction 
Providing assistance to the laborious and error prone work of human coding of 
clinical diagnoses by information systems is an old task in medical informatics. 
Since the pioneering work of Wingert [1] many useful methods were published, but 
practically none of them spread out from the local environment where it was born. 
We consider the logical process of coding as a multi-step abstraction process [2]. 
The input of this process is the clinical diagnosis. Clinicians comprise the essence 
of their knowledge about the patient into diagnoses. This is the original notion of 
the Greek word ’dia-gnosis’. Such diagnostic expressions sometimes refer to more 
than one disease. We call such expressions compound diagnoses. The frequency of 
compound diagnoses may depend on local traditions. In the environment studied 
by us (the Haynal University of Health Sciences) we observed compound 
diagnoses roughly in 20-30 % of all cases. Contrary to diagnosis the notion of 



 
 
 
 

Chapter V – N-gram method 

96 

disease refers to an abstract category to which certain cases belong. This difference 
explains why the number of diagnoses and diseases of a patient do not necessarily 
agree. During the indexing process there is a temptation to assign to one diagnostic 
expression exactly one code regardless of the number of diseases the diagnosis 
refers to. This may lead to errors in hospital morbidity statistics and to 
inappropriate financing. (Hungarian hospitals are financed on the basis of an 
adapted DRG system). If 20-30% of the diagnoses are compound and at least each 
third compound diagnosis is miscoded, then the statistical error is about 7-10 %. 
Considering that the usual error rate in ICD coding is about 25-30%, it is a 
significant source of errors. 

In this study we seek for an easy to implement solution, which is able to recognise 
composite diagnoses and identify their components, the ‘atomic’ disease concepts. The 
proposed n-gram based method is statistical and language independent, but not fully 
automatic. It is not our goal to exclude all human activity from the coding process, but 
to reduce coding errors by effective assistance of the work of human coders. 
 

2. Method 
In the following: 

1. The term ‘Word’ denotes an ‘elementary unit of information’, in other words it is a 
symbol, which carries meaning and its internal structure is irrelevant in the given 
approach. 
2. Any complete sequence of Words semantically related to each other will be called 
‘Sentence’. 
3. In this paper by n-gram we mean n consecutive Words of a particular Sentence 
[3], not a string consisting of a consecutive letters. (The term n-gram is also used in 
the literature sometimes for a string consisting of a consecutive letters [4]. Note 
the difference!) 
We capitalise ‘Sentence’ and ‘Word’ to discriminate these concepts from word and 
sentence as grammatical units of language. For instance a code and the related 
diagnosis together form a Sentence, which grammatically may be a noun phrase. 
The code and the words of the diagnostic expressions together form the Words of 
this Sentence. 

Our corpus-based method needs a sample of error free, clinical diagnoses. An ideal 
sample should contain all possible diagnoses of a certain medical domain expressed by 
the words and phrases used in the daily clinical practice. E.g. lists taken from 
classification systems like ICD can not be used because their language is different from 
the clinical one. Therefore we decided to collect a sample of clinical diagnosis 
expressions from a large number of patient discharge reports. We call it reference base 
(R). The aim is to have Sentences containing only sensible, properly spelled diagnoses, 
all expressing exactly one disease. The last criterion is vital for being able to decompose 
compound expressions. As the method is also planned to be used as a computer 
assisted coding tool, we added the appropriate ICD code of the diseases to the 
Sentences. The use of codes will be explained later. 
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2.1. The n-gram tree 
Once we have such a reference base, all n-grams for each Sentence of the sample 
are generated (from length of one up to the length of the particular Sentence). In 
other words, we store all the continuous fragments of each Sentence. The typical 
use of n-grams is to disambiguate ambiguous words and spelling error correction 
[3]. We use them to describe the valid sequences of words in clinical diagnoses. 
Since the reference base does not contain several hundred thousand diagnoses and 
the diagnostic expressions are typically short (4 - 5 words) we are not forced to use 
a fixed n (typically 3 in the literature) but can build n-gram statistics using a 
dynamic n: the length of the particular expression. 
A special tag "_FULL_" is added to the n-gram representing the whole Sentence, 
which enables to identify complete Sentences. The included code of the given 
diagnosis expression is marked by pairs of $ signs, and this marked code is added to 
each of its n-grams. The co-occurrence frequency of the code and the n-gram is also 
stored. The following example illustrates the decomposition: 

Coded expression: $E10.9$ diabetes mellitus type-I 
 
N gram decompositions: 

$E10.9$ Diabetes
$E10.9$ mellitus
$E10.9$ type-I
$E10.9$ diabetes mellitus
$E10.9$ mellitus type-I
$E10.9$ diabetes mellitus type-I _FULL_ 

By decomposing all Sentences of the reference set we get a reference n-gram set. 
For practical reasons - such as saving memory and quick searching - the n-gram set is 
stored in a tree structure. This is illustrated in Figure V-1The following Sentences are 
represented in the illustration: 

$E14.9$ Diabetes mellitus 
$E10.9$ diabetes Mellitus type-I 
$E11.9$ diabetes Mellitus type-II 
$E23.2$ diabetes insipidus 

Since codes always appear together on the same level as the _FULL_ marks in 
Figure V-1 either the code or the FULL mark is shown. (Codes and FULL marks are 
tags, and in the matching process they are not considered as a part of the tree.) Starting 
from the root of the tree each node of the tree describes one n-gram. The nodes are 
arranged into layers. In the given example we have 4 layers, separated by dashed lines 
and numbered at the right side of the Figure. The importance of this arrangement will 
be explained later. The dotted line illustrates the n-gram "mellitus type-
II". The number in the boxes defines the number of the occurrences of the 
corresponding n-gram. E.g. "mellitus type-I" occurs once, while 
"Diabetes mellitus" occurs three times in the sample. (Look at the 
"mellitus" typed in bold in the second layer.) 
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Figure V-1 The n-gram tree 
 

2.2. The initial matching process 
Once an n-gram tree is created from a proper reference set, we can take a new 
diagnostic expression as a test Sentence (T). The goal is to find the longest 
matching and meaningful n-grams so that all words of the test Sentence shall be 
covered. The matching process starts with the last word of the test Sentence. Let 
say, the test Sentence consists of k words. At first we try to find the last word of T 
in the k-th layer of the tree. If it is successful then we go upwards in the tree to the 
k-1-th layer, and check if the next node in the tree is present in the next (or 
surrounding) 2 words in the test Sentence. If it is so, we repeat this process until 
we arrive at the root. All matched words are marked. A matching process is 
complete, if all the words of the test Sentence are marked as matched. If the match 
is not complete, the whole matching procedure will be started again with the last 
not matched word, in the p-th layer, where p is the number of not matched words. 
Of course it can happen that the last word of the test Sentence cannot be found in 
the k-th layer of the tree. In this case we take the last but one word of the test 
Sentence and start the matching again from the k-th layer. If none of the words of 
the test Sentence can be found in the k-th layer, we move to the k-1-th layer and 
start the matching from here with the last Word of the Sentence. 
It is possible that some words in the test Sentence were not present in the 
reference base and therefore were not present in the n-gram tree. Such ‘unknown’ 
words are simply skipped in the matching process. A word can be unknown 
because of spelling error. Really unknown words may occur, if the reference 
sample does not cover the given medical domain, or the test Sentence contains 
concepts outside of that domain. If an unknown word alone represents a disease, 
the identification naturally fails. If the unknown word is only a part of a diagnosis, 
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there is still some chance to recognise the diagnosis by the other words of the 
expression. When unknown words occur frequently the reference base should be 
extended. 

At the end of the whole matching process we retrieve a set of n-grams. In the 
simplest case the match is complete and we get just one n-gram (complete single 
match). It is also possible that the match is complete, but the words of the test 
Sentences are covered by more than one n-gram (complete multiple match). Another 
issue is whether the retrieved n-grams are "_FULL_" n-grams (FULL match) or not. 
So the result of the matching process can be as follows: 

a) One FULL n-gram, complete match. We can infer that the diagnosis expresses 
one single disease. 

b) More than one FULL n-gram, complete match. We can infer that the diagnosis 
expresses more than one disease. 

c) One or more n-grams, complete match, at least one of the n-grams is not FULL. 
Not FULL n-grams must be searched further for completing (see the next 
section) 

d) Incomplete match: at least one word was unknown. 

Remember that all single words form an n-gram itself. So if the test Sentence would 
consist of a random selection of k completely unrelated words, then we would get k n-
grams, each consisting of one word, and this still would be a complete match. 

In principle by completing the initial matching process we may achieve our main 
goal: recognising compound diagnoses. Once a diagnosis comprises two or more 
diseases, it is very likely that the matching process retrieves more than one n-gram 
(multiple match), since each disease will match a different n-gram. For two reasons it is 
worthwhile to search for more n- grams by extension of the matching process. First, if 
the initial match was FULL and complete, it still may happen that the found concepts 
have subtypes to be considered for coding. (E.g. the test Sentence was "external otitis" 
but "malignant external otitis" also may be the most appropriate category. Second, if at 
least one n-gram was not FULL the extension process described in the next section 
may reveal the relevant FULL n-gram. 

2.3. The extension process 

2.3.1. Downward extensions 

The result of the initial matching process is one or more n-grams. They can be 
either FULL or not. In both cases it may happen that such n-grams still have sub-
branches in the tree. For instance, the test Sentence "Diabetes" retrieves a non FULL 
n-gram, while "Diabetes mellitus" retrieves the FULL n-gram. 

In the first case the test Sentence is only one word: "Diabetes". (This is a colloquial 
expression for diabetes mellitus, but in principle the expression is ambiguous, since it 
may refer to ’diabetes mellitus’ and ‘diabetes insipidus’ [insipid diabetes] as well, which 
are rather different entities. ) In this case the matching process will find the word 
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'diabetes' in the first layer, and this is immediately a complete - but not FULL - 
match. The downward extension process will retrieve the following strings: 

Diabetes + mellitus +$E14.9$+_FULL_ 
Diabetes + mellitus type-I +$E10.9$+_FULL_ 
Diabetes + mellitus type-II +$E11.9$+_FULL_ 
Diabetes + insipidus +$E23.2$+_FULL_ 
 
The test Sentence "Diabetes mellitus" retrieves the FULL n-

gram 
Diabetes+mellitus+$E14.9$+FULL" 

But even this FULL n-gram has sub-branches starting from the node 
‘mellitus’: Diabetes + mellitus + type-I 
+$E10.9$+_FULL_ and Diabetes + mellitus 
type-II +_FULL + $E11.9$_ 

The downward extension retrieves all FULL tagged sub branches. 
Diabetes mellitus is a correct but not fully specified diagnosis. If the possible 

extensions are offered to the human coder, then he can realise that there are some 
more specific diagnoses here, and if the necessary information is available, it is possible 
to choose the most specific one. (As it is declared in the ICD coding rules.) 

It is also possible that the "FULL" match was impossible due to spelling errors. 
Let say the test Sentence is 'Diabetes melitus'. In this case the misspelled 
‘melitus’ will be skipped in the initial matching process as an unknown word, and the 
n-gram ‘Diabetes’ will be retrieved. In such cases the unknown words can be 
compared to the words occurring in the extensions. Since ‘melitus’ is more similar to 
‘mellitus’ than to any other words in the extensions, this is the most likely correction of 
the spelling error. (This similarity can be measured by the length of common sub-
strings in identical order.) Once the user accepts such a proposed correction, the test 
can be repeated with the corrected test Sentence. 

2.3.2. Upward extensions 

The above-described downward extension does not help, if the first word is 
missing from an expression by mistake. 

Suppose the word diabetes is missing from the expression diabetes insipidus. In this 
case the matching algorithm will find the n-gram ' insipidus' from the first 
layer of the tree, but this n-gram is not "FULL". But there is no way downwards in the 
tree. To find the missing word, the algorithm goes to the k+1-th layer (this is the 
second layer in our case) and tries to go back to the root. Contrary to the normal 
matching process, in upward extension the algorithm will not fail at the first 
unsuccessful match. The test sentence will be extended with the first unmatched word. 

The upward extension process can be performed recursively, and each step is 
followed by a downward extension. 

At the end of the whole extension process the resulting list of alternative n-grams 
can be too long for humans to review. In this case it is possible to rank them by their 
frequency in the reference base. In our example it is likely that the diagnosis correction 
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contains much more "diabetes mellitus" then "diabetes insipidus", since the former is 
more common. 

 

2.4. The word order problem 
In principle, the matching process is order independent. Especially in case of 

abbreviations the order of words may change without any change of the meaning. 
Both ‘Chr. Tons’ and ‘Tons. Chr.’ refer to chronic tonsillitis. Suppose, the reference set 
contains only one of them - let say 'Tons . chr'. - and the test Sentence is the 
other one. The matching process will start at level 2 with the last word of the test 
Sentence (‘Tons.’ in our case) But this word will not be found at the level 2, so as it was 
described, the matching process will continue with the next word of the test Sentence 
(‘chr.’) and this one will be matched. Going upwards in the tree the ‘Tons.’ will be 
found 
at level 1 and this is given in the test Sentence, so the root is achieved. Now the 
match is complete. 

In certain cases the order independent matching may lead to confusion. Let us 
take the following Sentence as an example: 

'Insulin dependent diabetes, non Hodgkin lymphoma' 

In this case the matching process will start at level 6, but the first match will be 
found only in level 4 with the word ‘diabetes’. If the matching would be totally 
order independent, we would go back from this node to the root and we would 
retrieve the following n-gram: 

'non insulin dependent diabetes'. 

 
Then the matching process would be continued with the rest of the 
words, and 'Hodgkin lymphoma' would be retrieved as well. 
To avoid this type of confusion, the matching is restricted to the surrounding two 

words of the last matched word. So when the word ‘insulin’ is matched at level 2, 
and the next word in the tree is ‘non’, the matching process stops, because although 
the word ‘non’ is present in the test Sentence the distance is too large. Therefore the 
whole process will be started again from level 3, where the word ‘diabetes’ is also 
present, and successfully will go back to the root, retrieving the n-gram ‘Insulin 
dependent diabetes’. The rest of the words will lead correctly to the n-gram ‘non 
Hodgkin lymphoma’ 
Here the question arises why the surrounding two words are used and not three or 
four etc. This is an arbitrary choice of course. We tested the method with various 
settings and got the best results with this one. But we have to realize, that the size 
of the environment is not critical. Sometimes it may lead to failure, but is 
compensated by the extension process. Let us take the following example: 

'sinusitis, ethmoiditis et tonsillitis acuta' 



 
 
 
 

Chapter V – N-gram method 

102 

In this example the term ‘acuta’ refers to ‘sinusitis’ and to ‘ethmoiditis’ as well, but 
the matching process will stop at the single word ‘ethmoiditis’ since the distance 
between ‘acute’ and ‘ethmoiditis’ is too long. However since the match will be not 
"FULL", the extension process will produce the required expression ‘acute 
ethmoiditis’ as one of the possible completions of the expression. 

 

2.5. The reference base 
For the experiments performed to test the method, a reference base was created. 

It contained 3079 diagnoses collected from discharge reports from the various 
clinical departments of the Haynal University. These diagnoses were carefully coded 
into ICD10 [6] by human experts. This set of diagnoses was used by the authors in 
various experiments [7, 8]. Errors found during these experiments were corrected 
manually. The generation of the n-gram tree from the 3079 diagnoses took a few 
seconds on a Pentium III 500MHz machine. The tree contains 14995 nodes, in the 
first layer there are 2940 nodes (it equals the number of the different words in the 
reference base), the maximal depth of the tree is 17. 
The decomposition of a Sentence took only a couple of milliseconds, so the 
computing time is suitable for daily practice. 

2.6. Software solution 
The method has been implemented by the authors in Visual C++, no commercially 

available database manager software has been used (for the sake of speed). The 
program responsible for generating the tree of the used reference base is able to 
process arbitrarily large sets of Sentences, the tree is stored in a binary file. 

The output of the system is a ‘tab’ delimited file importable to Microsoft Excel for 
further analysis. 
The software has also a user interface to analyse Sentences one by one on the 
screen. 

3. Experiment 

3.1. Setting up the gold standard and the test 
To test the method we need a gold standard: a set of clinical diagnoses containing 
both simple and compound diagnoses, which is decomposed manually in a 
controlled way. 
We took a collection of 92 randomly selected different diagnoses from clinical 
discharge reports. The reports used for the reference base and the gold standard 
were collected from the same departments of the Haynal University of Health 
Sciences. Two independent experienced encoders were asked to decompose the 
diagnostic expressions, when they considered them as compound, into terms 
expressing a single disease [5]. 
There was not full agreement between the two human encoders concerning the 
question, which diagnoses were compound, and which were simple. Out of the 25 
diagnoses considered as compound by at least one encoder their judgements were 
different in seven cases. In three cases encoder B considered the expression as a 
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simple disease, while encoder A considered them as compound. In further four 
cases the decomposition was not identical. This shows that the unawareness of 
compound diagnoses is the cause of coding errors in a significant number of cases. 
The results of the two decompositions were reviewed by the authors and we came 
to a consensus with the two coders. This final decomposition is used as gold 
standard for the test. Out of the 92 diagnoses 67 were considered as simple, 25 
were considered as compound. The original 92 diagnoses were decomposed into 
132 simple diagnoses. 

The same original 92 diagnoses were used as test sample. So the decomposition 
made by the computer and the gold standard decomposition could be compared. 

 

3.2. Evaluation 
To evaluate the decomposition made by the computer two measures were used, 

called precision and recall. We used them in the following sense:  
 

g
b

recall i∑=  (1) 

 

c
b

precision i∑=   (2) 

 
where bi is the number of expressions found both in the computer and in the gold 
standard decomposition of the i-th test Sentence, g is the total number of 
expressions in the gold standard and c is the total number of expressions found by 
the computer decomposition. 

The recall signifies how much we can rely on the system, while precision says 
how easy it is to find the appropriate expressions in the retrieved list. 

 

4. Results 
The system decomposed the 92 diagnostic expressions into 293 expressions. In 
total 109 expressions were also present in the gold standard. So the recall was 82.6 
%, and the precision was 37.2 %. (As it was mentioned, the gold standard consists 
of 132 simple diagnostic expressions.) 
In the case of 21 diagnoses in the test sample some spelling errors were found. 
Since the approach helps to correct spelling errors, they were corrected. After the 
correction the system decomposed the 92 diagnoses to 319 expressions. From 
these expressions 117 were found in the gold standard (valid expressions). The 
recall is increased to 88.6 % and the precision is decreased to 36.7 %. All together, 
15 expressions from the gold standard could not be matched by the approach. In 
14 cases the reason was that the expression contained essential words unknown for 
the reference base. Out of these expressions ten referred to a medical procedure, 
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not a disease. Physicians sometimes like to refer to history of a certain medical 
procedure in clinical diagnoses. E.g. "Status post appendectomiam" (means "Status 
after appendectomy", Latin). Such expressions were excluded from the reference 
base during previous work. 
Only 1 expression was missing due to an error of the matching algorithm. In this 
case the algorithm found a word in the surrounding which semantically did not 
belong to the expression, but the matching algorithm led to a sensible other 
expression. 

From the 117 valid expressions 62 were found by the direct matching algorithm, 53 
was found in the extended n-grams 

202 expressions generated by the system were not present in the gold standard 
(false positives). 

 

5. Discussion and conclusion 
Methods for document retrieval and computer assisted coding of diagnoses are 
very similar. Wiesman et al. gives a good overview of these methods [9]. Some of 
them like vector-space methods are able in principle to identify compound 
diagnoses and find codes for all included diseases. However, if a given 
implementation of these methods is not designed for this purpose, you can never 
be sure whether the multiple codes come from mistakes or from the fact, that the 
diagnosis is compound. The authors do not know any work in the literature 
directly addressed to the problem of compound diagnoses. 

Formal solutions based on natural language understanding and formal conceptual 
representation may be more effective, but very hard to implement in the Hungarian 
medical language. These facts justify our approach. 

In all corpus-based statistical approaches two questions arise. One is the potential 
benefit of ‘canonisation’ of terms, i.e. unification of orthographical and lexical 
variations, etc. The other question is that the capability of the approach strongly 
depends on the size and quality of the corpus. 

Concerning the first problem we performed an experiment, where all words were 
stemmed, synonyms and language variations were replaced by a preferred term, and 
references to laterality were standardised. (Discrimination of left and right is irrelevant 
for a classification. Uni- and bilateral conditions were discriminated only.) Surprisingly 
the results after this canonisation were practically the same. The recall was the same 
but the precision became slightly lower. 

Our results clearly show that the recall of the method could be even higher if the 
reference base was more complete. On the other hand the precision presumably would 
decrease, because of the increasing number of possible combinations in a larger n-gram 
tree. The low precision does not weaken seriously the usability of the method, since we 
do not intend to use it as an automatic process. Our philosophy is always to assist the 
human encoders, who can easily select the appropriate expressions from a limited set 
of offered possible extensions. However the review of a long list is bothering to the 
user therefore the precision should be augmented and the results should be ranked 
according to their possibility of being valid. 
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Further research is necessary to find ways to increase the precision of the approach. 
The presented method was easy to implement and did not require expensive 
knowledge engineering or language processing work. However it is necessary to create 
a reference base, consisting of manually coded diagnoses. Since it is possible to increase 
incrementally the size of the reference base, the method is scalable: more and more 
medical domains can be included gradually. 

The authors had some experience in computer assisted coding with vector space [7, 
10] and neural network (ANN) [8] methods. In case of compound diagnoses those 
methods may suggest codes for all included diagnoses but can not warn the user to 
choose multiple codes. Vector space and ANN methods usually offer a ranked list of 
codes, and do not inform the user whether one ore more codes should be selected by 
the user. 
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Chapter VI. GALEN BASED FORMAL 

REPRESENTATION OF ICD10 
 

Abstract 
Objectives: The main objective is to create a knowledge-intensive coding 
support tool for the International Classification of Diseases (ICD10), 
which is based on formal representation of ICD10 categories. Beyond this 
task the resulting ontology could be reused in various ways. Decidability is 
an important issue for computer assisted coding, consequently the 
ontology should be represented in description logic. 
Methods: The meaning of the ICD10 categories is represented using the 
GALEN Core Reference Model. Due to the deficiencies of its 
representation language (GRAIL) the ontology is transformed to the quasi-
standard OWL. A test system which extracts disease concepts and 
classifies them to ICD10 categories has been implemented in Prolog to 
verify the feasibility of the approach. 
Results: The formal representation of the first two chapters of ICD10 
(infectious diseases and neoplasms) has been almost completed. The 
constructed ontology has been converted to OWL DL. The test system 
successfully identified diseases in medical records from gastrointestinal 
oncology (84% recall, however precision is only 45%). The classifier 
module is still under development. Due to the experiences gained during 
the modelling, in the future work FMA is going to be used as anatomical 
reference ontology. 

 

1. Introduction 
 

Indexing of medical diagnoses is a difficult and error-prone task. Providing 
assistance to manual coding is an important research area in medical informatics 
since many decades [1], and despite all efforts the problem has not yet been solved. 
Computer assisted coding systems can be basically classified into two groups: 

• Systems using statistical methods do not “know” anything about the 
coding systems and the natural language, they classify the diagnoses based 
on statistical features of learning samples [2-4]. Such systems are language-
independent and easy to implement: only a well-controlled training sample 
in the given language is required. The usage of thesauri (replacing 
synonyms with preferred term, etc.) can significantly enhance the 
performance [5]. In case of some languages (e.g. German, Hungarian) 
stemming also increases performance. The drawback of statistical methods 
is that their effectiveness strongly depends on the size and completeness 
of the training sample. 

• Systems using knowledge-intensive methods represent both the 
coding system and the clinical text written in natural language. The 
creation of the knowledge base is a resource intensive task, but − at least 
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in principle − the formal representation of medical narratives can support 
the reuse of information in various ways (clinical decision support, 
exchange of information among different EHR systems, etc.) When the 
knowledge base describes both the clinical concepts and the categories of 
the coding scheme, the system can infer the appropriate codes even in 
cases where the clinical expression uses different terms or even different 
concepts than the coding scheme. At the moment, the most popular 
knowledge representation is based on the use of ontologies. 

This paper presents a knowledge-intensive method for assisting ICD10 
(International Statistical Classification of Diseases and Related Health Problems, 
revision 10) [6] coding. First the most important features of ICD10 are presented, 
then we describe the GALEN Core Reference Model (CRM) briefly. After that the 
formal representation of ICD10 is presented, with examples highlighting some 
peculiarities. Finally the test system implemented in Prolog is described, followed 
by a summary of the achieved results. 

 

2. Material and methods 

2.1. ICD10 classification system 
 

ICD10 is the most frequently used classification of diseases in Europe. It has 
been published in 1992 by WHO in three volumes. Our work is based on the first 
volume, which contains the ICD codes together with their natural language labels, 
definitions, (local) coding rules, etc. The second volume defines global coding rules 
and the third volume is a mere index to the first volume. 

ICD10 is a hierarchical coding system, organised into 5 levels: 
•The 21 chapters group together diseases according to major categories (location 

– e.g. cardiovascular diseases and pathology – e.g. neoplasms). A separate 
chapter contains the international classification of oncology based on 
SNOMED [7]. 

•Chapters contain sections grouping together similar diseases (like J10-J18 
“Influenza and pneumonia”). 

•Sections contain groups, which collect very similar diseases (like J10 “Influenza 
due to identified influenza virus”). Groups are defined by three character 
codes. 

•Groups contain items, which define narrow groups of diseases (like J10.0 
“Influenza with pneumonia, influenza virus identified”). Items are defined by 
four character codes. 

•In some cases items are subdivided on the fifth character. This subdivision is 
left for national purposes (e.g. H4411 “Endogenous uveitis” and H4419 
“Other endophthalmitis nos.”), however WHO itself defined also some 
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categories. For example at S02 “Fracture of skull and facial bones“:  
 
The following subdivisions are provided for optional use in a 
supplementary character position where it is not possible or not desired to 
use multiple coding to identify fracture and open wound; a fracture not 
indicated as closed or open should be classified as closed: 

0 closed 
1 open. 

Each category has a name and may have (local) coding rules, definitions, and 
comments. Groups and items may have synonyms and dagger-asterisk cross-
references. Since our goal is to formally represent the meaning of the given 
category, these pieces of information are not represented explicitly in the ontology. 
However, they have to be taken into account during modelling, since they may 
affect the meaning of the category. 

Since the aim of ICD10 is to classify all possible diseases, there are lot of 
“other” (e.g. J10.8 “Influenza with other manifestations, influenza virus 
identified”) and “not otherwise specified” (e.g. J12.9 “Viral pneumonia, 
unspecified”) categories in the coding system. The latter does not cause any 
problems (since it can be modelled as “Viral pneumonia”), however the formal 
representation of “other” categories is a difficult task. The problem is that the 
meaning of “other” is not necessarily equivalent with the intersection of the parent 
concept with the complement of the explicit sibling categories. Other” (or “not 
elsewhere classified”) means something that cannot be found elsewhere in the 
whole classification. For that reason a detailed review of the coding system is 
required to understand what actually is meant by it.  The underlying problem is 
that ICD is a compromise on various possible aspects of classification (e.g. cause 
versus localisation of the disease), consequently various forms of a disease may 
appear in totally different parts of the classification. For example, diabetes mellitus 
is located in the chapter of endocrine diseases, but diabetes associated with 
pregnancy appears in the chapter of complications of pregnancy. This 
phenomenon is one cause why clinicians have difficulties using ICD10. 
 

2.2. GALEN CRM 
 

The GALEN Core Reference Model (CRM) is designed to be a reusable, 
application- and language-independent model of medical concepts to support 
EHRs, clinical user interfaces, decision support systems, classification and coding 
systems, etc. [8]. The development of GALEN was started about 10 years ago and 
the computational resources of that time limited the semantics of its description 
language, GRAIL (GALEN Representation and Integration Language). 

The GALEN CRM is a ‘third generation’ terminology system [9]. The key 
feature of the GALEN approach is that it provides a model − a set of building 
blocks and constraints − from which concepts can be composed (in contrast to 
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traditional classification systems). The classification of composite concepts is 
automatic and based on formal logical criteria.  

The GALEN CRM has four logical layers: high-level ontology, CRM, 
subspeciality extensions and model of surgical procedures. For the representation 
of ICD10 we need only the first three layers. 

GRAIL is a description logic-like language [10] with special features to handle 
part-whole relations and other transitive relations needed to represent medical 
knowledge. In description logic (DL) these features are called role propagation and 
role composition and the existing DL reasoning systems began to support them 
only recently [11]. GRAIL shows some similarity also to conceptual graphs [12], 
and to typed feature structures [13]. However, GRAIL has evolved separately since 
late 1980s, driven by clinical applications. Even so, GRAIL is typically referred to 
in the literature as a description logic language. The main differences between 
GRAIL and a typical DL language are: 
• GRAIL uses a so called grammatical/sensible level sanctioning, which is similar 

to the idea of canonical graphs in conceptual graph theory. This notion means 
that an attribute (a role in DL) can only be used after it has been allowed 
(contrary to the “open world assumption” in DLs where any relation can be 
used unless the domain and range constraints or “local” property restrictions 
prohibit it). A grammatical sanction is a statement that “an abstraction is useful 
for querying but not sufficiently constrained for generation”. A sensible sanction 
means that the constraint can be used for generating complex concepts, but 
first it has to be permitted on the grammatical level. In DL formalism the 
checking of whether a particular sensible sanctioning is valid would require the 
induction of additional relations. 

• GRAIL has no concept constructors without quantification. It is possible to 
represent sets (by the concept collection) and there is a workaround for limited 
negation (introduced to represent conditions with or without other conditions, 
but it has been implemented in the ontology, not in the grammar). 

GRAIL has a construct called refinedAlong (or specialisedBy). In fact, it is role 
propagation, which is a feature of some DL languages. The semantics of role 
propagation is:  

r ° s ≡ ∀ x, y, z: r(x, y) AND s(y, z) → r(x, z) 

where r and s are the relations, and x, y and z are classes. e.g.: 
hasLocation ° partOf ⊆ hasLocation 

which allows the reasoner to infer e.g. that a heart valve disease is a heart disease 
(since heart valve is a part of the heart). This is a very important peculiarity of 
medical knowledge representation. Moreover it can be used as a tool connecting 
the detailed description of a diagnosis to a more abstract disease category in ICD. 
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2.3.  GALEN based formal representation of ICD10 
 

The goal is to represent formally the meaning of each ICD category, using the 
concepts and the attributes of GALEN CRM. The ontology of ICD10 contains 
only concepts representing each ICD10 category (named by the ICD code), and 
the formal definition of the category. Other information (coding rules, references, 
etc.) belonging to a certain ICD category provides only additional information to 
the user of the coding system. Therefore it is advisable to separate it from the 
formal representation. The hierarchical relations of ICD10 are neither represented 
in the ontology, since they not necessarily always overlap with the hierarchy 
inferred from the formal definitions. 

According to our view the ICD categories can be defined by a multi-axial 
classification. The main axes are: 

• Anatomy: location of the disease (if applicable). 
• Morphology: type of lesion. 
• Etiology: cause of the disease (if applicable). 

This view is similar to that of SNOMED version 2 and 3, which is the 
pathologist’s view of medicine. 

The anatomy axis contains the anatomical entities of the human body (in case 
of ICD these are tissue, organ parts, organs, organ systems and regions). The 
morphology axis contains the types of pathological lesions, such as inflammations 
and neoplasms. The etiology axis contains the causative agents of the disease: 
organisms, chemical, physical and socio-environmental entities. 

In case of certain categories additional axes are required, such as mode of 
diagnoses (e.g. A15 “Respiratory tuberculosis, bacteriologically and histologically 
confirmed”). We have to remark that such a distinction has nothing to do with the 
ontology of tuberculosis, since it is a diagnostical aspect, and in that sense it is 
outside of the original aim of ICD: to classify diseases. 

The mode of disease transmission is modelled in the organism axis. For 
example, A83 “Mosquito-borne viral encephalitis” is represented as Encephalitis 
which isSpecificConsequenceof (ArboVirus which isActedOnBy (Transmitting 
which hasSpecificPersonPerforming Mosquito)). The disease may have 
complications (A98.5 “Hemorrhagic fever with renal syndrome”) or be itself a 
complication of another disease (B01.0 “Varicella meningitis”). 

These peculiarities require that the category has to be defined by formal 
relations among potentially complex entities. Our decision was to define a category 
by the following template: 
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(MorphologicalEntity which < 
hasLocation AnatomicalEntity 
isConsequenceOf (EtiologicalEntityOrDisease) 
isIdentifiedBy DiagnosticProcedure 
hasComplication Disease 
modifierAttribute ModifierConcept >) name 

DiseaseCategoryCode. 
In some cases GALEN contains a composite entity of anatomy and 

morphology (e.g. meningitis). In this case the composite entity is used. A relation 
may be omitted if there is no constraint on that particular relation. The entities 
may be complex classes not present in the underlying core ontology (e.g. 
“ArboVirus which isActedOnBy (Transmitting which 
hasSpecificPersonPerforming Mosquito)). The required modalities of the diseases 
(such as chronicity, laterality, disease state, mode of acquisition) are defined by 
using GALEN modifier concepts. 

For example, A81.1 “Subacute sclerosing panencephalitis”, which is an 
autoimmune disease caused by measles infection is represented as: 

Encephalitis which isConsequenceOf 
(AutoimmuneProcess which isConsequenceOf (InfectionProcess 

which isSpecificConsequenceOf MeaslesVirus)) 
 

2.4.  Transforming the ontology into OWL 
 

The “not otherwise classified” categories can be represented as the intersection 
of the parent concept with the complement of the logical sibling categories. The 
parent concept is not always a defined ICD10 category (e.g. in case of A02 “Other 
salmonella infections”, since there is no “Salmonella infections in general” in 
ICD10). Intersections and complements cannot be represented in GRAIL. 
Another limitation of the practical use of GRAIL is the lack of publicly available 
reasoner. 

These two reasons led us to convert the ontology to the quasi-standard Web 
Ontology Language (OWL) [14]. We found that OWL DL (which belongs to the 
DL language class SHOIN) is the best practical choice for our task. The only 
important limitation is the lack of support of role propagation. 

Since there are cases where the reasoning on part-whole relation is important 
for ICD10 coding (e.g. clinical diagnosis “Fracture of tibial head” to be mapped to 
S82.1 “Fracture of upper end of tibia”) the role propagation axioms have to be 
added to the ontology. It is advisable to store them in the OWL file as 
AnnotationProperty-s. Therefore the resulting OWL file is valid, available OWL 
reasoners can load it, and can reason about it (except role propagation based 
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reasoning). If an own special OWL interface is implemented above the reasoner, 
the system can also take the role propagation axioms into account. 

Another solution is to create a work-around on role propagation [15]. This 
approach adds the necessarily “rules” not at the definition of roles, but at the 
concept level, which makes it possible to use common reasoners. Moreover if role 
propagation is defined for a pair of relations then it holds for every occurrence. 
(e.g. if there is role propagation for hasLocation and hasPart, than Appendicitis will 
be a kind of Enteritis, since appendix is a part of intestine. This is not what 
physicians would think.) By moving the assertion to the level of concept 
definitions the ontology engineer can decide whether such a subsumption is true, 
and can add the necessary relations. However (s)he has to review each case, which 
increases the time to create the ontology. 

For example, the category “fracture of femur” would be defined as a fracture 
located at the femur. However since the “fracture of a part of femur” is a “fracture 
of femur” the category should be rather defined as a fracture which is located at 
the femur, or at some part of it. 

The following GRAIL constructs have been transformed to OWL: 
•The newSub/addSub/addSuper operators are used to define asserted 

subsumption. Their corresponding element in OWL is rdfs:subclassOf. 
•The operators which/whichG formally define a category. We made no distinction 

between them during the transformation, since whichG defines complex 
entities used for querying. The “A which hasX B” concept is represented in 
OWL by the intersection of A with the ObjectProperty hasX restricted to B. 

•The necessarily/topicNecessarily/valueNecessarily operators express the 
necessity of the criterion. valueNecessarily is the inverse of topicNecessarily 
and necessarily asserts both criteria. A topicNecessarily B is converted to a 
class (A) which is a subclass of an unnamed class with property restriction 
owl:someValuesFrom. 

•The specialisedBy (refinedAlong) construct has been transformed as an 
AnnotationProperty. The “AttrA refinedAlong AttrB” assertion is represented 
as a DatatypeProperty annotation containing the string “AttrB” added to 
AttrA (since ObjectProperty must refer to objects, not to properties). 

Since sanctioning is a tool supporting only concise modelling it has not been 
converted to OWL. It is possible to convert sensible level sanctioning to 
owl:allValuesFrom. The relation between grammatical and sensible level 
sanctioning cannot be represented in DL. 

The definition of “other” categories is achieved by the owl:disjoint construct. 
The category is a subclass of the parent category and the owl:disjoint relation is 
asserted between the “other“ category, and each of its (logical) siblings. (The other 
solution – with the same meaning – would be the use of owl:complementOf, in 
this case the category would be the intersection of the parent category with the 
complement of the union of its siblings.) 
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2.5. Automatic coding tool 
 

The natural language processing (NLP) module of the system is a simple 
statistical component augmented with a thesaurus, since we only need to identify 
the expressions denoting diseases in texts. To allow an easy implementation, the 
domain of the medical records has been restricted to gastrointestinal oncology. 
The whole textual content of the medical records, not only the “clinical diagnoses” 
field is searched for disease names. The sentences are analysed almost 
independently, no anaphora resolution is performed, only terms of a disease name 
distributed over adjacent sentences are merged. The module contains a dictionary 
providing translation of Hungarian and Latin names of anatomical and 
morphological terms of the domain into English (the labels of GALEN concepts 
are typically in English).  

First the text is broken down to sentences with boundaries identified by the 
sequence “period-space-capital letter”, then the words are translated with the 
dictionary. Morphological analysis is not performed, only statistical similarity of the 
given word compared to the words in the thesaurus is computed using a modified 
version of Levenshtein distance. Candidates are ranked, and only the most relevant 
ones are considered. The found anatomical and morphological entities are 
combined into a notion of disease, which is described in GRAIL. These diseases 
are displayed, together with the originating sentences and relevant words.  

The medical records were manually analysed, the relevant diseases have been 
extracted, and manually coded to ICD10, allowing us to verify the performance of 
the NLP module. The module identifies 84% of the relevant diseases, however it 
also found a lot of unnecessary diseases and locations, consequently the precision 
is low: 45%. 

The coding module − which classifies the found disease concepts − is still 
under development. The idea is that the found concepts are classified by the SILK 
DL reasoner [16] into ICD10 categories. If the two concepts are not totally 
identical, a similarity measure can be estimated. In most cases the found disease 
concept is a subclass of one or more ICD10 categories. However this subsumption 
relation can frequently only be identified by using role propagation. Since the used 
DL reasoner cannot cope with role propagation, we are currently redefining the 
ICD categories according to the work-around method described in Section 2.4. 
Another solution would be to augment the reasoner with this feature, however the 
work-around leaves more freedom to the ontology engineer, and we think it 
should be used even if the creation of the ontology is more time consuming. 
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3. Discussion  
The formal definition of the first two chapters of ICD10 (infectious diseases 

and neoplasms) has been almost completed. During the creation of the ontology 
only the hierarchy of ICD categories has been taken into account for detecting 
sibling concepts. After the completion of the formal representation of the whole 
ICD10 a review step will be required to find parent categories (subsumption 
relations) that are not represented explicitly in the ICD hierarchy. A formal 
consistency check is also necessary since ICD is not supposed to be consistent.  

The work-around on role propagation seems promising, therefore we are 
currently redefining the ICD categories according to it. This is a time consuming 
task, since the ontology engineer has to analyse each ICD category, to find out 
whether it is sensible to speak about the parts of the particular anatomical 
structure, and whether the given morphological lesion located at any of these parts 
is a subtype of the given category. This task can be supported by a software system 
displaying the part-whole taxonomy and the ICD categories related to the concepts 
in this taxonomy. 

During the work some problems have been found with GALEN CRM, as core 
ontology. First, some of the required anatomical (“retroperitoneal lymphnode”) 
and many etiological (“enteropathogenic Escherichia Coli”) concepts were missing 
from GALEN CRM. These concepts were added to the core ontology. Second, 
there were some concepts that could not be defined using the concepts and the 
attributes of GALEN CRM.  
•The meaning of C10.4 “(malignant neoplasm of) branchial cleft” is a malignant 

neoplasm located in a branchiogen cyst, which is a developmental residuum. 
The definition of such concepts in GALEN would require the construction of 
(human) developmental anatomy, with the required concepts for temporary 
phenomena. Moreover a branchiogen cyst persisting in postnatal life is in itself 
a pathological structure. 

•The representation of C06.2 “(malignant neoplasm of) retromolar area” requires 
the definition of “retromolar region”. For that, new attributes describing 3D 
relations would be needed. 

Due to these problems, it has been decided that the project will be continued 
using the Foundational Model of Anatomy (FMA) as core anatomy ontology [17]. 
FMA is a detailed ontology of anatomy and human development. The work up to 
now would not be lost: most of the references to anatomical concepts in GALEN 
can be automatically converted to references to concepts in FMA. 
The conversion of FMA from the Protégé-2000 RDF format to OWL DL is 

underway. The modification of the conceptual system is also necessary: 
• To facilitate reasoning the ontology should be as compact as possible, 

therefore the enumerative structures in FMA (e.g. “Radiate ligament of 
head of first rib”) have to be transformed to a composite approach (such 
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as that of GALEN). We hope that with this transformation the number of 
concepts could be reduced from approximately 70,000 to about 10,000 
without losing the information contained in FMA. 

• The ontology should be aligned to a formal top-level ontology, DOLCE 
Lite [18] has been chosen for this task. We have chosen this ontology 
because it is the best top-level ontology written in OWL DL known by us. 
The use of a formal top-level helps to maintain the consistency of the 
ontology, and makes reasoning feasible. 

• The conceptual systems describing physiology, pathology, etc. also have to 
be created under the same top-level. 

• Some problems with ICD10 (in an ontological sense) have also been 
found: 

• C09 “Malignant neoplasm of tonsil”, and C09.0 “Tonsillar fossa”. The 
tonsillar fossa is not a part of the tonsil, it is normally occupied by the 
tonsil. A neoplasm may occur in it only after removal of the tonsil. It is 
not a serious problem; it only shows that the hierarchical relations in ICD 
not necessarily coincide with formal subsumption. 

• In case of C76-C80 “Malignant neoplasms of ill-defined, secondary and 
unspecified sites” the formal definition of “ill defined site” is not possible 
(however its children can be defined.). It is again a diagnostic problem: the 
concrete location of the neoplasm is not known, only the region in which 
it is located. 

The extension of the system to other neoplastic diseases is under way, however 
first the thesauri have to be extended to achieve adequate performance. 
 

4. Conclusion 
It has been proven that it is technically possible –with some rare exceptions – 

to represent ICD categories formally using GALEN CRM converted to OWL DL. 
A relatively simple NLP tool is able to effectively extract disease names from 

medical narratives and to represent them formally. Such a simple tool works with 
acceptable recall and low precision, consequently human control is not avoidable. 

It seems to be advantageous to use FMA as a reference model of anatomy, 
however it has to be compacted and harmonised to a formal top-level ontology for 
the formal representation of other medical entities. 
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Chapter VII. A PILOT ONTOLOGICAL MODEL OF 

PUBLIC HEALTH INDICATORS 
 

Abstract 
There are various public health databases in the world aiming to provide 
data to compare health conditions in different countries. Their data sets 
are more or less overlapping but data from different databases and 
different countries are hard to compare due to different definitions and 
interpretations. Our aim was to create a core ontological model that is able 
to represent public health indicators. We assumed that by such 
representation comparability and quality of data could be improved. 
METHOD Three sets of indicators were taken, and a core ontology was 
built from information objects describing their top level entities. The 
Protégé ontology editor with RDF backend was used for building the 
ontology. The used indicator sets were the indicators of the Health for All 
Database of the World Health Organisation (HFA), the OECD Health 
Data, and the set of indicators proposed by the European Community 
Health Indicators (ECHI) European project. Then 19 indicators selected 
from HFA were represented using the core ontology. Strength and 
weaknesses of the descriptive capability of the model were studied. 
RESULT The drafted core model seems to be useful in representing many 
of the public health indicators. In some cases it really helps improve 
comparability. However some of the semantic details can not be 
sufficiently expressed by the used ontology representation language. There 
is a need of merging other domain ontologies to represent indicators 
related to other domains, such as economy, social and environmental 
sciences.  

1. Introduction 
There is no effective health policy without information on the health status of the 
society. To support decision makers at a national or even international level 
various databases became available (either on the net or offline) containing 
information on public health, health care systems and health related indicators, like 
demographic, socio-economic, and environmental data. The best known examples 
in Europe are the OECD health data ((OECD HD, 
www.oecd.org/health/healthdata) and the health for all database of the WHO 
(HFA http://www.who.dk/hfadb). In the United States CDC (Centers for Disease 
Control and Prevention) provides a lot of such information. 
(http://www.cdc.gov). The conceptual structure of the OECD and WHO 
databases are more or less similar but their data are not comparable in most of the 
cases due to many differences in the details. There are several projects all over the 
world [1], [4] aiming to define a standard set of indicators. The standardisation is 
obviously important for comparative studies in different populations. Since the 
differences between the indicators are coming from different needs we do not 
believe that all actors in the scene will ever agree on one single model. As a central 
institute for health information in Hungary we also have to serve the needs of 
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various bodies and groups, and we also have to ensure data consistency. In this 
study our goal was to see whether it is possible and helpful to represent health 
indicators in an ontology, and use it as a tool to achieve coherence among different 
databases serving various actors and purposes.  

2. Overview of the field 

2.1. Public health indicators 
In public health community indicators are considered as data that in some way 
characterise health status and health influencing conditions of a population. Many 
of them are numeric data resulting from either enumeration of observed entities or 
from measuring some quantitative property (number of deaths, number of disease 
incidents, expenditure on drugs, etc.). Some experts argue that these data are not 
informative in themselves, and suggest to use the term indicator only if these 
numbers are normalised in some way, e.g. "death rate", i.e. the number of deaths 
divided by the number of people in a population, etc. We do not want to enter this 
discussion. From our point of view these are two different kinds of indicators. In 
terms of this paper, we use the term 'absolute indicator' for data resulting directly 
from observations and 'relative indicator' for data which are calculated from other 
(either direct or indirect) indicators. Relative indicators are defined entirely by their 
calculation formula. A precise ontological definition is necessary for absolute 
indicators. For example, we have to know precisely what "number of deaths" and 
"number of people in a population" mean. If these are defined, then the "death 
rate" (the number of death per 100 000 of population) does not require further 
ontological definition.  
Although absolute indicators are obviously less useful for cross-country 
comparisons, existing public health databases use both absolute and relative 
indicators. The structural organisation, in which these databases present their data 
are different, e.g. the HFA database provides a hierarchical indicator tree, and each 
indicator has two dimensions: location (countries) and time (years). For instance 
"Standardised death rate due to lung cancer in all ages" and "Standardises death 
rate due to lung cancer in age between 0-64 years" are   both indicators on the 
second level of the indicator tree. The latter is subdivided on the third level into 
male and female, while the former is subdivided into five categories: male, female, 
age over 65 years, male, female and both sexes. The structure is shown in Figure 
VII-1. The user can select any of the items marked with the  symbol, then the 
countries and years of interest have to be specified before retrieving data. In this 
structure "lung cancer in all ages" subsumes "lung cancer in age of 65 and above" 
but does not subsume "lung cancer between 0 and 64 years".  
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...
Standardised death rate trachea/bronchus/lung cancer 0-64 years per 100 000 citizens

Standardised death rate trachea/bronchus/lung cancer 0-64 years per 100 000 citizens male
Standardised death rate trachea/bronchus/lung cancer 0-64 years per 100 000 citizens female

Standardised death rate trachea/bronchus/lung cancer all ages per 100 000 citizens
Standardised death rate trachea/bronchus/lung cancer all ages per 100 000 citizens male
Standardised death rate trachea/bronchus/lung cancer all ages per 100 000 citizens female
Standardised death rate trachea/bronchus/lung cancer 65+ years per 100 000 citizens
Standardised death rate trachea/bronchus/lung cancer 65+ years per 100 000 citizens male
Standardised death rate trachea/bronchus/lung cancer 65+ years per 100 000 citizens female

MORTALITY BASED INDICATORS

 
Figure VII-1 Part of the HFA structure of indicators 

 
In the OECD HD the selection of an indicator requires three steps. First the user 
has to choose a "Chapter" from a three level tree hierarchy. Only the leaves of the 
tree (i.e. the third level items) can be selected. The following step is the selection of 
items from a plain list called "Variable". The list of the available variables depends 
on the selected "chapter" so the variables can be considered as the fourth level of 
the tree. The last step is the selection of the "Unit". It is again a list, depending on 
the selected chapter, but – with a few reasonable exceptions – does not depend on 
the selected variable. (For example gender is a unit for cancer incidence. An 
example of an exception is that you can not choose 'male' for cancer of female 
genital organs.)  

CHAPTER VARIABLE UNIT

Health status
Mortality

Life expectancy

...
Causes of mortality

Health status
Mortality
Morbidity

Perceived health status
Infant health
...

Injuries
...

Cancer

...

Malignant neoplasms of the colon

Malignant neoplasms of the female breast
Malignant neoplasms of the cervix
Malignant neoplasms of the prostate

...

Malignant neoplasms

Malignant neoplasms of the lung

Malignant neoplasms
Malignant neoplasms of the colon

Malignant neoplasms of the female breast
Malignant neoplasms of the cervix
Malignant neoplasms of the prostate

...

Malignant neoplasms of the lung

Number of female deaths
Number of male deaths
Number of total deaths
Deaths per 100 000 female (standardised)
Deaths per 100 000 male (standardised)
Deaths per 100 000 (standardised)

Number of female cases
Number of male cases
Number of total cases
Incidence per 100 000 female
Incidence per 100 000 male
Incidence per 100 000 poulation

 
Figure VII-2 Part of the OECD HD structure of indicators 

 
 In Figure VII-2 we try to illustrate how variables and units depend on the choice 
of Chapter. Location and time are separate dimensions in the OECD HD also. 
Compared to HFA, this structure is more combinatorial and more consistent. 
However the structure is still not quite coherent. E.g. "Cancer" is a chapter in 
morbidity, while "malignant neoplasm" (a synonym for cancer) is a variable in 
mortality.  
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Both HFA and OECD HD structures seem to be arbitrary. Retrieving identical or 
comparable data from the two databases is difficult. None of them seems to be 
based on a well-defined conceptual model. For example, in the HFA database 
"Salmonellosis cases" (the number of Salmonella infections) is located in the 
"Environment" group, and not – as one could expect – in the morbidity group. 
Similarly "Standardised death rates due to appendicitis" is in "Health care 
utilisation and expenditure", and not in the mortality based indicators. The result 
of this arbitrary structure is that the reuse of these data is difficult and possible 
only manually.  
Based on these experiences we started to develop a conceptual framework, the so- 
called IDA model, which allows us to arrange public health data into a space 
consisting of a hierarchical tree of the observed phenomena and a set of 
dimensions, corresponding to the observable properties of the phenomena. The 
model is described in more detail in a previous publication [5]. Here we restrict the 
description to an overview of its logical structure.  

3. The IDA model 

3.1. Observable entities and their properties 
Different actors in the health care system observe various phenomena, e.g. 
physicians observe patients having certain diseases, administrators "observe" how 
many beds they have in their hospital, etc. These actors are observers who provide 
some sort of reports and send them to primary data collecting organisations 
(insurance agencies, various registries etc.). Primary data collecting organisations 
provide statistics on their data by aggregations according to various properties of 
the things. For example, it is possible to determine how many women die from 
lung cancer in a certain part of the country, or the number of newborns below a 
certain body weight etc. In the IDA model these properties of the observed things 
(gender, cause of death, body weight etc.) form dimensions.  

3.2. Conceptual hierarchy of the entities 
Generally users of public health databases have to navigate through several 
hundred indicators. To assist this navigation, indicators are usually grouped into a 
limited number of categories, like "health status", "health-care resources", "health 
influencing factors". This categorisation is arbitrary, and the categories are not 
necessarily disjoint. It can be hard to decide whether something is a resource or a 
factor influencing health status, since a health care resource is used because it has 
some influence on health. These categories are about the purpose of things rather 
than about their nature. On one side this is reasonable, because it is useless to 
collect data on health without purpose. Public health indicators are used to 
monitor (measure) and improve the health status of the population. Since health is 
a rather complex thing, indicators are used as building elements of a mosaic. In 
that sense, each indicator must have a purpose: this is the aspect of health which 
they describe. Cigarette consumption for example measures the risk of a heart 
attack or lung cancer (among others). From this point of view the purpose of this 
information is to estimate the risk. On the other hand, one may say, that smoking 
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is a behavioural pattern, which indicates psychological disturbances. Neurotic 
people are likely to smoke much more than psychologically well balanced people. 
In that sense the amount of cigarette consumption is an indicator of health status. 
This is another purpose of the same information. It is important to emphasise, that 
the relation between cigarette smoking and either risk factors or health status 
descriptors is not an <IsA> relation. If for some unexpected reason smoking 
never would cause any harm in the future, it still would remain smoking but would 
not remain a risk factor. One indicator might have different purposes, while 
different indicators might have the same purpose. For example, number of traffic 
accidents with lethal outcome, and number of deaths due to traffic accidents are 
obviously different ontological entities and also different in their number but both 
of them have the same purpose in public health: to measure how seriously traffic 
threatens our lives. The IDA model is based on the ontological hierarchy of the 
things and not on their purposes in public health.   

3.3. Dimensions 
In the IDA model the attributes (the properties) of each observed entity are 
represented in dimensions. In other words, to each entity belong a set of 
dimensions, corresponding to the observed properties of the entity. As shown, the 
well-known public health databases use two dimensions: location and time. These 
dimensions are universal: it is hard to imagine to observe something which does 
not occur in a given part of space and time. Other properties, like gender, age, 
disease are not universal: hospital beds have neither gender, nor disease, birth has 
no age etc. In the studied databases such things are represented in the indicator 
tree. As we saw for instance, in the HFA database "Standardised death rate 
trachea/bronchus/lung cancer all ages per 100 000 citizens male" and 
"Standardised death rate trachea/bronchus/lung cancer all ages per 100 000 
citizens female" are two different indicators, both of them are subsumed by 
"Standardised death rate trachea/bronchus/lung cancer all ages per 100 000 
citizens" In the IDA model we have only one entity for these three indicators, this 
is "death". This entity has the following dimensions: "Disease" as cause of death, 
"age", "gender", and a so called "measure" which describes how we express the 
amount of the observed thing. In this case it is "rate per 100 000 citizens, 
standardised to the European population". So the IDA representation of the above 
mentioned three indicators is illustrated in Table VII-1. 
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Table VII-1 The IDA representation of indicators 

Dimensions Entity 

Disease Gender Age 

Measure 

Death Trachea/bronchus/lung 
cancer 

Both All Rate per 100 
000 
standardised  

Death Trachea/bronchus/lung 
cancer 

Male All Rate per 100 
000 
standardised 

Death Trachea/bronchus/lung 
cancer 

Female All Rate per 100 
000 
standardised 

 
(For simplicity, universal dimensions, space and time, are missing from the 
illustration.) By changing the value in the Disease dimension we can easily 
represent other mortality indicators. The benefit of this multidimensional 
representation is that many things share certain properties, e.g. "Disease" is a 
dimension pertinent to hospital admissions, morbidity related entities (incidence, 
prevalence) and other entities. Since we represent Disease in all these cases in the 
same way (as a dimension) it is easy to make comparisons between such entities. 
More precisely: it is possible to identify comparable entities based on the fact, that 
two entities can be compared to each other only if they have at least one common 
dimension. (It is a necessary but not sufficient condition.) The other practical 
reason to use dimensions instead of comprising all these things into the indicator 
tree is the fact, that certain dimensions have numerous possible values. For 
example, the Disease dimension – if we use the International Classification of 
Diseases – has more than 10 000 items. These items had to be repeated in the 
indicator tree as many times as the observed thing corresponds to a disease. Even 
if we would use only subsets relevant to the given topic (e.g. not all the diseases 
may cause death) the indicator tree could have an uncomfortably large size.  
The weakness of this multidimensional model is that the semantics is not quite 
explicit. E.g. when we say that death is an event, which can be grouped into 'male' 
and 'female' death cases, we do not express what is the semantic relation between 
death and gender. Since death obviously has no gender, the proper statement is 
that a death case as an event necessarily happens with a person (we consider cases 
of humans only) and persons necessarily have gender. As far as users of public 
health databases are humans, this inaccuracy has no serious practical consequences, 
since humans are able to understand what is meant by "male death cases" for 
instance. Problems may arise however in data management. Because of the 
imprecise semantic representation of what data are meant, maintenance of 
consistency can be difficult, especially if a large amount and variety of data has to 
be managed. The problem may turn out to be more serious if we consider 
automatic data processing (e.g. data mining), where the necessary common sense 
human knowledge is missing. The situation is more complicated if a certain entity 
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is related to the same dimension in more than one way, e.g. 'hospital cases' are 
related to location both according to the location of the hospital and according to 
the home address of the patient. This may lead to confusion even in case of human 
use of data, if people are not aware of this fact. 
Considering this weakness of the IDA model we decided to investigate the 
feasibility of a semantically more explicit ontological model of public health 
indicators. 

4. Materials and methods 
To obtain an overview of the field, top level categories of the indicators of two 
existing databases (HFA, and OECD HD) and the indicator set proposed by the 
ECHI (European Community Health Indicators) project were extracted and 
compared. From this set of indicator categories we tried to identify generic 
ontological entities and represent their attributes and relations in a core ontological 
model. All these entities were arranged under the top level class 
"PUBLIC_HEALTH_ENTITES". In the first step we did not try to describe 
formally what the precise semantic relation between the entities is (e.g. whether a 
certain relation is an <IsA> relation or not), just to obtain an overview of which 
entities are related to which other ones. The next step was to define the attributes 
of the entities. Concerning this we restricted our attention to attributes relevant to 
public health issues. For example,  Guarino and Welty argue that "having a brain" 
is an essential property for a "person" [6]. This is obvious, but practically useless 
for our purpose, since nobody observes the brains of the persons in the domain of 
public health. By defining the trivial attributes we had to extend the set of entities, 
e.g. "persons" trivially <HasGender> so we need an entity "gender" from which 
the <HasGender> attribute can take value ("male" and "female" as instances of 
"gender" are the allowed values of <HasGender>). The third step was to define 
the <IsA> hierarchies. To build up the core model the 2.1 beta version of Protégé 
was used. (This free ontology editor is available at http://protege.stanford.edu/.) 
The RDF backend was selected to represent the ontology. (Protégé is able to use 
various backends, like text file, RDF file, or different databases. RDF (Resource 
Description Framework) is an XML sublanguage commonly used to represent 
ontologies. See www.w3.org/RDF/ for specification). The "Ontoviz" plug-in was 
used to visualise selected parts of the model. A set of indicators taken from the 
HFA database (European Health For All database, released in 2003 June) was used 
to test the feasibility of the model. (This database is available for free at 
http://www.euro.who.int/hfadb.) Indicators were chosen from all eight top level 
groups of indicators (see Table VII-2). In this arbitrary choice we preferred those 
indicators which we felt difficult to represent in our model and skipped most of 
those, which apparently seemed to be easy to represent. Our goal was to identify 
the weak points of the core ontology. We did not calculate a measure for 
descriptive power (e.g. what percentage of indicators could be sufficiently 
represented by the model or something like that). The following 19 indicators were 
selected:  
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Demographic and socio-economic indicators 
1. Mid year population 
2. Annual average of inflation 
3. Unemployment rate 
Mortality based indicators 
4. Life expectancy 
5. Late neonatal cases 
6. Foetal cases 
7. Perinatal cases 
Morbidity disability and hospital discharges 
8. Incidence 
9. Prevalence 
10. Persons receiving social/disability benefits 
Lifestyles 
11. Number of regular daily smokers 
12. Pure alcohol consumption  
Environment 
13. Sulphur dioxide emission 
14. Average number of persons per room in occupied housing unit 
Healthcare resources 
15. % of physicians working in hospitals 
16. Acute care hospital beds. 
Health care utilisation and Expenditure 
17. Public health expenditure 
18. Average length of stay acute care hospitals 
Maternal and child health 
19. Number of infants breast fed at 3 month of age 

(In case of some relative indicators we took the corresponding absolute one, e.g. 
'Acute care hospital beds' is given originally per 100 000 citizens.) 
These indicators were represented in the ontology under a separate the top level 
class called "PUBLIC_HEALTH_INDICATORS". Then we identified 
relationships between these indicators and the "PUBLIC_HEALTH_ENTITIES". 
In other words, we represent public health indicators as specialisations of generic 
public health entities.  

5. Results 

5.1. Comparison of top level concepts 
The comparison of top level categories of the health indicators is shown in Table 
VII-2. In this table the indicators are arranged in an order which allow us to see the 
similarities and dissimilarities. As the table shows four main groups could be 
identified, which are more or less present in all three sources. These are the 
following:  

1. Demographic-social-economic indicators. 
2. Indicators that describe health systems. 
3. Health status indicators. 
4. Indicators that describe health influencing environmental factors. 
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These groups are illustrated by different italics in Table VII-2. 

Table VII-2 Comparison of top level concepts 

ECHI OECD HFA 

Demographic and socio-economic 
situation 

Demographic references Demographic and socio-
economic indicators 

  Economic references   

  Social protection   

Health systems Health care resources Health care resources 

  Health care utilization Health care utilization 
and Expenditure 

  Expenditures on health   

  Financing and remuneration   

  Pharmaceutical market   

Determinants of health Non/-medical determinants of health Environment 

  Lifestyles 

Health status Health status Morbidity Disability and 
Hospital discharges 

    Mortality based indicators

    Maternal and child health 

 
The three sources seem to be different, but we have to add that most of the 
indicators apparently missing from one source are included in its deeper levels. 
Our goal was not to match the indicator structures, just to get a good coverage 
about the 'things' relevant to public health. 

5.2. The entities of the field 
We tried to identify by intuition the ontological entities that are necessary to 
represent the above mentioned top level public health indicators, e.g. for 
demography we trivially need to have the entity "person". For 'health-care 
resources' we considered the following entities: "Organisation" "Personnel" 
"Medical equipment". Location and time as universal attributes were also 
considered. The resulting list of entities is the following: 
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BIRTH  
DEATH 
PERSON  
MONEY 
SOCIAL STATE 
PAYMENT 
SELLING/PROCUREMENT 
BEHAVIOUR 
HEALTH CARE RESOURCE 
HEALTH CARE ORGANISATION 
HEALTH CARE PERSONNEL 
MEDICAL EQUIPMENT 
DRUG 
CHEMICAL AGENT 
PHYSICAL AGENT 
LIVING ORGANISM (LIVING AGENT) 
DISEASE 
LOCATION  
TIME 
 

5.3. The ontological model  
By representing the above listed entities we got our core ontology. This is a 
skeleton that represents these entities as information objects. As we mentioned 
earlier, properties, which are essential for real entities but never occur as public 
health data were not considered. To make clear the difference between real objects 
and the information objects about them we used the symbol 'i:' before their names. 
(E.g. "i:BIRTH") It is also important to emphasize, that information objects are 
also real things, which are representations of other real things. We use the word 
'skeleton' because some of the entities have no specific attributes in the core 
ontology, they are just placed in the taxonomy. E.g. "i:BEHAVIOUR" is an 
abstract entity and at this phase of the development we do not see any common 
attribute which necessarily holds for all entities subsumed by it. (An entity is 
abstract if it has no direct instances). Such entities are subjects of revision in the 
future. 
Fitting the selected 19 public health indicators in the core ontology showed the 
benefits and limitations of the approach. In the next section we describe this. 

5.4. Descriptive capability limitations of the model 
If we consider population as an entity formed by persons living in a given 
geographical area, then the indicator "mid year population" is easy to represent in 
our ontology. (The phrase 'mid year' refers to a calculation method, which is not an 
ontological issue). Since here the observed entities are persons, we represent this 
indicator as an entity subsumed by "i:PERSON", which consequently  inherits all 
the attributes of "i:PERSON". This may sound surprisingly, since 'person' does not 
subsume 'population'. But we are not speaking about persons and populations. We 
are speaking about "i:PERSON" as an information object used to describe 
persons, and "mid year population" certainly is a kind of such information objects. 



 
 
 
 

Chapter VII – Ontology of public health indicators 

129 

The <HasHomeAddress> attribute is restricted to the geographical area for which 
the population has to be described. In other words i:PERSON is more generic 
than i:POPULATION, because the latter is derived from i:PERSON by restriction 
on the <HasHomeAddress> attribute. i:PERSON is used as a generic entity for 
definition of some other entities, e.g. for i:HEALTH_CARE_PERSONNEL. 
Public health databases contain data which do not originate from the health care 
system, e.g. economic references, like "Annual average of inflation". Such indicators are 
hard to represent precisely in our ontology. If we consider 'annual average of 
inflation' as information officially announced by the Central Statistical Office, then 
the representation is easy but does not tell too much. If we want to represent the 
calculation method (which would support international comparability) then the 
representation would be much more difficult and out of the scope of public health. 
Such data do not result from an observation of events or things within the field of 
the health system. Representation of "Unemployment" shows a similar problem, 
however the observed entity (person <HasOccupation> unoccupied) can be easily 
described. The problem is, that the officially published number of unemployed 
refers to the so-called registered unemployment, which is different from (usually 
less then) the number of people who are unemployed.  
In mortality based indicators the model works apparently well. "Life expectancy" is a 
little bit complicated at first sight, but it is nothing else than a well defined 
calculation based on simple mortality indicators. This indicator inherits its 
attributes form i:PERSON and i:DEATH. "Late neonatal death cases" can be 
represented by a restriction of the age of persons. "Foetal death cases" seems to be 
more difficult. The question, whether or not a foetus is a person, is a subject of 
heavy discussion. (We just refer to the serious debates on abortion.) However in 
our model a foetus cannot be described by the information object i:PERSON, 
because a foetus does not have the same attributes. It has gender and age but has 
no social state for instance. (Of course we do not want to provide arguments for 
the discussion of abortion with that.) For that reason we extended the core 
ontology with a new entity: "i:FOETUS", with the following properties: 
<HasAge>, <HasGender>, <HasMother> To represent "Perinatal death cases" is 
possible as a union of two kinds of events: i.e. foetal cases shortly before and 
newborn cases shortly after birth. Such arbitrary unions of entities are not well 
supported in ontologies.  
Morbidity data are easy to represent, since they consist of just two main categories: 
incidence (number of new cases within a time period) and prevalence (number of 
existing cases in a population at a given time point). The ontological difference 
between incidence and prevalence lead us to introduce two basic abstract 
categories for public health entities. These are "i:EVENTS" and "i:STATES". All 
public health entities belong to one of these categories. Their distinction is based 
on the different relations of the observable entities with time. 'Events' occur in a 
time point and they are observed over a period of time. (e.g. incidence of a disease 
in a given year). 'States' are entities which exist over a period of time and observed 
at a given time point, e.g. number of people is observed at a time of a census. Our 
interpretation of time point and time period is coherent with the CEN pre-
standard ENV 17381 (Time standards for health care specific problems). It is 
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described in [7] by Ceusters et al. According to this standard, the difference 
between time point and time period is pragmatic: a portion of time which has 
duration irrelevant or immeasurable in the given situation is considered as a time 
point. Both prevalence and incidence are observations of two kinds of entities: 
disease and person. In order to represent their difference, we had to introduce a 
new entity i:DIASEASE_ONSET, i.e. the emerge of a new disease, while we 
changed the name of the entity i:DISEASE to i:DISEASE_STATE, to make clear 
that the former belongs to 'events' and the second to 'states'. "Persons receiving 
social/disability benefits", can be represented as persons, who have social state 
'supported', using the i:PERSON and i:SOCIAL_STATE entities.  
Among life style indicators "number of regular daily smokers" is about observation of 
persons, who have the behaviour 'smoking' with the frequency 'daily'. At this 
moment we are not quite sure, if all behaviours have frequency, so this property 
was introduced for smoking specifically.  "Pure alcohol consumption" is a different 
view on a similar thing. Here the observed things are not persons who drink 
alcohol, but a total amount of alcohol consumed. This information comes from 
outside of health care (from the commerce). This is similar how the OECD 
database measures smoking in 'grams of nicotine per capita'. They can be 
represented as i:SELLING/PROCUREMENT. Such data has some obvious 
weakness from the viewpoint of public health. Knowing how much pure alcohol is 
sold in a year in a country does not tell too much about alcoholism. A small 
number of heavy drinkers in one country and a large part of the population 
drinking modestly in another may consume the same amount of alcohol. (It can 
also happen that in a certain country people do not drink the alcohol they buy, just 
resell it e.g. in another country). This recognition in itself made this study 
worthwhile.  
Also environment related indicators are again partly out of the scope of public health. 
Amounts or concentrations of chemical agents like "Sulphur dioxide emission", is 
not too difficult to represent. "Average number of persons per room in occupied 
housing unit" is a very interesting indicator. If we observe the number of persons 
and the number of 'occupied housing units' in a population, then this indicator is 
defined as a ratio of these two entities. For this we need to observe housing units 
having the attribute 'occupied'. (For instance bathrooms do not count.) But it is 
also possible (and very likely) that this information comes from a representative 
study, where interviewed persons are asked: 'How many persons do you share your 
room with?'. For this the entity i:PERSON should have a separate attribute. In this 
latter case it is also possible to study the differences of this indicator among 
various groups of persons (e.g. according to occupation). So the difference of the 
two ways is essential, and our ontological model is capable to make this very clear.  
Health care resource is in our core model an abstract entity that must have a function. 
It has three children: 'personnel', 'health care organisation' and 'medical 
equipment'. "Physicians working in hospitals" can be represented easily as 
personnel having the function 'hospital care' and occupation 'physician'. 
(i:HEALTH_CARE_PERSONNEL is also subsumed by i:PERSON, so it inherits 
the occupation attribute from i:PERSON). Representation of "acute care hospital 
beds" should be done carefully. From an ontological point of view a bed has no 
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such a property: the same bed can be used for acute care on one day and for 
chronic care on the next. This means that 'acute care bed' is not 
<IsAKindOf>'hospital bed'. We can not speak about 'being an acute care bed' in 
an ontological sense. The proper representation is that 'acute care bed' is a 
"hospital bed", which is a "medical equipment", which has function 'acute care'. 
Contrary to that, 'Being a hospital bed' is not just a function of a 'bed' in general 
but another type of bed, since beds used in hospitals are rather different in their 
construction from other beds. (This does not mean of course, that a hospital bed 
can not be used as a bed at home.) 
The two examples of Health care utilisation and expenditure are different in their 
nature. "Public health expenditure" is related to economy. It does not fit well in 
our recent core model, since it can not be considered as a selling or procurement. 
Financing of health services has many different methods, varying for country to 
country. Most of these methods strongly differ from buying something on a free 
market. Beyond that a definition of "public health" is also not possible within our 
core ontology. Anyway, "Public health expenditure" can be represented as an 
amount of money, which does not say too much in itself. The "average length of 
stay in acute care hospitals" is a calculated indicator, in which the underlying 
entities ('hospital treatment episode', 'hospital', 'acute care') fit the model well. A 
'treatment episode' is a i:STATE in our model, since it has a relevant and 
measurable duration in time. This indicator inherits attributes of i:PERSON (the 
patient, who was treated), of i:HOSPITAL (the hospital that performed the 
treatment episode), of i:DISEASE (the disease the patient was treated for). Its 
function attribute is restricted to "acute care". This way of representation of this 
indicator makes it possible to study the variations of the average length of stay 
according to many properties (the disease, the location of the hospital, the age of 
the patient etc.), but still does not make clear what is the exact semantic relation 
between the treatment episode and the person for instance. Anyway the 
representation is better then it was in the IDA model, because we do not say here 
for instance that a hospital case has gender.  
Our last examined indicator was taken from the group Maternal and child health. 
"Percentage of infants breast fed at 3 month of age" can be easily described by 
restricting the age of person to 3 month, and creating a "fed by" entity as a subtype 
of "behaviour". However it is not clear, whether it is a behaviour of the infant or 
of the mother. Beyond that this representation does not consider mother at all, 
which makes it impossible to study the variation of this indicator in different 
groups of mothers (e.g. according to age, education or occupation of the mother). 
Having a mother could be an attribute of i:PERSON, however in many of the 
cases, in which persons are observed we do not have any information about the 
mother. To solve the situation, we introduced two subtypes for person: 
i:MOTHER and i:INFANT. Of course mothers must be females and infants must 
have age less than one year. So this indicator inherits attributes from i:INFANT 
and i:MOTHER, with the restrictions on age (3 month) and "fed by" (partial breast 
fed or breast fed only).  
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6. Discussion 
Ontology is in the focus of recent medical informatics research. However, we are 
not aware of other studies in the literature aiming at ontological representation of 
public health indicators. Of course there are many related works. In the Untied 
States Centers of Disease Control and Prevention (CDC) created the "Public 
Health Conceptual Data Model" (PHCDM), which is freely available on the web at 
http://www.cdc.gov/od/hissb/docs/phcdm.htm. This is an object oriented data 
model based on the HL7 Reference Information Model. HL7 is a widely accepted 
communication standard in health care. PHCDM is apparently a useful model to 
support data exchange among public health organisations and health care 
providers. Berman states, that using this model improves data quality [8]. However 
PHCDM does not provide an ontology of indicators and it was not designed for 
improvement of comparability of heterogeneous databases.  Our pilot ontology of 
public health indicators is not intended to support data exchange. It is a step 
towards formal representation of public health data, to support maintenance and 
comparability of various public health databases, and also to support users to 
navigate in the expanding space of public health information. 

7. Conclusions 
Our aim in this study was to see, whether an ontology of public health indicators 
could improve comparability of various public health databases.  We arrived at the 
following conclusions: 

1. An ontology of public health indicators is a representation of information 
objects, i.e. data that describe observable entities in the field of health care 
and also of some other domains such a economy. Many of the 
ontologically important (essential or necessary) attributes of the observable 
things are not represented in the information objects which are used to 
describe things in health information systems. An ontology of the 
observed things instead of the ontology of information objects used to 
describe those things would be more precise but would serve our aim less. 

2. The ontology of public health indicators is semantically more explicit that 
the previously developed multidimensional IDA model. In certain cases it 
was possible to represent the differences of the various data acquisition 
methods. (We refer here e.g. to the different methods to determine 
"Average number of persons per room in occupied housing unit") This at 
least helps to decide which data are comparable and which are not.  

3. The language used to represent the ontology in this study (the RDF 
backend of Protégé) is not capable to express all necessary semantic 
features. By defining subsumption relations between information objects 
and indicators we can make benefit from the inheritance of the attributes. 
This is a major advantage of the model. Saying for instance, that mortality 
is an indicator subsumed by an information object used to describe 
persons ensures that mortality inherits person-related attributes (age, 
gender etc). But this still not makes explicit that we are speaking about 
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person who died. However the model allows us to make a difference 
between the person who dies and the person for instance who certified 
the death.  

4. Ontology of abstract artefacts (by abstract artefacts we mean immaterial 
things created by humans), like public health data is apparently a difficult 
area. We can confirm Blois, who stated that artificial things are more 
difficult to represent than natural things [9]. The recent pilot ontological 
model is a compromise between the rigorous rules of formal ontology and 
practical applicability. We did not adopt a top level foundational ontology, 
(like the basic foundational ontology developed by Smith et al. [10]) 
because we do not know at this stage of our work, what features of a 
domain independent top level ontology are essential for us. 

5. Public health often uses concepts of other sciences, like economy, 
sociology or environmental sciences. Representation of indicators based 
on such concepts needs incorporation of ontologies of these domains as 
well. 

The major problem we faced during this work is that the representation language 
used to describe our ontology does not support the so-called role propagation. In 
the IDA model we had the problem, that for instance hospital treatment episodes 
as such have no gender, still we have to be able discriminate female and male cases. 
By inheritance of the attributes of information objects we are able to manage this 
in our recent ontological model, but – as we mentioned in the third conclusion – 
this still does not make clear the semantic relation between person (who has 
gender) and hospital treatment episode. Role propagation says that if there is 
relation r1 which holds for x and y, and relation r2 which holds for y and z, then r1 
also holds for x and z as the following formula says:  

),(),(),(:,,,, 12121 zxrzyryxrzyxrr →∧∀  

If r1 expresses the gender relation (let say x means female, y refers to a person) and r2 
expresses a "subject of treatment" relation between a person y and a treatment 
episode z, then the declaration of role propagation for r1 and r2 could help to 
describe male and female cases and would make the relation between persons and 
treatment episodes explicit. Unfortunately the known generally used ontology 
description languages do not support role propagation.  
We feel that the recent pilot ontology is not strong enough to be implemented in a 
public health database, but the ultimate goal is to build up a database which 
integrates data from various sources and enables us to identify comparable and 
incomparable data. The recent work provides some theoretical basis for this.  
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Chapter VIII. DISCUSSION AND CONCLUSIONS 
My aim in this work was to better understand the generation and utilisation of 
coded medical data, and find ways for computers to improve both. Generation of 
codes (using an existing coding scheme) is error prone, and use of computers can 
reduce, although not totally eliminate, the errors. The coding problem, i.e. the 
assignment of a code to an expression, is much influenced by the coding schemes. 
These schemes are based on a cultural and historic process. It is for historic 
reasons that even the International Classification of Diseases (ICD), the most 
widely used coding scheme, itself is often inconsistent, a fact that contributes to 
coding errors. One should, however, recognize that a certain amount of errors 
does not necessarily lead to wrong inferences.  
 
Morbidity and mortality data gain additional value when they are integrated into 
public health databases that contain other health related information. However, the 
utilization of these data has limitations. Comparison of data originating from 
various sources can be hindered because of the use of different concepts and 
definitions especially in case of large international databases. For this reason I tried 
to set up an ontological model that can represent these data – often called public 
health indicators – in a formal way. 
  
In this final chapter I first address each research question posed in the 
Introduction, briefly summarise the conclusions from each chapter and then 
discuss them in the context of the whole work. Finally, I delineate future work.  

1. Answers to the research questions 
For each question I provide a short context, the key findings and the answer to the 
question. 

 
Question 1:  
How serious is the validity problem, and what are the main causes of coding errors?  
 

Manual ICD coding has a minimal error rate that cannot be avoided. This 
error rate is approximately 10% for three character codes and 30% for the 
fully detailed four character codes. Very often the distorting effect of the 
health care reimbursement incentive is mentioned as the most important 
reason for validity problems. But the reported error values vary among the 
various publications, and errors may be committed also in countries where the 
reimbursement does not depend on disease coding.  
 
In this thesis we have set up a logical framework of the coding process as a 
multi- step abstraction from the patient record to the ICD codes. All coding 
errors are related to one or more steps in this logical process. In our view the 
coding process is affected by a number of factors including clinical 
documentation, human factors on the part of encoders, the consistency and 
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usability (among others clarity of category definitions) of the coding scheme as 
well as the distorting effects of the reimbursement system or other incentives. 
 
The error rate of disease coding is obviously too high for the medical coded 
data to be used in the clinical context, but ICD was designed with aggregate 
analysis in mind. Since most national and international statistics are reported 
with the three character system, the error in estimating the frequency of a 
disease group in the population will roughly amount to 10 percent. This means 
that these data – with some precaution – can be used in decision making at the 
health policy level. One should, however,  still strive to reduce these errors.  
 
Some of the error sources can be reduced by using computer systems. 
According to the literature, even very simple tools may improve data quality. 
On the other hand, some systems that oversimplify the coding process may 
result in unsatisfactory quality of data. Designing a more consistent 
classification scheme obviously could improve data quality, but at the expense 
of incompatibility with all previously collected data. Mapping from one coding 
scheme to another cannot solve this problem: if we create a new scheme so 
that the old scheme can be mapped onto the new one without significant 
distortion, then we have to preserve the essence of the old inconsistent 
structure. If we create an essentially new consistent structure, then we cannot 
map our data without distortion. 
 
Question 2:  
What are the cultural determinants of current biomedical classifications and how do these 
determinants challenge the use and reuse of coded data? 
 
Classification – the way of arranging things in various groups - forms the basis 
of nearly all scientific activity. In biomedical sciences the huge variety of 
phenomena results in such a large number of classes that it requires 
systematisation. This means that categories are arranged into hierarchies with 
some 'top level' categories. These 'top level ontologies' (an ontology specifies 
the classes as well as relations among classes in the domain) come from 
philosophy and hence reflect the general knowledge of mankind about reality 
and obviously have cultural determinants that change over time. But not 
everything in the world can be classified into hierarchies. 
 
The modern view of diseases as entities that – at least in principle – can be 
defined and classified is a result of a long development. Classifications and 
coding systems are evolving. In this thesis we discussed how the following 
factors affect the way things are classified at a given time: 

• Development of the domain knowledge 
• Development of the philosophy and knowledge about rules of 

building categorial structures (e.g. using exclusive and inclusive 
hierarchies) 

• Development of the technology used for the representation of 
categories. An evident example is the difference of paper-based 
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and digitally represented classifications. Modern classifications are 
based on formal languages that have enjoyed much attention in 
the last decades.  

The world cannot be represented by an enormous single robust ontology. All 
classifications have some domain restrictions and can be considered as modules 
that preferably should be compatible and coherent with each other. To ensure this, 
we propose to start from a top level ontology that describes the basic structure of 
reality, and then create a number of reference ontologies that comprise universally 
used categories of medicine (e.g. anatomy), while specific classes used for a given 
task are to be represented in application ontologies. 
 
The above mentioned determinants are changing over time rendering the 
maintenance of disease classification an endless process. This makes the reuse of 
data collected in the past challenging. The problem grows with the elapsed time. 
E.g. data conversion from ICD9 to ICD 10 is possible with some more or less 
tolerable distortion. But most of the categories used in the London Bills of 
mortality are rather obscure today. One can expect that the currently used ICD 
categories will also become obscure for the people of the 24th century.   
 
Question 3  
How to compare and evaluate the performance of various computer-assisted coding methods? What 
are the factors that influence their performance? 

 
A large number of different computer assisted coding tools has been developed 
and described in the literature. Due to the lack of a gold standard for ICD coding, 
performance evaluations of computer assisted coding methods are based on some 
manually coded set of diagnoses or documents. However, sufficiently large and 
reliable corpora are hard to collect. The codes suggested by the software are 
compared with codes that were assigned by humans to the same diagnoses. In 
other words we use a noisy learning sample, and use another part of the noisy 
corpus for evaluation. So in essence one measures how smart computers are in 
reproducing human errors. For corpus based methods it is evident that the 
performance measures depend on some features of the learning set. Several 
publications compared different methods among each others and stated that some 
are superior to others.  
 
In this thesis we showed that comparing the performance of two corpus-based 
methods on two different corpora demonstrated that superiority of one method 
over another is not absolute: one method performed slightly better in one corpus 
but drastically worse in another, depending on the corpus characteristics. On one 
corpus we could additionally demonstrate that performance differences between 
ICD chapters where much larger than differences between the two methods. 
 
Comparison of the methods and selecting the best available solution have, hence, 
to be performed in the given environment, where we plan to implement a 
computer assisted coding system. The quality of the used learning set should be 
always considered. In particular cardinality and consistency of the expression-code 
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relationship should be considered to understand coding performance. Interestingly, 
inconsistent learning samples might still help the human coder choose between 
close alternatives, thereby improving the quality of coding. Our experience with 
the inconsistent sample, where the same diagnostic terms appear with different 
codes is that the right code used to be more prevalent than the erroneous ones. 
For this reason the Naïve Bayes method might perform quite well with such 
samples as it could exploit the frequency of the correct code to find it. The vector-
space method for coding could not exploit the majority code and was hence 
distracted by the other “close” codes.  

 
Question 4  
To which extent a corpus based algorithm is able to recognise compound diagnostic 
expressions and decompose them into single diagnostic entities? 

 
Physicians sometimes comprise two or more clinical condition into one diagnostic 
expression. Such compound diagnostic expressions have to be recognised and 
decomposed before coding. This can be based on a linguistic approach but also on 
a corpus based method provided that we have a corpus entirely consisting of 
expressions that refer to single disease conditions. 
 
The n-gram tree algorithm that we proposed in this thesis appears to be useful not 
only for decomposing compound diagnoses into single entities but also to suggest 
codes to the user. Because the algorithm was tested on a sample different from the 
samples used for performance testing of the Naïve Bayes and vector-space 
methods, we cannot compare their performances. The obtained recall of more 
than 80% that was measured on a small sample is close to the results reported 
when using various corpus based-methods. But it has one serious drawback 
compared to other corpus-based methods. It is the difficulty of setting up a reliable 
corpus. I argued that for statistical methods even non error-free corpora could still 
be useful in certain situations. This is not the case with the n-gram method. First, 
the corpus should not contain any compound diagnoses and only a careful manual 
evaluation can ensure this. Second, if some diagnoses in the corpus are erroneously 
coded, this error will always appear when the corresponding full n-gram is matched 
with the query diagnostic expression. The n-gram method does not provide a 
metric that could be used to rank the candidates: all proposed codes are equally 
probable. 
 
The N-gram method is an efficient algorithm both for decomposing and coding 
but it is more sensitive to the quality of the learning set than the other methods. 
Since this method cannot rank the candidate codes, it cannot take advantage of the 
higher prevalence of the correct codes, in contrast to methods such as the Naïve 
Bayes. 

 
Question 5  
To which extent is it possible to transform traditional coding schemes, like ICD, into a 
formal representation? 
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Legacy coding systems such as ICD were developed for human use, and formal 
representation of the categories did not seem necessary when it was created. The 
meaning of the categories was conveyed by natural language. In order to ensure 
consistency of the permanently growing system including its use in modern 
computer systems, the formal representation became increasingly more important.  
There are a number of re-usable reference ontologies that can be used to build up 
a formally represented ICD. In this thesis we tested reference ontologies on the 
first two chapters of ICD. We found that these reference ontologies and the 
expressive power of description logic languages seemed to be sufficient to express 
the meaning of ICD categories. Some features, like role propagation (e.g. a disease 
of a part of heart is a heart disease) require workaround solutions (since the 
publication of our paper, however, a new version of the Web Ontology Language has been 
published which solves this problem.) The frequently used modifiers ('other', `not 
elsewhere classified' and 'not otherwise specified') caused many difficulties.  The 
formal representation that we created was tested on an NLP based computer 
assisted coding system yielding promising results. 
 
It is not only possible but also advantageous to translate ICD to a formal language. 
This can be used not only to assist disease coding but also to help to improve the 
consistency of ICD during the maintenance of the system.  

 
Question 6  
To which extent is it possible to improve comparativeness of public health indicators by 
an ontological framework? 

 
The final goal of coding clinical cases is to create public health databases that 
contain aggregate data reflecting the health status of a population and/or the 
activity of the healthcare system. Apart from this type of disease-specific public 
health indicators, a number of other indicators are used in such databases. Many of 
them are also aggregations. This data aggregation is based on methodologies that 
vary from country to country. The different methodologies, different definitions 
and observation techniques make cross-country comparisons challenging. 
  
In this thesis, we developed a pilot ontology model of public health indicators and 
found that since public health indicators are information objects their formal 
representation is quite different from the representation of real world entities. An 
information object is about something, but the subsumption relations between 
information objects do not follow the relations between the real world entities that 
the information objects describe. The formal representation of differences in 
methods of data collection and calculation complicates the ontology further as they 
pose requirements on ontologies not addressed before. 
 
Development of top level ontologies were recently undertaken. They are 
increasingly more focusing on real world entities (this is the traditional field of 
ontology). Public health indicators are social artefacts, and the formal 
representation of all of their aspects requires more theoretical foundations. For this 
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reason some compromise seems to be necessary between rigorous rules of formal 
ontology and practical applicability.   
 
 

2. General considerations 
When, in the early 1990-s as a young physician, I first met the problem of 
classification I realized that ICD formed a heavy heritage with all its oddities, 
inconsistencies and peculiar categories. I was really enthusiastic to get rid of this 
“heritage” and it took quite a long time before I understood that changing to a 
brand-new classification scheme could be beneficial perhaps for the future but 
obviously would be a disaster for the past. Since then a tremendous amount of 
information was collected not only in Hungary but also worldwide. I realized then 
that this data may contain a treasure even though these data are noisy and often 
ambiguous. Indeed, when I first had the possibility to analyse a larger dataset of 
hospital cases with coded diseases and surgical procedures, I realised that quite 
often it was hard to infer – at a clinical level – what the real problem of the given 
patient was and what exactly happened. The inconsistency, the coding errors, and 
the vaguely defined categories will remain for a long time. While all efforts to 
reduce these problems are welcome, in the foreseeable future we will not be able to 
totally get rid of them. Besides, these efforts may result in shifting the problems 
elsewhere.  
 
The human knowledge about classifications (how to build classifications and how 
to use them) cumulated through many centuries. Nowadays we try to represent this 
knowledge in computer systems. One way to do this is the use of formal 
ontologies and logical inference engines. Aside from this explicit knowledge 
representation there is an alternative: to collect huge amounts of data in free text 
that implicitly represent the human knowledge and find tools that are able to 
exploit this implicit representation. This is what corpus-based coding tools do. 
Building consistent classifications is obviously much easier if the classes are 
described in a formal ontology. However the use of classifications in practice (the 
task of coding) can be effectively supported by corpus-based methods not 
necessitating much effort in formalizing the classification system. Again, when 
coded data are aggregated in various statistical databases, and when one wishes to 
retrieve data for analysis and discover new knowledge, formal methods can be 
useful (e.g. by means of an ontology-based terminology server or an ontology of 
public health indicators). In this sense implicit and explicit knowledge 
representations have a complementary relation. 
 

3. Further research 
Finally, I would like to discuss the necessary further research in a closer, 'narrow 
angle' and a 'wide angle' view. 
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Narrow angle view 
I attempted to show in this thesis that classifications are results of a culture-
dependent development process that is still in progress. Emergence of formal 
ontologies and computer systems that are able to process them is quite new in this 
history, and expectably will essentially reshape future biomedical classifications. A 
tremendous work in this direction is currently done, and it can be strengthened by 
foundational and top level ontologies.  
Such ontologies are becoming available; and many of them are already in the public 
domain. Yet, important components are missing, like a practically useful ontology 
of information objects that could serve as a basis for a full blown ontology of 
public health indicators.  
In concrete terms, to overcome current barriers and meet the challenges in the use 
of biomedical classifications, further research seems to be necessary in following 
directions:  

• Testing the performance of statistical computer assisted coding tools in 
real environments and developing friendly user interfaces.  

• Developing consistent classifications based on formal ontologies. 
• Seeking categories that can be used to describe the health of a population 

instead of aggregating data on health conditions of individuals.  
• Developing formal descriptions of the categories of the legacy coding 

systems, and developing applications (terminology servers) that can exploit 
them.  

• Developing ontologies that support a formal description of public health 
indicators.  

 
Wide angle view 
While a continuous effort is necessary to continuously improve the quality of our 
data and classifications, we have to look in parallel at our data from a new 
perspective. New methods of data analysis have to be developed in order to be 
able to study populations as systems. Most of the currently used indicators are 
simple statistics: sums, averages and ratios. But these indicators consider 
populations just as sets of individuals. It is, however, likely that populations have 
certain features that cannot be derived directly from the properties of individuals. 
This is similar to elementary particles and atoms. When electrons, protons and 
neutrons together compose an atom, this emerging structure depicts features that 
none of the elementary components has. Those particles have e.g. mass, electric 
charge but no chemical valence. The mass or electric charge of the atom is (more 
or less) the sum of the mass and charge of the constituting particles. But chemical 
valence is something that simply does not exist at the level of elementary particles. 
Similarly, populations can be considered as systems composed by individuals. Our 
currently used classifications are based on concepts used to describe individuals 
and we can sum up those properties. Currently we do not have any tool to grasp 
the emerging features of populations. But further study on the tremendous amount 
of data that we have collected might lead to the invention of new, emerging 
features of societies (or populations) that are not simple sums or averages of some 
properties of individual human beings. 
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SUMMARY 
 
The subject of my study is the generation and utilisation of coded medical data. 
There are essentially two uses of health data: one is the clinical use within the 
primary healthcare process. The other use, which is the focus of my thesis, is the 
central collection of data aggregated from clinical records. These aggregate data 
can be used for public health research and for policy decisions. A great portion of 
these data is coded. This thesis concentrates mainly on disease coding, more 
specifically on the use of the worldwide used International Classification of 
Diseases (ICD). The coding procedure takes as input some free text extract of the 
medical record, such as a discharge letter or just the stated clinical diagnoses. This 
procedure is error prone; therefore the use of coded data in reimbursement, 
research and policy making requires some precautions. My aim in this work was to 
better understand the generation and utilisation of coded medical data, and find 
ways for computers to improve both. 
 
Chapter I provides a general introduction, briefly describes the "life cycle" of 
coded data from their production to their aggregation into national and 
international statistics. Then the following research questions are addressed:  

1. How serious is the validity problem, and what are the main causes of coding errors?  
2. What are the cultural determinants of current biomedical classifications and how do 

these determinants challenge the use and reuse of coded data? 
3. How to compare and evaluate the performance of various statistical computer-assisted 

coding methods? What are the factors that influence their performance? 
4. To which extent a corpus based algorithm is able to recognise compound diagnostic 

expressions and decompose them into single diagnostic entities? 
5. To which extent is it possible to transform traditional coding schemes, like ICD, into a 

formal representation? 
6. To which extent is it possible to improve comparativeness of public health indicators by 

an ontological framework? 
These questions provide the organisation of the following chapters. 
 
Chapter II is a literature based overview of the nature, causes and magnitude of 
coding errors. The validity of the coded information is unsatisfactory in general, 
however the ‘correctness’ is purpose and environment dependent. This chapter 
gives a general framework of the coding process for detecting potential error 
sources,. The key elements of this framework are: (1) the formulation of the 
established diagnoses in medical language; (2) the induction from diagnoses to 
diseases; (3) indexing the diseases to ICD categories; (4) labelling of the coded 
entries (such as principal disease and complications). Each step corresponds to a 
potential source of errors. The most typical types of error are: (1) overlooking of 
diagnoses; (2) incorrect or skipped induction; (3) indexing errors; (4) violation of 
ICD rules and external regulations. The main reasons of the errors are the 
physician's errors in the primary documentation, insufficient knowledge of the 
encoders (different steps of the coding process require different kinds of 
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knowledge), the internal inconsistency of the ICD, and some psychological factors. 
Computer systems can facilitate the coding process, but attention has to be paid to 
the entire coding process, not only to the indexing phase. 
 
Since ICD itself is a source of errors, it is worthwhile to look at its development as 
a historical process. Chapter III gives an outline of the history of medical 
classifications in a general cultural context. Classification is a general phenomenon 
in science and has an outstanding role in the biomedical sciences. Its general, 
principles were already developed in ancient times, while domain classifications, 
particularly medical classifications have been constructed since the 16th and 17th 
centuries. I demonstrate with several examples that all classifications reflect an 
underlying theory. The development of the notion of disease during the 17th-19th 
centuries markedly influenced disease classifications. Development of 
classifications currently used in computerised information systems started before 
the computer era, but computational aspects reshaped the whole picture. A new 
generation of classifications is expected in biomedicine that depends less on 
human classification effort and uses more the power of automated classifiers and 
reasoners. 
 
Even very simple computer applications can improve the quality of coding. Since 
there is a wide range of computer assisted coding methods, many of them are 
based on some corpus of manually coded cases that is used as a learning set for 
some learning algorithm. Chapter IV deals with the evaluation problems of such 
methods, aiming at the investigation of the influence of corpus quality on the 
performance of corpus-based coding methods.  
Two corpora of manually ICD-coded diagnostic expressions differing in language 
(German and Hungarian), size (93,863 vs. 53,198 expressions), heterogeneity, and 
quality were subjected to two different coding methods (based on Naïve Bayes and 
vector-space). The methods were evaluated using 5 fold cross-validation on both 
corpora in terms of their ability to place the correct code in a specified rank range. 
In the German corpus the performance was also determined per ICD chapter. In 
the Hungarian corpus the performance was also evaluated against a silver standard 
of a dataset of 300 expression-code pairs, where codes emerged by consensus of 
additional human coders. The corpora differed markedly in terms of redundancy 
(multiple occurrence of the same expression) and inconsistency (the same 
expression is assigned to different codes). On the German corpus the vector space 
method appeared to be slightly superior to Naïve Bayes.  The difference was 
statistically significant but of no apparent practical relevance (52 vs. 50% precision 
for the first ranked code). On the Hungarian corpus Naïve Bayes drastically 
outperformed the vector space method (71% vs. 21%). Performance varied 
strongly per ICD chapter but differences among chapters were higher than 
differences between the methods. The performance of the Naïve Bayes method 
improved on the silver standard but this was not the case for the vector space 
method. As a conclusion we state that superiority of one method over another 
strongly depends on specific quality characteristics of the used corpora. The 
observed performance discrepancies were attributable to differences in redundancy 
and inconsistency of the corpora and in performance evaluation one should hence 
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inspect the characteristics of the expression-code relationship. An inconsistent 
sample, however, might have the advantage of offering different options to a 
human coder focusing his or her attention to alternative codes that might fit best a 
given expression. 
 
A common problem in evaluation of computer assisted coding methods is that the 
cardinality between diagnoses and codes is often not one to one. One of the 
reasons is that clinicians often use compound diagnoses: one expression may refer 
to more than one condition that have to be coded. Chapter V presents a study to 
find an easy to implement method to detect compound medical diagnoses in the 
Hungarian medical language and decompose them into expressions referring to a 
single disease.  
A corpus of clinical diagnoses extracted from discharge reports (3079 expressions, 
each of them referring to only one disease) was represented as an n-gram tree (a 
series of n consecutive words). A matching algorithm was implemented in an 
algorithm that identifies sensible n-grams that exist both in test expressions and in 
the n-gram tree. A test sample of another 92 diagnoses was decomposed by two 
independent humans and by the algorithm. The decompositions were compared to 
measure the recall and the precision of the method.  
There was no full agreement between the decompositions of the humans (a fact 
that underlines the relevance of the problem). A consensus was arrived for all 
disagreements by a third opinion and open discussion. The resulting 
decomposition was used as a gold standard and compared to the decomposition 
produced by the computer. The recall was 82.6% the precision 37.2%. After 
correction of spelling errors in the test sample the recall increased to 88.6% while 
the precision slightly decreased to 36.7%.  
The proposed method seems to be useful in decomposition of compound 
diagnostic expressions and can improve the quality of diagnostic coding of clinical 
cases. Other statistical methods (like vector space methods or neural networks) 
usually offer a ranked list of candidate codes either for single or compound 
expressions, without warning the user about compound diagnoses that may require 
multiple codes. Our method is especially suitable in situations where formal NLP 
techniques are not available, as is the case with scarcely spoken languages like 
Hungarian. 
The use of coded data can be limited not only because of their questionable 
validity but also because of data retrieval problems. Researchers may formulate 
questions that first have to be translated to a set of codes. For example, one might 
be interested in the number of cases residing in a database that are related to some 
lung disease. Then the set of all ICD codes that express some lung disease has to 
be defined before the actual number can be retrieved. In Chapter VI I present our 
experience with the formal representation of ICD that can be used to solve such 
terminological problems but also can be used in knowledge-intensive coding 
support tools. In this study the meaning of the ICD10 categories is represented 
using the GALEN Core Reference Model. Due to the deficiencies of its 
representation language (GRAIL) the ontology was transformed to the quasi-
standard OWL. A test system which extracts disease concepts and classifies them 
to ICD10 categories has been implemented in Prolog to verify the feasibility of the 
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approach. The formal representation of the first two chapters of ICD10 (infectious 
diseases and neoplasms) has been almost completed. The constructed ontology has 
been converted to OWL. In future work FMA (Foundational Model of Anatomy) 
will be used as anatomical reference ontology. 
 
The last stage of the "life cycle" of coded data is their aggregation into national or 
international public health databases. Such databases aim to provide time serialised 
data (called indicators) to compare health conditions in different countries or 
territories. Their data sets are more or less overlapping but data from different 
databases and different countries are hard to compare due to different definitions 
and interpretations. The aim of Chapter VII was to create a core ontological 
model that is able to represent public health indicators. We assumed that by such 
representation comparability and quality of the data could be improved.  
Three indicator sets were taken, and a core ontology was built from information 
objects, describing their top level entities. The Protégé ontology editor with RDF 
backend was used for building the ontology. The used indicator sets included those 
of the Health for All Database of the World Health Organisation (HFA), the 
OECD Health Data of (Organisation for Economic Co-operation and 
Development), and the set of indicators proposed by the European Community 
Health Indicators (ECHI) European project. Then 19 indicators selected from 
HFA were represented using the core ontology. Strengths and weaknesses of the 
descriptive capability of the model were studied. 
The drafted core model seems to be useful in representing many of the public 
health indicators. In some cases it really helps improve comparability. However 
some of the semantic details can not be sufficiently expressed by the used ontology 
representation language. There is a need of merging other domain ontologies to 
represent indicators related to other domains, such as economy, social and 
environmental sciences. 
 
Finally Chapter VIII summarises the answers to the questions listed in the 
Introduction. ICD coding cannot be totally free of errors. While the usual error of 
manual coding (about 30%) does not mean that the data are totally useless, it is 
worthwhile to try to reduce the error rate. To do so it is essential to understand the 
causes and sources of errors that can be made with the help of the proposed 
logical framework of the coding process. For example understanding the 
difference between the notion of diagnosis and disease is an important step. As a 
consequence of the fact that classifications are culturally determined creations, 
classified and coded data from the past become more and more difficult to 
interpret as time goes on. Formal representation of classifications might be a tool 
that helps to solve this problem. The methods proposed to improve the quality of 
coding should be evaluated with caution. We often measure how good computers 
are in reproducing what humans do (including errors). Even doing so, superiority 
of one method over another may depend on some quality features of the used 
corpora. While the studied corpus-based methods and the investigated ontological 
approaches really can improve the quality and usability of coded data, there is still a 
lot to do in this field in the future including: 
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• Testing the performance of statistical computer assisted coding tools in 
real environments and developing friendly user interfaces.  

• Developing consistent classifications based on formal ontologies. 
• Seeking categories that can be used to describe the health of a population 

instead of aggregating data on health conditions of individuals.  
• Developing formal descriptions of the categories of the legacy coding 

systems, and developing applications (terminology servers) that can exploit 
them.  

• Developing ontologies that support a formal description of public health 
indicators.  
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SAMENVATTING 
 
Het onderwerp van dit onderzoek betreft de productie en het gebruik van 
gecodeerde medische gegevens. Medische gegevens worden voornamelijk voor 
twee doeleinden gebruikt: enerzijds ten behoeve van het primaire zorgproces en 
anderzijds in geaggregeerde vorm ten behoeve van onderzoek met betrekking tot 
de volksgezondheid (public health) en voor beleidsdoeleinden. 
Deze dissertatie betreft het aggregeren van gegevens afkomstig van medische 
dossiers. Een groot deel van deze gegevens is gecodeerd. De dissertatie houdt zich 
voornamelijk bezig met het coderen van ziekten en meer specifiek met de 
toepassing van de wereldwijd in gebruik zijnde Internationale Classificatie van 
ziekten (ICD). Het coderingsproces gaat uit van een samenvatting van een medisch 
dossier, zoals een ontslagbrief of slechts de in het dossier vermelde diagnoses. Het 
coderingsproces is foutgevoelig; het gebruik van de gecodeerde gegevens ten 
behoeve van het factureren, onderzoek en beleidsvorming moet daarom omzichtig 
gebeuren. Mijn doel met dit onderzoek is een beter begrip te verkrijgen van de 
productie en het gebruik van gecodeerde medische gegevens en om methoden te 
vinden waarmee computers beide aspecten kunnen verbeteren.  
 
Hoofdstuk I geeft een algemene inleiding en beschrijft kort de “levenscyclus” van 
gecodeerde gegevens vanaf hun productie tot en met de aggregatie ervan in 
nationale en internationale statistieken. Dan worden de volgende 
onderzoeksvragen geformuleerd: 

1. Hoe groot is het validiteitprobleem en wat zijn de voornaamste oorzaken 
van coderingsfouten? 

2. Wat zijn de culturele determinanten van de huidige biomedische 
classificaties en welke uitdaging vormen deze determinanten voor het 
gebruik en hergebruik van gecodeerde data? 

3. Hoe kunnen de prestaties van verschillende op de statistiek gebaseerde 
computerondersteunde coderingsmethoden worden vergeleken en 
geëvalueerd? Welke factoren beïnvloeden de prestaties van deze 
methoden? 

4. In welke mate is een op een corpus gebaseerd algoritme in staat 
samengestelde diagnostische expressies te herkennen en te ontleden in 
afzonderlijke diagnoses?  

5. In welke mate is het mogelijk traditionele coderingsschema’s, zoals de 
ICD, om te zetten in een formele representatie? 

6. In welke mate is het mogelijk de vergelijkbaarheid van public health 
indicatoren te verbeteren door gebruik te maken van een ontologisch 
raamwerk? 

 
Deze vragen bepalen de indeling van de volgende hoofdstukken. 
 
Hoofdstuk II geeft een overzicht van de literatuur over de aard van, de oorzaken 
van en de aantallen coderingsfouten. De validiteit van gecodeerde gegevens is vaak 
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onvoldoende. De ‘correctheid’ van de gegevens hangt echter af van het 
gebruiksdoel en omgevingsfactoren. Dit hoofdstuk beschrijft de stappen van het 
coderingsproces, zodat op basis daarvan potentiële foutenbronnen kunnen worden 
opgespoord. De belangrijkste stappen zijn: (1) de formulering in medische taal van 
de vastgestelde diagnoses; (2) de inductiestap van diagnoses naar ziekten; (3) het 
toekennen van ICD categorieën aan de ziekten; (4) het aangeven van de aard van 
de codes (zoals hoofddiagnose of een complicatie). Elke stap vormt een mogelijke 
foutenbron. De meest voorkomende typen fouten zijn: (1) het over het hoofd zien 
van diagnoses; (2) incorrecte inductie (van diagnose naar ziekte) of overslaan van 
inductie; (3) toewijzingsfouten; (4) schending van ICD regels en externe 
voorschriften. De voornaamste oorzaken zijn fouten gemaakt door artsen in de 
primaire verslaglegging, onvoldoende kennis bij de codeurs (de verschillende 
stappen van het coderingsproces vereisen verschillende soorten kennis), de interne 
inconsistentie van de ICD en sommige psychologische factoren. 
Informatiesystemen kunnen het coderingsproces ondersteunen, waarbij wel 
aandacht moet worden besteed aan het gehele proces en niet alleen aan de fase van 
het toewijzen van codes. 
Aangezien de ICD zelf een foutenbron is, is het waardevol de ontwikkeling ervan 
te bestuderen als een historisch proces. Hoofdstuk III presenteert een overzicht 
van de geschiedenis van medische classificaties met aandacht voor de culturele 
context. Classificatie vormt een onderdeel van elke wetenschap en zeker van de 
biomedische wetenschappen. De algemene principes ervan werden al ontwikkeld 
in de oudheid, terwijl domeinclassificaties, in het bijzonder medische classificaties, 
vanaf de zestiende en zeventiende eeuw werden ontwikkeld. Ik toon met 
verschillende voorbeelden aan dat alle classificaties gebaseerd zijn op een 
onderliggende theorie. De ontwikkeling van het begrip ziekte gedurende de 17e tot 
en met de 19e eeuw had een belangrijke invloed op de ziekte classificaties. De 
ontwikkeling van de momenteel in gebruik zijnde classificaties begon voordat de 
computer zijn intrede deed. Het gehele beeld veranderde aanzienlijk door de 
mogelijkheden van de computer. Men kan een nieuwe generatie van classificaties 
verwachten die minder afhankelijk zijn van menselijke inbreng en gebruik maakt 
van de kracht van geautomatiseerde classificatoren en redeneermechanismen.  
Zelfs heel eenvoudige computertoepassingen kunnen de kwaliteit van het coderen 
verbeteren. Er zijn veel computerondersteunde coderingsmethoden, waarvan er 
vele gebaseerd zijn op een corpus van met de hand gecodeerde casus. Dit corpus 
wordt gebruikt als leerset voor het leren van bepaalde algoritmen. Hoofdstuk IV 
behandelt het probleem van het evalueren van deze methoden en onderzoekt de 
invloed van de kwaliteit van het corpus op de prestaties van op corpora gebaseerde 
coderingsmethoden. 
Twee corpora van handmatig in ICD gecodeerde diagnostische expressies in twee 
verschillende talen (Duits en Hongaars), met verschillende omvang (93,863 vs. 
53,198 expressies), heterogeniteit en kwaliteit dienden als invoer voor twee 
coderingsmethoden (één gebaseerd op de naïeve Bayesiaanse methode en een 
vector classificatiemethode). Aan een expressie konden verschillende, al dan niet 
juiste, codes worden toegewezen. Beide methoden bepaalden een rangorde voor de 
in aanmerking komende codes, waarbij de meest geschikte code op de eerste plaats 
staat. De methoden werden geëvalueerd op beide corpora met als criterium hun 
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vermogen de correcte code te plaatsen binnen een bepaald bereik van rangordes 
(bijvoorbeeld de eerste 10 rangordes). Er werd een vijfvoudige cross-validatie 
toegepast. In het Duitse corpus werd de prestatie ook bepaald per ICD hoofdstuk. 
In het Hongaarse corpus werd de uitkomst van de methode vergeleken met een 
zilveren standaard, bestaande uit een set van 300 expressie-code combinaties, 
waarbij de codes tot stand kwamen via consensusvorming.  
De corpora verschilden duidelijk wat betreft term redundantie (meerdere 
voorkomens van dezelfde expressie) en inconsistentie (dezelfde expressie 
toegewezen aan verschillende codes). De vectormethode bleek bij het Duitse 
corpus enigszins beter te zijn dan de naïeve Bayesiaanse aanpak. Het verschil was 
statistisch significant maar had geen praktische waarde (52 vs. 50% voor de code 
die op de eerste plaats in de rangorde stond). Bij het Hongaarse corpus bleek de 
naïeve Bayesiaanse aanpak veel betere resultaten op te leveren dan de vector 
aanpak (71% vs. 21%). De prestaties verschillenden sterk per ICD hoofdstuk, maar 
dit werd voornamelijk veroorzaakt door de inhoud van de verschillende 
hoofdstukken en veel minder door de twee methoden. De prestatie van de naïeve 
Bayesiaanse aanpak verbeterde enigszins bij het gebruik van de zilveren standaard, 
wat niet het geval was voor de vector aanpak. Geconcludeerd kan worden dat de 
superioriteit van de ene methode boven de andere sterk afhankelijk is van de 
kwaliteit van de gebruikte corpora. De verschillen in prestaties zijn te verklaren uit 
verschillen in de redundantie en inconsistentie van de corpora, zodat men bij 
evaluaties dus moet letten op deze kwaliteitsaspecten van de expressie-code 
combinaties in de corpora. Een inconsistente steekproef heeft overigens als 
voordeel, dat daardoor verschillende opties aan een codeur worden getoond, zodat 
deze kan nagaan welke van de alternatieve codes het beste passen bij de gegeven 
expressie. 
Een veelvoorkomend probleem bij het evalueren van methoden voor computer-
ondersteund coderen is dat de kardinaliteit van de relatie tussen diagnoses en codes 
vaak niet één op één is. Eén van de redenen is, dat clinici vaak samengestelde 
diagnoses gebruiken: een expressie kan naar meerdere condities verwijzen, die alle 
gecodeerd moeten worden. Hoofdstuk V presenteert een studie waarbij gezocht 
wordt naar een gemakkelijk te implementeren methode om samengestelde 
medische diagnoses in de Hongaarse medische taal te ontleden in expressies, die 
elk verwijzen naar een enkele diagnose. 
Een corpus met klinische diagnoses afkomstig van ontslagbrieven (bestaande uit 
3079 expressies, elk refererend naar een enkele ziekte) werd gerepresenteerd als 
een n-gram (een reeks van n opeenvolgende woorden) boom. Een algoritme werd 
geïmplementeerd dat zinvolle n-grammen identificeert die zowel in test expressies 
als in de n-gram boom voorkomen. Een testset van nog eens 92 diagnoses werd 
ontleed in de afzonderlijke diagnoses door twee ervaren codeurs en door het 
algoritme. De resultaten werden uitgedrukt in de recall en de precision van de 
methode. Tussen de codeurs bestond geen volledige overeenkomst (een feit dat de 
relevantie van het probleem onderstreept). Alle meningsverschillen werden door de 
inbreng van een derde codeur via een open discussie opgelost. Het resultaat werd 
gebruikt als gouden standaard voor de beoordeling van de computer resultaten. De 
recall (vangst) bleek 82,6% te zijn en de precision (precisie) 37,2%. Na correctie 
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van spelfouten in de testset nam de recall toe tot 88.6%, terwijl de precision iets 
afnam tot 36,7%. 
De voorgestelde methode lijkt nuttig te zijn voor het ontleden van samengesteld 
diagnostische expressies en kan de kwaliteit van het diagnostisch coderen van 
klinische casussen verbeteren. Andere statistische methodes (zoals de 
vectormethode of neurale netwerken) bieden voor zowel enkele als samengestelde 
expressies meestal een lijst met kandidaat codes aan met de beste code bovenaan, 
zonder dat de gebruiker wordt gewaarschuwd dat voor samengestelde diagnoses 
mogelijk meerdere codes nodig zijn. Onze methode is in het bijzonder geschikt in 
situaties, waar geen formele NLP technieken beschikbaar zijn, zoals bij het 
Hongaars, dat door relatief weinigen wordt gesproken. 
Het gebruik van gecodeerde data kan niet alleen beperkt zijn door de twijfelachtige 
kwaliteit ervan maar ook vanwege terugzoek problemen. Onderzoekers kunnen 
vragen formuleren die eerst in een set codes moeten worden vertaald. Men kan 
bijvoorbeeld geïnteresseerd zijn in het aantal gevallen met een bepaalde longziekte, 
dat in een database is opgeslagen. De set van alle ICD codes die deze longziekte 
presenteren moet dan worden gedefinieerd voordat het aantal gevallen kan worden 
bepaald. In Hoofdstuk VI presenteer ik onze ervaring met de formele 
representatie van ICD waarmee dergelijke terminologische problemen kunnen 
worden opgelost. Een dergelijke formele representatie kan ook worden toegepast 
bij kennisintensieve ondersteunende coderingshulpmiddelen. In ons onderzoek 
wordt de betekenis van ICD10 categorieën gerepresenteerd door middel van het 
GALEN Core Reference Model. Door beperkingen van de representatietaal 
(GRAIL) ervan werd de ontologie getransformeerd naar de quasi-standaard OWL. 
Een test systeem dat ziekteconcepten extraheert en deze classificeert in ICD10 
categorieën werd in Prolog geïmplementeerd om de uitvoerbaarheid van de aanpak 
te verifiëren. De formele representatie van de eerste twee hoofdstukken van 
ICD10 (infectieziekten en nieuwvormingen) is vrijwel voltooid. De ontologie is 
vertaald naar OWL. In de toekomst zal FMA (Foundational Model of Anatomy) 
als anatomische referentieontologie worden gebruikt. 
Het laatste stadium van de “levenscyclus” van gecodeerde gegevens betreft de 
aggregatie ervan ten behoeve van nationale of internationale public health 
databases. Zulke databases leveren gegevens (indicatoren genoemd) aan inclusief 
het verloop als functie van de tijd, waarmee dan de gezondheidscondities in 
verschillende landen of gebieden kunnen worden vergeleken. Hoewel deze 
gegevensverzamelingen veel overlap vertonen zijn de gegevens uit verschillende 
databases en van verschillende landen moeilijk te vergelijken vanwege het gebruik 
van verschillende definities en interpretaties. Het doel van Hoofdstuk VII was een 
kern ontologisch model te bouwen waarmee de public health indicatoren kunnen 
worden gerepresenteerd. De aanname was, dat door zo’n representatie de 
vergelijkbaarheid en kwaliteit van de gegevens kon worden verbeterd.  
Er werd uitgegaan van drie verzamelingen van indicatoren  en op basis daarvan 
werd een kern ontologie gebouwd van informatieobjecten, die de top level 
entiteiten van de indicatoren beschrijven. De Protégé ontologie editor met RDF 
backend werd gebruikt om de ontologie te bouwen. De gebruikte verzamelingen 
van indicatoren bevatten de indicatoren van de Health for All Database (HFA) van 
de Wereld Gezondheids Organisatie, de Health Data van de Organisatie voor 
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Economische Samenwerking en Ontwikkeling (OESO) en de verzameling van 
indicatoren, welke werden voorgesteld door het European Community Health 
Indicators project (ECHI). Daarna werden 19 indicatoren, geselecteerd uit de 
HFA, gerepresenteerd met behulp van de kern ontologie. De sterke en zwakke 
punten van het beschrijvend vermogen van het model werden bestudeerd.  
Het opgestelde kern model lijkt bruikbaar te zijn voor het representeren van veel 
van de public health indicatoren. In een aantal gevallen helpt het de 
vergelijkbaarheid te verbeteren. Enkele semantische details kunnen echter niet 
voldoende worden uitgedrukt in de gebruikte taal. Het is nodig om andere domein 
ontologieën toe te voegen aan het model om indicatoren, die gerelateerd zijn aan 
andere domeinen, zoals de economische, sociale en milieuwetenschappen, te 
kunnen representeren. 
Hoofdstuk VIII tenslotte vat de antwoorden op de onderzoeksvragen, zoals deze 
in de Inleiding zijn vermeld, samen. ICD codering kan niet totaal foutenvrij 
plaatsvinden. Hoewel het gebruikelijke foutenpercentage van handmatig coderen 
(ongeveer 30%) niet impliceert dat de gegevens totaal onbruikbaar zijn, is het toch 
zinvol te proberen het foutenpercentage te reduceren. Daarvoor is het essentieel 
dat de oorzaken en bronnen van fouten begrepen worden. Het voorgestelde 
logische raamwerk van het codeerproces kan hier zijn diensten bewijzen. Het 
begrijpen van het verschil tussen het begrip diagnose en het begrip ziekte is 
bijvoorbeeld belangrijk. Vanwege het feit, dat classificaties cultureel bepaalde 
creaties zijn, zijn in het verleden geclassificeerde en gecodeerde gegevens, naarmate 
de tijd voortschrijdt, steeds moeilijker te interpreteren. Een formele representatie 
van classificaties kan dit probleem helpen oplossen. De voorgestelde methoden om 
de kwaliteit van het coderen te verbeteren moeten met behoedzaamheid worden 
geëvalueerd. We meten namelijk vaak hoe goed computers zijn in het reproduceren 
van wat mensen doen (met inbegrip van hun fouten). Een hogere kwaliteit van een 
methode ten opzichte van een andere methode kan ook veroorzaakt zijn door 
kwaliteitskenmerken van de gebruikte corpora. Hoewel de bestudeerde, op corpora 
gebaseerde, methoden en de onderzochte ontologische aanpak werkelijk de 
kwaliteit en bruikbaarheid van de gecodeerde data kunnen verbeteren, is er in dit 
veld nog veel onderzoek nodig, waar onder:  

• Het toetsen van de prestaties van op statistiek gebaseerde computer-
ondersteunde hulpmiddelen in praktijksituaties en het ontwikkelen van 
gebruiksvriendelijke interfaces.  

• Het ontwikkelen van consistente classificaties gebaseerd op formele 
ontologieën. 

• Het zoeken naar categorieën die gebruikt kunnen worden om direct de 
gezondheidstoestand van een populatie te beschrijven in plaats van door 
middel van het aggregeren van gegevens met betrekking tot de 
gezondheidstoestand van individuen. 

• Het ontwikkelen van formele beschrijvingen van de categorieën van 
bestaande coderingssystemen en het ontwikkelen van applicaties 
(terminologie servers) die deze beschrijvingen kunnen toepassen. 

• Het ontwikkelen van ontologieën, die een formele beschrijving van public 
health indicatoren ondersteunen. 
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