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Chapter 16

Epilogue on the outer question

Hardware microthreading may be a suitable answer to the obstacles currently standing in
the way to better, faster and more efficient building blocks for general-purpose computers.
Yet the evaluation of this innovation has been carried out so far only via small computa-
tion kernels performing no I/O, and thus far removed from contemporary applications and
software ecosystems.

As we have illustrated, innovation in computer architecture, while necessary, is not a task
that can be carried out in isolation. Practitioners must associate with their peers in software
engineering and systems engineering to define platforms that contextualize the individual
components and bring them to the scrutiny of audiences external to the field. We have
argued that this contextualization, which we name the outer question, cannot be carried out
by one architect, or even a small group. Individual, human creators have separate personal
interests and fields of expertise; the diversity of expertise needed to create entire computing
platforms exceeds the management and organizational capacity of a small research group.

Historically, innovation in computer architecture occurred first in public organizations
funded by governmental and corporate organizations. As computers became commercial
products and their audiences widened, innovation was then carried out in partnership be-
tween academic and corporate organizations, the latter being responsible for carrying the
financial and human effort necessary for manufacturing and commercialization. This tran-
sition occurred across all uses of computers, from small embedded systems to datacenters.
Meanwhile, the definition of general-purpose computing platforms was instrumental to power
the IT industry, in particular the industry of software engineering, and decouple the pro-
duction of software from the production of hardware.

Since the turn of the 21st century, powerful market forces are at play to redefine the
place of general-purpose computers. Before the last decade, users could define the function
of their computing devices separately from form. They could do so by acquiring software,
but also by writing their own software, separately from the acquisition of the platform. In
contrast, the last decade has then seen the advent of smart terminals and entertainment
platforms, whose form and function are bundled by the manufacturer and not separable
by the user. These devices have displaced commodity general-purpose platforms. They
progressively erase the incentive to educate non-technical audiences about the benefits of
carrying out their own innovation in the software domain.

On December 27th, 2011, famous technology activist Cory Doctorow addressed the 28th
Chaos Communication Congress in Berlin with his keynote titled The coming war on general
computation: the copyright war was just the beginning. He summarized the essence of his
message thus:
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The problem is twofold: first, there is no known general-purpose computer that
can execute all the programs we can think of except the naughty ones; second,
general-purpose computers have replaced every other device in our world. There
are no airplanes, only computers that fly. There are no cars, only computers we
sit in. [...] Consequently anything you do to “secure” anything with a computer
in it ends up undermining the capabilities and security of every other corner of
modern human society.

And general purpose computers can cause harm—whether it’s printing out AR15
components, causing mid-air collisions, or snarling traffic. So the number of
parties with legitimate grievances against computers are going to continue to
multiply, as will the cries to regulate PCs.

The primary regulatory impulse is [...] to create computers that run programs
that users can’t inspect or terminate, that run without users’ consent or knowl-
edge, and that run even when users don’t want them to.

The upshot: a world [...] where everything we do to make things better only
makes it worse, where the tools of liberation become tools of oppression.

Our duty and challenge is to devise systems for mitigating the harm of general
purpose computing without recourse to spyware, first to keep ourselves safe, and
second to keep computers safe from the regulatory impulse.

On the one hand, we could simply acknowledge the evolution denounced by Doctorow
as a natural effect of a free market where consumers have decided, through their purchasing
power, their preference for pre-programmed functions and corporate control over features.
On the other hand, we could worry about an opportunity loss, that of educating a larger
number of individuals to the power of generality. This loss is especially relevant today. The
diversity of types of basic building blocks found in commercial computing systems since the
late 1980’s has barely changed: beyond pipelines and registers (1950’s), caches (1960’s),
virtual memory (1970’s), and RISC and programmable logic (1980’s), later computers have
merely become different combinations of these blocks, with upgraded semantics (e.g. out-of-
order execution); meanwhile, the entire industry is currently facing fundamental technology
challenges. It seems to us that a large diversity of creative approaches by individuals em-
powered to innovate will be needed to overcome these challenges. Also, to guarantee equal
opportunity and chance in the dynamics of innovation, it seems to us unwise to rely on pri-
vate corporations and let them capture innovative types behind closed doors. An alternate
route seems tractable today, because the advent of mass-manufactured generic FPGA sub-
strates makes it affordable for individuals and small research groups to innovate in computer
architecture and demonstrate their inventions at a low cost.

These considerations are, of course, an essentially political comment about the human
dynamics around computing science. Yet we must acknowledge these dynamics to make
informed technological and scientific choices around efforts towards innovation.

Coming back to hardware microthreading, the “economically correct” route forward in
the current landscape would be to partner with a corporate entity, select or devise an appli-
cation domain and shape a product to be marketed in that domain. A prerequisite to that
route, however, is often to let the corporation own the invention and prevent third parties
from reproducing and altering its design. Even if such exclusive licensing is not demanded,
investing effort towards a product captures the innovative energy in the direction of the spe-
cific application domain that the product is targeting. The alternative is transparency and
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openness, i.e. working towards maximum exposure and opening the opportunity for multi-
ple organizations to devise derived platforms independently. The trade-off is about wealth
and fame: investing in a product incurs either short-term wealth and fame or short-term
destitution, whereas investing in a campaign for transparency incurs neither.

We have answered in our dissertation the outer question around hardware microthread-
ing by exploring the route towards transparency; our answer is to be found in the journey,
not the end result. On this path, we have built a programming environment upon the C
language and the Unix operating system, which are both technologies currently in shared
control of communities from both for-profit and non-profit organizations. We have moti-
vated this choice by showing that the perspective of these communities can reveal early
shortcomings in the innovation, which a product-based approach would only reveal after a
larger investment. In our design choices, which we exposed, we prioritized generality over ef-
ficiency or specialization to a specific domain. We have publicly detailed the inner workings
of the resulting platform, so that third parties can reproduce our findings and develop their
own software tools anew if so desired. We have illustrated the applicability of our technology
by showing that it was used successfully by third parties, in particular to show the higher
throughput per unit of area and time of the proposed design compared to contemporary
hardware. The output of our work, reported on in this book, is mere information: techni-
cal and scientific insight, plus general-purpose operating software and programming tools
to equip an implementation of hardware microthreading compatible with the interface pre-
sented in chapter 4. Our contributions, including this book itself, can be further reproduced
and studied free of charge without the explicit agreement of their author.

Through the looking glass

As parting words, we recognize that the history of computing has not recently seen instances
where innovations in computer architecture were brought to the hands of the general public
without heavy involvement and investment from large corporations. It may well be that the
various steps we identified in chapter 15 will be a show stopper for the specific research direc-
tion considered, because the proposed concepts diverge too much from industry-established
standards. Or, more likely, some architectural concepts will be partially retrofitted by ex-
isting industry leaders in legacy designs, without further consideration for our proposed
platform. Meanwhile, we cannot ignore either the democratization of architecture research
enabled by FPGA technology, or the realizability of cheap platforms for education like
Raspberry Pi1. One can only barely imagine the potential of outsourcing the various issues
identified previously to communities of hobbyists and younger/amateur scientists equipped
with low-cost FPGA boards, produced and distributed in the manner of Raspberry Pi, and
exchanging design directions publicly with the help of the Internet. This conjunction of
opportunities is recent, and may well be the vehicle sufficient to overcome the traditional
threshold to innovation in architecture research.

1http://www.raspberrypi.org/: this UK-based, non-profit foundation, whose primarily interest is ed-
ucation, brought a fully-programmable, state-of-the-art general-purpose computer equipped uniquely with
F/OSS to the general public for the price of a couple meals (US$25). Their first production batch was sold
out before the first shipping, and their pre-sales at the start of 2012 have so far exceed prior estimates.

http://www.raspberrypi.org/



