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4. Exploring the analysis of structured metabolomics data

Abstract

In metabolomics research a large number of metabolites are measured that reflect
the cellular state under the experimental conditions studied. In many occasions
the experiments are performed according to an experimental design to make sure
that sufficient variation is induced in the metabolite concentrations. However, as
metabolomics is a holistic approach, also a large number of metab-olites are mea-
sured in which no variation is induced by the experimental design. The presence of
such non-induced metabolites hampers traditional data analysis methods as PCA
to estimate the true model of the induced variation. The greediness of PCA leads to
a clear overfit of the metabolomics data and can lead to a bad selection of important
metabolites. In this paper we explore how, why and how severe PCA overfits data
with an underlying experimental design. Recently new data analysis methods have
been introduced that can use prior information of the system to reduce the overfit.
We show that incorporation of prior knowledge of the system under investigation
leads to a better estimation of the true underlying structure and to less overfit.
The experimental design information together with ASCA is used to improve the
analysis of metabolomics data. To show the improved model estimation property
of ASCA a thorough simulation study is used and the results are extended to a
microbial metabolomics batch fermentation study. The ASCA model is much less
affected by the non-induced variation and measurement error than PCA, leading to
a much better model of the induced variation.

KEYWORDS: PCA, ASCA, experimental design, overfit, microbial metabolomics.
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4.1. Introduction

4.1 Introduction

Advances in (bio-)analytical techniques enable scientists to use more and more
variables to characterize their samples. The fact that the number of experiments
is often low leads to high dimensional data with the number of variables greatly
exceeding the number of experiments. This type of data is often referred to as
high dimensional or megavariate. Microbial metabolomics data, as an example of
megavariate data, emerges from the ‘omics’ field that focuses on low molecular
weight compounds, so-called metabolites, present in and around microbial cells at
a given time during their growth or production cycle [22]. The metabolome, i.e.
the concentration of all metabolites, is a reflection of the phenotype of the sample
under the studied experimental conditions [9]. The experimental conditions are
changed or perturbed such that sufficient variation is induced in the metabolome,
that responds to these changes or perturbations in the experimental conditions.
Since metabolomics is a holistic approach, covering as many metabolites as possi-
ble, there are also always many metabolites in the data set in which no variation is
induced by the change or pertubation of experimental conditions. The reason for
this is that a change or perturbation in an experimental condition ’hits’ or excites
only part(s) of the biochemical network, while the rest of the network operates as if
under normal operating conditions. These, so called non-induced, metabolites can
still have a large variation in their concentration, i.e. the metabolites are not tightly
regulated, but this variation is not caused by a change or a perturbation of the ex-
perimental condition. Furthermore, there is also always some random variation in
the data set due to measurement error [58].

Ideally a data analysis method used for analyzing this type of data should only
model the induced variation leaving all other variation for the residuals. Here we
define incorporation of all variation other than the induced variation as overfit.
Principal Component Analysis (PCA) is often used for explorative data analysis
and focusses on describing the maximum variation in the data by modeling it into
scores, that provide information on the samples, and loadings, that provide infor-
mation on the metabolites. By focussing on explaining as much of the variation in
the data as possible PCA tends, especially with only few experiments in the dataset,
to be greedy and, therefore, to overfit the data by incorporating random sampling
variation and the variation of the non-induced metabolites into the model.

The use of prior information can help to focus the explorative data analysis.
In curve resolution, nonnegativity, unimodality and smoothness constraints help to
identify chemical compounds in complex mixtures [110,111]. In biology knowledge
of transcription factors can be used to unravel complex gene expression data [112,
113]. Recently new methods were introduced that are able to incorporate various
types of prior information to focus the data analysis [61, 62]. By using these more
advanced explorative analysis methods, focus is on the relevant part of the variation
and thus overfit can be reduced and sometimes even additional information can be
obtained [114].

An underlying structure, that is nowadays often present in many of the col-
lected megavariate ‘omics’ data sets, is an experimental design in which exper-
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4. Exploring the analysis of structured metabolomics data

imental factors are varied to study their effect [115–117]. Several methods for
analyzing metabolomics data with an underlying experimental design exist, that
focus the analysis onto the induced variation by the design by taking it into ac-
count [115, 118–122]. As a method, that uses the underlying design in the mi-
crobial metabolomics data to focus the analysis, we have chosen to use ANOVA-
Simultaneous Component Analysis (ASCA) [60]. In ASCA the induced varia-
tion can be separated from the non-induced variation and measurement error by
creating orthogonal partitions. Subsequent simultaneous component analysis of
the individual partitions may elucidate the relation between the samples and the
metabolic profile for the effects. The orthogonality between the data partitions
allows for individual estimation of effects without mixing of effects. Recently a
method was developed that allows statistical validation of megavariate effects in
ASCA [123]. It also creates the possibility of testing whether the experimental de-
sign induces any sources of variation in the data. Although many metabolomics
data sets have an underlying experimental design, in the analysis this is still often
neglected [124].

The major goal of this paper is to show by comparison of PCA and ASCA how,
why and how severe PCA overfits data with an underlying experimental design.
By comparison to ASCA the effect of incorporating prior knowledge with respect
to experimental design into the explorative analysis can be shown. In a thorough
simulation study we will show how PCA and ASCA behave in terms of fit (how well
are the induced metabolites that vary according to the underlying design modeled?)
and overfit (how much is modeled of the non-induced metabolites that do not vary
according to the design?) when modeling metabolomics data in which induced and
non-induced metabolites are present. The results of the simulation study will be
discussed in terms of the row and column space of the data [125] in order to show
why and how incorporation of design information helps to focuss the explorative
analysis. Furthermore both methods will be used to model microbial metabolomics
data obtained from Escherichia coli batch fermentations with an underlying design.

Section 4.2 of this chapter describes PCA, ASCA and their differences. It also
describes how the simulated data and the E. coli batch fermentation metabolomics
data have been created and which measures were used to assess the ability of mod-
eling the induced and non-induced variation. Section 4.3 describes the results and
at the end (section 4.4) some important findings are concluded.

4.2 Methods and Materials

In the following text bold uppercase characters (e.g. X) represent matrices, bold
lowercase characters (e.g. x) represent vectors and scalars are displayed as italic
characters (e.g. I).
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4.2. Methods and Materials

4.2.1 Principal Component Analysis (PCA)

PCA [95] decomposes the data X [IxJ], consisting of I samples with J measured
variables, into a bilinear model of scores T [IxR] and loadings P [JxR] according to

X = TPT + E (4.1)

Here TPT , the PCA model (X̂PCA), represents a lower dimensional approximation
of X and E contains the residuals. The number of principal components R, with R
min(I, J), can be chosen by means of cross-validation or by using a scree graph [96].
The calculation of the scores T and loadings P by PCA is performed in such a
manner, that the sum of squares of the residuals Q, as shown in equation 4.2, is
minimized.

Q(T,P|X) = ‖X − TPT‖2 (4.2)

PCA restricts the scores and loadings with the requirements of TTT being a diago-
nal matrix and PTP being an identity matrix. This restriction does not decrease the
explained variation but serves to arrive at easy interpretable graphs.

4.2.2 ANOVA-Simultaneous Component Analysis (ASCA)

A recently developed data analytical method for analyzing megavariate metabo-
lomics data with an underlying experimental design is ASCA [60]. This method
starts with the ANOVA decomposition of the data X [IxJ] and partitions the vari-
ation in the data into orthogonal parts per effect according to the experimental
design. The variation partioning for the effects with ANOVA is achieved by aver-
aging the experiments, that have been performed with the same level-setting of the
corresponding factors [61]. If for instance the underlying experimental design is a
full factorial design with three factors, the partitioning for the main effects can be
represented by equation 4.3.

X − XM = X1 + X2 + X3 + Xres (4.3)

In equation 4.3, XM represents the matrix of means, which is calculated as

XM =
1
I

1I1T
I X,

with 1I [Ix1] denoting a vector of ones. The matrices X1, X2 and X3 represent
the variation partitions of the three main effects (the three design factors) and Xres
contains the remainder variation consisting of all interaction effects and all other
sources of non-induced variation and measurement error. Of course one can choose
to also decompose the interaction partitions or to combine different partitions into a
single matrix [61]. In equation 4.4 the orthogonality between the variation partitions
is shown, which means that the column spaces of the individual matrices on the
right side of the equality sign in equation 4.3 are orthogonal. Proof of equation 4.4
is supplied elsewhere [61].

XT
α Xβ = 0 ∀{α, β} ⊂ {1,2,3, res} : α 6= β (4.4)
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4. Exploring the analysis of structured metabolomics data

The orthogonality between the variation partitions is a desirable property, because
it shows that each partition per effect is calculated independently without mixing
of effects. Because all variation partitions are orthogonal to each other the following
statement is also true,

[X1 + X2 + X3]
TXres = 0,

and shows that the combined variation partitions for the main effects are orthogonal
to and, thus, independent of the remainder variation.

To describe ASCA as a multivariate regression model here we focus on the
variation partitioning for the effects within mean centered data (Xmc = X − XM),
having an underlying two level full factorial design. The various multivariate effects
can also be achieved by least squares fitting of a linear model [126, 127]. The linear
model, for an experiment (i) with respect to one variable (j) in a two level full
factorial design with three factors, concerning only the main effects is shown in
equation 4.5.

xij −

I

∑
i=1

xij

I
= di1β1j + di2β2j + di3β3j + (xij)res (4.5)

Here di1, di2 and di3 denote the level-settings (-1,1) of experiment i for respectively
the first, second and third factor in the design. The main effects of, respectively,
the first, second and third factor for variable j are displayed as β1j, β2j and β3j. The
remainder for the measured value of variable j in experiment i, that can not be
modeled by least squares fitting of the linear model, is shown as (xij)res. Com-
bination of the linear models for all (i = 1, . . . , I) experiments and all (j = 1, . . . , J)
variables results in:

Xmc = DBT + Xres, (4.6)

where D [IxFactors] represents the design matrix, containing the level-settings per
experiment of each factor for which a separate variation partition should be calcu-
lated, and B [JxFactors] contains all modeled factors for each variable. The variation
partition for an effect can now be obtained by multiplying the design column of
the effect in design matrix D with the corresponding row of modeled effects from
matrix BT . For the main effects of a two level full factorial design with three factors
the variation partitioning can, therefore, be obtained as shown in equation 4.7.

Xmc = DBT + Xres

= [d·1d·2d·3]




bT
1·

bT
2·

bT
3·


+ Xres

= d·1bT
1· + d·2bT

2· + d·3bT
3· + Xres

= X1 + X2 + X3 + Xres (4.7)

Here d·1, d·2 and d·3 denote the design columns of matrix D for respectively the
first, second and third factor and bT

1·, bT
2· and bT

3· represent the corresponding rows
of modeled effects from BT . Equation 4.6 shows that the variation partitioning with
ANOVA for a two level full factorial design can be seen as a multivariate linear
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4.2. Methods and Materials

regression problem, where the mean centered data (Xmc) needs to be regressed
onto the design matrix (D). The well-known least squares solution for the matrix
of regression coefficients B can, therefore, be obtained by,

B = XT
mcD(DTD)−1, (4.8)

which shows that each measured variable in Xmc is separately and columnwise
regressed onto the design matrix. Throughout this paper we will use this regression
explanation of ASCA to explain its properties compared to PCA.

For factorial designs with more than two qualitative levels, dummy variables
need to be used in the design matrix to indicate the level settings for the experi-
ments. The number of dummy variable columns for a factor equals the number of
levels in the design. Regression of the mean centered data onto the design matrix
will, therefore, for each main effect yield rows of regression coefficients, with the
number of rows equal to the number of levels in the design. The variation partition
of a main effect can then be obtained by multiplying all dummy variable columns
of the corresponding factor in the design matrix with the corresponding rows in
the matrix of regression coefficients.

After the variation partitioning of the mean centered data (Xmc), a simultaneous
component analysis (SCA) is performed on each partition representing an effect, as
shown in equation 4.9 for the main effects of a full factorial design with three
factors.

Xmc = X1 + X2 + X3 + Xres

= S1LT
1 + S2LT

2 + S3LT
3 + Xres

= [S1S2S3][L1L2L3]
T + Xres

= SLT + Xres (4.9)

The SCA decomposes the variation partition of each effect (k) into score vectors
Sk [IxVk] and loading vectors L [JxVk]. The number of components Vk depends on
the number of levels within the kth effect of the design and whether a dimension
reduction is applied within the SCA or not. A full factorial design with two lev-
els [48,128] forms a special case, because the variation partition for each effect has at
most rank one and the SCA, therefore, decomposes the variation partition for each
effect into one score vector and one loading vector (Vk = 1). Concatenation of the
score and loading vectors, as displayed in equation 4.9, results in the ASCA model
(X̂ASCA) denoted by SLT. The relation between the variation partitioning and the
following SCA for a two level full factorial design can, after combining equation 4.7
and 4.9, be displayed as,

DQQ−1BT = SLT, (4.10)

where Q represents a diagonal matrix with on its diagonal the length of the rows
of regression coefficients of matrix BT .
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4. Exploring the analysis of structured metabolomics data

4.2.3 Differences between PCA and ASCA

Both PCA and ASCA decompose the data X into a bilinear model of scores and
loadings as described in the previous subsections. The loadings link the modeled
lower dimensional subspace to the original variable (metabolite) space and define
the directions in the original variable space that span the modeled subspace. The
scores define how the modeled experiments are positioned within the modeled
subspace. This positioning of experiments within the modeled subspace will from
here on be referred to as the configuration.

In PCA the scores T and loadings P are calculated with only the non-active re-
striction of PTP being an identity matrix, which means that the resulting loadings
are orthonormal. Thus both scores and loadings are fitted to maximize explained
variation. In ASCA, on the other hand, the scores S are fixed, with respect to the
configuration, to the settings of the design S = DQ and thus only the loadings L

are fitted to maximize explained variation. As a consequence the ASCA loadings
of different variation partitions are not orthogonal to each other. Thus PCA has
much more degrees of freedom to fit the multivariate data compared to ASCA,
which is restricted by prior knowledge of the system under investigation (the ap-
plied experimental design). For experimental designs with more than two levels
the relation between the variation partitioning and the SCA is more complex than
shown in equation 4.10, due to the possibility of dimension reduction in the SCA
on a variation partition of an effect.

4.2.4 Simulated data

In this simulation study we want to explore how PCA and ASCA are able to fit
metabolomics like data and investigate the effect of incorporation of prior knowl-
edge, in this case design information, as restrictions into the data analysis. We will
make a distinction between induced metabolites that vary according to the experi-
mental design and non-induced metabolites that vary randomly and not according
to the design applied. Furthermore we study the effect of increasing the number of
induced variables and increasing the number of replicates per design point.

In the first part of the simulation study only induced variables are considered.
The data is simulated according to a 23 full factorial design with only main effects.
Table 4.1 shows the content of the design matrix D which consists of the level
settings of the three main factors used. The induced metabolites Xind are then
formed by multiplying D with the matrix of weights for each induced variable per
design factor C [JindxFactors]. Matrix C has been randomly generated such that
CTC equals the identity matrix.

Xind = DCT (4.11)

If N replicates per experiment are obtained then,

Xind,N = [1N ⊗ X̃ind] (4.12)

The character ⊗ denotes the Kronecker product and 1N represents an [Nx1] column
of ones. Matrix X̃ind has been used to indicate that Xind has been autoscaled to
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4.2. Methods and Materials

Table 4.1: Tabular form of a 23 full factorial design

Experiment Factor

F1 F2 F3

1 -1 -1 -1
2 -1 -1 +1
3 -1 +1 -1
4 -1 +1 +1
5 +1 -1 -1
6 +1 -1 +1
7 +1 +1 -1
8 +1 +1 +1

zero mean and standard deviation 1 for each column. The autoscaling of Xind
causes the resulting matrix Xind,N to be mean centered and the standard deviation
per column to be constant. With N>1, D should be replaced by DN = [1N ⊗ D] in
equation 4.6.

In the second part of the simulation study a number of non-induced metabolites
are added to the induced ones. The non-induced metabolites Xnon-ind do not
vary according the experimental design and are, therefore, simulated as normally
distributed random data with zero means and unit variance. If N repeats per design
point exist then,

Xnon,N =




X̃non-ind,1
...

X̃non-ind,n
...

X̃non-ind,N




(4.13)

Note that the different autoscaled non-induced data sets will be different for each
repeat. Also here the autoscaling keeps Xnon,N mean centered with a constant
variance per column. Concatenation of Xind,N and Xnon,N yields the simulated
noiseless data with N replicates per experiment Xpure,N [NIxJ], as displayed in
equation 4.14.

XN = [Xind,N Xnon,N ] + Enoise,N
= Xpure,N + Enoise,N (4.14)

By addition of noise (Enoise,N) the simulated data with N replicates per experiment
XN [NIxJ] is obtained. Enoise,N contains normally distributed random data scaled
in such a way that the ratio of the sum of the squared elements of Xpure,N and the
sum of the squared elements of Enoise,N is 9:1 and results in approximately 10%
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4. Exploring the analysis of structured metabolomics data

noise in XN . This amount of noise was chosen because it is the amount typically
encountered in metabolomics data. Note that Xnon,N represents the non-induced
metabolites while Enoise,N represents sampling and measurement errors which are
both affecting the induced as well as the non-induced metabolites.

In the third and last part of the simulation study only non-induced metabolites
are used to show the behavior of both methods when no variation is induced by
the experimental design.

4.2.5 Measures for the ability of modeling the induced variation and

non-induced variation and measurement error

In this section we introduce the figures of merit used to quantify the ability of
PCA and ASCA to model metabolomics data with an underlying experimental de-
sign. We make a distinction between the induced metabolites and the non-induced
metabolites. A measure for the ability of modeling the induced variation is shown
in equation 4.15,

1 −
‖X̂ind,N − Xind,N‖2

‖Xind,N‖2 , (4.15)

where X̂ind,N represents the modeled induced variation. This measure defines
a proportion of agreement between the modeled and the true induced metabolites
and will, from here on, be referred to as the fit of the model. The difference between
the modeled and the true induced variation can be caused by a difference in the
estimated subspace and by a different configuration of the experiments within that
subspace. The fit will be 1, when the method used (PCA or ASCA) perfectly models
the variation of the induced metabolites (Xind,N) in the simulated data. The more
the calculated model is influenced by the variation of the non-induced metabolites
or by the measurement noise, the more the fit will deviate from one and go towards
zero.

The overfit of both methods is studied from the variation of the non-induced
metabolites. The figure of merit that will be used as measure for the overfit is given
in equation 4.16,

1 −
‖X̂non,N − Xnon,N‖2

‖Xnon,N‖2 , (4.16)

where X̂non,N represents the modeled part of the non-induced variation. The more
of the variation of the non-induced metabolites is described by the model the higher
the overfit, as this variation was not introduced by the experimental design. For
good models this value should be as small as possible.

4.2.6 Escherichia coli batch fermentation metabolomics data

For further comparison of PCA and ASCA both methods will also be applied on
metabolomics data obtained from E. coli batch fermentations. The batch fermen-
tations have been performed according to a two level full factorial design with 3
factors, being acidity (pH), carbon source and phosphate level. Each fermentation
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4.2. Methods and Materials

Table 4.2: Tabular form of the design of the E. coli batch fermentations. The first character of the
sample labels indicates which fermentations have been performed with Glucose (G: -1 level-setting) and
which with Succinate (S: +1 level-setting) as carbon source. The acidity of the medium, in which the
fermentations were performed, was either pH 6 (6: -1 level-setting) or pH 7 (7: +1 level-setting). The
second character in the samples label shows which level was used. The third character indicates, which
fermentation was performed with a low (L: -1 level-setting) and a high (H: +1 level-setting) phosphate
level.

Experiment Sample label Factor

Acidity (pH) Carbon source Phosphate level

1 G6H -1 -1 +1
2 G6H -1 -1 +1
3 G6L -1 -1 -1
4 G6L -1 -1 -1
5 G7H +1 -1 +1
6 G7H +1 -1 +1
7 G7L +1 -1 -1
8 G7L +1 -1 -1
9 S6H -1 +1 +1
10 S6H -1 +1 +1
11 S6L -1 +1 -1
12 S6L -1 +1 -1
13 S7H +1 +1 +1
14 S7H +1 +1 +1
15 S7L +1 +1 -1
16 S7L +1 +1 -1

in the 23 full factorial design (I = 8) has been performed in duplo (N = 2) resulting
in a total number of 16 fermentations (NI) [129]. Table 4.2 shows the sample labels
and level-settings of each batch fermentation. The columns acidity, carbon source
and phosphate level in Table 4.2 form the design matrix (D2), which is needed for
the calculation of the ASCA model. During the fermentations, the optical density
of the batch has been monitored and in the stationary phase of the fermentation
three equidistant samples were taken from the batch. These samples have been
analyzed using GCMS [40] and 405 peaks (metabolites) have been recorded as peak
areas for each sample. Assuming that in the stationary phase of a fermentation the
E. coli bacteria have adopted to their new environmental situation and that, there-
fore, their metabolic profile will have stabilized, we will use the average metabolic
profile of the three samples in the stationary phase per batch in order to obtain a
more stable representation of the metabolome. The resulting data matrix X [NIxJ]
contains 16 experiments and 405 peaks or variables (J), with each row representing
the average metabolite profile of a batch in the stationary phase.
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Figure 4.1: Average fit of PCA and ASCA on simulated data-sets with only induced variables plotted
against the number of replicates in the design:(a) plot for simulated data-sets with 10 induced variables
and,(b) with 30 induced variables. The range of ± one standard deviation of the mean is within the
marker size of the symbols used in the figure.

4.3 Results and Discussion

4.3.1 Simulated data

In the simulation part of the study, we will focus on the fit and overfit properties
of PCA and ASCA to show the effect of incorporation of prior knowledge, in this
case design information, of the system under investigation. The average fit and
overfit values are obtained from 1000 different noise realizations (Enoise,N) for
each noiseless simulated data-set.

Induced variables

In the first part of the simulation only induced variables are used. Figure 4.1 shows
the average fit of the PCA and ASCA model as a function of the number of repli-
cates. Note that the average fit is a measure for the ability of modeling the induced
variation (equation 4.15). The number of induced metabolites used was varied be-
tween 10 and 30. We clearly see in both figures that the ASCA model has a higher
average fit than the PCA model. This means that ASCA models the variation of the
induced metabolites better and that the PCA model is apparently more disturbed
by the added measurement noise. With increasing number of replicates both mod-
els improve in modeling the induced variation. As Xind,N , is always of rank three
(note that it is generated using a 23 full factorial design), it is in a three dimensional
subspace of the variable space. The added measurement noise Enoise,N causes the
experiments to deviate away from their original position in the three dimensional
subspace. As described in section 4.2.2 the ASCA model can be calculated by a
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Figure 4.2: Simulation 23 full factorial design with induced and non-induced variables:(a) induced block
for 10 induced and 10 non-induced variables;(b) non-induced block for 10 induced and 10 non-induced
variables;(c) induced block for 30 induced and 10 non-induced variables; and,(d) non-induced block for
30 induced and 10 non-induced variables. The range of ± one standard deviation of the mean is within
the marker size of the symbols used in the figure.

regression of X on D. The variance of the regression coefficients B is known to be
dependent on the determinant of the DTD matrix. With more replicates per exper-
iment in the design, the determinant of DTD becomes much larger, which leads
to a lower variance of B. This then leads on average to a better estimate of the 3
dimensional subspace in the row space of Xind,N .

A similar argument can be used for the PCA model. Here also the estimation of
the loadings P is improved when more repeats are obtained. This also leads to an
improved score estimation. Both improvements of the average fit are thus obtained
by a better defined 3 dimensional subspace in the row space of the data matrix
Xind,N .
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Although the average fit improves for both models, the average fit for ASCA
improves more strongly and the average fit for PCA levels off with increasing num-
ber of replicates. Although the three dimensional subspace in the row space is well
described, (this means that the correlation structure within all metabolites is well
estimated), the position of the experiments within this subspace is different for the
two methods (this is what we refer to as configuration). In the ASCA model, this
position is forced to be the same for replicates, while in the PCA model, the dif-
ferences in the position of the replicates in this subspace is modeled by the scores.
Thus although the expected position of the replicates is the same, PCA models
the differences between these positions. The modeling of these differences can be
regarded as overfit.

When the number of induced variables is changed from 10 to 30, a large im-
provement in the average fit for the PCA model is observed. The average fit for
the ASCA model, however, stays the same. The fit of the ASCA model does not
improve because the three-dimensional subspace in the row space is not estimated
from the data, but inferred from the experimental design of the study. Thus no
improvement can be obtained. In the PCA model linear combinations of the vari-
ables in XN are used to estimate the three dimensional subspace Xind,N formed by
DNCT. With more variables following the imposed design it becomes easier to cor-
rectly estimate that subspace. Thus the improvement of the fit for the PCA model
is caused by averaging over the variables, also known as averaging over the column
space, and has been observed earlier for Partial Least Squares (PLS) estimates by
H. Wold, who termed it “consistency at large” [130, 131].

Induced and non-induced variables

The non-induced metabolites which are also part of the data due to the holistic
character of metabolomics do not respond to the design, but they can still influence
the analysis of the metabolomics data. Figure 4.2 shows the average fit and overfit
of the PCA and ASCA models when non-induced metabolites are present in the
data. The average overfit of the ASCA and PCA model in Figure 4.2(d) looks almost
equal, but a t-test on the calculated averages of each number of replicates has shown
the differences between the average overfit for ASCA and PCA to be statiscally
significant. The figure clearly shows that the ASCA model has a better average fit
compared to PCA and a smaller overfit than PCA. The reason for this better fit and
smaller overfit is the same as discussed above. The three dimensional subspace in
the row space of XN is defined by the design matrix D and is not estimated. Non-
induced metabolites can thus also not disturb the estimation of the ASCA model.
In the PCA model however, a linear combination of all variables (and thus also of
the non-induced) is used to define the subspace. Because of this role of the non-
induced variables in the estimation of the subspace, the fit becomes worse and the
overfit (how much of the non-induced metabolites is described) becomes larger.
A comparison between Figures 4.1 and 4.2 clearly shows that the fit of the ASCA
model is not decreased by the non-induced metabolites while fit of the PCA model
is decreased considerably. The ’consistency at large’ concept only works when the
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Figure 4.3: Average overfit of PCA and ASCA on simulated data from a 23 full factorial design with only
non-induced variables plotted against the number of replicates in the design:(a) plot for simulated data
with 10 non-induced variables and,(b) plot for simulated data with 30 non-induced variables. The range
of ± one standard deviation of the mean is within the marker size of the symbols used in the figure.

new variables contain information regarding the underlying structure. The overfit
obviously becomes less when the ratio of induced and non-induced becomes larger.

Only non-induced variables

To study whether the use of a method that uses prior information leads to overfit
when the prior information is not present we simulated an extreme case with only
non-induced variables. Figure 4.3 shows the average overfit of the PCA and ASCA
model as a function of the number of replicates for 10 and 30 non-induced variables.
In both figures we clearly see that the average overfit for the ASCA model is less
than the average overfit for the PCA model. This means that ASCA models less
of the random variation in the data of non-induced variables. When increasing
the number of replicates both models improve by modeling less of the random
variation caused by the non-induced variables. The ASCA model can be calculated,
as described in section 4.2.2, by a regression of X on D . Each variable is regressed
separately onto D. Increasing the number of replicates in D causes the random
variation in a variable to be averaged (DTXmc) and, therefore, with increasing the
number of replicates less of the random variation of the non-induced variables is
being modeled.

The improvement of the PCA model for modeling less of the random variation
caused by the non-induced variables can be explained by a similar argument. Each
experiment is a vector in the row space of the data matrix X. Here the data matrix
X contains only random variation, because it is generated from only non-induced
variables. With more experiments in the design this random variation will can-
cel out more quickly, therefore with increasing the number of replicates PCA will
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model less of the random variation of the non-induced variables.
When the number of non-induced variables is changed from 10 to 30, a large

improvement in the average overfit for the PCA model is observed. The average
overfit for the ASCA model stays the same. The average overfit of the ASCA model
does not improve because, as mentioned before, each variable is regressed sepa-
rately onto D. In the PCA model linear combinations of the variables in XN are
used. With more variables describing random variation, less of this random varia-
tion tends to be described within the PCA model when increasing the number of
non-induced variables.

4.3.2 PCA/ASCA on E. coli batch fermentation metabolomics data

In this final subsection the results obtained from analyzing metabolomics data of E.

coli batch fermentations will be presented and discussed. The first three principal
components (PC’s) in a PCA model explain 19.92%, 14.96% and 10.24% respec-
tively. The total explained variation of the three component PCA model, therefore,
is 45.15%. Figure 4.4(a) shows the scoreplots of PC2 vs. PC1 and Figure 4.4(b) dis-
plays the scoreplot of PC2 vs. PC3. Figure 4.4(a) shows a separation between the
batches, in which glucose (G) and those in which succinate (S) was used as carbon
source. However, this effect of the factor carbon source is clearly mixed over all
PC’s. This makes it rather difficult to interpret which metabolites are affected by
which of the three applied factors of the experimental design.

In ASCA the configuration of the scores is fixed and therefore the loadings ex-
actly match the multivariate effect caused by the applied factor, thus providing
direct information on which metabolites are affected by the representing design
factor. The first loading, explaining 10.98% of the variation, is directly linked to the
design factor pH. The design factor carbon source is represented by to the second
loading, which explains 16.98% of the variation in the data. The third loading is di-
rectly linked to the phosphate level and explains 9.74% of the variation. The design
factor carbon source has the largest effect on the batch fermentations, because the
second loading explains the most variation in the data. Also in the PCA scoreplot
of PC2 versus PC1 , as shown in Figure 4.4(a), there is a clear separation caused by
the design factor carbon source, however due to mixing of effects over the PC’s no
metabolites can be directly linked as being affected by the change in carbon source.
A three component ASCA model explains 37.70% of the variation in the data. The
ASCA loadings are, as mentioned in section 4.2.3 not orthogonal. In this case how-
ever the loadings of the ASCA model are close to orthogonality with angles of 79,
84 and 90 degrees. The angle between the loadings shows the dependency be-
tween the loadings and angles close to 90 degrees indicate that the effects of the
design factors (pH, carbon source and phosphate level) on the metabolic profile are
independent.

A major issue in microbial metabolomics is to rank the metabolites with respect
to their explained variation as that relates to metabolites that are highly affected
by the experimental design applied. Figure 4.5 shows the explained variation of
the ASCA and PCA model and the p-value for all metabolites, where the metabo-
lites have been sorted in descending order for the explained variation of the ASCA
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Figure 4.4: PCA scoreplots for E. coli batch fermentation metabolomics data:(a) Scores on PC2 plotted
against scores on PC1;(b) Scores on PC2 plotted against scores on PC3.
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Figure 4.5: Percentage explained variation per metabolite for ASCA and PCA and p-value (– · – ·) per
metabolite for ASCA on E. coli batch fermentation metabolomics data. Both the percentage explained
and the p-values have been sorted according to the percentage explained variation of the ASCA model.

model. The p-value is calculated per metabolite from a univariate ANOVA in which
the mean square of the main effects model is compared with the mean square of
the remaining variation. In Figure 4.5 we see that for the ASCA model only a small
fraction of the metabolites (132) is explained for more than 47% (corresponding to
a p-value 0.05), when Bonferroni correction is applied only 11 metabolites are ex-
plained for more than 82% (p-value 0.05

405 ). This shows that in a univariate sense
only few metabolites are significantly induced by the experimental design. More
striking, however, is that the majority of metabolites in the PCA model have a much
higher percentage explained than in the ASCA model. As an example one metabo-
lite is circled in Figure 4.5. This circled metabolite is explained by the ASCA model
for 31%, while it is explained for 85% by the PCA model. Of course there are also
counter examples where the explained variation in the PCA model are much lower
than in the ASCA model. However, with the simulated data we have already shown
that ASCA performs better in terms of fit and overfit, when modeling data with an
underlying 23 full factorial design. This suggests that the PCA model also here
overfits the data. Ranking metabolites based on the PCA model might therefore be
misleading due to the overfit of the PCA model.

The ASCA model as used in this paper only considers the main effects of the
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full factorial design. This means that interactions and individual variation are not
modeled. Some of the difference between the modeled variation can be due to the
interaction. However the ASCA model can easily be extended to include interac-
tions between the main effects.

In this paper ASCA was shown to work as a filter that separates the induced
variation from the non-induced variation. After such a separation, the induced
variation could potentially be used in a regression to provide a regression model
that can be much better interpreted [61]. Also the non-induced variation can be
studied for its effect on a response variable to study e.g. the biological variation on
that response. The major gain of the ASCA filtering is that estimated effects can be
assigned to a specific source of variation.

4.4 Conclusions

When there is structure in complex data (like experimental design), incorporation
of this structure in analyzing the data helps in lowering the overfit. PCA does not
use the prior information about the underlying experimental design and therefore
often gives largely overfitted models of the data, particularly with few replicates.
ASCA uses the available prior information about the underlying design of the ex-
periments. With increasing number of replicates both PCA and ASCA improve in
modeling the induced variation by better defining the subspace in the rowspace of
the data. PCA, however, overall has a larger overfit by modeling the differences in
the position of the replicates within the subspace in the scores. When increasing the
number of induced variables the PCA model greatly improves in modeling the in-
duced variation, which is known as averaging over the column space (‘consistency
at large’ concept), whereas this has no effect on the ASCA model. Obviously the
overfit of the PCA model also becomes less when the ratio between induced and
non-induced variables becomes larger, because with more variables containing in-
formation with respect to the underlying structure it becomes easier to approximate
this structure.

The percentage of explained variation of the PCA model is higher than that of
the ASCA model, but this is due to overfit. PCA is less able to estimate the true
underlying model of the data because it is eager to explain as much variation as
possible. This leads to a larger overfit of the data than obtained with the ASCA
model. As PCA always explains the maximum amount of variation in the data, any
restriction applied will lead to a lower explained variation. However the restriction
applied in ASCA not only leads to a lower explained variation but also to a better
estimate of the true underlying configuration of the data.

PCA highly suffers from metabolites that were not induced by the experimental
design. This decreases the estimation of the true data even more. As metabolomics
is a holistic approach many non-induced metabolites can be expected in a metabo-
lomics data set. Using PCA to find highly affected metabolites from a designed
experiment may not lead to good results.
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