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Summary

This thesis, entitled “Fusing prior knowledge with microbial metabolomics”, deals
with combining prior knowledge in microbial metabolomics. Chapter 1 contains
a general introduction that puts the thesis into a framework. It describes the
background of metabolomics and discusses the various aspects of a (microbial)
metabolomics study: 1) the origin of samples, 2) measurement of samples and pro-
cessing the raw data, and finally 3) data analysis and the challenges the data and
methods used pose. In the section about data analysis fusion of prior knowledge
about the study is introduced as a solution to deal with the challenges the data
and methods present. However fusion of prior knowledge is not restricted solely
to data analysis but can also be applied within the other aspects of a microbial
metabolomics study.

In a microbial metabolomics study the data for studying metabolism is obtained
by sampling from fermentations followed by metabolome analysis of these samples.
Data for studying metabolism of a micro-organism can, however, also be obtained
in silico. The genome sequences of many organisms and information about gene-
protein-reaction associations with respect to these organisms can be obtained from
databases, textbooks and other scientific publications. This information can subse-
quently be used as prior knowledge for constructing genome-scale metabolic net-
works. In cellular systems biology these networks are used to model and study
the behaviour of metabolism in context of cell growth in terms of fluxes (reaction
rates) through reactions in the network. Because the flux through each reaction can
generally vary within a range, many flux distributions of the entire network are
possible. However, since reactions are connected by common metabolites, reactions
that are functionally coherent, are expected to highly correlate in terms of their flux
value over different flux distributions.

In Chapter 2 the genome-scale network of a lactic acid bacterium, named Lac-

tococcus lactis MG1363, is used to generate flux distributions for multiple in silico
environmental conditions, mimicking laboratory growth conditions. The flux dis-
tributions per condition are used to calculate a correlation matrix for each condition.
Subsequently the correlations between the reactions are analyzed in a multivariate
approach across the in silico environmental conditions in order to identify correla-
tions that are invariant (i.e. independent of the environment) and correlations that
are variant across conditions (i.e. dependent of the environment). The applied mul-
tivariate methods are parallel factor analysis (PARAFAC) and principal component
analysis (PCA). The discussion of the results of both methods leads to the question
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Summary

whether latent variable models are suitable analyzing this type of data.
One of the aims of metabolomics is to quantify the full metabolome (all metabo-

lites present in a sample). Commonly used data analytical methods for analyzing
metabolomics data work optimal when each measured variable has the same prob-
ability distribution as the others and all variables are mutually independent, that is
when each variable is independent and identically distributed (i.i.d.). Prior to data
analysis the data is often first preprocessed by scaling. Metabolomics data, how-
ever, hardly ever is i.i.d. and scaling can easily result in noise amplification and
an increase in heteroscedasticity. In many cases prior knowledge exist about the
noise characteristics of the data, either from experience with the measurement plat-
form(s), or from estimation of the measurement error from repeated measurements
or biological repeats.

A filtering procedure is introduced in Chapter 3 for multivariate data, that uses
the noise characteristics of the data and does not suffer from noise amplification
by scaling. A maximum likelihood principal component analysis (MLPCA) step is
used as a filter that partly removes noise. This filtering can be used prior to any
subsequent scaling and multivariate analysis of the data and is especially useful for
data with moderate and low signal-to-noise ratio’s, such as metabolomics data but
is also applicable to proteomics and transcriptomics data with these properties.

In metabolomics research a large number of metabolites are measured that re-
flect the cellular state under the experimental conditions studied. In many occasions
the experiments are performed according to an experimental design to make sure
that sufficient variation is induced in the metabolite concentrations. However, as
metabolomics is a holistic approach, also a large number of metabolites are mea-
sured in which no variation is induced by the experimental design. The presence of
such non-induced metabolites hampers traditional data analysis methods as PCA
to estimate the true model of the induced variation. The greediness of PCA leads to
a clear overfit of the metabolomics data and can lead to a bad selection of important
metabolites.

Chapter 4 explores how, why and how severe PCA overfits data with an un-
derlying experimental design. Recently new data analysis methods have been in-
troduced that can use prior information of the system to reduce the overfit. This
chapter shows that incorporation of prior knowledge of the system under inves-
tigation leads to a better estimation of the true underlying structure and to less
overfit. The experimental design information together with anova-simultaneous
component analysis (ASCA) is used to improve the analysis of metabolomics data.
To show the improved model estimation property of ASCA a thorough simula-
tion study is used and the results are extended to a microbial metabolomics batch
fermentation study. The ASCA model is much less affected by the non-induced
variation and measurement error than PCA, leading to a much better model of the
induced variation.

Longitudinal data plays an important role in the various fields of functional
genomics to improve understanding and knowledge of the dynamics within bio-
logical systems. The time-resolved data of metabolomics are expected to contain
underlying dynamic profiles that are smooth. However, estimating these under-
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lying smooth dynamic phenomena from such data is complicated due to the high
complexity of the data and the limited number of techniques that can deal with this
type of data. Traditional multivariate data analytical techniques, such as Principal
Component Analysis, ignore the underlying dynamics in the data and give solu-
tions that tend towards explaining variance rather than explaining dynamics and
understanding biology.

In Chapter 5 Weighted Smooth Principal Component Analysis (WSPCA) is pre-
sented, a method that incorporates smoothness into the scores of PCA by using a
roughness penalty. WSPCA can be used for data with consecutive samples that
are linked by time (time-resolved) or position (spatially resolved) containing ex-
pected smoothness. By means of a synthetic data set is shown that applying this
restriction leads to a better estimation of the dynamic phenomena underlying the
data. For determination of the model meta parameters (the number of components
and the smoothness parameter) a leave elements out cross-validation procedure is
presented, that for the synthetic data set is capable of estimating the underlying
noiseless data. The WSPCA method and leave elements out cross-validation are
then applied to a real-life metabolomics data set from a E. coli batch fermentation,
that has been sampled over time, to estimate the missing elements in the data set.

Chapter 6, the final chapter of this thesis, contains a conclusion about the work
described and an outlook for future research opportunities with respect to the use
of biological knowledge in a microbial metabolomics study.
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