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1
Introduction

1.1 Neutron stars

Neutron stars (NSs) are born in the aftermath of the core collapse supernova
of a progenitor with 8M⊙ . M . 30M⊙ (although higher masses have been
suggested, see Smartt, 2009), or from collapsing white dwarves. Despite the
fact that our understanding has being continuously increasing, neutron stars
excite so much interest because many questions concerning the details of their
origin and structure are still open at present time. There is a long-standing
debate over the process and different stages of the collapse (Janka et al., 2007).
When it comes down to what is left, i.e. the neutron star itself, the mystery
is even deeper. What is the structure of NSs? What are they made of? And
how can we best study them?

The generally accepted picture (see e.g. Shapiro & Teukolsky, 1986; Haensel
et al., 2007) is that neutron stars are compact objects of mass M ∼ 1.4 M⊙

and radius R ∼ 10 km, the high M/R ratio being what makes them compact.
Such high compactness also makes them general relativistic objects. Space-
time is highly curved around them and effects such as gravitational redshift,
beaming and light bending are all expected to affect the radiation field around
the star. Another important aspect, maybe the most important, is the high
densities expected inside these stars, far exceeding neutron drip. This is the
density at which it is equally favourable for the neutrons to be outside the
nuclei or inside. At higher densities, the behaviour of matter is not yet well
understood.
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1 Introduction

Figure 1.1: Neutron star internal structure. Notice the main division into
core and crust and the difference in radial extension. The proper internal
structure is calculated combining the Tolman-Oppenheimer-Volkoff equations
with a suitable equation of state (see text).

The outermost layers of a NS (few cm to ∼ 100 m) are variously called
the atmosphere or the ocean. They are where the final emergent spectrum
of the NS is formed and there the electrons and nuclei can be found in a
fluid state. The distinction between atmosphere and ocean is made where the
nuclei become a Coulomb liquid. Further in, the surface becomes solid and
the internal structure of NSs is divided into outer and inner crust (∼ 1 − 2
km) and outer and inner core (∼ 9 − 12 km). The simple schematic internal
structure is depicted in Figure 1.1.

The behaviour of matter is usually summarized in the equation of state

(EOS), the relation between pressure, energy and the other thermodynami-
cal variables, which takes into account the microphysics of the dense matter.
This depends on the composition of the matter: particles other than elec-
trons, muons, protons and neutrons might begin to appear, with possible
phase changes to condensates or quark matter (see Lattimer & Prakash, 2007
or Haensel et al., 2007 for reviews). Understanding the EOS means under-
standing the physics of matter at very high density, and NSs can be used as
probes to explore these still unknown regimes.

Combining the EOS with the relativistic equations of stellar structure
(the Tolman-Oppenheimer-Volkoff equations, Tolman, 1939; Oppenheimer &
Volkoff, 1939) we can build various models of NSs, for example calculating
sequences of stable configurations to predict the relation between mass and
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1.1 Neutron stars

radius1. In consequence, we can obtain strong constraints on the nature of the
EOS by measuring mass and radius of NSs.

In general, the outer crust is thought to be made of a lattice of ions and
(increasingly) relativistic, degenerate electrons. Where the density reaches the
threshold of neutron drip (ρdrip ≈ 4.3 × 1011 g cm−3), there begins the inner

crust. At these high densities the Fermi energy of the electrons is so high,
that electrons start being captured onto nuclei, while β decay is prohibited.
Therefore in the inner crust the lattice is thought to be made of neutron-rich
nuclei, surrounded by free electrons and neutrons, the latter being most likely
superfluid. As density increases, the nuclei are increasingly squeezed and the
dimensionality of the lattice can evolve, passing from a lattice of nuclei with
voids, to a lattice of voids with nuclei: the so called “pasta” phases. The
beginning of the core is defined as the radius where nuclei finally disappear
(at ρ0 ≈ 2.8 × 1014 g cm−3, the nuclear density) and the outer–inner core

interface is set around ρ ≈ 2ρ0, but the composition of the core itself is where
the different nuclear physics theories about dense matter diverge, and divi-
sions between inner and outer core are somewhat arbitrary. Superfluidity and
superconductivity are also predicted to be in existence in the core.

Concerning NS evolution, three aspects are very key: their magnetic

fields, their rotation rates and accretion. Accretion will be discussed in
more detail from Section 1.3; here we will talk about the former. NSs are
supposed to inherit their magnetic field during the collapse. The field of the
progenitor may be enhanced by simple compression, and the supernova may
also lead to the growth of new components via dynamo processes (Spruit, 2008,
and references therein). Most measured NS magnetic fields lie in the range
1011 − 1013 G, but there are cases up to ∼ 1015 G. One big mystery is the
fact that accreting NSs in binary systems (see Section 1.3) can have very low
magnetic fields: 108 − 1010 G. The effect of magnetic fields on accreting NSs
will be discussed further when addressing NSs in binary systems and accretion
powered pulsars in Section 1.3.

Closely tied to magnetic field evolution is the spin rate. NSs are observed
to be spinning up to 716 Hz (Hessels et al., 2006; Chakrabarty, 2008, and
references therein). Rotation can interact with the magnetic field in different
ways: for instance, isolated NSs are supposed to radiate and at the same time
slow down via the pulsar mechanism, while accreting NSs may be spun up by
the angular momentum of the accreted matter (see Section 1.3). This explains,
in the recycling scenario (Alpar et al., 1982; Radhakrishnan & Srinivasan,

1If the objects are spinning, the effects of rotation on gravity must also be taken into
account.
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1 Introduction

1982), the existence of old, but still rapidly rotating, NSs. Rotation rate and
magnetic field strength also set limits on accretion itself (Section 1.3). The
most rapid spin rates observed will have major effects on the structure of the
star, reducing the effective gravity at the equator. An interesting question is
how close NSs get to the mass shedding limit (∼ 1 − 2 kHz). Given a mass
and an EOS, this is the spin at which the velocity of matter at the equator
equals the Keplerian velocity set by gravity: above it matter is not bound to
the star anymore and would be shed. Fast rotation is, as we will discuss in
Section 1.5, critical to burst oscillations.

1.2 Measuring neutron star parameters

The problem with NSs is that they are mainly dead stars (unless they are
revived by accretion, see Section 1.3), and after ∼ 106 yr their temperature
should drop below ∼ 105 K, rendering their thermal emission barely detectable
(Haensel et al., 2007). Optical observations of such objects are therefore diffi-
cult. Fortunately there are many more possibilities, of which the following is
by no means an exhaustive list (for a general discussion see e.g. Lattimer &
Prakash, 2007).

One of the most commonly-pursued approaches is the direct measure-

ment of mass and radius of the stars, to be compared with stellar structure
predictions. This approach has proved optimal for white dwarves and the ex-
tension to NSs is natural. The best sources for mass measurements are neutron
stars in binary systems: Kepler’s third law or its relativistic equivalents allow
us to measure, in some cases, the mass of the stars. If the NS is a radio pul-
sar2, high timing precision allows for very accurate measurements of spin and
orbital parameters. The famous Hulse-Taylor system (Hulse & Taylor, 1975)
with two NS, one of which is a pulsar, has yielded the very precise masses
of 1.3867 and 1.4414 M⊙ for the two objects (Weisberg & Taylor, 2005). In
addition there is the recent result of Demorest et al. (2010), who measured
a 1.97 M⊙ NS (the highest ever measured precisely, imposing serious con-
straints on the EOS!). Measuring radius via radio pulsar timing, however, is
more challenging.

Radio pulsar glitches are another means of probing the composition of
NSs. Glitches, sudden jumps in the spin frequency, are thought to be linked

2Radio pulsars are thought to be NSs emitting a very beamed beacon in radio frequencies.
Needless to say, the emission mechanism for the radiation is not well understood, but it
should involve the conversion into radiation of the (rotational) kinetic energy of the star, the
process being mediated by the magnetic dipolar field.
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1.2 Measuring neutron star parameters

to the presence of a superfluid component (as suggested by Anderson & Itoh,
1975 and Alpar, 1977) or to the properties of the crust (as suggested by Ru-
derman, 1976): again comparison of prediction to observations can shed light
on uncertainties in composition. Also, recent observations of the cooling trend
in the young NS Cas A has enabled the detection of what is thought to be
the transition to neutron superfluidity (Heinke & Ho, 2010; Page et al., 2011;
Shternin et al., 2011). Other attempts to explore directly the internal struc-
ture of NSs include the observation of crust cooling curves. Emission from
the atmosphere is modelled in order to obtain the surface temperature of the
star, and this is followed as a function of time. This can be compared to
the theoretical predictions which depend on neutrino emission from internal
processes, and the conductivity of the crust. These in turn depend on the com-
position and EOS (see Rutledge et al., 2002; Brown & Cumming, 2009, for a
theoretical discussion, and Wijnands et al., 2012 for observational references).
If the distance is known, it may even be possible to infer the radius of the star.
Another technique under investigation is asteroseismology. This is a fairly
new approach in NSs and is still at its very early stages. However, in princi-
ple, analyzing different frequencies found during the bursts of magnetars (NSs
with magnetic fields above ∼ 1014 G, Watts, 2011), or the signals encoded in
gravitational waves, one can reconstruct the density profiles of the interior of
the star, as is done for normal stars. Depending mode identification, it may
be possible to measure both mass and radius (see Kokkotas & Schmidt, 1999
for a review of NS oscillatory modes). Eventually information about the EOS
may also come in the shape of gravitational waves during NS–NS mergers
(see Faber & Rasio, 2012).

This thesis focuses in particular on accreting neutron stars, and some tech-
niques are specific to such systems (see Bhattacharyya, 2010, for a review).
Measurement of redshifted lines from the inner regions of the accretion disc
(Bhattacharyya, 2011), or even from the bursting surface (see later), may be
used to put constraints on the M/R ratio. Later in this thesis we will explore
the use of pulse profile fitting and the analysis of Type I X-ray bursts

and burst oscillations. While the previous list was meant to provide a mo-
tivation for, and an idea of, the enormous and diverse efforts dedicated to
collecting information about such stars, these three latter techniques will be
described at the end of each of the following sections, since we want to provide
more detailed descriptions of the systems and the physics they involve.
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1 Introduction

1.3 (Low mass) X–ray binaries

X–ray binaries are, as the name implies, binary systems that are visible in
X–rays. They are thought to be systems where at least one of the star is a
neutron star or a black hole (see Tauris & van den Heuvel, 2006 for a review).
We will be interested only in the ones hosting NSs, even if the classification
according to the mass of the companion is general. In these systems, the
NSs are brought back to life by the presence of a companion from which they
are accreting material. These systems are classified according to the mass
of the companion. In low mass systems the companion has Mc < 1 M⊙, in
the high mass ones Mc > 10 M⊙ and in intermediate mass X–ray binaries
1 M⊙ < Mc < 10 M⊙.

High mass X–ray binaries are characterized by a massive O or B com-
panion that will evolve over a timescale of ∼ 107 yr. In these systems it is
actually the NS that orbits the normal star and accretion is mainly due to the
strong wind of the companion or, in the case of a Be star, by the fact that the
NS crosses the disc around the massive star.

Intermediate mass systems are rare, since accretion via Roche Lobe
overflow is unstable and would lead to a very quick (∼ 103 yr) evolution of
the system, while in the case of wind accretion, mass transfer is very low and
the system would be very dim and hardly detectable (van den Heuvel, 1975).

Low mass X-ray binaries are the systems with which this thesis is con-
cerned. Accretion occurs via stable Roche Lobe overflow from a very light
companion. Their lifetime can be as long as 1010 yr. The NS have magnetic
fields usually estimated to be around 108−1010 G, some show X-ray pulsations
and some show Type I X–ray bursts (high mass X–ray binaries have never, to
our present knowledge, shown Type I bursts).

Once matter from the companion becomes gravitationally bound to the
NS, conservation of angular momentum leads to the formation of a ring. Then
some viscosity mechanism3 starts smearing the ring: angular momentum is
mainly transported outwards, while matter goes both outwards and inwards
towards the NS. This leads to the creation of a disc and eventually to accretion
onto the compact object (for a classical treatment of accretion discs see
Frank et al., 2002).

The process of accretion can release in the disc up to half the gravitational
potential energy of the matter GM/Ri, where G is the universal constant of
gravitation, M the mass of the NS and Ri the internal radius of the disc.

3The mechanism responsible for the angular momentum transport is not yet well under-
stood.
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1.3 (Low mass) X–ray binaries

The inner regions of the disc can heat up to a temperature of ∼ 107 K, thus
explaining the emission in the X-ray band, and the gravitational energy release
can be up to 1038 erg s−1.

However, even more is still left to be released: indeed, much more of the
potential energy can be emitted during the final stages of accretion onto the
stellar surface, and there the matter can also burn via nuclear processes similar
to those active in stellar interiors or in similar systems like accreting white
dwarves. There are two ways in which matter eventually reaches the NS from
the disc. It may pass directly from the disc’s innermost surface onto the NS via
some kind of boundary layer (see for example Inogamov & Sunyaev, 1999) or,
if the magnetic field is strong enough, it may be channelled onto the magnetic
polar caps (see e.g. Ghosh & Lamb, 1979, Ghosh, 2007).

If accretion is channelled, this will lead to the presence of a hot-spot (∼
107 K) at the magnetic pole: matter is abruptly decelerated from the free
fall velocity by the impact with the surface, and a shock ensues where the
temperature is very high. In principle this emission should be detectable
as a modulation of the X–rays and should track the spin frequency of the
NS, leading to an accretion powered X–ray pulsar. In 15 low mass X–
ray binaries such pulsations have indeed been detected. This has been used,
reversing the line of reasoning, to prove the existence of a strong enough
magnetic field to cause channeling and to put constraints on the magnetic
field strength.

Two important radii are involved in the determination of the constraints
on the magnetic field (Frank et al., 2002). The first is the radius at which
the Keplerian rotation rate of the disc is the same as the NS spin, i.e. the
corotation radius (modified by radiation pressure as in Andersson et al., 2005):

rco = 3.6 × 102 km A2/3 M
1/3
1.4 ν

−2/3
10

where ν10 is the spin frequency of the star in units of 10 Hz, M1.4 the mass of
the star in units of 1.4 M⊙, A = (1− Ṁ/ṀEdd)1/2 and ṀEdd is the Eddington
mass accretion rate4.

The second radius is where the magnetic pressure is equal to the pressure
inside the disc: the magnetospheric radius, inside which the magnetic field

4The Eddington luminosity is the luminosity at which the net force exerted by radiation
on the accreting particles equals gravity. Above it, radiation is actually pushing matter away

from the star. LEdd ≈ 4πGMmpc/σ, where σ is the cross section, usually the Thompson
cross section for electron scattering and mp is the mass of the proton. The equivalent
Eddington mass accretion rate can be derived assuming LEdd ≈ ηṀEddc2, where η is the
efficiency of energy conversion (η ∼ 0.01 − 0.1) (Frank et al., 2002).
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1 Introduction

will start dominating the dynamics of matter, (Bildsten et al., 1997, again
modified by radiation pressure as in Andersson et al., 2005):

rm = 23.5 km ξ A−2/7 Ṁ
−2/7
−10 M

−1/7
1.4 R

12/7
10 B

4/7
8

where Ṁ−10 is the average accretion rate in units of 10−10 M⊙ yr−1, R10

the stellar radius in units of 10 km, B8 the value of the field at magnetic
poles on the NS in units of 108 G and ξ a parameter which incorporates our
uncertainties in calculating the magnetic torque and the effects of possible
instabilities at the disc-edge magnetic-field interface.

One can constrain the strength of the magnetic field based on the require-
ment that accretion be channelled (see Psaltis & Chakrabarty, 1999). Two
conditions must be met: that the magnetospheric radius be outside the star,
otherwise the accretion would happen via a boundary layer, and that the same
radius be smaller than the corotation radius to avoid the propeller state (a
condition at which the actual angular momentum transfer would go from the
star to the matter, which may then be expelled from the system). Setting the
radius of the star to the standard value of 10 km, the mass to 1.4 M⊙ and
knowing the frequency ν from detected pulsations leads to constraints on the
strength of the magnetic field. This approach is behind the field strengths
derived in Section 3.5 of Chapter 3.

Accretion-powered pulsations can be used to constrain the EOS using the
technique of pulse profile fitting. The light curve of a pulsar can be thought
of as being made up of two components: the constant contribution of the
star and the disc, and the modulated contribution of the hot-spot. Once the
constant contribution has been subtracted, what is left is the pulse profile,
which can be decomposed into harmonics

f(t) = A0 +
∞
∑

l=1

Al cos [2πlνt− ϕk]

of the fundamental frequency ν.
The pulse profile encodes information about the star. Its shape depends

on the position, shape and number of the spot(s) and on the position of the
observer. Bigger spots, closer to the line of sight of the observer, for example,
tend to produce flatter profiles, since they are visible for longer, while more
than one spot would lead to a higher fundamental frequency. Relativistic

effects and the strong gravitational field around the star contribute to
shaping the pulses as well: relativistic beaming of the surface emission makes
them sharper and changes their phase, but at the same time light bending

8



1.4 Type I X–ray bursts

induced by the NS gravitational field makes them broader. Since the gravita-
tional effects are intimately linked to the compactness M/R, we can go as far
as to say that the EOS, too, plays a role in shaping the pulse profile. Harmonic
content and their relative amplitudes encode all this information.

The idea of using pulse profile fitting to model the EOS dates back to 1983,
with the work of Pechenick et al.. Since then, many authors have addressed
the problem, applying refinements and devising useful approximations to speed
up the process of generating synthetic profiles (Strohmayer, 1992; Weinberg
et al., 2001; Beloborodov, 2002; Cadeau et al., 2007; Lamb et al., 2009). We
exploit and discuss in more detail this aspect of accretion powered pulsars in
Chapter 2. As we will see in Section 1.5, accretion powered X-ray pulsations
have also proved very important in the understanding of burst oscillations.

1.4 Type I X–ray bursts

Once matter reaches the NS, it begins spreading over the surface and piling
up, layer after layer. As we have hinted previously, matter accumulated and
compressed in this way will begin to burn via nuclear fusion. Depending
on the conditions of such burning, the magnificent Type I bursts may be
observed. These are a widespread phenomenon. They are seen in more than
ninety sources (see http://www.sron.nl/∼jeanz/bursterlist.html for an up-to-
date catalogue with references), all of which are, as we said, low mass X–ray
binaries.

Observationally, X-ray bursts manifest as a bright peak of emission on top
of the persistent emission powered by accretion: some examples are shown in
Figure 1.2. Type I bursts are generally characterized by a sharp increase in
luminosity (called the rise), which lasts 1 − 10 s, followed by the peak and
a slow decrease (the tail), which can last from ∼ 10s of seconds to 100s of
seconds.

First reported in 1976 independently by Grindlay et al. and Belian et al.,
Type I bursts are powered by thermonuclear runaways which take place in the
ocean, where the accreted fuel, mainly H and He, burns unstably through
nuclear reactions5 (see Lewin et al., 1993 and Strohmayer & Bildsten, 2006
for reviews). The ratio of the mean energy emitted during the bursts to the
mean energy emitted in an equal time interval during the persistent luminosity
(e.g. before and after them), the so called α-value, turns out to be ∼ 10−2,
which is very close to the ratio between the reaction yield (5 MeV) and the

5Type II X–ray bursts look similar to Type I bursts, but they are thought to be triggered
by accretion instabilities.
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1 Introduction

Figure 1.2: A collection of burst examples from Galloway et al. (2008).

gravitational energy release (200 MeV), thus supporting the nuclear origin for
the bursts. Moreover, spectral black body fits (Swank et al., 1977, Hoffman
et al., 1977) demonstrate an initial increase of temperature and emitting area,
followed by a cooling during the tail: all these details confirm the burning
picture and actually indicate some propagation of the flame.

The fact that the burning is not stable is what really makes Type I bursts
so bright. In fact, the energy release from nuclear reaction per unit mass is
much smaller then the potential gravitational energy, but when the burning
is unstable it proceeds very rapidly, and all of the available energy is released
in a short time, rendering the bursts clearly detectable. The conditions for

unstable burning turn out to depend mainly on the balance between the
heating from the reaction energy and the cooling of the fluid (as first showed
by Fujimoto et al., 1981).

Considering the rate of energy per unit mass, for example for He burning
via the triple-α reaction:

Qn = 5.3 × 1018ρ2
5

(

Y

T9

)3

e−4.4/T9 erg g−1 s−1,
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1.4 Type I X–ray bursts

where Y is the He mass fraction, ρ5 is the density in units of 105 g cm−3 and
T9 the temperature in units of 109 K, and the cooling rate approximated by

Qcool =
4σBT

4

3κcρ2H2

where H is the scale height and κc the opacity, we can construct the dif-
ference ∆Q = Qn − Qcool. That is the net energy production rate per unit
mass. Where ∆Q > 0 the burning is necessarily unstable, since the cooling
is not compensating for the heating, and the temperature keeps increasing,
enhancing even more the strongly temperature dependent reaction rate.

Setting ∆Q = 0 identifies the equilibria where the burning does not in-
crease the temperature. The sign of its derivative with respect to temperature
defines whether an equilibrium point in the phase space of temperature and
density is stable (negative sign) or unstable (positive sign) against small per-
turbations in temperature. The actual depth in the NS atmosphere where the
burning will take place is set by the (local) accretion rate ṁ, which determines
the density and temperature profiles of the accreted fuel: to achieve steady
states, the accretion rate should be equal to the rate of consumption of the
fuel. In conclusion: the position of the equilibria, their nature and the (local)
accretion rate can be used to identify burning regimes, and the possibility
of unstable flashes in the accreted ocean of NSs.

We can illustrate this using estimates taken from Bildsten (2000). Note
that these are model-dependent, and that observations indicate stable burning
occurring from much lower accretion rates (Cornelisse et al., 2003). Comput-
ing stability boundaries as described above, we see that for 88% ṁEdd < ṁ
all burning is stable. When 3% ṁEdd < ṁ < 88% ṁEdd He will ignite un-
stably in a H rich environment (since H will be burning stably), leading to
long tail bursts because of the rp-processes that keep consuming the H. For
0.6% ṁEdd < ṁ < 3% ṁEdd, H will burn stably and fully, leaving behind only
He, which will burst into a pure He flash. Finally, in the case ṁ < 0.6% ṁEdd,
H itself will burn unstably. This may trigger a He flash. Alternatively, a large
amount of He may build up, which could explain the intermediate dura-

tion bursts recently observed which are thought to consume a thick layer of
matter (Peng et al., 2007; Cooper & Narayan, 2007b). A final kind of Type
I bursts are the superbursts (see Strohmayer & Bildsten, 2006). These last
for several hours and have a recurrence time of years (unlike the other bursts,
which can recur within minutes) and are thought to be due to C burning at
deeper layers, in the ashes left by previous bursts.

One final important piece of phenomenology related to bursts is the sub-
class of photospheric radius expansion (PRE) bursts (see Strohmayer &
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Bildsten, 2006). They look like normal bursts, except for the fact that at
the peak the emission seems to drop, increasing again at a later time. The
explanation is as brilliant as it is simple: these bursts reach the Eddington
luminosity LEdd ∼ 1038 erg s−1 for the NS and lift up the atmosphere. The gas
temperature decreases because of the expansion and the (blackbody) emission
drops out of the X-ray detector band. Subsequently, the luminosity decreases
and the atmosphere falls back, compressing and therefore heating. The spec-
trum comes back into the X-ray band and the burst reappears in the detector.
A bolometric fit does not show the double-peaked structure, thus confirming
this hypothesis (see Galloway et al., 2008 and references therein) which is now
accepted without reserve.

Despite the great efforts invested in Type I burst theory, there are still
many uncertainties. For example, doubts are present as to how to model the
atmospheric reprocessing of the radiation from the surface. In addition, we do
not know some details of the reaction chains, especially some cross-sections,
and therefore the products of reaction and the fluences and peak emissions of
the different bursts. When modelling a single burst, detailed studies in nuclear
reaction physics are therefore needed, whilst differential segregation of heavier
elements and the effects of continued accretion can be ignored because the
time scales are too long compared to the burst duration itself. However, the
latter may be important when considering a longer series of bursts, especially
for their recurrence time and the type of bursts that occur.

Another big question pertaining to Type I bursts is where ignition takes
place. This has to be addressed primarily by accretion theories, analyzing
the way matter spreads and its final temperature and density profiles. It is
unlikely that all the surface would ignite at the same moment (Shara, 1982),
so the common opinion is that the burst should start at definite sites.

We also do not yet have a detailed understanding of how the flame spreads
across the surface (and to what extent). How much of the surface burns might
affect, for example, the recurrence time of bursts and also the estimates of
the peak flux. This is important for the conclusions that are drawn from
observations (such as the emitting area, which is then related to the radius
of the star). Bursts have also been observed which show double peaks: if
the flame stalls during its propagation, that could explain the double peaks
(Bhattacharyya & Strohmayer, 2006). Another question regards the flame
propagation speed: how much is it? What sets its value? What is actually

driving the propagation of the flame? Is it conduction, or some turbulent
or chaotic motion at the burnt–unburnt fuel interface, and does the Coriolis
force play an important role? (Fryxell & Woosley, 1982b; Bildsten, 1995;
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1.4 Type I X–ray bursts

Spitkovsky et al., 2002). If any kind of advection mechanism operates at
the flame front, this may have effects on the mixing of the species produced
during the burning with the upper layers, with observational consequences
(like spectroscopic lines, see Weinberg et al., 2006) that future missions might
detect. And finally, can flame propagation excite waves in the ocean beneath
the burning layer? That is one explanation proposed for burst oscillations
(see next section). The role of magnetic fields in flame spread, another key
question, has only been subject to very cursory study.

Given the complexity of the task, researchers must employ numerical codes.
Different groups have studied the vertical structure of the atmosphere with
one, two or multizone methods (Paczynski, 1983; Narayan & Heyl, 2003;
Woosley et al., 2004; Weinberg et al., 2006; Cooper & Narayan, 2006; Malone
et al., 2011) or tried to approach horizontal propagation (Fryxell & Woosley,
1982a; Zingale et al., 2001; Spitkovsky et al., 2002; Simonenko et al., 2012a,b).
All these attempts have had to resort to simplifications, or to limit the sim-
ulations to the very first microseconds of the bursts due to wall-clock time
limitations (highly resolved simulations can take months to run). In Chapter

4 we describe a new code we have developed to simulate burst flame prop-
agation which resolves both the vertical and the horizontal directions (even
though the aspect ratio of the grid cells is strongly elongated in the horizon-
tal direction), and does not suffer from great limitations on the timestep. In
Chapter 5 we report our first results.

Research into Type I bursts is so active not only because they pose a
challenging mystery by themselves, but also because they provide an invaluable
window on NS properties. First of all, they are a good indicator of the fact
that the compact object in the system must be a NS and not a black hole,
since the latter does not have a solid surface on which the burst could take
place: they have been used to definitively rule out black hole candidates.

In addition, spectral fitting can return as a by-product the radius of the
emitting area. This can be related directly to the radius of the NS. Spectral
fitting is complicated by the need for a good model for the atmospheric radia-
tive transfer, which is synthesized in the color correction, f . It is defined
as the ratio between the real temperature of the atmosphere and the one that
is inferred by the fitting, the latter being different due to the fact that the
spectrum is shifted by the reprocessing in the atmosphere (see Suleimanov &
Poutanen, 2006; Özel et al., 2009; Steiner et al., 2010). If we were also able
to detect and identify spectral lines, the gravitational redshift of the star,
related to M/R, could also be measured. At present, only lines from the disc
have been detected, but future missions may be sensitive enough to detect
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atmospheric lines. PRE bursts bring additional information. If the distance
to the system is known (for example if the binary is in a globular cluster), then
the flux can be estimated and the value related to the gravity of the NS and
this in turn to M/R (Damen et al., 1990). The touchdown radius, when the
temperature reaches its maximum, should also, in principle, give the stellar
radius.

1.5 Burst oscillations

Although it may seem that we have now mentioned every possible facet of Type
I bursts, they still have something additional to tell us. In 1996, detailed
Fourier analysis of the lightcurves of 4U 1728–34 revealed the presence of
intensity fluctuations well above the Poisson noise level (Strohmayer et al.,
1996). We now call those modulations burst oscillations (BOs) and they have
attracted as much attention as the bursts themselves.

That the frequency of the BOs could be interpreted as the spin of the
NS was suggested in the original discovery paper. Strohmayer et al. ascer-
tained that the measured frequency of 363 Hz, which was in agreement with
predictions for spin rates for accreting NSs, was also constant across various
bursts and highly coherent during the tail: all these facts pointed towards a
very stable mechanisms behind the BOs such as the rotation of the star (see
Strohmayer et al., 1996). Later, in 1998, Wijnands & van der Klis discovered
the first accretion powered X–ray pulsar: SAX J1808.4–3658. The same source
became the first X–ray pulsar to show BOs (Chakrabarty et al., 2003). Since
then, 7 more cases have been found where we both know the spin frequency of
the neutron star (from accretion powered pulsations) and detect BOs. Direct
comparisons of the frequencies of the persistent oscillations to BOs show that
BOs track the spin frequency of the NS very closely indeed, thus confirming
the original idea of Strohmayer et al.

As always when NS are involved, the actual phenomenology is not simple.
The degree to which BOs follow the spin frequency of the NSs can be very
different from case to case: see some examples in Figure 1.3. In some cases,
mainly persistent6X–ray pulsars, where the magnetic field probably plays
an important role, BOs have almost constant frequency during the tail
(see case b in Figure 1.3 and Chapter 3). A subclass of these show a fast

chirp in the rise before adjusting to the asymptotic value (case a). Finally, in
intermittent pulsars and non pulsars, where the magnetic field probably

6“Persistent” means that accretion powered pulsations are detected almost always when
the source is in outburst. “Intermittent” means that the detection is rare.
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1.5 Burst oscillations

Figure 1.3: Some of the different phenomenology of burst oscillations. Image
from Watts (2012). The green lines are the lightcurves of the bursts, whose
scale is on the right of each panel. The blue superimposed contours are the
projection of the dynamical Fourier power spectra of the lightcurve as a func-
tion of time and frequency: their frequency scale is on the left side of each
panel. The horizontal dashed lines indicate the spin frequency of the star when
it is known from accretion powered pulsations.

plays a much lesser role, BOs are not always present during the rise of the
bursts, showing an asymptotically increasing frequency in the tail, the
limit of which is within few Hertz of the spin frequency (cases c - f).

Some kind of asymmetry must lie behind BOs, but what causes such an
asymmetry? And why does this asymmetry have such different behaviour in
different sources? Strohmayer et al. (1996) proposed that a hot-spot could
be responsible for the asymmetry, and that the motion of the burning front
could explain the change in frequency, but how to confine the hot-spot is not
clear (but see Chapter 3). Spitkovsky et al. (2002) realized that in many
systems the Coriolis force might provide the necessary confinement. They
envisaged expanding thermonuclear hurricanes, which could explain the pres-
ence of BOs in the rise of Type I bursts. They also proposed some tentative
ideas for a similar effect in the tail. Finally, Heyl (2004) explored the possi-
bility that the propagating flame could excite global oscillatory modes in
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the ocean. Such oscillations would compress and decompress the fluid. If the
consequent change in temperature is high enough, modes could explain the
asymmetry in the tail. The motion of the wave pattern on the star, whose ve-
locity should depend also on the gravity, would explain the difference between
the frequency of the BOs and the spin. The change in the pattern speed,
due to the overall cooling during the tail, would justify the frequency drift
of the BOs. Although very promising, mode predictions show discrepancies
with observations: in particular, the predicted drifts of the BO frequencies are
too big (Heyl, 2004). Many corrections and objections have been proposed
ever since. Piro & Bildsten (2005, 2006) proposed that coupling of the ocean
waves with the crust might explain smaller and stable differences between the
two frequencies, however Berkhout & Levin (2008) showed that the coupling
would not be a viable mechanism. Magnetic fields may also have an effect on
mode structure (Heng & Spitkovsky, 2009).

In order for us to understand properly how to relate the frequency of BOs
to the spin, we require precise modelling of the burst flame propagation. This
thesis aims to give a basis for such modelling. It may also be possible to use
BOs to put constraints on the EOS. Fitting their pulse profiles could be used
to derive information for example on the compactness M/R of the star, in the
same way as for accretion powered pulsations (see e.g. Nath et al., 2002 and
Chapter 2). If the mode model proves correct, with possible amendments,
then an estimate of gravity, and therefore of M/R again, could be derived
from the measured differences between the spin and the BO frequency.

1.6 This thesis

The chapters of this thesis are based on articles written during the PhD period,
published, accepted for publication or in the final stages of preparation before
journal submission. Parts of the text have been edited to adapt it to the thesis
format: for example, an entire appendix has been added to the second chapter,
explaining the code used in that work.

In the second chapter we start with the discovery of an eclipsing binary,
Swift J1749.4–2807, where accretion powered pulsations have been detected.
The great peculiarity of this source was the presence of eclipses. That sets
constraints on the inclination of the orbital plane of the system. Inclination is
one important parameter in pulse profile fitting, whose unknown value usually
introduces degeneracies in the predicted profiles. Having this additional piece
of information, we show how we can derive constraints on M and R of the
NS present in this system, and illustrate the difficulties inherent in lightcurve
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modelling (Altamirano et al., 2011).
In the third chapter we move on to another newly discovered pulsar,

IGR J17480–2446, which rotates very slowly, at only 11 Hz (Cavecchi et al.,
2011). The importance of this pulsar is that it is the first, and so far the
only one, where we can rule out most of the proposed mechanisms for BOs.
The slow spin excludes the Coriolis force from playing any major dynamical
role. The extremely high precision with which the BO frequency tracks the
spin frequency allows us to exclude oceanic modes. The only mechanism that
remains is the presence of a confined hot-spot. Using simple models we show
that the magnetic field required for dynamical confinement is consistent with
the observational constraints.

In the fourth chapter we introduce the code that has been developed dur-
ing this PhD work to simulate Type I bursts and flame propagation (Braith-
waite & Cavecchi, 2012). It is based on the assumption of hydrostatic equilib-
rium (which is reasonable even during bursts, given the extremely high sound
speed in the atmosphere). This allows us to use the σ-coordinate system, a
pressure coordinate system used in atmospheric science; it also allows us to
cut out sound waves and the limit they pose on the timestep. The code is well
suited for the study of problems with extremely small aspect ratios (the ratio
between the vertical and the horizontal length scales), and is hence tailored
to the study of Type I bursts.

In the fifth chapter we present the results of our first simulations using
this code, and report our conclusions about the flame propagation mechanism
(Cavecchi et al., in preparation). We show how flame front propagation and its
speed depend on the spin rate and the opacity of the fluid, which determines
the thermal conduction. We discuss the fact that the flame front is highly
baroclinic, despite the fact that the main driver of the propagation is still
conduction.

At the end of the thesis a summary is presented for quick reference: in
Dutch (Samenvatting), in English (Summary) and in Italian (Riassunto). Last,
but not least, a concluding chapter for the acknowledgements closes the thesis.

1.7 Bibliography

Alpar, M. A. 1977, ApJ, 213, 527
Alpar, M. A., Cheng, A. F., Ruderman, M. A., & Shaham, J. 1982, Nature,

300, 728
Altamirano, D., et al. 2011, ApJ, 727, L18
Anderson, P. W., & Itoh, N. 1975, Nature, 256, 25

17



1 Introduction

Andersson, N., Glampedakis, K., Haskell, B., & Watts, A. L. 2005, MNRAS,
361, 1153

Belian, R. D., Conner, J. P., & Evans, W. D. 1976, ApJ, 206, L135
Beloborodov, A. M. 2002, ApJ, 566, L85
Berkhout, R. G., & Levin, Y. 2008, MNRAS, 385, 1029
Bhattacharyya, S. 2010, Advances in Space Research, 45, 949
—. 2011, MNRAS, 415, 3247
Bhattacharyya, S., & Strohmayer, T. E. 2006, ApJ, 636, L121
Bildsten, L. 1995, ApJ, 438, 852
Bildsten, L., et al. 1997, ApJS, 113, 367
Bildsten, L. 2000, in American Institute of Physics Conference Series, Vol. 522,

American Institute of Physics Conference Series, ed. S. S. Holt & W. W.
Zhang, 359–369

Braithwaite, J., & Cavecchi, Y. 2012, MNRASin press, ArXiv 1204.0394
Brown, E. F., & Cumming, A. 2009, ApJ, 698, 1020
Cadeau, C., Morsink, S. M., Leahy, D., & Campbell, S. S. 2007, ApJ, 654, 458
Camilo, F., & Rasio, F. A. 2005, in Astronomical Society of the Pacific Confer-

ence Series, Vol. 328, Binary Radio Pulsars, ed. F. A. Rasio & I. H. Stairs,
147

Cavecchi, Y., et al. 2011, ApJ, 740, L8+
Chakrabarty, D., Morgan, E. H., Muno, M. P., Galloway, D. K., Wijnands,

R., van der Klis, M., & Markwardt, C. B. 2003, Nature, 424, 42
Chakrabarty, D. 2008, in American Institute of Physics Conference Series, Vol.

1068, American Institute of Physics Conference Series, ed. R. Wijnands,
D. Altamirano, P. Soleri, N. Degenaar, N. Rea, P. Casella, A. Patruno, &
M. Linares, 67–74

Cooper, R. L., & Narayan, R. 2006, ApJ, 652, 584
—. 2007a, ApJ, 657, L29
—. 2007b, ApJ, 661, 468
Cornelisse, R., et al. 2003, A&A, 405, 1033
Cumming, A., Zweibel, E., & Bildsten, L. 2001, ApJ, 557, 958
Cumming, A., Arras, P., & Zweibel, E. 2004, ApJ, 609, 999
Damen, E., Magnier, E., Lewin, W. H. G., Tan, J., Penninx, W., & van

Paradijs, J. 1990, A&A, 237, 103
Demorest, P. B., Pennucci, T., Ransom, S. M., Roberts, M. S. E., & Hessels,

J. W. T. 2010, Nature, 467, 1081
Faber, J. A., & Rasio, F. A. 2012, Living Reviews in Relativity, 15, 8
Frank, J., King, A., & Raine, D. J. 2002, Accretion Power in Astrophysics:

Third Edition, ed. Frank, J., King, A., & Raine, D. J.

18



1.7 Bibliography

Fryxell, B. A., & Woosley, S. E. 1982a, ApJ, 258, 733
—. 1982b, ApJ, 261, 332
Fujimoto, M. Y., Hanawa, T., & Miyaji, S. 1981, ApJ, 247, 267
Galloway, D. K., Muno, M. P., Hartman, J. M., Psaltis, D., & Chakrabarty,

D. 2008, ApJS, 179, 360
Ghosh, P. 2007, Rotation and Accretion Powered Pulsars (World Scientific

Publishing Co)
Ghosh, P., & Lamb, F. K. 1979, ApJ, 232, 259
Grindlay, J., Gursky, H., Schnopper, H., Parsignault, D. R., Heise, J.,

Brinkman, A. C., & Schrijver, J. 1976, ApJ, 205, L127
Haensel, P., Potekhin, A. Y., & Yakovlev, D. G., eds. 2007, Astrophysics and

Space Science Library, Vol. 326, Neutron Stars 1 : Equation of State and
Structure

Heinke, C. O., & Ho, W. C. G. 2010, ApJ, 719, L167
Heng, K., & Spitkovsky, A. 2009, ApJ, 703, 1819
Hessels, J. W. T., Ransom, S. M., Stairs, I. H., Freire, P. C. C., Kaspi, V. M.,

& Camilo, F. 2006, Science, 311, 1901
Heyl, J. S. 2004, ApJ, 600, 939
Hoffman, J. A., Lewin, W. H. G., & Doty, J. 1977, ApJ, 217, L23
Hulse, R. A., & Taylor, J. H. 1975, ApJ, 195, L51
Inogamov, N. A., & Sunyaev, R. A. 1999, Astronomy Letters, 25, 269
Janka, H.-T., Langanke, K., Marek, A., Mart́ınez-Pinedo, G., & Müller, B.

2007, Phys. Rep., 442, 38
Kokkotas, K., & Schmidt, B. 1999, Living Reviews in Relativity, 2, 2
Lamb, F. K., Boutloukos, S., Van Wassenhove, S., Chamberlain, R. T., Lo,

K. H., Clare, A., Yu, W., & Miller, M. C. 2009, ApJ, 706, 417
Lattimer, J. M., & Prakash, M. 2007, Phys. Rep., 442, 109
Lewin, W. H. G., van Paradijs, J., & Taam, R. E. 1993, Space Science Reviews,

62, 223
Malone, C. M., Nonaka, A., Almgren, A. S., Bell, J. B., & Zingale, M. 2011,

ApJ, 728, 118
Narayan, R., & Heyl, J. S. 2003, ApJ, 599, 419
Nath, N. R., Strohmayer, T. E., & Swank, J. H. 2002, ApJ, 564, 353
Nozakura, T., Ikeuchi, S., & Fujimoto, M. Y. 1984, ApJ, 286, 221
Oppenheimer, J. R., & Volkoff, G. M. 1939, Physical Review, 55, 374
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Discovery of an accreting

millisecond pulsar in the eclipsing
binary system Swift J1749.4–2807

D. Altamirano, Y. Cavecchi, A. Patruno, A. Watts, M. Linares, N. Degenaar,
M. Kalamkar, M. van der Klis, N. Rea, P. Casella, M. Armas Padilla, R.

Kaur, Y.J. Yang, P. Soleri, R. Wijnands

Based on Astrophysical Journal Letters, 2011, 727, L18

Abstract: We report on the discovery and the timing analysis of the first
eclipsing accretion-powered millisecond X-ray pulsar (AMXP): SWIFT J1749.4–
2807. The neutron star rotates at a frequency of ∼517.9 Hz and is in a binary
system with an orbital period of 8.8 hrs and a projected semi-major axis of
∼1.90 lt-s. Assuming a neutron star between 0.8 and 2.2 M⊙ and using the
mass function of the system and the eclipse half-angle, we constrain the mass
of the companion and the inclination of the system to be in the ∼0.46-0.81
M⊙ and ∼ 74.4◦ − 77.3◦ range, respectively. To date, this is the tightest con-
straint on the orbital inclination of any AMXP. As in other AMXPs, the pulse
profile shows harmonic content up to the 3rd overtone. However, this is the
first AMXP to show a 1st overtone with rms amplitudes between ∼ 6% and
∼ 23%, which is the strongest ever seen, and which can be more than two
times stronger than the fundamental. The fact that SWIFT J1749.4–2807 is
an eclipsing system which shows uncommonly strong harmonic content sug-
gests that it might be the best source to date to set constraints on neutron
star properties including compactness and geometry.
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2 Discovery of an accreting millisecond pulsar in Swift J1749.4–2807

2.1 Introduction

The first accreting millisecond X-ray pulsar (hereafter AMXP) was discovered
in 1998 (SAX J1808.4–3658, see Wijnands & van der Klis, 1998) and since then,
a total of 13 AMXPs have been found and studied in detail (Patruno, 2010).
Most AMXPs show near sinusoidal profiles during most of their outbursts.
This is consistent with a picture in which only one of the hotspots (at the
magnetic poles) is visible (see ref. below). Deviations from a sinusoidal profile
(i.e, an increase in harmonic content) are generally interpreted as being caused
by the antipodal spot becoming visible, perhaps as accretion rate falls and the
disk retreats (see, e.g. Poutanen & Gierliński, 2003; Ibragimov & Poutanen,
2009, and references therein).

Although the amplitude of the 1st overtone may reach that of the funda-
mental late in the outburst (see, e.g Hartman et al., 2008, 2009), no AMXP so
far has shown pulse profiles where the 1st overtone is generally stronger than
the fundamental throughout the outburst.

The stability of the pulse profiles in some of the AMXPs means that pulse
profile modeling can be used to set bounds on the compactness of the neu-
tron star and hence the dense matter equation of state (see, e.g. Poutanen
& Gierliński, 2003; Poutanen et al., 2009, and references therein). Unfor-
tunately, there is often a large degeneracy between the parameters due to
the number of free parameters needed to construct the model profile. One of
these parameters is the inclination of the system, which to date has not been
well-constrained for any AMXP.

In this Letter we report on the discovery and timing of the accretion-
powered millisecond X-ray pulsar SWIFT J1749.4–2807. Thanks to the ob-
served eclipses (Markwardt et al., 2010), we set the tightest constraint on
system inclination for any AMXP. This, coupled with the fact that the ampli-
tude of the first overtone is higher/comparable to that of the fundamental for
much of the outburst and that the amplitude of the first overtone is unusually
high, allows to put tight constraints on pulse profile models. We show that
SWIFT J1749.4–2807 has the potential to be one of the best sources for this
approach to constraining the neutron star mass-radius relation and hence the
EoS of dense matter.

2.2 SWIFT J1749.4–2807

SWIFT J1749.4–2807 was discovered in June 2, 2006 (Schady et al., 2006),
when a bright burst was detected by the Swift burst alert telescope (BAT).
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Figure 2.1: Top panel: 2-10 keV flux as measured from RXTE/PCA and
Swift/XRT observations. The flux of the last PCA observation (MJD 55307.5)
is not shown; the spectrum of this observation was used as an estimate back-
ground emission (see text). Upper limits are quoted at 95% confidence level.
We calculated the flux during the last PCA and last Swift/XRT detection
using WebPIMMS (assuming a power law spectrum with index 1.8). Middle

panels: Fractional rms amplitude and 95% confidence level upper limits of the
fundamental and three overtones as a function of time. Detections (> 3σ single
trial) and upper limits are from ∼ 500 and ∼ 3000 sec datasets, respectively.
Bottom panel: Ratio between the fractional rms amplitude of the 1st overtone
and fundamental. Blue triangles represent points in which both harmonics
are significantly detected in ≈ 500 second datasets. Black circles represent the
ratio between the fractional rms amplitude of the 1st overtone and the 95%
confidence level upper limit to the amplitude of the fundamental. Grey circles
represent the same ratio but when the fundamental is significantly detected
and not the 1st overtone. This means that black circles represent lower lim-
its while grey circles are upper limits. These ratios are independent of the
background.
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2 Discovery of an accreting millisecond pulsar in Swift J1749.4–2807

Wijnands et al. (2009) presented a detailed analysis of the Swift/BAT and
Swift/XRT data and showed that the spectrum of the 2006 burst was consis-
tent with that of a thermonuclear Type I X-ray burst (Palmer et al., 2006;
Beardmore et al., 2006, see, also) from a source at a distance of 6.7± 1.3 kpc.

SWIFT J1749.4–2807 was detected again between April 10th and 13th,
2010 using INTEGRAL and Swift observations (Pavan et al., 2010; Chen-
evez et al., 2010). We promptly triggered approved RXTE observations on
this source to study X-ray bursts and to search for millisecond pulsations
(Proposal ID:93085-09, PI: Wijnands). The first RXTE observation was per-
formed on April 14th and lasted for about 1.6 ksec. We found strong coherent
pulsations at ≈ 517.9 Hz and at its first overtone ≈ 1035.8 Hz, showing that
SWIFT J1749.4–2807 is an accreting millisecond X-ray pulsar (Altamirano
et al., 2010). RXTE followed up the decay of the outburst on a daily basis.
Preliminary results on the rms amplitude of the pulsations, orbital solution,
discovery of eclipses, evolution of the outburst and upper limits on the quies-
cent luminosity were reported in Astronomer’s Telegrams (Altamirano et al.,
2010; Bozzo et al., 2010; Belloni et al., 2010; Strohmayer & Markwardt, 2010;
Markwardt et al., 2010; Yang et al., 2010; Chakrabarty et al., 2010). No opti-
cal counterpart has been identified as yet, with a 3σ lower limit in the i-band
of 19.6 (Yang et al., 2010).

2.3 Observations, spectral analysis and background
estimation

We used data from the Rossi X-ray Timing Explorer (RXTE) Proportional
Counter Array (PCA, for instrument information see Jahoda et al., 2006).
Between April 14th and April 21st there were 15 pointed observations of
SWIFT J1749.4–2807, each covering 1 or 2 consecutive 90-min satellite or-
bits.

We also analyzed data from Swift’s X-ray telescope (XRT; Burrows et al.,
2005). There were a total of 10 observations (target ID 31686), all obtained
in the Photon Counting (PC) mode.

We used standard tools and procedures to extract energy spectra from PCA
Standard 2 data. We calculated response matrices and ancillary files for each
observation using the FTOOLS routine PCARSP V10.1. Background spectra
were estimated using the faint-model in PCABACKEST (version 6.0). For the
XRT, we used standard procedures to process and analyze the PC mode data1.

1http://www.swift.ac.uk/XRT.shtml
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2.3 Observations, spectral analysis and background estimation

When necessary, an annular extraction region was used to correct for pile-
up effects. We generated exposure maps with the task XRTEXPOMAP and
ancillary response files were created with XRTMKARF. The latest response
matrix files (v. 11) were obtained from the CALDB database.

We used an absorbed power-law to fit all PCA/XRT observations. We first
fitted all XRT spectra and found an average interstellar absorption of 3.5×1022

cm−2; NH was fixed to this value when fitting all (standard) background-
subtracted PCA spectra. When comparing the fluxes estimated by PCA and
XRT we found that the PCA fluxes were systematically higher. Only on one
occasion RXTE and Swift observations were performed simultaneously (MJD
55306.69, i.e. at the end of the outburst) and in this case the flux difference
was ≈ 1.4× 10−10 erg cm−2 s−1. This is consistent with that seen a day later.
Since (i) the count rates during the last RXTE observation (when the source
was below the PCA detection limit but detected by Swift/XRT) are consistent
with those we measure during the eclipses (see Section 2.6) and (ii) these count
rates are consistent with the offset we find between PCA and XRT, we conclude
that there is an additional source of background flux in our PCA observations.
To correct for this, we also use the background-corrected spectrum of the last
PCA observation (OBSID: 95085-09-02-08, MJD 55307.5) as an estimate of
the additional source of background flux. This approach is optimal in crowded
fields near the Galactic plane, where the contribution from the Galactic ridge
emission and other X-ray sources in the 1◦ PCA FoV becomes important (see,
e.g., Linares et al., 2007, 2008).

Background estimates and the fractional rms amplitudes

Given the low flux during our observations, it is very important to accurately
estimate the background emission before calculating the pulse fractional rms
amplitudes. The fact that the extra source of background photons is unknown
complicates the estimation of total background flux as a function of time. For
example, the background flux could be intrinsically varying; even in the case
of a constant distribution of background flux in the sky, it would be possible
to measure flux variations if the collimator (i.e. PCA) orientation on the sky
changes between observations. Given the background uncertainties, we arbi-
trarily adopt as total 3–16 keV background per observation the modeled back-
ground plus a constant offset of ≈ 17.5± 2 ct/s/PCU. This takes into account
the ≈ 19.5 ct/s/PCU as estimated by the eclipses, the last PCA observation
and the PCA−XRT offset (which is equivalent to ≈ 18 − 19 ct/s/PCU in the
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2 Discovery of an accreting millisecond pulsar in Swift J1749.4–2807

Table 2.1: Timing parameters for the AMXP SWIFT J1749.4–2807

Parameter Value
Orbital period, Porb(days) . . . . . . . . . . . . 0.3673696(2)
Projected semi major axis, ax sin i (lt-s) 1.89953(2)
Time of ascending node, Tasc (MJD) . . 55300.6522536(7)
Eccentricity, e (95% c.l.) . . . . . . . . . . . . . . . < 5.2 × 10−5

Spin frequency ν0 (Hz) . . . . . . . . . . . . . . . . 517.92001395(1)
Pulsar mass function, fx (M⊙) . . . . . . . . 0.0545278(13)
Minimum companion massa, Mc (M⊙). 0.5898

Note: All errors are at ∆χ2 = 1.
a: The companion mass is estimated assuming a neutron star of 1.4 M⊙.

3–16 keV band as estimated with WebPIMMS2 and the best fit model to the
XRT data), and the ≈ 15.5 offset we would obtain if the additional source of
background photons could change by ∼ 20%. This conservative adopted pos-
sible background range results in conservative errors on the pulsed fractions
we report, i.e. the errors are probably overestimated.

2.4 Outburst Evolution

In Figure 2.1 we show the 2.0–10.0 keV unabsorbed flux of SWIFT J1749.4–
2807 as measured from all available RXTE/PCA and Swift/XRT observa-
tions. Our dataset samples the last 7 days of the outburst, during which the
flux decayed exponentially. We find that between MJD 55306.5 and 55307.5
SWIFT J1749.4–2807 underwent a sudden drop in flux of more than an or-
der of magnitude, less abrupt than the 3 orders of magnitude drop in flux
observed in the previous outburst of SWIFT J1749.4–2807 (Wijnands et al.,
2009). Similar drops in flux have been seen for other AMXPs (see, e.g. Wij-
nands et al., 2003; Patruno et al., 2009a). If we take into account the fact that
SWIFT J1749.4–2807 was first detected on MJD 55296 (Pavan et al., 2010),
we estimate an outburst duration of about 12 days.

2.5 Pulsations

Adopting a source position α = 17h49m31s.94, δ = −28◦08
′

05
′′

.8 (from XMM-
Newton images, see Wijnands et al., 2009), we converted the photon arrival
times to the Solar System barycenter (Barycentric Dynamical Time) with
the FTOOL faxbary, which uses the JPL DE-405 ephemeris along with the

2http://heasarc.gsfc.nasa.gov/Tools/w3pimms.html
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2.5 Pulsations
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Figure 2.2: Pulse profile obtained by folding ≈ 3400 sec of data (ObsId 95085-
09-01-02, 2-16 keV range).

spacecraft ephemeris and fine clock corrections to provide an absolute timing
accuracy of 3.4µs (Jahoda et al., 2006).

We created power spectra of segments of 512 sec of data and found strong
signals at frequencies of ≈ 517.92 Hz and ≈ 1035.84 Hz (Altamirano et al.,
2010); these signals were not always detected simultaneously with a signifi-
cance greater than 3σ.

To proceed further, we used the preliminary orbital solution reported by
Strohmayer & Markwardt (2010) and folded our dataset into 87 pulse profiles
of ≈ 500 sec each. We then fitted the profiles with a constant plus 4 sinusoids
representing the pulse frequency and its overtones. We then phase-connected
the pulse phases by fitting a constant pulse frequency plus a circular Keplerian
orbital model. The procedure is described in detail in Patruno et al. (2010).
In Table 2.1 we report the best fit solution and in Figure 2.2 we show one
example of the pulse profile.

It is known that the timing residuals represent a significant contribution
to the X-ray timing noise, which if not properly taken into account can affect
the determination of the pulse frequency and the orbital solution (see, e.g.
Hartman et al., 2008; Patruno et al., 2010). There is a hint of a correlation
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2 Discovery of an accreting millisecond pulsar in Swift J1749.4–2807

Half eclipse

Figure 2.3: Eclipse observed on observation 95085-09-02-02. The dataset starts
on MJD 55302.9531, during the eclipse and shows that the egress occurs at
orbital phase ≈ 0.282 (where orbital phase zero is the time of passage through
the ascending node). We estimate the duration of the eclipse by assuming
that eclipse is symmetric around orbital phase 0.25. The light curve was only
corrected by the standard modeled background (see text). Count rates are in
the 2-16 keV band.

between the X-ray timing noise and the X-ray flux, especially between MJD
55302 and 55303, where a slight increase of the X-ray flux is accompanied by
a jump in the pulse phases, similarly to what was reported for 6 other AMXPs
by Patruno et al. (2009b). A complete discussion of timing noise in this source
is beyond the scope of this paper and will be presented elsewhere.

In the middle panels of Figure 2.1 we show the fractional rms amplitude of
the fundamental, and of the first, second and third overtone when the signal
was > 3σ significant in ∼ 500 sec datasets. The 95% confidence level upper
limits are are estimated using ∼ 3000 sec datasets (excluding detections) and
plotted separately for clarity. When detected significantly, the rms amplitudes
of the fundamental and 1st overtone are in the ≃ 6 − 29% and ≃ 6 − 23%
ranges, respectively; the highest values are reached at the end of the outburst,
where the uncertainties in our measurements also increase. Amplitudes for
the fundamental as high as 15-20% rms have been seen before for at least one
source (although for a brief interval, see Patruno et al., 2010), however, no
other AMXP shows a 1st overtone as strong as we detect it in SWIFT J1749.4–
2807. In order to compare the strength of both signals, in Figure 2.1 (lower
panel) we show the ratio between the fractional rms amplitude of the 1st
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2.6 Eclipses and the inclination of the system

overtone and that of the fundamental. As can be seen, there are periods in
which the ratio is approximately one, but also periods where the ratio is 2 or
more. We note that these ratios are independent of the uncertainties on the
background.

2.6 Eclipses and the inclination of the system

We searched the RXTE data for the occurrence of X-ray bursts and found
none. Following Markwardt et al. (2010), we also searched for possible sig-
natures of eclipses and found two clear cases in the RXTE data (ObsIDs:
95085-09-02-02 and 95085-09-02-04, beginning at MJD 55302.97 and 55305.87,
respectively). PCA data on MJD 55306.97 (OBSID: 95089-09-02-11) samples
an ingress, however, the count rate is too low to extract useful information
(but see Markwardt & Strohmayer, 2010; Ferrigno et al., 2011).

The first and clearest case of an eclipse is shown in Figure 2.3. The average
3–16 keV count rate at the beginning of the observation is about ≈ 18.5−19.5
cts/sec/PCU2 (only the standard modeled background has been subtracted)
for the first ≈ 600 sec. Then the countrate increases within a few seconds
to an average of ≈ 36 cts/sec/PCU2 and remains approximately constant for
the rest of the dataset. The other dataset also shows a similar low-to-high
count rate transition although at lower intensities: the observation samples
less than 275 sec of the eclipse (at a rate of ≈ 18 − 19 cts/sec/PCU2); the
count rate after the egress is about ≈ 22 cts/sec/PCU2, i.e. much lower than
in the previous case.

Within the uncertainties on the unmodeled background, both egresses oc-
cur between orbital phases of ≈ 0.2823− 0.2825. During the eclipse the count
rates in these two observations are consistent with the expected background
of ≈ 18 − 19 cts/sec/PCU2 , implying that that SWIFT J1749.4–2807 most
probably shows total eclipses; however, given the uncertainties in the back-
ground (see Section 2.3) and the sensitivity of the PCA, this should be tested
and better quantified with observations from instruments like XMM-Newton,
Suzaku or Chandra (see also Pavan et al., 2010; Ferrigno et al., 2011).

Using the best solution reported in Table 2.1, we also searched for pulsa-
tions in the 600 second period during which the companion star is eclipsing
the neutron star (see above). We found none. Upper limits are unconstrained.

With our improved orbital solution and the measured times of the two
egresses we determine the phase of egress to be no larger than 0.2825. Assum-
ing the eclipses are centered around neutron star superior conjunction, the
eclipse half-angle is ≈ 11.7◦, corresponding to an eclipse duration of ≈ 2065
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Figure 2.4: Inclination of the binary system vs. the the neutron star mass.
For each point we also mark the mass of the companion star Mc (in units of
M⊙) and the mass ratio q = Mc/MNS .

sec.
We do not detect any evidence of absorption in the form of dips in the light

curves, probably due to the fact that our dataset only samples ≈ 1.5 orbital
periods. These dips are common in other eclipsing LMXBs and thought to be
due to the interaction of the photons from the central X-ray emitting region by
structure on the disk rim or by what is left of the stream of incoming matter
(from the companion) above and below the accretion disk. These dips are
known to be highly energy dependent; both eclipses and egresses in our data
are energy independent.

Assuming that the companion star is a sphere with a radius R equal to
the mean Roche lobe radius, then the radius of the companion star can be
approximated as

RL = a · 0.49 · q2/3

0.6 · q2/3 + ln (1 + q1/3)
, (2.1)

where a is the semi-major axis of the system and q = Mc/MNS is the
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2.7 Constraining neutron star properties via pulse-profile modeling

ratio between the companion and neutron star masses, respectively (Eggleton,
1983). From geometrical considerations in an eclipsing system, if the size of the
X-ray emitting region is negligible compared with the radius of the companion
star, then RL is also related to the inclination i and the eclipse half-angle φ:

RL = a ·
√

cos2 i+ sin2 i · sin2 φ, (2.2)

when the eccentricity of the system is zero (see, e.g., Chakrabarty et al.,
1993, ; also note that the half-angle of the eclipse might be smaller as the star
filling its Roche lobe is not spherical, see, e.g., Chanan et al. 1976). These two
equations in combination with the mass function form a system of equations
that allow us to find the inclination of the binary system as a function of the
neutron star and companion star mass. In Figure 2.4 we show our results. For
a neutron star with mass in the 0.8-2.2 (1.4-2.2) M⊙ range, we find inclinations
in the 74.4o −77.3o (76.3o −77.3o) range and companion mass in the 0.46-0.81
(0.67-0.81) M⊙ range.

2.7 Constraining neutron star properties via pulse-
profile modeling

Knowing the inclination to a high degree of precision is useful for pulse pro-
file modeling to constrain neutron star properties including compactness and
geometry. To explore what could be done, we tried fitting simple model
lightcurves to the pulse amplitude observations (along the lines explored by
Pechenick et al. 1983, Nath et al. 2002 and Cadeau et al. 2007). The code
we use has been tested against, and is in good agreement with, the results of
Lamb et al. (2009).

We assume isotropic blackbody emission from one or two antipodal circular
hot spots, and no emission from the rest of the star or the disc. At this stage we
ignore both Comptonization (which might be important Gierliński & Poutanen
2005) and disc obscuration.

We consider as free parameters stellar mass and radius, and the colatitude
α and angular half-size δ of the hotspot(s). Using only points where both
fundamental and 1st overtone are detected with at least 3σ significance, we
search for models that fit all observations (amplitude of fundamental and ratio
of first overtone to fundamental) and which have the same mass and radius.
Hotspot size and position are permitted to vary between observations since
accretion flow is expected to be variable.
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2 Discovery of an accreting millisecond pulsar in Swift J1749.4–2807

Although it is possible to obtain a high degree of harmonic content, due
to GR effects, from a single visible hotspot (see also Lamb et al. 2009), we
find that the strength of the harmonic is such that two antipodal hotspots
must be visible in order to fit the data. We are also able to constrain system
geometry. The 1σ confidence contours restrict us to models with α ≃ 50◦

and δ = (45 − 50)◦; the 2σ contours permit a wider range of parameters but
still require models where α = (40 − 50)◦ and δ = (30 − 50)◦ (hotspots must
be smaller if they are located closer to the pole). These results, within the
frame of our simple model, suggest a substantial offset between rotational and
magnetic pole in this source.

Our models also put limits on stellar compactness. The 1σ confidence
contours exclude models with M/R > 0.17M⊙/km, while the 2σ contours
exclude models with M/R > 0.18M⊙/km. Although this does not rule out
any common equation of state (Lattimer & Prakash, 2007), it does exclude
some viable regions of dense matter parameter space.

Our simple calculations, while certainly not conclusive, illustrate the po-
tential of this source. With better models, and phase-resolved spectroscopy
using high spectral resolution observations, this system is an extremely promis-
ing candidate for obtaining tight constraints from pulse profile fitting.

Acknoledgements: We thank J. Poutanen for useful discussions. AP and
ML acknowledge support from the Netherlands Organization for Scientific
Research (NWO) Veni and Rubicon Fellowship, respectively.

2.8 Appendix: Raytracing code details3

Overview

In order to measure mass and radius, what we do is to generate lightcurves
and then fit them to the data. Then, to calculate lightcurves we have to
know how many photons per frequency bin reach the observer at a given time.
This depends on how photons are emitted at the surface (assuming no sink or
source along the ray paths), the direction of the outgoing ray and the energy as
measured at the surface of the NS. We therefore need to know the blueshifted
(with respect to the observer at infinity) emitted frequency of the photons
and the path the rays follow. This information is encoded in the four-velocity

3This Appendix was not part of the published Letter, due to page limits. We have
included it in this thesis to give full details of the raytracing code that was used to obtain
constraints on stellar mass and radius, since this was the main contribution of the candidate.
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Equatorial

Geodesics

General

Geodesics

Fluxes

Lightcurve

Star/Observer 

Parameters

Emission

Parameters

Integrator

Figure 2.5: The scheme for the lightcurve calculation. The star and observer
parameters and the resolutions required are shared by the three programs:
the equatorial geodesics calculator, the general geodesics calculator, which
transforms the equatorial geodesics to those for the observer inclination, and
the lightcurve calculator. Moreover, the first program uses some subroutine
for integration and the lightcurve generator may use additional modules for
the emission patterns and spectra.

tangent to the light null-geodesics connecting the NS surface to the observer
at infinity.

Basically, the code works as follows (Figure 2.5). First, the null-geodesics
are calculated. These depend on the NS mass M and radius R and on the
inclination i of the rotational axis with respect to the observer’s line of sight.
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2 Discovery of an accreting millisecond pulsar in Swift J1749.4–2807

Geodesics provide information about the directions of single rays from the
NS surface and about the redshift the photons experience. Second, we spec-
ify emission pattern and spectrum. Only then can we calculate the actual
lightcurve.

In more details, the actual geodesic calculation itself is further divided
into two substeps. For rotating NSs, the rotational axis breaks the spherical
symmetry of the system and the colatitude of the observer (the inclination
i) changes the set of geodesics that can connect the different patches to the
detector. A non rotating NS metric, on the other hand, has full spherical
symmetry and can be described by the outer Schwarzschild solution. In this
case, it can be assumed with no loss of generality that the observer and all the

geodesics lie on the equatorial plane, since a plane can be always found passing
through the centre of the star, the observer and the centre of each patch. If we
define this as the equatorial plane (which can always be done, thanks to the
spherical symmetry) it can be proven that the geodesic connecting the patch
and the observer will never leave such plane (de Felice & Clarke, 1992).

Direct testing of full, axisymmetric, calculations with approximate, spher-
ically symmetric, ones showed that except in cases with very high spin rate,
approximating the outer metric as the Schwarzschild solution does not intro-
duce significant errors (Cadeau et al., 2007, who point out that the greatest
source of error is the possible rotation–induced oblateness of the NS). We
therefore first generate the geodesics on the equatorial plane of a given mass
and radius NS and only subsequently transform these to the full set for differ-
ent inclinations. The rationale behind splitting the code in this way is that the
same geodesics can be used for different emission patterns. Tranforming the
equatorial plane geodesics to the different geometries of observer inclination
further reduces the computational time when exploring the phase space of M ,
R and i.

The surface of the NS is divided into a grid of equal area patches. The
number of photons emitted along a ray is proportional to this area and the
infinitesimal solid angle subtended by each ray. The proportionality is given
by the intensity (see below), which depends on the direction of the ray and the
frequency of the photons. The frequency is set by blueshifting the frequency
detected at infinity. Blueshift and direction (with respect to the normal to
the surface) are calculated according to the local metric of an observer sitting
on the star and corotating with it. In this way the Doppler shift and the
aberration due to rotation and the redshift due to gravity are automatically
taken into account.

Finally we calculate the time dependence. All rays leave the surface at
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2.8 Appendix: Raytracing code details

the same time, but due to differences in the flight times, they are split across
different time bins (see Cadeau et al., 2007). After all the contributions to the
same time bin are summed, the result is multiplied by the detector response
curve and the lightcurve is produced.

The geodesics

In the Schwarzschild metric

ds2 =
(

1 − rS/r
′
)

c2dt′2 −
(

1 − rS/r
′
)−1

dr′2 − r′2(dθ′2 + sin2 θ′ dϕ′2), (2.3)

where ds is the path length, t′ the coordinate time, r′, θ′ and ϕ′ the spherical
spatial coordinates and rS = 2GM/c2 is the Schwarzschild radius. The pla-
nar, equatorial (θ′ = π/2) geodesics are calculated from the four velocity vi

(Pechenick et al., 1983)

v′i =E∞

(

(

1 − rS/r
′
)−1

,
√

1 − (1 − rS/r′) b′2/r′2, 0, b
′/r′2

)T

dt′

dr′
=

1

c (1 − rS/r′)
√

1 − (1 − rS/r′) b′2/r′2
(2.4)

dϕ′

dr′
=

b′

r2
√

1 − (1 − rS/r′) b′2/r′2
(2.5)

where b′ is the impact parameter of the ray, i.e. the ratio of its conserved
angular momentum (times c) and its conserved energy, E∞, as measured by a
static observer at infinity (see below).

For the actual implementation Eqs. (2.4) and (2.5) are changed into

d∆t′

dr′
=

1 −
√

1 − (1 − rS/r′) b′2/r′2

c (1 − rS/r′)
√

1 − (1 − rS/r′) b′2/r′2
(2.6)

d∆ϕ′

dy
=

√

1 − rS
R

1 − sin3 y/b̂′

1 − sin2 y

−1

(2.7)

where R is the star radius, b̂′ = b′/bmax, bmax = R/
√

1 − rS/R and y ∈
[

0; sin−1 b̂′
]

(Nath et al., 2002). Eq. (2.6) actually expresses the lag with

respect to the flight time of the shortest–path ray and Eq. (2.7) is the maxi-
mum change in the angular coordinate from one end of the ray to the other.
If the observer is at ϕ′ = 0, then ∆ϕ′ is the initial ϕ′ of the ray. We use
b̂′ ∈ [0, 1], which corresponds to rays coming only from the negative ϕ′ half of
the equatorial plane.
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Eqs. (2.6) and (2.7) are integrated by a Runge-Kutta integrator with adap-
tive step as described in Press et al. (1992). The extremes of the integration
for the time lag are R and r∞, which is set to an arbitrarily large number.
It is clear that the geodesic values produced at this stage depend only on the
compactness of the star, encoded in bmax via rS/R. The number of geodesics
calculated, i.e. the different values for b̂′, are set by a parameter (which should
be high enough to ensure good resolution for interpolation, see below).

These results are then transformed to their form in the system with the
vertical axis aligned with the rotational axis, where the observer is at colati-
tude i, according to the spatial change of coordinate (a rotation):

r





sin θ cosϕ
sin θ sinϕ

cos θ



 =





sin i cosψ cos i − sinψ cos i
0 sinψ cosψ

cos i − cosψ sin i sinψ sin i



 r′





sin θ′ cosϕ′

sin θ′ sinϕ′

cos θ′



 (2.8)

It is the combination of a rotation along the y axis that brings the line of sight,
originally lying on the equator on the x axis, to an inclination i and a rotation
of ψ around the new observer line of sight. Therefore, since θ′ = π/2,

t =t′ (2.9)

r =r′ (2.10)

θ =cos−1
(

cos i cosϕ′ − sin i cosψ sinϕ′
)

(2.11)

ϕ =tan−1

(

sinψ sinϕ′

sin i cosϕ′ + cos i cosψ sinϕ′

)

(2.12)

ϕ′ is given by ∆ϕ′ from Eq. (2.7) and ψ spans the range [0, 2π].
According to the same transformation, the metric is

ds2 = (1 − rS/r) c
2dt2 − (1 − rS/r)

−1 dr2 − r2(dθ2 + sin2 θ dϕ2), (2.13)

and the initial components of a light ray four velocity are

vi = E∞









c/ (1 − rS/r)
√

1 − b̂′2

(∂θ/∂ϕ′) b′/R2

(∂ϕ/∂ϕ′) b′/R2









(2.14)
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where

∂θ

∂ϕ′
=

cos i sinϕ′ + sin i cosψ cosϕ′

sin θ
(2.15)

∂ϕ

∂ϕ′
=

sinψ sin i

sin2 θ
(2.16)

For later convenience, the last component of vi can be written as b/(R2 sin2 θ)
and that defines b as b = b′ sinψ sin i.

It is only at this second stage that the inclination i of the observer is in-
troduced. The transformations are actually done in reverse order: the angular
resolutions in cos θ and ϕ are set, again as parameters, and for each couple
[θ, ϕ] the corresponding [ψ,ϕ′] are derived inverting Eqs. (2.11) and (2.12).
The value of b′ is uniquely defined by ϕ′ by interpolating linearly the results
of the previous step. This is why it is necessary to calculate a dense sample
of geodesics. Finally, ψ and b′ are used to calculate b.

Angles and area element

As we said in the beginning, after having calculated the geodesics, we need to
know the area and angle measurements at the surface, in order to know the
emitted number of photons. In the following we follow Cadeau et al. (2007).

Every measure on the surface is done in the system of the observer coro-
tating with the star. Their four velocity is:

ui =
1

√

1 − rS/R
√

1 − u2/c2









1
0
0

Ω/c









(2.17)

u = R sin θΩ/
√

1 − rS/R and Ω is the spin of the NS as seen at infinity.
The lengths measured at the star are given by the orthogonal projector of

the observer (a metric for the components of vectors on the plane perpendicular
to the time axis of the observer, i.e. perpendicular to his four velocity, see de
Felice & Clarke, 1992):

hab = gab + uaub =













(1−rS/R)u2/c2

1−u2/c2
0 0 −R2 sin2 θΩ/c

1−u2/c2

0 (1 − rS/R)−1 0 0
0 0 R2 0

−R2 sin2 θΩ/c
1−u2/c2 0 0 R2 sin2 θ

1−u2/c2













(2.18)
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Angles between any four vectors la and sb are measured as follows

cos ξ =
habl

asb

√

hablalb
√

habsasb
(2.19)

So that the angle between a light ray and the normal to the spherical surface,

n =
(

0,
√

1 − rS/R, 0, 0
)

, is

cos ξ =

√

1 − u2/c2

1 − bΩ/c

√

1 − b̂2 (2.20)

To find the area of each patch we need the spatial, projected, two dimensional
metric of the surface (de Felice & Clarke, 1992).

The generators for this surface are θ̂ and ϕ̂. The metric element
(2)

hab (a, b =
θ, ϕ) is given by

(2)

hab= (x̂a · x̂b) = hij x̂
i
ax̂

j
b (2.21)

The infinitesimal area element is then given by the square root of the deter-
minant of such metric multiplied by dθ dϕ. So:

(2)

hab=

[

R2 0

0 R2 sin2 θ
1−u2/c2

]

(2.22)

(2)

h=R4 sin2 θ/
(

1 − u2/c2
)

(2.23)

And finally the finite area of any patch is:

∆Ae =
R2

√

1 − u2/c2
∆ cos θ∆ϕ (2.24)

In the code, the term ∆ cos θ∆ϕ is constant by construction for all the patches.

Lightcurves

First of all, we need to know the relation between the frequency of the photons
at the surface and at infinity. The frequency is related to the energy by
hν = E, and E is the time component of the light four velocity vi, i.e. it is
the component parallel to the observer four velocity. On the NS this is given
by

hνe = −uiv
i = E∞

1 − bΩ/c
√

1 − rS/R
√

1 − u2/c2
(2.25)
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The frequency measured by the static observer at infinity, four velocity (1, 0, 0, 0),
is simply:

hν∞ = E∞ (2.26)

so that the redshift between the two systems is

1 + z =
νe

ν∞
=

1 − bΩ/c
√

1 − rS/R
√

1 − u2/c2
(2.27)

To construct the specific flux at infinity we exploit the fact that the number
density of photons is a conserved quantity, so that

I (νe)

ν3
e

=
I∞(ν∞)

ν3
∞

(2.28)

Where I (νe) is the intensity emitted at the surface and I(ν∞) that observed
at infinity. Moreover, we use (Pechenick et al., 1983)

∆A∞∆Ω∞ = cos ξ∆Ae∆Ωe, (2.29)

where the ∆Ωs are solid angles and we consider both ∆Ωe and ∆A∞ as con-
stants.

Combining Eqs. (2.20), (2.24) and (2.27) we include the correction factor
(1 − bΩ/c)−1, which accounts for the effects of the rotation of the star during
the finite extent of the time bins used to sample the light curve, as explained
by Cadeau et al. (2007). The specific flux F (ν∞) as measured at infinity is

F (ν∞) ∝ I (νe)

(1 + z)3
R2 cos ξ

√

1 − u2/c2 (1 − bΩ/c)
. (2.30)

The bolometric flux F is derived integrating Eq. (2.30) by dν∞ = dνe/(1+z):

F ∝ Ie

(1 + z)4
R2 cos ξ

√

1 − u2/c2 (1 − bΩ/c)
(2.31)

where Ie is the integrated intensity.
At this point all the ingredients are ready to calculate the lightcurve. The

rotation period is divided into time steps (equal in number to the chosen ϕ
resolution). For each time step the surface emission pattern is calculated. For
example, in the case of a single spot, whose colatitude α and angular half-
size δ are defined as parameters, the [θ, ϕ] position of the spot with respect
to the line of sight changes in the ϕ direction by Ω∆te at each time step.
The contribution to Eqs. (2.30) and (2.31) of each patch is then calculated
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according to the chosen function for the intensity I (νe). For example, for a
blackbody:

I (νe) =
ν3

e

ehνe/kTe − 1
(2.32)

Ie =T 4
e (2.33)

Finally, these contributions are distributed among the receiver’s time bins.
For the shortest–path ray, each rotation time step is mapped to a full receiver
time bin, but for all the other rays each rotation time step contribution has
to be subdivided among different time bins according to the lag in Eq. (2.6).

As last features, detector response curves can be added if desired, they
have to be specified as functions of ν∞, and it is easy to incorporate to the
code additional emission spectra and surface patterns thanks to its modular
structure.

Code testing

Finally, in Section 2.7 we mentioned we tested our results against the work of
Lamb et al. (2009). We did not have access to the raw data, but compared
as accurately as we could against the plots in fig. 1 of their paper. Figure
2.6 shows our code values for the parameters of their figs. 1 a,b,d,e. We plot
contours of the amplitudes of the fourier components into which the theoretical
pulse profiles are decomposed, projected on the plane (α,i) of the colatitude
of the spot and the inclination of the observer. There are two cases: either
one spot, where A1 is the amplitude of the fundamental and A2 is the first
overtone, or two antipodal spots, where A1 is the first overtone that would be
detected and actually corresponds to the frequency of the star, while A1/2 is
the detected fundamental at half the spin frequency. For the amplitudes we
follow the definition given in Lamb et al. (2009):

f(t) = A0 +

∞
∑

l=1

Al cos [2πlΩt− ϕl] (2.34)

where f(t) is the pulse profile as a function of time, Al the amplitude of the
lth overtone, ϕl its phase and Ω is the spin frequency of the star. Our curves
are not smooth since we did not sample the parameter phase space as finely
as Lamb et al. Keeping in mind also the difference in scales between the two
sets of figures, careful analysis of the two sets shows very good agreement of
the two codes.
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Figure 2.6: The contours of the powers of the fundamental and the first har-
monic of the predicted pulse profiles in the case of 1 spot (Top) and 2 spots
(bottom) with angular radius δ = 25◦, for a star of M = 1.4 M⊙ and R = 5M ,
spinning at 400 Hz. The horizontal axis is the angular position of the spot α
(the second one, if present, is antipodal), while the vertical one is the inclina-
tion of the observer i.
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3
Implications of burst oscillations

from the slowly rotating accreting
pulsar IGR J17480–2446 in the

globular cluster Terzan 5

Y. Cavecchi, A. Patruno, B. Haskell, A.L. Watts, Y. Levin, M. Linares, D.
Altamirano, R. Wijnands and M. van der Klis

Astrophysical Journal Letters, 2011, 740, L8

Abstract: The recently-discovered accreting X-ray pulsar IGR J17480–2446
spins at a frequency of ∼11 Hz. We show that Type I X-ray bursts from
this source display oscillations at the same frequency as the stellar spin. IGR
J17480–2446 is the first secure case of a slowly rotating neutron star which
shows Type I burst oscillations, all other sources featuring such oscillations
spin at hundreds of Hertz. This means that we can test burst oscillation
models in a completely different regime. We explore the origin of Type I
burst oscillations in IGR J17480–2446 and conclude that they are not caused
by global modes in the neutron star ocean. We also show that the Coriolis
force is not able to confine an oscillation-producing hot-spot on the stellar
surface. The most likely scenario is that the burst oscillations are produced
by a hot-spot confined by hydromagnetic stresses.
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3.1 Introduction

Accreting neutron stars (NSs) in low mass X-ray binaries show bright Type I
X-ray bursts. These begin with a rapid increase of the X-ray flux (the rise)
followed by a slow decrease (the tail) to the pre-burst luminosity, and last
∼10-100 s. These bursts are powered by thermonuclear runaways, which burn
up a layer of accumulated light elements on the NS surface (for a review see
Strohmayer & Bildsten, 2006).

A significant fraction of bursts display quasi-periodic modulations, known
as burst oscillations (BOs, Strohmayer et al., 1996). In the discovery paper,
Strohmayer et al. suggested that BOs were related to the spin frequency
of the NS. This has been confirmed in five accretion-powered millisecond X-
ray pulsars (AMXPs), where it was found that BO frequencies are within
a few percent of the spin frequencies (Strohmayer & Bildsten, 2006). This
implies that BOs are caused by a near-stationary temperature asymmetry
which persists in the surface layers of the star during burst.

The detailed phenomenology of BOs, however, is diverse. In the sources
which have evidence for substantial magnetic fields (the persistent AMXPs),
for example, BOs appear at a near constant frequency in the tail, with some
fast chirps in the rise (Chakrabarty et al., 2003; Strohmayer et al., 2003; Al-
tamirano et al., 2010a). In the intermittent AMXPs, and NSs without evidence
for a dynamically important magnetic field, BOs typically drift upwards by a
few Hertz during the burst (Muno et al., 2002a; Watts et al., 2009). Both the
origin of the surface temperature asymmetry that causes the BOs, and the
reason for the observed frequency drifts, remain unsolved puzzles.

One possibility is that the asymmetry is caused by global modes (waves)
that develop in the bursting ocean (Strohmayer & Lee, 1996; Heyl, 2004; Cum-
ming, 2005). As the ocean cools, its scale height H decreases and the pattern
speed, which scales as

√
H, changes, leading to frequency drift. The kind of

modes that might be excited include r-modes (Heyl, 2004), g-modes (Bildsten
& Cumming, 1998) or magneto-hydrodynamical modes (Heng & Spitkovsky,
2009). To date none of these models have managed to explain both the ob-
served frequencies and the magnitude of the drifts (see e.g. Piro & Bildsten,
2005; Berkhout & Levin, 2008).

An alternative possibility is that a compact burning hot-spot develops on
the surface (Strohmayer et al., 1996). The question is then how confinement,
of fuel or the flame front itself, might be achieved. For unmagnetized stars,
the Coriolis force could be an effective confining mechanism (Spitkovsky et al.,
2002, hereafter SLU02). Although lifting and expansion of the hot fluid should
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cause spreading of the burning fuel, the Coriolis force would oppose such
motion of the flame front by deflecting its velocity. This mechanism could
account for the presence of oscillations in the burst rise, although it does not
easily explain the presence of BOs in the tail or the frequency drifts. The
Coriolis force was however attractive in that it could explain why BOs had
not been seen in any NS with spin frequency νs . 245 Hz (since for more
slowly rotating stars the Coriolis force is not dynamically relevant, see Sec.
3.4).

A strong magnetic field could also lead to confinement of fuel or flame,
with the restoring force supplied by field pressure or stress. This mechanism is
particularly plausible for accreting pulsars, where the existence of dynamically
important magnetic fields is suggested by the presence of accretion-powered
pulsations (APPs).

Since there is no model that definitively explains all features of BO phe-
nomenology, it is important to explore the applicability of the models under
the widest possible range of conditions. Until now, however, the only stars to
show BOs were rapid rotators with νs & 245 Hz. This situation has changed
with our discovery of burst oscillations (Altamirano et al., 2010b) from the
accreting pulsar IGR J17480–2446 (hereafter J17480), which rotates an order
of magnitude more slowly at ∼ 11 Hz (Strohmayer & Markwardt, 2010).

3.2 Observations and data analysis

J17480 was detected in outburst on 10 October 2010 in a Galactic bulge
scan with INTEGRAL (Bordas et al., 2010). The source is located in the
globular cluster Terzan 5 and its outburst lasted for ∼55 days (according to
MAXI monitoring observations) before the source became undetectable due
to solar constraints. Further monitoring observations by MAXI showed that
the source had probably returned to quiescence by January 2011. J17480
is an 11 Hz pulsar in a 21.3 hr orbit around a companion with M > 0.4M⊙

(Strohmayer & Markwardt, 2010; Papitto et al., 2011). Follow-up observations
of RXTE/PCA have collected approximately 294 ks of data to 19 November
2010. We used all RXTE/PCA (Jahoda et al., 2006) public observations
of J17480 taken between MJD 55482.0 and 55519.2 (October 13-November
19, 2010). For our coherent timing analysis we used Event and GoodXenon
data modes, keeping only absolute channels 5–37 (∼ 2 − 16 keV), rebinned
to 1/8192 s and barycentered with the FTOOL faxbary using the position of
Pooley et al. (2010).
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Lightcurve and accretion rate

We estimate the flux during each observation from the background subtracted
2−16 keV Crab normalized intensity (estimated following van Straaten et al.,
2003) and converted it to erg cm−2 s−1 assuming a Crab spectrum for the
source. Flux is converted into luminosity using a distance of 5.5 kpc (Ortolani
et al., 2007). Luminosity Lx is converted into mass accretion rate Ṁ using
Lx = 20%Ṁc2 (Frank et al., 2002). The value of Ṁ obtained is approximate,
since the X-ray flux is not bolometric, and no correction has been applied for
absorption, the unknown disc inclination or gravitational redshift. Conversion
of bolometric luminosity to mass accretion rate is further complicated by the
uncertainty in the radiative efficiency. The overall uncertainty on Ṁ is within
a factor ∼ 3, taking into account all these corrections (in’t Zand et al., 2007).
The lowest luminosity observed gives Ṁ = 9 × 10−10 M⊙ yr

−1 (in the first
observation) while at the outburst peak Ṁ = 7 × 10−9M⊙ yr

−1, i.e., 5%
and 37% of the Eddington rate ṀEdd = 1.9 × 10−8M⊙ yr

−1 (assuming solar
composition for the accreted gas).

Bursts

Bursts were identified visually in a 1 s lightcurve. The beginning and end of
the bursts were defined as the points where the flux first and last exceeded
the maximum pre-burst flux in the same observation. Typical burst length
is ∼ 100 − 200 s. Burst recurrence time and burst peak-to-persistent flux ra-
tio decrease with increasing persistent flux until the outburst peak when the
bursts disappear and millihertz quasi-periodic oscillations (Linares et al., 2010)
appear. As the outburst flux decreases again, the bursts gradually reappear
with recurrence time and burst peak-to-persistent flux ratio increasing with
decreasing flux (Chakraborty & Bhattacharyya, 2011). Between MJD 55486
and MJD 55492 the difference between bursts and persistent flux fluctuations
becomes negligible and burst recurrence time is of the same order as the du-
ration of the bursts themselves, therefore burst rise and tail become difficult
to define. In this case we do not identify the bursts, and for the purpose of
measuring the oscillations treat all data as persistent flux.

Using this identification criterion, we found 231 bursts. As discussed by
other authors, some showed clear spectral evidence for cooling (Chakraborty &
Bhattacharyya, 2011; Motta et al., 2011; Linares et al., 2011), were observed
when the persistent luminosity was . 15% Eddington and were identified
conclusively as Type I (thermonuclear) bursts (Figure 3.1). The nature of the
other bursts, observed when the persistent flux was ∼ 15 − 35% Eddington,
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Table 3.1:

ν [Hz] ν̇ [10−12 Hz s−1]

Fundamental BOs 11.04488532(3) 1.44(3)
Fundamental APPs 11.04488540(5) 1.42(5)

1st Overtone BOs 11.04488547(5) 1.33(5)
1st Overtone APPs 11.04488548(10) 1.34(11)

2nd Overtone BOs — —
2nd Overtone APPs 11.04488530(8) 1.40(6)

All frequencies, inferred from each harmonic, refer to the epoch MJD 55482. In brackets
are the statistical errors at the 68% confidence level, calculated by means of Monte Carlo

simulations as in Hartman et al. (2008).

remains debated due to the lack of clear evidence for cooling (Galloway & in’t
Zand, 2010; Chakraborty & Bhattacharyya, 2011).

Pulsation analysis

The data were folded in non-overlapping intervals of ∼ 10 − 20 s for the
first observation (where APP and BO fractional amplitudes are ∼ 30%), and
∼ 100 − 500 s for all others using the ephemeris of Papitto et al. (2011)
to search for both APPs and BOs. This means that in some cases (when
the signal is sufficiently strong) multiple BO profiles are constructed for each
burst. Only pulse harmonics with SNR> 3.5 were retained (i.e., harmonics
whose amplitude was larger than 3.5 times the amplitude standard deviation),
giving less than 1 false pulse detection.

Each pulse profile was decomposed into the fundamental frequency and
overtones to compute fractional amplitudes and phases (we were able to iden-
tify up to five overtones in some intervals). The pulse phases of each profile
were calculated for each harmonic and analyzed separately. The method ap-
plied is described in Patruno et al. (2010), along with the procedure to cal-
culate pulse amplitudes and statistical errors. Phases were then fitted with a
Keplerian orbit, a linear and a parabolic term representing the pulse frequency
and its first time derivative.

3.3 Discovery and properties of burst oscillations

Burst oscillations were detected in all 231 bursts identified. Figure 3.1 shows
the fractional amplitudes of the BOs compared to those of the APPs. The
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Figure 3.1: Top panel: 2-16 keV X-ray lightcurve of J17480 averaged over
16 s long data intervals (red dots) and average flux per ObsId (black crosses).
Shaded regions contain the bursts with clear evidence of cooling (Chakraborty
& Bhattacharyya, 2011; Linares et al., 2011), note that the first region has a
different scaling for both axes. Vertical dashed lines mark the region where
X-ray bursts are difficult to define, so are excluded from the burst analysis.
Middle panel: Sinusoidal fractional amplitudes of the APPs for the funda-
mental frequency and first two overtones. Fractional amplitude is ∼ 28% in
the first observation, subsequently dropping to 1− 2%. The fundamental and
first overtone are detected throughout the outburst; overtones are seen only
sporadically. Bottom panel: Sinusoidal fractional amplitude of the BOs for
the fundamental frequency and first two overtones. Fractional amplitude evo-
lution is very similar to that of the APPs, dropping after the first observation
from 28% to ∼ 1 − 4%.
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Figure 3.2: Light curve and dynamical power spectrum for the 2010 October
13 thermonuclear (as showed by the spectral analysis of i.e. Linares et al.,
2011) burst, using GoodXenon data from PCU2, the only detector active at
the time. The dynamical power spectrum uses overlapping 4 s bins, with new
bins starting at 1 s intervals. The contours show Leahy normalized powers of
30, 60, 90, 120 and 150.

fractional amplitudes of BOs are always of the same order or larger than those
of APPs, and always significantly larger than expected if the modulations stem
only from residual persistent emission. The detection of BOs can therefore be
considered secure.

Note that the APP contribution has not been subtracted when calculating
BO fractional amplitudes and phases. The measured BO fractional amplitudes
are comparable to or higher than the APP ones, it can be seen from Eq. (11)
of Watts et al. (2005) and Eq. (1) of Watts et al. (2008) that the correction
is less than a few percent.

The presence of timing noise, as seen in other AMXPs (Patruno et al.,
2009) complicates timing analysis of APPs and BOs. The scatter observed
in the oscillation phases has an amplitude of 0.1-0.2 cycles within each ObsId
for both BOs and APPs. However adjacent BOs and APPs are always phase
coincident and phase locked to within ∼ 0.05 cycles. In the first observation,
for example, which has the highest SNR, the phase difference between the
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peak of the fundamental for APPs and BOs is 0.014 ± 0.005 cycles (5.1 ± 1.8
deg). This coincidence of results is remarkable given the strong timing noise,
highlighting the fact that BOs do indeed closely track APPs.

To check whether BO phases have the same temporal dependence as the
APPs, we fit a pulse frequency model plus its first derivative to the the entire
two data sets of BO and APP phases separately. The pulse frequency and
derivative obtained are consistent with being the same to within two standard
deviations for both the fundamental frequency and the first overtone (Table
3.1).

Inspecting the behavior of the pulse frequency locally (comparing BO and
APP pulse frequencies in each individual ObsId), pulse frequency is again
consistent with being the same for the two data sets within to two standard
deviations. In the first observations, when the BO and APP amplitudes are
around 30% (Figure 3.2), the frequencies of APPs (11.044881(2) Hz) and BOs
(11.04493(7) Hz) are identical within the errors (∼ 7 × 10−5 Hz).

Comparing the properties of J17480 to those of the other persistent pul-
sars with BOs (Chakrabarty et al., 2003; Strohmayer et al., 2003; Altamirano
et al., 2010a; Riggio et al., 2011), J17480 shows BOs in every burst, just like
SAX J1808.4-3658, XTE J1814-338 and IGR J17511-3057. J17480 is most
similar to J1814: BOs are present throughout the bursts, BOs and APPs are
phase-locked very closely, BOs have strong harmonic content and no measur-
able frequency drifts. J1808 and J17511, by contrast, have BOs with weaker
harmonic content, which do not persist throughout the bursts, and display
fast drifts in the rise. In terms of BO amplitude, the persistent pulsars differ:
J1808 has amplitudes of 3-5% r.m.s., J17511 of 5-15% and J1814 of 9-15%.
J17480 has BO amplitude of 30% r.m.s. in the first burst, dropping to ∼ 2%
thereafter. However, in all cases the BO amplitude is comparable to (within
a few percent) the APP amplitude.

3.4 Burst oscillation models for J17480

We first show how we can exclude mode and Coriolis force confinement models
based on the coincidence of BO and APP frequencies and on slow rotation.

Global modes

Given a mode with azimuthal number m and frequency νr in the rotating
frame of the star, the frequency νo an inertial observer would measure is

νo = mνs + νr (3.1)
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the sign of νr being positive or negative, depending on whether the mode is
prograde or retrograde.

In the first, and best constrained burst (Section 3.3), νo and νs were found
to differ by no more than 10−4 Hz. Excluding modes with m > 2, which
cannot explain the high fractional amplitudes (∼ 30%) observed in the first
burst (Heyl, 2004), leaves us with two main possibilities.

The first is that we have modes with |νr| ∼ νs and m=0 (prograde) or
m=2 (retrograde). Even though modes with frequencies around 10 Hz, such
as g-modes (Bildsten & Cumming, 1998) do exist, it would require extreme
fine tuning of parameters for νr to match νs within ∼ 10−4 Hz. We are not
aware of any mechanism that could tie the frequency of a mode so closely to
the spin.

The second option would be to have prograde modes with m = 1 and
νr ∼ 10−4 Hz. However the process that excites a mode must have a time
scale τ ∼ 1/ν. In this case τ ∼ 104 s, which is longer than the duration of the
bursts. We therefore conclude that global modes cannot explain the presence
of BOs in J17480.

Coriolis force confinement

For rapidly rotating stars, SLU02 showed that burning could be confined, due
to the effect of the Coriolis force, over a length scale of order the Rossby
adjustment radius (Pedlosky, 1987):

RR =
√

gH/4πνs = 34 km M
1/2
1.4 R−1

10 H
1/2
10 ν−1

s,10 (3.2)

where M1.4 is mass in units of 1.4 M⊙, R10 radius in units of 10 km, H10 the
scale height of the burning fluid in units of 10 m (SLU02) and νs,10 = νs/(10
Hz).

For J17480, RR significantly exceeds the stellar radius: Coriolis force con-
finement is not effective. So although this mechanism might be important for
faster NSs (for νs ≥ 200 Hz, RR ≤ 1.7 km), it cannot cause BOs in J17480.

3.5 Magnetic confinement

Having ruled out these two models, we now explore the possibility that the
magnetic field could confine the hot-spot. We begin by placing limits on the
strength of the magnetic field for this source, following the standard procedure
outlined in Psaltis & Chakrabarty (1999). For the magnetic field to be strong
enough to channel the accretion flow, and hence generate APPs, the magneto-
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spheric radius (the point at which the magnetic field disrupts the disc) must
exceed the stellar radius. This gives a lower limit on the magnetic field. In
addition, to avoid propeller effects (which would inhibit accretion), the mag-
netospheric radius has to be lower than the corotation radius. This gives an
upper limit on the magnetic field. Using the accretion rates derived in Section
3.2 we conclude that the magnetic field for J17480 is in the range 2 × 108 to
3× 1010 G (see Psaltis & Chakrabarty (1999) and Andersson et al. (2005) for
a detailed explanation of how to calculate the magnetic field).

We now need to estimate whether this field is strong enough to confine
the burning material in order to generate BOs. We start by considering static
fuel confinement. A mountain of accreted material induces a pressure gradient
within the fuel. Brown & Bildsten (1998) computed the field that can statically
compensate for such a gradient by magnetic tension. Confinement within an
area of radius Rc, at the ignition column-depth ∼ 108 g/cm2 requires magnetic
field

B & 3 × 1010 G

(

Rc

1 km

)−1/2

(3.3)

Fuel confinement may however be ineffective due to MHD interchange or
“ballooning” instabilities (Litwin et al., 2001), which allow accreted fluid to
escape the polar cap region and spread over the NS surface. Nonetheless,
confinement might still be achieved dynamically by the motion of the fluid
itself. This is because such motion can induce a horizontal field component
which can act to halt further spreading. This mechanism requires a weaker
field

B & 4 × 109 G

(

Rc

1 km

)−1

(3.4)

(Heng & Spitkovsky, 2009).
Both of these estimates are compatible with the magnetic field inferred for

this source from its accretion properties. We conclude that magnetic confine-
ment of the burning fluid is a viable mechanism to explain the BOs in J17480.
Detailed theoretical studies will however be needed to verify this possibility,
since it depends on poorly understood details of the interaction between the
magnetic field and the hydrodynamics of the burning ocean. That said, con-
finement of burning material at the polar cap provides a natural explanation
for the phase-locking and coincidence of the APPs and BOs (see also Lovelace
et al., 2007) and would explain why the amplitudes of the two sets of pulsa-
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tions track each other as the accretion footprint varies during the outburst
(Figure 3.1).

3.6 Conclusions and wider implications

We have analyzed the bursts of the slowly rotating X-ray pulsar J17480 and
found oscillations at the same frequency as the NS spin. We have shown
that neither global modes nor a Coriolis force confined hot-spot can explain
the presence and frequency of these BOs. We suggest that the magnetic field
could potentially provide the necessary confining force for a hot-spot to persist.
The field needs to be at least B & 109 G and this requirement is compatible
with the constraints set by the accretion process. This model would neatly
explain the phase-locking of APPs and BOs, and the fact that the amplitudes
of the two pulsations track each other.

We noticed that among the other persistent AMXPs XTE J1814-338 is the
most similar one, showing almost constant frequency of the BOs, harmonic
content and remarkably phase locking. Watts et al. (2008) excluded the possi-
bility of magnetic confinement, since using the estimates of Brown & Bildsten
(1998) (Eq. 3.3) the field was not strong enough to confine the fuel. However,
they did not consider the case of dynamical confinement when spreading is
allowed (Eq. 3.4). This operates at lower fields which are compatible with the
magnetic field estimated for J1814.

This mechanism seem less likely for other AMXPs such as SAX J1808.4-
3658 and IGR J17511-3057, where the fields are lower (Hartman et al., 2009)
and there are frequency drifts in the rising phase of bursts (Chakrabarty et al.,
2003; Altamirano et al., 2010a). That said, magnetic confinement would offer
an explanation for the presence of higher harmonics in pulsar BOs, since the
emitting area would be bounded (probably near the rotational poles, Muno
et al., 2002b).

What about the non pulsating sources and the intermittent pulsars with
a weaker magnetic field? They do not show harmonic content and their BOs
show drifts during the decay of the bursts. If magnetic confinement were re-
sponsible one would expect to see APPs from these sources as well. Unless
the field can be boosted temporarily to detectable levels only during the burst
(Boutloukos et al., 2010), a different mechanism may be required (Watts &
Strohmayer, 2006). If global modes or Coriolis confinement are responsible,
then the wider emitting surface involved, or the involvement of higher colati-
tudes, would suppress the presence of harmonics, in line with the observations
(Muno et al., 2002b; Strohmayer et al., 2003).
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A numerical magnetohydrodynamic

scheme using the hydrostatic
approximation

Jonathan Braithwaite and Yuri Cavecchi
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Abstract: In gravitationally stratified fluids, length scales are normally much
greater in the horizontal direction than in the vertical one. When modelling
these fluids it can be advantageous to use the hydrostatic approximation,
which filters out vertically propagating sound waves and thus allows a greater
timestep. We briefly review this approximation, which is commonplace in
atmospheric physics, and compare it to other approximations used in astro-
physics such as Boussinesq and anelastic, finding that it should be the best
approximation to use in context such as radiative stellar zones, compact ob-
jects, stellar or planetary atmospheres and other contexts. We describe a
finite-difference numerical scheme which uses this approximation, which in-
cludes magnetic fields.
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4 A numerical hydrostatic MHD scheme

4.1 Introduction

In magnetohydrodynamical (MHD) simulations, a set of partial differential
equations is numerically integrated forwards in time. This is done in stages,
with the time increasing in small increments called the “timestep”. When the
basic MHD equations are used, the timestep is subject to a range of limits to do
with the speed of propagation of information; all numerical explicit schemes
become unstable if information is allowed to propagate further than some
fraction of a grid spacing in one timestep. For instance, a simple Cartesian
hydrodynamical code might have the following timestep:

∆t = min

[

C∆x

|ux| + cs
,
C∆y

|uy| + cs
,
C∆z

|uz| + cs

]

(4.1)

where ∆x, ∆y and ∆z are the grid spacings in the three dimensions, u is
the gas velocity, cs is the sound speed and C is some dimensionless constant
whose value will depend on properties of the numerical discretisation scheme,
but might be for instance 0.5. This would ensure that no information can
propagate more than 0.5 grid spacings in any direction during one timestep.
Other codes will have additional, similar restrictions from the propagation
of Alfvén waves and from diffusion; for instance, the sound speed cs in the
expression above might be replaced by the fast magnetosonic speed.

By studying the context in which we wish to use simulations, it is often
possible to make approximations in order to remove some modes of propaga-
tion of information, allowing a larger timestep. Adopting implicit schemes is
one efficient way of removing waves. Among the explicit schemes, as well as
the basic constant-density incompressible approximation, in which sound and
buoyancy waves are both absent, the anelastic (Ogura & Phillips, 1962) and
Boussinesq approximations are commonplace (see e.g. Lilly, 1996, for a review
and comparison). Both are widely used in astrophysical hydrodynamics, for
instance in studies of convection in planetary and stellar interiors (e.g. Brown-
ing, 2008; Chen & Glatzmaier, 2005). They can be used in situations where the
thermodynamic variables depart only slightly from a hydrostatically balanced
background state, so for instance the density perturbation δρ/ρ0 ≪ 1. There
are some other requirements, such as that the frequency of the motions is
much less than the frequency of sound waves and that the vertical to horizon-
tal length scale ratio or the motion is not too large. The two approximations
are rather similar, the difference being that the Boussinesq approximation is
used where the vertical scale of the motions is much less than the density scale
height and where the motion is dominated by buoyancy. It can be shown that
the continuity equation, whose standard form is ∂ρ/∂t + ∇ · ρu = 0, reduces
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to the forms ∇ · ρ0u = 0 and ∇ · u = 0 in the anelastic and Boussinesq ap-
proximations respectively. The result of this is that sound waves are filtered
out and the timestep is no longer restricted by their propagation. Buoyancy
waves are still allowed.

In atmospheric physics, it is common to make the approximation of hy-
drostatic equilibrium (equation 4.8), in which we assume perfect vertical force
balance. This is applicable in contexts where a constant gravitational field
causes strong stratification, where the length scales in the vertical direction
are much smaller than in the horizontal, and where the fluid adjusts to ver-
tical force balance on a timescale much shorter than any other timescale of
interest – on the timescale of sound waves propagating in the vertical direc-
tion (Richardson, 1922). The consequence is that vertically propagating sound
waves are filtered out, as well as high frequency internal gravity waves, and
the z-component of the timestep restriction (equation 4.1) can be removed.
This is an obvious advantage in any situation where the vertical length scales
present in the system are much smaller than the horizontal length scales and
adequate modelling therefore requires that ∆z ≪ ∆x, ∆y.

The hydrostatic approximation reduces the number of independent vari-
ables in the system. For instance, in a system where the gas has two thermody-
namic degrees of freedom, in ‘raw’ hydrodynamic equations there are these two
thermodynamic variables plus the three components of velocity. In the equiv-
alent hydrostatic system the vertical component of the velocity is no longer
independent, but calculated by integration of equation (4.8) (see Section 4.2);
furthermore one of the thermodynamic variables is lost. In the astrophysical
context we often want to model conducting fluids with magnetic fields. Note
that although the hydrostatic approximation filters out vertically-propagating
sound waves, vertically-propagating magnetic waves are not entirely filtered;
a magnetohydrostatic scheme is therefore of use only in the case where the
plasma β is high, i.e. where the Alfvén speed is much less than the sound
speed.

There are various ways in which the hydrostatic approximation can be
implemented, resulting in different sets of equations and independent vari-
ables. The vertical coordinate can be physical height, pressure, entropy or
some combination of those (see e.g. Kasahara, 1974; Konor & Arakawa, 1997,
for a review of coordinate systems). It turns out, for instance, that a change
of the vertical coordinate from height z (as used in other systems) to pressure
P simplifies the equations. This can be seen by noting that in hydrostatic
equilibrium, the pressure at any point is simply equal to the weight of the
column of gas above that point and that each grid box (which has a constant
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pressure difference ∆P from top to bottom) will contain constant mass. The
continuity equation therefore becomes ∂ux/∂x+ ∂uy/∂y+ ∂ω/∂P = 0, where
ω ≡ DP/Dt the full Lagrangian derivative, which has the same form as the
familiar incompressible equation ∇ ·u = 0 where vertical velocity uz ≡ Dz/Dt
has been replaced by ω. Entropy coordinates (also known as isentropic co-
ordinates) are also commonplace, the main advantage being that the vertical
‘velocity’ Ds/Dt is small, a function only of heating and cooling, which reduces
numerical diffusion in the vertical direction.

The best choice of vertical coordinate often depends on the desired upper
and lower boundary conditions. In weather forecasting, for instance, it is nec-
essary to have the lower boundary fixed in space. Using pressure coordinates,
implementation of this is challenging. It is for this reason that Kasahara &
Washington (1967) produced a hydrostatic numerical scheme using height co-
ordinates, but owing to advances in hybrid coordinate systems which allowed
also for topographical features – mountain ranges and so on – this scheme
never became popular. However, when magnetic fields are added, height coor-
dinates z will be simpler than either pressure or entropy coordinates and may
regain an advantage in some contexts.

In more astrophysical contexts, such as neutron star, stellar or planetary
atmospheres, we may want a lower boundary fixed in space, and to be more
precise, fixed at a particular height (unlike in the terrestrial context, mountain
ranges and so on need not be included). It is often desirable to have the
upper boundary fixed in pressure, if the temperature, and therefore also the
pressure scale height, varies by a large factor. For instance, during X-ray
bursts on neutron stars the temperature increases by about a factor of ten so
that an upper boundary fixed in space would mean insufficient resolution of
the relevant layers in cold areas, and extremely low densities and high Alfvén
speeds.1 Entropy coordinates are unsuitable since convection may appear, and
in any case the entropy of a co-moving fluid element is expected to change
rapidly, removing any advantages of this system. In this context, therefore,
the natural choice is the σ-coordinate system, a pressure-related coordinate
first proposed by Phillips (1957).

In Section 4.2 we present the basic equations, before describing the finite-
difference numerical method in more detail in Section 4.3, presenting simple
test cases in Section 4.4 and summarising in Section 4.5.

1It is for this reason that Boussinesq and anelastic schemes are unsuitable here, since
they cope with only small variations about a constant reference state.
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4.2 Basic equations

In this section we describe the σ-coordinate system and how magnetic fields
are incorporated.

First of all, we describe the standard MHD equations2 and then go on to
the additional equations coming from the hydrostatic approximation. Writ-
ing down the horizontal part of the velocity as u, the horizontal part of the
momentum equation is

ρ
Du

Dt
= −∇hP +

1

4π
[∇ × B × B]h + F visc

h (4.2)

where the subscript h denotes the horizontal component of a vector, and
D/Dt ≡ ∂/∂t+ u ·∇h +uz∂/∂z is the Lagrangian derivative. F visc is the vis-
cous force per unit volume. Writing down the continuity, energy and induction
equations and the equation of state (i.e. the perfect gas law), we have

∂ρ

∂t
= −∇h ·(ρu) − ∂

∂z
(ρuz) (4.3)

cP
DT

Dt
=

1

ρ

DP

Dt
+Q, (4.4)

∂B

∂t
= ∇ × (u × B − cEvisc) (4.5)

P = ρRT, (4.6)

where uz is the vertical component of the velocity, Q is the heating rate per
unit mass (including that from heat conduction), cP is the specific heat at
constant pressure, R is the gas constant (the universal gas constant divided
by the mean molecular weight of the gas in question) and other quantities have
their usual meanings. In this system the vertical coordinate is a quantity σ
related to the pressure P and the pressure at the top and bottom boundaries
PT and PB by

σ ≡ P − PT

P∗
where P∗ ≡ PB − PT. (4.7)

One of the important main features of this scheme is that here the upper
boundary is fixed at pressure PT (where σ = 0) rather than being fixed at a
particular height. The lower boundary at σ = 1 is fixed in space. Now, the
standard set of MHD equations would also contain the z-component of the
momentum equation (4.2) but in the hydrostatic approximation we instead

2We use c.g.s. units throughout.
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assume that the pressure gradient and gravity are always in perfect balance,
i.e. we have the equation of hydrostatic equilibrium

∂P

∂z
= −gρ, (4.8)

neglecting the vertical component of the Lorentz force – which is much smaller
than the pressure and gravity forces in this high-β regime.

In this scheme the fundamental variables which are evolved in time are the
horizontal part of the velocity u, the temperature T and the pressure difference
P∗, plus optional quantities such as heating rateQ which we include here. Note
that while T (x, y, σ) and other variables are three-dimensional, P∗(x, y) is only
two-dimensional.

The density, or rather its inverse α ≡ 1/ρ, is calculated from the equation
of state (EOS), which in the ideal gas case is

α =
RT

σP∗ + PT
. (4.9)

This can easily be modified to more complex EOS, for example around the
transition between ideal gas and degenerate (electron) gas. As before, the
vertical component of the momentum equation is replaced by the equation of
hydrostatic equilibrium (4.8) which takes the form

g
∂z

∂σ
= −αP∗, (4.10)

which we integrate from the lower boundary upwards to give height z and
potential φ:

φ = gz = P∗

∫ 1

σ
αdσ′. (4.11)

In some sense the quantity P∗ can be considered a ‘pseudodensity’ as it takes
the role of density in the equations – the continuity equation is:

∂P∗

∂t
+ ∇σ · (P∗u) + P∗

∂σ̇

∂σ
= 0, (4.12)

where ∇σ represents the gradient at constant σ (unlike ∇h which is at constant
height). This equation has an obvious similarity to the familiar form ∂ρ/∂t+
∇ · (ρu) = 0. The equivalent of the vertical component of the velocity is
σ̇ ≡ Dσ/Dt. Note that P∗ is not a function of σ and so comes outside of the
derivative in the third term above. Given the boundary conditions that σ̇ = 0
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at both upper and lower boundaries, we can integrate equation (4.12) from
σ = 0 downwards to give

σ
∂P∗

∂t
+ I + P∗σ̇ = 0 where I ≡

∫ σ

0
∇σ ·(P∗u) dσ′, (4.13)

so that integrating to the lower boundary σ = 1 gives a predictive equation
for P∗:

∂P∗

∂t
= −Iσ=1. (4.14)

Substituting this back into equation (4.13) allows calculation of the vertical
velocity σ̇:

P∗σ̇ = σIσ=1 − I. (4.15)

Taking the Lagrangian derivative of the definition of σ (equation 4.7) and
multiplying by P∗ gives

P∗σ̇ =
DP

Dt
− σ

DP∗

Dt
, (4.16)

where the Lagrangian derivative is defined in the usual way

D

Dt
≡ ∂

∂t
+ u · ∇σ + σ̇

∂

∂σ
(4.17)

which we can also use to express the time derivative of P∗ as

DP∗

Dt
=
∂P∗

∂t
+ uσ=1 · ∇P∗. (4.18)

Substituting this, equations (4.14) and (4.15) into equation (4.16) gives us an
expression for DP/Dt:

DP

Dt
= σuσ=1 · ∇P∗ − I (4.19)

which we need to evaluate the time derivative of temperature from the ther-
modynamic equation

cP
DT

Dt
= α

DP

Dt
+Q, (4.20)

where Q, the rate of heating per unit mass, includes all heating, cooling and
conductive terms.

What remains now is the (horizontal part of the) momentum equation:

Du

Dt
= −∇σφ− σα∇P∗ − 2Ω × u + Fvisc. (4.21)

67



4 A numerical hydrostatic MHD scheme

It is not immediately obvious how best to go about adding magnetic fields
to this scheme, since calculating real-space gradients in the vertical direc-
tion necessitates first calculating the gradient ∂/∂σ and then multiplying by
∂σ/∂z = −g/αP∗, and also because the grid points themselves are moving in
the vertical direction.

The best way is to start by making a switch of the independent variable
from B = (Bx, By, Bz) to

B∗ ≡
(

Bx
∂z

∂σ
,By

∂z

∂σ
,Bz

)

, (4.22)

the equations can be significantly simplified, mainly since the time derivative
(∂z/∂t)σ is not required; what we do require is just the derivative ∂z/∂σ, which
we have already from equation (4.10). Further defining ∇

∗ = (∂/∂x, ∂/∂y,
∂/∂σ) and u∗ = (ux, uy, σ̇), we have

(

∂B∗

∂t

)

x,y,σ

= ∇
∗ × (u∗ × B∗ − E∗

visc). (4.23)

This system ensures conservation of flux. Details of the viscous part of the
electric field are given in Section 4.3.

The Lorentz force is calculated by first dividing the x and y components
of B∗ by ∂z/∂σ to find the actual magnetic field B, then finding the current
J from ∇×B in the usual way (where the vertical derivatives are of the form
(∂σ/∂z)∂/∂σ, and simply taking the cross-product of the current with the
magnetic field.

4.3 Numerical implementation

We now describe how the above equations are integrated numerically, describ-
ing the grid, timestepping and the diffusion scheme.

Numerical grid

The grid is staggered, which improves the conservation properties of the code
and is worth the modest extra computational expense; different variables are
defined in different positions in the grid boxes. The horizontal components of
the velocity are face-centred, defined half of one grid spacing from the centre
of each grid box (see Figure 4.2), whilst all other variables are defined either
in the centre of the grid box or vertically above/below it. Temperature and
any other thermodynamic variables such as Q, and potential φ are defined at
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4.3 Numerical implementation

the centre of each grid box3. P∗ is a function of x and y only and is defined in
the centre of the grid box, not displaced in the x or y directions. Bx, By and
Bz are face-centred, defined half of a grid spacing from the box centre in the
x, y and z directions respectively.

At various times while evaluating the time derivatives in the partial differ-
ential equations given above, it is necessary to find the spatial derivatives of
various quantities, to evaluate a quantity at a position other than that where
it is defined (e.g. half a grid spacing displaced in some direction) and to inte-
grate a quantity in the vertical direction. The derivatives, interpolations and
integrals are evaluated to fifth, sixth and fifth order respectively, meaning that
the values of the given quantity at six grid points are used to calculate the
required quantity/derivative/integral at each grid point (for details see Lele,
1992).

For instance, if a quantity f is defined displaced half a grid-spacing in the
x-direction from the centre of the grid box and its value is required at the
grid-box centre the value is calculated thus:

fi =
75

128
(fi+ 1

2
+ fi− 1

2
)

− 25

256
(fi+ 3

2
+ fi− 3

2
) +

3

256
(fi+ 5

2
+ fi− 5

2
), (4.24)

and if the spatial derivative with respect to x is required at the same location,
it is calculated thus:

∆x f ′i =
225

192
(fi+ 1

2
− fi− 1

2
)

− 25

384
(fi+ 3

2
− fi− 3

2
) +

3

640
(fi+ 5

2
− fi− 5

2
). (4.25)

Note that this method of calculating interpolations and derivatives is also used
in the ‘stagger code’ (Nordlund & Galsgaard, 1995; Gudiksen & Nordlund,
2005).

In addition to this, however, we need to integrate various quantities in
the vertical direction – for instance to integrate a body-centred quantity f
(ind ices 1/2, 3/2, etc.) from the upper boundary (where coordinate σ = 0)
downwards to an arbitrary position σ, and to return the result at face-centred
locations (indices 0, 1, 2 etc.) we first perform a first-order integration

I1st
i = I1st

i−1 + ∆σ fi− 1
2

(4.26)

3The staggering in the vertical is known as the Lorenz grid (Lorenz, 1960). The alter-
native is the Charney-Phillips grid (Charney & Phillips, 1953) where these quantities are
face-centred, displaced half a grid spacing in the vertical from grid-box centre.
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Bz, σ
.

Bz, 
.
σ = 0

Bz, 
.
σ = 0

T, Q, z, 
α, φ

T, Q, z, 
α, φ

T, Q, z, 
α, φ

Uy, By

Ux, Bx

0

N

1/2

i

N − 1/2

i + 1

i + 1/2

Figure 4.1: The grid, showing the positions within each grid box at which
the fundamental quantities are defined: T , centres of grid boxes, dark circle;
Ux, σ and y centred, x face centred, open circles; Uy, σ and x centred, y face
centred, open circles. P∗(x, y) is defined at the same x and y locations as
T ; any additional thermodynamic variables such as the heating rate Q, are
defined in the same locations as T . Bx is defined at the same positions as Ux;
By at the same as Uy. Bz and σ̇ are x and y centred, but face centred in the σ
direction. The arrows represent positive directions for all the respective vector
Kittie’s, but σ̇: it has the opposite sign. See text for definitions. Above and
below the central box, the upper and lower boundaries are also shown.

and then increase the order with the following operation to add parts onto
either end of the integration:

Ii = I1st
i + b(f− 1

2
− f 1

2
) + c(f− 3

2
− f 3

2
) + d(f− 5

2
− f 5

2
)

+b(fi+ 1
2
− fi− 1

2
) + c(fi+ 3

2
− fi− 3

2
) + d(fi+ 5

2
− fi− 5

2
) (4.27)

where b = 0.0543134∆σ, c = −0.00484768∆σ and d = 0.000379257∆σ.
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other variables

Figure 4.2: The so-called C-grid. Projection on the horizontal plane. Velocities
are face-centred (dark circles); the open circles in the centre of each grid box
represent all of the other non-magnetic variables. Note that this diagram gives
no information regarding the vertical positions.

In addition, a body-centred integrand must sometimes be integrated from
the upper boundary (σ = 0) to body-centred positions. As before, a first-order
result is obtained first:

I1st
i+ 1

2

= I1st
i− 1

2

+
∆σ

2
(fi− 1

2
+ fi+ 1

2
) (4.28)

and a higher order result for just the point half a grid-spacing from the upper
boundary:

I 1
2

= a1f 1
2

+ b1f 3
2

+ c1f 5
2

+a2f− 1
2

+ b2f− 3
2

+ c2f− 5
2
. (4.29)

where the coefficients have the values

a1 = 0.41410590∆σ a2 = 0.14283854∆σ

b1 = −0.036306424∆σ b2 = −0.028276910∆σ

c1 = 0.0041015625∆σ c2 = 0.0035373264∆σ
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These are used to produce the final result:

Ii+ 1
2

= I1st
i+ 1

2

+ I 1
2
− af 1

2

−b(f 3
2
− f− 1

2
) − c(f 5

2
− f− 3

2
)

+b(fi+ 3
2
− fi− 1

2
) + c(fi+ 5

2
− fi− 3

2
) (4.30)

with a = (1/2)∆σ, b = −(41/720)∆σ and c = (11/1440)∆σ. In other situ-
ations, it is convenient to perform this integration in the other direction, in
which case the equivalent can be done, running the loops in the opposite order.

It can be seen above that for interpolations, derivatives and integrations,
the values of quantities are required beyond the boundaries of the computa-
tional domain; this is described below in Section 4.3.

Boundaries

In the horizontal directions, the simplest boundaries to implement are obvi-
ously periodic boundaries, but there is the possibility of switching one of the
two directions to some other boundary condition. Another possibility is to
have ‘mirror’ conditions in one direction, in order to avoid modelling the same
thing twice in symmetric configurations. These conditions are symmetric in T
and other scalars, and antisymmetric in the perpendicular component of the
velocity.

In the vertical direction, periodic boundaries are impossible, so symmetric
conditions are used in T (and other thermodynamic variables) and the parallel
components of velocity. These represent all of the independent variables, as
the vertical component of velocity is a derived quantity. The zero condition
(and antisymmetry) for the vertical velocity ensures that no mass can flow
across the vertical boundaries.

As for the magnetic field, mathematically our boundaries are no different
from the “pseudo-vacuum” boundaries used by many other researchers, the
difference is just we evolve B∗ using ∇

∗ and u∗ which have different meanings
(see equation 4.22), but the time derivative is still calculated as the curl of
a vector. Our quantity ∇

∗.B∗ is therefore conserved just as well as ∇.B in
other codes, as are the fluxes.

Timestepping

The timestepping uses a third order low storage Runge Kutta scheme (Wil-
liamson, 1980), which in practice means that during each timestep the time
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derivatives on the left-hand sides of the partial differential equations are evalu-
ated three times, with three different values of the quantities on the right-hand
sides. If the quantities f , g, etc. are to be evolved in time from time t = t0,
at which the quantities have values f0, g0, etc., each time step consists of the
following steps (just including variable f for brevity):

• Calculates time derivatives f ′0 from f0

• Finds timestep ∆t according to various Courant conditions (see below)

• Evaluates new values f1

f1 = f0 + ∆t b1f
′
0

• Evaluates new time derivatives f ′1 from f1 and averages with previous
one

f ′1.5 = a2f
′
0 + f ′1

• Updates new values for second step

f2 = f1 + ∆t b2f
′
1.5

• Calculates time derivatives f ′2 from f2 and averages with previous ones

f ′2.5 = a3f
′
1.5 + f ′2

• Calculates final time step values f3

f3 = f2 + ∆t b3f
′
2.5

and so f3 is the value at the end of the timestep. The coefficients are a2 =
−0.641874, a3 = −1.31021, b1 = 0.46173, b2 = 0.924087 and b3 = 0.390614.
The advantage of this type of scheme is that the results from the previous
evaluations need not be stored in memory, therefore making the code less de-
manding in terms of memory usage and faster on systems with limited amount
of ram.

The time step is limited by the various Courant conditions given by the
different quantities that are evolved. First define

∆s ≡ min(∆x,∆y,∆σ/
√
νσ) (4.31)

A ≡ (6.2 × 3/2)
∆t

∆s2
(4.32)
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The coefficients in A come from the following: the 6.2 from the maximum value
of the second derivative with this sixth-order scheme, the 3 from the worst-
case 3-D chequered scenario, the 1/2 to normalise (since there is a factor 2 in
the diffusive term); see for instance Maron & Mac Low (2009) and references
therein.

Then, we have the following Courant parameters

Cu = max(cs + |u|)∆t

∆s
(4.33)

Cp = max

(∣

∣

∣

∣

1

T

∂T

∂t

∣

∣

∣

∣

)

∆t (4.34)

Cν = Amax[3max(ν),max(νs)] (4.35)

Cu is the limiting factor from velocities (both physical and sound velocity
cs), Cp the one from temperature changes, while Cν is the one from kinetic
diffusion (see sec. 4.3). Finally, the timestep is fixed according to

∆t =
C∆t∆t

max(Cu, Cν , Cp)
(4.36)

where C∆t is some numerical factor, which we generally set to 0.3.

Diffusion

In this section we describe how the scheme handles kinetic, thermal and mag-
netic diffusivities.

The code includes both pure physical diffusion as well as a ‘hyperdiffusive’
scheme, designed to damp structure close to the Nyquist spatial frequency
while preserving well-resolved structure on larger length scales. Often it is
possible, by assessment of their relative magnitudes (also treating the hori-
zontal and vertical directions separately) to switch off one or the other. The
kinetic, thermal and magnetic diffusivities ν, κ and η all have dimensions of
length squared over time.

It can be shown that with the physical ‘textbook’ diffusion equations, the
computational demands sometimes become prohibitively expensive. For in-
stance, using a kinetic diffusivity ν high enough to handle shocks would result
in unacceptable damping of low-amplitude sound waves unless one were able
to use an unrealistically high resolution. Moreover, in constructing the fluid
equations we made approximations based on the assumption that all relevant
length scales in the system were much larger than the mean-free-path of the
molecules, but the same fluid equations produce shocks which physically have
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a thickness comparable to the mean-free-path, i.e. the equations have pre-
dicted their own invalidity. To allow shock handling without prohibitively
high diffusivity in the entire volume, there is an additional viscosity in the
vicinity of shocks. The two viscosities are one based on the sound speed and
one on the divergence of the (horizontal) velocity – the latter is very negative
in a shock. They are:

ν = ν1(cs + |u|)max(∆x,∆y) (4.37)

νs = ν2 smooth[max(−∇ · u, 0)]max(∆x,∆y)2 (4.38)

where smooth is a linear average defined over a cube of 3x3x3 points centred
on the current one and max is defined over a cube of 5x5x5 points. Both
coefficients ν1 and ν2 are dimensionless, but ν2 is generally much larger in
value; despite that, the second term above is negligible except in shocks.

In addition to such a method of shock handling, many general-purpose
codes use some kind of artificial diffusion scheme which can handle disconti-
nuities and damp unwanted ‘zig-zags’. Here, we use a ‘hyper-diffusive’ scheme,
based on that of Nordlund & Galsgaard (1995), where the diffusion coefficients
are scaled by the ratio of the third and first spatial derivatives of the quantity
in question, which has the effect of increasing the diffusivity seen by structures
on small scales where the third derivative is high, damping any badly resolved
structure near the Nyquist spatial frequency, while allowing a low effective
diffusivity on larger scales. The way this works in practice is via diffusive flux
operators:

f ′i = dfi +
max(|d3i+i|, |d3i|, |d3i−1|)
max(|dfi+i|, |dfi|, |dfi−1|)

(4.39)

where dfi = (fi+ 1
2
− fi− 1

2
)/∆x (4.40)

and d3i = dfi+1 − 2dfi + dfi−1. (4.41)

These flux operators replace the derivatives of quantities on which the diffusion
is operating, such as inside the brackets in equation (4.42) below. For some
kinds of diffusion we use these hyperdiffusive derivatives, and for other kinds
we use the standard derivatives to give a more physical result. In addition,
because of the very different length scales and grid spacings, diffusion in the
vertical and horizontal directions must often be treated differently.

Kinetic diffusion

Assuming that bulk viscosity is zero (a good approximation in monoatomic
gases), the result of viscosity is to add the following viscous force (per unit
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mass) to the momentum equation (4.2):

F visc
i =

1

ρ

∂

∂xj

[

ρν

(

∂ui

∂xj
+
∂uj

∂xi
− 2

3
δij∇ · u

)]

, (4.42)

using Einstein summation notation. Furthermore, in many applications it can
be shown that the divergence term is very much smaller than the other terms,
and we drop this term here, as it does not contribute in any case to numeri-
cal stability. Moreover, in many astrophysical applications including those for
which this code has so far been used, the kinetic diffusivity is much smaller
than the other two diffusivities and it is desirable to reduce the ‘effective’ vis-
cosity as much as possible whilst preserving the stability of the code. For this
reason, kinetic diffusion uses hyperdiffusive derivatives (described above) in-
side the brackets in equation (4.42); the derivative outside the square brackets
remains a standard high-order derivative to preserve momentum conservation.
However, the hyperdiffusive derivatives are used only with the standard viscos-
ity (equation 4.37) and the normal derivatives are used with the shock-viscosity
(equation 4.38).

The vertical and horizontal directions require different treatment. First,
note that the vertical component of the viscous force is ignored, as we are not
considering the vertical part of the momentum equation. Second, all terms
in equation (4.42) which contain the vertical velocity are dropped. Third, all
derivatives with respect to the vertical coordinate must be scaled by a factor
∆σ/∆x or ∆σ/∆y. The viscous force (per unit mass) is:

F visc
x =

1

P∗

{

∂

∂x

[

P∗ν
∂∗ux

∂x
+ P∗νs

∂ux

∂x

]

+
∂

∂y

[

P∗ν

2

(

∂∗ux

∂y
+
∂∗uy

∂x

)

+
P∗νs

2

(

∂ux

∂y
+
∂uy

∂x

)]

+
∂

∂σ

[

P∗ννσ

2

∂∗ux

∂σ
+
P∗νsνσ

2

∂ux

∂σ

]}

(4.43)

F visc
y =

1

P∗

{

∂

∂y

[

P∗ν
∂∗uy

∂y
+ P∗νs

∂uy

∂y

]

+
∂

∂x

[

P∗ν

2

(

∂∗uy

∂x
+
∂∗ux

∂y

)

+
P∗νs

2

(

∂uy

∂x
+
∂ux

∂y

)]

+
∂

∂σ

[

P∗ννσ

2

∂∗uy

∂σ
+
P∗νsνσ

2

∂uy

∂σ

]}

(4.44)

where the asterisks with the derivative signify a hyperdiffusive differentiation
as detailed above, and where νσ is equal to ∆σ2/min(∆x,∆y)2. These values
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of νσ ensure not only that the units of the different terms are the same, but
also that a given zig-zag structure is damped on the same number of timesteps,
independently of the grid spacing in the three directions. Finally, note the role
of P∗, the pseudo-density4 – its presence in this way in the equations ensures
conservation of momentum.

In addition to the viscous stress, viscosity heats the fluid. The magnitude
of this heating (per unit mass) is

Qvisc =
1

P∗
Sij

∂ui

∂xj
(4.45)

where Sij is the viscous stress tensor, i.e. the contents of the square brackets
in equations (4.43) to (4.44). The index i is equal to x and y, but the index
j is x, y and σ. Units are taken care of by the presence of νσ inside the Sxσ

and Syσ parts of the stress tensor.

Thermal diffusion

The code includes two kinds of thermal diffusion: hyperdiffusive (similar to
the momentum diffusion), and ‘physical’, both of which are simply added to
the heating per unit mass Q. The hyperdiffusive thermal diffusion is

Qtherm =
1

P∗
∇ · [P∗cp(κ∇∗T + κs∇

∗T )] (4.46)

where the asterisk signifies a hyperdiffusive derivative as described above. The
vertical derivatives are scaled with ∆σ2/∆x2 as before. The diffusivities κ and
κs are calculated simply by multiplying ν and νs by a number, normally unity.

It is sometimes desirable to have a larger thermal diffusion to model an
actual physical process. To this end, the code also includes a physical thermal
diffusion, which is simply the same as equation (4.46) but with standard spatial
derivatives. In the vertical direction, derivatives with respect to σ are scaled
with ∂σ/∂z. In principle, there are also cross-terms originating from the fact
that surfaces of constant σ are not horizontal. Generally though, these terms
are tiny and can be dropped. Also, the difference of length scales in the
horizontal and vertical often means that the physical thermal diffusion in
the horizontal direction is too small to provide numerical stability, and so
a hyperdiffusive horizontal diffusion is required; likewise, in many applications
the physical diffusion in the vertical direction is much larger than the minimum
required for stability and the vertical hyperdiffusion can be switched off.

4The right term should be P∗/g, but g, being a constant, simplifies out of the equations.
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Magnetic diffusion

Finite conductivity gives rise to an extra electric field in the induction equation
(4.5) since in a medium with finite conductivity, an electric field in the co-
moving frame is required to drive a current according to Ohm’s law J = σE

where here σ is the electrical conductivity. Remembering that J = (c/4π)∇×
B and that the magnetic diffusivity is defined as η ≡ c2/(4πσ), this extra field
is

Evisc =
η

c
∇ × B. (4.47)

The code contains a hyperdiffusive scheme rather like that described above
for momentum diffusion. The electric current is calculated with the standard
derivatives but the diffusivity η is scaled. The expression for the electric field
is

Evisc =
4π

c2
{ηh(J) + ηsJ} (4.48)

where the hyperdiffusive operator h is

hx =
Jx

|Jx|

(

∆y2

∣

∣

∣

∣

∂2Jx

∂y2

∣

∣

∣

∣

+ ∆σ2

∣

∣

∣

∣

∂2Jx

∂σ2

∣

∣

∣

∣

)

(4.49)

with corresponding values for the y and z components.
The value of η is given by multiplying ν by some number, normally unity.

We determine ηs by a similar method to that used in determining νs, with the
difference that we use the divergence not of the velocity field u but of the part
of the velocity field perpendicular to the magnetic field, u⊥.

The energy consequently lost from the electromagnetic field appears as
heat, the so-called Joule heating given by (per unit mass)

QJoule =
1

ρ
J · Evisc. (4.50)

Diffusion of other variables

In addition to horizontal velocity, temperature and magnetic field, it is often
necessary in the σ-coordinate scheme to apply a hyperdiffusive scheme to the
other main variable, P∗. This works in exactly the same way as for the other
variables, except that being two-dimensional it is somewhat simpler. The
diffusivities ν and νs are first averaged over σ and multiplied by some number,
normally unity, then a term is added to the partial differential equation (4.14):

∂P∗

∂t
= ....... + ∇ · (ν̄∇∗P∗ + ν̄s∇P∗) , (4.51)
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where the gradients are two-dimensional. This diffusion helps to damp un-
wanted zig-zag behaviour where it occurs.

Any additional variables must generally also have some added diffusion:
this works in exactly the same way as the hyperdiffusion on other variables.
Normally the diffusivity can be lower, though, if the variable is a passive tracer
with no feedback on other variables.

Parallelisation and horizontal coordinates

The code has been parallelised using OpenMP, which can be used on a shared-
memory machine. Parallelisation for a distributed memory machine using MPI
is planned in the medium term.

Also planned for the medium term is an extension to spherical coordinates,
with a view to modelling oceans and atmospheres on stars and planets.

4.4 Test cases

In this section we describe the numerical tests used to validate the code. We
simulate the development of a shock from a wave, the Rossby adjustment
problem and the Kelvin-Helmholtz and inverse entropy gradient instabilities.
We also test the propagation of Alfvén waves and the Tayler instability for
the magnetic field.

All simulations have periodic horizontal boundary conditions. We assign
the pressure via PT, which is constant at all times, and P∗ (see equations
4.7 and 4.14). We also assign the temperature and the initial velocity fields.
When initial prescriptions are better expressed in terms of density, we assign
temperature such that the right density is regained (see equation 4.9).

One point has to be noted about the vertical coordinate in the figures.
Given that we use the σ-coordinate system, neither physical height nor gravity
enters the equations (see equations 4.11 and 4.21); only the product of the two
is present. What is really relevant is the ratio between the scale height and the
physical height of the model. What this means is that gravity g is essentially
a free scaling factor which allows us to translate our simulations to different
physical settings and the choices of gravity made here are arbitrary. However,
when magnetic fields are added physical height becomes meaningful in its own
right.
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Figure 4.3: Top: Initial snapshot of the wave simulation 200x200 (Section
4.4). Units of the velocity color scale in cm s−1. Bottom: Snapshot at t =
2.44 × 10−3 s, first crossing time. Units of the velocity color scale in cm s−1.
Superimposed is the initial height profile. The configuration is symmetrical
with respect to the initial one.

Wave developing into a shock

As a first test we start with a wave developing into a shock. These runs
were performed in 2D, x and σ. The experiment is set-up with a uniform
temperature RT = 106 erg g−1 and a perturbation in pressure (i.e. in P∗)
such that the resulting perturbation in the height is sinusoidal

δH/H0 = 0.1 cos(2πx/λ) (4.52)

where we used λ equal to the extent of the domain (1 cm).
The three resolutions used to check convergence were 50x50, 100x100 and

200x200 (Figure 4.3). The wave develops into a shock after ∼ 5 crossing times
in all three simulations. We further use this set-up to check if the shock jump
conditions are met (see below) and to do this we also run a new simulation
of a strong shock at resolution 200x200 increasing the height perturbation
amplitude to 0.7 times the background value (Figure 4.4).

Conserved quantities

At this stage it is useful to check the conservation properties of the numerical
scheme, in terms of mass, momentum and energy.
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4.4 Test cases

Figure 4.4: The wave simulation 200x200, case of the strong shock (Section
4.4). Units of the velocity color scale in cm s−1. The three frames are a
time sequence at t = 0, 3.56 × 10−3 and 4.34 × 10−3 s. Superimposed on the
latter two frames is the initial height profile. The shock develops and is then
reflected off the boundary.

Figure 4.5: Relative variation of E for the wave simulation at resolution
200x200 (Section 4.4).
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We calculate the integrals as (remember that P∗/g is “equivalent” to ρ):

Mtot =

∫

P∗

g
dx dy dσ =

1

g

∫

P∗ dx dy (4.53)

px/y,tot =

∫

ux/y
P∗

g
dx dy dσ (4.54)

E =

∫

(

u2
x + u2

y

2
+ cPT

)

P∗

g
dx dy dσ (4.55)

In the last equation (see Kasahara, 1974, equation 5.18) (u2
x+u2

y)/2 represents
the kinetic energy and cPT is the specific enthalpy. Note that there is no term
for the gravitational potential energy – that is because as a whole, that energy
is built into the enthalpy cPT . To see this, imagine ‘inflating’ the ocean from
(close to) absolute zero whilst retaining the vertical ordering of each fluid
element; for each fluid element one needs just the eventual internal energy
and the P dV work which is used in pushing the overlying fluid upwards, and
the sum of these two is simply the enthalpy; the pressure of each fluid element
remains constant during this process.

We do not plot Mtot conservation, because it is conserved to machine
accuracy in all simulations. Figure 4.5 shows the evolution in time of (E −
E0)/E0 for the three resolution simulations, where E0 is the initial energy.
Energy is conserved to about one part in 105. In these wave simulations the
conservation of energy is essentially independent of resolution. Momentum
conservation is looked at in Section 4.4, since here the total momentum is zero
and a fractional conservation is tricky.

Wave speed

We now study the velocity of the wave: considering only half the domain,
since the horizontal velocity field ux is zero at the boundaries, before the
nonlinear effects become important and the shock develops, we may regard
it as a standing wave of n=1 (the fundamental). The velocity of the wave
propagation in the medium is (see Pain, 2005)

cw = ωL/π (4.56)

where L is the extent of the domain (0.5 cm) and ω the wave frequency
(2π/∆T , ∆T its period).

The initial condition for the velocity is to be zero everywhere, we therefore
choose an arbitrary position in space (x = 0.01 cm) and measure the time it
takes for ux to reach its minimum before rising again. This corresponds to
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Figure 4.6: Snapshot of the Rossby adjustment simulation 200x200 (Section
4.4) at times t = 0 and 1.52 × 10−3 s. Units of the velocity color scale in cm
s−1. The transient waves are visible.

∆T/4. We then compute the value of cw. We limit ourselves to this early
stages only to avoid nonlinear effects. The values we measure are 200.774 cm
s−1 for the 50x50 simulation, 200.793 cm s−1 for the 100x100 simulation and
200.797 cm s−1 for the 200x200 one. These are very close to the expected
value for a gravity wave with speed given by

√
gH = 200 cm s−1 in shallow

water approximation, although of course we are not modelling shallow water
here but shallow compressible gas. However at this modest amplitude the
compressibility has only a small effect. In the case of the strong shock we
find 192.197 cm s−1, which is less accurate, but the perturbation is higher and
the shock sets in at the first crossing, therefore the linear approximation is
definitely not valid.

Rossby adjustment problem

We also simulate the Rossby adjustment problem. This is a 2D problem (one
vertical and one horizontal dimension) similar to the dam break, with the
addition of the effects of the rotation of the reference frame. The fluid is
assumed to be confined and at rest, until at t = 0 s it is let free to move. The
initial conditions correspond to a central “bump” in the fluid which will try to
spill laterally under the action of pressure/gravity. Coriolis force will oppose
this motion and the fluid should adjust to an equilibrium configuration with
a sloping interface that extends for ∼ 6RR in the horizontal (x) direction; RR

is the Rossby radius defined as (see Pedlosky, 1987):

RR =

√
gH

4Ω
(4.57)
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Figure 4.7: Left panel: comparison of numerical results (for the Rossby ad-
justment simulation (Section 4.4) at resolutions 50x50 dashed line, 100x100
dotted line, and 200x200 solid line) with theoretical prediction (equation 4.59,
dot dashed line) for the height profile. The abscissas are rescaled with respect
to the RR and are centred on x0, see equation 4.58, where the initial configu-
ration height was H0. Right panel: For the same simulations, a comparison of
numerical results (dashed, dotted and solid lines) with theoretical prediction
(equation 4.60, dot dashed line) for the uy profile.

where Ω is the angular velocity of the reference frame; note that below we use
the Coriolis parameter f = 2Ω.

The set-up for these simulations is: g = 103 cm s−2, PT = 104 erg cm−3,
P∗ = (e− 1)PT and RTmax = 2× 106 erg g−1. We add an initial perturbation
of the fluid temperature as

δT/Tmax =
(2η/Hmax − 1) exp [(x− x0)/δx]

1 + exp [(x− x0)/δx]
(4.58)

This perturbation goes from 0 to 2η/Hmax − 1 over an interval δx, being
η/Hmax − 0.5 at x0. x0 is chosen to be at 75 per cent of the domain, δx is
0.2 per cent of it and 2η/Hmax = 0.5. We measure the average height H0 at
x0. With these choices Hmax = 4 × 103 cm, H0 = 3 × 103 cm and η = 103

cm. Again, we simulate only half of the domain (480 km, 240 km) to save
computational time and then mirror the results and we try three resolutions
of 50x50, 100x100 and 200x200 at f = 10−3 s−1 (Figure 4.6).

Adjustment

Our simulations never reached the steady state, which was to be expected
given the reflecting boundary conditions and the fact that the time to relax
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can be extremely long (see Kuo & Polvani, 1997). In order to have a measure
of the asymptotic configuration we average the profile of the simulations after
t = 5×103 s when only steady gravity waves are left. The theoretical prediction
for the asymptotic shape of the profile in shallow water approximation should
be (see Kuo & Polvani, 1997; Boss & Thompson, 1995):

h =







H1 −
√

H1

g A exp [ (x− xa)/R1] x ≤ xa

H2 −
√

H2

g A exp [−(x− xa)/R2] x ≥ xa

(4.59)

uy =

{

A exp [ (x− xa)/R1] x ≤ xa

A exp [−(x− xa)/R2] x ≥ xa
(4.60)

ux =0 (4.61)

but note of course that this is not completely applicable here as our gas is
compressible. H1 = H0 + η and H2 = H0 − η are the maximal and minimal
initial heights, R1 =

√
gH1/f , R2 =

√
gH2/f , the Rossby radii of the two

heights, and xa = R1 −R2, A = fxa.
As it can be seen from Figure 4.7, the approximation of the theoretical

results improves quite well with the resolution. This is to be expected, since
the relevant length scale RR corresponds to only ∼ 1.8 grid cells in the 50x50
simulation, while it improves to ∼ 3.6 in the 100x100 one and to 7.2 in the
200x200 one. We measure the root mean square difference5 between the the-
oretical prediction for the profile and the numerical results: it is 1.20 × 10−1,
3.92 × 10−2, and 2.22 × 10−2: definitely improving. Also the approximation
of the value of xa increases: relative accuracy is 63.88 per cent (50x50), 60.30
per cent (100x100), and 53.50 per cent (200x200). Figure 4.7 (right-hand
side) confirms this trend: the root mean square difference between the theo-
retical prediction equation 4.60 for Uy and the numerical results is 6.42×10−2,
3.68× 10−2, and 1.99× 10−2. Note that due to the diffusive high-order nature
of the code, we cannot reproduce the sharp peak in the theoretical predic-
tion and this explains the higher discrepancies. Anyway, the approximation of
the maximum value improves steadily: relative accuracies are 58.48 per cent
(50x50), 39.02 per cent (100x100) and 17.78 per cent (200x200).

A Fourier analysis of the height of the surface of the gas shows the presence
of strong oscillations in addition to red noise at low frequencies. The peaks
start above f/2π, indicated as vertical line in Figure 4.8, which is in good
agreement with the theoretical dispersion relation for the waves: (see Pedlosky,

5We do not use the relative difference to avoid divergences when the theoretical value is
0.
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Figure 4.8: Time Fourier analysis of the height at a fixed horizontal posi-
tion (x=2.1 × 107 cm) for the Rossby adjustment simulation f = 10−3 Hz
at resolution 200x200 (Section 4.4). The vertical line indicates the frequency
corresponding to f/2π.

Figure 4.9: Time evolution of the height profile for the Rossby adjustment
simulation with f = 5 × 10−4 Hz at resolution 200x200 (Section 4.4).

1987):

ν =

√

(

f

2π

)2

+
gH

λ2
(4.62)

where λ is the wavelength of the wave.
Finally, as an example, Figure 4.9 shows the time evolution of the height

profile for the simulation at resolution 200x200.
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Figure 4.10: A simulation of the Kelvin-Helmholtz instability in a square box
with resolution 200x200x16 (Section 4.4). In the initial conditions there are
perturbations at five different wavelengths: λ = 1/1, 1/2, 1/3, 1/4, 1/5 cm.
Top-left: Initial conditions, uy. The other three frames are at t = 8.86× 10−4

s: top-right: passive tracer used to follow the locations of the two fluids,
bottom-left: uy, and bottom-right: ux. (Note that these snapshots are taken
at a later time than the maximum time of Figure 4.12)

Kelvin-Helmholtz instability

This is a shear instability where two fluids are moving parallel to each other
with different velocities. We ran a simulation at resolution 200x200x16 with a
central section (accounting for one third of the volume) moving with a velocity
uy = 5 × 103 cm s−1 and the remaining two-thirds of the domain moving
with equal and opposite velocity. Initially, the temperature and P∗ are both
constants (sound speed cs ∼ 104 cm s−1), and P∗ is equal to PT, so that a
little under one scale height is modelled. We follow the locations of the two
fluids with the aid of a passive tracer variable. Finally, to get the instability
started we give the fluid an initial kick, giving the x-component of the velocity
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Figure 4.11: Relative variation of py for the Kelvin-Helmholtz instability sim-
ulation at resolution 200x200x16 (Section 4.4).

with perturbations of the form ux = 50 cos(2πy/λ) cm s−1. In the following
example, five wavelengths are perturbed at once, the largest five wavelengths
fitting into the domain. The output of these simulations is plotted in Figure
4.10.

In this simulation, mass is conserved to machine precision as usual, as in
the simulation mentioned previously. As for momentum conservation, which
was not tested previously, the fractional change in total momentum in the
y-direction is plotted in Figure 4.11. It is conserved here to within about one
part in 106.

We now measure the growth rate of the instability taking the Fourier trans-
form of ux in the y direction along the line x = 1.7 × 10−1 cm (i.e. at the
initial position of the interface between the two flows). The initial perturbation
should grow at a rate exp (ωt).

Under the assumptions of no stratification and incompressibility ω is given
by (see Choudhuri, 1998):

ω =
2π

λ

√

ρ1ρ2

(

Uy,2 − Uy,1

ρ1 + ρ2

)2

(4.63)

Although these assumptions are not trickily true for our simulations, still they
are good approximations and indeed looking at the amplitudes of the five
perturbed modes, we see that (as is already obvious from Figure 4.10) the
shortest wavelength grows the fastest, as predicted – see Figure 4.12.
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Figure 4.12: Time evolution for the powers of λ = 1/1 . . . 5 cm−1 for the
Kelvin-Helmholtz instability simulation at resolution 200x200x16 (Section 4.4)
with seeds at different λs (1. solid, 1/2 dotted, 1/3 dashed, 1/4 dash dotted
and 1/5 dash dot dotted). The smallest λ (1/5) is the first to grow. (Note
that the snapshots of Figure 4.10 are taken at a later time)

Inverse entropy gradient instability

A common case in astrophysics is when thermal conduction is not enough
to bring heat from a lower layer to an upper one. This situation leads to
an inverse gradient of entropy and consequently to convection. This kind
of instability can be thought of as a generalization of the standard text book
Rayleigh-Taylor instability and the driving force is still basically buoyancy, the
main difference being the compressibility of the gas. The criterion for stability
in case of adiabatic motion of the fluid elements is known as Schwarzschild
criterion (see Clayton, 1984):

ds/dz ≥ 0 (4.64)

where s is the specific entropy and z the height. In the σ-coordinate system
this translates in to

ds/dσ ≤ 0 (4.65)

In the case of an ideal gas we have

s ∝ ln

(

P

ργ

)

(4.66)

where γ = cP/cV, which can also be rewritten, with the use of equation 4.6,
as:

T ∝ P 1−1/γes/γ (4.67)
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Figure 4.13: Snapshots of the entropy field at t = 0, 9.49, 22.6 s for the inverse
entropy gradient simulation 200x800 (Section 4.4). Note that entropy is not
fully conserved, due to mixing.

For our simulation, we set

RT

1 erg g−1
=

(

P

1 erg cm−3

)1−1/γ

e0.003σ (4.68)

which ensures a gradient for entropy of ds/dσ = 0.003γ > 0 in violation of
condition (4.65). PT = 1 erg cm−3 and P⋆ = (e− 1)PT, so that we simulate 1
scale height. The average sound speed is ∼ 1.5 cm s−1. To start the instability
we perturb the initial velocity field as:

ux = 1 × 10−6
12
∑

i=1

sin

(

2π

λi
x+ ϕi

)

cm s−1 (4.69)

where λi = 1/i cm and ϕi is a set of random phases. The domain extent is 1
cm.
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Figure 4.14: Time evolution for the powers of λ = 1/9..12 cm−1 (solid, dotted,
dot dashed, dot dot dot dashed) for the linear regime of the inverse entropy
gradient simulation 200x800 (Section 4.4). The growth rate is proportional to
the wavenumber 1/λ.

In order to make sure that the motion of fluid elements is as adiabatic as
possible we include just the hyperdiffusive thermal conduction (see sec. 4.3).
This test is run in 2D with a resolution of 200x800 and Figure 4.13 shows the
initial conditions and the evolution of the entropy profile: after ∼ 20 s the
profile has completely overturned.

The growth rate of the instabilities in the linear regime is of order

ω ∝
√

gHp (∇ad −∇)

λ
(4.70)

where ω and λ have the same meaning as in Section 4.4, g is the gravitational
acceleration, Hp is the scale height. ∇ = d log(T )/d log(P ) and ∇ad is the
derivative in the adiabatic case (for a perfect gas ∇ad = 0.4). Therefore,
smaller wavelengths should develope first. This is indeed the case and in
Figure 4.14 we show the time evolution of the fourier powers and logarithms
of the powers while the simulation is still in the linear regime. The growth
rate (the slope of the log plots) is proportional to the wavenumber 1/λ.

Magnetic field tests

In this section the implementation of magnetic fields is tested, by propagating
Alfvén waves and by modelling the Tayler instability in a toroidal field.
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Figure 4.15: Simulation of the propagation of a plane Alfvén wave in the
vertical direction (Section 4.4) – a time sequence of B∗

x (left) and ux (right).
The first six points in time (solid, dotted, dashed, dot-dashed, dot-dot-dot-
dashed, long-dashed) near the bottom of the plot are at times t = 0, 46, 93,
139, 186 and 232 s. The next two – the solid lines half way up, are at times
t = 487 and 835 s. The final six (with the same line-styles as the first six) are
at times t = 1171, 1218, 1264, 1310, 1357 and 1403 s. Note how the amplitude
of the wave increases as lower density is reached, as viewed in B∗

x.

Figure 4.16: Simulation of the propagation of a plane Alfvén wave in the
vertical direction (Section 4.4) – the position (in terms of coordinate σ) of the
peak of the wave, as it propagates back and forth between top and bottom.
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Figure 4.17: Simulation of the propagation of a plane Alfvén wave in the
vertical direction (Section 4.4) – the speed of propagation of the wave (solid
line) compared to the theoretical prediction (dashed line). The two agree very
closely, except when the wave bounces off the boundaries at t ∼ 1300 s, when
it is impossible to measure the propagation speed properly.

Figure 4.18: Simulation of the propagation of a plane Alfvén wave in the
vertical direction (Section 4.4) – the amplitude of the wave (as measured by
peak ux) against time, showing a gradual decay. This decay is reduced at
higher resolution and/or smaller diffusion coefficients.
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Alfvén waves

We test here the propagation of a plane Alfvén wave in the vertical direction.
The initial magnetic field is simply a uniform field Bz = B0, and it is set in
motion with an initial velocity field ux = u0 max(0, (σ−σ0)/(1−σ0)), which is
just a ‘hockey-stick’ shape with non-zero value at σ between σ0 and 1. We set
σ0 = 0.92, so we have a kick at the bottom of the domain. Periodic boundaries
are used in the two horizontal directions; in the vertical, we use antisymmetric
conditions for B‖ and symmetric for B⊥, which, as we said, are similar to the
“pseudo-vacuum” boundaries. The computational domain has a height equal
to one scale-height, and the temperature is uniform. As can be seen in Figures
4.15 to 4.18, the wave propagates upwards, growing in amplitude as it does so
in response to the lower density higher up, reflects from the upper boundary
and propagates back downwards. We follow the propagation through a number
of journeys between top and bottom, finding that the wave is damped only
rather slowly. The speed of propagation of the wave is compared to the local
Alfvén speed (Choudhuri, 1998) vA = B0/

√
4πρ in Figure 4.17, where we can

see that the agreement is close. The vertical flux is conserved perfectly in this
simple setup.

Tayler instability

This is an instability of a toroidal magnetic field (Tayler, 1957, 1973). The
free energy source is the field itself and the energy is released by an inter-
change of fluid with weaker toroidal magnetic field Bφ with fluid containing
stronger toroidal field at greater cylindrical radius ̟. In a field given in the
usual cylindrical coordinate notation by Bφ = B0̟/̟0 we expect the m = 1
azimuthal mode to be unstable and the growth rate to be roughly equal to the
Alfvén frequency given by ωA ≡ vA/̟ = B0/(̟0

√
4πρ). The instability can

be modelled in a square computational box containing a magnetic field of the
form Bφ = B0(̟/̟0)/{1 + exp[(̟ − ̟0)/∆̟]}, the latter function simply
being a smooth taper so that the field goes towards zero at the edge of the
box. We use the same boundary conditions as in the previous case.

The horizontal size of the box is 4x4 cm2 and we set ̟0 = 4/3 cm, ∆̟ =
0.12 cm, B0 = 0.1 G, the temperature at the beginning is uniform and of
value RT = 1 erg g−1 and we set g = 1 cm s−2, so that the scale height
Hp = 1 cm. The vertical extent of the model is 0.01Hp, which means that
all vertical wavelengths are expected to be unstable – a strong stratification
stabilizes the longer wavelengths. A resolution 72x72x72 is used. The code
successfully reproduces the instability at all expected wavelengths, and the
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Figure 4.19: Simulation of the Tayler instability (Section 4.4). The lines show
the positions of co-moving fluid surfaces as they intersect the y = 0 cm plane at
five different times: ωAt=0, 1.55, 2.10, 2.63 and 3.20, represented respectively
by the solid, dotted, dashed, dot-dashed and dot-dot-dot-dashed lines. The
horizontal extent of the computational domain in both x and y is from −2 to
+2 cm; only the central part of the y = 0 cm plane is plotted here as nothing
is happening towards the edges of the box.

growth rate measured corresponds to that expected (Figure 4.19). Finally,
the r.m.s. value of ∇

∗.B∗ (see equation 4.22) is at most 2× 10−5 of the r.m.s.
of Bz or of the r.m.s. of Bxdz/dx, confirming again the good conservation of
∇

∗.B∗.

4.5 Summary

We have described a numerical magnetohydrodynamic scheme designed to
model phenomena in gravitationally stratified fluids. This scheme uses the σ-
coordinate system, a system which basically employs pressure as the vertical
coordinate. In order to do this the code assumes hydrostatic equilibrium
in the vertical direction. Our code is tailored for problems that fulfil the
following conditions. Firstly, the fluid under consideration should have strong
gravitational stratification, with much greater length scales in the horizontal
than in the vertical direction (perhaps greater than the scale height Hp).
Secondly, the timescales of interest should be longer than the vertical acoustic
timescale (Hp/cs). Finally, in the magnetic case, a high plasma-β is required
so that Alfvén-wave propagation in the vertical direction does not limit the
timestep.

The code has been successfully validated. It is capable of reproducing very
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different phenomena like the Kelvin-Helmholtz and the inverse entropy gradi-
ent instabilities, waves and shocks, the Rossby adjustment problem as well as
the propagation of Alfvén waves and the Tayler instability. The code converges
well to the analytic solutions and conserves mass, energy and momentum very
accurately.

This demonstrates our numerical scheme to be both highly flexible and the
natural choice for many astrophysical contexts such as planetary atmospheres,
stellar radiative zones, as well as neutron star atmospheres. We have already
used it to investigate flame propagation in Type-I X-ray bursts on neutron
stars: results from this study will be presented elsewhere (Cavecchi et al. in
prep.).
Acknoledgements: The authors would like to thank Evghenii Gaburov, Yuri
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5
Flame Propagation on the Surfaces
of Rapidly Rotating Neutron Stars

during Type I X–ray Bursts

Yuri Cavecchi, Anna L. Watts, Jonathan Braithwaite, Yuri Levin

To be submitted to Monthly Notices of the Royal Astronomical Society

Abstract: We present hydrodynamic simulations of a deflagration flame in a
thin helium ocean on the surface of an accreting and rapidly rotating neutron
star. The flame moves horizontally with velocities of order 105 cm s−1, cross-
ing the ocean in few seconds, which is broadly consistent with the rise times
of Type 1 X–ray bursts. The heat is transported from the burning to the un-
burnt fuel by a combination of top-to-bottom conduction and mixing driven
by a baroclinic instability. The speed of the flame propagation is therefore
a sensitive function of the ocean conductivity and spin, and we explore this
dependence for an astrophysically relevant range of both parameters.
Our simulations assume a plane–parallel geometry and use a new hydrody-
namics solver developed by Braithwaite & Cavecchi. We resolve the vertical
z direction and the horizontal x one, while assuming that the dynamical vari-
ables are invariant with respect to the y coordinate. The disparity between
the horizontal and vertical length scales is dealt with by introducing grid cells
that are strongly elongated in the horizontal direction. Critically, we adopt
σ–pressure coordinates to filter out the irrelevant sound waves in the vertical
direction that would otherwise impractically limit our time steps.
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5 Flame Propagation during Type I X–ray Bursts

5.1 Introduction

Type I bursts are tremendous thermonuclear explosions on the surface of ac-
creting neutron stars (NSs), with luminosities that can easily reach the Ed-
dington limit. They are characterized by a fast increase in the X-ray lu-
minosity, known as the rise, that lasts from less than few seconds up to
ten seconds, and by an exponential, slow decay, the tail, that lasts from
tens of seconds to few minutes (for a detailed observational review, see Gal-
loway et al., 2008). There are more than ninety known X-ray sources that
have shown Type I bursts (for an up-to-date list see In’t Zand web page
http://www.sron.nl/∼jeanz/bursterlist.html). All of these sources are low
mass X-ray binaries, where the NS is accreting matter from the outer lay-
ers of the companion.

A comparison between the accretion luminosity and the time averaged
luminosity due to the burst indicates that, while the accretion luminosity
source is mainly gravitational energy converted into heat, the extra luminosity
comes from nuclear reactions within the accreted fluid (Lewin et al., 1993,
and references therein). Type I burst spectra are very well fit by a black body
(Swank et al., 1977; Hoffman et al., 1977), which again is a clue pointing to the
thermonuclear origin. Moreover, the time evolution of the spectrum indicates
an initial increase of the emitting area and subsequent slow cooling of the
whole surface (Lewin et al., 1993; Strohmayer et al., 1997). Putting all these
facts together has lead to the following broad picture.

First, the matter of the companion is accreted onto the NS surface and
then starts spreading around. Whether the accreted fluid can spread freely
or is confined to part of the NS surface probably depends on whether the
accretion takes place via a boundary layer (the disc directly ‘touching’ the NS,
Inogamov & Sunyaev, 2010) or via magnetic channelling and, subsequently,
on the strength of the magnetic field itself (Brown & Bildsten, 1998). The
majority of bursters do not show persistent pulsations, while those that do
feature very weak magnetic fields. It is therefore reasonable to assume that
the accreted material spreads over all of the NS surface, forming a thin highly
combustible ocean consisting of mostly light elements.

As new fluid is piling up, the deeper layers are compressed until eventu-
ally the temperature and density are high enough to trigger nuclear reactions,
mainly of H or He or both. Depending on the accretion rate and the compo-
sition of the fluid, the burning can be stable or unstable (see Fujimoto et al.,
1981): in the latter case Type I bursts occur. It seams unlikely that the whole
star ignites at the very same moment (Shara, 1982); instead it is more likely
that the ocean ignites locally and that the resulting flame propagates laterally
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and engulfs the whole (or a substantial fraction) of the NS surface. It is the
physics of the lateral propagation of the thermonuclear flame that is the focus
of our study.

During the rise, the X-ray luminosity increases, until the peak (which may
be a plateau lasting several seconds) is reached. After that, the energy pro-
duction decreases and the burst dies out. Some open questions are: what
is the vertical structure of the burning atmosphere? And then, what is the
horizontal structure of the burning layer? What drives the propagation of the
flame? Do the adjacent fluid elements ignite because of heat conduction or
because unburnt fluid is compressed by the burning and consequently expand-
ing parts? Does turbulent mixing help the flame propagation, stirring hot,
burnt, matter into the cooler, unburnt, zones (discussions in Bildsten, 1995;
Spitkovsky et al., 2002)?

Another very intriguing open question involves oscillations that have been
detected during many bursts (burst oscillations, BOs). These are nearly-
periodic variations of the intensity of the lightcurve that are observed dur-
ing different parts of the bursts. They have been seen in bursts from both
persistent and intermittent accretion powered X-ray pulsars and from non
pulsating sources (see Watts, 2012, for a review). Most strikingly, when BOs
can be compared to accretion pulsations in pulsars, it can be seen that BO
frequencies are within a few hertz of the spin frequency of the NS.

When they discovered the first case of BOs, Strohmayer et al. (1996) noted
that BOs must be the result of some kind of asymmetry of the surface emis-
sion. As the star revolves, brighter and dimmer patches alternate through
the line of sight and cause the lightcurve to fluctuate. However what causes
such asymmetries is a mystery. Some sources show oscillations with constant
frequency throughout the entire duration of the bursts, while others have up-
wards drifting frequency during either rise or tail (Watts, 2012). What causes
this variety of behaviour is also unknown.

Strohmayer et al. (1996) suggested a hot-spot without proposing a con-
finement mechanism. For the slowly-spinning (11Hz) magnetic neutron star
in IGR J17480–2446, Cavecchi et al. (2011) showed that a magnetically con-
fined hot-spot is indeed the only plausible explanation. However in the major-
ity of sources with rapidly-spinning, non-magnetic neutron stars this is not a
likely explanation and other possibilities must be explored. Spitkovsky et al.
(2002, hereafter SLU) suggested that BOs in the rise might be produced by
burning hurricanes confined by the Coriolis force (in some respects similar to
anti-cyclones on earth), while BOs in the tail might be produced by Jupiter-
Red-Spot-like structures in the differentially rotating heated ocean. However,
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no predictive model has emerged from these suggestions, and the BO frequency
drift of a few Hz has not been be explained.

As an alternative, Heyl (2004) suggested that global m=1 surface modes,
i.e. giant waves in the ocean, excited by the flame propagation might lead
to compression and expansion of the fluid and therefore explain modulation
of the surface temperature and brightness. As the ocean cools, the mode
frequency would change, and therefore Heyl’s picture could in principle explain
the drifts of frequency in the tail. However, detailed calculations showed that
the surface-wave speeds were a factor of a few larger than that required by
observations, leading to predictions of unacceptably large frequency drifts.
Attempts to fix this problem by invoking coupling to a crust-interface mode
(Piro & Bildsten, 2005) have been cast into doubt by Berkhout & Levin (2008),
who showed that coupling would be ineffective. Therefore, at present, mode
models remain discrepant with observations.

Clearly, a better understanding of flame propagation could shed some light
on the origin of BOs: determining, for example, the degree of asymmetry
during the rise (thereby explaining BOs in the early stages), or establish-
ing whether it is possible to excite global modes in the burst tail. A better
understanding of burst oscillations is also relevant to efforts to measure NS
parameters, such as mass and radius, using burst oscillation pulse profile mod-
elling (Strohmayer, 1992; Poutanen & Beloborodov, 2006; Lamb et al., 2009;
Morsink & Leahy, 2011; Altamirano et al., 2011). Knowing the emission pat-
tern from the star, a natural result of understanding flame spreading, would
reduce parameter degeneracy in pulse profile fitting, assisting efforts to make
indirect measurements of mass and radius1. As outlined in the introductory
chapter of this thesis, this is of primary importance to constraining the NS
equation of state, testing gravitational wave theories and studying binary evo-
lution (Strohmayer & Bildsten, 2006).

To answer the many outstanding questions about burst physics, researchers
have turned primarily to numerical simulations. Whilst some groups have
probed the details of reaction chains and rates (i.e. Fujimoto et al., 1981;
Hanawa & Fujimoto, 1984; Wallace & Woosley, 1984; Woosley et al., 2004),
others have focused on the structure and dynamical evolution of the bursts.
Some studies have simulated the vertical structure of the atmosphere with one
or two zone models (i.e. Paczynski, 1983; Narayan & Heyl, 2003; Cooper &
Narayan, 2006), whilst others have used more resolved hydrodynamical simu-
lations, highlighting for example the importance and extension of convection

1Even though one must remember that many other obstacles remain that hinder such
determinations, especially in connection with the uncertainties in the spectral modeling.
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(Woosley et al., 2004; Weinberg et al., 2006). However all of these models are
one-dimensional. The need for multi-dimensional simulations arises as soon
as one wants to study the structure of convection without parameterizations.
For example Malone et al. (2011) have analyzed in great detail how convective
cells develop, using the MAESTRO code which assumes the low Mach number
approximation (Nonaka et al., 2010, see also the results of Lin et al. 2006).

Early attempts at multi-dimensional simulations of the flame propagation
mechanism simulations include Nozakura et al. (1984), who followed the zonal
approach, and Fryxell & Woosley (1982a), who hydrodynamically simulated
the first few milliseconds of a detonation in a thick layer. Zingale et al. (2001)
continued this line of research, following the detonating flame for up to hun-
dreds of milliseconds. The problem with simulations of detonations is that the
thick layers they require are unlikely to accumulate between bursts, so that
in reality the flame probably develops via deflagration (Malone et al., 2011).
The most recent studies of flame propagation, which last again only a few mil-
liseconds (far shorter than the timescales of real X-ray bursts), are those by
Simonenko et al. (2012a,b). In the first of these papers, the flame propagates
via a detonation wave, in a manner similar to that in Zingale et al. (2001). The
authors find that propagation is due to the hot fluid expanding and spilling
over the top of the cold fluid, which then compresses and ignites. In the sec-
ond paper, the authors explore regimes with densities ∼ 2 × 107g/cm3 at the
base of the ocean, conditions where one might expect deflagration rather than
detonation. However, in this case the simulations did not develop a steadily
propagating flame.

None of these previous studies take into account the rotation of the neutron
star. However SLU studied the role of the Coriolis force on flame dynamics
and concluded that the Rossby adjustment radius may determine the hori-
zontal scale of the burning front. They also pointed out the importance of
the ageostrophic flow at the hot-cold fluid interface as part of the mechanism
for the flame propagation itself. That said, SLU used a two layer, shallow
water, method to simulate the propagation of the flame and therefore had to
make phenomenological assumptions on the heat and momentum transport
in the vertical direction. In this paper our simulations do not involve such
assumptions, and are fully resolved in the vertical direction, allowing us to
make a detailed study of the flame-propagation physics, taking full account of
rotation.

In this paper, we simulate flame propagation on a domain that has hor-
izontal extent that is a substantial fraction of the surface of the NS. At the
heart of our simulations is the hydrodynamical code described in Braithwaite
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& Cavecchi (2012, hereafter BC) . It is a multidimensional code, which by
construction enforces hydrostatic equilibrium in the vertical direction (this
assumption is justified since the timescale for sound propagation in the ver-
tical direction in the burning layer is much shorter then the nuclear reaction
timescale). Hydrostatic equilibrium allows us to use a longer time step, which
would be otherwise limited by sound wave propagation in the vertical direc-
tion. It also allows us to use pressure as the vertical coordinate. This is a
great advantage, because we can follow the inflation of the fluid without the
need for extra grid points which would lie unused for most of the simulation,
consuming extra memory and increasing calculation time (for more details see
BC).

In Sec. 5.2 we briefly review the numerical code described in BC and in-
troduce the additions and modifications made to the code in order to study
thermonuclear flame propagation. We then report our results on flame spread-
ing in Sec. 5.3. We conclude with a brief summary in Sec. 5.4.

5.2 Numerical implementation

In this section we describe the modifications made to the code reported by
BC in order to make it suitable for study of flame propagation during Type I
X-ray bursts. First however we briefly review the most salient features of the
code as outlined in BC. It is a 3D magnetohydrodynamical code, which uses
the σ-coordinate system (a pressure coordinate system, see below) on a stag-
gered grid: thermodynamical variables like temperature, pressure, density and
heat sources are evaluated at the centres of the grid cells, while velocities are
evaluated on the “faces” of the cells. The code is 3D, but for the scope of this
paper we will be using a 2D version by assuming variables are independent of
one of the horizontal dimensions. We also neglect magnetic fields, postponing
this for future research.

The assumption of vertical hydrostatic equilibrium, justified by the short
vertical sound crossing time (much shorter than any time scale of interest in
burst simulations), allows us to discard vertically propagating sound waves,
the numerical resolution of which consumed the lion’s share of the cpu time
in previous numerical experiments. In our simulations we can therefore em-
ploy much longer timesteps than previous studies. Vertical equilibrium leads
naturally to the introduction of a vertical pressure coordinate. This in turn
makes it possible to follow the fluid as it expands, without the need of extra
grid cells.

The code evolves the two horizontal components of the fluid velocity, the
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pressure (which acts as a pseudo density) and the temperature using a three
step Runge-Kutta scheme, while the spatial derivatives are calculated with
sixth-order finite differences. Pressure is defined as

P = σP∗ + PT (5.1)

where P∗ = PB − PT and PB and PT are the pressure at the bottom and
at the top of the simulation. PT is a constant parameter in the simulations
and σ ∈ [0, 1] becomes the vertical coordinate (0 corresponding with the top,
1 with the bottom). P∗ can be shown to become a pseudo density and the
continuity equation becomes

∂P∗

∂t
= −Iσ=1 (5.2)

where

I ≡
∫ σ

0
∇σ ·(P∗u) dσ′, (5.3)

u is the horizontal velocity and ∇σ = x̂∂x + ŷ∂y, taken at constant σ.
Defining the Lagrangian derivative as D/Dt = ∂t +ux∂x +uy∂y + σ̇∂σ, the

momentum and energy equations are

Du

Dt
= − ∇σφ− σ

∇P∗

ρ
− 2Ω × u + Fvisc. (5.4)

cP
DT

Dt
=

1

ρ

DP

Dt
+Q, (5.5)

where

φ = gz = P∗

∫ 1

σ

dσ′

ρ
, (5.6)

ρ is the density, Ω is the rotation vector of the star, parallel to the z direction,
Fvisc are the viscous forces, cP is the heat capacity at constant pressure and Q
is the heat per unit mass per unit time (see BC for more details); the equation
of state in BC is a perfect monoatomic gas.

We now move on to discuss the modifications to the code that were imple-
mented to render it suitable for Type I burst simulations.

Equation of state

The first relevant change is to the equation of state (EOS) for the fluid in our
simulations, which has to be able to describe the physics of the NS ocean.
We take into account the composition of the fluid by expressing it in terms of
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the mass fraction: X is the fractional mass of H, Y that the one of He and
Z=1-X-Y the fraction of all heavier elements. For a fully ionized perfect gas,
the perfect gas EOS used in BC becomes (assuming full ionization):

P =
ρRT

µ
(5.7)

with

µ =
12

7 + 17X + 2Y
gmol−1 . (5.8)

However, since conditions in the oceans of NSs will easily lead to electron
degeneracy, which plays an important role in the vertical support of the ocean
against the gravitational field, we must take this into account in our simula-
tions. We still consider the atoms to be fully ionized; however whilst the nuclei
are assumed to be a perfect gas, the electrons can be (partially) degenerate
and (partially) relativistic. We also need to include radiation pressure.

For this purpose we adapted the publicly available routine helmeos2 of
Timmes & Swesty (2000). It uses the density ρ, temperature, X and Y to
derive pressure, energy, the thermodynamic potentials and their derivatives
with respect to ρ, T, X and Y. In our code structure ρ is a derived quantity,
while pressure is a main one (see BC, sec. 2). To circumvent the problem of
passing density as input parameter to the routine, we interface the original
helmeos with a zero-finding routine that calls it repeatedly with different
values of ρ until convergence in pressure is achieved. Subsequent calls use
the previous value of ρ as an initial guess. Given the Courant conditions we
impose, the information in each grid point does not change much in one time
step, and convergence is achieved within two or three calls. This is done in
parallel for each grid point.

The choice for the EOS is important for the evolution equation for the
temperature T . We still derive it from the first law of thermodynamics:

DE

Dt
=

1

ρ2
P
Dρ

Dt
+Q (5.9)

(where E and Q are the energy and heating rate per unit mass), but we have
two different results depending on the choice of the equation of state. If we
use the perfect gas equation of state, the evolution equation for temperature
has the form (compare to BC, eq. 20):

cP
µ

DT

Dt
=

1

ρ

DP

Dt
+
cPT

12

(

17
DX

Dt
+ 2

DY

Dt

)

+Q, (5.10)

2Available at http://cococubed.asu.edu/code pages/eos.shtml.
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where cP = R(γ − 1)/γ and γ is the adiabatic index and R = 8.3144621 × 107

erg K−1 mol−1 is the gas constant3.
When we include electron degeneracy and radiation pressure, by contrast,

we have

c̃P
DT

Dt
= A

DP

Dt
+B

DX

Dt
+ C

DY

Dt
+Q, (5.11)

with

D =

(

P

ρ2
− ∂E

∂ρ T,X,Y

)

(5.12)

A = D
∂ρ

∂P T,X,Y
(5.13)

c̃P =

(

∂E

∂T ρ,X,Y
−D

∂ρ

∂T P,X,Y

)

(5.14)

B = −
(

∂E

∂X ρ,T,Y
−D

∂ρ

∂X P,T,Y

)

(5.15)

C = −
(

∂E

∂Y ρ,T,X
−D

∂ρ

∂Y P,T,X

)

, (5.16)

where we make use of the relations

∂ρ

∂P T,X,Y
=

1

∂P/∂ρ T,X,Y
(5.17)

∂ρ

∂T P,X,Y
= −∂P/∂T ρ,X,Y

∂P/∂ρ T,X,Y
(5.18)

∂ρ

∂X P,T,Y
= −∂P/∂X ρ,T,Y

∂P/∂ρ T,X,Y
(5.19)

∂ρ

∂Y P,T,X
= −∂P/∂Y ρ,T,X

∂P/∂ρ T,X,Y
, (5.20)

since the routine returns variables as functions of ρ, T , X and Y .
A further complication comes from the fact that helmeos actually uses

Ā = 12/(1 + 11X + 2Y ) and Z̄ = Ā(1 +X)/2, (instead of X and Y directly)
for P , and that the derivatives of E and P are evaluated with respect to T ,
Ā, Z̄ and ρ. Therefore, for equations (5.15), (5.16), (5.19) and (5.20) we also

3Note that in BC we include µ in the definition of R.
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need

∂

∂X
= − Ā

2

12

(

11
∂

∂Ā
+ (5 − Y )

∂

∂Z̄

)

(5.21)

∂

∂Y
= − Ā

2

12

(

2
∂

∂Ā
+ (1 +X)

∂

∂Z̄

)

(5.22)

The final evolution equation for the temperature is therefore (D/Dt =
∂/∂t+ u · ∇σ + σ̇∂/∂σ):

∂T/∂t = Tt,adv + Tt,thermodyn +Q/c̃P , (5.23)

where the contributions to ∂T/∂t are separated into

Tt,adv = − (u · ∇σT + σ̇∂T/∂σ) (5.24)

Tt,thermodyn =
A

c̃P

DP

Dt
+ Tt,µ (5.25)

Tt,µ =
B

c̃P

DX

Dt
+
C

c̃P

DY

Dt
(5.26)

and Q/c̃P , so that we can test the relative importance of the contributions of
the different terms (see Sec. 5.3). We also include an artificial diffusive term
(with a small coefficient, see Sec. 3.4 of BC) to ensure numerical stability.
In the case of the perfect gas EOS the evolution equation is very similar to
equation (5.23).

Finally, the term DP/Dt is evaluated according to equation (19) of BC,
which does not depend on the EOS, but on the choice of the σ-coordinate
system. DX/Dt and DY/Dt have to be treated carefully: in case of reactions,
or any change in composition, they have to be evaluated explicitly (see Sec.
5.2).

Conduction

Since conduction may play an important role in flame propagation, we include
a physical conduction term in Q of the form:

Qcond =
1

ρ
∇
(

16σBT
3

3ρκc
∇T
)

(5.27)
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where κc is the effective opacity due both to radiative and conductive pro-
cesses. In the σ-coordinate system Qcond takes the form:

1

P⋆

{

∇σ

[

16σBT
3

3κcρ

(

P⋆

ρ
∇σT + ∇σφ

∂T

∂σ

)]

+

+
∂

∂σ

[

16σBT
3

3κcP⋆

(

∇σφ
2∂T

∂σ
+
P⋆

ρ
∇σφ∇σT +

+g2 ∂T

∂σ

)]}

(5.28)

where φ = gz = P∗

∫ 1
σ 1/ρdσ′. The terms that include φ are due to the fact

that the transformation matrix between the Cartesian coordinate system and
the σ coordinate system is not orthogonal everywhere. These contributions
turn out to be small and can be neglected.

We have implemented two possibilities for evaluating κc: either it has a
fixed value set at the beginning of the simulation or it is calculated for each
and every grid point taking into account the composition and the thermo-
dynamical variables at that position. For this second option we adapted the
publicly available routines of Timmes: sig994. The opacities calculated in
this way take into account radiation, scattering and the degree of degeneracy
(see Timmes, 2000, and references therein). Based on the values of density,
temperature and composition in the simulations that we wanted to perform,
we decided to use an average constant value of κc = 0.07 cm2 gr−1 in our
reference simulation, which speeds up the calculations whilst still preserving
the critical physics.

As anticipated in section 5.2, we include in equation (5.23) an hyperdif-
fusive term (see BC, section 3.4.2), which mimics conduction. This term is
unphysical and only used to ensure numerical stability. In the horizontal di-
rection, in particular, it will be unphysically high, and may partly limit the
conclusions we can draw from our simulations. However test runs involving
much lower hyperdiffusivity yielded flame velocities (see section 5.3) which
differ by only a few percent from the values reported in this paper.

Sources and sinks of heat: nuclear burning and cooling

Since we are interested in simulating Type I bursts, we implement helium
burning via the triple-α reaction according to (see Clayton, 1984):

Qn = 5.3 × 1018ρ2
5

(

Y

T9

)3

e−4.4/T9 erg g−1 s−1, (5.29)

4Available at http://cococubed.asu.edu/code pages/kap.shtml.
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where T9 the temperature in units of 109 K, Y is the mass fraction of He and
ρ5 is the density in units of 105 g cm−3. Including only the triple-α process
is of course a simplification, since there are many other reaction chains that
should be taken into account (this model would not be correct even for a pure
He accretor). However we leave this refinement for a later investigation.

During burning the composition is evolved according to

DY

Dt
= −Qn

ǫα
(5.30)

which corresponds to

∂Y

∂t
= −u · ∇σY − σ̇

∂Y

∂σ
− Qn

ǫα
(5.31)

where the first two terms come from advection and the third is the consump-
tion of He due to nuclear reactions (ǫα = 5.84 × 1017 erg g−1 is the energy
production per gram per nucleon). We also include a form of artificial diffusion
as described in Sec. 3.4 of BC to ensure numerical stability.

In terms of sinks of entropy, we include the possibility of cooling from the
uppermost layers. We use a simple formula, derived under the assumption
that energy is only transported through the layers above the computational
domain that we do not simulate, without additional sinks or sources within
the atmosphere. This is a somewhat coarse approximation, particularly since
expansion of the upper layers may occur. We use the temperature of the top
grid cell in order to evaluate the flux due to radiation and conduction:

F =
16σB

3ρκc
T 3dT

dz
(5.32)

where F is the flux, which we assume to be constant in our plane parallel
approximation and σB and κc are as defined in Sec. 5.2; we further assume
that κc is constant across the layers above the simulation. Rearranging and
integrating in the vertical, z, direction, from the top of the simulation (T) to
the top of the NS atmosphere (atm), we have

F

∫ T

atm
ρdz =

16σB

3κc

∫ T

atm
T 3 dT . (5.33)

In hydrostatic equilibrium, the integral on the left hand side reduces to PT/g,
so that

F
PT

g
=

4σB

3κc
T 4
∣

∣

T

atm
(5.34)
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Then, assuming that the temperature at the top of the atmosphere is negligible
with respect to the one at the top of the simulation, we obtain

F =
4σB

3κcPT/g
T 4

T (5.35)

This is the flux from the surface of a grid cell at the top of the simulation.
In order to derive the entropy loss per unit mass, we multiply the flux by the
surface area S of the cell and divide by the mass within it:

Qcool = F
S

ρTS∆zT
(5.36)

so that (∆z ≈ H ≈ PT/gρT)

Qcool =
4g2σB

3κcP
2
T

T 4
T (5.37)

This is the sink term we use in our simulations; it could also be used as a first
approximation to calculate the bolometric lightcurve of the bursts.

Tracer particles

Finally, we add the capability to follow tracer particles. They are assigned ini-
tial positions uniformly distributed in the integration domain and are evolved
according to

dx

dt
= Ux(x, y, σ) (5.38)

dy

dt
= Uy(x, y, σ) (5.39)

dσ

dt
= σ̇(x, y, σ) (5.40)

where d/dt is the rate of change of the particle’s position in the σ coordinates.
Time evolution is the same as for all of the other variables (see BC, section
3.3), and the values of the three components of the velocity are derived by
means of trilinear interpolation of the fluid velocity.

5.3 Flame propagation simulations

First we describe the numerical setup used for all the simulations, then we
provide a description of what we see in the runs. Finally we will describe our
interpretation of what drives the flame propagation.
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Numerical setup

We ran a series of simulations resolving both the horizontal x and vertical z
directions, assuming that the dynamical variables are independent of the y co-
ordinate (making the simulations effectively 2D). The fixed initial conditions,
common to all of our simulations, are:

PT = 1022 erg cm−3 P∗ = (e1.7 − 1) × 1022 erg cm−3

X = 0 Y = 1

ν1 = 0.03 ν2 = 0.5

and

T0 = 108 K δT = 3.81 × 108 K

where PT and P∗ are the pressure at the top and the difference between the
bottom and top pressure (see BC, section 2). The choice of P∗ means that we
simulate 1.7 scale heights. ν1 and ν2 are the kinetic diffusive coefficients (see
section 3.4 of BC). The corresponding coefficients for the temperature and the
composition fractions X and Y are taken to be 1% of these values.

We also use a common initial temperature perturbation in all simulations.
We use a z-independent temperature profile, which varies in the horizontal
direction according to:

T = T0 +
δT

1 + exp[(x− 8.7 km)/0.36 km]
(5.41)

This function ensures that the temperature profile is smooth enough that it
does not cause numerical issues; 8.7 km corresponds to the position where the
temperature perturbation to the background T0 is half of its maximum, while
0.36 km is approximately half the width between where the perturbation is
asymptotic to its maximum and where it is asymptotic to its minimum (0 K).

We want to simulate a physical domain of 15 km, with a perturbation
centred in the middle at 7.5 km. Since we assume symmetrical conditions
around the centre, we actually only simulate the right half of it, from 7.5
km to 15 km: that means that the half width of the perturbation is ∼ 1.6
km. In this way we simulate an ignition site (the analogue of a general initial
inhomogeneity), where we ‘kick’ the initial flame, which is at the centre of
our domain. Boundary conditions are symmetric in the vertical direction and
reflective in the horizontal one. Our resolution is 240x90, for a horizontal
extent of 7.5 km. Gravitational acceleration g = 2 × 1014 cm s−2 is assumed
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Run ν (Hz) κc (g cm−2) vf (cm s−1)

1 450 1 × 10+0 1.33 ± 0.03 × 105

2 450 7 × 10−1 1.43 ± 0.02 × 105

3 450 5 × 10−1 1.52 ± 0.02 × 105

4 450 3 × 10−1 1.67 ± 0.03 × 105

5 450 1 × 10−1 1.91 ± 0.04 × 105

6 450 7 × 10−2 2.01 ± 0.05 × 105

7 450 5 × 10−2 2.03 ± 0.05 × 105

8 450 1 × 10−2 1.99 ± 0.02 × 105

9 450 1 × 10−3 1.98 ± 0.03 × 105

10 50 7 × 10−2 1.11 ± 0.18 × 106

11 112.5 7 × 10−2 5.30 ± 0.31 × 105

12 225 7 × 10−2 3.04 ± 0.10 × 105

13 900 7 × 10−2 1.39 ± 0.02 × 105

Table 5.1: Values of the spin frequency ν = Ω/2π and the opacity κc used in
the different simulations. In the third column we report the velocity of the
flame as measured from the simulations, with errors derived from the least
squares fit (see Section 5.3).

to be constant and the geometry is plane parallel. The fluid is at rest at the
beginning Ux = 0 cm s−1 and quickly adjusts to the Rossby solution (see BC,
sec. 4.2) before the flame spreads.

Since we want to study the effects of different rotation frequencies and the
influence of conduction, we run a series of models employing different values of
the spin frequency Ω and the opacity κc. The parameters for the simulations
that we run are given in Table 5.1.

To help us in finding out how the flame propagates, we use test particles
and follow what happens to these fluid elements before, during, and after ig-
nition conditions are met. We place the test particles homogeneously in our
grid (note that they are not homogeneous in space since we use a pressure co-
ordinate system) such that xi,j = i∗ δx/200 and σi,j = j ∗1/200, i, j ∈ [1, 200]
. We also track what happens at three different points in the atmosphere with
fixed horizontal position. These points rise and descend with time, having
fixed values of σ not z, so that this approach is not strictly speaking Eule-
rian. However it still allows us to see what happens when the flame reaches a
determined distance from the ignition point.
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5 Flame Propagation during Type I X–ray Bursts

General description of the propagating flame

In this section, we give a qualitative description of the burning fluid as a whole.
We begin by using one particular run as an example, since the qualitative
behaviour is general. Figures 5.1 - 5.3 show the fluid in reference run (6) in
its initial conditions and at t = 1.14 s, when the flame is propagating steadily.
Figure 5.1 shows the temperature distribution, Figure 5.2 the burning rate.
On these panels we superimpose our tracer particles. Finally, Figure 5.3 shows
the density, with isobars superimposed.

In the top panel of Figure 5.1 the fluid is hotter on the left of the image:
this is the initial perturbation, where the temperature is T = 4.81 × 108 K,
while at the other side the temperature is T = 108 K. Moving to the lower
panel, we see that the flame front has moved to the right. Where the fluid
has already burnt, it is hotter (T ∼ 109 K) and has expanded by a factor of
∼ 4 5. Looking at Figure 5.2, we can see that the tracer particles have been
scattered by the passage of the front, while Figure 5.3 shows a drop in density.
Eventually, after the flame has passed (not shown in the figure), the burning
diminishes, the temperature decreases and the fluid contracts.

Looking more closely at the propagating front, we see that it is character-
ized by a slanted interface between the hot burning fluid on the left, and the
cold unburnt on the right (in Figures 5.1 - 5.3 lower panels, the interface lies
roughly between x = 3.7 × 105 and x = 4.7 × 105 cm). We see a decrease in
pressure behind the interface and an increase immediately in front of it (see
the lowest contours of pressure in the bottom panel of Figure 5.3). They reflect
a change in P⋆ (equation 5.1). Because of the hydrostatic approximation, P⋆

is a measure of the column density at each point. A change in P⋆ means mass
motion. The decrease before the front and the increase after it therefore show
that there has been a motion of the matter from behind the front forward.

The peak of the burning is concentrated in a thin stripe along the interface
(Figure 5.2, lower panel) where the density is still high (undiminished by the
increase in temperature) and the fuel is still almost pure Helium. Fluid is
moving at the interface, primarily along it.

In order to understand what is driving the flame forward, we measure the
different terms in the energy equation (5.23): conduction Qcond/c̃P , advection
Tt,adv (motion of the fluid) and thermodynamic compression Tt,thermodyn. For
each term, we plot the contributions in Figure 5.4. In the four panels the black
line approximates the interface between hot and cold fluid. It is drawn below
the region of significant burning in order to clearly demarcate regions where

5In general, the maximum expansion factor can be up to ∼ 4 − 5 depending on the
effective opacity κc that sets the cooling rate.
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Figure 5.1: Initial conditions (above) and conditions at t = 1.14 s (below),
when the flame is steadily propagating, for reference simulation (6). Temper-
ature distribution. Note the different horizontal and vertical scales.
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Figure 5.2: Initial conditions (above) and conditions at t = 1.14 s (below),
when the flame is steadily propagating, for reference simulation (6). Burning
rate with the tracer particles superimposed. Note the different horizontal and
vertical scales.
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Figure 5.3: Initial conditions (above) and conditions at t = 1.14 s (below),
when the flame is steadily propagating, for reference simulation (6). Density
with isobars superimposed (ten levels from P = 1022 erg cm−3 to P = 6.2×1022

erg cm−3). Note the different horizontal and vertical scales.
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Figure 5.4: Burning rate, and heating rate associated with advection Tt,adv for
reference simulation (6). The black line indicates the hot-cold fluid interface.
The colour scale has been restricted to highlight more details (white regions
indicate values above the maximum of the scale, the black ones below the
minimum).
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Figure 5.4: Continued. Heating rate associated with conduction Qcond/c̃P and
thermodynamical compression Tt,thermodyn for reference simulation (6).
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5 Flame Propagation during Type I X–ray Bursts

burning has started from those where burning is about to start.
It is clear from Figure 5.4 that in the region immediately below the peak

of the burning, heat conduction is much more important in increasing the
temperature of the unburnt fuel than both advection or thermodynamic com-
pression. It is this process that drives flame propagation, since the main
burning occurs in this zone. In the upper part of the interface, advection and
thermodynamic compression dominate heat transfer to the unburnt region.
Directly above the flame, heat conduction is not effective, while the advective
and thermodynamic compressive terms show opposite signs. This is a clear
signature of convection, which is expected above the burning regions. We also
note that the cells near the topmost part of the hot-cold interface are mostly
parallel to it (i.e. almost horizontal, recall the extreme aspect ratio of the
interface), while the ones behind the interface are vertical6.

To compute flame propagation speed from our simulations, we define the
front position as the location with the maximum burning rate. In Figure 5.5,
we follow the position of the front for simulation (6) and plot it versus time.
At the beginning there is a transitional stage when the flame is started by the
initial perturbation of the temperature and then the front adjusts to a steadily
spreading configuration (in . 0.1 s). This steady propagation is well fit by
a straight line, and the gradient gives us the speed of the flame front. We
repeat the fit procedure for all the various runs: the resulting front speeds vf
are reported in Table 5.1.

Having measured front velocities, we can determine the effects of the rota-
tional spin Ω and the effective opacity κc (a proxy for the heat conductivity).
Overall, the gradient of the inflated fluid is steeper for higher Ω, and the
baroclinicity along the interface tends to increase with Ω. Flame propagation
speed decreases as rotation rate increases (see next sections and Figure 5.7).
Changing κc also has an effect on flame velocity: the flame is faster for lower
κc, but the velocity saturates when κc . 10−2 cm2 g−1 (see Figure 5.8).

A first set of conclusions

Although the fluid moves ageostrophically from behind the interface forward,
this motion does not go past the interface (Figures 5.3 bottom panel). We
interpret that as follow: the fluid has expanded behind the front because of its
higher temperature and the resulting horizontal pressure gradient pushed the
hot burning fluid to spill over the unburnt one. The Coriolis force, however,
diverts the horizontal x motion in the horizontal y direction and thus creates

6We want to stress that also these vertical cells are actually elongated in the horizontal
direction due to the aspect ratio of our underlying grid cells.
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5.3 Flame propagation simulations

Figure 5.5: Flame front position for run (6).The symbols indicate the positions,
while the line is the best linear least squares fit. After an initial stage, the flame
adjusts to steady propagation. Eventually, the flame reaches the opposite
boundary (in this case in ∼ 3 s).

a geostrophic current that compensates the horizontal pressure gradient; the
configuration is the one of the Rossby adjustment problem (see BC), as antic-
ipated by SLU. In this case the inclination angle α of the interface should be
α ∼ H/RRo, where H is the scale height of the fluid and RRo is the Rossby
radius RRo =

√
gH/2Ω, where Ω = 2πν and ν is the spin frequency of the

neutron star. Measuring the slope of the black line in Figure 5.4, we find that
the slope is α ∼ 3.5 × 10−3, so that its horizontal extent is ∼ 2 − 3RRo. This
is in accordance with expectations.

Regarding the motion that we observe along the interface, we note that
here the fluid is much more baroclinic, that is to say, the iso–surfaces of den-
sity and pressure are much more misaligned than elsewhere, as can be seen in
Figures 5.3 and 5.6. It is well known from geophysical studies that geostrophic
balance is unstable in the presence of baroclinicity. The resulting instability
is similar in nature to convection, but with motion, which is no longer ver-
tical, lying within the “wedge of instability” between the iso–pressure and
iso–density contours (Pedlosky, 1987). Fujimoto (1988, 1993) and Cumming
& Bildsten (2000) in fact already studied the possibility of baroclinic instabil-
ity in the context of Type I bursts, but their baroclinicity was very mild since
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Figure 5.6: Baroclinicity: ∇P ×∇ρ, for reference simulation (6). The vector
is along the y direction, coming out of the plane.

they considered the effects of shear induced by the differential rotation due
to expansion of the burning layer, and not the effects of the huge horizontal
temperature gradients that develop during flame propagation.

In our case, the source of baroclinicity is the horizontally-inhomogeneous
nuclear burning7 which affects the temperature profile. Its steady propagation
is maintained by the Coriolis force, which reinforces the near-geostrophic con-
figuration on time scales of order 1/ν. Following the tracer particle motion,
we can see advection along and in front of the interface, which we attribute
to the development of baroclinic instability triggered by the burning flame. In
the previous section we noted the presence of cells that are highly elongated
in the horizontal direction at the upper end of the hot-cold fluid interface: we
identify these cells with baroclinicity-induced motion.

7Compare Figure 5.6 to the lower panel of Figure 5.2.
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5.3 Flame propagation simulations

Front propagation mechanism

Summarizing the results from Section 5.3, we see that at the top of the inter-
face the fluid is heated up by the spilling of the hot fluid, by advection and
thermodynamics, but in the most relevant regions for the flame propagation,
heat is brought across the interface mostly by conduction, mainly vertically
given the small inclination angle8, with a contribution by baroclinic instability
mixing.

The contribution to ∂T/∂t in equation (5.23) from conduction can be writ-
ten by means of equation (5.27) as

Tt,cond =
Qcond

c̃P
=

1

c̃Pρ
∇
(

16

3

σBT
3

ρκc
∇T
)

. (5.42)

This, in turn, can be approximated as a diffusion process with diffusion coef-
ficient Dcond given by

Dcond ∼ 16σBT
3

3c̃Pρ2κc
(5.43)

and then the timescale for heat diffusion across the vertical scale height H is
τcond ∼ H2/Dcond, or

τcond ∼ 3

16

ρ2H2c̃P
σBT 3

κc (5.44)

Equation (5.44) gives

τcond ∼ 2.2 × 10−2 s

(

κc

0.07 cm2 g−1

)(

ρ

105 g cm−3

)2

(

T

109 K

)−3( H

3 × 102 cm

)2( c̃P

108 erg K−1

)

(5.45)

Once the lower fluid has been heated up and starts burning it expands
again, and then Coriolis reinforces the Rossby adjustment in a time scale of
order ν−1 ≪ τcond. This translates a small vertical shift into a long horizon-
tal displacement, where the proportionality is given by the inclination of the
interface: 1/α ∼ (2 − 3RRo)/H, as we will see in the next section.

The effective, advective conduction brought about by baroclinic mixing
would act on a time scale given by

τbar ∼ H2/D⊥bar, (5.46)

8Heat conduction in the horizontal direction can be neglected since the horizontal length
scale is larger by a factor ∼ 103 than the vertical length scale. Indeed, two runs where in
one case full conduction was implemented and in the other only the vertical one was used
gave identical results.
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with
D⊥bar ∼ w⊥barλ⊥bar, (5.47)

where w⊥bar and λ⊥bar are the physical velocity of the fluid and its length
scale perpendicular to the hot-cold fluid interface. As long as τbar ≫ τconf ,
conduction will be the most effective mechanism. We expect this condition to
hold except in the case of very low heat diffusivity (high κc).

Front propagation speed

Following e.g. Landau & Lifshitz (1959); Fryxell & Woosley (1982b), the veloc-
ity of flame propagation across the interface should be given, in a deflagration
regime, by

vf⊥ ∼
√

Dcond

τn
(5.48)

where τn is the burning time scale, given by

τn ∼ 1.1 × 10−1Y −3 exp(4.4 × 109 K/T )
(

T

109 K

)3( ρ

105 g cm−3

)−2

. (5.49)

In order to estimate the horizontal propagation velocity across the NS, this
velocity has to be multiplied by the factor (2 − 3RRo)/H which expresses the
ratio of the area of the burning front to the area of the vertical section of the
ocean (see Landau & Lifshitz, 1959). The horizontal velocity becomes

vf ∼
√

16σB

3c̃P

T 3

ρ2τn

g

H

1

2πν
√
κc

(5.50)

or

vf ∼ 1.8 × 106Y 3/2 exp(−2.2 × 109 K/T ) cm s−1

( ν

450 Hz

)−1
(

κc

0.07 cm2 g−1

)−1/2( g

2 × 1014 cm s−2

)1/2

(

H

3 × 102 cm

)−1/2( c̃P

108 erg K−1

)−1/2

(5.51)

Again, if τbar ∼ τcond, then the actual vf⊥ should be given by a combination
of conduction and advection, with an extra term of order

√

D⊥bar

τn
. (5.52)
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Figure 5.7: Velocity of flame propagation versus 1/ν. All these runs have
κc = 0.07 cm2 g−1.

to be included in equation (5.48). The result should then be multiplied by the
same factor, (2 − 3RRo)/H.

The expected values from equation (5.51) are comparable to what we see in
our simulations within half a order of magnitude. We verify the dependence of
vf on spin rate ν using runs 6-10. In Figure 5.7, we can see that increasing the
rotation frequency slows down the flame, as expected, with a 1/ν dependence.

By contrast Figure 5.8, where we plot vf against the inverse heat conduction
(our effective opacity κc), shows more complex behaviour. For opacities κc &

0.05 g cm−2, the flame speed increases approximately with 1/
√
κc as expected

from equation (5.51). Below it, the velocity seems to asymptote with vf ∼
1.99 × 105 cm s−1. In our simulations we see a change in the morphology of
the flame: indeed all simulations showed a flame leaning on the hot-cold fluid
interface similar to the lower panel of Figure 5.2, apart from simulation (9)
(κc = 0.001 g cm−2), which does not show such a leaning flame and has a
much more vertical structure of the temperature profile9, see Figure 5.9, and
simulation (8) (κc = 0.01 g cm−2) where this trend is beginning to become
apparent.

We interpret this point as marking the transition where the conduction
time scale τcond becomes comparable to the burning time scale τn and the

9Which we attribute to the much more effective heat conduction.
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Figure 5.8: Velocity of flame propagation versus 1/
√
κc. All these runs have

ν = 450 Hz.

front width becomes comparable to the vertical scale height. At this point
the front speed saturates, and the whole layer burns through on the timescale
τn: according to the original estimate of SLU (see the discussion leading to
equations 21-23), this means that the horizontal speed saturates at ∼ RRo/τn.

On the other hand, when κc & 0.3 g cm−2, we observe a greater deviation
from our estimates. In this limit of small conductivity, we suspect that the
baroclinic motions become more important. Their contributions, on top of
those predicted by equation (5.51), have to be taken into account, until the
front speed asymptotes to a baroclinical-motion driven system.

5.4 Discussion and conclusions

In this paper, we have been able to simulate for the first time the lateral
propagation of a deflagrating vertically resolved flame on the surface of a
neutron star. We find that after an initial post-ignition adjustment, the front
propagates steadily with constant velocity, until it reaches the opposite side
of the simulation box. The fact that the flame velocity is constant, Figure
5.5, gives us confidence that, regardless of the physics of localised ignition,
steady flame propagation depends only on the physics acting in the ocean
layer and the conditions therein. After all the surface has been traversed
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Figure 5.9: Temperature and reaction rate for simulation (9) after the flame is
steadily propagating. The morphology of the flame is different to that shown
in Figure 5.2. This simulation shows the asymptotic behaviour seen in Figure
5.8.
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by the flame, the fluid cools down slowly, in a time which depends on the
opacity, whilst still burning the residual fuel. We note that in 2003, Anatoly
Spitkovsky (unpublished) obtained somewhat similar flames using the Pencil
code. Due to computational constraints, however, he assumed unphysically
large neutron-star spins, so that the Rossby radius was comparable to the
ocean scale height. As far as we are aware, in Spitkovsky’s simulations the
micro-physics of the flame propagation mechanism was not identified, and
full exploration of parameter range was not carried out (Spitkovsky, private
communication).

We have explored the dependence of the flame speed on the spin frequency
of the neutron star ν and the heat conductivity of the fluid (expressed as
an inverse of the effective opacity κc). We measured velocities in the range
1.33×105 - 1.11×106 cm s−1, which cross the entire domain of 7.5 km in each
direction in 0.7 - 5.6 s. These numbers are in good agreement with the rise
times observed from Type I burst sources, suggesting that we have included
all the relevant physics in our simulations and that we are now in a position
to explore in more detail the behaviour of flame propagation during Type I
bursts.

The flame propagates through a combination of the ageostrophic forward
flow of the burning fluid on top of the as-yet unburnt fluid (as argued previously
in SLU), and top-to-bottom heat transport across the large-area strongly-
inclined interface between burning and cold fluid. Heat transport leading
to ignition is effected primarily by microscopic heat conduction and, in runs
where conductivity was set to lower values, by baroclinic motions.

In Section 5.3 we derived an order of magnitude estimate for the velocity
that the front would have if it were driven by conduction. We calculated a
dependence of the speed on κc and ν of the form 1/ν

√
κc (Figures 5.7 and

5.8) and confirmed these expectations with the results of our simulations.
The breakdown of the κc dependence and the existence of asymptotes on
the limits of both small and large κc can be understood qualitatively. In
particular, we observe the existence of a possible asymptote in the velocity
when the effective opacity is too small, which we explain as follows. When the
opacity decreases sufficiently, the conduction time scale becomes shorter than
the nuclear burning time scale. The latter becomes the bottleneck, the burning
front width becomes comparable to the scale height, and the nuclear burning
time scale becomes the time scale of vertical expansion. This translates into
a horizontal velocity of ∼ RRo/τn, as already anticipated by SLU.

There are a number of hydrodynamical issues that now have to be explored
further. Firstly, the effect of the baroclinic instability at the hot–cold fluid in-
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terface has not been explored thoroughly. Secondly, the flow in the y-direction
has a velocity comparable to the sound speed, and Kelvin-Helmholtz instabili-
ties that might be generated by this flow need to be investigated. Other aspects
of the flame propagation will be explored in future work, including the effects
of a better burning prescription that might include other elements apart from
Helium. We also aim to investigate the possibility of exciting large-scale waves
in the ocean and include the effect of magnetic fields.

Finally, some of our simulations suggest that in the absence of a sufficiently
strong Coriolis force the flame will die out. This leads to an important ques-
tion: can the flame cross the equator? Near the equatorial belt the effective
Coriolis force is much weaker and this could lead to rapid lateral spreading
of the burning front, and subsequent quenching of the burning by enhanced
cooling. This would have important consequences on the efforts to determine
NS radius from observations of type-I bursts (see, e.g., Steiner et al., 2010),
since it is usually assumed that the whole star is burning at the peak, and the
derived radius of the burning area is used as measure of the NS radius. If the
flame cannot cross the equator, this fact has to be taken into account when
dealing with those estimates. This would also have important implications for
burst recurrence times, and may help to explain the properties of multi-peak
bursts (Bhattacharyya & Strohmayer, 2006). We plan to investigate this pos-
sibility by introducing a variable Coriolis parameter in our code for a future
work, to simulate properly the changes that would occur as a flame approaches
the equatorial belt.
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Samenvatting

In dit proefschrift richten wij ons vooral op de studie van neutronensterren
en in het bijzonder op de verschijnselen die plaatsvinden rond, en op het
oppervlak van, dit type sterren: hun Type I bursts en de effecten die hun
zwaartekracht heeft op het uitgezonden licht Wat volgt in deze samenvatting
is bedoeld als een snelle introductie voor niet-wetenschappers. Laten we om
te beginnen eerst uitleggen wat een neutronenster is.

Neutronensterren zijn één van de twee mogelijke uitkomsten van de evolutie
van zeer zware sterren, zwarte gaten zijn de andere. Neutronensterren hebben
ongeveer dezelfde massa als onze zon, terwijl hun straal slechts ongeveer tien
km is. Daarmee zijn ze leden van de categorie hemellichamen die bekend
staan als compacte objecten. Dit betekent dat twee effecten belangrijk zijn:
ten eerste is hun zwaartekracht heel sterk, zo sterk zelfs dat er een algemeen
relativistische beschrijving nodig is en ten tweede is hun interne dichtheid veel
hoger dan die van “normale” sterren of gewone materie zoals die op aarde.

Dit betekent dat we door de studie van neutronensterren onze kennis van,
of nog beter onze theorieën over, de fundamentele fysica en het gedrag van
materie bij hoge dichtheden kunnen testen in een nog niet eerder verkend
bereik. In het bijzonder, is het ons doel om de interne samenstelling van neu-
tronensterren te begrijpen en daarmee wat er gebeurt met materie bij hoge
dichtheden (hoger dan een aantal malen de dichtheid van een atoomkern) en bij
“lage” temperaturen (honderden miljoenen graden Celsius, laag voor natuur-
kundige begrippen). In dit regime beginnen de krachten die verantwoordelijk
zijn voor de structuur van atoomkernen, en die daar normaliter in verborgen
blijven, een grotere rol te spelen en zelfs macroscopische uitwerkingen te krij-
gen. Neutronensterren danken hun naam aan het feit dat ze vooral bestaan
uit neutronen, ontstaan wanneer de “samengeperste” elektronen worden inge-
vangen door protonen in de atoomkernen. Wat er dieper in het inwendige van
de neutronenster gebeurt is nog steeds een raadsel dat ontrafeld moet worden.

Jammer genoeg zijn de raadselachtige neutronensterren moeilijker waar te
nemen dan normale sterren: de kernreacties die normale sterren zichtbaar ma-
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Figuur 1: Links: accretie van materie van een begeleidende ster via een schijf
naar een compact object. Rechts: het magnetische veld dat de accretiestroom
vanaf de binnenkant van de schijf beheerst. Illustratie: NASA.

ken aan de nachtelijke hemel vinden er niet plaats en neutronensterren zijn
kleine objecten, dus zenden ze maar weinig zichtbaar licht uit. In neutronen-
sterren zijn wel andere reacties gaande, maar de meeste daarvan produceren
neutrino’s die nog moeilijker zijn waar te nemen dan fotonen. Het meten van
eigenschappen van de ster zoals massa, straal en hun relatie is één van de
belangrijkste doelen van het onderzoek aan neutronensterren, aangezien deze
eigenschappen in verband gebracht kunnen worden met de verschillende the-
orieën over de interne structuur van de ster. Zodoende kunnen deze metingen
ons uiteindelijk helpen de juiste theorie te vinden. Hiervoor zijn een groot
aantal technieken en slimme “trucs” ontwikkeld waarmee direct, of meestal,
indirect toegang te krijgen is tot die informatie.

In dit proefschrift bestuderen we neutronensterren in dubbelstersystemen
waarin een normale ster een baan beschrijft rond een neutronenster, en in het
bijzonder die systemen waarin deze secundaire ster minder zwaar is dan de
neutronenster. In dit type systemen trekt de zwaartekracht van de neutro-
nenster materie van de buitenste lagen van de begeleider af. Deze materie
vormt een schijf rond de neutronenster en bereikt uiteindelijk zijn oppervlak,
zie Figuur 1. Dit proces staat bekend als accretie. Het accretieproces produ-
ceert veel straling, van zichtbaar licht tot röntgen straling, maar dat is niet
alles. De geaccreteerde materie botst op het steroppervlak en wordt verhit
doordat haar bewegingsenergie in warmte wordt omgezet; zodoende wordt de
ster zelf zichtbaar in röntgen straling. De constante toevoer van materiaal
comprimeert en verhit de geaccreteerde materie zover dat die via kernreacties
kan gaan branden. Accretie heeft veel gevolgen voor de sterstructuur, rotatie
snelheid en magnetische velden (deze zijn erg belangrijk bij neutronensterren).
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Het is belangrijk om je ervan bewust te zijn dat alle waarnemingen die we gaan
bespreken verricht zijn met behulp van satellieten aangezien de atmosfeer van
de aarde röntgen straling uit de ruimte absorbeert.

Als het magnetische veld van een ster sterk genoeg is kan het de materie
aan de binnenkant van accretieschijf invangen en naar de magnetische polen
kanaliseren (analoog aan de polen van een magneet, zie Figuur 1). Het mag-
netische veld kan de stroom materie beheersen omdat deze een temperatuur
in de orde van tientallen miljoenen graden Celsius bereikt: bij deze hoge tem-
peratuur zijn de elektronen vrij van de atoomkernen en vormen een gas van
geladen deeltjes, zowel negatief (de elektronen) als positief (de atoomkernen)
geladen deeltjes die de invloed van het magnetische veld voelen. Aangezien
de materie op de polen neerkomt worden die verder verhit dan de rest van
de ster en dus ook helderder. Het belangrijkste gevolg daarvan is dat de ster
zich door zijn rotatie als een vuurtoren gaat gedragen, de ster wordt zichtbaar
wanneer de hete polen richting aarde wijzen. In dit geval hebben we het over
een door accretie aangedreven röntgenpulsar1.

Het meest verbazingwekkend is het feit dat het zwaartekrachtveld van de
ster zo sterk is dat het de banen en de energie (kleur) van fotonen uitgezonden
door het steroppervlak bëınvloedt! Een soortgelijk effect is in de nabijheid van
onze zon gemeten, maar door hun compactheid is het bij neutronensterren
een veel sterker effect. Deze effecten veranderen de duur en intensiteit van
het signaal. Uit de vorm van de pulsaties kunnen we veel informatie afleiden
over de eerder genoemde eigenschappen, zoals massa en straal; verder kunnen
we de positie van de magnetische pool en de hoek tussen de rotatie-as en de
zichtlijn naar de waarnemer bepalen. Een voorbeeld hiervan wordt gegeven in
Hoofdstuk 2.

Zoals we al hebben gezegd, kan geaccreteerde materie branden via kernre-
acties. Als dit branden een stabiel en geleidelijk proces is dan vertegenwoordigt
de energie die er bij vrij komt slechts één procent van de energie die vrijkomt bij
verhitting door accretie. In dat geval draagt het branden dus niet significant
bij aan de straling van het oppervlakte. Als het branden echter een onstabiel
proces is, dan vinden er letterlijk explosies plaats die zich met tien kilometer
per seconde over het steroppervlak voortbewegen, zoals een vlam zich voort-
plant over een dunne laag olie. Bij deze explosie komt alle beschikbare energie
vrij in ongeveer tien tot honderd seconden en produceert een intense flits van
röntgen straling die meer energie heeft dan de zon in een periode van 3 tot 30

1Niet te verwarren met een radiopulsar waarvan de radiostraling wordt veroorzaakt door
een ander proces: bij radiopulsars onttrekt het magnetische veld energie aan de rotatie van
de ster, maar dat is een heel ander verhaal . . .
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Figuur 2: Een voorbeeld van een röntgenlichtkromme met drie Type I bursts.
Op de verticale as staat de intensiteit van de röntgen straling. Uit Boirin et
al. 2007, A&A, 465, 559.

dagen produceert: dit noemen we een Type I burst.
De explosie wordt veroorzaakt door de manier waarop de snelheid van de

kernreactie afhangt van de temperatuur. Wanneer de geaccreteerde materie
niet snel genoeg kan afkoelen, blijft de temperatuur toenemen en wat vervol-
gens weer de reactiesnelheid doet toenemen, waardoor de temperatuur verder
omhoog gaat tot alle beschikbare brandstof opgebruikt is. De lichtkromme,
een technische term voor de de helderheid als functie van tijd, heeft in het ge-
val dat zich Type I bursts voordoen heldere pieken zoals de duidelijk zichtbare
pieken in Figuur 2. Één van de doelen van dit proefschrift was het modelleren
van zulke ontploffingen en in het bijzonder de voortplanting van de vlam over
het ster oppervlak. Onze resultaten worden beschreven in Hoofdstuk 5, waar
we verslag doen van de eerste simulaties van een zich constant voortplantend
deflagratie-vlamfront. We waren in staat om aan te tonen dat de voortplan-
tingssnelheid van de vlam sterk afhangt van de rotatie van de ster (al eerder
geopperd door andere onderzoekers) en de thermische geleiding van de ma-
terie. De materie náást de brandende gebieden wordt door geleiding verhit,
maar hydrodynamische effecten versnellen de voortplanting van de vlam ter-
wijl ze het branden stabiel houden. Deze effecten worden veroorzaakt door
de zogenaamde Corioliskracht die afhangt van de rotatie van de ster, dezelfde
kracht die op aarde verantwoordelijk is voor de rotatie van orkanen en rotatie
van water bij een afvoerput.

Er is één vraag die zich opdringt: waarom zouden we Type I bursts bestu-
deren? Het eerste antwoord op die vraag is dat deze bursts op zich fascinerende
verschijnselen zijn, die we nog steeds niet goed kunnen modelleren terwijl we
al meer dan 40 jaar begrijpen waardoor ze veroorzaakt worden. Vervolgens
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kunnen we door hun lichtkrommen te bestuderen een scala aan eigenschappen
afleiden, van de samenstelling van de brandende materie tot eerder genoem-
de eigenschappen van de ster, iets wat belangrijk is voor ons begrip van de
structuur van neutronensterren.

Maar er is nog meer: gedetailleerde analyse van de lichtkrommen heeft
de aanwezigheid van kleine oscillaties in de intensiteit van de straling van
de brandende materie tijdens een burst aangetoond. Deze oscillaties, die in
technisch jargon “burst oscillations” worden genoemd, hebben een frequentie
die constant kan zijn of langzaam veranderend; in het laatste geval bereikt de
frequentie uiteindelijk een constante waarde. In beide gevallen is de frequentie
uniek voor iedere ster en het is aangetoond dat deze frequentie dicht bij de
rotatie-frequentie van de ster ligt: een andere belangrijke eigenschap voor het
begrip van neutronensterren.

Er zijn verscheidene verklaringen voor deze helderheids-oscillaties, maar
allemaal gaan ze uit van een asymmetrie in het stralend oppervlak. Deze
asymmetrie kan worden veroorzaakt door emissie gebonden aan slechts een
gedeelte van het oppervlak van de ster wat weer tot een vuurtoren effect leidt
net zoals bij accreterende röntgen pulsars. Een andere mogelijkheid is dat zich
over het gehele oppervlakte gigantische golven voortplanten die lokaal de tem-
peratuur bëınvloeden en daarmee stralende gebieden meer of minder helder
maken. Door de rotatie van de ster bewegen zich verschillende gebieden op de
ster door onze zichtlijn; dit wordt weerspiegeld in de lichtkromme. Wanneer
we begrijpen hoe de vlam zich voortplant kunnen we mogelijkerwijs het me-
chanisme achter de burst oscillations achterhalen, wat op zijn weer kan leiden
tot precieze modellen van hoe de frequentie van burst oscillations afhangt van
de rotatiesnelheid. Hoofdstuk 3 behandelt een bijzonder dubbelstersysteem
waarin we in staat waren alle voorgestelde verklaringen uit te sluiten behal-
ve die van een stralend gebied van beperkte omvang aan het ster oppervlak.
Hierbij moet het benadrukt worden dat deze verklaring niet algemeen geldig
is voor alle röntgen dubbelstersystemen en dat de andere verklaringen daar
dus nog steeds mogelijk zijn.

Tenslotte nog een opmerking over de methodologie. Alhoewel het mogelijk
is om deze problemen op de traditionele manier aan te pakken, namelijk met
“pen en papier”, wordt de wiskunde die nodig is om meer van de fysica te
beschrijven in de modellen al snel onhandelbaar. We hebben dus gebruik
moeten maken van computersimulaties. In Hoofdstuk 4 beschrijven we een
programma dat ontwikkeld is tijdens dit onderzoek en waarmee het mogelijk
is om simulaties uit te voeren van de in Hoofdstuk 5 beschreven vlam.
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Summary

This thesis is mainly focused on the study of neutron stars, or, more precisely,
on some of the phenomena that take place around them: the effects that their
gravity has on the emitted light, and their Type I bursts. What follows is
meant to be a quick introduction for non-scientists. To start, let us clarify
exactly what a neutron star is.

Neutron stars are one of the possible outcomes of the evolution of very
massive stars, black holes being the other possibility. They have roughly the
same mass as our sun but their radius is only approximately 10 km. This
makes them members of the category of stars known as compact objects and
it has two main consequences: first, their gravity is very strong, so much
so that we need a general relativistic description and, second, their internal
density reaches values which are much higher than those of “normal” stars or
of ordinary matter as it is found on Earth.

This means that in studying neutron stars we can test our knowledge, or
better still our theories, about basic physics and the behaviour of matter in
the most unexplored regimes. In particular, we aim to understand the internal
composition of neutron stars and hence what happens to matter in regimes
of high density (greater than several times the density of atomic nuclei) and
“low” temperature (hundreds of millions of Celsius degrees, low in physics
terms). In this regime the forces that are responsible for the structure of the
atomic nuclei, and that are usually concealed therein, begin playing a greater
role and can have macroscopic effects. Neutron stars get their name from
the fact that, at least in the outermost layers of their cores, they are mostly
made up of neutrons, produced when the electrons are “compressed” and are
captured by protons within nuclei. However what happens deeper inside is
still a mystery that remains to be unravelled.

Unfortunately, neutron stars are more elusive than normal stars: they are
not powered by the nuclear reactions that make stars visible in the night
sky and they are very small, therefore they emit only weakly in the optical
band. Neutron stars do sustain other kinds of reactions, but many of these
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Figure 1: Left: accretion from a companion star and disc, right: the magnetic
field controls the flow of matter from the inner edge of the disc. Credit: NASA.

produce neutrinos, which are particles that are much more difficult to detect
than photons. Measuring stellar parameters such as mass, radius or their
ratio is one of the most important goals in neutron star research, since these
can be linked to the different theories about the internal structure of the star
and, eventually, may help us to pinpoint the correct one. For this purpose a
huge quantity of techniques and cunning “tricks” have been developed to gain
direct, or more often indirect, access to this information.

In this thesis we focus on the neutron stars in binary systems, i.e. on the
systems where a normal star is orbiting around the neutron star, and in par-
ticular those binary systems where the secondary star is less massive than the
primary one. In these systems the gravitational force of the neutron star strips
matter from the outer layer of the companion: a process known as accretion.
The matter then forms a disc around the neutron star, Figure 1, and eventually
reaches its surface. The accretion process alone, in the disc, produces light in
different bands, from the optical to the X-ray, but there is more. The accreted
matter impacts on the surface and heats up, converting its velocity into heat,
thus making the star itself visible in the X-ray band. Ongoing accretion com-
presses and further heats the accreted matter, which may then begin to burn
via nuclear reactions. Accretion has many consequences as far as the stellar
structure, its rotation velocity and its magnetic field (another very important
element of neutron stars) are concerned. It is important to note that all of
the observations we are going to discuss are taken from satellites, since the
Earth’s atmosphere absorbs X-rays from space.

If the magnetic field of the star is strong enough, it can capture matter
from the inner part of the accretion disc and channel it to the surface at the
magnetic poles (analogous to the poles of a magnet, Figure 1). The magnetic
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field can control the flow of matter because it reaches temperatures of order
tens of millions of Celsius degrees: consequently the electrons escape from
the atoms, producing a gas of charged particles, both negative (the electrons)
and positive (the nuclei), which feel the influence of the magnetic field. Since
matter is channelled onto the magnetic poles, these become hotter than the rest
of the star and therefore more bright. The main consequence is that, because of
its rotation, the star behaves as a lighthouse which periodically (with periods
as short as milliseconds), becomes visible when the hotter magnetic poles are
pointing towards the Earth. In this case we say that the neutron star is an
accretion powered, X-ray pulsar1.

The most surprising thing is that the gravitational field of the star is so
strong that it can modify both the trajectories of the photons from the surface
and their energy (or color)! A similar effect has been measured near our sun,
but the compactness of neutron stars makes them much more effective. These
effects change the duration and the intensity of the signal. By studying the
shape of the pulsations we can derive much of the information we mentioned
before, such as the ratio of mass and radius of the star, and also the position
of the magnetic pole or the inclination of the rotational axis with respect to
the observer. An example of such an application is the subject of Chapter 2.

As we have mentioned, the accreted matter can burn via nuclear reactions.
If the burning is stable, then it proceeds slowly and the emission is only one
percent of the thermal emission. As such it does not contribute significantly
to the emission of X-rays from the surface. If, on the contrary, the burning is
unstable, then the matter literally explodes at one location and the explosion
propagates over the surface at the speed of about ten kilometers per second,
like a flame on a thin layer of oil. The burning liberates all of the available
energy in ten to one hundred seconds, producing an intense flash of X-rays
which is comparable to the energy produced by the sun in 3 - 30 days: this is
a Type I burst.

The explosion is caused by the sensitivity of the nuclear reaction rate to
temperature. When matter cannot cool fast enough, the temperature keeps
on increasing, enhancing further the reaction rate which in turn increases
the temperature, and so on until all of the fuel is consumed. Looking at the
emission from the star as a function of time (the lightcurve, to use the technical
term), Type I bursts look like the peaks clearly visible in Figure 2. One of the
goals of this thesis was to model such bursts: in particular the propagation

1Not to be confused with a radio pulsar, which emits in the radio band and whose
emission is derived from a different mechanism: in radio pulsars, the magnetic field extracts
energy from the rotation of the star, but that is another story . . .
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Figure 2: Example of an X-ray lightcurve with three Type I bursts. The
vertical scale is the intensity of the X-rays. From Boirin et al. 2007, A&A,
465, 559.

of the flame on the surface. Our results are described in Chapter 5, where
for the first time we report simulations of a steadily propagating, deflagration
flame. We were able to show a strong dependence of the flame velocity on the
spin frequency of the star, as suggested previously by other researchers, and
on the thermal conductivity of the matter. Conduction is what heats the fluid
next to the burning regions, but hydrodynamics speeds the propagation up
whilst keeping it steady. This is caused by the Coriolis force, which depends
on the rotation of the star and is the force responsible for the hurricanes and
the twirl of water flowing down plugholes on Earth.

One question springs to mind: why should we study Type I bursts? The
first answer is that they are a fascinating phenomenon in their own right which,
despite having been broadly understood for more than forty years, have been
able to elude many attempts at more detailed modelling. Moreover, by study-
ing the lightcurve we can, again, derive a wide range of data which span from
the composition of the burning matter to the aforementioned stellar parame-
ters, which are so important to our understanding of neutron star structure.

However, that is not all. Detailed analysis of the lightcurves has shown
the presence of small oscillations in the intensity of the emission from the
burning material. These oscillations, that in technical jargon are called burst
oscillations, have a frequency that can be constant or can change slightly;
in the latter case, they eventually tend to a fixed value. In both cases the
frequencies are unique to each star, and, it has been shown, they correspond
very closely (but not always exactly) to the rotation frequency of the star:
another very important parameter for understanding neutron stars.

There are various explanations concerning the origin of these oscillations in
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the intensity of the emitted light, but all of them rely on the presence of some
kind of asymmetry in the surface emission. This asymmetry may be due to
the fact that the emission is confined to a bounded region of the surface, thus
leading to a lighthouse-effect similar to that of the X-ray pulsars we mentioned
previously. Another possibility is that the whole surface is burning, but that
gigantic waves propagating in the fuel induce fluctuations in the temperature
of the matter which turn into brighter or dimmer emission regions. The stellar
rotation moves the different regions through our line of sight, and this is
reflected in the lightcurve. Understanding how the flame propagates may
allow us to identify the mechanism responsible for burst oscillations and this,
in turn, may finally lead to a precise modelling of their relation to the spin
frequency. Chapter 3 deals with one peculiar case where we were able to
exclude all the proposed explanations except for the possibility of confined
emission, even though it has to be stressed that this is a very particular case
where a strong magnetic field appears to play a major role. In other systems
different possibilities have to be taken into account.

To conclude, a final remark concerning the methodology that we used is
needed. Even though it is possible to study some problems with the tradi-
tional method of “pen and paper”, as soon as few more physical details are
incorporated, the equations become quickly intractable and we have to resort
to numerical solutions with computer simulations. Chapter 4 describes the
code which was developed during this PhD, and which made it possible to run
the simulations of the propagating flame described in Chapter 5.
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Riassunto

Questa tesi riguarda lo studio delle stelle di neutroni, o, più propriamente,
di alcuni fenomeni che hanno luogo intorno a tali stelle: gli effetti della loro
gravità sulla luce emessa ed i Type I burst. Quello che segue vuole essere
un’introduzione veloce per i “non addetti ai lavori” e, per prima cosa, è bene
chiarire cosa siano le stelle di neutroni e perché destino cos̀ı tanto interesse.

Le stelle di neutroni, insieme ai buchi neri, sono i possibili risultati dell’e-
voluzione di stelle molto massicce ed hanno approssimativamente la stessa
massa del nostro sole concentrata, però, in un raggio di circa soli 10 km. Ciò
le rende membri della categoria degli oggetti compatti ed ha principalmente
due conseguenze: primo, la gravità al loro esterno è molto intensa, tale da
necessitare una descrizione general relativistica e, secondo, la densità al loro
interno raggiunge valori molto superiori a quelli delle stelle “normali” o della
materia come la si trova sulla Terra.

Questo significa che studiando le stelle di neutroni possiamo testare le no-
stre conoscenze, o meglio le nostre teorie, a proposito della fisica elementare e
del comportamento della materia nei territori più inesplorati. In particolare,
vogliamo capire quale sia la composizione interna delle stelle di neutroni e,
quindi, cosa succeda alla materia in regimi di alta densità (maggiore di alcune
volte la densità dei nuclei atomici) e “bassa” temperatura (circa centinaia di
milioni di gradi, bassa in termini fisici). In queste condizioni le stesse forze che
sono responsabili della struttura dei nuclei atomici e rimangono normalmente
ivi nascoste, cominciano a giocare un ruolo ancor più prominente e possono
avere effetti macroscopici. Il nome delle stelle di neutroni deriva dal fatto che,
almeno per quanto riguarda gli strati più esterni del loro nucleo, esse sono
composte principalmente di neutroni, una parte dei quali è prodotta quando
gli elettroni sono “compressi” e sono catturati dai protoni dei nuclei atomici;
cosa succeda più all’interno rimane, però, il mistero da svelare.

Purtroppo, le stelle di neutroni sono molto più elusive delle stelle normali;
infatti, non sono alimentate dalle reazioni nucleari che rendono le stelle visibili
nel cielo notturno ed hanno dimensioni molto piccole, quindi emettono solo
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Figura 1: Sinistra: accrescimento dalla stella compagna e disco di accresci-
mento. Destra: il campo magnetico cattura la materia dal limite interno del
disco. Immagini: NASA.

debolmente nella banda ottica. Altri tipi di reazioni sono possibili, ma queste
emettono neutrini, che sono particelle molto più difficili da osservare rispetto ai
fotoni. Misurare parametri stellari quali massa, raggio od il loro rapporto è uno
degli obbiettivi più importanti per quanto riguarda le stelle di neutroni poiché
questi possono essere messi in relazione con le varie teorie circa la struttura
interna della stella e possono in ultima analisi condurre all’identificazione della
teoria corretta. A questo scopo un’intera messe di tecniche diverse e di astuti
“sotterfugi” è stata escogitata per avere accesso diretto, o più spesso indiretto,
a queste informazioni.

In questa tesi ci siamo concentrati sulle stelle di neutroni in sistemi binari,
cioè in sistemi dove una stella normale ruota intono alla stella di neutroni, ed
in particolare sistemi binari dove la secondaria (la stella normale) è meno mas-
siccia della primaria. Il vantaggio risiede nel fatto che la forza gravitazionale
della stella di neutroni sottrae materia dagli strati esterni della compagna: un
processo chiamato accrescimento. Questa materia forma un disco intorno alla
stella di neutroni, Figura 1, ed alla fine ne raggiunge la superficie. Il processo
di per sé, già nel disco, emette luce in diverse bande, dall’ottico all’X, ma
c’è di più: la materia cos̀ı accresciuta, impattando sulla superficie, si scalda,
convertendo la sua velocità in calore, fino a rendere la stella stessa visibile
nella banda X. Il continuo accrescimento comprime e scalda ulteriormente la
materia accresciuta che può addirittura cominciare a bruciare tramite reazioni
nucleari. Infine, l’accrescimento ha molte conseguenze per quanto riguarda
la struttura della stella di neutroni, la sua velocità di rotazione ed anche il
suo campo magnetico (un’altra componente molto importante delle stelle di
neutroni). È importante notare che tutte le osservazioni che discuteremo sono
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effettuate da satellite, perché l’atmosfera terrestre assorbe i raggi X provenienti
dallo spazio.

Se il campo magnetico della stella è abbastanza forte, questo può catturare
la materia dalle parti più interne del disco di accrescimento e guidarla sulla
superficie concentrandola ai poli magnetici (analoghi ai poli di una calamita,
Figura 1). Il campo magnetico può controllare il flusso della materia perché
questa raggiunge temperature dell’ordine di decine di milioni di gradi: di con-
seguenza gli elettroni sfuggono dagli atomi creando un gas di cariche negative
(gli elettroni) e positive (i nuclei) che subiscono l’influenza del campo magne-
tico. Poiché la materia è portata sui poli magnetici, questi diventano più caldi
del resto della stella e quindi più luminosi. La conseguenza principale è che, in
virtù della sua rotazione, la stella si comporta come un faro. Periodicamente,
con periodi che possono scendere fino al millisecondo, diventa visibile quando
i poli magnetici, più caldi, puntano in direzione della Terra. In questo caso, si
dice che la stella di neutroni è una pulsar X, alimentata dall’accrescimento1 .

La cosa più sorprendente è che il campo gravitazionale della stella è cos̀ı
forte che può deviare le traiettorie stesse dei fotoni (la luce) emessi dalla super-
ficie e modificarne l’energia (o colore)! Questo effetto è stato misurato anche
vicino al nostro sole, ma la compattezza delle stelle di neutroni le rende molto
più efficaci. Il campo gravitazionale può cambiare la durata e l’intensità delle
pulsazioni e studiando la forma di queste ultime possiamo ricavare molte delle
informazioni che abbiamo menzionato all’inizio, primo fra tutti il rapporto tra
la massa ed il raggio della stella, ma anche la posizione del polo magnetico
o l’inclinazione dell’asse di rotazione rispetto all’osservatore. Un esempio di
questa applicazione costituisce l’argomento del Capitolo 2.

Abbiamo detto che la materia accresciuta può iniziare a bruciare attraver-
so reazioni nucleari. Se il bruciamento è stabile, allora procede lentamente e
l’emissione ammonta a non più di un centesimo dell’emissione termica, non
contribuendo significativamente all’emissione superficiale dei raggi X. Se però
il bruciamento è instabile, allora la materia letteralmente esplode in un punto
e l’esplosione si propaga sulla superficie alla velocità di circa dieci chilometri
al secondo, come una fiamma su un sottile strato d’olio. Il bruciamento libera
tutta l’energia disponibile in un tempo che va dai dieci ai cento secondi, risul-
tando in un intenso flash di raggi X che è comparabile all’energia emessa dal
sole in 3 - 30 giorni: questo è un Type I burst.

La dipendenza della velocità di reazione dalla temperatura è ciò che causa

1Da non confondersi con le pulsar radio che emettono nella banda radio e si basano su un
meccanismo diverso: in questi casi il campo magnetico estrae energia dalla rotazione della
stella, ma questa è un’altra storia . . .
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Figura 2: Esempio di curva di luce con tre Type I burst. La scala verticale
misura l’intensità dei raggi X, quella orizzontale il tempo in minuti. Da ‘Boirin
et al. 2007, A&A, 465, 559’.

l’esplosione. Quando la materia non raffredda abbastanza, la temperatura
continua a salire, aumentando ulteriormente il ritmo delle reazioni, le quali
a loro volta aumentano la temperatura e cos̀ı via fino a che il combustibile
non si esaurisce del tutto. Osservando l’emissione della stella in funzione del
tempo (la curva di luce, in gergo), i Type I burst appaiono come i picchi
chiaramente visibili in Figura 2. Uno degli obbiettivi di questa tesi è stato
modellare i Type I burst ed in particolare la propagazione della fiamma sulla
superficie. I nostri risultati sono riportati nel Capitolo 5, dove per la prima
volta vengono mostrate le simulazioni di una fiamma che si propaga a velocità
costante come una deflagrazione. Siamo riusciti a mostrare come la velocità
della fiamma dipenda fortemente dalla frequenza di rotazione della stella, come
è stato suggerito precedentemente da altri ricercatori, e dalla conduttività
termica della materia. È la conduzione che scalda il fluido adiacente alle zone
che stanno già bruciando, ma è l’idrodinamica che accelera la propagazione
della fiamma ed al tempo stesso la sostiene. Ciò è causato dalla forza di
Coriolis, che dipende dalla rotazione della stella ed è la forza responsabile
degli uragani e dei vortici nell’acqua, quando scende lungo i tubi, sulla Terra.

Una domanda che può sorgere spontanea è: perché studiare i Type I burst?
La prima risposta è che essi costituiscono di per sé un fenomeno affascinante
il quale, sebbene già capito a grandi linee da più di quarant’anni, è riuscito
ad eludere molti tentativi di modellazione più dettagliata. Ma oltre a questo,
c’è il fatto che studiando la curva di luce possiamo, di nuovo, ricavare un
ampio spettro di informazioni che vanno dalla composizione della materia che
brucia fino ai famosi parametri stellari che sono cos̀ı importanti per capire la
struttura delle stelle di neutroni.
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E non finisce qui, perché l’analisi dettagliata delle curve di luce ha rivelato
la presenza di deboli oscillazioni nell’intensità dei raggi X emessi dalla materia
che sta bruciando durante i Type I burst. Queste oscillazioni, che in gergo
sono chiamate burst oscillation, hanno una frequenza diversa per ogni stella,
la quale può essere costante oppure variare leggermente; ma in questo secondo
caso la frequenza tende sempre ad un valore ben definito. È stato dimostrato
come la frequenza delle burst oscillation corrisponda, anche se non sempre
esattamente, alla frequenza di rotazione della stella: un altro parametro molto
importante per la comprensione delle stelle di neutroni.

Esistono diverse spiegazioni circa l’origine di queste oscillazioni nell’inten-
sità della luce, ma tutte si basano sulla presenza di una qualche asimmetria
nell’emissione superficiale. Questa asimmetria può essere dovuta al fatto che
l’emissione è confinata in una parte limitata della superficie e ciò porta ad
un effetto “faro” simile a quello delle pulsar X di cui abbiamo parlato prece-
dentemente. In un altro scenario, la superficie brucia completamente, ma
gigantesche onde che si propagano nel combustibile inducono fluttuazioni di
temperatura nella materia e queste si traducono in zone più o meno brillan-
ti. La rotazione della stella alterna la visibilità delle diverse zone e questo
si riflette nella curva di luce. Capire come la fiamma si propaga può portare
all’identificazione del meccanismo responsabile per le burst oscillation e questo
a sua volta ci può permettere finalmente di modellare con precisione la loro
relazione con la frequenza di rotazione. Il Capitolo 3 si occupa di un ca-
so particolare dove abbiamo potuto escludere tutte le spiegazioni proposte
tranne quella dell’emissione da una regione limitata, per quanto quella fosse,
va sottolineato, una stella molto peculiare dove il campo magnetico gioca un
ruolo dominante. In altri sistemi diverse spiegazioni devono essere prese in
considerazione.

Infine, un’ultima nota riguarda la metodologia seguita in questa tesi. Per
quanto sia possibile studiare alcuni problemi con il metodo “tradizionale” di
carta e penna, appena vengano aggiunti pochi dettagli in più circa la fisica
coinvolta, le equazioni diventano velocemente troppo complesse ed intrattabili.
L’unica soluzione che rimane è allora risolvere le equazioni numericamente con
simulazioni al computer. Il Capitolo 4 descrive il codice che è stato sviluppato
durante questo dottorato ed ha reso possibili le simulazioni della propagazione
della fiamma del Capitolo 5.
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