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1
Introduction

While the human mind has evolved to be very efficient at understanding its environment,

this task poses a great challenge in computer vision. Data acquired by sensors may be noisy

or ambiguous, or stem from sources inaccessible to human senses. The models chosen to

represent the data may conform more or less to reality and strike a more or less favorable

trade-off between computational effort and conformity with geometric intuition.

The field of geometric data processing is concerned with automatic computation with data

representing geometric circumstances and often describing physical reality. Increasingly af-

fordable and ubiquitous sensors — especially video cameras — are recording big parts of our

world. Whether in robotics, motion capturing, 3D reconstruction or augmented reality, fitting

the parameters of geometric models to observations is a crucial step in turning the raw data

into understandable objects of computation. For example, if an articulated structure in motion

is imaged by a video camera, the resulting image sequence or the constituent pixels may be

regarded as raw geometric data. Often the interest lies in recovering the location of the joints

or in describing the motion that each of the links of the structure performs over time.1

Linear algebra presents a useful way of representing and calculating with geometric data.

It offers many benefits in terms of computability. A vast body of research has developed

which supports the user of classical linear algebra with an arsenal of matrix decomposition

algorithms and techniques for manipulating and solving systems of linear equations, exactly

1The NWO project “Detection of Articulated Structures in Image Sequences” (DASIS) is concerned with just
this type of problem and provided funding for this thesis.
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2 Introduction

or approximately. However, as we will point out below, using classical linear algebra for repre-

senting geometric entities has its shortcomings. A number of these shortcomings is tackled by

using geometric algebra, an intuitive mathematical framework, which is moreover efficiently

implementable in many common programming languages [Fon07]. Geometric algebra is, how-

ever, somewhat more difficult to handle algebraically and therefore, when it comes to fitting

geometric models to data, it offers some challenges which this thesis addresses.

1.1. Geometric Models and Linear Algebra

Classical linear algebra is an algebra of linear transformations represented by matrices acting

on other matrices and vectors. Vectors, as the target of transformations, are therefore used to

represent geometric objects, such as points, planes, lines, directions etc.

This approach brings about some problematic consequences. Firstly, it immediately intro-

duces a coordinate system. By using a set of coefficients to describe the location of a point or

a direction in space, one implicitly assumes a vector basis on which the coefficients are to be

interpreted. Matrices acting on this coefficient representation also implicitly assume a basis

and therefore work only on objects which are represented on that specific basis. Changing

that basis usually involves coordinate transformations, which again only translate an equation

from one particular basis to another. A general, coordinate free formulation of concepts is not

possible in classical linear algebra.

Secondly, if one only has a set of numbers representing geometric objects, it is necessary

to explicitly keep track of the type of object thus represented. In classical linear algebra, for

example, points, planes and directions are indiscriminately represented by vectors, which are

mathematically indistinguishable from each other. What makes matters worse is that different

geometric objects may transform differently. For example, in homogeneous coordinate repre-

sentation, vectors representing directions may be added, while adding vectors that represent

points may not yield another valid point representation.

Finally, the parametrization of linear transformations by matrices is usually redundant. For

instance, a 3D rotation about the origin can be represented by a 3 × 3-matrix with nine

entries, when the transformation only has three degrees of freedom. This over-parametrization

is compensated for by complicated algebraic constraints, e.g. requiring the matrix determinant

to be equal to 1. In calculations which have the transformation as a result, the matrix entries

are often regarded as independent parameters and the internal constraints have to be enforced

explicitly. This may not be the most efficient approach, and may lead to imprecisions in the

obtained transformation.

Some of these problems are alleviated by employing specialized representations. For in-

stance, lines in 3D can be represented by six-dimensional vectors of Plücker coordinates, which

sets them apart from points and directions, which can be represented by three- or — using

homogeneous coordinates — four-dimensional vectors. A quadric can be represented by the

coefficients of a quadratic equation in the coordinates describing it. The coefficients can be

arranged into a suitable matrix that captures their transformation under geometric transforma-
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tions of the quadric. Other problems are remedied by using different techniques from different

mathematical branches — such as using unit quaternions for the representation of rotations.

But this practice quickly leads to a large number of case distinctions and specialized tools. Un-

derstanding the finer points of those often requires the study of their respective mathematical

field.

On the other hand, classical linear algebra offers a number of practical advantages. Linear

models are easy to compute with and serve as a first order approximation to more complicated

problems. The matrix representation yields to a number of well-known techniques for analyz-

ing, constraining or solving for the represented transformations or the argument upon which

the transformation acts. For example, approaches based on the singular value decomposition

(SVD) yield exact solutions to systems of linear equations — or a least squares approximation

where such exact solutions do not exist. Invariant spaces of linear transformations can be

found by available algorithms which recover the eigenvectors of a matrix. The wide research

field of (applied) linear algebra is under active development and new applications are found

constantly. Efficient implementations in various programming languages are publicly available

and updated frequently while specialized hardware facilitates matrix computations.

So there appears to be a gap between the suitability for representing geometric data on the

one hand and the convenience of implementation and computation with this data on the other

hand. In this thesis we will use geometric algebra to fill this gap and examine to which extent

it holds up to the requirements on both ends.

1.2. Geometric Algebra

Hermann Günther Grassmann was the first to develop geometric algebra in a systematic way

in 1844. He introduced methods to encode geometrical information of a given space such as

length, area and volume. In 1878 William Kingdon Clifford examined Grassmann’s algebraic

system with special attention to the quaternions of William Rowan Hamilton. He defined the

geometric product adding to Grassmann’s ideas the description of certain transformations,

such as rotations, and revealing quaternions to be a part of Grassmann’s framework. Rudolf

Lipschitz generalized Clifford’s interpretation of quaternions to describe the geometry of ro-

tations in n dimensions. [Cib07] The emerging associative algebra over a metric vector space

has become known as Clifford algebra. Often, in applied literature the terms Clifford algebra

and geometric algebra are used interchangeably. The latter emphasizes the use of the algebraic

entities for representing geometric objects and transformations.

In recent years the development of geometric algebra has been spearheaded by David

Hestenes (who holds a patent [HRL05] on the conformal model of geometric algebra) and

Garret Sobczyk [HS84] as well as research groups in Cambridge (e.g. [LD03]) and Amsterdam

(e.g. [DFM07]). As more research groups pick up the topic, geometric algebra has entered

a stage of free experimentation, with different models of geometric algebra being tailored to

specific problems.

One aspect that makes geometric algebra uniquely suited for geometric data processing
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is the fact that it unifies different branches of mathematics in a single framework. It brings

together such mathematical fields as linear algebra, quaternions, differential geometry, calculus

and several representational models known from classical linear algebra. Its elements are

multivectors, high-dimensional multi-linear combinations of vectors. In this thesis we focus on

the conformal model of geometric algebra (CGA). It is a particular Clifford algebra, constructed

over an n + 2-dimensional vector space equipped with a particular metric (more precisely, a

Minkowski metric) and used to represent geometric objects in n-dimensional Euclidean space.

CGA vectors represent Euclidean hyperspheres, with planes and points forming special cases

of spheres with infinite and zero radius, respectively.

In CGA, transformations are represented by versors. These parametrize translations, rota-

tions, uniform scaling and general conformal transformations in a Euclidean space minimally.

That is, the number of parameters agrees with the number of degrees of freedom for these

transformations. Moreover, versors act on geometric objects in a structure preserving manner.

Regardless of which object is transformed, the algebraic operation is always the same but the

geometrical result is precisely adapted to the type of the transformed object. No longer is

there a need for specialized transformations that have to be manually adapted to the object

they act upon.

Furthermore, all geometric objects are immediately identifiable by their algebraic properties.

Explicit typification is not required. An additional advantage of geometric algebra is that it

allows a coordinate free formulation of many concepts. An explicit basis is introduced only

when numerical computation is required. Often, however, calculations carry quite far without

introducing coordinates. We will revisit these notions in chapter 2, where we give a more

thorough introduction to geometric algebra based on [HS84, LD03, DFM07].

CGA goes beyond purely Euclidean geometrical data processing by adding “book-keeping”

dimensions that enhance calculations in two ways. On the one hand they help linearize non-

linear problems much in the way that the well-known homogeneous coordinates do. On the

other hand they place a truly higher class of transformations, namely conformal transforma-

tions at our disposal. Conformal transformations are transformations that preserve angles

locally. They are closely linked to (complex) differentiable mappings and useful in a number

of applications in physics and engineering. For example, functions that are governed by a

potential can be transformed by a conformal mapping and are then still governed by a poten-

tial. Classically, only conformal mappings of the complex plane have been studied. CGA is

a framework that allows the study of conformal mappings of spaces of arbitrary dimensions.

Because Euclidean transformation (or rigid body motions) are a notable special case of con-

formal transformations, CGA has recently found applications in robotics, computer graphics,

computer vision and other fields.

Different research groups may use variants of geometric algebra that deviate from the one

presented here to varying degrees. Some [LD03] use CGA with a slightly different notation

or motivation. Others [Per08] employ CGA to describe geometric relationships, but perform

calculations almost exclusively in classical linear algebra. In that case the Minkowski metric is

implemented explicitly using a “metric matrix”. Still others (e.g. [Li08]) construct a geometric
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algebra over different base spaces or implement different metrics that are tailored to their

specific application.

1.3. Challenges

Until recently geometric algebra has been in the hands of mathematicians who valued its

formal elegance and mathematical beauty. Those are virtues that can pay off in practical

implementations, for example, allowing insights in previously hard problems, saving time or

storage space in computations and making derivations easy to perform and understand. But

these benefits come at a price.

In the past, geometric algebra has mostly been used as a generative tool, for applying

known transformations to data, for deriving theoretical results or for the representation of

geometric data at the end of some data processing chain. The power of geometric algebra as

a tool for data analysis and data processing is largely unexplored. One reason for that is the

relative difficulty in manipulating geometric algebra equations. It arises, for example, from the

non-commutativity of the geometric product, the complicated interaction between multivector

components or the unusual metric employed in the conformal model of geometric algebra.

Another reason is that geometric algebra is still lacking a convincing consistent model for

noise or uncertainty. When trying to integrate redundant, ambiguous and noisy data such a

model would be of great benefit.

1.4. Focus

In this thesis we focus on the use of CGA for fitting model parameters to geometric observation

data in Euclidean spaces. Instead of completely replacing classical approaches, geometric

algebra will act as a mediator between the geometric aspects of models and data on one side

and the practical solution for parameters on the other. More concisely, geometric algebra will

play the role of an interface between geometric intuition and classical linear algebra techniques.

The research presented here was funded by the NWO-project “Detection of Articulated

Structures in Image Sequences” (DASIS), which had two main objectives: the application of

CGA for the detection of articulated structures in image sequences and the development of

CGA into a state where it can be used for geometric data processing in general. In pursuit

of these goals we pick three representative practical — and sufficiently hard — problems in

Euclidean space, namely determining a conformal transformation from correspondence data,

inferring the structure of a kinematic chain from motion of its last limb and fitting a hyper-

sphere to noisy point observations.

Using CGA for the description of the (rigid body) motions of articulated structures also

allows the representation of conformal transformations in Euclidean space. In order to under-

stand how CGA operates on rigid body motions, it is useful to investigate how it operates on

full conformal transformations which are a natural part of the framework. Once we understand

how to use observation data to determine a transformation in CGA, we can use it to decompose
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that transformation. In the context of our research goals this is important, for example, to

infer the links of an articulated structure even in cases where a direct observation of these links

is not possible. In practice such situations may arise from occlusion or otherwise missing data.

Finally, since Euclidean hyperspheres are naturally represented by vectors in CGA, studying

their behavior in the presence of uncertainty we hope to gain insights into the inner workings

of the CGA framework and how to deal with uncertainty in it.

In the course of solving these problems we investigate to what extent it is beneficial to use

geometric algebra to represent the observation data, formulate the model equations and solve

the resulting equations for the model parameters. We determine what kind of data is necessary

or sufficient to determine the models, explore the theoretical limitations of the resulting fits

and develop the methodology of geometric algebra further.

As we find that the formulation in geometric algebra does not take us all the way, we

determine ways to interface it with classical linear algebra. This makes our geometric algebra

equations amenable to the large body of established techniques and ongoing research regarding

the use of classical linear algebra to fit models to data. By exploring to which extent classical

approaches and techniques can be exploited to obtain geometric algebra based solutions we

deepen our understanding of the geometric and algebraic concepts underlying the specific

problems.

1.5. Overview

Chapter 2 of this thesis contains an introduction to geometric algebra based on [HS84, LD03,

DFM07]. We familiarize the reader with basic concepts like the geometric product, the inner

and outer product and multivectors in section 2.1. In section 2.3 we show how versors can be

taken to represent orthogonal transformations which preserve the inner product and act as a

morphism on the outer product of vectors.

Then, in section 2.4, we focus on the conformal model of geometric algebra, showing by

which algebraic properties CGA vectors represent Euclidean hyperspheres. We analyze special

cases leading to the representation of points and planes, before we continue to introduce more

general multivectors that represent more complicated geometric objects. The versors of this

high-dimensional model represent conformal transformations of Euclidean space that can be

applied to any representable geometric object. Finally, in sections 2.5 and 2.6, we take a look

at geometric algebra from the viewpoint of linear algebra as well as differential geometry. None

of this is original work. Only the order in which the material is presented reflects the author’s

preference. Chapter 2 is meant to facilitate understanding of the rest of this thesis and may

serve as a reference for concepts used therein.

In chapter 3 we show how to determine a conformal transformation of n-dimensional Eu-

clidean space from minimal exact correspondence data. Classically, conformal transformations

are studied in — and at the same time restricted to — the (complex) plane, but CGA gener-

alizes the concept to arbitrary dimensions.

In order to derive the transformation between corresponding data sets we use extended
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Vahlen matrices, which we introduce in section 3.2. These are 2 × 2-matrices with Euclidean

geometric algebra valued entries, whose structure helps to reduce the problem to finding a

Euclidean rotation. To the best of our knowledge, both the reduction to a Euclidean problem

as well as the final closed form solution are novel results. In section 3.3 we show that minimal

correspondence data required to determine a conformal transformation consists of a localized

frame of vectors and an additional point.

The correspondence data we use has to be exact in the sense that we assume the existence

of a Euclidean rotation between the corresponding frames of vectors. If such a rotation does

not exist — e.g. because the mutual angles between corresponding pairs of vectors are not the

same — geometric algebra and classical approaches offer ways to approximate a solution which

we present in section 3.3, too.

In chapter 4 we observe a complicated, nested 3D screw motion over time and decompose it

into its constituent elemental 3D screw motions. Such nested motions occur when articulated

structures move. These structures can be robotic arms or living creatures with an articulated

skeleton. The individual joints are assumed to perform elemental 3D screw motions like axis

rotations and translations.

When the component motions can be observed directly, they can be factored out of the com-

posite motion or, conversely, the composite motion can be reconstructed from them. However,

we assume that only the composite motion, e.g. the motion of the last limb in a kinematic

chain, can be observed and show an efficient way to infer the parameters of the component

motions in section 4.3.

We use the Lie group structure of 3D screw motions to describe the instantaneous motion

(i.e. the apparent motion that an object performs from one instant to the next) of the observed

limb and how this motion changes over time. In this endeavor geometric algebra offers a rather

intuitive way to expose the relationship between geometrically meaningful parameters of 3D

screw motions and the algebraic objects representing these motions. When it comes to solving

correspondence equations for those parameters, however, we find it useful to employ matrix

representations.

Our approach yields an explicit solution for composite motions consisting of up to three

component motions. Beyond that solutions are possible in principle, but they become compu-

tationally very expensive to obtain.

We evaluate our approach by running experiments with simulated data. The details of the

experimental setup as well as the quantitative results of those experiments are presented in

appendix A.

In chapter 5 we present a Bayesian approach to Euclidean hypersphere estimation from

noisy point data. One advantage of the Bayesian approach is that it forces the designer of an

estimator to make explicit all the parameters he wants to estimate as well as all assumptions,

beliefs and prior knowledge about them.

While neither the Bayesian approach to parameter estimation nor the estimation of circles

or spheres from point data is novel, we have not found literature that applies one to the other.

In sections 5.3 and 5.4 we find an explicit formula for the likelihood of hypersphere parameters
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“radius” and “location of center” and generalize it to hyperspheres in arbitrary dimensions.

Furthermore, we use the likelihood formula we derived in order to create a maximum likelihood

estimator, which we compare to a least squares estimator in detail using simulated data in

section 5.5. Extensive numerical results of this comparison can be found in appendix B.

In chapter 5 we do not use geometric algebra to derive our results, nor are we estimating

parameters of geometric algebra quantities. However, the ability to represent Euclidean hyper-

spheres in CGA gave rise to our research in this area. We were unable to derive a full-fledged

Bayesian noise model for CGA, but we find the theoretical results obtained here useful. They

allow structural insights into the problem of parameter estimation from noisy data and any

future approach to parameter estimation in CGA will have to conform to them.

In chapter 6 we summarize our findings in this thesis. With a deeper understanding of

geometric algebra and more detailed knowledge of our results, we revisit some of the notions

introduced in the present chapter and discuss some conclusions that we draw from our work.

Finally, we present some questions that this thesis necessarily leaves open and give a brief

outlook on possible future research.




