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2 Background

This Chapter presents a study of existing literature on the analysis of anonymity.
Section 2.5 will introduce k-anonymity, a concept that will be referred to re-
peatedly throughout this thesis. Busy readers may skip to that Section without
risking unintelligibility of the remainder of this thesis.

Information systems for applications such as electronic voting, clinical health-
care and medical research should provide reliable security and privacy. Formal
methods are useful to verify or falsify system behavior against specific proper-
ties, including aspects of security and privacy. The mathematics that underlie
formal methods provide a more solid foundation for IT engineering than in-
formal methods do; an important reason for this is the disambiguating and
computer-verifiable nature of mathematical notation. Systems that are built
on (or using) formal methods are thus expected to be more reliable1.

We apply the vocabulary proposed by Pfitzmann and Hansen [64]. On
December 2nd, 2011 the Internet Architecture Board announced2 adoption
of this document with the“[aim] to establish a basic lexicon around privacy so

1However, one must take into account that formal modeling remains a human activity
and is, therefore, prone to human error, that mathematical specification of aspects about
vague concepts like security and privacy is a di�cult task and that in practice, typically
only parts of systems can be proven correct due to the subtleties and complexity of real-life
environments.

2
http://www.iab.org/2011/12/02/draft-on-privacy-terminology-adopted/ and

http://tools.ietf.org/html/draft-iab-privacy-terminology-00.
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12 CHAPTER 2. BACKGROUND

that IETF contributors who wish to discuss privacy considerations within their
work can do so using terminology consistent across the area”. Note that this
vocabulary did not exist before 2000 and has been scarcely referred to. It is
sometimes di�cult to compare existing literature without re-explaining the use
of language. Key definitions:

Definition 2.1 Anonymity of a subject means that the subject is not identifi-
able within a set of subjects, the anonymity set.

Citing from [64]: “[being] ‘not identifiable within the anonymity set’ means that
only using the information the attacker has at his discretion, the subject is ‘not
uniquely characterized within the anonymity set’. In more precise language,
only using the information the attacker has at his discretion, the subject is ‘not
distinguishable from the other subjects within the anonymity set’.”

Definition 2.2 Anonymity of a subject from an attacker’s perspective means
that the attacker cannot su�ciently identify the subject within a set of subjects,
the anonymity set.

Definition 2.3 Unlinkability of two or more Items of Interest (IOIs, e.g., sub-
jects, messages, actions, ...) from an attacker’s perspective means that within
the system (comprising these and possibly other items), the attacker cannot
su�ciently distinguish whether these IOIs are related or not.

The size of the anonymity set in Definitions 2.1 and 2.2 is the unit of measure-
ment used throughout our work.

Privacy research related to electronic systems can roughly be divided in two
topics:

• Data anonymity: unlinkability of an individual and (anonymized) data
about him/her in databases;

• Communication anonymity: unlinkability of an individual and his/her
online activity.

From Definition 2.2 it follows that anonymity is relative to a specific point of
view: it depends on what the attacker knows a priori or can learn a posteriori
about the system, its environment and its users.

The remainder of this Chapter is organized as follows: Section 2.1 describes
early concepts; Section 2.2 refers to applications of information theory to re-
search on anonymity; Section 2.3 refers to applications of process calculus;
Section 2.4 refers to applications of epistemic logic; and Section 2.5 introduces
to k-anonymity, a concept that will be used intensively throughout this thesis.
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2.1 Early concepts

For the last two decades, research on identity hiding has largely been orbiting
around the concept of a mix introduced by Chaum [18]. A mix is a system
that accepts incoming messages, shu✏es, delays and permutes them, and sends
them to either the intended recipient or the next mix. The purpose of the inter-
mediate processing is to provide anonymity. What anonymity is provided, to
whom, to which degree and under what assumptions depends on the parameters
of the mix design and the context of its usage.

Many mix systems have been proposed with subtle variations on the pa-
rameters of shu✏ing, delaying and permutation — ‘permutation’ being the use
of cryptography to change message content so that to an observer, the input
messages are, in terms of content, unlinkable to output message. Those param-
eters are dictated by either the purpose of the system (e.g. anonymous e-mail,
anonymous file sharing, anonymous voting) or by assumptions about the con-
ditions under which the system will be used (e.g. a specific threat model, need
for interoperability with other systems, latency/throughput conditions).

Message-based mixes are designed to anonymize the communication of one-
o↵, independent, potentially large-sized messages; such systems are typically
designed to have high-latency and low-bandwidth properties. Connection-based
mixes are designed to anonymize the communication of streams of small mes-
sages (e.g. packets); such systems are typically designed to have low-latency
and high-bandwidth properties. It is sometimes mentioned that there is a
trade-o↵ between latency and anonymity, where high latency is associated with
stronger anonymity, and low latency with weaker anonymity.

Two anonymity protocols that are often used to demonstrate formaliza-
tions of communication anonymity related to mixes are the Dining Cryptogra-
phers protocol by Chaum in 1988, and the FOO92 voting scheme by Fujioka,
Okamoto and Ohta in 1992 [17, 30]. A description of those protocols is beyond
the scope of this thesis.

2.1.1 Degrees of anonymity

Anonymity is not a binary property; it is not either present or absent. Rather, a
subject is more easily or less easily identifiable at any given time, and anonymity
is a point on a scale. In 1998, Reiter and Rubin proposed a scales for degrees
of anonymity, as depicted in Figure 2.1 [67]. This scale is an informal notion,
but has aided discussion about anonymity systems.

Both in their original paper and most work that refers to that paper, a
focus is given to three intermediate points (citation from [67]):

• Beyond suspicion: A sender’s anonymity is beyond suspicion if though
the attacker can see evidence of a sent message, the sender appears no
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Figure 2.1: Degrees of anonymity according to Reiter and Rubin [67]

more likely to be the originiator of that message than any other potential
sender in the system.

• Probable innocence: A sender is probably innocent if, from the attacker’s
point of view, the sender appears no more likely to be the originator than
not be the originator. This is weaker than beyond suspicion in that the
attacker may have reason to expect that the sender is more likely to be
responsible than any other potential sender, but it still appears at least as
likely that the sender is not responsible. Or: to the attacker, the subject
has less than 50% chance of being the culprit.

• Possible innocence: A sender is possibly innocent if, from the attacker’s
point of view, there is a nontrivial probability that the real sender is some-
one else. Or: to the attacker, the subject has less than 100% chance of
being the culprit.

Halpern and O’Neill proposed a formal interpretation of such a scale using
epistemic logic [33]. The authors use notations such as Ki' to model that
agent i knows ', and Pi' to model that agent i thinks that ' is possible. The
formula ✓(i, a) is used to represent “agent i has performed action a, or will
perform a in the future”. For example:

Action a, performed by agent i, is minimally anonymous with
respect to agent j in the interpreted system I, if I |= ¬Kj [✓(i, a)].

In this example, the agent i is minimally anonymous with respect to agent j if
agent j does not know that agent i has performed action a. Another example:

Action a, performed by agent i, is totally anonymous with re-
spect to agent j in the interpreted system I, if I |= ✓(i, a) )V

i0 6=j Pj [✓(i0, a)].

In this example, the agent i is ‘totally anonymous’ with respect to agent j if
agent j thinks it is possible that the action could have been performed by any
of the agents. Note that this assumes that i and j are not the only two agents:
otherwise, agent j knows that agent i must have performed the action.

Chatzikokolakis and Palamidessi proposed a revised formalization of proba-
ble innocence, building on the formalism of probabilistic automata [16]. Citing
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from [16]: “A probabilistic automaton consists in a set of states, and labeled
transitions between them. For each node, the outgoing transitions are par-
titioned in groups called steps. Each step represents a probabilistic choice,
while the choice between the steps is nondeterministic”. The authors model
anonymity by considering the execution paths of the automata across proba-
bilistic action sets. The main contribution is that the authors’ notion conveys
both limits on an attacker’s confidence in knowing which subject belongs to an
observed event, and on the probability of detection.

2.1.2 Possibility, probability, and determinism

In anonymity theory, the notions of determinism, non-determinism, possibility
and probability refer to choice types that are present in a system.

Deterministic models represent systems of which behavior only depends on
internal states and is, therefore, predictable: at any given state, for some given
(deterministic) input, there is only one possible transition. The system behaves
the same for each execution.

Non-deterministic models represent systems of which behavior depends on
some unpredictable external state and is, therefore, unpredictable itself; or
at least very di�cult to predict. Examples of external states are user input,
schedulers, hardware timers/timing-sensitive programs, random variables and
stored disk data. For anonymity, users and random number generators are
two typical examples of non-deterministic aspects. Angelic non-determinism
models choices as if the inputs are not arbitrary, but are always biased to
guarantee success (‘good’ behavior). Demonic non-determinism models choices
as if they are arbitrary, and never made with guarantee for success (‘malicious’
or ‘ignorant’ behavior).

Possibilistic models represent systems in which at any given state, there
are N states to which transition is possible (N might be 1). No notion is
made regarding the probability of each transition. In contrast to deterministic
models, possibilistic models allow uncertainty; the models just do not explicitly
describe it.

Probabilistic models are possibilistic models with probabilities. A proba-
bilistic choice represents a set of alternative transitions where each transition
is assigned a probability of being chosen; in contrast, a non-deterministic model
has no notion of probability.

2.1.3 Anonymity set size

The most basic way to quantify anonymity is to use the anonymity set size.
Suppose a message M was sent by subject s

1

from anonymity set S of size N ,
and suppose an attacker that detected M at the recipient but has no other
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knowledge. In the anonymity set size metric, anonymity is then quantified as

anonymity set size =
1

N
(2.1)

For a set of size N = 10, the attacker can link M to s
1

only to a certainty of
1

10

. This metric assumes a uniform distribution of probabilities, and cannot be
applied to situations where this equidistribution is not present. As most real-
life systems deal with heterogeneous sets of subjects, this assumption almost
never holds, and thus more refined metrics are needed.

2.2 Information theory

This Section refers to existing literature on the application of Shannon-entropy
and Rényi-entropy to research on anonymity.

2.2.1 Shannon-entropy

In 2002, Serjantov and Diaz independently proposed the use of Shannon-
entropy to establish anonymity metrics that lift the equiprobability require-
ment [72]. Shannon-entropy quantifies the level of uncertainty inherent in a
set of data. In its (proposed) application to anonymity, the ‘set of data’ is the
probability distribution over the possible links between a message M and its
possible senders3 S. It assumes that an attacker is able to estimate probabil-
ities a posteriori after observing the system4. The Shannon entropy equation
provides a way to estimate the average minimum number of bits needed to en-
code a string of symbols, based on the frequency of the symbols. Anything can
be a symbol: letters like {A,B,C, ...}, persons like {subject

1

, ...subjectn}, col-
ors like {red, green, blue, ...}, et cetera. The (finite) set of possible symbols are
referred to as the source alphabet. According Shannon, on average, the number
of bits needed to represent the result of an uncertain event (e.g. production of
a symbol) is given by its entropy. The Shannon-entropy formula:

H(S) = �
NX

i=1

p(si) log
2

p(si) (2.2)

For anonymity, H(S) (the H-symbol is borrowed by Shannon from Boltzmann
H-Theorem in thermodynamics) denotes the number of additional bits the
attacker needs to perfectly link a message M to its sender subject si from set S
with size N (note that in the Pfitzmann-Hansen definition of ‘anonymity from

3 The proposed work only regards sender-anonymity; however, it may be suitable to
measure receiver-anonymity or relationship-anonymity as well.

4‘Observing’ might include passive attacks like statistical analysis, and/or active attacks
like repetitive querying or other experiments to deduce knowledge.
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an attacker’s perspective’, a subject is already non-anonymous if an attacker
is able to ‘su�ciently’ identify the subject, and the attacker might very well
be satisfied by a less-than-perfect link). To apply this probabilistic metric, the
attacker has to assign a probability p(si) to each subject si, where p(si) is a

value between 0 and 1 and
PN

i=1

p(si) = 1. Suppose a particular p(si) = 1,
then all the other p(si) are 0 and H(S) = 0; this means the attacker has a
perfect link. If all p(si) are equal, the metric ‘reduces’ to the basic anonymity
set size metric H(S) = log

2

|S|.
The degree of anonymity is a quantification of the amount of information

the system leaks about the probability distribution. The higher the degree, the
less information is leaked. The maximum entropy of the system is expressed
as HM :

HM = log
2

(N) (2.3)

The degree d is a value between 0 and 1 and is determined by HM � H(S),
then normalized by dividing by HM :

d = 1� HM �H(S)

HM
=

H(S)

HM
(2.4)

Here, d = 0 if an attacker can link message M to its originating subject with
probability 1, and d = 1 if it is equally likely to originate from any subject
from S.

For example: suppose a system with an anonymity set of size N = 10,
then maximum entropy HM = log

2

(10) ⇡ 3.32 bits. Suppose that based on
the outcome of passive or active observation of the system, the attacker esti-
mates/deduces that s

4

is 10 times more likely to be the sender than the other
nine subjects. The attacker will assign p(s

4

) = 0.5 while keeping the rest
uniform at p(si) = 1�0.5

9

⇡ 0.055: then H(S) ⇡ 2.58 bits and the degree of
anonymity d = 2.58

3.32 ⇡ 0.77. So, despite the single peak in probability assigned
by s

4

, the attacker is still lacking 2.58 bits of information needed to be fully
confident and the system still provides a degree of anonymity 0.77 (with 1 being
maximum). Indeed, this metric could also be applied as a measure of attack
e�ciency by using it to determine di↵erences in unobservability. (‘Unobserv-
ability’ meaning “undetectability of an [Item of Interest (IOI, e.g., subjects,
messages, actions, ...)] against all subjects uninvolved in it, and anonymity of
the subject(s) involved in the IOI even against the other subject(s) involved in
that IOI” [64].)

2.2.2 Rényi-entropy

Tóth, Hornák and Vajda argued that for some purposes of anonymity quan-
tification a worst-case metric is preferable over the average case metric that
Shannon-entropy provides [80]. In 2006, based on this notion, Clauß and
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Schi↵ner proposed the use of Rényi-entropy as a generalization of Shannon-,
Min- and Max-Entropy (and the authors provide the mathematical proof for
this generalization) [20]. The Rényi-entropy formula:

H↵(P ) =
1

1� ↵
log

2

X

X

p↵i (2.5)

Here, the more ↵ grows, the more H↵(P ) approaches Min-Entropy (Min-
Entropy is the situation where the attacker is certain that one subject is the
originator and hence that the other subjects cannot possibly be the origina-
tor). The more ↵ approaches zero, the more H↵(P ) approaches Max-Entropy
(Max-Entropy is the situation where from the attacker standpoint, all subjects
are equally likely to be the originator). The more ↵ approaches one, the more
H↵(P ) approaches Shannon-Entropy.

To overcome the strong influence of outliers, the authors propose the use of
quantiles. Quantiles allow that lower bound outliers are cut o↵. With regard
to this anonymity metric, it allows statements like: “10 bits of information
are needed to address 90% of the source elements”. Whereas with Shannon-
entropy, one can only make a statement regarding all of the source elements,
and has to accept that the statement can be strongly influenced by outliers.

2.3 Process calculi

Process calculi are algebraic notations that can be used to (formally) model
concurrent systems. They are typically associated with the area of theoretical
computer science. The three major branches of process calculi are the Calculus
of Communicating Systems, or CCS [55], Communicating Sequential Processes,
or CSP [37] and Algebra of Communicating Processes, or ACP [6].

The word process refers to the behavior of a system. To cite formal meth-
ods researcher Jos Baeten, behavior is “the total of events or actions that
a system can perform, the order in which they can be executed and maybe
other aspects such as timing or probabilities” [4]. Process calculi try to cap-
ture di↵erent ways in which concurrent systems can be designed in terms of
process creation (fork/wait, cobegin/end, etc), information exchange between
processes (message passing, shared variables) and management of shared re-
sources (semaphores, monitors, transactions, etc.) [65].

Considering that security and privacy are typically about concurring par-
ties, concurrent processes are an intüıtive way to model security and privacy
protocols, and process calculi have indeed been used extensively to formally de-
fine security properties and verify cryptographic protocols [65]. The following
subsections describe examples of this.
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2.3.1 Communicating Sequential Processes

In 1996, Schneider and Sidiropoulos proposed a definition of anonymity in
CSP [71]. In CSP, systems are modeled in terms of processes that operate
independently and interact with each other to perform events solely by passing
messages. Events represent atomic communications or interactions. Processes
are described in terms of the events that they may engage in. CSP is purely
non-deterministic and has no notion of probability.

In the Schneider and Sidiropoulos model, anonymity is concerned with pro-
tecting the identity of users with respect to particular events or messages. They
consider CSP trace semantics and use features of CSP to model anonymous
message sending: parallel concurrent processes represent the anonymity set,
and hidden events represent anonymous message sending (in theory, hiding an
event makes it unobservable). If the sequences of events that are observable to
an attacker are identical for any run (since the anonymous event was hidden),
the result of the anonymous event is considered unlinkable to a specific process.

A = {i.x|i 2 USERS}

A is the set of events that are supposed to be anonymous, and, therefore, will be
hidden. An event i.x is composed of its content x and the identity i of the agent
that communicates it. USERS represents the users who want to communicate
anonymously. Some process P provides anonymity if an arbitrary permutation
PA of the events in A, applied to the observables of P , does not change the
observables:

PA(Obs(P )) = Obs(P )

The authors demonstrate their model in automatic verification of the anonymity
provided by the Dining Cryptographers protocol, using the Failure Divergence
Refinement model-checking tool for CSP state machines.

2.3.2 ⇡-calculus

⇡-calculus is a process calculus originally developed by Milner, Parrow and
Walker as a continuation of CCS [56]. Its purpose is to describe concurrent
systems whose configuration may change during execution. The main di↵er-
ence between ⇡-calculus and earlier process calculi is that the former allows the
passing of channels as data through other channels. This feature, called mobil-
ity, allows the network to change with interaction; i.e., it allows that topology
changes after some input.

⇡-calculus can be used to represent processes, parallel composition of pro-
cesses, synchronous communication between processes through channels, cre-
ation of new channels, replication of processes and non-determinism. Prob-
abilistic ⇡-calculus also allows representation of probabilistic aspects. In ⇡-
calculus there are two basic actions:
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“c!x” : send value x on channel c (output action).
“c?x” : receive value x on channel c and bind it to the name x

(input action).

2.3.3 µCRL / mCRL2

Chothia, Orzan, Pang and Dashti proposed a framework for automatically
checking anonymity based on the process-algebraic specification language µCRL,
which is based on Bergstra’s ACP [19]. The authors introduce the notions of
player anonymity and choice anonymity. Player anonymity refers to the situ-
ation where an attacker observed a certain event (e.g. a choice), and wants to
link that event back to the originating subject(s). Choice anonymity refers to
the situation where an attacker observed a subject, and wants to know which
event(s) belong(s) to that subject.

The authors take the view that when participants in a (group) protocol
wish to remain anonymous the authors wish to hide parts of their behavior
and data; and state that a group protocol can be written as a parallel compo-
sition of participants and an environment process. Here, P and Q are process
models written in µCRL, with P representing the player behavior and Q the
environment (made up of entities that ’oversee’ the protocol):

Protocol(x) = P
1

(x
1

) k P
2

(x
2

) k ... k Pn(xn) k Q(n)

Here x = (x
1

, x
2

, ..., xn) is the choice vector of possible choices from a known
domain; anonymity refers to the link between this value and the identity
of the participant using it. The authors provide the following definitions of
anonymity:

Choice indistinguishability: Let Protocol be the specification of
a protocol, v

1

and v
2

two choice vectors, and Obs an observer set.
The set of all possible choice vectors is denoted by CVS. Then the
relation ⇡Obs: CVS⇥ CVS is defined as:

v
1

⇡Obs v2 i↵ ProtocolObs(v1) ⇡ ProtocolObs(v2).

Choice anonymity degree: The choice anonymity degree ( cad)
of participant i w.r.t. an observer set Obs under the choice vector
x is:

cadx(i) = |{c 2 Choices, 9v 2 CVS such that vi = c
and v ⇡Obs x and 8j 2 Obs.vj = xj}|

where | · | denotes the cardinality of a set, Choices is the set of all
possible choices, CVS is the choice vector set, v = hv

1

, ..., vni and
x = hx

1

, ...xni. We define the choice anonymity degree of partici-
pant i w.r.t. Obs as
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cad(i) = minx2CVS

cadx(i)

Player anonymity degree The player anonymity degree (pad) of
secret choice c, in a protocol with n players, w.r.t. an observer set
Obs and the choice vector x is:

padx(c) = |{i 2 {1, ..., n} \ Obs, 9v 2 CVS such that
vi = c and v ⇡Obs x and (8j 2 Obs.vj = xj)}|.

The player anonymity degree of secret choice c w.r.t. an observer
set Obs is

pad(c) = {0,minx2CVS

pad

x

(c)>0

padx(c), otherwise

These definitions allow a precise way of describing the di↵erent ways that
anonymity can break down, e.g. due to colluding insiders.

2.3.4 Other developments

Bhargava and Palamidessi proposed a notion of anonymity based on conditional
probability, called probabilistic anonymity. The authors take into account both
probability and non-determinism [7] and provide a mathematically precise def-
inition by applying probabilistic ⇡-calculus.

Deng, Pang and Wu proposed a probabilistic process calculus for describing
protocols ensuring anonymity, and a notion of relative entropy to measure the
degree of anonymity that can be guaranteed [25]. The authors quantify the
amount of probabilistic information an anonymity protocol reveals and take
both a priori and a posteriori knowledge into account, i.e. both knowledge that
the attacker has about a system and its users beforehand, and the knowledge
that the attacker learns from observing the protocol execution.

Deng, Palamidessi and Pang demonstrated the use of PRISM/PCTL for
automatic verification of the notion of weak anonymity [24]. Weak refers to
the notion that some amount of probabilistic information may be revealed by
a protocol, e.g. through presence of attackers who interfere with the normal
execution of the protocol or through some imperfection of the internal mech-
anisms. The authors study the degree of anonymity that a protocol can still
ensure, despite the leakage of information.

Hasuo and Kawabe proposed anonymity automata as a means to provide
simulation based proof of the notion of probabilistic anonymity introduced by
Bhargava and Palamidessi [36].

2.4 Epistemic logic

Logic investigates and classifies the structure of arguments. Modal logic allows
arguments with modalities such as necessity and possibility. Epistemic logic is



22 CHAPTER 2. BACKGROUND

a form of modal logic that is concerned with propositions of knowledge, uncer-
tainty and ignorance. To anonymity, epistemic logic for multi-agent systems is
most relevant. Epistemic logic extends propositional logic by adding an oper-
ator K to express the knowledge held by an agent (we use the terms agent and
subject interchangeably). It is thereby possible to make statements such as:

Ksp : “subject s knows proposition p (and that it is true).”
Ks¬p : “subject s knows that proposition p is false.”
¬Ksp : “subject s does not know proposition p.”

¬Ks¬p : “subject s does not know that proposition p is false.”

Anonymity of an agent is defined as the uncertainty of the observer regard-
ing a particular proposition which models sensitive information belonging to
that agent. Epistemic analysis of multi-agent communication consists of [82]:

1. representing the initial knowledge or beliefs of the agents in a semantic
model (e.g. in a so-called Kripke structure [46] using labels for individual
agents and valuations for states);

2. representing the operations on the knowledge or beliefs of the agents as
operations on semantic models;

3. model checking, to see if given formulas are true in the models that result
from given updates.

Syverson and Stubblebine proposed the use of group principals as an approach
to model anonymity in epistemic logic of multi-agent systems [78]. This means
that knowledge can be modeled as a property of a group, rather than of an
individual agents. Four types are proposed: a collective group principal that
is expressed as ?G (what this group knows is what is known by combining
the knowledge of all the group members), an and-group principal that is ex-
pressed as &G (what this group knows is what is commonly known by all of
its members, e.g. the common denominator), the or-group principal that is
expressed as �G (what this group knows is what at least one member of the
group knows) and the threshold group principal that is expressed as n � G
(what this group knows is anything known by any collective subgroup con-
tained in G of cardinality at least n). They apply a small formal language to
define anonymity properties ((� n)-anonymizable, Possible Anonymity, ( n)-
suspected, (� n)-anonymous and Exposed) using the group principals concept,
specify an anonymity protocol similar to the Anonymizer.com anonymous web
proxy service and assess the protocol against the anonymity properties. This
work considers only possibilistic aspects.

Halpern and O’Neill proposed an alternative definition of anonymity using
epistemic logic of multi-agent systems [33]. The authors build on earlier work in
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which a runs and systems framework was proposed for the analysis of security
systems [34]. Anonymity is defined as the absence of specific knowledge at
the observing agent about the anonymous agent and the actions the agent
performs. This work considers probabilistic aspects. The authors include the
following definitions, where Prj is a probability assigned by the attacker based
on observations (i.e., assigned a posteriori), to the possibility ✓ that agent i
executed action a):

↵-anonymous: Action a, performed by agent i, is ↵-anonymous
with respect to agent j if I ✏ Prj [✓(i, a)] < ↵.

Strongly probabilistically anonymous: Action a, performed by
agent i, is strongly probabilistically anonymous up to IA with respect
to agent j if for each i0 2 IA, I ✏ Prj [✓(i, a)] = Prj [✓(i, a)].

Van Eijck and Orzan proposed the use of Dynamic Epistemic Logic (DEL)
to model anonymity [82]. DEL distinguishes itself from other epistemic logics
by the introduction of action models, which are Kripke structures describing
information updates corresponding to various forms of communications [46].
These action models allow more intuitive specification, or even visualization,
of the flow in a knowledge program, thus making it easier to express complex
concepts like security and anonymity [82]. The authors propose a DEL veri-
fication method, provide automata-based tooling based on the µCRL toolset
and the Construction and Analysis of Distributed Processes (CADP) model
checker, and apply them to verify anonymity within the Dining Cryptogra-
phers and FOO92 protocols.

2.5 k-Anonymity

Over a decade ago, Sweeney proposed k -anonymity, a non-probabilistic met-
ric for anonymity concerning entries in statistical databases such as released
by data holders for research purposes [76, 77]. Sweeney’s interest is in re-
identifiability of persons based on their entries in such databases, e.g. through
inferences over multiple queries to the database or linking between di↵er-
ent databases (as depicted in Figure 2.2). A statistical database provides
k -anonymity protection if the information for each person contained within
cannot be distinguished from at least k � 1 ‘other individuals who appear in
the database.

Sweeney applies set-theory to formalize the notions of a table, rows (or ‘tu-
ples’) and columns (or ‘attributes’), and the quasi-identifier concept introduced
by Dalenius [21]. A quasi-identifier is a set of attributes that are individually
anonymous, but in combination can uniquely identify individuals. Sweeney
defines ‘quasi-identifier’ as follows [77] (note: throughout this thesis, we use
‘quasi-identifier’ in the less formal definition provided in Section 1.2):
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Ethnicity
Visite date
Diagnosis
Procedure
Medication
Total charge

ZIP
DoB
Sex

Medical Data

Name
Address
Date registered
Party affiliation
Data last voted

Voter List

Figure 2.2: Linking to re-identify data [76]

Attributes. Let B(A
1

, ..., An) be a table with a finite number of
tuples. The finite set of attributes of B is {A

1

, ...An}.

Quasi-identifier. Given a population of entities U , an entity-
specific table T (A

1

, ..., An), fc : U ! T and fg : T ! U 0, where
U ✓ U 0. A quasi-identifier of T , written as Qt, is a set of at-
tributes {Ai, ..., Aj} ✓ {A

1

, ..., An} where: 9pi 2 U such that
fg(fc(pi)[Qt]) = pi.

k-Anonymity. Let RT (A
1

, ..., An) be a table and QIRT be the
quasi-identifier associated with it. RT is said to satisfy k-anonymity
if and only if each sequence of values in RT [QIRT ] appears with at
least k occurrences in RT [QIRT ].

The k -anonymity model assumes a global agent to calculate the metric. It also
depends on the data holder’s competence and willingness to correctly identify
and work around quasi-identifiers. k-Anonymity protects against the ‘oblivi-
ous‘ adversary targeting anyone (re-identifying anything he can, hoping to get
lucky) as well as the adversary targeting a specific individual. One of the limi-
tations of the original k-anonymity model is that it does not take into account
the situation where the sensitive attribute has the same value for all k rows
and is revealed anyway. l-Diversity was introduced to address this by requiring
that, for each group of k-anonymous records in the data set, at least l di↵er-
ent values occur for the sensitive column [50]. Further developments included
t-closeness, m-invariance, �-presence and p-sensitivity [10, 48, 59, 90]. Applica-
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tions of k-anonymity to communication anonymity in mobile ad-hoc networks
and overlay networks have been explored in [84, 89].

[49] provides a probabilistic notion of k-anonymity: a dataset is said to be
probabilistically (1��, k)-anonymous along a quasi-identifier set Q, if each row
matches with at least k rows in the universal table U along Q with probability
greater than (1 � �). The authors also found a relation between whether
a set of columns forms a quasi-identifier and the number of distinct values
assumed by the combination of the columns. (1� �, k)-anonymity is obtained
by solving 1-dimensional k-anonymity problems, avoiding the so-called ‘curse
of dimensionality‘ that refers to problems arising from sparsity when data is
in high dimensional space, e.g. “the exponential number of combinations of
dimensions [that] can be used to make precise inference attacks” [1]. (1 �
�, k)-Anonymity protects against the oblivious adversary, but claims to be
insu�cient against the adversary targeting a specific individual.

[35] reflects on k-anonymity by introducing the M -score measure, or ‘mis-
useability weight‘, representing the sensitivity level of the data of each table
an individual is exposed to — and, by extension, the harm that misuse of that
data can cause to an organization if leaked by employees, subcontractors and
partners.

Malin and Sweeney proposed a formal model of a re-identification prob-
lem that pertains to genomic data [51]. This model builds on the ideas from
k-anonymity. The authors provide algorithms of re-identification that can be
applied to systems handling genomic data, as tests of privacy protection capa-
bilities.

Narayanan and Shmatikov demonstrated new statistical de-anonymization
attacks against the publicly released Netflix Prize data set containing de-
identified movie ratings of about 500,000 subscribers of Netflix [58]. The au-
thors showed that, given a little prior knowledge of a certain subscriber, it is
possible to identify, with high certainty, records related to that subscriber in
the anonymized data set. The authors show that their findings apply in general
to multi-dimensional microdata.

2.6 Discussion

This Chapter presented a study of literature on the analysis of anonymity.
Four directions of research were distinguished: information theory, process
calculus, epistemic logic and k-anonymity. The analysis of anonymity may
involve deterministic, non-deterministic and probabilistic aspects, depending
on the context in which it is discussed and the purpose it is supposed to serve.
For any system that involves human input, modeling anonymity would involve
notions of angelic and demonic non-determinism.

Which of the directions we should choose, considering our problem at hand
depends on whether anonymity only needs to be quantified or also speci-
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fied/proven. The information-theoretic metrics provide a practical and rela-
tively lightweight approach to measure the level of anonymity that anonymiz-
ing systems provide in di↵erent environments and under di↵erent constraints,
but cannot be used to specify an anonymizing system or proof (predict) that it
provides any anonymity property. Process algebra and logic can be used for the
latter, but, to our knowledge, do not provide means to quantify anonymity. In
the literature that was reviewed on process algebra and epistemic logic, aspects
that either cannot be expressed, or are very di�cult to express are typically left
out in the abstraction that are then examined — even though some of those
aspects might be relevant for accurately understanding anonymity.

Because our primary interest is data anonymity, and we seek quantification
rather than formal proofs, we decide that k-anonymity is the most relevant
model for us. In Chapter 3, we will describe a large-scale experiment to see
how k behaves in two real policy research databases in the Netherlands, and
proceed to propose new methods and techniques to make predictions about
data anonymity. By doing that, we establish the case for doing quantitative
research on identifiability, as set out in Chapter 1 — keeping the questionnaire
example in mind, but seeking relevance to the processing of personal data in
general.




