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B Example analysis:
questionnaire

This Appendix discusses an internet-based questionnaire that was observed in
real life and asks anonymous respondents to reveal various demographics. The
questionnaire was held in June 2010 by the Concertgebouw (the famous concert
hall in Amsterdam) and concerned non-sensitive topics. We use it here as a toy
example. We will show what information respondents are asked to reveal, and
analyze how anonymity decreases by each piece of information the respondent
reveals.

Of course, if we were to assume that the pollster does not try to trace survey
data to named individuals and that the survey data is not sold or compromised,
this analysis would not be needed: there would simply not be any threat of
identification to protect against. But we choose to assume, more diligently,
that the pollster might try to trace survey data to named individuals, that the
data might get sold and that the data might get compromised. Under those
assumptions, analysis of anonymity is needed.

First, as shown in Figure B.1, the respondent is asked to reveal full postal
code (‘PC6’ postal code: four digits and two letters), gender (choice between
male and female), and Year of Birth (‘YoB’, four digits). Based on empirical
data of 2,777,953 Dutch citizens obtained from 16 municipalities (see Chapter 3
and Chapter 6), Table B.1 shows per anonymity set size 1  k  10: the
number of citizens that are in an anonymity set of size k, and: their percentage
of the total sample population. Results: 1,733,282 citizens, ⇠62% of our sample
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106 APPENDIX B. EXAMPLE ANALYSIS: QUESTIONNAIRE

population, are unambiguously identifiable by this data alone; another 646,566,
23% of the total, are identifiable up to a group of two persons. In total, ⇠99.2%
of our sample population has an anonymity set of size 1  k  10. In other
words, the questions observed in this first screen already pretty much put the
respondent at risk of perfect identifiability. In contrast, if the pollster would
have asked to reveal not the full ‘PC6’ postal code but only the four-digit
‘PC4’ postal code, the numbers look significantly di↵erent: see Table B.2.
In that case, most respondents would at this point in the questionnaire still
have had much stronger anonymity; only 4,164 citizens would still have been
unambiguously identifiable; and 5,066 would have been identifiable up to a
group of two persons. In total, only ⇠2.6% of our sample population would
have been in an anonymity set of size 1  k  10. Reversely, ⇠97.4% would
have been in an anonymity set of size k > 10, which may still be su�cient for
a non-sensitive questionnaire.

To perform such analysis for the total Dutch population without requiring
that the anonymity analyst him/herself has access to microdata of all Dutch
citizens, our distribution-informed predictions could be applied; see Chapter 4
and Chapter 5. This requires cooperation between the analyst and the data
holder(s), as described in Chapter 7.

For the remainder of the questionnaire we do not have the relevant micro-
data and therefore cannot determine anonymity set sizes by simple counting.
We can, however, estimate upper bounds of anonymity set sizes by looking at
the most common value per demographic. The number of citizens sharing that
value is the upper bound anonymity set size. What the most common value is
and how many citizens share that value can in many cases be looked up from
a public statistics repository such as Statline1. However, many of the possible
answers observed in this particular questionnaire cannot be directly linked to
statistics published in Statline; we necessarily permit ourselves some creative
freedom in making estimations based on our best judgement. We think that it
su�ces for the illustrative purpose of this Appendix; real life applications may
require more diligence.

We now reset our anonymity analysis and start o↵ with the maximum
anonymity set size for this questionnaire, which is the total Dutch popula-
tion: 16 million citizens. At the end of this Appendix we will consider again
the gender, YoB and PC4 postal code.

Remark B.1 From here on, numbers will indicate ‘orders of magnitude’-e↵ects.
Higher precision, more elaborate analysis requires additional input data that en-
ables the use of methods such as the distribution-informed prediction developed
in Chapter 4, Chapter 5 and Chapter 7.

1Website: http://statline.cbs.nl/
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Figure B.1: Revealing demographics: questionnaire screen 1.

Table B.1: Results for 1  k  10;
QID={PC6 + gender + YoB}

k # of citizens % of total

1 1,733,282 62.4%
2 646,566 23.3%
3 210,963 7.6%
4 79,504 2.9%
5 36,370 1.3%
6 19,200 0.7%
7 11,844 0.4%
8 8,432 0.3%
9 5,490 0.2%
10 4,260 0.2%

TOTAL: 2,755,911 99.2%

Table B.2: Results for 1  k  10;
QID={PC4 + gender + YoB}

k # of citizens % of total

1 4,164 0.2%
2 5,066 0.2%
3 5,691 0.2%
4 6,372 0.2%
5 6,925 0.3%
6 7,848 0.3%
7 7,742 0.3%
8 8,392 0.3%
9 9,450 0.3%
10 10,310 0.4%

TOTAL: 71,960 2.6%
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The next screen of the questionnaire is shown in Figure B.2. The respondent
is asked to reveal cultural background (zero or more answers can be given:
Dutch, Southern European, Moroccan, Eastern European, Surinamese, Asian,
African, Cape Verdean, Western European, Turkish, and/or ‘Other, please
specify’) and level of completed or current education (one answer must be
given: primary education, pre-vocational, secondary general education, middle
vocational, higher secondary education or pre-university secondary education,
higher vocational, or academic university). In the Netherlands, the largest
cohort in education level is middle vocational: ⇠30% has middle vocational
education (i.e., ‘MBO’ at levels 2, 3 and 4 combined; alas, no statistic was
present about MBO 1 or MBO 1-4 combined). If the respondent’s educational
level is vocational, revealing that decreases his/her anonymity by a factor of
100/30 ⇡ 3.33. The anonymity set of 16 million Dutch citizens is hence divided
by 3.33 and reduced to 4.8 million citizens. For all other educational levels,
the decrease in anonymity is larger. For self-perceived cultural background,
we could not find public statistics. However, Statline does contain statistics
about non-immigrants and immigrants (citizens known to have at least one
parent or grandparent of non-Dutch nationality are counted as immigrant). The
largest cohort is non-immigrants: ⇠79%. If being non-immigrant, revealing
that decreases anonymity by a factor of 100/79 ⇡ 1.26. Hence, the anonymity
set is reduced to 3.8 million citizens. (Revealing that one is immigrant decreases
anonymity by a factor of 100/21 ⇡ 4.76, and would have reduced the anonymity
set to 1 million citizens.)

In the next screen, shown in Figure B.3, the respondent is asked to reveal
his/her living situation (one answer must be given: adult(s) with children living
at home; two or more adults without children; living at home or with caretakers;
single or LAT-relationship; student home; or ‘Other, please specify’) and the
number of children (zero or more answers can be given: no children; number
of children aged 1-3; aged 4-7; aged 8-12; aged 13-18; aged 18+). For living
situation, the largest cohort is the multiple-person household with children:
⇠33%. If being in a multiple-person household with children, revealing that
decreases anonymity by a factor of 100/33 ⇡ 3. Hence, the anonymity set is
reduced to 1.2 million citizens. For numbers of children per age group we were
not confident about a way to link the questionnaire answers to statistics present
in Statline. Alas, we must skip this question.

Lastly, in Figure B.4, the respondent is asked to reveal the category or cat-
egories his/her profession belongs to (zero or more answers can be given: high
school student; student; pensioner; unemployed; government; education or sci-
ence; non-profit; cultural sector; media or journalism; commercial; healthcare;
musician or singer; self-employed), and gross household income (one answer
must be given: less than € 23,000; € 23,000 to € 34,000; € 34,000 to € 56,000;
more than € 56,000; or ‘I would rather not say’). The largest professional co-
hort is ‘corporate’: ⇠37%. If employed in the corporate sector, revealing that
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Figure B.2: Revealing demographics: questionnaire screen 2.

Figure B.3: Revealing demographics: questionnaire screen 3.
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decreases anonymity by 100/37 ⇡ 2.7. Hence, the anonymity set is reduced to
470k citizens. For gross household income, ‘more than 56,000’ is the largest
cohort: ⇠44%. If having a gross household income of more than € 56,000,
revealing that decreases anonymity by a factor of 100/44 ⇡ 2.3. Hence, the
anonymity set size is reduced to 94k citizens. Here, analysis of interval width,
as developed in Chapter 6, might have been of help during the development of
the questionnaire, to establish income intervals that are useful to the pollster
but also not needlessly identifying from the respondent’s point of view.

Figure B.4: Revealing demographics: questionnaire screen 4.

For the fictional QID = {PC4 + gender + YoB}, the most common value
in our sample population is {1056 + F + 1981}: ⇠0.002% of the total Dutch
population. Revealing that information decreases anonymity by a factor of
100/0.002 = 50,000. Hence, the anonymity set is reduced to four citizens: see
Table B.3. In conclusion, anonymous respondents should expect that their
answers can be traced down to a group of four or less individuals.

Note, however, that we explicitly treated the questions as if they were inde-
pendent from each other. In real life, variates such as income and YoB might
be correlated. Revealing one variate then also partially reveals the other. And
hence, revealing the other adds less new information than if both were not cor-
related. Such e↵ects may result in a larger anonymity set, and thus in a more
optimistic outlook than the expectation stated above; i.e., that respondents’
answers can be traced down to a group of four or less individuals. The work
developed in Chapter 6 may be helpful in examining such e↵ects.
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Table B.3: Estimated decrease in anonymity per question

Demographic Largest cohort Decrease k Possible identities

- - - 16,000,000

education ‘vocational’ 3.33 4,804,804

+ cultural background ‘non-immigrant’ 1.26 3,813,337

+ living situation ‘1+ household w/children’ 3 1,271,112

+ work ‘corporate sector’ 2.7 470,782

+ gross income ‘more than € 56,000’ 2.3 204,347

+ {PC4+gender+YoB} ‘1056 + F + 1981’ 50,000 4

In reality, probably hardly anyone belongs to the largest cohort in every
question. The proper way to interpret the result of this (partial and rough)
analysis is to say: “at best, a respondent honestly answering all questions in this
questionnaire is indistinguishable from three other persons; but most respon-
dents will belong to a smaller anonymity set”. Additional analysis is needed
to determine what anonymity remains if instead of disclosing PC4, gender and
YoB, the respondent would only disclose, say, municipality, gender and YoB.
Of course, anyone attempting to trace the survey data to individuals would
also need to have access to identified microdata containing all these columns.
Despite attempts to make an inventory of data collections throughout soci-
ety [3, 27, 70], there is no complete picture about what microdata is processed
and by whom. When collecting data about sensitive topics such as politics,
health and sex habits, it probably makes sense to assume the worst-case sce-
nario: i.e., that somewhere, an identified table exists that contains all columns,
all filled with truthful values (as many governments seek to create). When col-
lecting data about non-sensitive surveys, more optimistic assumptions might
be justified; however, it should not be disregarded that leaks of non-sensitive
survey microdata may itself help accomplish that worst-case scenario.




