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Chapter 7

Collectively Rational Procedures

In this chapter we concentrate on procedures that are especially designed to be
collectively rational. In Section 7.1 we extend the basic definition of aggrega-
tion procedures to allow for ties in the outcome, and we adapt classical axioms
to this case. We introduce the two problems that we shall use to analyse the
computational complexity of aggregation procedures. The first problem (winner
determination) formalises how difficult it is to compute the collective ballot on a
given profile. The second problem is that of strategic manipulation, i.e., deciding
whether individuals have incentives to report their truthful judgment or whether
they can gain by voting strategically. Since the seminal work of Bartholdi et al.
(1989a,b) and Bartholdi and Orlin (1991), both problems are widely employed in
the analysis of voting rules (Faliszewski et al., 2009). While a “good” procedure
should be easy to use (i.e., winner determination should be performed in polyno-
mial time), it has been argued in the literature that hardness results concerning
the problem of strategic manipulation may constitute a sufficient shield against
its practical occurrence.1

In Sections 7.2, 7.3 and 7.4 we introduce three aggregation procedures: the
average voter rule, the premise-based procedure and the distance-based procedure.
For each of these rules we investigate both axiomatic properties and the compu-
tational complexity of the problems of winner determination and strategic ma-
nipulation. We prove that the first rule is both easy (polynomial) to use and to
manipulate, that the second is hard (NP-complete) to manipulate, while for the
last one the problem of winner determination is already very hard (Θp

2-complete).
We conclude in Section 7.5 by comparing the computational complexity of us-
ing the framework of judgment aggregation (JA) and the framework of binary
aggregation with integrity constraints (BA with IC).

1This opinion has been criticized in several papers, since it is based on a worst-case analysis
of the problem (see, e.g., Faliszewski and Procaccia, 2010; Walsh, 2011a).
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112 Chapter 7. Collectively Rational Procedures

7.1 Basic Definitions

Throughout this dissertation we did not allow aggregation procedures to output
ties in the collective outcome, be it for binary ballots, judgment sets or prefer-
ences (cf. Sections 2.1, 6.1, 5.1). However, in many practical cases this problem
is hardly avoidable, and it is usually solved by introducing suitable tie-breaking
rules. In this section, we provide a definition for irresolute aggregation proce-
dures, i.e., rules that output a subset of collective outcomes, and we adapt the
axiomatic properties introduced in Section 2.2 to this more general setting. We
then define two classical problems that are central to the computational analysis
of aggregation procedures. The first problem of winner determination asks how
difficult it is to compute the winner of a given profile (a winner, in case of irres-
olute procedures). The second problem is that of strategic manipulation. In the
context of voting, a player is said to be able to manipulate a voting rule when
there exists a situation in which voting in a manner that does not truthfully re-
flect her preferences will result in an outcome that she prefers to the outcome that
would be realised if she were to vote truthfully (Gaertner, 2006). What would
constitute an appropriate definition of manipulation in the context of JA or BA
with IC is not immediately clear, because in these frameworks there is no notion
of preference. However, by designing a suitable notion of “closeness” on binary
ballots or judgment sets, it is possible to build a preference ordering starting
from the initial ballot or judgment set that an individual submitted. This is the
approach followed by Dietrich and List (2007c) for judgment aggregation, and by
Everaere et al. (2007) in the related setting of belief merging.

Here, we follow Dietrich and List (2007c) and assume that a player’s individual
judgment or ballot is also her most preferred outcome and amongst any two
outcomes she will prefer the one that is “closer” to that most preferred outcome.
We will measure “closeness” using the Hamming distance and we will call an
aggregation procedure F manipulable if it permits a situation where an agent can
change the outcome to get closer to her truthful judgment or ballot by reporting
untruthfully.

7.1.1 Axioms for Irresolute Aggregation Procedures

Given a set of issues I and a set of individuals N , an irresolute aggregation
procedure is a function F : DN → 2D, associating a subset of D with every profile
of binary ballots in D = {0, 1}I . The case of resolute aggregation procedures (i.e.,
Definition 2.1.1) can be viewed as the special case of irresolute procedures that
output a set of size one for every profile.

Classical axiomatic properties (cf. Section 2.2) can be adapted to the case of
irresolute aggregation procedures. Some axioms, like that of anonymity, do not
need major changes in an irresolute framework, unlike those of unanimity and
independence for which we provide novel versions.
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Since most of the axiomatic properties we considered come in the form of
implications, norming the behaviour of an aggregation procedure in case certain
conditions occur, there are two natural ways to generalise classical axiomatic
properties to deal with sets of possible outcomes. Starting from the same premises
as the resolute version of an axiom, the first natural generalisation is to require all
ballots in the winning set to comply with the conclusion of the resolute version of
the axiom. Instead, the second possibility consists in requiring the existence of a
winning ballot satisfying the conclusion of the resolute version of the axiom. We
refer to the two versions as the “strong” and “weak” version of an axiom, even
though for some properties (e.g., independence and monotonicity) the strong
version does not actually imply the weak one.

In the list that follows, we will mainly choose the existential, i.e., weak, gen-
eralisation of resolute axioms, except for the axiom of unanimity for which we
find the universal version more appealing. Lang et al. (2011) discuss both gener-
alisations of some of the axioms that follow, for irresolute JA procedures. Recall
that X indicates a subset of DN .

Anonymity? (A?): For any profile B ∈ X and any permutation σ : N → N ,
we have that F (B1, . . . , Bn) = F (Bσ(1), . . . , Bσ(n)).

Strong Unanimity? (U?): For any profile B ∈ X and any x ∈ {0, 1}, if bi,j = x
for all i ∈ N , then bj = x for all B ∈ F (B).

Weak Independence? (I?): For any issue j ∈ I, x ∈ {0, 1} and profiles
B,B′ ∈ X , if bi,j = b′i,j for all i ∈ N , then there exists a B ∈ F (B) such
that bj = x iff there exists B′ ∈ F (B′) such that b′j = x.

Since all procedures we consider in this chapter will not satisfy the property of
independence, we want to provide a formulation of monotonicity which, despite
being considerably weaker than the natural adaptation of MI for irresolute pro-
cedures, can be satisfied by non-independent procedures. Consider therefore the
following notion: if there exists a ballot B in the collective outcome such that
bj = 1 and we increase acceptance for issue j while keeping individual judgments
about all other issues fixed, then there still exists a winning ballot B′ such that
b′j = 1. Note that in the presence of an integrity constraint, increasing acceptance
of an issue keeping everything else fixed is not always possible, therefore the ap-
plicability of this property is quite limited. This requirement can be formalised
in the following axiom:

Weak Monotonicity? (M?): For any j ∈ I and profile B ∈ X , if F (B)
contains a ballot B such that bj = 1 and B′ is obtained from B by increasing
acceptance of issue j keeping everything else fixed, then there also exists a
ballot B′ in F (B′) such that b′j = 1.2

2A similar property is presented in the context of judgment aggregation by Lang et al. (2011),
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Similar definitions can be devised for the framework of JA. An irresolute JA pro-
cedure is a function that associates with every profile of complete and consistent
judgment sets over an agenda Φ a set of judgment sets over Φ. Axiomatic proper-
ties can be obtained from those we have previously listed for binary aggregation,
using the translation between the two frameworks developed in Section 6.2. We
state the axiom of unanimity as an example, the others being easily derived in a
similar fashion:

Strong Unanimity? (U?): For any profile J ∈ J (Φ) and formula ϕ ∈ Φ, if
ϕ ∈ Ji for all i ∈ N , then ϕ ∈ J for all J ∈ F (J).

7.1.2 Winner Determination

The problem of winner determination in voting theory is that of deciding, given
a profile and a candidate, whether the given candidate is one of the election
winners. In our setting, binary issues take the role of candidates. The question
that winner determination poses for resolute aggregation procedures is therefore
whether a given issue is accepted by the collective outcome:

WinDet(F )
Instance: Integrity constraint IC, profile B ∈ Mod(IC)N , issue j ∈ I.
Question: Is it the case that F (B)j = 1?

By solving WinDet once for each issue in I, we can compute the collective
outcome from an input profile. Note that asking instead whether a given ballot
B? is equal to F (B) does not lead to an appropriate formulation of the winner
determination problem, because for actually computing the winner we would then
have to solve our decision problem an exponential number of times (one for each
possible B?).

For irresolute aggregation procedures, we need to resort to partial binary
ballots to obtain the following formulation:

WinDet?(F )
Instance: Integrity constraint IC, profile B ∈ Mod(IC)N ,

subset I ⊆ I, partial ballot ρ : I → {0, 1}.
Question: Is there a B? ∈ F (B) with B?

j = ρ(j) for all j ∈ I?

To see that this is an appropriate formulation for a decision problem correspond-
ing to the task of computing some winning set, note that we can compute a
winner using a polynomial number of queries to WinDet? as follows. First, ask
whether there exists a winning set that accepts a given issue j1 ∈ I. In case the

under the name of insensitivity to reinforcement of collective judgments. Our property is the
existential version of it, for we do not require issue j to be accepted by all outcome ballots but
rather by at least one of the collective outcomes.
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answer is positive, consider a second issue j2 and query the problem with a partial
ballot ρ accepting both issues in I = {j1, j2}. In case of negative answer, use a
different ρ which rejects the first issue and accepts the second one. Continue this
process until all issues in I have been covered.3

The same formulation applies to resolute JA procedures, this time considering
a formula in the agenda rather than a binary issue:

WinDet(F )
Instance: Agenda Φ, profile J ∈ J (Φ)N , formula ϕ ∈ Φ.
Question: Is ϕ an element of F (J)?

For the case of irresolute JA procedures we can adapt the winner determination
problem by using subsets of the agenda in place of partial ballots:

WinDet?(F )
Instance: Agenda Φ, profile J ∈ J(Φ)N , subset L ⊆ Φ.
Question: Is there a J? ∈ F (J) with L ⊆ J ??

7.1.3 Strategic Manipulation

In this section, we define a notion of manipulation for aggregation procedures that
is inspired by a more general definition proposed by Dietrich and List (2007c) in
the context of judgment aggregation. Their definition is based on the idea that we
can induce a preference relation over judgment sets by assuming that an agent’s
true judgment set J is her most preferred outcome, and between any two outcomes
the one that is “closer” to J is preferred. One of the most appealing choices for
such a notion of “closeness” is the Hamming distance, which we now define for
the case of binary ballots:

Definition 7.1.1 (Hamming distance). Given two binary ballots B and B′ in D,
the Hamming distance H(B,B′) between B and B′ is the number of issues on
which they differ: H(B,B′) =

∑
j∈I |bj − b′j|.

That is, H(B,B′) is an integer between 0 (complete agreement) and |I| (com-
plete disagreement). For example, if I = {j1, j2, j3}, then the Hamming distance
between B = (1, 1, 1) and B′ = (0, 1, 0) is H(B,B′) = 2. Intuitively, if Bi is the
true ballot of agent i, then i “prefers” B over B′ if H(Bi, B) < H(Bi, B

′).
An aggregation procedure F is said to be manipulable at a given profile B, if

there exists an alternative ballot B′i ∈ Mod(IC) for some agent i ∈ N such that
H(Bi, F (B′i,B−i)) < H(Bi, F (B)), where B−i is the partial profile obtained by
removing Bi from B. That is, by reporting B′i rather than her truthful ballot

3In accordance with recent work by Hemaspaandra et al. (2012), we can argue that our
formulation of WinDet is the correct decision problem associated with the search problem of
actually computing a winning binary ballot.
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Bi, agent i can achieve the outcome F (B′i,B−i) and that outcome is closer (in
terms of the Hamming distance) to her truthful (and most preferred) set Bi than
the outcome F (B) that would get realised if she were to truthfully report Bi. A
procedure that is not manipulable at any profile is called strategy-proof.

To study the computational complexity of strategic manipulation of a (reso-
lute) aggregation procedure F , we formulate manipulation as a decision problem:

Manip(F )
Instance: Integrity constraint IC, profile B ∈ Mod(IC)N , agent i ∈ N .
Question: Is there a ballot B′i ∈ Mod(IC) such that

H(Bi, F (B′i,B−i)) < H(Bi, F (Bi,B−i))?

Notice that, differently from the previous question of winner determination, we
are now asking whether an agent can manipulate successfully, rather than how.
Therefore, this problem does not correspond to the practical (and harder) problem
of computing an actual strategy for the manipulator. However, since we are only
interested in studying hardness results for manipulation (see also the discussion
at the beginning of the chapter), we can safely concentrate on this formulation,
which provides a lower bound for the corresponding search problem.

The case of irresolute procedures is more complicated to address, since it would
require a comparison between two different sets of winning ballots. The problem
of extending preferences from alternatives to sets of alternatives is the subject of
a wide literature in Social Choice Theory (Barberà et al., 2004). Given the high
degree of arbitrariness already introduced in defining preferences from ballots,
we will now reduce the case of irresolute procedures to the well-defined one for
resolute procedures. Therefore, we introduce a given (polynomially computable)
tie-breaking rule t and we study, for a given irresolute aggregation procedure F ,
the associated problem Manip(F t) where F t is the composition of F with the
given tie breaking rule t.

The same definitions can be adapted to the framework of judgment aggrega-
tion. First, let us give a definition of the Hamming distance for judgment sets.
Given a judgment set J , we write J(ϕ) = 1 if ϕ ∈ J and J(ϕ) = 0 if ϕ 6∈ J . Let
Φ+ be the set of all positive formulas in Φ.

Definition 7.1.2 (Hamming distance). Given an agenda Φ and two complete
and complement-free judgment sets J, J ′ ∈ 2Φ, the Hamming distanceH(J, J ′) be-
tween J and J ′ is the number of positive formulas on which they differ: H(J, J ′) =∑

ϕ∈Φ+ |J(ϕ)− J ′(ϕ)|.

That is, H(J, J ′) is an integer between 0 (complete agreement) and |Φ|
2

(complete
disagreement). For example, if the agenda is Φ = {p,¬p, q,¬q, p∧q,¬(p∧q)}, then
the Hamming distance between J = {¬p, q,¬(p ∧ q)} and J ′ = {p,¬q,¬(p ∧ q)}
is H(J, J ′) = 2. Distances other than H can be employed, and recent work in
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judgment aggregation has focused on developing notions of distance specifically
devised for judgment sets (Duddy and Piggins, 2012).

The problem of manipulability for resolute JA procedures can therefore be
stated as follows (the case of irresolute JA procedures is dealt with by considering
the composition of F with a given tie-breaking rule t):

Manip(F )
Instance: Agenda Φ, profile J ∈ J (Φ)N , agent i ∈ N .
Question: Is there a J ′i ∈ J (Φ) s.t. H(Ji, F (J ′i ,J−i)) < H(Ji, F (Ji,J−i))?

7.2 The Average Voter Rule

As we argued in Chapter 4, the best aggregation procedures from the point of
view of collective rationality are those belonging to the class of generalised dicta-
torships (Definition 4.2.7). Such procedures copy the ballot of a possibly different
individual in every profile, and are thus collectively rational with respect to ev-
ery integrity constraint. Despite including standard dictatorships, which copy
the ballot of the same individual in all profiles, this class also contains interest-
ing novel procedures, that can be obtained by selecting the most representative
ballots among those submitted by the individuals.4

This section provides the definition of an irresolute generalised dictatorship
that associates with every profile of binary ballots the set of those individual
ballots that minimise the sum of disagreements with the remaining individuals
in the profile. We call this aggregation procedure the average voter rule (AVR).
The AVR satisfies good axiomatic properties, and we analyse its computational
complexity, showing that both problems WinDet and Manip can be solved in
polynomial time.

7.2.1 Definition of the Procedure

The average voter rule is defined as follows:5

Definition 7.2.1. The average voter rule (AVR) chooses those individual ballots
that minimise the sum of the Hamming distance to all other individual ballots:

AVR(B) = argmin
{Bi|i∈N}

∑
s∈N

H(Bi, Bs),

4An example of one such rule is found in a science-fiction story by Isaac Asimov entitled
“Franchise”. In this story, an electronic democracy has been established in the United States,
and an enormous computer called “MULTIVAC” is in charge to select a single person as “voter
of the year”, who would determine the result of the election by answering to a set of questions.

5This rule was introduced in our previous work under the name of distance-based generalised
dictatorship (Grandi and Endriss, 2011).
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Recall that the Hamming distance H has been defined in Definition 7.1.1. The
AVR is an irresolute aggregation procedure based on minimisation and it draws in-
spiration from well-known distance-based rules (Miller and Osherson, 2009; Lang
et al., 2011). However, to the best of our knowledge this rule has never been
defined in the literature on aggregation theory. The crucial difference between
the AVR and standard distance-based procedures is that the outcome will always
be a set of ballots proposed by the individuals.

7.2.2 Axiomatic Properties

We now turn to the analysis of the axiomatic properties of the AVR. We begin
by investigating the validity of those axioms for irresolute procedures which were
presented in Section 7.1.1:

Proposition 7.2.2. The AVR satisfies U?, A? and M?, and it does not satisfy I?.

Proof. The AVR is clearly anonymous and, as the outcome is composed of individ-
ual ballots, it is also unanimous. To see that the AVR satisfies the monotonicity
condition M?, assume that Bi is the ballot of one of the average voters in profile
B and that bij = 1, i.e., issue j is accepted. If we now increase acceptance of j by
modifying other individual ballots, then the Hamming distance of Bi from other
individual ballots decreases, hence leaving Bi in the collective outcome.

To see that the independence condition I? does not hold, consider the profile
in Table 7.1.

j1 j2 j3 j4 j5

B1 1 1 0 1 1
B2 0 1 1 0 1
B3 1 0 1 1 0

Maj 1 1 1 1 1

AVR 1 1 0 1 1

Table 7.1: Majority differs from AVR

According to the AVR, the first individual ballot is selected as the group outcome:
The first ballot differs on three issues from each of the remaining two ballots,
having a sum of the Hamming distances of 6. The last two ballots differ on 4
issues from each other, having a total distance of 7. The first ballot is therefore
selected by minimisation. If we call B the profile described in Table 7.1, then
we have that AVR(B)j3 = 0. We now construct a different profile B′ such that
AVR(B′)j3 = 1, while keeping the individual judgments about the same issue j3

fixed, contradicting the axiom of independence I?.
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Let therefore B′ be obtained from B by changing the third individual ballot to
B′3 = (1, 1, 1, 1, 1). We have that H(B1, B2) = 3, H(B1, B

′
3) = 1 and H(B2, B

′
3) =

2. The third ballot B′3 has now the lowest total Hamming distance with a value
of 3, and is the only ballot that gets selected. This contradicts independence I?,
as there is no ballot in the outcome for B′ which rejects the third issue j3.

The AVR, if composed with a suitable tie-breaking rule, satisfies other axiomatic
properties for resolute aggregation procedures:

Proposition 7.2.3. The AVR satisfies U, NI and ND for any choice of tie-
breaking rule.

Proof. Since the AVR is a generalised dictatorship for any choice of tie-breaking
rule, it lifts all integrity constraints in LPS. In particular, it lifts the languages
of literals, of equivalences and the XOR language LXOR. Therefore, by our char-
acterisation results in Theorems 4.2.1, 4.2.3 and 4.2.4, the AVR belongs to the
class F[U,NI ,ND].

Let us move our analysis to the relation between the AVR and the majority rule.
Independence is only satisfied by the latter, and even if they share many axiomatic
properties, the AVR does not coincide with the majority rule. This can be seen
by considering the profile in Table 7.1, in which the outcome of the majority rule
is different from all individual ballots.

Despite such differences, it can be observed that if the outcome of the majority
rule in a given profile coincides with one of the individual ballots composing such a
profile, then the outcome of the AVR coincides with that of the majority rule. To
see this, call the outcome of the majority BMaj , and assume that BMaj coincides
with one of the individual ballots. Each other ballot that differs in at least one
issue with BMaj would differ with a number of individuals that is strictly larger
than the majority. Therefore, the individual ballots coinciding with BMaj has
the best score for the AVR. This observation suggests another possibility for the
definition of generalised dictatorships based on minimisation, and in Section 7.2.5
we define another rule which selects those ballots that minimise the distance from
the outcome of the majority rule.

7.2.3 Winner Determination

Winner determination is a tractable problem for the AVR:

Proposition 7.2.4. WinDet?(AVR) is in P.

Proof. Given a profile B and a partial ballot ρ : I → {0, 1}, the problem of winner
determination asks whether there exists a winning ballot B? which extends ρ.
Computing the Hamming distance between two binary ballots B and B′ can be
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done in polynomial time, thus the score of an individual ballot
∑

s∈N H(Bi, Bs)
can also be obtained in a polynomial number of steps. To obtain a polynomial
algorithm for the problem of winner determination, it is therefore sufficient to
compute the score of each individual ballot in B, and then check whether there
exists a Bi with minimal score (i.e., a winner) which extends ρ.

7.2.4 Manipulation

Unfortunately, manipulating the average voting rule is also a tractable problem:

Theorem 7.2.5. Manip(AVRt) is in P.

Proof. Recall the definition of Manip. Let B−i be a partial profile, Bi the
truthful ballot of individual i and IC the integrity constraint. We now present
a polynomial algorithm to decide whether individual i can gain by reporting
untruthfully. Let us first make some assumptions. Suppose that tie-breaking is
done alphabetically, i.e., in case of tie Bj wins against Bk if and only if j < k.
Assume moreover that the winner is the first ballot, i.e., AVRt(B) = B1, and that
the individual contemplating manipulation is the n-th individual, where n = |N |.

There are two possible strategies for the manipulator. She can either try to
change the outcome of the aggregation in favour of another individual, or attempt
to win the election herself. In the first case, the best strategy for the manipulator
is to copy the ballot of one of the other individuals, and then check whether
this results in a better outcome. This can be done in polynomial time: it is
sufficient to compute H(Bn,AVRt(B−n, Bj)) for j 6= n, 1 and then confront it
with H(Bn, B1). If for some j the former figure yields smaller number than the
latter, then manipulation is possible and the outcome should be YES.

In case the first strategy does not succeed, i.e., either none of the individual
ballots can be obtained as an outcome of a manipulated profile, or none of the
resulting outcomes is preferred to the truthful winner B1, then the manipulator’s
only strategy is to submit a ballot that (a) will be selected as the winner by the
AVRt and (b) is preferred by the manipulator to the truthful winner B1. We now
devise a greedy algorithm to find such a ballot.

Let wj =
∑

i<n |bij − bnj|, be the total disagreement on issue j from n’s
truthful ballot Bn, and assume that H(B1, Bn) = K. Starting from the issue
with the lowest wj > 0, swap one issue at a time in Bn to construct ballot B′n.
At every step, compute the outcome of the aggregation of the new profile. If
AVRt(B−n, B

′
n) = B′n then there is a manipulation strategy, and thus output

YES, otherwise repeat this step swapping the issue with lowest wj among the
remaining ones. Continue for K − 1 steps, and if none of the K − 1 ballots
succeeded in manipulation then output NO.

This greedy algorithm requires an iteration of K polynomial steps, where
K 6 |I|. Thus, the problem of manipulation of the AVR with tie-breaking can
be solved in polynomial time.
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Note that the first part of the algorithm, in which the manipulator’s effort is
to favour one of the other individual ballots, is not necessary since all possible
strategies of manipulation will anyway be considered in the second part of the
algorithm. The proof of correctness is straightforward.

Observe that the proof of Theorem 7.2.5 provides an algorithm that also solves the
search problem associated to Manip in polynomial time. Thus, despite being easy
to use and enjoying interesting axiomatic properties, the AVR has the drawback
of also being easy to manipulate.

7.2.5 The Majority Voter Rule

Minimising the disagreement between individual ballots is not the only possibility
of defining meaningful generalised dictatorships. Another rule can be obtained
by using the outcome of the majority rule as point of reference, and choose those
individual ballots that minimise the amount of disagreements with the outcome
of the majority rule:6

Definition 7.2.6. The majority voter rule (MVR) chooses those individual bal-
lots that minimise the Hamming distance to the outcome of the majority rule:

MVR(B) = argmin
{Bi|i∈N}

H(Bi,Maj (B))

Despite having a similar definition, the AVR and the MVR do not coincide, as
can be shown by considering the profile in Table 7.2.

j1 j2 j3 j4 j5

B1 1 1 0 0 0
B2 0 1 1 0 0
B3 1 0 0 1 0
B4 0 0 1 1 0
B5 0 0 0 0 1

Maj 0 0 0 0 0
MVR 0 0 0 0 1

Table 7.2: The AVR differs from the MVR.

In this example, the majority rule yields the outcome (0, 0, 0, 0, 0). The MVR
chooses the individual ballot which minimises the Hamming distance from the
outcome of the majority rule, therefore MVR(B) = B5. Instead, the AVR chooses

6This definition is inspired by the Endpoint rule introduced by Miller and Osherson (2009),
which however is not restricted to choosing the winners in the set of individual ballots.
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as winners any of the first 4 individual ballots. To see this, observe that the
Hamming distance of B5 from all other ballots is 3, thus the total score of B5 is
12, and each of the remaining ballots has a score of 11.

The MVR therefore constitutes another interesting rule that can be created
by combining the definition of a distance-based aggregation rule with the notion
of generalised dictatorship. Similar definitions can also be given in the framework
of judgment aggregation, adding new definitions to the wide variety of rules based
on distances that have been introduced in the literature (Pigozzi, 2006; Miller and
Osherson, 2009; Lang et al., 2011). In addition to solving the problem of con-
sistency by being collectively rational for every integrity constraints, generalised
dictatorships also satisfy a strong notion of compatibility (Grandi and Pigozzi,
2012), avoiding situations in which the outcome was not voted for by any of the
individuals (i.e., they avoid multiple election paradoxes, cf. Section 3.5).

7.3 The Premise-Based Procedure

In this section we move to the realm of JA, presenting one of the first rules that
was devised to guarantee consistent aggregation of judgments. There are two
basic types of JA procedures that (can be set up so as to) produce consistent
outcomes that have been discussed in the JA literature from its very beginnings,
namely the premise-based and the conclusion-based procedure (Kornhauser and
Sager, 1993; Dietrich and Mongin, 2010). The basic idea is to divide the agenda
into premises and conclusions. In the premise-based procedure, we apply the ma-
jority rule to the premises and then infer which conclusions to accept given the
collective judgments regarding the premises;7 under the conclusion-based proce-
dure we directly ask the agents for their judgments on the conclusions and leave
the premises unspecified in the collective judgment set. That is, the conclusion-
based procedure does not result in complete outcomes, which is why we shall not
consider it any further here. The premise-based procedure, on the other hand,
can be set up in a way that guarantees consistent and complete outcomes, which
provides a usable procedure of some practical interest.

In this section, we first formally introduce the precise variant of the premise-
based procedure we shall analyse. We then study the complexity of the winner
determination and manipulation problems for this procedure. We end this section
by discussing an analogous definition of the premise based procedure in binary
aggregation. For ease of exposition, throughout this section we shall assume that
the number of agents n is odd.

7This is what is commonly understood by “premise-based procedure”. Dietrich and Mongin
(2010), who call this rule premise-based majority voting, have also investigated a more general
class of premise-based procedures in which the procedure used to decide upon the premises need
not be the majority rule.
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7.3.1 Definition of the Procedure

For many JA problems, it may be natural to divide the agenda into premises and
conclusions. Let Φ = Φp ∪Φc be an agenda divided into a set of premises Φp and
a set of conclusions Φc, each of which is closed under complementation.

Definition 7.3.1. The premise-based procedure (PBP) for Φp and Φc is the func-
tion mapping each profile J=(J1, . . . , Jn) ∈ J (Φ)N to the following judgment set:

PBP(J) = ∆ ∪ {ϕ ∈ Φc | ∆ |= ϕ},
where ∆ = {ϕ ∈ Φp | #{i | ϕ ∈ Ji} >

n

2
}

If we want to ensure that the PBP always returns judgment sets that are consis-
tent and complete, then we have to impose certain restrictions:

• If we want to guarantee consistency, we have to impose restrictions on
the premises. In view of our discussion in Section 6.3, in particular our
Proposition 6.3.6, the majority rule is guaranteed to be consistent if and
only if the agenda Φ satisfies the median property, i.e., if every inconsistent
subset of Φ has itself an inconsistent subset of size 6 2 (cf. Definition 6.3.2).
This result immediately transfers to the PBP: it is consistent if and only if
the set of premises satisfies the median property.

• If we want to guarantee completeness, we have to impose restrictions on the
conclusions: for any assignment of truth values to the premises, the truth
value of each conclusion has to be fully determined.

Deciding whether a set of formulas satisfies the median property is Πp
2-hard (see

Lemma 6.4.5). That is, in its most general form, deciding whether the PBP can be
applied correctly is a highly intractable problem (and, as we shall see, a problem
that is most likely considerably harder than either using or manipulating the
PBP). For a meaningful analysis, we therefore restrict attention to the following
case. First, we assume that the agenda Φ is closed under propositional variables:
p ∈ Φ for any propositional variable p occurring within any of the formulas in Φ.
Second, we equate the set of premises with the set of literals. Clearly, the above-
mentioned conditions for consistency and completeness are satisfied.

So, to summarise, the procedure we consider in this section is defined as
follows: Under the assumption that the agenda is closed under propositional
variables, the PBP accepts a literal ` if and only if more individual agents accept
` than do accept ∼`, and the PBP accepts a compound formula if and only if
it is entailed by the accepted literals. For consistent and complete profiles, and
under the assumption that n is odd, this leads to a resolute JA procedure that is
consistent and complete.
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7.3.2 Axiomatic Properties

When restricted to the set of premises, the PBP shares all the properties of the
majority rule.8 However, when the whole agenda is considered, the PBP does
not satisfy most of the axiomatic properties we have so far encountered for JA
procedures (cf. Section 6.1), except for anonymity. It certainly does not satisfy
independence, as a change on the individual ballots over premises influences the
outcome over the set of conclusions. Moreover, as can be inferred from the ex-
ample presented in Table 7.3, the PBP is not even unanimous on conclusions.

p1 p2 p3 p1 ∨ p2 ∨ p3

J1 1 0 0 1
J2 0 1 0 1
J3 0 0 1 1

PBP(J) 0 0 0 0

Table 7.3: The PBP is not unanimous on conclusions.

Despite all these shortcomings, the PBP is a good example of a consistent and
complete judgment aggregation procedure, and constitutes one of the few exam-
ples of such a rule that is not defined using a notion of distance.

7.3.3 Winner Determination

Winner determination is a tractable problem for the premise-based procedure:

Proposition 7.3.2. WinDet(PBP) is in P.

Proof. Counting the number of agents accepting each of the premises and check-
ing for each premise whether the positive or the negative instance has the majority
is easy. This determines the collective judgment set as far as the premises are
concerned. Deciding whether a given conclusion should be accepted by the col-
lective now amounts to a model checking problem (is the conclusion ϕ true in
the model induced by the accepted premises/literals?), which can also be done in
polynomial time.

7.3.4 Strategic Manipulation

Manipulating the premise-based procedure, on the other hand, is intractable.

8A representation result analogous to Proposition 2.3.7 can be proven in the realm of judg-
ment aggregation.
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Theorem 7.3.3. Manip(PBP) is NP-complete.

Proof. We first establish NP-membership. An untruthful judgment set J ′i yield-
ing a preferred outcome can serve as a certificate. Checking the validity of such a
certificate means checking that (a) J ′i is actually a complete and consistent judg-
ment set and that (b) the outcome produced by J ′i is better than the outcome
produced by the truthful set Ji. As for (a), checking completeness is easy. Con-
sistency can also be decided in polynomial time: for every propositional variable
p in the agenda, J ′i must include either p or ¬p; this admits only a single possible
model; all that remains to be done is checking that all compound formulas in
J ′i are satisfied by that model. As for (b), we need to compute the outcomes
for Ji and J ′i (by Proposition 7.3.2, this is polynomial), compute their Hamming
distances from Ji, and compare those two distances.

Next, we prove NP-hardness by reducing Sat to Manip(PBP). Suppose we
are given a propositional formula ϕ and want to check whether it is satisfiable.
We will build a judgment profile for three agents such that the third agent can
manipulate the aggregation if and only if ϕ is satisfiable. Let p1, . . . , pm be the
propositional variables occurring in ϕ, and let q1, q2 be two additional proposi-
tional variables. Define an agenda Φ that contains all atoms p1, . . . , pm, q1, q2 and
their negation, as well as m + 2 syntactic variants of the formula q1 ∨ (ϕ ∧ q2)
and their negation. For instance, if ψ := q1 ∨ (ϕ∧ q2), we might use the syntactic
variants ψ, ψ ∧>, ψ ∧>∧>, and so forth. The judgment profile J is defined in
Table 7.4 (the rightmost column has a “weight” of m+ 2).

p1 p2 · · · pm q1 q2 q1 ∨ (ϕ ∧ q2)

J1 1 1 · · · 1 0 0 ?
J2 0 0 · · · 0 0 1 ?
J3 1 1 · · · 1 1 0 1

F (J) 1 1 · · · 1 0 0 0

Table 7.4: Manipulation for the PBP is hard.

The judgments of agents 1 and 2 regarding q1 ∨ (ϕ ∧ q2) are irrelevant for our
argument, so they are indicated as “?” in the table (but note that they can be
determined in polynomial time; in particular, J1(q1 ∨ (ϕ ∧ q2)) = 0 for any ϕ).

If agent 3 reports her judgment set truthfully (as shown in the table), then
the Hamming distance between J3 and the collective judgment set will be 1 +
(m + 2) = m + 3. Note that agent 3 is decisive about all propositional variables
(i.e., premises) except q1 (which will certainly get rejected). Now:

• If ϕ is satisfiable, then agent 3 can report judgments regarding p1, . . . , pm
that correspond to a satisfying assignment for ϕ. If she furthermore accepts
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q2, then all m + 2 copies of q1 ∨ (ϕ ∧ q2) will get accepted in the collective
judgment set. Thus, the Hamming distance from J3 to this new outcome
will be at most m+ 2, i.e., agent 3 will have manipulated successfully.

• If ϕ is not satisfiable, then there is no way to get any of the m+ 2 copies of
q1 ∨ (ϕ ∧ q2) accepted (and q1 will get rejected in any case). Thus, agent 3
has no means of improving over the Hamming distance of m + 3 she can
guarantee for herself by reporting truthfully.

Hence, ϕ is satisfiable if and only if agent 3 can manipulate successfully, and our
reduction from Sat to Manip(PBP) is complete.

Thus, manipulating the PBP is significantly harder than using it, at least in terms
of worst-case complexity (and under the assumption that P 6= NP).

7.3.5 PBP in Binary Aggregation

The definition of the premise-based procedure we presented in this section can be
adapted to the case of binary aggregation. Let I be a set of issues divided into
a set of premises Ip and a set of conclusions Ic. If B is a ballot over I, indicate
with Bp the restriction of B to Ip and with Bc the restriction to Ic. Consider
the following definition:

Definition 7.3.4. The premise-based procedure (PBP) for binary aggregation
associates with every profile B over issues I = Ip ∪ Ic and integrity constraint
IC ∈ LPS the following set of collective ballots B over I:

• PBP(B)p = AVR(Bp
1 , . . . , B

p
n);

• PBP(B)c = {B ∈ {0, 1}Ic | (PBP(B)p, B) |= IC}

The main difference from Definition 7.3.1 is the use of AVR in place of the majority
rule for the aggregation on premises. This choice allows us to always obtain a
rational outcome over premises, without having to limit the use of this rule to a
particular class of integrity constraints.

There are several applications in which this procedure may constitutes a nat-
ural candidate for the aggregation of binary ballots. Consider for example the
case of integrity constraints that come in the form of conclusion functions, se-
lecting an acceptance/rejection value over conclusions depending on the outcome
on the premises. This is the case, for instance, of the discursive dilemma as pre-
sented in Chapter 3 (cf. Table 3.4). Formally, let PS p = {pj | j ∈ Ip} be the
set of propositional variables associated with premises, and Lp the propositional
language obtained from PS p. A set of conclusion functions for I is represented
by a set of formulas {pj ↔ ϕj | ϕj ∈ Lp} for every conclusion j ∈ Ic. For in-
stance, the integrity constraint representing the discursive dilemma in Table 3.4
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is pα∧β ↔ (pα ∧ pβ). In similar cases the PBP represents an interesting example
of a collectively rational procedure, sharing the same axiomatic properties as its
JA version.

7.4 The Distance-Based Procedure

Recent work in JA has shown that ideas from belief merging (Konieczny and
Pino Pérez, 2011) can be imported into JA to yield practical aggregation proce-
dures that are complete and consistent (Pigozzi, 2006; Miller and Osherson, 2009;
Lang et al., 2011). Similar definitions can be provided in binary aggregation, and
in this section we introduce one of the easiest examples of a distance-based rule,
studying the complexity of its winner determination problem.

7.4.1 Definition of the Procedure

When defining the AVR in Section 7.2, we were interested in devising a method
to choose those ballots that best represent the individual views in a profile. Once
the integrity constraint is known, this restriction can be lifted, considering the
whole set of rational ballots as the search space for winning ballots. This ap-
proach is inspired by the literature on belief merging (Konieczny and Pino Pérez,
2011), in which, however, the set of individual views to be aggregated is a set of
propositional models rather than a single evaluation.

Definition 7.4.1. Given a set of issues I and an integrity constraint IC, the
distance-based procedure DBP is the function mapping each profile B ∈ Mod(IC)N

to the following set of collective ballots:

DBP(B) = argmin
B∈Mod(IC)

∑
i∈N

H(B,Bi)

The DBP is an irresolute procedure, returning a (nonempty) set of collective
ballots. A winning ballot under the DBP minimises the amount of disagreement
with the individual binary ballots (i.e., it minimises the sum of the Hamming
distances with all individual ballots). Note that in cases where the majority
rule leads to a rational outcome, the outcome of the DBP coincides with that
of the majority rule (making it a resolute procedure over these profiles). Also
note that the DBP shares many features with the Kemeny rule for preference
aggregation (Kemeny, 1959). We will elaborate more on this similarity in the
proof of Lemma 7.4.4.

7.4.2 Axiomatic Properties

The DBP does not satisfy many axiomatic properties. Certainly it is not in-
dependent, as it builds on the idea that correlations between issues should be
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exploited rather than neglected. Moreover, examples showing that the DBP does
not satisfy unanimity U? can be found in the literature on judgment aggregation
(Lang et al., 2011, Proposition 24). By the same argument as the one employed
in Section 7.2.2 for the AVR, it is straightforward to see that the DBP satisfies
anonymity A? and monotonicity M?.

7.4.3 Winner Determination

We now want to analyse the complexity of the winner determination problem for
the DBP. As the DBP is not resolute, we study the decision problem WinDet?.
Our findings reveal that WinDet?(DBP) is Θp

2-complete, thus showing that this
rule is very hard to compute. The class Θp

2 (also known as ∆p
2(O(log n)) or PNP

|| ) is
the class of problems that can be solved in polynomial time asking a logarithmic
number of queries to an NP-oracle (Wagner, 1987).

To obtain our result, we first have to devise an NP-oracle that will then be
used in the proof of Θp

2-membership. We shall use the following problem:

WinDet?K(F )
Instance: Integrity constraint IC, profile B ∈ Mod(IC)N ,

subset I ⊆ I, partial ballot ρ : I → {0, 1}, K ∈ N.
Question: Is there a B? with B?

j = ρ(j) for all j ∈ I
such that

∑
i∈N H(B?, Bi) 6 K?

That is, we ask whether there exists a binary ballot B? with Hamming distance at
most K extending a partial ballot ρ. We now show that this problem lies in NP.

Lemma 7.4.2. WinDet?K(DBP) is in NP.

Proof. We devise an algorithm that, given a certificate intended to provide a
positive answer to WinDet?K(DBP), can check the validity of the certificate in
polynomial time. Such a certificate is given by a ballot B?, that can be guessed
among the set of all ballots {0, 1}I . It is then sufficient to check that: (i) the
certificate is rational, i.e., B? |= IC (ii) the certificate extends ρ, i.e., B?

j = ρ(j)
for all j ∈ I and (iii)

∑
i∈N H(B?, Bi) 6 K. Each of the three steps can be done in

polynomial time, thus resulting in a non-deterministic polynomial algorithm.

Lemma 7.4.3. WinDet?(DBP) is in Θp
2.

Proof. The problem WinDet?(DBP) asks whether there exists a winning ballot
that extends a given partial ballot ρ. Since the Hamming distance of a ballot
from a profile is bounded from above by a polynomial figure, we can solve this
problem by performing a binary search over K and asking a logarithmic number
of queries to WinDet?K .

More precisely, since
∑

B∈BH(B?, B) 6 K? := |I| × |N |, K? is polynomial
in the size of the input. We can then ask a first query to WinDet?K(DBP) with
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K = K?

2
and empty partial ballot ρ. In case of a positive answer we can continue

the search with a new K = K?

4
, otherwise we move to the higher half of the

interval querying WinDet?K(DBP) with K = 3
4
× K?. This process eventually

ends after a logarithmic number of steps, providing the exact Hamming distance
Kw of a winning candidate from the profile J under consideration. It is now
sufficient to run the problem WinDet?K(DBP) with K = Kw and partial ballot
ρ as in the original instance of WinDet?(DBP) we wanted to solve. In case the
answer is positive, since there cannot be a winning ballot with Hamming score
strictly less than Kw, one of the winning ballots extends the partial ballot ρ. On
the other hand, in case of a negative answer all ballots extending ρ have Hamming
distance bigger than Kw, and therefore cannot belong to the winning set.

Next, we show that the upper bound established by Lemma 7.4.3 is tight. We
exploit the similarity of the DBP to the Kemeny rule in preference aggregation
to build on a known Θp

2-hardness result by Hemaspaandra et al. (2005).

Lemma 7.4.4. WinDet?(DBP) is Θp
2-hard.

Proof. We build a reduction from the problem Kemeny Winner, as defined by
Hemaspaandra et al. (2005). An instance of this problem consists of a set of
candidates C, a profile of weak orders R = (R1, . . . , Rn) over C and a designated
candidate c. Define the Kemeny score of a given candidate c as the following
expression:

KemenyScore(c,R) = min{
n∑
i=1

d(Ri, Q) | Q is a weak order and c ∈ top(Q)}

Where d(Ri, Q) is the Hamming distance between two preference orders and
top(Q) is the set of most preferred candidates in Q. The problem asks whether
the Kemeny score of c is less than or equal to the Kemeny score of all other
candidates d ∈ C.

We now build an instance of WinDet?(DBP) to decide this problem, exploit-
ing the (polynomial) embedding of preference aggregation into binary aggrega-
tion that we have presented in Sections 3.1.2 and 5.1.3. Let the set of issues be
IC = {ab | a, b ∈ C}, and let IC6 be the set of integrity constraints enforcing the
properties of weak orders. Given a preference profile R, let BR be the binary
profile obtained by encoding each weak order Ri over C in a ballot BR

i over IC .
Note that, if R and Q are two weak orders, then d(R,Q) = H(BR, BQ). Thus,

to obtain an answer to the initial Kemeny Winner instance with designated
candidate c, it is sufficient to ask a query to WinDet?(DBP) using IC as a set
of issues, BR as a profile, and a partial ballot ρ such that ρ(cd) = 1 for all d ∈ C
with d 6= c. If the winning ballot features c as one of the top candidates (i.e.,
issues cd are accepted for all other candidates d), then its Kemeny score will be
lower or equal than that of all other candidates, providing a positive answer to
the original problem.



130 Chapter 7. Collectively Rational Procedures

Putting Lemma 7.4.3 and 7.4.4 together yields a complete characterisation of the
complexity of winner determination under the distance-based procedure:

Theorem 7.4.5. WinDet?(DBP) is Θp
2-complete.

Theorem 7.4.5 shows that the problem of using the DBP is highly intractable.
However, by adapting efficient heuristics developed for the Kemeny rule (which,
as seen in the proof of Lemma 7.4.4, is the preference aggregation version of
the DBP) it may be possible to obtain a tractable implementation of the DBP
for both binary ballots and judgment sets (Davenport and Kalagnanam, 2004;
Conitzer et al., 2006; Betzler et al., 2009).

Given that winner determination is a highly intractable problem, we shall not
investigate the complexity of strategic manipulation for the DBP.

7.4.4 The DBP in Judgment Aggregation

The first example of a JA procedure based on distances was introduced by Pigozzi
(2006) based on the work of Konieczny and Pino Pérez (2002) in belief merging.
The procedure was defined under the restrictive assumptions that the agenda be
closed under propositional variables and all compound formulas be unanimously
accepted (or rejected) by all agents. Most importantly, the syntactic information
contained in the agenda was discarded by moving the aggregation from the level
of formulas to the level of models.

A syntactic variant of this procedure can be obtained by merging judgment
sets rather than models corresponding to judgment sets. This procedure was
first introduced by Miller and Osherson (2009) under the name Proptotyped, and
studied independently in our previous work (Endriss et al., 2010b) for the case of
d equal to the Hamming distance. The definition of the DBP we have provided
for binary aggregation is a straightforward adaptation of this rule to the case of
binary aggregation. Note that the DBP does not coincide with the procedure of
Pigozzi (2006), even for agendas closed under propositional variables. The main
reason is that the DBP is sensitive to logical correlations between formulas of the
agenda: accepting an atom that is correlated with other formulas in the agenda
“counts” more in our procedure than accepting an independent one.

As shown in previous work (Endriss et al., 2010b), winner determination for
the judgment aggregation version of the DBP is also hard. An analogous version
of Lemma 7.4.2 can be proven by encoding the requirements of consistency of a
judgment set in an integer program, thus showing that WinDet?K(DBP) for judg-
ment aggregation also lies in NP. A proof of Θp

2-completeness for WinDet?(DBP)
can also be obtained with a reduction from the problem of Kemeny winner. To
obtain this result, it is sufficient to enforce the properties of weak orders on judg-
ment sets by means of a polynomial number of spurious formulas in the agenda,
representing the integrity constraints of transitivity and reflexivity.
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7.5 Conclusions: Which Framework is Easier?

In this chapter we have studied the computational complexity of three proce-
dures for collectively rational aggregation. The average voter rule, a generalised
dictatorship that selects those individual ballots that minimise the amount of
disagreements with the remaining ballots in the profile, resulted in a polynomi-
ally computable rule that is also easy to manipulate. The problem of computing
the winner of the distance-based procedure, defined in a similar way but without
restricting the outcome to those ballots submitted by the individuals, is consid-
erably harder, and we proved a Θp

2-completeness result for this case. Finally,
the premise based procedure, which we defined and studied in the framework of
judgment aggregation, satisfies good computational properties, being easy to use
and hard to manipulate (NP-complete).

In Section 6.2.2 we have observed that JA and BA with IC have the same
expressive power, once we enrich the formula-based framework for JA with the
use of constraints (Dietrich and List, 2008b). However, we have also observed
that the embedding of JA into BA with IC may result in an exponential number
of integrity constraints (cf. Section 3.2.2). In this conclusive section, we want to
compare the computational complexity of the two frameworks on a number of
basic problems.

From the point of view of an individual, a decision problem framed in BA with
IC is substantially easier to deal with than one expressed in the JA formalism.
The first problem we consider is the following:

DefCheck
Instance: Integrity constraint IC, ballot B ∈ {0, 1}I

(agenda Φ, judgment set J ∈ 2Φ, respectively)
Question: Is B rational?

(is J consistent, respectively?)

While in BA deciding whether Bi |= IC can be solved with a polynomial model
checking, DefCheck in JA corresponds to solving the satisfiability of the set of
formulas in Ji, a classical NP-complete problem. Another problem that can be
considered is that of inferring knowledge from the result of aggregation:

WinInf
Instance: Winning ballot F (B), formula ϕ ∈ LPS

(Winning set F (J), formula ϕ ∈ LPS, respectively)
Question: Is it the case that F (B) |= ϕ?

(is it the case that F (J) |= ϕ, respectively?)

In this case also, the former instance can be solved in polynomial time with model
checking while the latter is significantly harder. To see this, consider that the
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outcome of a JA procedure is a set of formulas, and that knowledge inference
from a set of propositional formulas is coNP-hard.

From the point of view of the mechanism designer, the computational complex-
ity of the two frameworks does not differ significantly. Consider for instance the
problem of safety of the agenda, as presented in Section 6.3 for the formula-based
framework of JA. We have seen that for most classes of aggregation procedures
this problem is Πp

2-complete, by investigating the complexity of checking a num-
ber of agenda properties. Let us concentrate on one such property, the median
property (Definition 6.3.2). As remarked in Section 6.3.4, an equivalent version
of this problem in BA with IC is given by the following statement: given an in-
tegrity constraint IC, how hard is to check that IC is equivalent to a conjunction
of clauses of maximal size 2? Similar problems in the literature are all placed in
the second level of the polynomial hierarchy (see, e.g., Schaefer and Umans, 2002,
*L9: Short CNF), and this is a good indication that the computational complex-
ity of checking the median property in the two frameworks should be comparable.
A different result is obtained if we consider the SSMP (Definition 6.3.5), which
requires an agenda to be “atomic”, i.e., to allow for all possible judgment sets.
Its analogue in BA is the case of IC being a tautology, thus admitting all possible
ballots as rational. In this case, the complexity of the BA version of this problem
is significantly easier (being a coNP-complete problem) than its JA version, which
we proved to be Πp

2-complete.
If we concentrate on the use of specific aggregation procedures, as we did in

this chapter, then the two frameworks have comparable computational complex-
ity, as we observed in Section 7.4.4.

In conclusion, the framework of BA with IC is computationally at most as
hard as dealing with formulas in the classical JA framework, and it is significantly
easier in some situations. While for many applications it may be more natural
to directly use propositional formulas rather than structure the problem with
binary issues and devise a suitable integrity constraint, we can conclude from the
present section that this step decreases significantly the computational complexity
of many basic problems.




