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Supplementary materials for “A unified theory of discrete and continuous responding”

We present a particular form of MAAT in the main text, but of course there are

many ways to construct a model that connects discrete and continuous responses. The

biggest constraint that guided us is that models need some mechanism to account for the

dissimilarity advantage, where choice options that have no similar competitors are selected

more quickly and accurately than those with similar competitors. This precludes models

that do not integrate similarity considerations into either the evidence accumulation process

(e.g., with drift rate parameters) or the stopping rule for decision-making (see also Kvam &

Turner, 2021, motivating the importance of similarity in continuous responding by itself).

Beyond this, there are several changes one could make to the model. For simplicity,

we drove the evidence accumulation process in MAAT using deterministic accumulators as

in the LBA (Brown & Heathcote, 2008). This could be replaced by a diffusion process or

other stochastic sampling process (Smith, 2016; Ratcliff, 2018; Kvam & Busemeyer, 2020),

with relatively little change in model predictions. Indeed, the von Mises distribution

formed by a diffusion process contained within a circle approximates a wrapped normal

distribution, which would be produced by a deterministic accumulation process with a

normally-distributed accumulation angle (Collett & Lewis, 1981). The response time

distributions produced by diffusion and LBA processes show mimicry in a number of

parameters and can capture patterns produced by one another (Donkin et al., 2011). In

our work, we opted for the analytically simpler LBA approach to accumulation because it

allowed us to implement MAAT in JAGS for Study 1 and because it ameliorated the

computational demands of the model simulation process needed to approximate MAAT’s

probability density for Study 2.

There are also a number of ways to set thresholds in MAAT. In the main text, we

used two of these methods – setting a single circular threshold for when there was uniform

similarity between choice alternatives (Study 1) and setting separate thresholds for

separate alternatives when the similarity relations were manipulated and uneven (Study 2).
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In the next section, we outline several methods for setting thresholds, drawing together

multiple models of confidence, multiple choice, and continuous selections. We show that

several of these methods converge asymptotically on the circular choice boundary proposed

by Smith (2016), making it a good option for constructing models when a modeler is

unsure of how to set the shape of thresholds.

Thresholds

Vickers (1979) made the seminal suggestion for racing accumulator models of binary

choice that the value of a confidence rating is determined by the “Balance of Evidence”,

which is the difference between the state of the winning accumulator (i.e., the one that first

accrues a threshold amount of evidence) and the state of the losing accumulator. The

choice corresponds to the winning accumulator and larger confidence ratings are associated

with a larger balance of evidence (i.e., a larger winning margin). Reynolds, Kvam, et al.

(2020) extended this approach by using n thresholds to produce n discrete confidence

ratings. Reynolds, Garton, et al. (2020) applied this “multiple-threshold race” model to

equivocal responses in binary choice (i.e., responding “dont́ know” rather than picking one

of the two options). As applied to line length, a response would be triggered when either

the short or long accumulator reaches its threshold. The response always favors the anchor

associated with the winning accumulator, but if the loosing accumulator is not far behind,

then a response toward the middle of the length scale is given. Conversely, if the losing

accumulator is well behind, then a response toward the winning accumulator’s end of the

length scale is given.

As shown in the top left panel of Figure S1, this can be represented in a two

dimensional space with x and y axes corresponding to the states of the short and long

accumulators respectively. The solid lines correspond to two orthogonal boundaries that

terminate accumulation (i.e, the outer thresholds, theta). The dashed lines are the

thresholds that carve up the space into regions corresponding to 6 different responses, from
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the shortest to the longest rating. For example, if the state passes through the upper

horizontal boundary first (indicating that the threshold amount of evidence has been

accrued, in this case 2 units) before it passes through the first vertical threshold the

shortest rating is selected. In general, n thresholds per accumulator are required for 2n

possible responses, and where an odd number of responses is required the state where the

left looser is just behind the right winner, and vice versa, are mapped to the same response.

Reynolds, Kvam, et al. (2020) also proposed (but did not use) a generalization of this

approach where not only the response chosen but also the stopping rule depends on the

state of both accumulators. In particular, their “threshold-count” version of the

multiple-threshold race departs from Vicker’s (1979) proposal by terminating accumulation

when n thresholds have been crossed, where n threshold per accumulator are required for

2n responses and for 2n− 1 responses (again mapping both types of close finish to the

same response). As illustrated in Figure S1, depending how the thresholds are spaced, the

shape of the termination boundary (i.e., the solid line segments) can change. When they

are linearly spaced (top right panel), it approximates the line y = θ − x. When they are

quadratically spaced (bottom left), these termination boundary approximates the

quarter-circle defined by the first quadrant of y =
√
θ2 − x2, with the approximation

becoming more accurate as the number of response categories grows.

Kvam (2019) proposed a further geometrically-based generalization where evidence

accumulation is terminated when support for one of the options – given by the component

of the evidence state along a vector describing that option – exceeds a critical value. When

there is a discrete number of response options, this is equivalent to a linear ballistic

accumulation process with correlated accumulators, where the correlation between

accumulators for different line lengths arise as a consequence of overlapping activation

functions for similar lengths (see Kvam, 2019, Figure 8). However, it is simplified by virtue

of being represented in only two dimensions: When the number of response options

increases (approaching the continuous case), the stopping rule can be represented as a
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Figure S1 . Diagram of stopping rules generated by multiple threshold race (MTR) and

geometric framework for θ = 2. In the limiting case where there are a large number of

thresholds and the MTR uses quadratic spacing, it is equivalent to the continuous case

generated by the geometric framework.

quarter-circular boundary (Figure S1, bottom right). This lines up with the asymptotic

case of the MTR threshold count, where boundaries are placed as a quadratic function of

their index.

Because the MTR and the geometric framework align with one another in this

asymptotic case, and because it is computationally one of the simplest and most tractable

representations of the stopping rule, the circular boundary is what we chose to implement

for Study 1.

Line length model details

In the main text, we did not go into full detail about how MAAT’s predictions for

response and response time are formally derived. This was mainly because we believed it

would not be of interest to a general audience. Instead, the details are provided here. The

process of computing the response involves finding the intersection of a vector (linear

ballistic accumulation process) that starts at a random point within a rectangle, and the

circular boundary that is used to terminate responses. For response times, the length of
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this vector is compared to the distance the process has to travel until it hits the boundary.

Computing the hitting point requires finding the points x, y that satisfy both the

equation for the circular boundary

x2 + y2 = θ2

and the equation of the line specifying the path of the linear accumulator.

y = mx+ b

In this case, m describes the slope of the accumulation process in two dimensions,

where the y-direction in support for ‘long’ responses and the x-direction is support for

‘short’ responses (see Eq. 3 below). In order to see where the linear ballistic accumulation

process (line) intersects the choice boundary, we simply need to calculate the point of

intersection (x, y). Substituting mx+ b for y in the first equation, we obtain

x2 + (mx+ b)2 = θ2

Expanding this equation and moving all of the terms to the left side gives us a

quadratic expression.

(m2 + 1)x2 + 2bmx+ b2 − θ2 = 0

Solving this equality for x gives us a solution for the x coordinate at which the

process hits the circular boundary as a function of m, b, and θ.

x =
−2bm±

√
4b2m2 − 4(m2 + 1)(b2 − θ2)

2(m2 + 1) (1)

Note that only the positive solution is useful, as we are working with strictly positive

drifts that will necessarily hit the choice boundary in the first quadrant. Simplified, this

gives the distribution of hitting x-coordinates:
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x = −bm+
√
θ2 +m2θ2 − b2

m2 + 1 (2)

The slope m and intercept b of the process can be calculated as a function of the drift

rates for the short and long accumulators (δS and δL) and the random starting points (SS

and SL).

m = δL
δS

(3)

b = SL −
δL
δS
SS (4)

In turn, the distribution over predicted hitting points for x gives a solution to the

distribution of line length estimates E produced by the accumulation process.

E = Rmin + (Rmax −Rmin) · tan−1
(√θ2 − x2

resp

xresp

)
(5)

The hit point is [xresp,
√
θ2 − x2

resp], so the distance d from the start point to the

hitting point is

d =
√

(xresp − SS)2 + (
√
θ2 − x2

resp − SL)2 (6)

Proof for bow effects

The two bow effects, in accuracy and response time, arise from an underlying “bow”

in the ratio of two beta distributions underlying the drift rates and drift direction. The

variance of these rates will be greatest when stimuli are toward the middle of the scale.

This can be derived from the observation that the variance of a beta random variable

Beta(a, b) is

a · b
(a+ b)2 · (a+ b+ 1) (7)
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In our case, a = c · L−Rmin

Rmax−Rmin
and b = c · Rmax−L

Rmax−Rmin
or vice versa. The value of a+ b

will be a constant,

a+ b = c · L−Rmin +Rmax − L
Rmax −Rmin

= c

.

The only part of Equation 7 that changes with the stimulus, therefore, is a · b. This

product will be proportional to (L−Rmin) · (Rmax−L), which means that the variance will

be maximized when a = b, i.e., when the stimulus is in the middle of the scale. As a result,

we can expect the lowest accuracy in the middle of the scale, and expect it to monotonically

increase as the stimulus moves toward either the long or short end of the scale.

Sequential effects

Absolute identification experiments similar to our Experiment 1 have focused not

only on bow effects, but also on sequential effects where the stimulus (and response) on one

trial has an effect on responses on the next trial. Typically, responses near the previous

response are facilitated, resulting in greater accuracy and faster response times to stimuli

similar to the one presented on a previous trial. Conversely, stimuli that are far away from

ones presented on a previous trial are made more difficult, resulting in lower accuracy and

slower response times when a substantially different stimulus is presented on subsequent

trials (Remington, 1969).

Our Experiment 1 showed a pattern of results that was weakly consistent with these

findings, as shown in Figure S2. The top panels show the correlation between responses on

trial N and trial N-1. These are all very close to zero, indicating that responses were not

“pulled” toward previous response nor were they “pushed” away from them. The middle

panels compare the accuracy for stimuli that were very close to a previous trial or very

dissimilar from a previous trial. As shown, accuracy improves for stimuli that are adjacent

to those presented on a previous trial and decreases from those that were dissimilar to

those presented on a previous trial. Likewise, response times were somewhat faster for



MAAT SUPPLEMENT 9

stimuli similar to those seen on a previous trial and somewhat slower for stimuli that were

dissimilar to the one presented on a previous trial (bottom panels of Figure S2). In general,

these effects were stronger for the discrete conditions (red) than they were for the

continuous conditions (blue), although they were still present in the latter. However, most

sequential effects had a relatively modest influence on accuracy and response times, with

most changes within about 5% of the global mean accuracy and within 100ms of the global

mean response times.

Hue model

As with the line length model, determining the location of a response in the hue task

(Study 2) involves solving a system of equations to determine where a linear evidence

accumulation path (ballistic accumulation process) intersects with the choice boundary.

Unlike the line length model, the hue experiment uses the full circle and not just the first

quadrant. Drift vectors can have negative components, as can start points, and so we must

be particularly careful about which solution to this intersection we use.

As before, let us consider an accumulation process that starts at [x0, y0] and moves in

a direction described by the drift vector δ. The start point distribution will be formed by

drawing three uniform random variables sR ∼ Unif(0, 1), sG ∼ Unif(0, 1), and

sB ∼ Unif(0, 1). These random variables serve as weights, multiplied by their respective

vectors so that the overall start point s = sR · vR + sG · vG + sB · vB. This forms a

hexagonal start point distribution like the one shown in Figure 8 in the main text.

Next, we determine how the start point combines with the drift to determine the

trajectory of evidence accumulation in the model. The drift can be quantified in terms of

the slope of accumulation, taking its component along the y-axis and dividing it by its

component along the x-axis: m = δy

δx
. The challenge then is to figure out where the

equation of this line y = m(x− x0) + y0 (presented in point-slope form here) intersects the

equation for the threshold x2 + y2 = θ2:



MAAT SUPPLEMENT 10

m(x− x0)− y0 = ±
√
θ2 − x2. (8)

The solution to this equation for x is:

x =
x0m

2 + y0m±
√
−x2

0m
2 − 2x0y0m− y2

0 + (m2 + 1)t2

m2 + 1 . (9)

For drift rates with a positive x-component (i.e., where the accumulation process is

moving right), we should use the positive solution. When the drift has a negative

x-component, we should use the negative one. Once we solve for the x coordinate of the

intersection, it can be substituted into the point-slope or circle equation above to

determine the y coordinate of the intersection.

Naturally, there will be some edge cases where m is very large (m→∞ or is

undefined). Fortunately, these cases are elementary because the x coordinate of the

intersection is identical to x0, as the accumulation trajectory approaches a vertical line.

Model recovery

A key step in creating a new model is ensuring that its parameters will be meaningful

when estimated. To evaluate how well our estimation procedure could reach the “true”

underlying parameter values, we carried out a parameter recovery study for the versions of

MAAT used in both Study 1 and Study 2. In each study, we generated an artificial data

set, using the same number of trials, conditions, and variety of stimuli that a participant in

the study might experience. Recovery was carried out at the level of an individual

participant using the same number of observations as used in each experiment. We chose a

set of parameter values within a reasonable range for MAAT – typically, close to those that

we observed in model estimates of pilot data from an alpha (lab member) test of the

experiment.
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Line length model

For Study 1, the line length model consisted of nine parameters: the capacity

coefficient c, the start point variability parameter sv, the drift rate δ, the bias parameter β,

non-decision time ndt, and four threshold parameters, one for each of the set-size

conditions (3, 6, 9) and one for the continuous conditions.

The result of this parameter recover study is shown in Figure S3. The estimates were

generally unbiased (i.e., the true value is near the centre of each histogram of recovered

values) with the exception of non-decision time, which tends to be underestimated.

Reflecting the relatively small number of observations per participant the recovered

parameters were quite variable, underlining our motivation for using hierarchical

estimation in this experiment.

The parameters of the model show generally low correlations with one another (all

below .30) with two major exceptions. First, the rate parameter δ was heavily correlated

with all of the threshold parameters. It is extremely difficulty to isolate effects in MAAT to

just influences on thresholds or just influences on drift rates because the accumulation

process is linear. Response time is computed as the distance (threshold / θ) divided by the

accumulation rate (δ), meaning that an increase in threshold can be accommodated by a

compensatory decrease in accumulation rate (in a similar problem to the lognormal race

model; see Heathcote & Love, 2012; Reynolds, Kvam, et al., 2020; Rouder et al., 2015).

The inclusion of start point variability is the main element of MAAT that makes them

distinguishable, as the distance to the threshold is influenced by the start point while the

accumulation rate is not (just as in the LBA). Future developments of MAAT could further

seek to isolate the effects of threshold and accumulation rate by evaluating the effect of

manipulations that strictly influence one or the other. For example, one could randomly

sample stimulus coherence and load it linearly only accumulation rate. This would help

address the meaningfulness of these parameters by constraining them to a specific

functional form specified directly by the stimuli, and thus avoid the identifiability /
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falsifiability problems raised by Jones & Dzhafarov (2014).

The second, more unexpected area where parameters were correlated in our model

recovery is the capacity c and the bias β. Both of these parameters influence the patterns

of the Beta distributions that control the anchor activations that drive evidence

accumulation in the MAAT model used for Study 1. Increasing c and increasing β both

influence the variance of these beta distributions, especially when stimuli are clearly very

long or very short. The correlations between them could therefore result from differences in

the variability of the response distributions across stimuli. However, they both clearly have

differential effects on the pattern of mean response time and accuracy across stimuli (see

Figure 4 in the main text), as the bias parameter creates an asymmetric bow while

capacity does not. This suggests that the two parameters can still be distinguished from

one another, but it may require a large volume of data to truly isolate their effects.

Hue identification model

We repeated the model recovery exercise for Study 2, using the exact stimuli

encountered by Participant #1 to generate an artificial data set. Again the generative

parameters were based on values that produced plausible data, using the data from pilot

studies (alpha / in-lab tests) to inform the generative parameters used in the model

recovery. These values were c = 1, δ = 2, θ0,= 1, θC = 4.5, κD = .5, τ = .35, θN = .75, and

κC = 1. We then fit the artificial data using the same procedure described in the main

text. The results are shown in Figure S4.

The estimates from the MCMC process generally approached the true values of these

parameters, with its estimates of" M(c) = 1.07, 95% HDI = [0.78, 1.39] (true value of

c = 1), M(δ) = 1.97, 95% HDI = [1.30, 2.60] (true value of δ = 2), M(θ0) = 1.04, 95% HDI

= [0.03, 1.95] (true value of θ0 = 1), M(θC) = 4.56, 95% HDI = [2.37, 5.99] (true value of

θC = 4.5), M(κD) = 0.51, 95% HDI = [0.35, 0.64] (true value of κD = .5), M(τ) = 0.39,

95% HDI = [0.22, 0.54] (true value of τ = 0.35), M(θN) = 1.32, 95% HDI = [0.00, 3.06]
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Table S1

Correlations between samples of each of the parameters for the model used in Study 2. The

main diagonal specifies the standard deviation of the samples for each parameter. All

values come from the parameter recovery study described here.

c δ θ0 θC κD τ θN κC

c 0.16

δ 0.28 0.40

θ0 0.37 -0.12 0.53

θC -0.17 0.07 -0.05 0.88

κD -0.11 -0.20 -0.01 0.37 0.08

τ 0.49 0.19 0.24 -0.19 -0.22 0.09

θN 0.26 -0.23 0.18 -0.34 -0.04 0.43 0.87

κC -0.27 -0.31 0.03 -0.04 0.18 -0.26 -0.15 .20

(true value of θN = 0.75), and M(κC) = 1.12, 95% HDI = [0.77, 1.45] (true value of

κC = 1). The most problematic parameters to estimate appear to be θN and θ0; this is

most likely because they both control the thresholds in the discrete conditions, trading off

as the slope and intercept (respectively) of thresholds across the N = 2, 3, 5, 8 alternative

conditions. Still, recovery indicates that the parameters were generally unbiased for all

parameters, and variability among the estimates was more modest than for the first study,

reflecting the larger number of trials in Study 2.

The MCMC chains for the recovery of the Study 2 model are shown in Figure S5.

Because we used a custom MCMC sampler implementing a Metropolis-Hastings algorithm,

it is not quite as well-behaved as many professionally-built samplers. Despite this, it shows

convergence between chains within a tolerable range, r̂ = 1.003. Within chains, there is not

too much “sticking” across trials. The main issue is high autocorrelation across samples,

which was difficult to resolve (e.g., by increasing the size of steps between proposals)
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without creating either sticking or chain divergence issues. Future work implementing this

model should explore more sophisticated sampling methods like well-tuned Gibbs or

Hamiltonian Monte Carlo samplers that could potentially resolve this problem. Similar

plots of the chains for each participant in Study 2 can be found on the OSF page at

https://osf.io/6d29q/.

The correlations between samples of different parameters are shown in Table S1, with

the main diagonal corresponding to the standard deviation of samples for each parameter.

Unlike the results of the first parameter recovery, the correlations between different

parameters were relatively modest, with the largest being r = 0.49 between non-decision

time τ and drift rate δ. In this study, only thresholds were permitted to vary across

conditions – not accumulation rates. The manipulations of set-size, similarity between

choice options, and the incorporation of subjective similarity into the model (which

interacts with thresholds, but not drift) appear to have made it easier to distinguish

between effects of accumulation rates and effects of thresholds. This was also likely aided by

setting the threshold in discrete conditions to be a linear function of set-size, as opposed to

estimating separate thresholds for each set-size condition as in Study 1. Put together, the

additional constraints resulted in reasonable model recovery for the model used in Study 2.

Additional Posterior Predictions

The final function of these supplementary materials is to provide additional figures

that would have crowded the main text, but that might be interesting or useful to some

readers.

Study 1

First, we provide the model posterior predictions for response times in the continuous

condition (in the main text, only discrete conditions were provided). The model was fit

hierarchically to a large number of participants in Study 1, and there was not enough data
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from each participant to display meaningfully, so the plots are shown for aggregate data

and model fits.

Generally, the model did well in accounting for response time distributions. However,

it is worth noting that the response time distributions in the continuous conditions did not

vary across set size as they did in the discrete conditions. Response 1 in the set-size 3,

set-size 6, and set-size 9 conditions are effectively the same. However, mean response times

in the continuous conditions did show a substantial bow, lengthening for responses near the

middle of the response scale relative to those near the anchors. This mimics the pattern

shown in discrete conditions, merely without the additional contribution of set-size, and is

well captured by the model shown in Figure SS6.

Study 2

For Study 2, we gathered a large volume of data from each participant, making it

possible to evaluate the model’s performance on the individual level. As with the

parameter recovery study, we generated a set of artificial data that matched the exact task

conditions and stimuli of the original data. However, the artificial data used for the

posterior predictions was based on the maximum a posteriori estimates from the model, for

each participant.

The resulting observed and predicted response and response time data for Participant

#2 are shown in Figure 17 of the main text. For all other participants, they are shown in

the numbered panels of Figure S7. Although the variability of observed responses varies

somewhat across participants, the model generally accounts for the patterns of responses

(top panels) as well as the distributions of response times (bottom panels).
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Figure S2 . Analysis of sequential effects arising in Experiment 1. The top panel shows the

correlations between response on trial N and those on trials N-1, N-2, N-3, N-4, and N-4 for

the discrete (red) and continuous (blue) conditions. The middle row shows the change in

accuracy (y-axis) depending on whether the stimuli were close to the previous one (x-axis;

low values) or dissimilar to the previous one (high values along x-axis) for responses 1, 2,

and 4 subsequent trials (left, middle, and right panels) The horizontal lines indicate the

average accuracy across all trials of the experiment, providing a baseline for comparison.

The bottom panels show the change in response time (y-axis), again for similar (low x) and

dissimilar (high x) stimuli for different delays between stimuli (left / middle / right).



MAAT SUPPLEMENT 17

Figure S3 . Parameter recovery for Model 1 (line lengths). The true value is indicated by a

black vertical line in the histograms of recovered values.

Figure S4 . Parameter recover for Model 2 (color hues). The true value is indicated by a

black vertical line in the histograms of recovered values.



MAAT SUPPLEMENT 18

Figure S5 . MCMC chains for each parameter of the recovery study for the MAAT model of

Study 2.
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Figure S6 . Distribution of observed response times (histograms) and model predictions for

response times (lines) for each of the set sizes and stimuli shown in the experiment.

Response times for discrete conditions as a function of stimulus and set-size manipulations

are shown in the main text.
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Figure S7 . Observed data and posterior model predictions for the distribution of responses

(top) and response times (bottom: histograms and lines respectively) for each participant

in the color hue study. Discrete conditions are shown as dark dots in the response plots,

and red histograms (model predictions = purple lines) in the response time distributions,

while continuous conditions are shown as light gray dots in the response plots and blue

histograms (model predictions = yellow lines) in the response time distribution plots.
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