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Conclusion to Part I

In the previous two chapters, we focused on the research theme of tracking content.
In Chapter 3 we studied the problem of linking online news and social media. We
used several channels of information for modeling the article as query which was
later issued to an index of social media utterances. The results from individual
query models were merged together using late data fusion methods, the weights
in which were optimized in both query-independent, and query-dependent ways.
Our experiments showed that late data fusion methods improved the discovery of
social media utterances over individual query models. Among the individual query
models, the one using the entire contents of the article performed the best. This
experimental artifact raises questions on the assumptions behind retrieval methods
based on standard language modeling because the average query length in this
task is considerably longer than that of web queries and approximates the length of
the documents to be retrieved. In Chapter 4 we looked closer at this phenomenon
under the lens of the republished article finding task. We proposed three retrieval
methods based on two hypergeometric distributions where sampling of query
terms is done without replacement. Our experiments confirmed our hypothesis
that the assumptions behind the standard language modeling are violated for long
queries and have negative effects in retrieval effectiveness. We also confirmed that
using hypergeometric distributions help retrieval effectiveness in retrieval tasks
where queries are of similar length to the documents to be retrieved.

These findings provide answers to tracking online content in an effective and
robust manner. Our methods can be employed to associate a source item (e.g.,
a news article) to items that discuss it (e.g., blog posts), and hold promise to
support grouping of individual news stories into topics, providing support for
impact analysis. In this respect, these associations provide the basis for analyzing
and, potentially, predicting user behavior in terms of what makes content attractive
to people. This is the kind of question on which we focus in the next part; we
look at three user behavior prediction tasks: podcast preference, the volume of
comments, and inferring user browsing behavior.
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