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6
Commenting Behavior

on Online News

In this chapter we continue our study on predicting behavior. Previously, we
looked at indicators that attract people’s preference in “closed” environments such
as iTunes. Here, we move on to “semi-open” environments such as online news
agents and study the commenting behavior of readers on online news articles. This
type of environment is accessible via a web browser, however, it may require user
registration for accessing community and sharing facilities.

Online news agents provide commenting facilities for their readers to express
their opinions, feelings, or beliefs with regards to news stories. The number of
user supplied comments on a news article may be indicative of its importance,
interestingness, or impact. Reader demographics affect readers’ interests and
commenting behavior, shaping the volume and the distribution of comments over
the available news.

This chapter has three parts. In the first part, we explore the news comments
space, identify patterns in commenting behavior in seven Dutch news agents,
and news collaborative platform, and model this behavior using two statistical
distributions. In the second part, we apply these findings on predicting the
comment volume a news article will generate before it is published. In the third
part, we look at predicting the comment volume of a news article after observing
the increase in volume shortly after the article is published. Our work on news
comment prediction is useful for identifying news stories with the potential to be
discussed, and can be used to support front page and advertisement optimization
for news sites, or news filtering for end users.
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6.1 Introduction

We increasingly live our lives online, generating huge amounts of content stored in
new data types. These new types, like blogs, discussion forums, mailing lists, com-
menting facilities, and wikis can be mined for valuable knowledge. For instance,
online chatter can be used to predict sales ranks of books (Gruhl et al., 2005),
mood levels can be predicted based on language and circadian patterns (Mishne
and de Rijke, 2006a), and information seeker satisfaction in community question
answering can be modeled using content, structure, and community features (Liu
et al., 2008).

Against this general background, online news is an especially interesting data
type for mining and analysis purposes. Much of what goes on in social media is a
response to or comment on news events, reflected by the large amount of news-
related queries users ask to blog search engines (Mishne and de Rijke, 2006b).
Tracking news events and their impact as reflected in social media has become an
important activity of media analysts (Altheide, 1996) and there is a growing body
of research on developing algorithms and tools to support this type of analysis (see
Section 2.5). In this chapter, we focus on online news articles plus the comments
they generate, and attempt to uncover the factors underlying the commenting
behavior on these news articles. We explore the dynamics of user generated
comments on news articles, and undertake the challenge to model and predict
news article comment volume prior to, and after publication time.

To make things more tangible, consider the following striking example of
unexpected commenting behavior in response to news stories: March 13, 2009, a
busy day for one of the biggest news papers in the Netherlands, De Telegraaf. In
less than 24 hours, more than 1,500 people commented on De Telegraaf ’s article
regarding the latest governmental policy on child benefit abuse. One month later,
the Dutch news reported a potential pandemic swine flu, first located in Mexico,
but less than five hundred comments were posted to related articles across different
news sites, even one week after the first announcement. Given that both news
events are important to the Dutch society, their numbers of comments differ greatly.
What makes that the first story receive over three times as many comments as the
second? What are the factors contributing to the impact of a news story?

Let us take a step back and ask why we should be interested in commenting be-
havior and the factors contributing to it in the first place? We envisage three types
of applications for predicting comment volume, each from a different perspective:
First, in media and reputation analysis one should be able to quickly respond to
stories that “take off”; predicting the comment volume might help in determining
the desirability of the article (e.g., regarding the influence on one’s reputation) or
the timing of the publication (e.g., generate publicity and discussion in election
time). Second, pricing of news articles by news agencies and ad placement strategies



127 6.1. Introduction

by news publishers could be dependent on the comment volume; articles that are
more likely to generate a large volume of comments could be priced higher by the
agencies, and news publishers of online news could adjust their advertisement
prices according to expected comment volume. Finally, news consumers could be
served only the news articles that are most likely to generate many comments.
This gives news sources new ways of providing service to their customers and
could save consumers time in identifying “important” news articles.

To come to these applications and answer the questions raised by the example,
we need more insight in comments and commenting behavior on online news
articles. Our aim is to gain this insight, and use these insights to predict comment
volume of news articles prior to, or after, publication. To this end, we seek answers
to the following questions:

RQ 7. Do patterns of news commenting behavior exist? And if they
do, how can they be used for predicting how much attention
a news article will attract?

RQ 7/1. Can we fit a distribution model on the volume of news com-
ments?

RQ 8. Among textual, semantic, and real-world sets of features, and
their combination, which leads to the best prediction accuracy
for prior to publication prediction of volume of comments?

RQ 9. Does the correlation between number of responses at early
time and at later time found in social media such as Digg
and Youtube hold for news comments? I.e., are patterns for
online responses potentially “universal”? And can we use this
to predict the number of comments an article will receive,
having seen an initial number?

The work in this chapter makes several contributions. First, it explores the dy-
namics of user generated comments in on-line Dutch media. Second, it provides
a model for news comment distribution based on data analysis from eight news
sources. Third, it introduces, and tackles the problem of predicting the comment
volume of a news article prior to and after publication.

The remainder of the chapter is organized as follows. We describe the data
set, and explore the news comments space in Section 6.2, we explore processes
that can model comment volume in Section 6.3, we develop, evaluate, and discuss
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models for predicting the comment volume for a news article prior to publication
in Section 6.4, we do similarly for predicting the comment volume for a news
article after it has been published in Section 6.5, and we conclude in Section 6.6.

6.2 Exploring news comments

In this section we turn to the first research question: Do patterns of news com-
menting behavior exist? And if they do, how can they be used for predicting how
much attention a news article will attract? First, we describe our data, comments
to online news articles, and then we look at the comment volume per source,
the comments lifecycle, their temporal distribution and compare these statistics
to those recorded in the blogosphere. The answers provide useful features for
modeling and predicting news comments.

The dataset consists of aggregated content from seven online news agents:
Algemeen Dagblad (AD), De Pers, Financieel Dagblad (FD), Spits, Telegraaf, Trouw,
and WaarMaarRaar (WMR), and one collaborative news platform, NUjij. We have
chosen to include sources that provide commenting facilities for news stories, but
differ in coverage, political views, subject, and type. Six of the selected news
agents publish daily newspapers and two, WMR and NUjij, are present only on
the web. WMR publishes “oddly-enough” news and NUjij is a collaborative news
platform, similar to Digg, where people submit links to news stories for others
to vote for or initiate discussion. We focus only on the user interaction reflected
by user generated comments, but other interaction features may play a role on a
user’s decision to leave a comment.

For the period November 2008–April 2009 we collected news articles and
their comments from the news sources listed above. Our dataset consists of
290,375 articles, and 1,894,925 comments. The content is mainly written in Dutch.
However, since our approach is language independent and we believe that the
observed patterns and lessons learned apply to news comments in other countries,
we could apply our approach to other languages as well.

6.2.1 News comments patterns

We explore news comments patterns in three dimensions: (a) ratio of commented
articles, (b) reaction time and lifespan, (c) how patterns in news comments
compare to those found in blog posts comments. A numerical summary of our
findings is reported in Table 6.1.

Comment volume vs. news article volume We start our exploration by looking
at the ratio of articles that receive at least a comment per news agent. In terms of
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Table 6.1: Dataset statistics of seven online news agents, and one collaborative
news platform (NUjij) for the period November 2008–April 2009.

News agent Total articles Total Comments per Time (hrs)
(commented) comments article w/ comments 0–1 1–last

mean median st.dev comment

AD 41,740 (40%) 90,084 5.5 3 5.0 9.4 4.6
De Pers 61,079 (27%) 8,072 5.0 2 7.5 5.9 8.4
FD 9,911 (15%) 4,413 3.0 2 3.8 10. 9.3
NUjij 94,983 (43%) 602,144 14.7 5 32.3 3.1 6.3
Spits 9,281 (96%) 427,268 47.7 38 44.7 1.1 13.7
Telegraaaf 40,287 (21%) 584,191 69.9 37 101.6 2.5 30.2
Trouw 30,652 (8%) 19,339 7.9 4 10.3 11.7 8.1
WMR 2,442 (100%) 86,762 35.6 34 13.08 1.1 54.2

number of published articles, we find big news sites such as AD, De Pers, Telegraaf,
and Trouw with more than 30,000 published articles, and smaller news agents,
such as FD, Spits, and WaarMaarRaar with less than 10,000 published articles.
Looking at the ratio of commented articles, we find high variance between sources.
Spits and WaarMaarRaar receive comments on almost every article they publish
(∼ 98%), while articles from Trouw are commented the least (8%). In an effort
to explain this difference, we visited their web sites. Spits allows comments from
guests, sparing users the registration process. WaarMaarRaar allows comments
only from registered users, however, the registration form is found just below the
comment section and requires minimal input (a username and a password). In
contrast with the above, Trouw, although it accepts comments from guests similarly
to Spits, commenting seems to be enabled only for some of the articles, likely
explaining the ratio of commented articles. Another reason can be the content’s
nature: WMR’s oddly-enough news items are more accessible and require less
understanding increasing, thereby the chance to be commented.

Reaction time and lifespan Next, we look at reaction time, the time elapsed
between the publication of an article and its first comment, and at reaction
lifespan, the time between the first and last comment. With regard to reaction
time, we find sources whose articles begin receiving comments in the first two hours
after publication (i.e., WaarMaarRaar, Spits, Telegraaf), while articles from other
sources show tardy comment arrivals that span even 10 hours after publication
(i.e., Trouw, FD). Similar patterns are observed for reaction lifetime. Articles from
WaarMaarRaar attract comments for two days after publication, while articles
from AD seize to attract comments after 5 hours. We posit that the differences
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in reaction time and lifespan are due to the different demographics of the target
audience of each news agent; one could postulate that tech savvies or youngsters
are rather quick to react, whilst older people, less acquainted with the internet,
access the online version of the news papers less frequently.

News comments and blog post comments The commenting feature in online
news is inspired by the possibility for blog readers to leave behind their comments,
thus it is interesting to compare the commenting behavior in these two domains.
We compare the statistics we found above to commenting statistics in blogs as
reported in (Mishne and Glance, 2006a). In general, the commenting behavior
on news articles is found to be parallel to that in blog posts. The total number
of comments is an order of magnitude larger than the total number of articles,
which is positively correlated with the case of influential blogs. About 15% of the
blog posts in the dataset in (Mishne and Glance, 2006a) receives comments, a
number that increases for the news domain: the average percentage of commented
articles across all sources in our dataset is 23%. Half of the news sources receive
the same number of comments as blogs (mean 6.3), whereas the other half enjoys
an order of magnitude more comments than blogs. Spits, WMR, and Telegraaf.
Looking at reaction time, the time required for readers to leave a comment, it is on
average slower for news (∼ 6 hrs) than for blogs (∼ 2 hrs), although this differs
significantly per news source.

Our findings so far suggest that the ratio of commented articles, the total
number of comments, and the reaction time and lifespan seem to be inherent
characteristics of each source. Next, we look at temporal variations in commenting
behavior, and whether news agents share similar temporal patterns.

6.2.2 Temporal variation

We perform an exploration of temporal cycles governing the news comment space.
We look at four levels of temporal granularity: monthly, weekly, daily, and hourly.
In our dataset, the volume of comments ranges two orders of magnitude, making
the comparison of raw comment counts difficult. We therefore report comments in
z-scores; z-scores represent how many σ’s (standard deviations) the score differs
from the mean, and allows for comparison across sources.

Looking at comment volume per month in Fig. 6.1, we observe months with
high and low comment volume, either reflecting the importance of published news,
or seasonal user behavior. For example, March shows the highest comment volume
across the board, and November shows the least for most sources.

Next, we look at the distribution of comments per week of the month in
Figure 6.2. AD, WaarMaarRaar and Trouw show a close to uniform distribution
over all weeks. Spits and Telegraar show a normal distribution with mean at week
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Figure 6.1: Comments per month and per source. Vertical line marks a year
separator.

2 to 3. Comment volume on FD peaks on weeks 1 and 3, and in NUjij starts slow
at the beginning of the month slowly peaking towards week 4. All sources show
a substantial decrease in comment volume on week 5 because it never contains
as many days as the other weeks. We illustrate the comment volume per day of

Figure 6.2: Distribution of comment z-scores per week of the month and per
source.

the week in Fig. 6.3: weekdays receive more comments compared to weekends,
with Wednesday being, on average, the most active day and Sunday the least
active day across the board. These results are in agreement with the activity
observed in social networks such as Delicious, Digg, and Reddit.1 Comparing the
number of comments to the number of articles published per day, most sources

1http://tjake.posterous.com/thursday-at-noon-is-the-best-time-post-and-be –
accessed October 28, 2012

http://tjake.posterous.com/thursday-at-noon-is-the-best-time-post-and-be
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show an insignificant, negative correlation (p � 0.05). Three sources, however,
have articles and comments highly correlated, but differ in polarity: FD and Trouw
show a negative correlation and NUjij shows a positive correlation. The variance
in correlation polarity is likely to indicate the commenting behavior of a source’s
audience.

Figure 6.3: Comments (black) and articles (grey) per day of the week and per
source.

Finally, we look at the distribution of comments throughout the day. Fig. 6.4
reveals a correlation between posted comments, sleep and awake time, as well as
working, lunch and dinner time. The comment volume peaks around noon, starts
decreasing in the afternoon, and becomes minimal late at night. Interesting excep-
tions are NUjij, the collaborative news platform, and FD, a financial newspaper:
comment volume in NUjij matches with blog post publishing (Mishne and de Rijke,
2006a), which has a slow start and gradually peaks late in the evening. FD, on the
other hand, receives most of its comments early in the morning, and then drops
quickly. This is in line with the business oriented audience of FD.

Overall, the commenting statistics in online news sources show similarities
to those in the blogosphere, but are nevertheless inherent characteristics of each
news source. The same goes for the temporal cycles, where we see similar patterns
for most sources, but also striking differences. The differences in commenting
behavior possibly reflect the credibility of the news organization, the interactive
features they provide on their web sites, and their readers’ demographics (Chung,
2008). In the next section, we aim to find if there is a process that governs
comment volume across news sources despite their unique characteristics.
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Figure 6.4: Comments per hour and per source.

6.3 Modeling news comments

In this section, we move to the next research question: Can we fit a distribution
model on the volume of news comments? We seek to identify statistical models (i.e.,
distributions) that explain the volume of comments per news source. We do so
(1) to find whether there is a “universal” process underlying comment volume, and
(2) to define “volume” across sources. If two articles from two sources receive the
same number of comments, do they expose the same volume? For example, for an
article in one source, ten comments may signify a high volume, but a low volume
in another. Expressing comment volume as a normalized score offers a common
ground for comparing and analyzing articles between sources. Our approach is to
express a news article’s comment volume as the probability for an article from a
news source to receive x many comments. We consider two types of distribution
to model comment volume: log-normal and negative binomial.

The log-normal distribution Recall that the log-normal distribution is a con-
tinuous, heavy tailed, distribution, with probability density function defined for
x > 0, cf. (6.1), and two parameters µ (the mean) and σ (the standard deviation
of the variable’s natural logarithm) affect the distribution’s shape. For a given
source we estimate the parameters using maximum likelihood estimation.

LN pdf (x;µ, σ) =
1

xσ
√

2π
e−

(lnx−µ)2

2σ2 (6.1)

The negative binomial distribution The negative binomial distribution is a
discrete, non-heavy tailed, distribution with probability mass function defined for
x ≥ 0, with two parameters r (r − 1 is the number of times an outcome occurs)
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Figure 6.5: Modeling comment volume distribution per source using the continu-
ous log-normal (blue line), and the discrete negative binomial distribution (red
dots). Grey bars represent observed data. Probability density is on y-axis, and
number of comments (binned) is on x-axis.

and p (the probability of observing the desired outcome), cf. (6.2). There is no
analytical solution for estimating p and r, but they can be estimated numerically.

BNpmf (k; r, p) =

(
k + r − 1
r − 1

)
pr(1− p)k (6.2)

For evaluating the goodness of fit of the above two models we choose the χ2 test:
χ2 is a good alternative to the widely used Kolmogorov-Smirnov goodness of fit
test due to its applicability to both continuous and discrete distributions (Sheskin,
2000). The metric tests whether a sample of observed data belongs to a population
with a specific distribution. Note that the test requires binned data, and as such is
sensitive to the number of chosen bins.

For each news source we estimate the parameters for the log-normal and the
negative binomial distributions over the entire period of our dataset (see Fig. 6.5),
and report χ2 goodness of fit results in Table 6.2. Both distributions fit our dataset
well, with low χ2 scores denoting strong belief that the underlying distribution
of the data matches that of log-normal and negative binomial. Log-normal is
rejected for WaarMaarRaar possibly because it failed to reach close enough the
peak observed at 25 comments. We stress that the results should be taken as
indicative, mainly due to the sensitivity of χ2 to the number of bins (here 30). We
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Table 6.2: χ2 goodness of fit for log-normal and negative binomial distributions
at 0.10 significance level. Boldface indicates rejection of the null hypothesis:
observed and expected data belong to the same distribution.

News site
Log-normal Negative binomial

χ2 score p-value χ2 score p-value
AD 0.08 1.00 0.08 1.00
De Pers 0.59 1.00 0.64 1.00
FD 0.18 1.00 0.26 1.00
NUjij 0.06 1.00 0.06 1.00
Spits 0.67 1.00 1.42 1.00
Telegraaf 0.04 1.00 0.04 1.00
Trouw 0.56 1.00 0.98 1.00
WaarMaarRaar 236.89 0.00 0.15 1.00

Table 6.3: Number of comments per source corresponding at 0.5 of the inverse
cumulative distribution function (ICDF) for log-normal (LM) and negative binomial
(NB).

Distribution
Comments for ICDF @ 0.5

AD De Pers FD NUjij Spits Telegraaf Trouw WMR

LN 3 3 2 6 36 32 4 34

NB 3 3 1 8 39 43 5 33

experimented with different bin sizes, and observed that for different number of
bins either the log-normal, or the negative-binomial failed to describe all sources.
Although searching for the optimal number of bins for both distributions to fit all
sources could be interesting, we did not exhaust the entire potential. An example
of the test’s sensitivity is shown in Table 6.3 where log-normal displays very similar
results to negative-binomial even for the source that failed the χ2 test.

The final decision on which distribution to favor, depends on the data to be
modeled and task at hand. From a theoretical point of view, Wang et al. (2012)
studied a small range of social media web sites, and found that the use of heavy
or non-heavy tailed distributions depends on the rules of how new stories appear
in each web site. From a practical point of view, for the same task, log-normal
parameters are less expensive to estimate and the results match closely those of
the negative binomial. The results of our data exploration and modeling efforts
are put to the test in the next two sections, in which we try to predict the comment
volume for a news article before and after publication.
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6.4 Predicting comment volume prior to publication

We now turn to the third research question we consider in this chapter: Among
textual, semantic, and real-world sets of features, and their combination, which
leads to the best prediction accuracy for prior to publication prediction of volume of
comments? More specifically, given a news article that is about to be published, we
want to predict whether it will generate no comments, a low volume of comments,
or a high volume of comments. The threshold between low and high volume is
given in number of comments, and is drawn for each source from the inverse
cumulative distribution function of the log-normal distribution in Table 6.3.

We address the task of predicting the volume of comments on news articles
prior to publication time, as two consecutive classification tasks. First, we segregate
articles with regards to their potential of receiving any comments. Our approach is
a binary classification task with classes: with comments, without comments. Second,
we aim to predict news article comment volume for the articles in the positive class
of the first task. Our approach is a second binary classification with the classes:
low volume, and high volume. For this work we are not interested in optimizing
the classification performance, but rather to investigate if using different types
of features can distinguish articles with the potential to receive comments, and
ultimately to quantify and predict this potential in terms of comment volume.

6.4.1 Feature engineering

We consider five groups of features: surface, cumulative, textual, semantic, and
real-world. Below, we motivate the use of each group in turn, and list a summary
of all features in Table 6.4.

Surface features News stories are consumed not only directly from the news
sites, but also from RSS feeds. As a result, the quality of the feed metadata plays
an important role on a user’s decision to click on a news item to read it in full, or to
leave a comment; see also Chapter 5. For example, if a news source supplies only
the title of an article, but not a short summary, the users may prefer to click on a
similar article from a different source that gives more information. Additionally,
syndication feeds because of their XML nature, constitute a good source for easily
extractable features from the feed metadata, e.g., date and time of publication,
number of authors, number of categories that the article is published on.

Aggregation features News agents collaborate with international or national
news providers to expand their news coverage. Depending on how a news agent
assesses the importance of a news story, a story may be published from different
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sources, or on multiple feeds of the same source. On one hand, the number of
times that a story is seen is a good signal for being interesting to multiple groups
of readers. On the other hand, its exposure to multiple feeds and sources increases
the likelihood to be commented. To identify such stories, we apply near-duplicate
detection (Broder et al., 1997) in two levels: internal and external. Internal
near-duplicates are similar articles published from the same source, cross-posted
on their different feeds, or re-posted after an update. External near-duplicates are
similar articles published from different sources. Finally, our aggregation feature
set is complemented with the number of articles published at the same as a given
article. Our hypothesis is that while in the media domain, news is published
quickly, articles compete for users’ attention. If the news supply is high, articles
that could be potentially commented, may be left without comments because of
the users’ attention shift.

Textual features For the textual features, we consider word unigrams which we
curate using several preprocessing steps. We keep only unigrams starting with a
letter and are more than one character long. The vocabulary is further reduced
by using a Dutch and English stopword list along with an non-exhaustive HTML
tags list. For the remaining terms, and for each news agent in our dataset, we take
the top-100 most discriminative terms, for the entire period, and for the period
one month prior to our testing set. For the first classification step, discriminative
terms are calculated using the log-likelihood score for words between the articles
without comments and the articles with comments; this is a similar approach to
predicting the mood of the blogosphere where it yielded promising results (Mishne
and de Rijke, 2006a). Similarly for the second classification step, the log-likelihood
is calculated on the two periods, between articles with “low” and “high” comment
volume. Table 6.5 lists the most discriminative terms per source. The most
interesting observation is that the discriminative terms give an indication of the
differences between the news sources. We observe general news terms for the
general news sources like AD, De Pers, and Trouw. Telegraaf and Spits are also
general sources, but lean more towards tabloids. News source FD is clearly a
financial news source, and finally online news sources like NUjij and WaarMaarRaar
are very different from news sources that are also published off line.

Semantic features News is about events, mainly referring to people, organi-
zations, or locations. We exploit this characteristic and apply named entity
recognition to extract four types of named entities: person, location, organiza-
tion, and miscellaneous. Wherever possible the named entities are normalized
against Wikipedia articles. We encode the hypothesis that if an article refers to
many entities it has a higher probability of being discussed, as the total number
of unique normalized entities per entity type. Locality is another characteristic
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of news (Pouliquen et al., 2004) which we exploit. We label location entities
as local, and non-local, depending on whether they feature in a list of 3,500
Dutch toponyms mined from Wikipedia. Furthermore, some entities being more
controversial than others, are springboards for discussions. We capture all-time
discriminative entities, and entities that triggered comments in the month prior
to our test set using log-likelihood similarly to discriminative terms. We merge
the top-50 most discriminative entities for each entity type to complete our se-
mantic feature set. Table 6.6 lists the most discriminative instance of each entity
type per source. For persons and organizations we classify the instances in four
categories and an “other” category. As we can tell from the table, politicians
are popular entities for discussions: Geert Wilders (right-wing PVV leader) and
Jan-Peter Balkenende (Prime Minister at the time) are among the ones that attract
many comments. Other persons triggering comments are celebrities and business
people. As to organizations, we notice that sports organizations, most notably
soccer clubs, attract discussion: Ajax, PSV, and Feyenoord are the three biggest
soccer clubs in the Netherlands. Again, politics is a popular topic here: Hamas,
PvdA, and PVV are political organizations. Finally, when looking at the locations,
we see that areas with tensions (Iraq and Gaza Strip) are main discriminators.

Real-world features The last set of features explores the potential correlation
between real-world environmental conditions and commenting behavior. Our
hypothesis is that weather conditions may affect the time people spend on-line;
when the weather is good people may choose to spend more time outside, and vice
versa. We downloaded hourly historical weather data for the period covering our
dataset. For the publication time of an article, we report the median temperature
in the Netherlands at that time. Median temperature is computed over 119 Dutch
weather stations, and reported in Celsius. Although weather conditions are not
described entirely in temperature, we believe that is one of the representative
indicators, and allows for easy extraction into a feature.

6.4.2 Results and discussion

We report on classification experiments per news source on the following exper-
imental conditions: a baseline, one group of features at a time, and combining
all feature groups. The baseline consists of six temporal features (month, week of
the month, day of the week, day of the month, hour, and first half hour). For each
source in our dataset, we create training and test sets. The training sets contain
articles published from Nov 2008 until Feb 2009, and the test sets consist of the
articles published in Mar 2009. We use RandomForest, a decision tree meta classi-
fier(Breiman, 2001). For evaluation of the classification performance we report the
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F1-score, and the percentage of correctly classified instances for each experimental
condition. Significance of results is measured with the Kappa-statistic.

Stage 1: Any comments? Looking at Table 6.7, most sources show a high F1
score for the negative class, while only two sources show a high F1 score for
the positive class. These results reflect the commented/non-commented ratio
of articles in each source that leads to highly skewed training sets. WMR and
Spits, most of their articles having at least one comment, show a high ratio of
positive examples, pushing the F1 score close to 1. As a result, for this classification
experiment, the different groups of features are not expected to differ greatly for
these two sources.

The baseline displays solid performance across the board. However, the Kappa-
statistic hovers near zero, suggesting that if we classified the articles randomly,
there is chance of observing similar results. Among the groups of features, textual
and semantic features perform the best for most sources. This confirms that certain
words and named entities trigger comments. Cumulative, surface, and real-world
features perform similar to the baseline. Interestingly, the real-world features for
AD achieve an F1 score of 0.749 for the negative class with Kappa at 0.48, and the
surface features’ performance for Trouw has an F1 score of 0.952 for the negative
class with Kappa at 0.36. The combination of all groups of features does not lead
to substantial improvements, but hovers at similar levels as when using textual
features only.

Stage 2: High vs. low volume For the second classification experiment, articles
that have previously been classified as yes comments are now classified based on
whether they will receive a high or low volume of comments. Misclassified negative
examples (articles without comments) from the first stage are labeled low volume.
Five sources lack results for the real-world feature set due to the classifier marking
all articles as negative in the first step.

In this setting, the F1 score is more equally distributed between the negative
and the positive class. Textual and semantic features prove again to be good
performers with non-zero Kappa, although varying almost 24% between sources
(NUjij vs. FD). The variation suggests that the number of textual and semantic
features should be optimized per source. The performance of cumulative features
varies substantially between sources. E.g., for Trouw and NUjij it is among the best
performing groups, but for FD it has a negative Kappa index. Looking at all groups
combined, Kappa values increase, an indication for more robust classification.
In general, the classification performance for all groups combined is better than
the baseline, although the difference depends on the source. Comparing the
performance of all features and individual feature sets, we observe that in some
cases performance degrades in favor of a higher Kappa-value: For Telegraaf for
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example, textual features alone classify 55% of the instances correct (Kappa: 0.06),
while all features reach 51% correctly classified instances (Kappa: 0.14).

To better understand our results, we look at misclassified instances, and identify
five main types of error. We report on each type with an example that shows
why the article could generate many comments (+), but did not live up to this
expectation (-), or the other way around:

1. The event discussed in the news article is prone to comments, but this
particular event is happening too far away (geographically); e.g., bonuses
for top management (+) in Sweden (-).

2. The event may be a comment “magnet,” but is too local in this case; e.g.,
underground storage of CO2 (+) in a small village (-).

3. The news article itself is not attracting comments, but one posted comment
sparks discussion; e.g., strikes in local stores (-) with a very sarcastic first
comment (+). This finding is consistent with findings in (Kaltenbrunner
et al., 2007a) where they identify a peak after the initial publication time
due to a controversial comment.

4. Shocking, touching, or in other ways surprising articles often generate more
comments than can be expected from the article’s content; e.g., a grand-
mother survives a car crash (-), the crash was caused by her avoiding her
grandchildren and falling 60 meters down a cliff (+).

5. From the content of the article, a “controversial” topic might be expected, but
the actual event is rather uncontroversial; e.g., a soccer match (+) involving
a national team (-).

Our failure analysis indicates that the features we used are not the only factors
involved in the prediction process. Future work should therefore focus on extract-
ing more feature sets (e.g., context and entity-relations), use different encodings
for current features, optimize the number of textual and semantic features per
source, and explore optimized feature sets. In the next section, we approach
comment volume prediction from a different angle, that of predicting the volume
of comments in the long term after observing the increase in comment volume
shortly after publication.
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Table 6.4: Listing of five groups of feature: surface, cumulative, textual, semantic,
and real-world. The feature type is either nominal (nom), integer (int) or numeric
(num).

Feature Description Type

Surface features
month Month (1–12) Nom
wom Week of the month (1–4) Nom
dow Day of the week (1–7) Nom
day Day of the month (1–31) Nom
hour Hour of the day (0–23) Nom
first half hour Publication in the first 30 minutes of the hour Nom
art char length Article content length Int
category count Number of categories it is published on Int
has summary Article has summary Int
has content Article has content (HTML incl.) Int
has content clean Article has content (only text) Int
links cnt Number of out-links Int
authors cnt Number of authors Int

Cumulative features
art same hr Published articles in same hour for source Int
dupes int cnt Near-duplicates in same source Int
dupes ext cnt Near-duplicates in other sources Int

Textual features
tf of top-100 terms ranked by their log-likelihood
score for each source

Int

Semantic features
ne loc cnt Number of location-type entities Int
ne per cnt Number of person-type entities Int
ne org cnt Number of organisation-type entities Int
ne misc cnt Number of miscellaneous-type entities Int
has local Any entities referring to the Netherlands Int

tf of top-50 entities from each entity type, ranked
by their log-likelihood score for each source

Int

Real-word features
temperature Temperature in Celsius at publication time Num
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Table 6.5: Most discriminative terms per source.

Source Terms

AD Israeli, community, Palestinian, homes, minute
residents, houses

De Pers Israeli, smoking ban, believes, Cabinet, minister
Prime Minister, inquiry

FD quarter, court, stock target, Euro zone, banks
pension funds, insurers

NUjij lead free, professor, translated, stock exchange
fire, soccer, part

Spits photo, Israeli, night cap, bikini, Palestinian
match, sex

Telegraaf Israeli, seats, minister, Maroccan, sex
world championship, meter

Trouw Israeli, mosque, Pope, court, Indian
dollar, spinal anaesthesia

WaarMaarRaar police, casino, body, sell, robbery, sex, children
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Table 6.6: Most discriminative persons, organizations, and locations per source:
1politics, 2business, 3sports, 4celebrities, 5other.

Persons
AD Geert Wilders1, Klaas-Jan Huntelaar3,

Jan-Peter Balkenende1

De Pers Geert Wilders1, Jan-Peter Balkenende1,
Ella Vogelaar1

FD Arie Slob1, Geoffrey Leloux2, Hillary Clinton1

NUjij Geert Wilders1, Jan-Peter Balkenende1,
Natasja Froger4

Spits Geert Wilders1, Paris Hilton4, Ari3

Telegraaf Geert Wilders1, Jan-Peter Balkenende1, Gordon4

Trouw Jan-Peter Balkenende1, Geert Wilders1,
Ole Ramlau-Hansen2

WaarMaarRaar Thomas Goodrich5, Bernard Madoff2,
Steven Negron5

Organizations
AD Feyenoord3, PSV3, Ajax3

De Pers PvdA1, PSV3, Hamas1

FD Crucell2, NIBC2, PFZW2

NUjij PVV1, Hamas1, PvdA1

Spits Hamas1, Atletico Madrid3, PVV1

Telegraaf PVV1, Hamas1, PvdA1

Trouw Ajax3, Hamas1, PSV3

WaarMaarRaar CIA5, eBay2, Motorola2

Locations
AD Gaza Strip, Rotterdam, Netherlands
De Pers Gaza Strip, Iraq, Netherlands
FD Borssele, Iraq, Germany
NUjij Gaza Strip, Russia, Israel
Spits Gaza Strip, Barcelona, Aruba
Telegraaf Gaza Strip, Aruba, Netherlands
Trouw Gaza Strip, Greenland, Schiphol Airport
WaarMaarRaar India, Switzerland, United Kingdom
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Table 6.7: Binary classification of articles into articles with (yes) and without (no)
comments. We report the F1-score, Kappa (K), and accuracy (Acc) for the positive
and negative class.

Feature yes/no comments low/high volume
group F1 (N) F1 (Y) K Acc. F1 (L) F1 (H) K Acc.

Soure: AD
Baseline 0.70 0.29 0.04 58% 0.39 0.40 0.00 40%
Surface 0.67 0.38 0.06 57% 0.49 0.39 0.02 45%
Cumulative 0.74 0.14 0.03 60% 0.44 0.49 0.07 48%
Textual 0.73 0.43 0.19 64% 0.45 0.54 0.09 50%
Semantic 0.72 0.37 0.14 62% 0.51 0.48 0.05 50%
Real-world 0.75 0.00 0.48 60%
All 0.73 0.41 0.16 63% 0.54 0.51 0.11 53%

Soure: De Pers
Baseline 0.82 0.00 0.00 69%
Surface 0.81 0.01 0.00 68% 0.69 0.36 0.12 58%
Cumulative 0.81 0.12 0.04 68% 0.48 0.34 -0.03 42%
Textual 0.81 0.35 0.19 70% 0.65 0.52 0.19 59%
Semantic 0.80 0.33 0.17 69% 0.62 0.48 0.15 56%
Real-world 0.82 0.00 0.00 69%
All 0.82 0.27 0.15 71% 0.61 0.58 0.20 59%

Soure: FD
Baseline 0.91 0.07 0.03 84% 0.28 0.28 0.01 28%
Surface 0.91 0.22 0.16 84% 0.42 0.53 0.09 48%
Cumulative 0.91 0.05 0.02 84% 0.49 0.08 -0.19 34%
Textual 0.91 0.40 0.32 85% 0.42 0.53 0.09 48%
Semantic 0.92 0.21 0.16 85% 0.35 0.50 0.00 44%
Real-world 0.92 0.00 0.00 85% 0.55 0.52 0.14 53%
All 0.92 0.25 0.19 85% 0.52 0.66 0.25 60%

Soure: NUjij
Surface 0.60 0.21 0.02 47% 0.68 0.35 0.10 57%
Cumulative 0.56 0.30 0.00 46% 0.80 0.32 0.12 69%
Textual 0.63 0.59 0.24 61% 0.70 0.57 0.28 65%
Semantic 0.59 0.55 0.17 57% 0.75 0.53 0.29 68%
Real-world 0.61 0.00 0.0 44%
All 0.65 0.40 0.17 56% 0.62 0.66 0.28 64%

Soure: Spits
Baseline 0.00 0.99 0.00 99% 0.38 0.67 0.10 57%
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Table 6.7: Binary classification of articles into articles with (yes) and without (no)
comments. We report the F1-score, Kappa (K), and accuracy (Acc) for the positive
and negative class. (continued from previous page)

Feature yes/no comments low/high volume
group F1 (N) F1 (Y) K Acc. F1 (L) F1 (H) K Acc.
Surface 0.08 0.99 0.08 99% 0.42 0.69 0.11 59%
Cumulative 0.00 0.99 0.00 99% 0.27 0.74 0.04 61%
Textual 0.00 0.99 0.00 98% 0.50 0.56 0.11 53%
Semantic 0.00 0.99 0.00 98% 0.40 0.66 0.06 56%
Real-world 0.00 0.99 0.00 99% 0.13 0.77 0.00 63%
All 0.00 0.99 0.00 99% 0.48 0.64 0.13 57%

Soure: Telegraaf
Baseline 0.89 0.12 0.07 80% 0.43 0.28 0.00 37%
Surface 0.88 0.12 0.06 79% 0.50 0.31 0.00 42%
Cumulative 0.89 0.00 0.00 80% 0.25 0.40 0.07 33%
Textual 0.87 0.26 0.14 78% 0.66 0.36 0.06 55%
Semantic 0.87 0.19 0.10 78% 0.58 0.35 0.07 49%
Real-world 0.89 0.00 0.00 80%
All 0.89 0.17 0.11 80% 0.51 0.51 0.14 51%

Soure: Trouw
Baseline 0.95 0.11 0.10 90% 0.38 0.22 -0.4 31%
Surface 0.95 0.29 0.36 91% 0.44 0.48 -0.06 46%
Cumulative 0.95 0.02 0.01 90% 0.55 0.44 0.14 50%
Textual 0.96 0.63 0.59 93% 0.42 0.54 0.01 49%
Semantic 0.95 0.37 0.33 91% 0.49 0.55 0.09 52%
Real-world 0.95 0.00 0.15 90%
All 0.96 0.54 0.50 93% 0.44 0.56 0.04 51%

Soure: WMR
Baseline 0.00 1.00 1.00 100% 0.45 0.51 0.10 48%
Surface 0.00 1.00 1.00 100% 0.44 0.50 0.03 47%
Cumulative 0.00 1.00 1.00 100% 0.47 0.01 -0.01 31%
Textual 0.00 1.00 1.00 100% 0.48 0.54 0.10 51%
Semantic 0.00 1.00 1.00 100% 0.43 0.53 0.06 52%
Real-world 0.00 1.00 1.00 100% 0.48 0.00 0.00 31%
All 0.00 1.00 1.00 100% 0.45 0.54 0.06 50%
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6.5 Predicting comment volume after publication

We have found that predicting the volume of comments before an article has been
published is challenging. Does the correlation between number of responses at
early time and at later time found in social media such as Digg and Youtube hold
for news comments? I.e., are patterns for online responses potentially “universal”?
And can we use this to predict the number of comments an article will receive,
having seen an initial number? Here, we look at predicting comment volume after
an article is published, which brings us to the next research question: What is
the prediction accuracy for predicting volume of comments after publication? How
observation time correlates with prediction accuracy?

Before we begin to study the relation between early and late comment volume,
we need to take a closer look at the temporal variations of comment volume as
these variations can affect the correlation outcomes. In Section 6.2.2 we reported
on the circadian pattern underlying news comment generation, which is found to
be similar to blog posts (Mishne and Glance, 2006a), Diggs and Youtube video
views (Szabó and Huberman, 2010). The existence of a circadian pattern implies
that a story’s comment volume depends on the publication time, and therefore
not all stories share the same prospect of being commented; stories published
during daytime—when people comment the most—have a higher prior probability
of receiving a comment.

With this in mind, publication time adds another dimension of complexity
in finding temporal correlations. To simplify our task, we introduce a temporal
transformation from real-time to source-time, following (Szabó and Huberman,
2010), a function of the comment volume entering a news site within a certain
time unit. I.e., source-time is defined as the time required for xi comments to enter
a news agent system i, where xi stands for the average number of comments per
hour cast to a particular source, and is the division of a source’s total number
of comments by the total number of hours that we have data for. Consequently,
source-time has the property of expanding or condensing the real-time scale in
order to keep the ratio of incoming comments per hour fixed. Once the number of
comments per time unit has been fixed, all stories share the same probability to
be commented independently of their publication time. In the rest of this section,
story comments are measured in their news agent specific source-time, e.g., for
Trouw we measure in trouw-time, for WMR in wmr-time, etc.

Once the temporal transformation is in place, we need a definition for early
and late time, between which we are interested in discovering a correlation. We
introduce reference time tr as “late” time, and we set it at 30 source-days after the
story has been published. For “early” time, we define indicator time tr to range
from 0 to tr in hourly intervals. Some news agents disable comments after a
certain period. As a result, there are articles that constantly reach their maximum



147 6.5. Predicting comment volume after publication

comments before tr, however we have not marked them separately.

6.5.1 Correlation of comment volume at early and late time

Now that comment volume is projected to a time invariant scale, we measure
the correlation strength between reference and indicator times using Pearson’s
correlation coefficient ρ. We compute ρ in hourly intervals from publication time
to reference time for all sources over the entire period of the dataset, using articles
with more than one comment.

Fig. 6.6 shows that the number of comments per source increases exponentially,
yet with different rates, reflecting the commenting rules of each site: the time a
story remains visible on the front page, for how long comments are enabled, etc. In
the same figure we show a positive correlation that grows stronger as ti approaches
tr due to stories that saturate to their maximum number of comments. The curve
slope indicates how fast stories reach their maximum number of comments, e.g.,
Spits displays a very steep comment volume curve meaning that most stories stop
receiving comments short after publication. Looking at when sources reach strong
correlation (ρ > 0.9) we find that the corresponding indicator times reflect the
average commenting lifespan of each source (see Table 6.1).

The findings for NUjij, the collaborative news platform, are of particular interest
because although we expected NUjij to follow a fast correlation pattern similar to
Digg (0.98 after the 5th digg-hour), our findings suggest that a strong correlation
is achieved much later (ρ at 0.90 after 11 source-hours). Although, nujij-time
and digg-time are not directly comparable due to the transformed scale, we can
compare the average user submissions entering each system per hour: 5, 478 diggs
vs. 140 comments. The difference in the order of magnitude can be explained
by the different popularity levels enjoyed by the two sites. One could argue that
digg-ing and commenting are simply different tasks: on the one hand, commenting,
similarly to writing, asks for some reflection on how to verbalize one’s thoughts
regardless of the size or the quality of the comment. On the other hand, digg-ing
requires the click of a button, rendering the task easier, and hence more attractive
to participate.

6.5.2 Prediction model

We have confirmed that the early and late number of comments are correlated
for all of our news sources. Our next step is to use this finding for developing a
prediction model. For our prediction experiments, we are interested in minimizing
noise to improve performance, and hence could exploit the emerging clusters
by eliminating stories with too few comments at early indicator times. Since
these stories exhibit a rather random pattern with regards to their final number of
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Figure 6.6: Comment counts averaged over all stories (right y-axis, solid line), and
ρ between indicator, and reference time (left y-axis, dashed line). Indicator time
shown at x-axis. Vertical line shows the indicator time with ρ ≥ 0.9.

comments, we employ k-means clustering in an attempt to separate them from
stories that show a more consistent pattern. In Fig. 6.7 two groups of stories
emerge, both resulting in many comments: one with stories that begin with too
few comments in early indicator times, and one with stories that begin with many
comments. This pattern shares similarities as well as differences from Digg or
Youtube. The similarities are found in the bump observed in the middle range of
early comments, and the differences in the not so prominent linear correlation
exhibited in similar graphs for Digg and Youtube (Szabó and Huberman, 2010).
This is possibly due to our dataset, where comments do not scale more than two
orders of magnitude in contrast to Diggs, and YouTube views (compare 100 − 102

for comments to 101 − 104 for Diggs and Youtube views).
Next, we estimate a linear model on a logarithmic scale for each source in our

dataset. The linear scale estimate N̂s for a story s at indicator time ti given tr is
defined as:

N̂s(ti, tr) = exp
[
ln(α0Ns(ti)) + β0(ti) + σ2/2

]
, (6.3)

where Ns(ti) is the observed comment counts, α0 is the slope, β0 is the intercept,
and σ2 is the variance of the residuals from the parameter estimation.

For evaluating our model we choose the relative squared error metric averaged
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Figure 6.7: Correlation of news stories comment volume per source between
2 hours, and 30 days after publication. Number of comments at ti(2) is x-axis,
and comments at tr is y-axis. K-means separates stories in two clusters depending
on their initial number of comments. The green line shows a fitted model using
only the upper stories, with slope fixed at 1. Red dashed line marks the boundary
where no stories can fall below.

over all stories from a certain source at ti given tr.

QRE(s, ti, tr) =
∑
c

[
N̂s(ti, tr)−Ns(tr)

Ns(tr)

]2

(6.4)

6.5.3 Results and discussion

For our experiments, we split our dataset in training and testing for each source.
The training sets span from November 2008–January 2009, and the test sets cover
February 2009. Model parameters are estimated on the training set, and QREs are
calculated on the test set using the fitted models.

We define three experimental conditions based on which we estimate model
parameters using our training set: (M1) using in the upper end stories as clustered
by k-means, and fixing the slope at 1, (M2) using all stories, and fixing the slope at
1, and (M3) using all stories. Fig. 6.8 illustrates QREs for the three experimental
conditions up to 25 hours after observation; we choose not to include all indicator
times up to reference time to increase readability of the details at early times.
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Figure 6.8: Relative square error using Model 1 (blue line), Model 2 (green line),
and Model 3 (red line). Standard deviation is shown in the shaded areas around
the lines. QRE on y-axis, indicator time on x-axis.

From the three experimental conditions, M1 proved to underperform in most
cases. M2 and M3 demonstrate similar performance across the board with one
slightly outperforming the other depending on the source. QREs decrease to 0
as we move to reference time, followed by a similar decrease in standard error.
M2 demonstrates strong predictive performance indicated by low QRE < 0.2 for
all sources, in less than 10 hours of observation. The QREs converge to 0 faster
for some sources and slower for others, exposing the underlying commenting
dynamics of each source as discussed earlier.

In this section we looked at natural patterns emerging from news comments,
such as the possible correlation of comment counts on news stories between early
and later publication time. A relation similar to the one observed for Digg and
Youtube has been confirmed, allowing us to predict long term comment volume
with very small error. We observed that different news sources ask for different
observation times before a robust prediction can be made. Using QRE curves one
can find the optimum observation time per source, that balances between short
observation period and low error.
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6.6 Conclusions

In this chapter, we looked at “semi-open” environments which are accessible via a
web browser, however, access to community facilities, e.g., commenting, require
user registration. We focused on online news agents and the commenting behavior
on news articles as an instance of this type of environment. We studied the news
comments space from seven Dutch online news agents, and one collaborative news
platform and applied our findings on predicting the comment volume of a news
article prior to and after publication. Below, we summarize our answers to the
research questions raised at the beginning of this chapter:

RQ 7. What are the dynamics of user generated comments on news
articles? Do they follow a temporal cycle?

Commenting behavior in the news comments space follows
similar trends as the behavior in the blogosphere. Our news
sources show quite similar temporal cycles and commenting
behavior, but that mainly the differences herein reflect dif-
ferences in readers’ demographics and could prove useful in
future research.

RQ 8. Can we fit a distribution model on the volume of news com-
ments?

We compared the log-normal and negative binomial distribu-
tions for modeling comment volume. These estimated models
can be used to normalize raw comment counts and enable
comparison, and processing of articles from different news
sites. According to a χ2 goodness of fit test, the underlying dis-
tribution of news comments matches with either log-normal
or negative binomial. The latter is a discrete distribution
and suits the task better, yet in our setup log-normal showed
similar results and parameter estimation for log-normal is
computationally less expensive.

RQ 9. Can we predict, prior to publication, whether a news story
will receive any comments at all, and if it does, whether the
volume of comments will be low, or high?
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We have developed a set of surface, cumulative, textual, se-
mantic, and real-world features and report on their individual
and combined performance on two binary classification tasks:
Classify articles according to whether they will (i) generate
comments, and (ii) receive few or many comments. Textual
and semantic features prove to be strong performers, and the
combination of all features leads to more robust classification.

RQ 10. Does the correlation between number of responses at early
time and at later time found in social media such as Digg
and Youtube hold for news comments? I.e., are patterns for
online responses potentially “universal”? And can we use this
to predict the number of comments an article will receive,
having seen an initial number?

We confirmed the relation between early time and later time
in comment volume as it was previously found in diggs and
Youtube views. We exploited the potential of this relation
using linear models. Our results showed that prediction of
the long term comment volume is possible with small error
after 10 source-hours observation.

In future work, we aim at expanding our news comment prediction work from
individual news articles to news events, groups of news articles that discuss a
particular real-world event. News events are expected to be more content rich
and have a longer lifespan than individual news articles. These two characteristics
can prove useful for our prior to and after publication prediction models. A
similar approach, but in a different setting, has been taken by Mishne and de Rijke
(2006a) after they found that predicting the mood of a particular blog post is
difficult (Mishne, 2005), but predicting the mood of the blogosphere, i.e., the
aggregation of all blog posts, has proven easier.

In the next chapter, we move to even more “open” environments such as the
web. Here, people are looking for information on a particular news event and
interact with a search engine to find related news articles. Does their search
quest stop short on the first article they read? Or do they follow up with more
searches? This type of question we will try to answer in the next chapter, and
develop methods for suggesting articles to users with respect to what they have
read so far.


