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Conclusion to Part II

In the second part of this thesis, we looked at the research theme of predicting
behavior in three types of environment: “closed,” “semi-open,” and “open” through
the lens of an equal number of prediction tasks. In Chapter 5 we analyzed what
makes people prefer a podcast over another in iTunes. This analysis allowed
us to extract features from the podcast feeds for predicting podcast preference.
We found that the presence of a logo in a podcast feed, and regular releases
of episodes are the most important features for a podcast to become popular
in iTunes. Next, in Chapter 6, we focused on “semi-open” environments, and
analyzed the commenting behavior on news articles. We analyzed comments from
seven Dutch news agents, and one collaborative news platform. We discovered
circadian patterns in the volume of comments, similar to those found in other
online activities, and developed methods for predicting the volume of comments
before and after a news article is published. We found that prediction prior to
publication is harder than prediction after publication, and that the prediction
accuracy depends on the news source. Finally, in Chapter 7, in the setting of “open”
environments, we looked at the browsing behavior of users who search the web
for online news with an informational need. We found that users are most likely
to read news ±3 days from the publication date of the article they choose to read
first. We developed methods for recommending articles to these users based on
what they and others have previously read. Our results showed that the most
effective way to model browsing behavior is to combine the article that a user
reads first with the article’s intent model, and bias retrieval towards documents
that were published close to the user’s first read article. In the next chapter, we
present our conclusions and future directions of the work that we presented in
both Parts I and II.
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