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Chapter 6

Modeling dynamically reconfigurable
systems

6.1 Introduction

In recent years, MPSoC system development based on reconfigurable technologies (such
as FPGAs) have received increasing attention from both research and industry. This is not
surprising, as the cost of FPGAs goes down and gate count goes up, driven by the improve-
ment of manufacturing technology. Modern FPGAs consist of hundreds of millions of gates,
which is sufficient to implement complex MPSoC systems consisting of tens or hundreds of
processing components as well as memories and on-chip interconnection networks. A major
point in favor of FPGAs is their flexibility: the logic design of the FPGA system can be
adapted to and optimized for a specific application or workload. Because of the flexibility of
reconfigurable systems, the implementation gap (as described in Chapter 1) becomes even
more apparent. As the amount of configurable resources continues to scale with technology
improvement, tools and methods are needed to support the designer to make efficient use of
those resources. This, as we explained before, is one of the main motivations of the Daedalus
approach to system design (Chapter 2).

However, a newly emerging feature of modern FPGA hardware exacerbates the problem
even further. Partial dynamic reconfiguration is the ability to change the logical configura-
tion of parts of the FPGA at runtime, while other parts are still actively processing. This
feature gives rise to a whole new dimension of performance optimization where tasks can
be off-loaded onto hardware components that are instantiated at runtime. For example, com-
monly executed functions or compute kernels can execute on dedicated logic components
in the FPGA. Also, thinking beyond the traditional processor/co-processor model, one can
imagine the possibilities of an MPSoC on FPGA that can dynamically adjust its configu-
ration according to design requirements and runtime conditions. Such a system could for
example make trade-offs between performance and power by migrating tasks to fewer cores
depending on the power supplied by the environment. Similarly it could allocate extra cores
when dynamic variation in the workload require more processing power. However, from the
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96 CHAPTER 6. MODELING DYNAMICALLY RECONFIGURABLE SYSTEMS

design perspective, this means that in addition to static, design-time optimization problem
we now need to solve the dynamic, run-time optimization of the system as well.

In this chapter we will address the design problems associated with dynamically recon-
figurable systems: in particular the modeling and simulation aspects. We will do so by ex-
tracting important characteristic features common to partial dynamic reconfigurable systems
and consider issues related to modeling these features. In Section 6.2 it will be discussed
how Sesame can be extended to support basic dynamically reconfigurable behavior. These
extensions should be as generic as possible so as to be useful for modeling a wide range
of dynamically reconfigurable systems. Subsequently, by means of an example, we will
apply the extensions to an existing platform (the Molen polymorphic processor), which is
described in Section 6.3. The resulting model is discussed in detail in Section 6.4. In Section
6.5, some of the results of the model will be presented as an illustration of the usefulness of
modeling these kinds of system with Sesame. Finally, Section 6.6 will discuss related work
and conclusions and recommendations for future work are given in Section 6.7.

6.2 Modeling dynamically reconfigurable systems

This section will discuss some of the specifics of modeling dynamically reconfigurable sys-
tems in Sesame. It will be shown in which areas the standard Sesame model (as explained
in Chapter 3) has to be extended. For some extensions, it will prove necessary to make as-
sumptions about the particular reconfigurable system that is to be modeled. However, the
extensions listed in this section are designed to be as generic as possible and, where appro-
priate, design choices will be motivated. In part, this section will serve as an introduction to
the techniques that will be used to create a model for the Molen reconfigurable architecture
(Section 6.4). Additionally, this section aims to provide some practical insight into the pro-
cess of reusing basic Sesame components and adapting the standard Sesame model in order
to model different kinds of systems. Finally, it will be illustrated here (and in the remainder
of this chapter) that Sesame is quite capable of exploring a wide variety of systems.

6.2.1 Dynamic allocation of model components

The reconfigurable fabric of FPGAs can be configured into many different types of logical
components: processors, memories, interconnects, etc. Sesame is able to model MPSoC
systems that are completely implemented on FPGA (such as for example the Daedalus pro-
totype platforms 2), or MPSoC systems that contain on or more FPGA components. They
are in fact not so different from traditional MPSoCs: from the modeling perspective, only the
properties (e.g., performance latencies) of the model components may need to be changed.
However, dynamically reconfigurable systems have the additional property that functional
units may be configured and unconfigured at runtime.

The architectural simulation language in Sesame (Chapter 3) has been developed to
model traditional MPSoC systems, where architectural resources are persistent. This trans-
lates to a practical limitation in the Sesame’s Pearl language: model components (“mod-
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ules”) can only be instantiated once, at the initialization time before the actual start of
the simulation. The model structure consisting of various model components is then static
throughout the simulation runtime. Dynamically creating model components to model the
functional units being configured and retired from the FPGA fabric, is therefore not sup-
ported by the simulation language. This limitation is in fact common in many kinds of com-
puter architecture simulation languages (e.g., SystemC). It would be cumbersome to change
the Pearl simulation language to support dynamic component creation: not only would the
necessary changes pervade through the whole language implementation, but the semantics
of the language would be affected as well, since the communication and synchronization
primitives between dynamically emerging and disappearing model components is not well
defined.

The solution proposed here is base on the fact that, although the set of logical compo-
nents that is configured on the FPGA at any given time can change dynamically, the set
of all possible logic components is finite. The reason for this is that the logic components
themselves are defined (and their bitstreams compiled) at design time1. So without loss of
generality, we can design our model by using statically defined model components for the
dynamically reconfigurable logic components. In Figure 6.1 a heterogeneous system model
is shown consisting of a General Purpose Processor (GPP) and an FPGA with up to n logic
components.

In the work presented here we assume the logic components to be functional units:
e.g., soft-core processors (the FPGA-equivalent of programmable processors) or dedicated
hardware-IP processing blocks (the FPGA-equivalent of ASICs) that perform processing on
certain input data, possibly resulting in output data for other tasks or other side-effects. This
assumption corresponds to a majority of research on dynamically reconfigurable systems,
where the (re)configurable logic components are typically used to accelerate specific func-
tions or kernels. It is however possible to consider dynamically configurable interconnects
or memory components. Although such reconfigurable components are not supported by the
model presented here, similar techniques could be applied to extend it towards this goal.

6.2.2 Resource management

On dynamically reconfigurable FPGAs, each logic component will allocate a certain amount
of FPGA resources when it is configured. The configured logic can then be used for as long
as necessary and may subsequently be removed when the logic component is no longer
needed, thus freeing up the used resources. In our model, the FPGA is represented as a num-
ber of distinct functional units, so we introduce a dedicated model component to maintain
the state of the FPGA: the availability of resources and a list of currently configured func-
tional units. This resource manager (RM in Figure 6.1) is tightly coupled with the functional
units as shown in Figure 6.2 where the nodes indicate the possible states of a functional unit
and the arrows indicate the interaction with the RM. The interaction works as follows. An

1There is a practical limitation to do on-the-fly creation of logic components (bitstream generation): synthesis
and place-and-route are computationally intensive operations and therefore infeasible in the context of embedded
systems.
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Figure 6.1: Overview of a generic Sesame-framework model for dynamically reconfigurable
systems

idle functional unit that wants to execute (because it receives events from the application
model), first needs to be configured. The RM may deny the request (e.g., when no resources
are available), or it can be accepted. Configuring the functional unit (loading the bitstream
on the FPGA) may take some time, after which its state is configured, but still idle. The
functional unit enters the busy state when it starts processing event traces. If the functional
unit has no more events to process, it simply reverts to the idle-and-configured state (task
finished 1). At certain times, the functional unit may be requested to yield its resources to
other functional units, at which point its state changes back to idle/unconfigured (yield re-
sources). The decision when to unconfigure a functional unit may be performed by the RM,
or by an advanced scheduling mechanism as will be explained in the next section.
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Figure 6.2: State diagram for a dynamically configurable functional unit
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There are many different ways to count the resources that are available in FPGAs: FPGA
slices, gates and complex logic blocks (CLBs) are commonly used units of measurement.
However, they are device and manufacturer dependent and moreover, they are not always
homogeneous: e.g., Xilinx FPGAs often consist of both general purpose slices as well as
‘DSP’-slices that contain for example pre-defined multiply-accumulate components for ef-
ficient implementation of DSP-style systems. As we aim to make our high-level model as
generic as possible, we simply denote the resource usage of a functional unit as a percentage
of the total available FPGA resources. If this simple abstraction is unsuitable for certain
systems, then the model can easily be extended to include more refined resource accounting.
This is also true for modeling other resource-related issues such as resource fragmentation
where the physical allocation of resources is taken into account. Synthesis tools typically
allocate resources for a logical component in close physical proximity to optimize signal
propagation and clock frequency. Frequent dynamic reconfiguration may separate the sum
of unused resources in small, unusable chunks in disconnected physical locations of the
FPGA. Again, this is not within the scope of the model presented here, but extensions and
refinements are possible to model these effects.

6.2.3 Mapping strategy

As we described before, one of the design issues with dynamically reconfigurable systems is
to find the most efficient use of the FPGA resources. There are a number of issues to take into
consideration. Firstly, not all processes benefit equally from execution on the FPGA: this
depends both on the type of code as well as the quality of the hardware IP implementation.
Secondly, depending on the application and input-data, some processes may contribute more
to the total application load or prove to be more of an application bottle-neck than other
processes. A general rule of thumb is to execute processes on the FPGA that 1) get the
most benefit from execution on the FPGA (highest ratio between FPGA and GPP execution
times) and 2) represent a large fraction of the application load (e.g., computational kernels
and frequently called functions). However, there may be more such tasks available at any
given time than the FPGA can accommodate for. Therefore it is important to find efficient
strategies to swap out functional units and use them in the most effective way.

A major consideration is the fixed cost associated with every reconfiguration: the time
spent to load a bitstream of a certain functional unit. In some cases this reconfiguration
penalty means that it can be beneficial to keep a functional unit on the FPGA even though
1) it is currently unused and 2) it occupies resources that could be used towards other func-
tional units. This trade-off becomes particularly interesting when an application task can
be executed both by some functional unit on the FPGA and on a programmable processor.
In this case, the system should contain at least one programmable core and one FPGA and
for a certain task X both a software code and a bitstream should be available. Then the
workload generated by task X may execute on either resource, depending on what is more
efficient given the state of the system at that time. Of course, we are also assuming here that
the runtime of the system (be it in hardware, operating system or user-level) supports the
functionality capable of dynamic mapping and decision making. Note that in this work we
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are not promoting one runtime system or mapping strategy over another, but rather we focus
on providing the designer with the necessary tools to support such design decisions. In the
experimental section some optimization strategies for dynamic mapping will be discussed
as an example.

To illustrate the potential effects of different mapping strategies, we present a small ex-
ample in Figure 6.3. Each column represents a time-diagram (time increments in the down-
ward direction), where two non-parallel tasks A and B are executing on a processor/co-
processor architecture. Task B is dependent on input from task A and we consider three
iterations of A-B executions. Task A runs on the reconfigurable co-processor, while task B
can run on either the co-processor or the CPU. In column 1, we assume that the co-processor
has sufficient resources to contain both A and B. Loading the bitstream for A and B only
needs to be done once (the shaded area indicates this configuration time). In column 2, the
FPGA does not have sufficient resources, so that A and B run alternating (each time recon-
figuring the FPGA). The third column shows the same mapping, but with a more efficient
task scheduling. The last column has task B running on the CPU, while A runs on the FPGA.
This figure shows the different trade-offs that may need to be considered by the simulation
model depending on the implementation details of the target architecture. Column 1 has the
shortest execution time, but requires more reconfigurable resources. Columns 2-4 require
the same amount of FPGA area, but 2 performs a lot of reconfigurations, making it slower.
Column 3 reuses the configuration of the functional units, which possibly requires some
storage to store intermediate results of A before being processed by B. Column 4 executes
task B as a software task on the CPU, which may result in extra power consumption if the
CPU does not have fine-grained switching control. Of course an ideal mapping strategy will
consider each of these trade-offs and switch efficiently between strategies depending on the
(design time) system requirements and various run-time conditions of the system. In Section
6.5 we show the results of modeling different heuristic mapping strategies.

In Sesame, the application workload is represented by the events that are passed down
from the application, through the virtual layer, to the architecture model. The virtual proces-
sors in the virtual layer have been linked to architectural components (typically a processor
component) according to the statically defined application mapping. For tasks that have
both a software and a hardware implementation, we extend the virtual processor such that it
is now linked to both the GPP and the functional unit on the FPGA as shown for process B
in Figure 6.1. In Sesame this can be easily accomplished: using the application mapping we
map this kind of task to its corresponding functional unit on FPGA, but in the virtual pro-
cessor template we specify an additional link to the general purpose processor (see Section
3.3.4). When the virtual processor is instantiated by the automatic virtual layer generator,
process B will now have two links (to the FPGA functional unit and to the GPP), so that
it can decide at runtime to which of the resources the events will be forwarded. The final
mapping decision may depend on many system factors, including resource availability and
the current configured/running state (Fig. 6.2) of other tasks. Therefore it is not convenient
that each virtual processor makes the mapping decision locally, but instead a global mapping
decision entity is required. This issue will be discussed in detail in Section 6.4.2.
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Figure 6.3: Effects of different mapping strategies

6.2.4 Event trace clustering
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Figure 6.4: Resource based deadlock

In the basic Sesame model (as explained in Chapter 3), R, W and X events that arrive
in the processor components of the architecture model, may or may not have been explic-
itly scheduled. If there is no scheduler component in the model, then the default behavior
for events from (possibly different) processes will be interleaved, thus implicitly modeling a
pre-emptive process runtime system on the CPU. We call this default behavior of the (virtual)
processors self-schedulable, since it works with all possible application to architecture map-
pings and without using global scheduling information. Self-schedulability is a desirable
property for initial models, which can be easily extended when specific behavior is required.
For dynamically reconfigurable systems we require the self-schedulability condition to hold
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even when the mapping of tasks is to be determined at runtime. In this case, we have to
consider that R,W,X events are no longer modeled by just the simulated time they consume
on the processor, but also by the reconfigurable area that is consumed on the FPGA. Sim-
ply adding one or more reconfigurable units to the basic Sesame model can therefore easily
introduce deadlocks and break the self-schedulability property. For example, assume that a
functional unit for task B is occupying reconfigurable fabric while waiting for data from task
A. However, the functional unit for task A may require the same reconfigurable resources
to produce this data item. Such a situation is shown in Figure 6.4 for a very simple appli-
cation model of three processes with the reconfigurable area requirement as specified. If
we assume process C starts before A, then its Wb event prompts B to configure (after C has
unconfigured). B is then waiting for a write event from A, but since A needs more than the
remaining 70% of area, the Ra event of C will never complete and a deadlock has occurred.
To avoid many such cases of deadlock, while maintaining self-schedulability, we introduce
a mechanism that forces a process to configure its functional unit as late as possible so that
any processes on which it depends get a chance to execute first.
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Figure 6.5: Token channels resolving deadlock

The mechanism that we propose here works by making sure that functional units are
configured only when they are ready to perform some computation (typically after reading
some input data), so that it does not block reconfigurable resources unnecessarily. A token
notification mechanism is introduced that lets a process know when the data is available on
its input channels. These tokens are sent using ordinary Kahn channels which have been
added to the application model; see the dashed arrows in Figure 6.5 for an example based
on the KPN in Figure 6.4. Processes A and B write to the token channel after having written
the actual data for process B. Process B first attempts to read both tokens before it performs
the reads for the actual data. The virtual layer components do not forward the token read
and token write events to the architecture layer. Effectively, token-events only synchronize
the availability of data, but do not initiate configuration of a functional unit as described
in Section 6.2.2. The data is guaranteed to be available after process C (Figure 6.5) has
completed the two token read events. Subsequent read event (Rc) is therefore safe to proceed
and configure the functional unit for process B (if necessary).

Extending the application model with token channels is easy for KPNs with a regular,
data-independent communication pattern. For example, the KPNs used in Daedalus (as
produced by the PNGen tool) typically consist of a loop that first reads some data, then
performs execution and finally writes output data. The PNGen tool could easily be extended
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to output the KPN with the token channels in place. However, KPNs may also have highly
irregular communication patterns as even data-dependent communications are permitted (in
contrast to other types of dataflow models such as SDF). The token channel-mechanism can
be applied to all KPNs, but KPNs with cyclic communication patterns have to be considered
specially. Because of the cyclic communication pattern of those KPNs it is not possible to
guarantee data availability before reads. In these cases deadlock can not be prevented unless
sufficient resources are available to accommodate simultaneously all functional units that
are part of the cycle.

Finally we note that the token channels that we have added to the application model will
be represented by suitable channels in the virtual layer (this is done automatically by the vir-
tual layer generator 3.3.4). The token channels in the application can be added manually, or
could be generated automatically for KPNs derived by PNGen for most application models.
It is also possible (although we did not take this approach here) for the token channels to
exist only in the virtual layer, thus keeping the original application model clean.

6.2.5 Reconfiguration points

Next we address the issue of how and when reconfiguration should take place. Consider
that the functional units in the FPGA are receiving a stream of R,W and EX events from the
virtual layer. What happens if a functional unit is swapped out of the FPGA after it has just
performed some function (EX event), but it has not yet written that data out. This actually
is very much dependent on the actual system that is being modeled: some systems may
save the state of the functional unit (including output data), while others may just re-run the
events that are lost. In our basic model we offer a solution that is based on the simplification
that no functional unit can be swapped out (unconfigured) while it has state. In this case it
means that a functional unit that has read data can not be unconfigured until it has performed
its operation on the data and written the result back into the system. Note that we use this
approach for the remainder of this chapter, but that one of the other behaviors could be
modeled instead.

Mapping decisions will be taken at the level of the virtual layer, however, virtual pro-
cessors can not know when (in the stream of application events), a process is state-less.
Therefore we annotate an application process with a so-called pragma event (named after a
reconfiguration instruction in the Molen ISA). The pragma event is an EX-event that serves
only the purpose to communicate to the virtual and architecture layer when the instruction-
stream from a task reaches a state-less point. Such pragma events therefore do not model any
latency on processor components in the architecture model. Instead, these reconfiguration
points will be utilized by mapping strategy components to determine safe points to change
the mapping or to unconfigure a functional unit.
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Figure 6.6: The Molen Architecture

6.3 The molen reconfigurable platform

In this section some background will be provided for the Molen processor architecture. In
the next section we will use the previously discussed reconfigurable Sesame extensions to
create a model for an existing reconfigurable architecture. The Molen polymorphic proces-
sor ([115][114]) is established on the basis of the tightly coupled co-processor architectural
paradigm. As is typical in these kinds of architectures, there are two main components: the
Core Processor and a Reconfigurable Processor (RP) such as an FPGA. The Core Processor
is a General Purpose Processor (GPP) which provides the flexibility to the system to run
any kind of compiled code. The Reconfigurable Processor (RP) is used to process com-
putationally intensive kernels and functions (if hardware implementations have been made
available), in such a way that the FPGA acts as an accelerator for those functions and kernels.
The final performance of such heterogeneous architectures may depend on many factors: the
application workload, the quality of the hardware IP implementations as well as the details
of the reconfigurable platform itself, including memory organization, methods to hide the
reconfiguration overhead and scheduling and prediction methods. Many of these issues are
still relevant for different applications of the Molen platform as well as for future extensions
to the platform. In the remainder of this section we discuss the basic Molen platform and
some design extensions that are currently being developed, or that are under consideration
by the Molen developers. The Molen platform will serve as an example to show how Sesame
can be applied to support design decisions in the field of reconfigurable architectures.

Figure 6.6 provides a high-level overview of the basic platform of the Molen recon-
figurable architecture. The two main processing components (GPP and RP) communicate
through a shared memory. The RP is subdivided into the $µ-code unit and one or more Cus-
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tom Configured Units (CCU) (see Figure 6.6). The GPP and RP are connected to an arbiter
[115][114] which controls the co-ordination of the GPP and the RP by directing program
instructions to either of these processors. The code to be mapped onto the RP is annotated
with special pragma directives. When the arbiter receives the pragma annotated instruc-
tions, it initiates the CCU unit, gives data memory control to the RP and drives the GPP into
a wait state. An operation executed by the RP is divided into two distinct phases: set and
execute. In the set phase, the CCU is configured (i.e. a configuration bitstream is loaded
onto the FPGA if it was not still present) and in the execute phase the CCU(s) starts its exe-
cution. When the RP finishes its execution, it acknowledges the arbiter, which releases the
data memory control back to the GPP so that it can resume its normal program execution.

This Molen platform is basically performing sequential execution of a sequential code:
the GPP is halted while code annotated by pragmas is executing on one of the CCUs. There
is one source of parallelism on the RP, which is provided by a prefetch operation which
allows prefetching the bitstream and configuring a CCU on the RP while another CCU is
in the execute phase. This way, the considerable latency of loading bitstreams on the RP
can be hidden by the execution phase of another CCU (provided there are sufficient FPGA
resources to contain both CCUs at the same time). Support for multi-threading on the Molen
and other reconfigurable platforms has been discussed in [119], which mentions that Molen
allows the use of multiple threads on the GPP and a single additional thread on a single CCU
on the RP. A logical extension to this would be to completely unlock the parallel potential of
the RP by enabling multiple CCUs to run different tasks in parallel. In the next section we
consider this feature as a future extension to the current Molen design and build our Sesame
model accordingly. The experimental section (6.5) will use this model to evaluate how the
additional parallelism can be used efficiently by optimizing the allocation and scheduling of
CCUs on the RP.

6.4 Sesame molen model

In this section a Sesame model will be presented for an extended Molen platform. The ex-
tended platform supports the use of multiple, parallel co-processors on the reconfigurable
processor. Towards this end we use the Sesame reconfigurable model extensions as pre-
sented in Section 6.3, but some additional Molen-specific changes are needed to complete
the model. An overview of the Sesame Molen model is given in Figure 6.6, which con-
tains three additional components (indicated by the labels 1, 2 and 3) as compared to the
general model in Figure 6.1. The first additional component is an arbiter component (label
1) that determines whether the GPP and CCU can be used in parallel. The second is the
Runtime Mapping Manager (RMM, label 2), a centralized system component that attempts
to optimize the mapping of tasks that have both a GPP and an RP implementation. And
finally a token channel (label 3) has been added that optionally removes software pipelined
parallelism from the application. In the remainder of this section these additions to the basic
reconfigurable model will discussed in detail.
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Figure 6.7: Sesame model for the Molen platform

6.4.1 Mutual exclusion of GPP and RP

Sesame was traditionally developed to model MPSoC systems that exploit all available par-
allelism: e.g., functional and data parallelism as exposed by the KPN application model, as
well as software pipelining (even lower-level parallelism with refined models, see Section
3.2.3). Modeling concurrent behavior is therefore a default assumption in Sesame models:
processor components are assumed to be able to execute in parallel (provided that dependen-
cies and resource requirements are resolved as explained in Chapter 3). However, platforms
that do not support parallel execution on some of their functional units can still be mod-
eled by explicitly removing parallelism between model components. This is indeed the case
for the particular instance of the Molen platform that we choose to model here, which uses
a traditional processor-coprocessor paradigm between the GPP and the RP and only ex-
ploits parallelism on the various CCUs of the RP. This also serves as an illustration that the
self-scheduling ability (Section 6.2.4) keeps the model error-free even for mutual exclusive
model components (which would otherwise be a common source of deadlock in the model).
In order to model a Molen platform that does allow parallel execution on both GPP and
CCU, it would be sufficient to simply remove the arbiter from the model, or to modify it
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such that it indiscriminately grants locks to everyone.
The arbiter is shown in Figure 6.6 as a component between the GPP and the RP (label

1) with block-arrows indicating a non-trivial interaction with either component. In order to
implement mutual exclusive execution behavior between the GPP and the RP, the arbiter has
been implemented as a locking mechanism with a semaphore. Before a either one of the
main functional units (GPP or RP) can execute a R, W or X event, it first has to request the
lock from the Arbiter. If a component already has a lock, then a subsequent request will
simply grant the lock again. If the lock has been taken by the other component, then the
request will block until the other component releases it. All CCUs on the RP ask for the
lock individually, but a special condition applies in that case: when one CCU has the lock,
then a request from another CCU will also be granted. CCUs also need to release the lock
individually, but the GPP will not be able to obtain the lock until all CCUs have released the
lock. This locking mechanism implements non pre-emptive mutual exclusion of the GPP
and the RP while maintaining concurrency between different CCUs in the RP.

The processor model components (both for GPP and CCU) have been extended so that
they call a function on the arrival of a R, W, or X event. This function
first attempts to acquire the lock and subsequently models the configuration of the CCU on
the RP (only for events sent to the RP and only if the CCU is not configured already). This
function blocks (possibly increasing simulation time) until both locking and configuring
are successful, after which modeling of the event continues as normal. If the locking and
configuring have been done previously, then this function does not model any additional
delay.

6.4.2 Mapping strategies

As mentioned before in Section 6.2.3, the Virtual Processors can forward events to either
GPP or CCU, if a task has both a hardware and a software implementation. Finding the
optimal mapping and scheduling strategy for reconfigurable systems is a known NP-hard
problem ([12]). Successful approximation algorithms need access to run-time system infor-
mation such as the state of system components, the available resources, the state of the other
CCUs, etc. It is possible to let each Virtual Processor make scheduling and mapping deci-
sions in isolation by distributing the global decision-making strategy. However, this means
that not only the state of the system needs to be distributed to all Virtual Processors, but
also synchronization has to be performed for VPs that are making decisions simultaneously.
Therefore, from the modeling perspective, it makes sense to use a centralized model compo-
nent taking care of the mapping decisions for all tasks with multiple mapping options (GPP
or RP). We call this component the Runtime Mapping Manager (RMM), shown with label
2 in Figure 6.6. An additional benefit of a global implementation is modularity: different
RMMs, implementing different mapping strategies can be exchanged and evaluated more
easily.

The large block-arrows in Figure 6.6 indicate that the RMM communicates with both
the Virtual Processors and the Resource Manager (RM). The RMM interacts with the those
model components in the following way. Before Virtual Processors forward events to a



108 CHAPTER 6. MODELING DYNAMICALLY RECONFIGURABLE SYSTEMS

functional unit (but after modeling synchronization latencies, see Section 3.2.3), they query
the RMM to ask what is the new mapping target. The RMM returns a target identifier, which
can be either the GPP or a CCU belonging to that process. The Virtual Processor, which has
connections to both targets simply forwards to the appropriate one. Note that configuration
of a CCU is separated from the mapping procedure and will be performed by the CCU itself
(if necessary) after receiving the first event.

In order to perform a mapping decision, the RMM will sometimes need to query the
current status of the RP, which is maintained by the RM. The RM provides an interface
for the RMM to obtain information on the current status of the RP: the amount of free
resources, the state of various CCUs (Figure 6.2, etc. Information about individual CCUs,
such as resource requirements and execution latency tables (see Section 3.2.2), do not need
to be obtained from the RM, since they are constant throughout the simulation and will be
communicated to the RMM at initialization time. For a discussion of different mapping
strategies we refer to Section 6.5.

In Figure 6.6 the RMM is shown as a component in between the mapping and the virtual
layer. This is to emphasize that in a real system implementation the scheduling and mapping
functionality of the RMM may be provided by hardware, some kind of middleware or even
the operating system or in user space: for our model this distinction is not important.

Lastly we note that ,in our model, the RMM is a non-blocking component: queries to
the RMM and the decision process by the RMM do not consume simulation time. However,
such latencies can be added if needed to model specific systems. The RMM needs to avail-
able (an can not be blocked) at any time in order to be able to accept requests from VPs.
Therefore, such latencies can be computed by the RM, but would have to be modeled by
another (possibly new) component in the model.

6.4.3 Application pipelining

In Figure 6.7, an additional token channel has been added to the application (label 3). It goes
from the application’s sink node (Process D) to the source node (Process A). It guarantees
that Process A can not restart immediately after it has completed one iteration (and written
data to its output channels) of its internal data-streaming loop. Instead, it has to wait until
Process D has finished one iteration and has written to the token channel. In this way the
token channel effectively removes pipeline parallelism from the application. The result is
that the Kahn process networks as used by Sesame (and which can be generated with the
PNGen tool from Daedalus (Chapter 2), fit better with the processor/co-processor model
of Molen. Note that this is simply a design choice, we could remove the channel and the
model still works, although the RMM should now also have to consider starvation, e.g.,
it has to prevent that only source process A gets to run. We note that the only remaining
source of parallelism in the application is task-parallelism, which can be exploited by parallel
execution on different CCUs (e.g., Process B and C in Figure 6.7).
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6.4.4 Component interaction

Finally we demonstrate the interaction between the various Sesame model components for
the Molen model using the time-sequence diagram given in Figure 6.8. We follow the se-
quence of interactions starting from when an application event is forwarded from the virtual
processor to the architecture model layer (note that for R and W events communication syn-
chronization latency has already been modeled, see Section 3.2.3). The virtual processor
always first asks the RMM where to map the event (to GPP or to RU). If the RMM is con-
sidering a mapping decision (typically only after a reconfiguration point, see Section 6.2.5),
then it may request information from the RM (e.g. the amount of free resources). Then
the mapping decision is forwarded back to the VP, which then forwards events accordingly.
Note that for both GPP or CCU execution, the lock has to obtained from the Arbiter (not
shown in the figure) using the function described in Section 6.4.1.
Then finally, the event is forwarded to the GPP or CCU processor component where further
architectural latencies will be modeled.
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Figure 6.8: Interaction between different model components

6.5 Experimental results

The model that was presented in this chapter has been used in various case studies related to
the Molen reconfigurable platform. In the works of [90, 89, 86, 88, 87] different versions of
the model have been demonstrated showing increasingly sophisticated models and modeling
aspects of the Molen system. In [90] the initial Molen model was introduced (a simple
experiment based on this model will be shown below as Selected experiment 1).

In [89] the model is extended and applied to study runtime mapping exploration, where
the Runtime Mapping Manager (RMM) optimizes the mapping at runtime to accommodate
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an application with a dynamically varying workload. In this case we assume that the dy-
namic variation is caused by two or more applications sharing the system, where the main
application is sporadically interrupted by tasks from the auxiliary applications. A two-staged
exploration is proposed where the first stage evaluates each application in isolation and iden-
tifies three task types: hardware, software and pageable tasks (the latter can be mapped both
on the GPP or the RU). The second stage then models the combined application model and
the RMM makes mapping decisions at runtime for all pageable tasks from each of the ap-
plications. The first stage works as a pruning step by assigning some tasks to either HW
or SW, reducing the complexity of the RMM in the second stage. The second stage is iter-
ative: analysis of simulation results may prompt a re-assigning of task types (HW, SW or
pageable), after which the second stage is repeated.

The generic Sesame components that have been developed in order to allow system-level
modeling in Sesame as well as a complete Molen model have been collected in a framework
under the name rSesame. This framework was introduced in [86] and it is shown there that
rSesame fills a gap in a classification of existing frameworks and approaches based on mod-
eling capabilities and evaluation method (abstract system-level simulation). Furthermore,
the rSesame framework is evaluated from a designer’s perspective, facilitating modularity,
component-reuse, modeling flexibility, a high level of abstraction and general ease-of-use.

In [88], the runtime mapping manager is improved by using a range of heuristic strate-
gies in order to improve the spatial and temporal behavior of pageable tasks. The former
determines where to map a task (on GPP or on a CCU), whereas the latter determines when
to configure a CCU, when to run the task on a CCU and when to retire the CCU (as shown
in Figure 6.2). The result of the improved RMM strategies are analyzed by showing in
detail the dynamically changing mapping targets of tasks and a quantitative evaluation of
the different strategies is performed. This work is continued in [87] where a new mapping
heuristic is proposed and compared against the other heuristics. We shortly introduce the
various heuristics and show a sample of the obtained design space exploration results in
Selected experiment 2.

Below we will show here a small selection of results as an example the experiments
supported by rSesame and to provide insight in the kind of modeling results that can be
obtained.

Selected experiment 1

We first show some results that were obtained using the first incarnation of the Molen model.
The application is a MJPEG encoder that has been transformed into a KPN by the PNGen
tool from Daedalus. In this case PNGen has been configured to output a data-parallel version
of MJPEG so that the DCT and Quantizer tasks are divided over four parallel streams. The
architecture model consists of a GPP and up to 8 CCUs and the RMM uses a static mapping
policy (SW or HW mapping is determined at design time).

In the model we use estimated latencies for tasks executing on the GPP and in FPGA
hardware. The latencies are based on observations in the prototype platforms generated by
Daedalus, but we emphasize that they have not been validated and are used for the purpose of
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illustration only. Execution of tasks on the reconfigurable hardware is assumed to be an order
of magnitude faster than GPP execution, but CCUs are modeled to suffer a configuration
overhead which is proportional to the size (FPGA area) of the CCU configuration bitstream.
In Figure 6.9 the simulation results are shown for an experiment where the CCU area is
estimated as 100% of the FPGA area, effectively forcing sequential execution of tasks on the
FPGA. The left table in Figure 6.10 lists the simulation results (one simulation experiment
per row) where in each simulation run, an additional task is marked for HW execution. In
the 1st row all tasks are mapped on GPP; each subsequent row maps the previous HW set
plus the indicated additional task to HW. Simulated runtime is expressed as the number
of simulation cycles for the MJPEG to finish processing the sample input. We see that
significant speedup can be obtained by off-loading DCT processes to the FPGA, but that the
addition of the Quantizer tasks do not lead to significant speedup. The reason is that more
tasks on the FPGA means more reconfiguration overhead, effectively making the FPGA the
new bottleneck in the system.

VideoIn VideoOut

Init

DCT

VLE

Q1 1

DCT Q2 2

DCT Q3 3

DCT Q4 4

Figure 6.9: Task-parallel MJPEG KPN

Therefore, we experiment with smaller
CCU sizes to see how much more speedup
can be obtained. The right table in 6.10
shows the results of reducing CCU area and
their proportionally reduced reconfiguration
delay; the third column shows the number
of required reconfigurations and speedup is
compared to the last row in the left table
(all DCT and Q tasks in HW, the remain-
ing tasks in SW). The small speedup gain
by reducing the CCU area from 95 to 75% is solely caused by the reduction of the recon-
figuration delay (the number of reconfigurations is the same). When the area is 50%, two
CCUs can execute in parallel, showing a larger performance gain, which turns out to be the
maximum possible speedup. Reducing the area to 30% (up to 3 parallel CCUs), does not im-
prove speedup, since system performance is now limited by the application tasks executing
on the GPP.

Finally we note that modeling results will be different depending on the application, any
available parallelism in the application as well as architectural parameters: the number of
CCUs, quality of hardware implementations, reconfiguration technology (and hence recon-
figuration delays), etc. Since these parameters can be captured by this model, we can see
how the model helps exploration of different design options.

Selected experiment 2

As we discussed in Section 6.1, the real benefit of dynamic partial reconfiguration lies in
the possibility to optimize at runtime the functional units that are on the FPGA. In the case
of the Molen platform model, the runtime mapping manager RMM decides whether a task
is mapped onto the GPP or a CCU: the mapping decision can change any time a pragma
event (Section 6.2.5) is sent to the architecture model. Here we will show the results of an
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Exp# HW tasks Cycle Time Speedup
('106)

1 - 371 1.00
2 prev+DCT1 331 1.12
3 prev+DCT2 292 1.27
4 prev+DCT3 253 1.46
5 prev+DCT4 217 1.70
6 prev+Q1 199 1.86
7 prev+Q2 200 1.85
8 prev+Q3 194 1.90
9 prev+Q4 188 1.96

Area Reconf. Slow Cycle Time Speedup
(%) Delay Reconf ('106)
95 25000 1792 189 1.97
75 18750 1792 176 2.10
50 12500 1536 138 2.70
30 7500 1280 140 2.64
10 2500 1280 138 2.69

Figure 6.10: Results for Selected experiment 1

experiment where a newly proposed strategy (RBH) is compared against several existing
mapping strategies (AMAP and CBH). We shortly describe each of these strategies, but for
the details we refer to [88, 87].

The AMAP (“As Much As Possible”) strategy configures a CCU for any pageable task,
but if the FPGA resources are exhausted, then the task will execute on the GPP. CCUs will be
unconfigured (and FPGA resource released) when a tasks finishes, so hardware configuration
reuse is dependent on the availability of resources. The Cumulative Benefit Heuristic (CBH)
maintains (for each task) a benefit value that represents how much time would be saved if the
task had always been executed on the RP (assuming execution on the RP is faster). When a
mapping decision is made for a task, its benefit value is compared to the benefit of the tasks
already on the RP. If it has a higher benefit value, then a minimal set of the lowest-benefit
tasks is unconfigured from the RP to accommodate the CCU for the new task. Finally,
the newly introduced Resource Based Heuristic (RBH [87]) focuses on efficient re-use of
configured CCUs by avoiding unnecessary configurations. RBH makes mapping decisions
(and selects tasks to unconfigure) based on a dynamically updated list of global and per-
task statistics, the current state of a task, estimated speedup on CCU and its frequency of
occurrence. Each of these heuristics has been implemented as plug-in policies to the RMM.
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Figure 6.11: Multi-application model: MJPEG with auxiliary applications

A modified application model is used as shown in Figure 6.11 where the previously
shown data-parallel MJPEG is combined with applications APP1, APP2 and APP3. The
additional applications become active based on triggers in the VideoIn process (using the
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Hardware Area (Slices)
XC4VFX20 8544
XC4VFX40 18624
XC4VFX60 25280

XC4VFX100 42176
XC4VFX140 63168

Table 6.1: Indication of resources in the Xilinx Virtex4 FX family [4]

dynamic intra-application behavior scheme discussed in 5.4.2) and so represent a (synthetic)
pseudo-dynamic application. In a real application, APPx could represent for example the
extra workload from an intermittent background task or picture-in-picture functionality. The
architecture supports up to 30 CCUs and each task is considered pageable; execution laten-
cies for tasks on the CCUs are estimated by expert knowledge based on the properties of a
Xilinx Virtex 4 FX family of FPGAs. We now consider the performance of each heuristic
for different resource conditions for different Virtex4 FX implementations (see Table 6.1).
The simulation results are shown in Figure 6.12 for each of the heuristics: the bars show the
simulated execution time (left axis), while the lines show the speedup compared to a static
all-to-GPP mapping (right axis).
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Figure 6.12: Simulation results for different mapping heuristics

For the smallest FPGA (FX20) we see that there is very little improvement compared
to the SW mapping since there are simply too few resources available to be used in a sig-
nificant way. Interestingly, the least sophisticated heuristic (AMAP) performs best under
these conditions: apparently AMAP’s greedy approach outperforms the dynamic learning
capacities of the other heuristics. In the larger FPGAs ((FX40), we see major performance
improvements for all heuristics. However, we can see that speedup does not really improve
much for RBH and AMAP after FX100. For example, in the case of RBH, the performance
improvement between FX40 and FX20 is 69% with 54% area increase, whereas the im-
provement between FX140 and FX100 is only 2% with 33% area increase. The reason is
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that performance becomes increasingly limited by the inherent parallelism in the application
rather than the FPGA resources. For the larger FPGAs, it is hard to distinguish the relative
performance of the heuristics in Figure 6.12, this is more clear in Figure 6.13. The graph
compares heuristic performance of RBH in contrast to CBH and AMAP. It clearly shows
that RBH is better than the other heuristics except in the case of FX20 as noted earlier. For
a more detailed evaluation of the results, including metrics to determine the efficiency of
configuration reuse, we refer to [87].
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Figure 6.13: Relative comparison of different mapping heuristics

6.6 Related work

The technology that is behind the feature of partial dynamic reconfigurability is driven
by advancements in FPGA technology and is supported in one form or another by major
vendors such as Xilinx and Altera. These vendors provide extensive toolsets to support
their hardware platforms and include hardware specification tools, compilers and synthesis
tools. However, there is not much support for high-level system specification or system-
level design space exploration, which is the target of the Daedalus design flow. Such sup-
port is needed, because the traditional DSE problems of HW/SW partitioning, application-
to-architecture mapping, task scheduling and resource allocation are typically even more
complex on dynamically reconfigurable systems. This topic has rapidly gained interest in
(academic) research activities and has resulted in an extensive body of work, of which we
can only reference a small portion here.

First of all we notice the wide variety of optimization algorithms and techniques that
have been applied to the problem of design space exploration for dynamically reconfigurable
systems, e.g.: dynamic programming, branch and bound, integer linear programming, graph
partitioning, simulated annealing, genetic algorithm, ant colony optimization and tabu search
( [84], [18], [19], [63], [49]), etc. However, most of these works take a design time approach
where design candidates are evaluated for fixed system constraints and conditions. As such,
dynamic behavior in the application, architecture or environment is not being considered at
all, or the proposed design candidate is not optimized to deal with such dynamic behavior.
In general it is hard to perform accurate design space exploration at design time for systems
that are capable to dynamically adapt to changing conditions. For dynamically reconfig-
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urable systems that contain both general purpose processing cores as well as (dedicated)
hardware IP blocks, HW/SW partitioning decisions are typically considered together with
task-mapping (the task is either mapped to a GPP or to hardware). Therefore, task mapping
is one of the most important design parameters and one that has to dynamically take into ac-
count system conditions at run-time. Such efforts have been reported in [96, 58, 71, 45, 30].

One possible disadvantage that the previously mentioned works have in common is that
they have been developed for a particular context and solve specific DSE problems. In other
words, they have not been developed for use in a generic modeling and simulation framework
for targeting a wide range of design problems. This typically makes it harder to reuse imple-
mentations of each of the proposed methods and greatly complicates comparisons between
approaches. For example, the CBH heuristic was based on [45] and we previously used the
Interval Based Heuristic ([88]) based on [30]). In each case we had to re-implement and
modify these heuristics. Once such methods (together with many others) have been made
available in a generic framework, then such efforts can be minimized and recurring compar-
ison experiments can be done routinely for each new contribution (e.g. a competing method
or a different DSE problem). Contributions that were performed inside a framework can be
found in [75, 44, 85] and [83]. However, these works again are mostly using the design-
time approach. Exceptions are [118] and [76] where a design time exploration is combined
with runtime management to make a trade-off between fast exploration (at design time) and
accuracy (run-time).

An related work that considers both design-time and run-time optimization of task map-
ping onto partially dynamic reconfigurable architectures is in [11]. Formal definitions of
the mapping problem are given, a run-time mapping optimization based on Boolean satis-
fiability (which makes use of configuration reuse) is proposed and shown to benefit several
media-related applications. Evaluations are performed on a NoC-based platform architec-
ture which has a number of partial reconfiguration slots that is fixed at design time. We note
that we also fix the number of CCUs in our simulation model, although we could choose a
higher number, without reaching the practical limits that are inherent on the actual hardware
(thus enabling speculative modeling).

We conclude that there is still a great need for more research and development into
standardized simulation and modeling infrastructures that operate at the abstract system-
level and support both design time as well as run-time modeling and optimization. The
rSesame framework that was the result of the efforts reported in this chapter is an initial step
in that direction.

6.7 Conclusion

In this chapter we introduced Sesame model components and techniques to model a recently
emerging type of system that uses partially dynamic reconfiguration (typically implemented
using FPGA technology). We have shown that such systems have some different modeling
requirements, for which Sesame can be adapted. A model based on the Molen reconfigurable
platform has been presented, as this was our initial modeling target. However, we empha-



116 CHAPTER 6. MODELING DYNAMICALLY RECONFIGURABLE SYSTEMS

size that the components and techniques in this chapter can be applied to a wider range of
reconfigurable systems. Moreover, now that these techniques have been developed, model-
ing variants of such systems is relatively easy. The case studies show what kind of results
can be obtained using the Sesame model. The first case study simply evaluated a few simple
architectural parameters, but the second case study showed that more advanced components
can be modeled, which in our case for example, incorporate advanced dynamic mapping
heuristics. The feedback provided by such models allows a designer to evaluate different
design options in the very early stages of system design. This is also the purpose of the pre-
sented Molen model, which is able to model both the current Molen platform architecture,
as well as possible future extensions.

We remark that the Molen platform presented here has not yet been validated against the
real system; instead we used very rough latency estimates for the purpose of demonstration.
A non-validated model can still be useful to a designer, for example to answer speculative
“what-if” design questions that require relative comparison of design candidates. For exam-
ple, a designer may want to know if it is worth to optimize a certain HW implementation of
a task, given that implementing a high quality HW-IP typically represent a significant design
effort. The model may show no significant benefit of the optimization if other bottlenecks
are present in the system. Depending on the result, the designer can decide to forfeit the op-
timization effort, or to spend it on the newly identified bottleneck. Another such speculative
question we saw in the second case study: where the effect of different mapping heuristics
was considered for FPGAs with varying resource constraints. In the end, it depends on the
system designer’s interpretation and requirements whether the measured differences between
the various heuristic methods is significant. In order for the Molen model to produce accu-
rate absolute performance numbers, it should first be calibrated (possibly using techniques
presented in Chapter 4). Then in a second step it needs to be validated against a real Molen
implementation; possibly the calibration step has to be repeated until the required accuracy
is reached. Note that such a validation step is likely to improve both absolute performance
numbers, as well as increase confidence in the model’s ability to compare designs candidates
relative to each other. The validated model can then be used to explore future extensions on
the Molen platform design.




