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Truth will sooner emerge from error than from confusion 

Francis Bacon (1620) 
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Chapter 1 
Introduction 

 

Prologue 
A well-known scientist (some say it was Bertrand Russell) once gave a public lecture on 
astronomy. He described how the earth orbits around the sun and how the sun, in turn, orbits 
around the centre of a vast collection of stars called our galaxy. At the end of the lecture, a 
little old lady at the back of the room got up and said: "What you have told us is rubbish. 
The world is really a flat plate supported on the back of a giant tortoise." The scientist gave a 
superior smile before replying, "What is the tortoise standing on?" "You're very clever, young 
man, very clever," said the old lady. "But it's turtles all the way down!" (Hawking, 1988, 
pp. 1)  
 
You, the reader, are sitting in a chair somewhere, reading this thesis, out of 
curiosity, politeness, or perhaps even boredom. You are a psychological being: 
Using standardized tests and questionnaires; psychologists can describe you 
along a variety of dimensions and scales. Cognitive scientists can estimate how 
many random digits you can retain in your working memory (Unsworth & 
Engle, 2007), the speed at which you can mentally rotate three-dimensional 
objects (Borst, Kievit, Thompson, & Kosslyn, 2011), how much your 
performance on a task slows down after making an error (Dutilh et al., 2012) 
and estimate your general intelligence, known to predict life expectancy, 
expected income and work performance across decades (e.g., Gottfredson & 
Deary, 2004). Studying changes in psychological states, it is possible to 
represent your emotional wellbeing as a dynamic network and, thereby, predict 
what constellation of psychological symptoms make you vulnerable, or resilient, 
to adverse emotional states such as depression (Bringmann et al., 2013). In 
short, you are a psychological entity, one that can be described, measured, 
quantified, and compared to other individuals and yourself over time, along 
many dimensions that together form an incomplete and imperfect, yet 
predictive and informative, picture of you. 

Yet at the same time you are a biological entity. You have 
approximately 1100 grams of brain tissue (Allen, Damasio, & Grabowski, 
2002), consisting of 86 billion neurons (Azevedo et al., 2009) interconnected by 
approximately 3 kilometres of axons per cubic millimetre (Braitenberg & Schuz, 
1998) interacting through electrical impulses and neurotransmitters in such a 
frenzy that, despite representing only 2% of body weight, the brain is 
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responsible for 25% of the metabolic requirements of the entire body (Mink, 
Blumenschine, & Adams, 1981). We can measure how much grey matter you 
have in various brain regions, map how white matter tracts connect various 
regions of your brain, quantify how cortical subsystems in your brain 
synchronize their activity over time, and measure localized changes in 
neurotransmitter levels. In short, you are also a biological entity, made of 
billions of continuously interacting cells. 
 One of the biggest scientific challenges of our time is that both these 
descriptions are in some sense true. Yet at the same time they seem to be, in 
many ways, irreconcilably different. This raises important questions: Do the 
psychological processes, states and traits ‘exist’ in the same way at lower 
(biological) levels, and are brain scanners able to identify these same properties? 
Or are the biological and the psychological fundamentally different levels of 
explanation, that each requires a different set of ontological and epistemological 
tools? The question of how to relate the different explanatory levels is known 
as the reduction problem, and it will figure centrally in this thesis. 

The reduction problem 
The reduction problem is concerned with the question of how different 
explanatory levels in science are connected. One influential proposal has been 
sketched by Oppenheim and Putnam (1958), based on ‘the working hypothesis 
of unity of science’. In this perspective, sketched in Figure 1.1, science consists 
of a hierarchy of explanatory levels that range from those concerned with the 
‘large’, or ‘high’ (e.g. social groups) to the ‘small’, or ‘low’ (e.g. atoms or 
subatomic particles). As entities at a higher level can be said to consist of (be 
made of) elements at the lower level, science consists of basic, physical building 
blocks that aggregate to form the hierarchy of sciences. This offers a simplified 
perspective on the (natural) sciences as running from the highest level of 
abstraction all the way down to the fundamental physical building blocks of the 
universe. For instance, sociology considers how people interact in groups, 
psychologists study the mental workings of people, neuroscientists study the 
brains of those people, the building blocks of the brain are complex 
instantiations of biochemistry, and so on, all the way down to the fundamental 
building blocks of (sub)atomic physics.  
 

 
 
 
 
 

Figure 1.1. The unity of science according to Oppenheim and Putnam (1958). 
Nagel proposed the development of bridge laws that would translate regularities 
and laws at a certain level into phenomena at lower levels. This thesis focuses on 
the relationship between psychology and biology, highlighted in red. 
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Given this layered perspective on science, the reduction problem is concerned 
with how these layers could, or should, be related. Oppenheim and Putnam 
proposed two ways to think about the unity of science. The first is an idealized, 
meta-theoretical perspective on the ultimate state of affairs in a (hypothetically) 
completed science. In this view, all scientific knowledge can be, and has been, 
unified and translated in a single framework such that any describable pattern 
found in nature can be translated to laws that operate at lower levels. The 
second perspective on the unity of science is as a description of progress in 
science, such that the unity of science ‘exists as a trend within scientific inquiry, 
whether or not unitary science is ever attained’ (Oppenheim & Putnam, p. 3). 
Oppenheim and Putnam proposed a definition for how one might view the 
reduction between levels in formal terms. They propose (1958, p. 5) that 
theories at higher explanatory levels T2 (e.g. psychology) can be reduced to 
lower order levels T1 (e.g. biology) if and only if: 
 

1) The vocabulary of T2 contains terms not in the vocabulary of T1 
2) Any observational data explainable by T2 are explainable by T1 
3) T1 is at least as well systematized as T2  
 

Ultimately, the approach by Oppenheim and Putnam left much to be desired. 
Among other challenges, the precise meaning of what would entail an 
explanation at lower levels was not cached out fully. However, their proposal 
was the inspiration for more developed reductive models such as that put forth 
by Ernest Nagel (1961). He proposed a formalization of the requirements that 
must be met in order to say that a theory at a certain level has been, or can be, 
reduced to a lower level in the hierarchy. Nagel suggested that at every 
explanatory level, we can discover regularities, or laws, which describe the 
interaction of entities at that explanatory level (e.g. brain regions interacting). 
However, as the objects at a certain level (e.g. brains) consist of objects at a 
lower level (e.g. biochemical molecules), it should be possible to discover law-
like statements that translate the regularities at one level (brain regions 
interacting) into the regularities at a lower level (properties of biochemical 
molecules). Nagel called such statements bridge laws. Ultimately, a complete 
specification of these bridge laws would allow us to do away with any 
ontological commitments other than of the units at the lowest level: The bridge 
laws would allow us to analytically translate any scientific regularity either 
‘upwards’ or ‘downwards’. Although few, if any, bridge laws have been 
developed, the sense of reductionist necessity can still found  implicitly, in many 
scientific approaches (e.g. ‘psychological processes happen in the brain, 
therefore we must be able to translate psychological theories into theories about 
the brain’). However, despite its initial appeal, these formal approaches were 
soon criticized. 
 Perhaps the most forceful criticism came in a series of papers by 
Putnam (e.g. 1967) and later Fodor (1974). The argument they developed is 
known as the multiple realizability thesis. This position states that a particular 
mental state such as ‘being in pain’ can, or could, be realized by a variety of 
physical realizations. For instance ‘being in pain’ has been suggested to be 
identical to C-fibres firing (cf. Hardcastle, 1997; Place, 1956; Smart, 1959, van 
Rysewyk, 2013). However, Putnam and Fodor argued, there is no reason why 
C-fibres are the only physical substrate that could serve this purpose: Other 
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types of neurons (e.g. in other animals such as reptiles) or even non-biological 
substrates could equally serve this function. Recent successful brainstem 
transplantations (made of silicon, not neural tissue, Hagan & Wilson, 2013) 
have allowed congenitally deaf children to hear by incorporating non-neural 
tissue. Faced with such a patient, someone defending a law-like reduction of 
‘hearing’ would either have to conclude that this patient is not ‘really’ hearing, 
or somehow incorporate a disjunction of all possible physical realizations 
(perhaps future hearing implants will be made of novel substances) into the 
law-like reduction. This has been seen as a devastating criticism of bridge-law 
like formalisms of reduction: If a mental state can be realized in a large, possibly 
infinite, disjunctive set of physical realizations, it is unclear how bridge laws (or 
any lawlike regularity) could accomplish this one-to-many mapping of the 
psychological to the physical.  
 Fodor further argued that for this and other reasons, physicalism (the 
view that the universe is ultimately made of matter, cf. Stoljar, 2009) does not 
necessarily entail reductionism. Instead, he argued for the disunity of science as a 
working hypothesis (p. 97). According to Fodor, the ontological and 
epistemological autonomy of the special sciences (e.g.; disciplines such as 
psychology, sociology and economics) is not endangered by assuming 
physicalism. This view, known as non-reductive physicalism, rapidly became 
popular among philosophers (c.f. Block, 1997). Moreover, Fodor argued that 
the question of the reduction of sciences is an empirical one, and that empirical 
evidence for reduction, especially for reduction spanning more than a single 
level, is sparse (although see Bickle, 1998, for a different perspective). This 
focus on the empirical fruits of actual reduction was echoed by Daniel Dennett 
(1995), who distinguished between reductionism in general on the one hand, 
described as sensible attempts by science to explain larger units as parts of a 
whole, and greedy reductionism on the other. Greedy reductionism occurs 
when attempts are made to reduce phenomena at higher levels to lower levels 
across ‘large gaps’, without well-established intermediate steps. He uses the 
metaphor of a crane to represent a scientific or conceptual tool to translate or 
explain findings at one level from a level ‘down’. If one argues, on the basis of a 
physicalist perspective on the hierarchy of the sciences (Figure 1) that the mind 
can (or should) be explained by physics or chemistry without establishing the 
solid intermediate steps required (cranes that can do the ‘work’), one is guilty of 
greedy reductionism. Similarly, we cannot simply proclaim that because the 
brain is necessary for psychological processes that all psychology can be 
reduced to the brain: We have to develop the scientific cranes that allow us to 
do the work of successfully reducing psychological phenomena to (increasingly) 
lower levels. Clearly, there is much disagreement concerning how to reconcile 
the premise of physicalism with observable lawlike regularities at various 
explanatory levels. Within this broader reductionist context, the relationship 
between the mind and the body, or between psychology and the brain, is 
perhaps the most contentious of all. 

The mind-body problem 
The relationship between mind and body has fascinated and troubled scientists 
and philosophers for centuries. Since its inception as a scientific discipline in 
the late 19th century, psychology has laboured to justify the reality and scientific 
relevance of its objects of study: psychological constructs and properties. The 
status of these psychological constructs has been the topic of much debate in 
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the psychological literature (e.g., Spearman’s 1927 discussions on the nature of 
intelligence). Such discussions were given renewed impetus in the latter half of 
the 20th century, when technological advances made it possible to study lower-
level (physiological) properties of individuals in tandem with hypothesized 
psychological constructs (Gazzaniga, 2004). The study of people at biological 
levels of description (e.g. the structure and activity of the brain, the influence of 
brain lesions and trauma, the role and function of genes) as it relates to 
psychological phenomena has had a profound impact on scientific psychology. 
However, despite technical advances (e.g. measuring activity of the brain during 
a task), novel paradigms (e.g. temporarily disrupting brain function with 
magnetic pulses) and a voluminous body of research (e.g. 165.000 hits in 
scholar.google.com by searching for “cognitive neuroscience”), it is not always 
clear how we should conceptualize the role of biological psychology with regard 
to the nature or existence of psychological constructs.  
 One of the most (in) famous attempts to describe the relationship 
between the mind and the body is that of dualism. Descartes (1641) concluded 
that because the mental has different properties than the physical (e.g. all 
physical things take up three-dimensional space, whereas the mental does not), 
they must be separate substances. The mental, according to this view, is a 
separate type of substance that interacts with the physical (brain) via the pineal 
gland. At the other end of the philosophical extreme, it has been argued that 
the ‘folk psychology’ we use in everyday language when speaking of beliefs, 
memories or desires do not exist, and will ultimately be replaced by the 
neurosciences. This view has been referred to as eliminative materialism (e.g. 
Churchland, 1981).  
 Between these two extremes, a variety of more sensible approaches to 
the mind-body problem have been proposed by philosophers of mind. Jaegwon 
Kim argued that the mental supervenes on the physical. The idea of 
supervenience holds that concepts at higher levels of abstraction are 
determined by their lower order constituents, such that there can only be a 
difference in the higher construct (e.g. ‘your IQ is higher than mine’) if there is 
also a difference in the brain states (‘your brain properties differ from mine’). I 
will return to this position in detail in chapter two. Another theory is that of 
emergence, which holds that properties at higher levels of abstraction arise, or 
occur, because of the complex conjunction of lower features. For instance, a 
general cognitive property such as ‘intelligence’ does not exist at the level of 
individual neurons: it is only when billions of neurons interact that intelligence 
or intelligent behaviour) emerges1. The relevance of emergence for cognitive 
neuroscience is clear: Can psychological processes be understood by studying 
the building blocks of the brain (e.g. neurons, glia cells and neurotransmitters) 
in isolation, or do the properties of interest (consciousness, intention, being in 
pain) only emerge when the lower properties aggregate in the appropriate 
manner? A final perspective we consider here is identity theory. In identity 
theory, a psychological state is identical to its neurological realization. 
Interpretations range from strict forms such as type-type identity theory, in 
which a type of neural activity (e.g. ‘c-fibres firing’) is identical to a type of 
psychological state (e.g. ‘being in pain’). Less stringent interpretations hold that 
a given psychological state at a certain time is identical to a neural realization at 

                                                           
1Or in the words of Daniel Dennett (2005, p. 2): ‘not a single one of the cells that 
compose you knows who you are, or cares.’ 
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that moment (token-token identity theory), but that there need not be a 
particular regularity in the neural realization (i.e. it can be different across 
occasions for the same mental state). A more pragmatic conceptualization, 
Heuristic identity theory, (e.g. McCauley & Bechtel, 2001) suggests that 
assuming an identity theoretical relationship between brain and mind is the best 
way to make empirical progress in relating brain to mind. We return to various 
forms of identity theory in chapters two, three, four and six.  

The dangers of greedy (neuro)reductionism 
Far from being purely philosophical deliberation, understanding the 
relationship between psychology and the brain has direct consequences for 
society (Miller, 2010). One widely prevalent assumption is the view that the 
neural level is, in some sense, more tangible, and therefore more real. This 
point of view has been described as ‘neurorealism’. For instance, Racine, Bar-
Ilan and Illes (2005) examined the increased incidence of fMRI-related news, 
and the often uncritical reporting of neuroscientific findings. They describe the 
pitfalls of neurorealism, which according to the authors “can make a 
phenomenon uncritically real, objective or effective in the eyes of the public” 
(p. 160). They illustrate this tendency by citing examples from popular press 
such as “Fat really does bring pleasure” and “A relatively new form of brain 
imaging provides visual proof that acupuncture alleviates pain” (p. 160). An 
NIMH report offered the following description of schizophrenia ‘Mental 
illnesses are real, diagnosable, treatable brain disorders.’’ (NIMH; Hyman, 1998, 
p. 38, cited in Miller, 2010) and a majority of people, when interviewed, thought 
of Major Depression as ‘a chemical imbalance’ (80%) and ‘a neurobiological 
problem’ (67%) (Pescosolido et al., 2010). Of course, this position is not 
necessarily wrong; what matters is that the conception we have of the role of 
biological psychology is sensible, and based on data or sound theory. As 
Pescosolido and colleagues argue (citing work by Hinshaw, 2006); “Public 
attitudes matter. They fuel “the myth that mental illness is lifelong, hopeless, 
and deserving of revulsion” (p. 1324).  

Although these types of views are most common in popular reporting, 
a very similar heuristic also appears in scientific writing. For instance, consider 
the following descriptions (all italics added) of the role of biological psychology 
with respect to psychological constructs such as personality; “Temperaments 
are often regarded as biologically based psychological tendencies with intrinsic 
paths of development. It is argued that this definition applies to the personality 
traits of the five factor model”, (McCrae et al., 2000, p. 173); general 
intelligence, ‘This evidence of biological correlates of g supports the theory that 
g is not a methodological artefact but is, indeed, a fact of nature.” (Jensen, 
1986, p. 301) and “Ultimate understanding of g must come from the most 
profound and detailed direct study of the human brain in its purely physical and 
chemical aspects” (Spearman, 1927, p. 403); and psychopathological disorders 
such as schizophrenia, ‘One goal of psychophysiological research has been to 
anchor both diagnosis and symptoms in biological reality’ (Ford, 1999, p. 667). 
Misinterpreting findings from biological psychology can have adverse 
consequences. For instance, in India in 2008, a man was convicted on the basis 
of an EEG-based lie detector (Deceiving The Law, 2008) despite various 
methodological concerns about neuroimaging-based lie-detection (e.g. Ganis et 
al., 2011). In Italy, a man convicted of murder had his sentence reduced by 18 
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months because the defence argued successfully he had ‘the aggression gene’ 
(Feresin, 2009).  

Clearly, a coherent and defensible view on the relationship between 
mind and brain is not a purely academic exercise. Giving ontological 
precedence to the biological level of explanation, without establishing a 
coherent framework of reduction, is a clear case of greedy reductionism, and 
can have considerable adverse consequences, not just within science but also in 
society. For this reason, we require a framework that properly integrates the 
biological with the psychological. Such an approach would have to integrate 
both levels of explanation, and navigate between the largely unsuccessful 
extremes of unjustified ‘neurorealism’ and the denial of the relevance of 
biological explanations in understanding psychology. In the next section I 
outline such a framework. 

A psychometric approach to the reduction problem 
As is clear from the above, how to appropriately conceptualize the relationship 
between explanatory levels in science is far from a settled matter. Nowhere is 
this question more pressing than when attempting to relate brain to mind: It is 
this connection that attempts to bridge the seemingly irreconcilable domains of 
our subjective, first-person perspectives on the world with the billions of firing 
of neurons and exchanging of neurotransmitters. The fierceness of the debate 
has led to the unpalatable extremes of either denying that psychological states 
exist (e.g. Churchland, 1981) or that the findings of neuroscience are irrelevant 
to psychology (e.g. Fodor, 1999). Neither of these extremes has been well 
supported by empirical progress. In this thesis I will aim to address this 
question in a novel way. Drawing on philosophy of mind, theories of 
reductionism and measurement theory, I will propose that the reduction 
problem is, at least in part, a measurement problem. That is, to accurately 
capture the relationship between the brain and the mind, we must get a grip on 
what it is we are measuring at each explanatory level, and how we can, and 
should, relate neural measurements of the brain to the behavioural 
measurements of psychology. As such, the development and application of 
theoretically guided statistical models are essential in the attempts to tackle this 
problem.  
 To do so, we will focus mostly on latent variable models. Latent 
variable models are models that relate observable measurements (e.g. reaction 
time measurements, the strength of the signal at a certain point in the brain, or 
the number of items made correctly) to the hypothesized underlying constructs 
that either cause (Borsboom, Mellenbergh, & Van Heerden 2003) or summarize 
(Edwards & Bagozzi, 1991) the observable measurements into latent variables. 
For our purpose, this means we conceptualize the psychological variable of 
interest (e.g. intelligence, or working memory capacity), as a latent variable, and 
attempt to best model the relationship of this latent variable to the observable 
measurements from both (neural and behavioural) domains. In doing so, we 
achieve several goals. Firstly, the two domains of brain and behavioural 
measurements are put, a priori, on equal footing, avoiding assumptions that 
unnecessarily constrain the outcomes of inquiry. Secondly, by graphically 
representing hypotheses, implicit causal assumptions become explicit, 
facilitating scientific debate. Thirdly, the merits of neural versus psychological 
measurements become purely empirical matters: Their performance (in a 
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statistical sense) can be directly compared, and evidence for or against theories 
quantified.  

Overview 
In this thesis, I approach the reduction problem in a novel way, focusing on the 
use of statistical models to relate properties of the brain to psychological 
properties. In chapter two, I examine the nature of reductionism in cognitive 
neuroscience. I reframe the reduction problem as a measurement problem, 
arguing that the statistical relationships between the measurements of the neural 
and psychological domains inform us about the defensibility of theories 
concerning the mind-body problem. As such, attempting to understand the 
mind-body problem should be, at least in part, based on empirical data. We take 
two influential theories from philosophy of mind, identity theory and 
supervenience, and translate them into psychometric (structural equation) 
models. These two models, a unidimensional reflective measurement model and 
a formative MIMIC model, capture the core theoretical predictions that 
implicitly flow from these two influential theories. Within the framework of 
structural equation modelling, these two models can then be empirically tested, 
and the relative evidence for each model for a given certain dataset compared. 
We compare these models for two datasets, one on intelligence and brain size, 
and one on personality and localized grey matter density. For both datasets, the 
formative (MIMIC) model that represents the theory of supervenience better 
fits the data. We discuss the implications and show that these results converge 
with recent progress in research on the cognitive neuroscience of emotions. 
 In chapter 3, I discuss a range of commentaries by scholars from 
various fields concerning the theoretical framework developed in chapter two. 
These commentaries focused on, among other things, the mechanistic 
interpretation of explanatory models, the notion of causality when relating brain 
to mind, the differences between psychology and naturalistic behaviours and 
the distinction between data and phenomena. In tackling these challenges, I 
further develop the framework in chapter 2 along several lines. First, I argue 
that well-developed measurement models are the best way to achieve the 
ultimate goal of cognitive neuroscience: A better understanding of the neural 
mechanisms underlying psychological processes. Secondly, I argue that the 
justification of choosing the brain as the preferred explanatory level for the 
mind cannot be based solely on the fact that the brain is physical, but must be 
based on other criteria such as explanatory coherence, predictive ability or 
mechanistic insight. Thirdly, I show how behaviour can be integrated in a 
hierarchical version of a MIMIC model, connecting behaviour, psychology and 
the brain. Finally, I briefly address the psychometric predictions that flow from 
additional candidate theories from philosophy of mind, such as emergence. 
 In chapter 4, I extend the basic tenets of the Structural Equation 
Modelling approach from chapter 2, and focus solely on the relationship 
between intelligence and the brain. There are several reasons for the prominent 
role of intelligence in this thesis (it is empirically addressed in chapters 2, 3, 4 
and 7, mentioned as an important example in chapter five). Intelligence has 
been of central interest in psychology for well over a century, resulting in many 
interesting findings. For instance, performance on a variety of general ability 
tasks tends to covary positively (i.e. the positive manifold, Carroll, 1993); IQ 
test scores have increased steadily over generations in the 20th century (i.e. the 
Flynn effect, Flynn, 1987); intelligence is related to various aspects of socio-
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economic status such as income, education and health (e.g. Gottfredson & 
Deary, 2004), and intelligence is related to various lower cognitive phenomena 
such as reaction time variability and perceptual speed (e.g. Jensen, 2006). Yet 
despite its predictive value, debates concerning the proper understanding of 
what intelligence is and how it should be measured continue to this day. These 
debates concern the change in IQ over time (Flynn, 1987), the interpretation of 
latent variables (Kan, Kievit, Dolan, & Van der Maas, 2011), the role of 
dynamic models (Van der Maas et al, 2006), the change in factor structure 
across the range of ability (Molenaar, Dolan, Wicherts, & Van der Maas, 2010) 
and many other topics. In addition to the statistical and conceptual debates 
regarding the nature of intelligence, cognitive neuroscientists have studied 
various ‘biological correlates’ of intelligence. These include brain size 
(McDaniel, 2005), white matter connectivity and grey matter density (Jensen & 
Sinha, 1993), lesion studies (Woolgar et al., 2010), brain activity during complex 
fluid reasoning tasks associated with intelligence (Gray, Chabris, & Braver, 
2003) and the estimation of similarity in intelligence scores between 
monozygotic twins and dizygotic twins (cf. Deary, Penke, & Johnson, 2010). 
Some have proposed we should search for a ‘neuro g’, (Haier et al., 2009), a 
neurological correlate that would be, or fully capture, intelligence. Yet, despite 
many studies, the relationship between intelligence and the various proposed 
‘neural correlates’ remains unclear. In chapter four, I represent various 
competing hypotheses concerning the relationship between g and the brain as 
statistical models, in order to empirically compare theoretical accounts. As in 
chapter two, I find that a formative model, within which a disjunctive sum of 
brain properties together (partially) determines general intelligence, best 
represents the data.  

The first chapters were concerned with how to best statistically relate 
brain measurements to psychological measurements, in an attempt to relate two 
explanatory levels. In chapter 5, I take a broader look at issues that can arise 
when making inferences that cross explanatory levels. Specifically, I examine 
the example of Simpson’s Paradox (Simpson, 1951). Simpson’s Paradox occurs 
when, within the same dataset, a statistical pattern at the group level (e.g. ‘a 
positive correlation between coffee intake and neuroticism) is reversed in 
subgroups (e.g. ‘for both women and men, there is a negative correlation 
between coffee intake and neuroticism). Simpson’s paradox occurs when 
inferences are drawn that cross explanatory levels, such as from groups to 
subgroups or from subgroups to individuals over time. On the basis of 
simulations and experimental work (showing that people are not well-equipped 
to recognize the fallacy) and a review of cases of Simpson’s paradox in 
psychology and adjacent fields, I conclude that Simpson’s Paradox is, in all 
likelihood, under diagnosed in the literature. Simpson’s paradox is instrumental 
in illustrating that our intuitive inferences can easily be led astray, especially 
when attempting to relate different explanatory levels. I address this problem by 
providing a variety of solutions for preventing the occurrence of Simpson’s 
Paradox. I provide a custom-made R-package (Kievit & Epskamp, 2012, see 
Appendix B) that can automatically detect the presence of subgroups in data 
and control inference appropriately. 
 In chapter 6, I discuss a different approach to integrate behaviour and 
the brain: The study of representational geometry. In the framework of 
representational geometry, a neural or psychological representation can be 
considered as a point in a high-dimensional space. This space can be defined 
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either in terms of inherent properties of the measurement (e.g. the number of 
voxels measured, or the number of scales a person has to rate a stimulus on) or 
inferred by means of techniques such as Multi-Dimensional Scaling 
(Kriegeskorte & Mur, 2012). Within this space, stimuli can be compared and 
contrasted in terms of various metrics including (dis)similarity and multivariate 
clustering. By defining representations of stimuli in such a space, a direct 
comparison between neural and psychological representations becomes 
possible. This makes it a powerful way to relate brain to mind, by abstracting 
away from the low-level details whilst retaining relevant information. In this 
chapter, we review the basis of this technique, show how it has informed 
various cognitive domains and show how it can be used to compare individuals 
and groups. Finally, we briefly discuss how representational geometry can be 
used to test identity theory in a novel way, by abstracting away from the 
idiosyncrasies of individual brains. We show how the tools of representational 
geometry can be used to represent type-type, type-token and token-token 
identity theory in a new way, and that this representation offers a richer picture 
of identity theory than certain traditional perspectives. 

In chapter 7, I examine the relationship between brain function and 
fluid intelligence. The study of fluid intelligence can focus on two dimensions: 
Differences between people (in ability) and within people (in difficulty). Many 
papers on this topic have conflated these two dimensions, despite that fact that 
they are not necessarily related: The (neural) dimensions that differentiate 
between people of varying ability need not be similar to the neural networks 
that are differentially recruited within individuals when performing tasks of 
increasing complexity. I show how two dimensions of fluid intelligence, the 
inter-individual differentiating between people and the intra-individual 
differentiating between more or less challenging fluid intelligence tasks, can be 
simultaneously modelled using a so-called Rasch model (Rasch, 1960). By using 
both dimensions as predictors, we show that the neural networks associated 
with the two dimensions in the brain are quite distinct. However, the two 
dimensions also show partial overlap in a focal subset of regions. We introduce 
the term neural ergodicity to denote regions of the brain that show differential 
activity both as a function of individual differences and as a function of intra-
individual differences across the same dimension. In the discussion I discuss 
remaining challenges and further avenues for further statistical modelling of 
reductive theories.  
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Chapter 2 

Mind the gap: A psychometric approach to the 
reduction problem 

 
Abstract 

Cognitive neuroscience involves the simultaneous analysis of behavioural and 
neurological data. Common practice in cognitive neuroscience, however, is to limit 
analyses to the inspection of descriptive measures of association (e.g., correlation 
coefficients). This practice, often combined with little more than an implicit theoretical 
stance, fails to address the relationship between neurological and behavioural measures 
explicitly. This paper argues that the reduction problem, in essence, is a measurement 
problem. As such, it should be solved by using psychometric techniques and models. We 
show that two influential philosophical theories on this relationship, identity theory and 
supervenience theory can be easily translated into psychometric models. Upon such 
translation, they make explicit hypotheses based on sound theoretical and statistical 
foundations, which renders them empirically testable. We examine these models, show 
how they can elucidate our conceptual framework and examine how they may be used to 
study foundational questions in cognitive neuroscience. We illustrate these principles by 
applying them to the relation between personality test scores, intelligence tests and 
neurological measures.  
 
 
Published as:  
Kievit, R.A., Romeijn, J.W., Waldorp, L.J., Wicherts, J.M., Scholte, H.S., & 
Borsboom, D. (2011). Mind the gap: A psychometric approach to the reduction 
problem. Psychological Inquiry, 22, 67-87.  
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Introduction 
“There is nothing more practical than a good theory” 

(Lewin, 1951) 
 
One of the hallmark neuro-scientific findings of the 20th century is the 
discovery of the retinotopic representation of early visual areas (e.g. Hubel & 
Wiesel, 1968; Tootell, Switkes, Silverman, & Hamilton, 1988). That is to say, 
activation patterns in the occipital lobe show striking structural similarity to 
visually presented geometric patterns. Such findings, originally only possible in 
animal research, have been replicated in humans in a more indirect form. For 
instance, Miyawaki and colleagues (2008) show how basic visual stimuli 
(including letters) can be decoded from brain activity with high accuracy 
(>90%), based upon weighted linear combinations of voxel activation patterns. 
For such low-level perceptual processes, it seems plausible to consider the 
observation of activity patterns in early visual areas as a measurement of 
whatever particular stimulus is presented to a human subject. However, the 
measurement theoretical relationship is not always so clear. Consider the 
following example: you are invited to a job interview for a high-status position. 
Shortly after being seated, the interviewer takes out a tape measure and starts 
measuring your skull. Upon enquiring what is going on, the interviewer tells you 
he just “measured your intelligence”. In response to your protests that such a 
procedure can do nothing of the sort, the interviewer shows you a list of high-
profile journal articles that report a moderate but consistent correlation 
between brain volume and IQ (e.g. McDaniel, 2005; Posthuma et al., 2002). 
You may believe that such a procedure does not measure intelligence, but this 
appears to run counter to the view in cognitive neuroscience2 that physiological 
measures may serve as measures of psychological attributes. We will later return 
to the empirical formalization of this question. 
 What is the essential difference between these two situations? Both 
take information about the brain to predict a certain (psychological) property, 
and both are based on statistically significant measures of association, but at the 
same time they seem quite distinct. It seems thoroughly unclear how to resolve 
this issue. This raises two questions: How do cognitive neuroscientists actually 
represent the relationship between the two classes of measures, and what 
representation justifies the interpretation of neurological measures as 
representing psychological attributes? 

The general practice in cognitive neuroscience is to limit statistical 
analyses to the study of descriptive measures of association (e.g., correlation 
coefficients). In fact, some authors have argued that cognitive neuroscience is 
by its very nature correlational (e.g. Jung & Haier, 2007, p. 148). However, this 
leaves open important questions: What is the precise relationship between these 
two classes of measurement? Does one measured property cause the other? Or 
is it the other way around? Do the different kinds of data really represent 

                                                           
2We refer to the discipline here as cognitive neuroscience as this is the broadest and 
most common name for the concurrent study of psychological behaviour and 
physiological properties. However, we do not aim to restrict our perspective to merely 
cognitive phenomena such as attention, memory or intelligence: The issues we raise are 
equally of interest for fields such as social neuroscience or affective neuroscience. 
Wherever we state cognitive neuroscience, we mean to encompass such more specific 
branches. 
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measurements of the same thing? Many papers implicitly embrace one of these 
options, possibly because there simply is no “value-free” way in which to 
describe the relationship between behavioural measurements and neurological 
measurements - unless, perhaps, if one is satisfied with the conclusion that, 
“they both just happened”. Certainly it is desirable (if not tempting) to attach 
some theoretical interpretation to the established empirical relationship 
between psychological-behavioural and neurological measures. However, the 
mere inspection of correlation coefficients provides no sound basis for deciding 
between different theoretical interpretations.  

The suggestive nature of correlations between neurological and 
behavioural or psychological variables has thus led the literature to become 
densely populated with euphemisms, metaphors, and just-so stories regarding 
their precise relation. Psychological processes and mental concepts can be 
“associated with” (Mobbs, Hagan, Azim, Menon, & Reiss, 2005, p. 16502), 
“recruit” (Morris & Mason, 2009, p. 59), “located in” (Hadjikhani, Liu, Dale, 
Cavanagh, & Tootell, 1998, p. 237), “instantiated in” (Davidson, 2004, p. 222), 
“subserved by” (Luna et al., 1998, p. 40), “related to” (McGregor, 2006, p. 304), 
“generated by” (DeYoung & Gray, 2009, p. 2) “served by” (Demetriou & 
Mouyi, 2007, p. 157), “implicated in” (Grossman & Blake, 2002, p. 1167), 
“correlated with” (Canli et al., 2001, p. 33) or “caused by” (Levine, 1999, p. 
352) a dizzying array of cortical areas, process loops, frequency activation 
patterns, activation systems, structural differences and neurotransmitter levels. 
The conceptual elephant in the room is how such varied measures and concepts 
relate to each other, what they are indicators of, what the causal relationships 
between them are, and how we should structure our empirical studies so as to 
maximize the theoretical payoff of cognitive neuroscientific research. 

Conceptual problems in reductive psychological science have not gone 
unnoticed. Several researchers have taken on theoretical, statistical and scientific 
issues concerning reductionism and reductive psychological science. For 
instance, Bennett and Hacker suggested that the vocabulary employed in 
neuroscientific studies is conceptually flawed. One of the issues they raised is 
the “mereological fallacy”, or “assigning to a part what can only be assigned to 
a whole” (Bennett & Hacker, 2003, p. 68). They identified this fallacy in 
statements such as “the frontal lobe engages in executive functioning”. They 
argue that this practice is philosophically misguided, and reflects a conceptual 
problem within reductive neurological science. Ross and Spurrett (2004) argued 
that functionalist cognitive psychology requires a solid metaphysical 
underpinning of its conceptual and scientific foundations, if it is to function as 
an autonomous field of scientific inquiry. Other researchers (Fodor, 1974; Gold 
& Stoljar, 1999; Nagel, 1961) have examined the philosophical foundations of 
reductionism, and explicated the requirements necessary for reductionist claims. 
Recent efforts have examined whether the ontology of psychological categories 
is suitable for reductive analysis, and argued that an approach in terms of 
psychological primitives may be more appropriate (Barrett, 2009). Criticism of 
cognitive neuroscience has not been purely philosophical. In a controversial 
paper, Vul, Harris, Winkielman, and Pashler (2009) argued that a large number 
of claims in social neuroscience studies are overstated, and that overly liberal 
methodology has resulted in unrealistically high correlations between 
physiological and behavioural measurements (but see also associated comments 
to Vul et al., 2009). 
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These papers have focused largely on what conclusions are not 
permissible, methodologies that should not be used and philosophical claims 
that cannot be made. The aim of the current paper is to address the criticisms 
raised by the above authors by providing conceptual and statistical tools that 
may elucidate the type of claims that we can make in reductive science, and 
developing the requirements such claims should satisfy. 

Cognitive neuroscience typically attempts to establish the relationships 
between at least two distinct explanatory levels, namely the neurological and 
psychological level (Oppenheim & Putnam, 1958). As such, it has drawn much 
attention from philosophers, who have articulated and analysed many 
theoretical positions regarding the relations between the two levels of analysis 
(e.g. Churchland, 1981, 1985; Kim, 1984; Lewis, 1966; Putnam, 1973). Several 
philosophers have developed theories concerning reduction, seeking to 
integrate certain developments in, for example, molecular neuroscience (e.g., 
the ‘New Wave Reductionism’ promoted by Bickle, 1998). It would seem that if 
such positions could be translated into statistical models that are testable given 
the data that cognitive neuroscientists commonly have at their disposal, the 
theories articulated in the philosophy of mind could serve as a means to 
conceptually organize and guide the analysis of neurological and behavioural 
data. That is, if it were possible to find a statistical model representation of, say, 
the basic assumption that the property measured by means of fMRI recordings 
actually is the same as the property measured through a set of cognitive tasks or 
questionnaire items (i.e., identity theory; Lewis, 1966), then both the 
philosopher of mind and the empirical researcher in cognitive neuroscience 
would benefit: The philosopher of mind, because there would exist a means to 
empirically test theories that have hitherto been regarded as being speculative 
metaphysics at best. The empirical researcher, as this could provide statistical 
tests of interpretations of the data that go well beyond the speculative 
interpretations of correlations that currently pervade the literature. 

How could statistical models be of help to the empirical researcher in 
cognitive neuroscience? Recall that, in this area of research, one typically aims 
to build connections between measures related to behaviour, psychological 
attributes and processes on the one hand, and the (relative) activity and 
physiological characteristics of the brain on the other hand. In psychometrics, 
we can represent such diverging classes of measurement in a single 
measurement model. The central idea of this paper is that by varying the way in 
which a theoretical attribute relates to the observations, models can be built 
that allow for a more detailed investigation of the relation between neurological 
and psychological measurements than are in use to date. This paper proposes 
that modelling techniques suited to this purpose need not be developed for this 
purpose, because they already exist. These mathematically tractable models with 
known statistical properties, developed largely in the discipline of 
psychometrics, can map theoretical positions about the relationship between 
brain and behavioural measurements as developed in the philosophy of mind in 
impressive detail. We argue that the statistical formalization of theoretical 
positions is both possible and desirable and we offer the empirical and 
conceptual tools to do so. Perhaps, most importantly, such formalizations make 
clear that the reduction problem is, in essence, not just a substantive or 
philosophical problem but a standard measurement problem that can be 
attacked by using standard measurement models of psychometrics. However, 
such models have been scarcely applied in cognitive neuroscience. From this 
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perspective, therefore, it seems as if most empirical work has, instead of solving 
the measurement problem, largely circumvented it. 

The structure of this paper is as follows. We first define the two 
classes of measurement under study. Subsequently, we examine two important 
theories from the philosophy of mind literature that explicitly treat the 
relationship between these higher and lower order properties, namely identity 
theory and supervenience theory. In addition, we introduce two psychometric 
models that may be used to represent these theoretical positions. Finally, we 
illustrate these ideas by applying both models to datasets examining the 
relationship between a personality dimension and intelligence on the one hand 
to physiological properties of the brain on the other hand. 

Two types of data 
In the models we discuss below, we distinguish between the two classes of data 
that feature in most cognitive neuroscientific studies. First, we refer to data that 
pertain to psychological attributes or mental processes as P-indicators. These 
include psychological measurements, such as “solving puzzle x”, “choosing 
answer c” or “the number of objects retained in working memory”. Second, we 
refer to data that pertain to neurological processes or characteristics as N-
indicators. These may include data such as electrical measures of cortical 
activity (EEG), speed of processing measurements, blood oxygenation level-
dependent (BOLD)-signals, as well as physiological indicators such as grey 
matter density, brain volume, or neurotransmitter levels. The psychological 
indicators are indexed to denote either different questions on a test (P1 is one 
question, P2 another) or different types of measurement (P1 is an IQ-score, P2 
a reaction time). Neurological indicators are indexed to denote, for example, 
different regions of the brain (e.g. N1 is a BOLD measurement of the posterior 
parietal cortex, N2 of the amygdala), or different types of physiological 
variables of the same region (N1 is grey matter density, N2 is mean activity).  

For example, in a cognitive neuroscientific study of empathy, 
psychological measurements of empathy could include P-indicators such as 
questionnaires, self-reports or behavioural assessments. In contrast, 
neurological measurements would include N-indicators such as the level of 
BOLD-activation in certain cortical regions in response to seeing another 
person suffer (see Decety and Jackson, 2004, for a review of the neurological 
study of empathy). It is clear that these two classes of data are qualitatively 
distinct (see also Barrett, 2009). Therefore, researchers require a conceptual 
foundation that informs data analytic techniques that can be used to test 
hypothesized relationships between two such sets of data. Two theories in the 
philosophy of mind provide a conceptualization of the relation between 
psychological and neurological properties: identity theory and supervenience 
theory. Identity theory states that psychological and neurological variables 
depend on the same underlying attribute, while supervenience theory states that 
neurological variables determine the psychological attributes. These theories are 
discussed briefly. 

Philosophy of mind 
Identity theory 
The thesis of identity theory was proposed in several forms throughout the 
latter half of the 20th century. It has its roots in seminal papers such as those of 
Place (1956) and Smart (1959). In its most commonly accepted interpretation, 
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as described in Lewis (1966), identity theory holds that psychological processes 
and attributes are identical to their neurological realizations.  

The attractiveness of identity theory lies in the relatively non-
problematic assignment of causal powers to mental events. Because a mental 
event or state is identical to a (particular) neural realization at any given time, it 
has the same causal powers as the neurological state that it is identical to. This 
implies that in a cognitive neuroscientific study of a particular psychological 
attribute, one is essentially measuring the same attribute using two different 
measurements. The P and N indicators therefore have a common referent. This 
conceptualization paints a thoroughly realist picture of psychological attributes, 
in which the reality of these attributes is grounded in their physical realization.  

Supervenience 
Supervenience provides an alternative way of conceptualizing the relation 
between psychological and neurological measurements. Different 
interpretations of supervenience have been formulated in relation to a wide 
range of philosophical topics (Collier, 1988; Hare, 1952; Horgan, 1993). 
Historically, the concept arose from attempts to ground the properties of 
higher-level concepts such as beauty, morality and consciousness in their lower 
order realizations. The definition of supervenience is as follows: A property X 
can be said to supervene on lower order properties Y if there cannot be X-
differences without Y differences. Thus, the presence of Y-differences is a necessary 
(but insufficient) condition for the presence of X-differences. This relation of 
necessity is a sufficient condition for calling the relation one of supervenience. 
Consider, for example, the attribute of being morally good. Under 
supervenience theory, two people cannot differ in terms of morality (X) 
without being different on lower order Y attributes (e.g., behavioural attributes; 
not stealing, cheating, donating money to charity etc.). Equivalently, if there are 
no differences in the lower order attributes (Y, or behavioural attributes) then 
there are necessarily no differences in the higher order attribute (X, or 
morality). This is the sense in which morality supervenes on its lower order 
attributes. Properties such as morality and beauty are “along for the ride”, so to 
speak: they supervene on lower order properties that do not necessarily share all the 
characteristics that relate to the supervenient property. The atoms that make up 
the Mona Lisa are not beautiful, and neurons are not neurotic: such higher 
order properties supervene on the lower order properties in a causally asymmetric 
manner.  

The philosophical details of supervenience are still the subject of 
debate. Its most vocal advocate in the realm of psychology has been Jaegwon 
Kim. His supervenience perspective on psychology (Kim, 1982, 1984, 1985) 
defines psychological attributes as supervenient on neurological realizations. 
That is, psychological attributes are completely determined by, or realized in, 
their neurological constituents. Various forms of supervenience exist, varying in 
terms of modal strength and necessity (e.g. Horgan, 1993; Howell, 2009). 
Although these are of interest in and of themselves, a comprehensive 
discussion would lead us too far astray from our current aim. For sake of 
parsimony, we will adopt Kim’s more traditional definition of strong 
supervenience3. Kim defines the supervenient status of higher and lower level 
properties A and B’s, respectively, as follows: “Necessarily, for any x and y, if x 
and y share all properties in B, then x and y share all properties in A – that is, 
                                                           
3A similar position can be found in Davidson (1980, p. 111). 
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indiscernibility in B entails indiscernibility in A” (Kim, 1987, p. 315). The 
relationship of supervenience is asymmetric, as neurological states or structures 
can differ while the higher order property remains the same (because lower 
order differences are necessary, but not sufficient, for higher order differences).  

This implies that supervenience allows for multiple realizability 
(Putnam, 1980); several different combinations of N-realizations may lead to 
the same (value of the) psychological attribute. Because of this asymmetry, 
authors such as Kim give causal priority to the lower order realizations: the 
neurological indicators are considered to determine the causal properties of the 
system completely. Supervenience is consistent with a many-to-one mapping of 
the lower to the higher order properties, but not with an isomorphism (which 
would hold if all relations between instances of the lower order terms are 
preserved in the higher order relations), and therefore precludes identity.  

To illustrate this, consider the following transaction. If John gives Jane 
five dollars (higher order process) then that means that John has either given 
Jane a five-dollar bill, has handed her the equivalent sum in coins, or has 
electronically transferred five dollars to Jane’s bank account, etc. (lower order 
processes). Thus, the entire class of these lower order processes maps onto the 
same higher order process. If we know that John gave Jane five dollars, we can 
therefore infer that he performed one of the actions in the corresponding lower 
order class. However, we cannot determine which of these actions he 
performed (no isomorphism). It is evident that an identity theory perspective 
on such a monetary transaction will fail: John giving Jane five dollars cannot 
simultaneously be identical to writing a cheque and to handing over a five dollar 
bill. We now show how such restrictions and theoretical considerations can be 
translated to and mapped on psychometric models. To do so, we must first 
examine the basic properties of the models that we shall consider. 

Psychometrics 
Psychometrics is concerned with the theoretical and technical development of 
measurement procedures and statistical inference techniques. One of the 
techniques, developed in tandem with psychometric theory, is structural 
equation modelling (SEM). SEM consists of both a graphical and a (equivalent) 
linear mathematical representation of the hypothesized causal directions and 
statistical associations between measured and latent variables. Such 
representations imply a specific covariance structure, which may be tested given 
appropriate data. Specifically, one can evaluate whether the observed covariance 
matrix is consistent with the covariance structure associated with the specified 
linear relationships. For a thorough introduction to structural equation 
modelling with latent variables, see Bollen (1989).  

In SEM, there are two broad classes of model specification that we 
consider in detail, namely formative and reflective models (Bagozzi, 2007; Bollen & 
Lennox, 1991; Edwards & Bagozzi, 2000). Both classes model relationships 
between observed variables and latent variables. Here “observed variables” 
refer to the variables as they appear in a data file, and “latent variables” refer to 
variables that are not directly observable, so that their values can only be 
estimated indirectly (Bollen, 2002; Borsboom, 2008). Many of the properties 
central in psychological science (e.g., intelligence, personality, working memory 
capacity) cannot be determined with certainty from the data, and are therefore 
properly conceived of as latent variables.  

Formative and reflective models provide two ways of connecting a 
theoretical attribute, as targeted by a measurement procedure, to the 
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observations. We discuss the conceptual difference between these two models 
in relation to the distinction between identity theory and supervenience theory. 
We present the models using standard SEM notation (Jöreskog & Sörbom, 
1996). As mentioned, SEM permits the specification of linear relations between 
the observed and latent variables as implied by theoretical considerations, and 
the evaluation of the degree to which the observed covariance structure is 
consistent with that implied by the theoretical relations. The models can either 
allow for tentative confirmation, in the sense that they fit the data, or rejection, 
in the sense that they can be overspecified or display poor fit. Thus, these 
models are amenable to empirical tests. 

Reflective models 
The most common measurement model in psychology is called the reflective 
model. Instances of this class of model include Item Response Theory models 
(Embretson & Reise, 2000) such as the models of Rasch (1960) and Birnbaum 
(1968), and, most relevant to the present paper, the linear factor model (Lawley 
& Maxwell, 1963; Jöreskog, 1971; Mellenbergh, 1994). In reflective models, 
latent variables are seen as the underlying cause of variability on the measurable 
indicators (Bollen, 2002; Bollen & Lennox, 1991; Borsboom, Mellenbergh, & 
Van Heerden, 2003; Edwards & Bagozzi, 2000). In other words, the 
hypothesized causal direction runs from the latent attribute to the measurable 
indicators. The various measurable indicators are seen as reflecting the underlying 
attributes. Perhaps the most common example of a reflectively measured 
attribute is intelligence. The conceptualization of intelligence posits a factor g 
that refers to the common cause of variability on intelligence test questions or 
subtests (Glymour, 1998; Jensen, 1998). A reflective model of g is given in 
Figure 2.1, and captured by the following equation:  
 

ݔ ൌ ߟߣ   ߝ
Where X are the observed variables, Ȝ represents the factor loadings, Ș the 
latent variable (in this case g) and İ the error terms. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 Figure 2.1. A reflective model of g. The latent 

attribute g is the underlying cause of the variability in 
the measured indicators. 
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In Figure 2.1, three indicators (for example IQ-test items or subtest scores) are 
conceptualized as measurements of a single underlying attribute (this is a 
simple, non-hierarchical model of g, chosen for illustrative purposes). Indicators 
of a reflectively measured latent variable should (after appropriate recoding) 
inter-correlate positively, capture the range of effects the latent variable can 
have, and be acceptably reliable (i.e., be characterized by acceptable levels of 
measurement error). In addition, in correctly specified reflective models, latent 
variables should be referentially stable. That is to say that the addition or 
deletion of an indicator may alter the accuracy by which the attribute is 
measured, but not the nature of the attribute (latent variable) itself. With regard 
to the measurement of g, Spearman called this characteristic indifference of the 
indicators (Spearman, 1927, p. 197-198, as cited in Jensen, 1998). Thus, the 
indicators are exchangeable in the sense that an exchange possibly affects 
measurement properties such as precision, but not the meaning of the attribute 
of interest. In a reflective model, observables are indicators of a common 
theoretical attribute, in the same way that a set of differently constructed 
thermometers are indicators of a common attribute, namely temperature. 
 Thus, it is assumed that the indicators measure the same thing. This 
implies that the latent variable or attributes exists independently of the model 
specification, at least with respect to the particular items used to measure it 
(Borsboom, Mellenbergh, & van Heerden, 2003). Of course, positing a 
reflective model does not guarantee the existence of purported latent variables: 
rather, the adoption of such a model generally carries with it a non-trivial 
ontological stance with regards to the latent variable.  

Formative models 
Formative models express 
the relationship between 
theoretical attributes and 
observations in terms of a 
regression function in 
which the theoretical 
attribute features as the 
dependent variable, and the 
observed variables as 
predictors. This is 
compatible with a 
conceptualization of the 
theoretical attribute (latent 
variable) as being in some 
way causally dependent on 
its indicators.  
 A common 
example of a formatively 
measured latent variable is 
socio-economic status 
(SES), where the SES-score 
for a given person is 
conceived of as a weighted 
sum score of the measured 

Figure 2.2. A formative model of socioeconomic status 
(SES). The attribute, SES, is determined by the 
measured indicators. X=observed variable; Ʀ =residual 
term; formative weights denoted by ƣ. 
 



20 Turtles all the way down?
 
variables, such as income and education level (Howell, Breivik, & Wilcox, 2007; 
Knesebeck, Lüschen, Cockerham, & Siegrist, 2003). Figure 2.2 depicts a path 
diagram of the formative model of SES that is captured by the following 
equation: 

ߟ ൌߛݔ  ߞ


 

With Ș representing the latent variable as the sum of the observed variables x 
weighted by Ȗ, with the disturbance, or error, term ȗ. The three X indicators 
each contribute, with a certain weight, to the score of the attribute SES. The 
X’s in this example could be income, education, or other variables deemed 
relevant to the estimation of SES. The structure of the model is based on the 
idea that the indicators determine the latent attribute, rather than the other way 
around. With respect to SES, this seems to be a plausible model. For instance, 
you do not get a raise because your SES level goes up; rather, your SES level 
goes up because you get a raise.  

It is often argued that indicators in formative models should capture 
different aspects of the formative attribute, and should not be too strongly 
related (Bollen, 1984; Diamantopoulos & Siguaw, 2006). The latent attribute in 
such a model is represented as the weighted sum of different indicators that 
together predict a relevant phenomenon. An important theoretical characteristic 
of this model is that the latent attribute is defined by the choice of predictors. 
Thus, in contrast to the reflective model, a change of predictors implies a 
change in the nature of the attribute. In addition, in many circumstances the 
theoretical attribute is referentially unstable because the weights of the 
connections between the observations and latent variable are usually 
constructed to maximize the prediction of external criteria. That is to say, the 
value of the latent variable for a given person may change from one study to 
the next, if the predicted criterion changes (Bollen, 2002, 2007; Burt, 1976; 
Howell et al., 2007).  

Empirical testability of models 
A crucial property of formative and reflective models is that they are testable, 
that is, they can be empirically corroborated or refuted, because the models 
impose restrictions on the joint probability distribution of the observations. 
Therefore, the support for a given specification of the underlying structure can 
be assessed by means of standard statistical tests and model fitting methods. 
Many fit indices have been developed for the evaluation of the fit of SEM 
models (Hu & Bentler, 1999; Schermelleh-Engel, Moosbrugger, & Müller, 
2003). Generally, fit indices are based on the discrepancy between the 
covariance structure implied by the specified model and the covariance 
structure, as observed in the data.  

Commonly used fit-indices are the Chi-square for goodness-of-fit test, 
the Root Mean Square Error of Approximation (RMSEA) and the Comparative 
Fit Index (CFI). See Hu and Bentler (1999) and Schermelleh-Engel and 
colleagues (2003) for discussions of cut-off criteria for various fit indices for 
varying sample sizes and model complexity. A discussion of the details of 
model selection is beyond the scope of this paper. The main point is that such 
models can be fitted to empirical data and that this yields well-developed 
quantifications of the adequacy of the model. For detailed considerations of 
model specification and fitting procedures, an extensive and active area of 
psychometric literature focuses on the optimal manner in which to examine 



Psychometric approaches to the reduction problem 21 
 
model fit and model selection (Howell, Breivik, & Wilcox, 2007; Jarvis, 
Mackenzie, & Podsakoff, 2003; Myung & Pitt, 1997; Pitt, Myung, & Zhang, 
2002, Waldorp, Grasman, & Huizenga, 2006), parameter estimation 
(Diamantopoulos & Siguaw, 2006; Myung, 2006), stability over time (Hamaker, 
Nesselroade, & Molenaar, 2007; Van Buuren, 1997) and issues such as 
interpretational confounding (Bollen, 2007; Howell et al., 2007). Given that we 
have many tools to determine the (relative) adequacy of our specified models, 
we now turn to the more relevant issue of how the theoretical positions 
discussed earlier may be mapped onto reflective and formative models. 

Mapping of psychometrics on theory of mind 
We first examine identity theory, which holds that, at any given time, 
psychological and neurological properties of measurements reflect the same 
attribute. This implies that both P and N indicators have a common underlying 
cause, namely the true state of the latent variable. This is consistent with the 
reflective model, because that model views variability of the underlying attribute 
as the cause of variability in both P- and N-indicator values4. 
 Therefore, when measuring brain activity and psychological 
behaviours related to a particular phenomenon such as intelligence, one is 
essentially measuring the same thing. Figure 2.3 shows how variation in the latent 
attribute (for example a subject’s level of intelligence, or g) is the common cause 
of variation in both P-indicators (for example “giving the correct answer to a 
certain IQ-test question”) and N-indicators (for example “increased activity in 
the dorsolateral prefrontal cortex”).  
 

  

                                                           
4Given the exact formulation as a SEM, one should construe this to mean that variability 
in the underlying attribute causes variability in both the P- and the N-indicators. 

Figure 2.3. Reflective model of g and brain measurements. The latent attribute g is the 
underlying cause of variability in both the psychological and the neurological measurements. 
P1–P3 denote psychological measurements, N1–N3 denote neurological measurements. 
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If the reflective model of intelligence is correct, then the latent variable 
represents the actual value of g, which can be estimated in the same manner by 
both P and N indicators. Therefore, P and N indicators can be said to be on 
equal empirical footing in that they are both assumed to be imperfect 
reflections of the true state of the underlying attribute. Identity theory is 
concordant with a realist perspective of psychological science, in the sense that 
it considers psychological attributes to be the underlying cause of variability of 
measurable indicators. The reflective model furnishes a psychometric 
implementation of identity theory: both the conceptual and the psychometric 
model assume a singular underlying cause that can be measured by two 
methods. The expected values of measurements within this model can be 
expressed as a function of the value of the latent attribute and the parameter 
that expresses the strength of the relationship between attribute and indicator. 
As such, it can be tested in the same way as psychometric models are usually 
tested. Thus, the reflective model can be used to provide an empirical test of 
identity theory. 
 The conceptual advantage of the reflective model is that it allows for a 
substantive interpretation of both classes of measurement by equating the 
psychometric status of neurological and psychological indicators. For example, 
some scientists argue that psychological concepts or processes are best 
measured by psychological measurements, while others maintain that 
neurological measures are more precise or insightful (e.g., the process or 
concept of consciousness, cf. Lamme, 2006). This disagreement concerning the 
merits of neurological and psychological measurements in measuring a 
psychological attribute seems coherent only from an identity theoretical 
perspective. A debate on the relative merits of two methods of measurement 
requires that the object of measurement be the same. This allows one to gauge 
the relative measurement precision of neurological and psychological indicators. 
At the same time, it allows for a comprehensible interpretation of both types of 
psychological research: A (non-neuroscientific) psychologist may acknowledge 
that corroborating evidence can be gained by the neurological approach (the 
same applies to the cognitive neuroscientist vis-à-vis psychological data). 
Identity theory and reflective models view reductive psychological science as an 
integrated attempt to derive the best measure of the underlying attributes of 
interest. Such mutually insightful scientific interaction is in line with Heuristic 
Identity Theory (McCauley & Bechtel, 2001), which argues that simultaneous 
scientific study of two distinct explanatory levels from an identity theoretical 
perspective can be mutually beneficial. 

Given its attractive theoretical properties, we conjecture that identity 
theory is implicitly assumed in most cognitive neuroscientific work. However, 
the conceptual benefits of this application of identity theory come at a price. 
For example, for both types of indicators to have the same underlying cause, 
the assumption of unidimensionality must be met. Unidimensionality has 
testable consequences such as local independence (Hambleton, Swaminathan, 
& Rogers, 1991) and vanishing tetrads (Bollen & Ting, 1993)5. If these tetrads 
are zero (by reasonable approximation), this is an indication that a 
unidimensional model may be appropriate, or at least, that it cannot be rejected. 
This suggests that the variability in both psychological and neurological 

                                                           
4A tetrad is the difference of the products of the covariances of four measured 
indicators. 
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indicators is attributable to a singular underlying cause. The criterion of 
unidimensionality is strict, and certainly need not be satisfied by purported 
behavioural and neurological measures of a given attribute. Thus, researchers 
should be clear on whether they believe that their neurological and 
psychological measurements are truly measuring the same attribute. To 
summarize, identity theory represents a strict theoretical and statistical position 
concerning the relationship between the two classes of measurement. It posits 
that the variability found in both the P and N indicators has the same, unitary, 
underlying cause, and that the covariance between indicators can thus be fully 
explained by the underlying cause.  

We now consider the 
integration of neurological and 
behavioural data from the 
perspective of supervenience 
theory. This theory is statistically 
less restrictive, conceptually 
distinct from identity theory, and 
may provide a more realistic 
alternative to the stringent 
requirements of identity theory. 
In a supervenience 
conceptualization of 
psychological processes, the 
higher order attributes are 
realized in their neurological 
properties. This is consistent 
with a specific implementation 
of the formative model, called 
the MIMIC (for Multiple 
Indicators, Multiple Causes) 
model (Jöreskog & Goldberger, 
1975). To illustrate this, a path 
diagrammatic representation of 
the MIMIC model of g is 
displayed in Figure 2.4. In the 
MIMIC model, the variability of 
the determining indicators is a 
necessary but insufficient 
condition for variability at the 
level of the attribute. This is 
consistent with supervenience 
theory.  

The essential aspect of this model is that there cannot be variation at 
the latent variable level if there is no variation in the indicators; therefore the 
theoretical attribute supervenes on its neurological constituents. Conversely, if 
two people have exactly the same lower order properties, that is, they have the 
same constellation of relevant neurological activation patterns; they necessarily 
have the same value on the attribute of interest. The restrictions and 
characteristics of the supervenience thesis and the formative model are identical 
in this sense. The insufficiency component implies that two people can have 
different indicator values but the same position at the latent attribute level. 

Figure 2.4. Formative (MIMIC) model of g and 
brain measurements. P1–P3 denote psychological 
measurements; N1–N3 denote neurological 
measurements. Psychological measurements are 
used to determine the parameter estimates of 
each of the g indicators. Variation in the N-
indicators causally precedes variability in the 
latent attribute.
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Therefore the position on the theoretical attribute is multiply realizable. 
Accordingly, the mapping of the observations to the theoretical attribute is 
many-to-one mapping, but no isomorphism, between the indicator values and the 
attribute value. Moreover, as is generally the case for supervenient properties 
(Kim, 1992), in the formative model any given position on the theoretical 
attribute corresponds to a disjunction of lower order properties. For example, a 
given level of SES may correspond to either having a high salary and poor 
education, or having a low salary and high education, or having an average 
salary and average education, etc. Thus, the formative model is an instantiation 
of the supervenience hypothesis. 

A formative approach seems a natural position to take in considering 
psychological effects of neurological deficits. Consider, for example, 
Korsakoff’s syndrome. This condition is usually caused by alcohol abuse or 
malnutrition, which results in neuro-pathological symptoms, such as 
demyelination, neuronal loss, and small-scale haemorrhages (Kopelman, 1995). 
Psychological manifestations of Korsakoff’s syndrome include impairment in 
the formation of new memories. In a reflective perspective on Korsakoff’s 
syndrome, the behavioural and neurological deficiencies would both be seen as 
measurement of the presence and severity of the syndrome in a particular patient. 
This implies a causal direction that runs from the latent variable (a persons’ value 
on a dimension representing the severity of Korsakoff’s syndrome) to the 
neurological lesions. This seems counterintuitive. A more plausible 
conceptualization is provided by the formative, so-called MIMIC, model. Under 
such a conceptualization, a person’s Korsakoff “score” is determined by a 
weighted summation of the various lesions, by concurrently measuring and 
fitting a set of psychologically relevant predictors, such as memory tests. In this 
case, the lesions are the (partial) causes of Korsakoff’s, not vice versa. 

The theoretical status of the latent psychological attribute under 
supervenience theory is distinct from that under identity theory. A researcher 
who adheres to supervenience theory will represent the latent psychological 
attribute as being a formative attribute, i.e. as being determined by the 
constellation of neurological indicators. The relative influence of these 
neurological indicators is estimated on the basis of the predictive ability of the 
attribute in a network of psychologically relevant predictors.  

The supervenience model, as displayed in Figure 2.4, has two 
components. The neurological indicators determine the latent psychological 
attribute. The parameter estimates, or the relative weights of the influence of 
the neurological measurements (Bollen, 2007), are estimated by predicting a 
psychologically relevant set of attributes or behaviours. The reflective 
component of a supervenience model is often required to be unidimensional. 
However, the formative part of the model is not so constrained: the indicators 
may even be uncorrelated (Bollen, 1984; Curtis & Jackson, 1962). This model is 
therefore less restrictive than a reflective, identity theoretical model. To 
summarize: An individual's position on a formative latent attribute, under the 
theory of supervenience, may be estimated by fitting the model to a set of 
behaviourally predictive psychological measurements. The identity of the 
attribute is determined by the neurological attributes included in the model that 
specifies the strength and direction of the neurological indicators. These 
indicators are assumed to determine variability in the latent attribute, which, in 
turn, determines variability at the psychological process.  
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The different empirical planes of the N-indicators and the P- 
indicators in a supervenience conceptualization, as opposed to identity theory, 
are important to neuroscience. The psychological indicators are scores derived 
from measurement instruments that are used in the model specification. The 
parameter estimates, that relate variability in the latent attribute to variability on 
the N-indicators, depend on which P-indicators are chosen in the model. 
However, it is possible that the same set of N-indicators will fit models with 
different sets of P-indicators. Thus, the same N-indicators may realize different 
latent variables, as specified by different sets of P-indicators. This is a 
significant difference with the identity model where this is not allowed.  

This is important because it establishes that, given supervenience, the 
identification of attributes, even if they are neurologically grounded, depends 
on the psychological, not the neurological part of the model. This is consonant 
with the finding that certain neural structures are “implicated” in a wide range 
of different psychological concepts and processes. For example, the 
dorsolateral prefrontal cortex has been found to be differentially active in 
processes as psychologically diverse as response selection (Hadland, 
Rushworth, Passingham, Jahanshahi, & Rothwell, 2001), pain modulation 
(Lorenz, Minoshima, & Casey, 2003), components of working memory 
(Ranganath, Johnson, & D’Esposito, 2003), voluntary willed action (Frith, 
Friston, Liddle, & Frackowiak, 1991), response inhibition (Ridderinkhof, 
Wildenberg, Segalowitz, & Carter, 2004), mastication (Takahashi, Miyamoto, 
Terao, & Yokoyama, 2007), schizophrenia (Weinberger, Berman, & Zec, 1986) 
and intelligence (Jung & Haier, 2007). For an equally heterogeneous assessment 
of the functions of the anterior cingulate, see Vogt, Finch and Olson (1992) or 
Devinsky, Morrell and Vogt (1995). This functional heterogeneity should not be 
construed as a failure of cognitive neuroscience, but rather as an inherent 
property of brain function and organization. The point is that if certain cortical 
areas are associated with different cognitive functions, then it is unlikely that 
fMRI activity in such an area can be considered, for example, a “measurement 
of” working memory, as the assumption of unidimensionality will probably not 
be met. 

We cannot think of an a priori reason to prefer either the identity or 
the supervenience model. Instead, we think that appropriateness of either 
model will depend on the attribute that is being studied and on theoretical 
considerations concerning that attribute. However, we note that precisely these 
theoretical considerations may be of great conceptual assistance to reductive 
psychological science, as they force researchers to consider the status of the 
attribute they are interested in, and the most appropriate manner to study it. 
Our argument here is that such choices are not esoteric statistical 
considerations: they concern unavoidable assumptions implicit in any type of reductive 
research. The goal of this approach is twofold: positions from philosophy of 
mind can be made empirical6, and empirical neuroscience is provided with a 
method to get a grip on some of the more nebulous metaphors concerning the 
relation between psychological and neurological properties. 

Doing so may yield several benefits, most notably the avoidance of 
ambiguous interpretations that may otherwise arise. If the issues mentioned 

                                                           
6 The idea that epistemological speculation can gradually be replaced by empirical 
science, sometimes termed naturalism or naturalized epistemology, has a long history. 
See, for instance, Quine (1969) for a philosophical motivation. 
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above are not addressed explicitly, the questions being studied and the 
interpretations of the data may suffer. Consider, for instance, Jung and Haier 
(2007), who raised the question "Where in the brain is intelligence?" (p. 135). 
Jung and Haier examined 37 methodologically heterogeneous studies that 
reported correlations between various measures of intelligence and the brain. 
Their model, called the P-FIT (Parieto-Frontal Integration Theory) model is 
based on “correlations between those correlations” Norgate and Richardson 
(2007, p. 162), and describes what happens when an individual is involved in 
intelligent behaviour (p. 138). Although the effort of combining insights from 
various studies is commendable, the conceptual ground for interpreting the 
correlations between intelligence and brain measures in this review is at times 
unclear, and findings are therefore hard to interpret.  

Firstly, the question asked by Jung and Haier implies the possibility of 
the localization of intelligence. However, as intelligence is an inter-individual 
construct, this is akin to the question 'Where in the body is tallness?’: A 
confusing question at best. Tallness is a property of the body; it does not reside 
in it. Similarly, intelligence is a property of the cognitive system, and does not 
reside in a particular part of the brain. Secondly, despite being based on inter-
individual differences, the P-FIT-model is in essence an intra-individual model 
of intelligent behaviour. However, as Borsboom, Mellenbergh, & Van Heerden, 
(2003) and Molenaar (2004) show, these two domains are quite distinct: results 
at the population level are not necessarily informative about the individuals that 
make up that population. This discussion illustrates that analysing and 
interpreting relations between neurological and behavioural measurements can 
benefit from a sound conceptual basis. To illustrate how psychometric models 
may be able to provide more insight, we examine the application of the two 
previously discussed models to two empirical examples, focusing on 
neurological measurements with respect to personality characteristics and 
general intelligence.  

Intelligence and brain volume 
To illustrate the issues we discussed above, we return to the question we posed 
in the introduction: Can a measurement of the volume of a person’s brain be 
considered a measurement of their intelligence? One of the more robust 
findings in the literature relating intelligence to physiological characteristics is 
the relationship between skull (or more recently brain) volume and estimates of 
general intelligence. Based on a meta-analysis, this correlation has been 
estimated at .33 (McDaniel, 2005). Given this relatively solid statistical 
association, can we consider measurements of brain volume to be 
measurements of intelligence, and therefore to conform to the identity 
theoretical perspective? That is, do measurements of brain properties and 
intellectual ability together fit a unidimensional reflective model?  

Methods 
To examine this question empirically, we consider behavioural measures 
(intelligence tests) and physiological (brain volume) measures. The sample 
consisted of physiological and behavioural data acquired from 80 healthy 
participants (M age 21.1 years, SD = 2.55, 29 male, 51 female). The measures of 
intelligence are four domain scores of the commonly implemented Wechsler 
Adult Intelligence Scale (WAIS III). The domain score subscales used were 
Verbal Comprehension (M=117.16, SD=9.78), Perceptual Reasoning 
(M=112.10, SD=11.31), Working Memory (M=111.32, SD=13.11) and 
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Processing Speed (M=116.38, SD=14.80)7. In addition to the behavioural 
measurements, all participants were scanned to estimate white matter, grey 
matter density and cerebrospinal fluid volume. Participants were scanned on a 
3-T Philips Intera scanner, and all data were analysed using FSL (Smith et al., 
2004), Matlab (Mathworks Inc.) and Mplus (Muthén & Muthén, 1998-2007). A 
structural MRI scan of each participant was acquired using a T1-weighted 3D 
sequence (Turbo Field Echo, TE 4.6 ms, TR 9.6 ms, FA 8°, 182 sagittal slices 
of 1.2 mm, FOV 2502 mm, reconstruction matrix 2562). To estimate brain 
volume, we first extracted the brains from the structural images (Smith, 2002) 
and subsequently segmented the white and grey matter and CSF using FAST4 
(Zhang, 2001). The resulting volume counts on these compartments were used 
for further analysis. 

To determine model fit, we examined the chi-square test of model fit, 
the Root Mean Square Error of Approximation (RMSEA, cut-off value 0.05), 
the comparative fit index, (CFI, cut-off value 0.95) the Akaike Information 
Criterion, or AIC (Akaike, 1974), and the Bayesian Information Criterion, or 
BIC (Schwarz, 1978). For both models, the first reflective parameter was scaled 
to 1 to identify the reflective parameters. For discussions concerning the 
relative merits of these indicators, see Hu and Bentler (1999) or Schermelleh-
Engel, Moosbrugger and Müller (2003). 

We consider this experimental setup from the perspective of the two 
models that we discussed above. In fitting both models we use the same data, 
but impose distinct constraints consistent with the two models. In both models 
we view “intelligence” as an attribute that can be studied by psychological and 
physiological measurements, even though it cannot be observed directly. From 
the perspective of the reflective model, we consider both methods of 
measurement (i.e., VBM and the WAIS) as measurements of intelligence, in the 
same way that an electronic and a mercury thermometer may both measure 
temperature. This conceptualization has been represented previously in Figure 
2.3: For this specific implementation, we would have 4 psychological measures 
and three neurological measures measuring the same property (g). 

Conversely, one may view the neurological measurements as 
determining the latent psychological attribute. For instance, we may conjecture 
that brain volume determines the level or degree of intelligence, in the same 
way that that we know that physiological damage can affect personality. In this 
case, we consider the MIMIC model to be appropriate. This is the model 
previously represented in Figure 2.4, in the MIMIC model of general 
intelligence and brain characteristics, the neurological indicators determine the 
value of the latent attribute (i.e., the g score). This in turn can be seen as the 
underlying cause of the variability of the scores at the WAIS level.  

Model fit comparison 
We used Mplus (Muthén & Muthén, 1998-2007) to fit the reflective and the 
formative (MIMIC) models for these seven indicators using Maximum 
Likelihood estimation. First, we examined the simple reflective model, in line 
with identity theory. The model was rejected by the chi-square test of model fit, 
Ȥ2 (14, N=80)=51.6, p < .01. The other fit indices corroborate this poor fit 
(CFI=0.88, RMSEA=0.18, AIC=3706.39, BIC=3739.74). For this dataset 
therefore, Identity Theory is rejected, and we cannot consider measurements of 
                                                           
7 The full covariance matric and descriptive statistics for these data (and the second 
analysis) can be found in Appendix  A 
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brain volume to be measurements of intelligence. Next, we considered the 
MIMIC model, in line with supervenience theory. This model fits the data well. 
The model was not rejected by the chi-square test of model fit Ȥ2 (11, 
N=80)=11.20, p >.4. Other fit indices supported the good fit of the model 
(CFI=.996, RMSEA=0.015, AIC=3659.994, BIC=3686.196). Table 2.1 shows 
the parameter estimates for both models, which quantify the relative strength of 
the relationship between the indicators and the latent attribute “g”.  
 For this dataset therefore, a reflective model (identity theory) does not 
fit the data. The MIMIC (supervenience) model on the other hand fits the data 
quite well, and explains .25 of the variance in general intelligence, in line with 
previous analyses, clearly favouring this model for this dataset. However, the 
distinction in model fit will not be as clear-cut for all psychological constructs. 
Next, we will examine a dataset where the distinction is less pronounced.  

 
 

 
 

Personality and the brain 
Another type of construct traditionally of interest for scientific psychology is 
that of personality. One of the more famous models is the Big Five model of 
personality (McCrae & John, 1992), which describes variation in personality 
traits along five dimensions (Extraversion, Neuroticism, Conscientiousness, 
Openness and Agreeableness). Certain aspects of personality have been shown 
to correlate with differential brain activity and physiology (DeYoung & Gray, 
2009; Wright et al., 2006). In fact, one of psychology’s most famous case 
studies, the case of Phineas Gage, suggests that brain physiology may be of 
significance to researchers of personality (Damasio, Grabowski, Frank, 
Galaburda, & Damasio, 1994). We will examine the conceptual and statistical 
relationship between psychological data on a common personality subscale, 
conscientiousness, on the one hand, and physiological measurements, in this 
case grey matter density, on the other hand.  

Methods 
In this study, physiological and behavioural data were acquired from 110 
healthy participants (M age=21.4, SD=2.4, 27 males)8. The participants were 
tested on the abbreviated personality questionnaire NEO-PI (McCrae & Costa, 
2004). This personality questionnaire comprises 60 items, with 12 items for 
every Big Five personality dimension (i.e., extraversion, neuroticism, 

                                                           
8 Eighty of the participants in the personality data set were also analysed in the 
intelligence data set, albeit on different behavioural and neurological measurements. 

Variable Reflective model  MIMIC model  
WAIS1 0.273 0.601 
WAIS2 0.236 0.714 
WAIS3 0.301 0.534 
WAIS4 0.246 0.500 
Grey matter volume 0.983 0.883 
White matter volume 0.967 -0.714 
CSF 0.752 0.304 

Table 2.1. Note: MIMIC = Multiple Indicators, Multiple Causes; WAIS = Wechsler Adult 
Intelligence Scale; CSF = Cerebrospinal Fluid. Standardized factor loadings shown. 
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conscientiousness, openness and agreeableness). For the purpose of this 
illustration we focus on one subscale, conscientiousness. Additionally, we 
obtained of each subject two 3DT1 scans to study voxel-based morphometry, 
or VBM carried out with FSL (Smith et al., 2004). VBM is a voxel-wise 
comparison technique that uses high-resolution structural scans to estimate grey 
matter density values at the voxel level (Ashburner & Friston, 2000; 2001). For 
this study the structural images were brain-extracted (Smith, 2002). Next, tissue-
type segmentation was carried out using FAST4 (Zhang, 2001). The so 
obtained grey-matter partial volumes were then aligned to MNI152 standard 
space using the affine registration. The resulting images were averaged to create 
a study-specific template, to which the native grey matter images were then 
non-linearly re-registered with a method that uses a b-spline representation of 
the registration warp field (Andersson, Jenkins, & Smith, 2007, Rueckert et al. 
1999). The registered partial volume images were modulated (to correct for 
local expansion or contraction) by dividing by the Jacobian of the warp field. 
The modulated segmented images were smoothed with an isotropic Gaussian 
kernel with a sigma of 4 mm. The above procedure was applied to the first and 
second T1 scans separately, creating to independent datasets. The dataset was 
used to identify regions of interest that explained variance in the overall NEO-
PI questionnaire (F-test over the demeaned 5 factors) using voxel-wise 
permutation-based non-parametric testing. From this we obtained 12 regions of 
interest (ROI) that we used to extract values in these ROIs from the second 
(independent) dataset. ROIs were extracted if at least 200 connected voxels 
surpassed a threshold of p<0.01). Eight participants were excluded because of 
recording problems or the absence of a second scan, leaving 102 participants 
for subsequent analysis. As with the general intelligence data, we fit two models: 
a reflective model in line with identity theory, and a MIMIC model in line with 
supervenience theory. 

Model fit comparison 
We used Mplus (Muthén & Muthén, 1998-2007) to fit the reflective and the 
formative (MIMIC) models using maximum likelihood estimation. Using an 
iterative procedure that excluded parameters if model fit improved significantly 
by their removal, the final models included four brain regions (Left Supra-
marginal Gyrus, Right Middle Frontal Gyrus, Left Cerebellum, Right 
Cerebellum), and 11 of the original 12 conscientiousness questions.  

First, we considered the reflective model, in line with identity theory. 
The reflective model was rejected by the chi-square test, Ȥ2 (90, N=105)= 
120.49, p<.05. The other fit indices corroborated the poorer fit of the reflective 
model (RMSEA=0.06, CFI=.84, AIC=2129.21, BIC=2207.96). Secondly, we 
considered the MIMIC model. This was not rejected by the chi-square test of 
model fit, Ȥ2 (84, N=105)=100.65, p>.10. The other fit indices suggest 
reasonable fit (CFI=0.91), RMSEA (0.04), AIC (2101.37), BIC (2169.62). Table 
2.2 shows the parameter estimates for both models, which quantify the relative 
strength of the relationship between the indicators and the latent attribute 
“conscientiousness”. Because these two models are by their nature not nested, a 
chi-square test to compare them directly is not possible (Vuong & Wang, 1993). 
However, the formative (MIMIC) model shows better fit across the board than 
the unidimensional reflective model, with all fit indices outperforming those of 
the reflective model. Overall then, this suggests that the formative model 
provides a better fit to the data than the reflective model. The present study 
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thus provides some support for a supervenience interpretation of the relation 
between neurological and psychological variables with respect to 
conscientiousness.  

 
Variable Reflective model MIMIC model  
C1 0.36 0.36 
C2 0.23 0.23 
C3 0.21 0.21 
C4 0.34 0.34 
C5 0.74 0.74 
C6 0.40 0.40 
C7 î0.20 î0.20 
C8 0.31 0.32 
C9 0.23 0.23 
C10 0.80 0.80 
C11 0.73 0.73 
Left supramarginal gyrus î0.30 î0.33 
Right middle frontal gyrus 0.29 0.31 
Left Cerebellum 0.06 0.12 
�
Table 2.2. Standardized Parameter Estimates for Reflective and Formative (MIMIC) Models of 
Conscientiousness. Note: MIMIC = Multiple Indicators, Multiple Causes. Standardized factor 
loadings shown. 

 
Implications 
As we show above, it is possible to fit such models to conventional 
neuroimaging data. There are several important aspects of the two illustrations. 
Firstly, the reflective, identity theoretical model was rejected for both datasets. 
Despite the adequate sample size and neurological variables known to correlate 
with the respective constructs, we cannot consider such measurements, for 
these datasets, to be measurements of the psychological constructs of interest. 
This points to an interesting conclusion that follows from the identity 
hypothesis: Researchers who view brain measurements as measurements of a latent 
psychological attribute (which may be plausible), must realize that this accords 
to brain measurements the same status as psychological measurements. 
Consequently, the brain measures may be rejected for the same reasons that 
poorly performing items in a questionnaire are rejected. This illustration shows 
what is required of neurological measurements if they are to figure as 
“measurements of” attributes in the same way that psychological measurements 
do. However, although the reflective model did not fit for the two examples we 
examined, this does not imply it will not fit for any dataset.  

 Firstly, the strength and nature of the relationship between 
psychological construct and neurological properties will vary depending on the 
construct, as it does in our two datasets. Given the variability of the 
psychological constructs that figure in scientific psychology, from early visual 
perception to complex dispositional constructs, it seems likely that the strength 
and nature of the relationship between neurological and behavioural 
measurements will be also different for such radically different behavioural 
phenomena. Secondly, we think it more likely that more restrictive models, 
such as the reflective model, will fit for more ‘basic’, and less variable, 
psychological constructs and processes. For instance, whereas personality 
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dimensions are at least partly culturally determined, other processes such as 
retinotopic mapping of early visual processing (mentioned in the introduction), 
depth perception and arousal may be easier to identify with unique, 
unidimensional neurological signatures. Such lower, more basic, less culturally 
dependent constructs, that display less variance across people, may be good 
candidates for identity theoretical models, although at this point this is largely 
speculation. 

For both datasets, especially the brain volume data, the MIMIC-model 
fit the data quite well. This implies that in these datasets, it is sensible to 
conclude that the neurological measurements statistically determine the 
variability in the psychological construct. Most importantly, the current findings 
show us that the relationship, especially for more complex psychological 
constructs such as intelligence and personality dimensions, is not likely to be 
simple. For this reason above all, we closely examine the nature of this 
relationship, and try to gain more insight by modelling hypotheses explicitly.  

Summary 
The results of our model fitting and speculations about other constructs brings 
to light an important aspect of the present reformulation of the reduction 
problem as a measurement problem: at the outset of any investigation, we 
should be impartial with respect to the status and quality of psychological and 
neuroscientific assessments as measures. For example, aspects of personality have 
been called “biologically based tendencies” (McCrae et al., 2000, p. 173). It 
remains to be seen whether certain empirical measurements behave in a way 
that allows for such an interpretation. Despite the popular view of 
neuroscientific measures as being “exact” or “hard”, at least for this dataset our 
analysis suggests that psychological measures may outperform neuroscientific 
measures. Insofar as such measures are interpreted as relevant to psychological 
attributes or processes, they should be evaluated on precisely the same basis as 
any other measure. This basis is psychometric in character. There is no way out 
of this issue, unless, perhaps, one comes up with an alternative to 
psychometrics, i.e., a practically workable theory of measurement that rests on a 
different basis. To the best of our knowledge, such a theory does not currently 
exist. 

The above empirical illustrations serve as a proof of principle, in that 
it demonstrates that conceptual positions about the relationship between two 
classes of data can be constructed as statistical models and empirically tested. In 
this manner conceptual ideas about the relation between two levels of 
measurement can be translated into falsifiable models, and allow for theoretical 
interpretations of empirical data that can go beyond the simple observation that 
two measures are associated. In the next sections, we will discuss certain 
practical issues concerning SEM models, and the possibility of more exotic 
extensions. 

Applying SEM in practice 
Although structural equation models generally require larger sample sizes than 
more conventional analysis methods, this increase is by no means prohibitive. 
Sample sizes for SEM models are, as with other statistical analyses, related to 
model complexity. The models we discuss here are relatively simple, and sample 
sizes required are well within the reach of practicing neuroscientists. For 
instance, Marsh and Hau (1999) show that for models with 6 to 12 indicators 
per factor (as is the case for both our datasets), sample sizes of 50 may be 
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adequate. Bentler (1995) recommends an N of at least 5 per free parameter, 
again within the limits of our empirical illustrations (cf. Schermelleh-Engel, 
Moosbrugger, & Müller (2003), for a discussion on this topic). Although it is 
true that more simple or conventional data-analytic procedures such as 
ANOVAs and correlation tests yield results for very small sample sizes, over 
the long run, such analyses may represent pyrrhic victories over issues of 
inferential validity and replication. 

Luckily, there are signs that the field of neuroimaging has increasingly 
moved towards sample sizes that are more than adequate for treatment with 
SEM. For instance, a quick inspection of the first 8 empirical papers in a recent 
issue of the Journal NeuroImage (Volume 51, issue 1, the ‘Anatomy and 
Physiology’ section) that focus on structural anatomy (such as we examine in 
our paper) reveal sample sizes of 90, 55, 319, 185, 70, 40, 45 and 280 
respectively, all of which would be amenable to SEM approaches given the 
guidelines above. At the same time, it is certainly true that lower sample sizes 
are a common occurrence in neuroimaging, especially in functional 
neuroimaging studies. However, to deal which the inherent complexity of the 
relationship between the brain and psychological constructs, more complex 
models, that require greater sample sizes, will need to be developed. The move 
towards larger, more versatile datasets may be part of a broader development in 
the field of cognitive neuroscience, taking inspiration from how neighbouring 
fields deal with similar problems.  

In the field of quantitative genetics, issues of replicability, power and 
interpretation have led to the realization that larger sample sizes are not a luxury 
but a necessity. This realization has led to large collaborative projects such as 
the EAGLE and the GENEQOL consortium9. Such large-scale collaborative 
efforts combine the knowledge, resources and methodology from various 
research groups and may lead to increase collaboration and understanding, and 
ultimately benefit the scientific community as a whole. It is such collaborations 
that would make the implementation of more insightful models possible, and in 
our view would benefit the field as a whole. An additional advantage of the use 
of SEM in the context of collaborative projects is that there exist a statistically 
and theoretically sound way to deal with group differences (i.e., measurement 
invariance; Meredith, 1993). A similar development in the fields of cognitive, 
affective and social neuroscience would be much welcomed (the Brainmap 
project, www.brainmap.org, represents a considerable step in this direction).  

To summarize, the sample sizes required to test conceptually guided 
SEM models are well within the reach of current empirical practice. To the 
extent that such datasets are not yet widely available, larger collaborations are 
desirable. Such collaborations are especially important if we want to tackle 
some of the most elusive and vexing phenomena: dynamic, reciprocal changes 
over time. In the next section, we will show how philosophy of mind and 
extensions of basic SEM models may help to get a grasp on such phenomena.  

 
 
 
 

                                                           
9 http://wiki.genepi.org.au/display/EAGLE/EAGLE and  
http:// ideas.repec.org/p/rsw/rswwps/rswwps47.html 
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Top-down influences and temporal dynamics 
The models that we have discussed represent two core philosophical positions, 
which have well-defined SEM counterparts. So far, we have focused on the 
most conventional method of analysis: the analysis of inter-individual 
differences in cross-sectional data. This method is dominant in contemporary 
psychological science. Although this method provided the basis of our 
proposed structuring of the relationship between behavioural and neurological 
data, other methodological approaches are possible. In fact, there are aspects of 
psychological and neurological phenomena that may be better studied by 
alternative means. In this section, we discuss some challenging problems for 
conceptual and statistical models in cognitive neuroscience. These concern 
dynamic, reciprocal changes of behaviour and brain structure and function 
through time. We note that SEM offers various possibilities to address these 
problems. 

Conventional thought concerning the relationship between lower and 
higher order properties tends to consider (changes in) neurological properties as 
the source or cause of observable difference at the psychological or behavioural 
level. For instance, evidence shows that certain drugs influence cognitive 
abilities (Maylor & Rabbitt, 1993), that trauma may influence complex 
psychological traits, such as personality (Damasio, Grabowski, Frank, 
Galaburda, & Damasio, 1994), and that in Alzheimer patients amyloid peptide 
levels (constituents of amyloid plaques) and cortical activity are affected prior to 
observable cognitive symptoms (Buckner et al., 2005; Moonis et al., 2005). 
These findings all suggest that changes in cortical structure or functioning can, 
and do, affect psychological performance and functioning. However, there is 
also ample evidence for the reverse causal path. For instance, Maguire and 
colleagues (2000) showed that London taxi drivers, following intensive training 
to learn the streets of London to the mandatory level of competence, showed 
structural changes to the hippocampus, and these changes were greater for taxi 
drivers who had served for a longer period of time. Similarly, intense juggling 
practice has been shown to affect both grey matter density (Draganski et al., 
2004) and white matter integrity (Scholz, Klein, Behrens, & Johansen-Berg, 
2009). These findings suggest that persistent behaviour may affect neurological 
structure and functioning. Finally, processes may even be reciprocal in nature, 
that is, simultaneous influences both from neurophysiological properties to 
behaviour and vice versa. For instance, take the influence of hormone levels on 
psychology and behaviour. Testosterone, when injected, can directly influence 
dominant or aggressive behaviour, and is found to correlate positively with such 
behaviours (Mazur & Booth, 1998). However, Mazur and Booth illustrated that 
causal relationship may also be reversed: certain psychological behaviours may 
themselves lead to an increase in testosterone which in turn affects behaviour.  

The above suggests that influences may run both from 
cognitive/psychological processes to neurological changes and vice versa. 
Modelling such dynamic interactions over time is a challenging problem, both 
conceptually and statistically. Philosophers have discussed such complex, 
dynamic systems in various terms, such as emergence, dynamic systems, and 
top-down causation. Emergence has a long philosophical tradition, going back 
to Mill and Broad in the late 19th and early 20th century (for an overview, see 
Kim, 1999). Recently, emergence and dynamic systems have enjoyed renewed 
interest as possible models for dynamic, neurocognitive changes through time. 
For instance, Jost, Bertschinger and Olbrich (2010) discussed the philosophical 
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construct of emergence, and the description of a neuro-system as a (non-linear) 
dynamical reciprocal system. Similarly, Walmsley (2010) examined the concept 
of emergence, its relevance for complex systems, and possible manners in 
which lawlike properties may emerge at higher (psychological) levels. Craver 
and Bechtel (2007) on the other hand focused on the concept of downward 
causation, and how this may be reconciled philosophically. They concluded, 
“When interlevel causes can be translated into mechanistically mediated effects, 
the posited relationship is intelligible and should raise no special philosophical 
objections” (p. 547). Furthermore, Craver and Bechtel argue that “There is a 
different sense in which a cause can be said to be at the top (or bottom) and a 
different sense in which its influence is propagated downward (or upward)” (p. 
548).  

Here we attempt to structure the distinction between such interlevel 
effects. Certain structural equation models offer the means to study such 
complex, interactive processes empirically. The origins of these models can be 
traced to the thirties and forties (e.g. Bartlett, 1946), but specific 
implementations in the behavioural/psychological sciences are relatively new. 
For instance, Hamaker, Nesselroade, and Molenaar (2007) described a time 
series model in which two latent variables and their respective influences were 
modelled over time. We discuss how such a model may be used to model the 
time course of complex phenomena, such as discussed above. We distinguish 
two ‘types’ of situations: those in which psychological behaviour affects, or at 
least precedes, variation in neurological properties (e.g. juggling), and those in 
which changes in neurophysiology affect (and precede) variation in 
psychological performance (e.g., Alzheimer’s disease). In Figure 2.5, we present 
a model with two latent variables that evolve over time. Each latent variable has 
three observable indicators. The latent variable at the top represents a 
psychological construct, such as ‘juggling ability’ or ‘cognitive ability’, the latent 
variable at the bottom represents a neurological state of a person, such as 
‘neural density in motor cortex area x’ or ‘beta-amyloid peptide levels’. We limit 
ourselves to just two latent variables for convenience; the model can be 
extended to include additional psychological or neurological latent variables, 
with varying numbers of indicators. 

If we measure the indicators of two (or more) latent variables in a 
given person repeatedly over time, we can relate the indicators to the latent 
variables, and we can model the time series of the latent variables. As 
mentioned above, we would like to differentiate between two scenarios: Those 
were variability in the psychological construct precedes neurological variability, 
and vice versa. If we were to assess a sample of people over time, either 
improving in juggling or deteriorating in cognitive performance, we could 
model this process by means of psychometric models such as the Integrated 
State-Trait model, described by Hamaker and colleagues (2007). The model 
parameter P in Figure 2.5 represents the influence of the psychological latent 
variable at a given time point on the neurological latent variable at the next time 
point. This parameter deviates from zero if changes in psychological abilities or 
behaviour (e.g., practicing juggling) affect and precede changes in neurological 
substrate (e.g., grey matter density in a motor cortex region). Conversely, the 
parameter N reflects the influence of the neurological latent variable on the 
psychological latent variable. This parameter should deviate from zero if neural 
changes (e.g., amyloid peptide levels) affect changes at the psychological level 
(e.g., psychological performance).  
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Given appropriate time series measurements, we can test the 
hypothesis that the variation at the neurological precedes variation at the 
psychological level, or vice versa. In doing so, it is possible to empirically 
distinguish cases where influence should best be represented as ‘bottom up’ or 
‘top down’. Note that in this model we purposely estimate the relationship, and 
not assume it a priori: for this reason, a MIMIC model is not appropriate. 
Rather, we want to explore the time course of possibly reciprocal influences to 
gain insight into the nature of the underlying processes. Despite the complex 
nature of such dynamic processes, SEM models allow researchers to, at least in 
principle, get a grip on the structure of dynamic interactions between the two 
types of measurements. 
 

Discussion 
The scientific future of reductive cognitive neuroscientific research rests both 
on advances in brain scanning technology and on the development of a 
comprehensive conceptual framework to link psychological-behavioural 
measures and neurological measures. To do so, a careful consideration of the 
status of neurological indicators in studies that measure both behavioural and 
neurological variables is required. We have shown a road forward in attacking 
this problem, by demonstrating that at least two theoretical stances on the 
reduction problem can be translated into well-understood formal psychometric 
models. To our knowledge, this is the first demonstration of how theoretical 
positions drawn from analytic philosophy can be translated to empirically 
testable models. Notably, our demonstration did not involve any rocket science; 
it merely used standard statistical models incorporated in widely available 
software packages. In this regard, the suggested models are ready for use, and 
there is little that stops the motivated researcher from utilizing their benefits.  

Figure 2.5. A possible representation of a time series model. Shown are the latent variables of 
the brain states, which represent a person’s neurological configuration at different time points. 
Above, the traditional psychological latent variable, such as “juggling ability” or “reaction 
time.” Over time, it is possible to estimate the relative influences in both directions. Only the 
essential parameters are shown. 
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Several of the issues raised by other authors we discussed in the 
introduction can be ameliorated, if not solved, by our proposed framework. 
Firstly, by explicitly framing the connection between neurological and 
behavioural variables as a measurement theoretical relationship, the 
mereological fallacy can be largely avoided. The models proposed above do not 
make claims about certain psychological processes being ‘in’ or ‘performed by’ a 
certain brain region any more than the answers of the questionnaire are the 
locus of personality traits. In fact, we would argue that the current perspective 
offers a way to discuss brain-behaviour relationships in a meaningful manner 
without running the risk of making mereological or seemingly neophrenological 
claims.  

Furthermore, the correct application of SEM models (greatly) 
diminishes the problem of non-independence raised by Vul, Harris, 
Winkielman and Pashler (2009). The two-step procedure described in Vul and 
colleagues (2009) can be largely avoided by properly implementing formal 
measurement models. As the voxels are not treated as a large sets of 
independent statistical tests, but specified as part of a measurement model that 
implies certain covariance patterns, the multiple comparison issue is much less 
of a problem.  

Finally, our approach can accommodate some of the ideas put forth 
by Barrett (2009). She argues that certain psychological processes may be more 
appropriately seen as a ‘mix’ (or ‘recipe’) of several classes or types of brain 
activity. That is, the categorical distinctions we make at the psychological level, 
e.g. between ‘thinking’, ‘perceiving’ and ‘remembering’, will probably not be 
found as categorically distinct processes or properties of the brain. For that 
reason, when studying neurological properties in relation to certain 
psychological properties, it may be more natural to think that different 
combinations of distributed activity in certain regions or systems can together be 
taken to represent distinct brain processes. According to Barrett, this more 
naturally accommodates the structure of the brain/behaviour relationships than 
old-fashioned perspectives such as positing a ‘perception’ region in contrast to 
a ‘memory’ region. Within the framework currently proposed, such hypotheses 
(that categorically distinct psychological concepts may be best seen as complex 
combinations of more basic processes) may be tested. This perspective is best 
in line with the supervenience/MIMIC model. Given different psychological 
predictors (i.e. whether the reflective part of the model consists of personality 
items, Raven’s matrices etc.), one would expect to find different parameter 
estimates of the neurological measurements. The different weighting of 
neurological indicators is conceptually similar to the recipe metaphor proposed 
in Barrett.  

Hopefully, the current paper has served to convince the reader that 
the infamous reduction problem is at least partly a measurement problem. More 
specifically, one cannot hope to make true advances in solving the reduction 
problem without solving the associated measurement problems in parallel. This, 
we think, has substantial consequences for how we should evaluate reductionist 
claims, as well as what we can expect from reductionist research strategies. 
There are several reasons to pursue such a strategy. 

There is a tendency, both in science and society, to view neuroscience 
as an exact area of research - closely related to physics, chemistry, and biology - 
while viewing psychology as a "soft" discipline (cf. Racine, Bar-Ilan, & Illes, 
2005). However, the exact sciences are not exact because they use machines 
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rather than questionnaires, but because they have successfully formalized 
theories. Such formalization is currently lacking at the interface of neuroscience 
and psychology. Thus, insofar as neuroscience has moved into the field of 
psychology, it has yet to earn the predicate of being a ‘hard’ science. Escape 
from this situation can only be realized by formalizing theories into 
mathematical models, which are likely to be statistical in nature; and insofar as 
these models concern measurement problems, they will likely be psychometric 
ones. For models to function properly, there should be no psychometric 
prejudice as to the quality of the measurements: from a measurement 
perspective, neurological measurements do not have a privileged position over 
conventional psychological measurements.  

To the researcher with expertise in the intricacies of psychometric 
modelling, the example illustration in this paper may be viewed as quite 
optimistic, and such an evaluation would not be entirely off the mark. For even 
though we think it is evident that psychometrics has much to offer to 
neuroscience, it should be noted that psychometric modelling can be quite 
complicated. For instance, as discussed before, successful modelling generally 
requires larger sample sizes or extensive time series, attention to possible 
problems involving model identification and model equivalence (e.g., see 
Raykov & Penev, 1999), goodness-of-fit, and other general issues common to 
statistical modelling. However, we think that such issues, in general, do not 
pose greater problems for structural equation models than for other techniques, 
and should not detract from substantively guided model implementation. There 
really is no way around these problems; in particular, these issues will not be 
resolved by being ignored, and by proceeding as if one did not have a 
measurement problem to solve.  

The models we have discussed in the present work are illustrative of 
how clean and simple identity and supervenience theories really are. As a result, 
it is likely that the models that we applied to personality measurements may be 
too simplistic. This, however, is a benefit rather than a shortcoming of the 
psychometric representation of reductive theories: a psychometric 
representation makes the hypotheses proposed transparent and subject to 
informed criticism, and it does this to a degree that no verbal description could 
match. Moreover, rejecting these models brings with it the task of inventing better 
ones. And this, we think, is precisely the road to progress. In addition, it is likely 
that alternative models will lead to alternative philosophical views on the 
relation between psychology and neuroscience. We have provided a proof of 
principle by fitting two models with a single latent variable measured at the 
inter-individual level. However, our approach is certainly not limited to such a 
design; one of the great benefits of structural equation models is their flexibility. 
Most psychological processes involve a complex interplay of more than one 
attribute. For example, complex cognitive processes such as ‘problem solving’ 
almost surely involve the interaction of separate subsystems such as working 
memory, attention and fluid reasoning ability. Structural equation models can 
be extended to include multiple latent variables, thereby testing hypotheses 
about the interactive, inhibitory or excitatory activity of several latent variables 
of psychological attributes within a measurement model. The theoretical 
approach discussed here is especially suited for the implementation of flexible 
models that may address a range of questions of substantive interest to both 
cognitive neuroscientists and philosophers.  
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Finally, there are at least two types of homogeneity within cognitive 
neuroscience that are often assumed rather than tested. For instance, one of the 
vexing and largely neglected issues within psychological science is the 
distinction between inter- and intra-individual explanations. This means that a 
result found at the group level is often taken to apply to the individual, despite 
the fact that this may not be true and is rarely tested (cf. Borsboom, 
Mellenbergh, & Van Heerden, 2003; Molenaar, 2004; Molenaar, Huizenga, & 
Nesselroade, 2002). This issue holds as much for cognitive neuroscience as it 
does for conventional psychological science. As described previously, the 
current approach can be extended to explicitly test the structure of intra-
individual activation. For example, the time series model by Hamaker, 
Nesselroade and Molenaar (2007) showed how an intra-individual process can 
be modelled with repeated measurements of the same latent variable. This can 
be done in much the same way within the current framework by including 
dynamic intra-individual measurements such as EEG or fMRI. In this manner, 
one can study the extent to which a latent variable at the inter-individual level is 
representative for the individuals that make up a population, by assessing the 
homogeneity of the latent variable at both levels. Inter-individual variability is 
commonly treated as measurement error, but by explicitly testing the tenability 
of this assumption, a more fine-grained understanding of psychological 
attributes may be possible. In fact, the extent to which this holds for certain 
psychological attributes but not for others is likely to yield valuable insights. 
Another largely neglected but potentially insightful area of cognitive 
neuroscience is the question of homogeneity across subpopulations. Within the 
current framework, it is relatively easy to test whether a latent variable 
representation of, say, working memory differs across age groups, gender, or 
other subpopulations (e.g., see Meredith, 1993). For example, Henrich, Heine 
and Norenzayan (2010) examined to what extent it is possible to generalize 
from the most commonly studied psychological subpopulation, namely young, 
white, highly educated people from industrialized nations, to other cultures and 
demographics. They showed that, even for the most ‘basic’ of cognitive 
phenomena such as the Müller-Lyer illusion, such untested generalization is 
often unjustified. The assumption of generalization and homogeneity is, 
arguably, even more omnipresent within cognitive neuroscience than in 
conventional psychology. We would venture that the extent to which 
neuroscientific findings generalize across populations and cultures is an open 
empirical question, and that its premature acceptance may close off a 
considerable amount of potentially insightful empirical investigations.  

This paper has served to illustrate both the necessity and the potential 
for conceptual and empirical progress that may be achieved by considering an 
integrated psychometric perspective on reductive cognitive neuroscience. We 
have offered the conceptual and technical tools to do so, and hope that our 
efforts will be built on by others. The relationship between mind and body has 
fascinated generations of philosophers and scientists, and deserves closer 
methodological and psychometric scrutiny than it has so far enjoyed. If theories 
developed in the philosophy of mind are to escape from their current state of 
splendid metaphysical isolation, it is essential to translate these positions to 
empirical predictions. With recent advances in neuroscientific and psychometric 
techniques and methods, we finally have the opportunity to empirically address 
questions that were once restricted to the realm of speculative metaphysics. It 
would be a waste to forgo such opportunities.  
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Chapter 3 

 

Modelling mind and matter: Reductionism and 
psychological measurement in cognitive 

neuroscience 
Abstract 

Can we use psychometric modelling to gain insight into the relationship between 
neurological measurements and psychological measurements? This rejoinder addresses 
various topics raised by commenters. We focus on the importance of mechanistic 
explanations, the nature of indicators and variables in psychometric models, 
philosophical theories that can be translated into psychometric models, and the notion 
of causality in structural equation modelling. Furthermore, we discuss extensions of 
psychometric models relevant for the reduction problem, and how to embed the SEM 
approach in recent advances in the fields of cognitive neuroscience and psychometric 
modelling. We conclude that our approach may bring together the best of various 
branches of science and philosophy that have tackled the reduction problem, and offers 
a fruitful and novel approach to this vexing problem.  
 
 
Published as:  
Kievit, R.A., Romeijn, J.W., Waldorp, L.J., Wicherts, J.M., Scholte, H.S., & 
Borsboom, D. (2011). Modelling Mind and Matter: Reductionism and 
Psychological Measurement in Cognitive Neuroscience. Psychological Inquiry, 22, 
139-157. 
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Prelude 
Chapter 3 was written as a response to commentaries given by a range of 
scholars from various disciplines to Kievit et al., 2011 (chapter Two). Although 
it contains largely novel ideas and extensions of the ideas in Mind the Gap, it 
takes inspiration from the wide range of suggestions and critiques from 
scholars. The extracts given below summarize the core points made by the 
commentaries so as to make the rejoinder a self-explanatory whole. 

Commentaries 
Bagozzi, R. P. (2011). Alternative Perspectives in Philosophy of Mind and Their 
Relationship to Structural Equation Models in Psychology. Psychological Inquiry, 22, 88–99 
 
Bagozzi positions the focus of the target article on identity theory and 
supervenience in the context of a larger set of philosophical alternatives, 
ranging from the extremes that deny the existence of the mental (eliminativism) 
to the idea that mental processes are non-physical and ontologically separate 
from the brain (substance dualism). He shows that they can all be implemented 
in a SEM framework that captures a broader set of theories than models in the 
target article.  

Most importantly, Bagozzi argues that the target article neglects an 
important theory in both philosophy of mind and psychology, namely that of 
functionalism. From this perspective, what makes ‘a thought a thought’ is not 
its constitutive details, but what role or function it plays in a system. Bagozzi 
show that functionalism can be combined with a supervenience perspective, 
where the latent variables are partially determined by the role they play in a 
larger psychological whole.  

Furthermore, Bagozzi argues that identity theory is most realistically 
captured by a two-factor model, where a non-significant deviation from a 
perfect correlation between the mental and the neural can be taken as 
provisional evidence in favour of identity theory. A deviation from a perfect 
correlation can be meaningfully quantified, yielding more information than 
mere misfit of a model–based assumption. Bagozzi argues that the 
implementation of identity theory in the target article is at once not strong 
enough and too strong, for similar reasons: method error and method bias. It is 
not strong enough such that by having two types of measurement, method bias 
could lead to inflated correlations and estimates leading to incorrect acceptance 
of identity theory. It is not strict enough for a similar reason: Measurement 
error and method bias of the implementation of either the mental or the neural 
could lead to misfit even if identity theory would hold if we were to have better 
measurement techniques. This is a source of concern as method bias effects are 
well-known in both psychology and neuroscience. These issues should be 
addressed not by assuming that there is no method bias, as the target article 
implicitly does, but by modelling it explicitly. Bagozzi further illustrates how to 
extend models to test convergent and discriminant validity, namely by including 
self-report, expert report and neural measurements of various constructs, to 
compare and contrast method bias (across factors), convergent validity (within 
factor) and discriminant (between factors). Together this explicit modelling of 
potential sources of method bias and measurement error can quantify 
important sources of error and provide more nuanced insights into the 
plausibility of models. 
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Another concern is the causal interpretation in the target article. 
Bagozzi argues that the causal interpretation of arrows in Structural Equation 
Models in general is a mistake, and that such arrows are better seen as a 
representation of measurement than of causality or determination. Moreover, 
the (causal) interpretation of supervenience in the target article is not the only 
possible interpretation. As Kim argues that mind-body supervenience occurs 
simultaneously, this negates most traditional interpretations of causality and 
those proposed in the target article. He notes that a simultaneous determination 
of the psychological by the neural can be captured in a reflective model where 
the correlation between the mental at time t and the mental at time t+1 is fully 
explained by the neural measurements. This partially solves an issue concerning 
the current supervenience model as a MIMIC model: With its joint dependency 
on the mental and the neural, it leaves the precise interpretation of the latent 
variable unclear. This joint dependence is problematic for a traditional causal 
view on supervenience, and should be replaced by a view of the latent variable 
as a mathematical abstraction, not as an unambiguously causal entity. Finally, 
Bagozzi generalizes the approach in the target article by developing a generic 
model that can incorporate a wide variety of theories from philosophy of mind 
by setting various parameters to theory-compatible values, illustrating the broad 
applicability of the SEM approach to questions in philosophy of mind. 
 
Barrett, L. F. (2011). Bridging Token Identity Theory and Supervenience Theory Through 
Psychological Construction. Psychological Inquiry, 22, 115–127 
 
Barrett argues that the implementations of identity theory and supervenience in 
the target article do not exhaust the range of models compatible with these 
theories. Firstly, the conventional description of identity theory specifies the 
mental in terms of the physical or neural. As such, identity theory is not 
symmetrical with respect to the relative ontological status of the neural and the 
psychological, considering the former to be ontologically prior. In this sense, 
Barrett argues, it is merely our lack of measurement sophistication in 
uncovering the true neural state of the system that temporarily puts neural and 
psychological measurements on similar footing in statistical models. 

There are various versions of identity theory, with the most traditional 
and restrictive being type identity theory. From the perspective of type identity 
theory, a neurological type of state (e.g. ‘c-fibers firing’ is identical to a psychological 
type of state (e.g. ‘being in pain’). This can be seen as a kind of biological 
essentialism, that assumes that there exists some biological feature X that 
covaries uniformly with the psychological property of interest, and it is our task 
as researchers to uncover what X is. Barrett shows that this perspective has 
often been, implicitly or explicitly, assumed in emotion research, with theories 
in the literature about emotions proposing a particular physical explanation (X) 
such that it maps one-to-one onto the emotion of interest. However, there is 
considerable evidence that this theoretical conception is empirically false. For 
instance, fear is related to at least three distinct neural systems, and none of 
them is the ‘real’ neural fear system, nor is fear singularly dependent on any of 
the individual systems (i.e. activity in each system in isolation is necessary nor 
sufficient for ‘being in fear’). For this reason, we need to either relax our 
conception of identity theory or move to a different theoretical perspective on 
the relationship between psychological constructs and biological realizations. 
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One such alternative is token identity theory. In token identity theory, 
individual instances (tokens) of a psychological state are identical to individual 
instances (tokens) of a neural state, but there need not be regularities either 
within or between people regarding the correspondence between neural and 
psychological tokens. Barrett shows that token identity theory is similar to 
supervenience in that there is a similar asymmetry between the mental and the 
physical: Identical neural states will be associated with identical psychological 
states, but the reverse need to be true. This conceptual shift allows us to 
consider the neural state of the system to be the true state of the system, where 
several neural states together contribute to one brain state, which in turn causes 
the psychological states to emerge. This emergence can take place at several 
levels of abstraction, from the lower neural circuits up to interacting cortical 
regions. Moreover, emergent properties (e.g. smaller sub-circuits of neurons) 
can play different roles in different supervenient properties. This many-to-one 
mapping has two important consequences. It solves the ontological conundrum 
of the how to map neural properties onto psychology: Because neural 
properties are ontologically ‘reused’ (i.e. figure in many psychological 
constructs), they are not exhausted by any one psychological property. 
Moreover, psychological states allow for disjunctive neural realizations, and it is 
this disjunctive property that makes the task of cognitive neuroscience so 
complex. Neural subsystems both stand in a one-to-many relationship to other, 
more complex neural states, and in a many to one relation to psychological 
states. This precludes simplistic inductive identification of neural identities with 
psychological states. 

In addition to similarities between supervenience and token identity 
theory there is a core distinction, namely the status of the latent variable. This 
latent variable, or state, is realist in a supervenience conceptualization, but not 
in token identity. However, this is a different kind of realism than that of the 
individual neural states. The latent variable under supervenience is an emergent 
property, in the sense that it captures functional distinctions between 
psychological states that are useful for human perceivers in allowing for 
communication about mental states and human actions. Psychological 
categories are therefore both real and subjective, representing arbitrary divisions 
of the complex disjunctive causal processes underlying them. They are real in 
the sense that they are reliable, useful ways to carve up human experience. The 
ontological surplus of the latent variable above and beyond the empirical facts 
meaning is the cultural convention of the ‘collective intentionality of a group of 
perceivers’ that makes psychological categories useful.  
Most importantly, this perspective preserves the need for psychology, in 
capturing subjectively meaningful features of the word. This subjective realism 
sees psychological states as emergent properties of collectives of neural states 
defined by social conventions. This integrative perspective can gain insight into 
the complex neural underpinning whilst preserving the ontological state of 
psychological concepts, unifying subjective realism of the mental with the 
natural ontology of neural properties. 
 
Berkman, E. T., Lieberman, M. D. (2011). What’s Outside the Black Box?: The Status 
of Behavioural Outcomes in Neuroscience Research. Psychological Inquiry, 22, 100–107. 
 
Berkman and Lieberman show that the target article implicitly assumes a 
dichotomy between the mental and the neural in explaining psychological 
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phenomena, but that this perspective overlooks an essential factor: Behaviour. 
The focus of both models is based around measurement and proper estimation 
of the latent variable on the basis of restrictive pencil and paper tests designed 
to measure mental processes and properties. This neglects the more direct and 
important task for (social) psychology: to study and predict under what 
situations which behaviour is and is not likely to occur. Berkman and 
Lieberman argue that behaviour deserves to be represented as a novel, higher 
layer in the model hierarchy, measured by ‘B-indicators’ for at least three 
reasons. Firstly, the link between self-report (P-indicators) and actual behaviour 
is stochastic at best and biased at worst. Secondly, behaviour and behavioural 
tendencies vary in complex manners across contexts, and people are notably 
poor at incorporating situational dependency into their self-assessments. To the 
extent that models neglect situational variables, they will fail to accurately 
capture the richness of behavioural variables, and therefore lack generalizability. 
Moreover, for pragmatic reasons, neural processes or properties associated with 
real-life behaviour cannot be measured at the same time as that real life natural 
behaviour is occurring. This temporal gap (creating a dichotomy between 
‘proximal’ and ‘distal’ indicators) between the N and P measurements will 
decrease the correlation between the two, biasing away from identity theoretical 
models. Thirdly, there is accumulating evidence that the brain does not map in 
a one-to-one fashion onto either the mental or behaviour even in the best of 
cases. Given that it is also likely that the neural processes and structure 
underlying behaviour differ across these contexts, these two factors interact to 
further complicate the measurement theoretical relationship between neural, 
psychological and behavioural processes. This illustrates the importance of a 
tripartite division by showing how neural measures can moderate the 
relationship between psychological processes and behaviour, and shows the 
conceptual and practical benefits of extending the approach of the target article 
to incorporate behaviour.  

To summarize, Berkman and Lieberman propose to add B-indicator 
to the supervenience hierarchy, with behaviour supervening on psychological 
process, which in turn supervenes on neural processes and properties. This is in 
line with a wide variety of known results, such as the context-dependent nature 
of behaviour (suggesting various psychological processes) and the 
decomposition of complex behaviours (e.g. mindfulness) into a wide variety of 
psychological processes. Veridical modelling of the relationship between the 
mind, the brain and behaviour needs to incorporate all three aspects into the 
models, and the extent to which the former are given priority, it precludes 
understanding and predictive accuracy of the latter. 
 
Burnston, D., Sheredos, B., & Bechtel, W. (2011). HIT on the Psychometric Approach. 
Psychological Inquiry, 22, 108–114 
 
Burnston, Sheredos and Bechtel argue that the target article confuses data with 
phenomena. The former are the things we measure, the latter are the repeatable 
processes in the world that we aim to explain. They argue that the purpose of 
cognitive neuroscience is to explain phenomena of interest, not to merely 
model correlations between variables. By implicitly assuming the latter, the 
target article confuses the explanation of the phenomena with a mere 
(re)description of the data. By being satisfied with a well-fitting model, 
Burnston and colleagues argue, the target article stops at a level of description 
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(capturing the data) that would not satisfy practicing cognitive neuroscientists. 
Moreover, the identity theory in the target article is not the most suitable 
interpretation of identity theory. Firstly, at a low enough level of granularity 
identity theory will fail for both neuroscientific (people have different brains) 
and psychological (given enough items or fine-grained measurements, all people 
will differ slightly in response patterns) measurements, rendering it trivially 
untrue. The useful interpretation of identity theory then operates at a slightly 
higher level of abstraction. Moreover, it is most fruitful to assume identity 
theory as part of the ongoing process of this decomposition and mechanistic 
description of psychological phenomena. This is a different flavour of identity 
theory: Not an a priori truth imposed on the phenomena, but a default 
assumption that guides inquiry, but can be challenged on the basis of new 
results. This theoretical approach is called Heuristic Identity Theory. This fits 
better with what should be the goal of cognitive neuroscience, which is to 
provide a mechanistic account of psychological processes, by decomposing 
them into smaller cognitive processes each associated with individual neural 
processes. Burnston and colleagues illustrate the effectiveness of HIT in 
analysing processes involved in face perception, where assuming a one-to-one 
mapping of neural activity related to face perception has led to increasingly 
detailed insights, whilst simultaneously continuously revising the original, 
simplistic identity theoretical relationship between, for example, the Fusiform 
Face Area (FFA) and face perception. This approach of varying experimental 
input generates identity theoretical hypotheses, which can then be tested by 
manipulating the processes of interest, for instance by interrupting neural 
processes by means of TMS. 

Finally, they propose a reductionist framework that focuses on 
decomposing psychological processes into smaller units that can be described 
as forming parts of the process being understood. This approach allows for the 
simultaneous study of phenomena at different levels, and can capture the 
seeming paradoxes of top-down versus bottom-up causation. Processes that 
look like top-down causation by studying the details of the (simultaneous) 
processes occurring at different levels. Ultimately then, the gap proposed in the 
target article will disappear: processes and phenomena at different levels of 
description can be translated to other levels in such a way that they can be 
understood as descriptions of the same phenomena. 
 
Haig, B. D. (2011). Philosophical Naturalism and Scientific Method. Psychological Inquiry, 
22, 128–136. 
 
Haig positions the approach of the target article in a broader philosophical 
context, and shows that considerations from philosophy of science, in addition 
to philosophy of mind, are pertinent to approaching the reduction problem. 
Firstly, he shows that the underlying philosophical background of the target 
article is best seen as a strong version of naturalistic realism. Naturalism is the 
position that considers science and philosophy to be ends of a continuous 
spectrum of theoretically guided empirical investigation of the world. In this 
sense it is a thoroughly realist view of science in line with the epistemological 
naturalism of Quine, who argues that philosophy is in many ways similar to, 
and continuous with, science. This perspective suggests that philosophy as a 
hypothetico-deductive method of inquiry into the nature of reality is not 
inherently different from science, and that empirical science does not need to 
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answer to any a priori philosophical considerations- they represents the ends of 
a continuum. However, according to Haig, beyond Quine the target article 
argues that in addition to philosophy providing theories and conceptual 
foundations that can guide empirical inquiry, results from science can and 
should constrain philosophical theories. By approaching the reduction problem 
of the mind and brain as a question of model testing and model fit, this point of 
mutual constraint is made explicit: Theories from philosophy of mind can be 
rejected or constrained if the predictions are not supported by the data, and 
cognitive neuroscience should be aware that there are no philosophically neutral 
approaches to empirical attempts to link mind and brain. The target article 
implements this approach by means of Structural Equation Modelling, which is 
in essence a hypothetico-deductive method. That is, the predicted covariance 
matrix on the basis of the (philosophical) theory is compared to that observed 
empirically, and the deviation from this predicted covariance, quantified by 
means of fit indices, is taken to be the arbiter in judging the success of the 
theory. However, Haig notes that this neglects other approaches to empirical 
and explanatory adequacy. One such approach is inference to the best 
explanation, from which perspective the degree of explanatory coherence is 
central, which states that statements and propositions that a part of a theory 
should tie together closely and generalize beyond the current, contingent, data. 
This can be implemented, for instance, by focusing on measures of model 
parsimony and comparative model fit that weighs the complexity of the model 
in relation to its empirical adequacy. A justification is that overly complex 
model will do poorly in terms of generalizability and explanatory coherence, as 
they will be too heavily weighted towards explaining locally contingent 
phenomena, and thus are not good candidates when considered from the 
perspective of inference to the best explanation. Together, the synthesis of 
naturalistic realism and inference to the best explanation can serve as a 
philosophically guided approach to the reduction problem. 
 
Vul, E. (2011). Reductionism and Practicality. Psychological Inquiry, 22, 137–138. 
 
Vul (2011) takes an explicitly pragmatic approach to the reduction problem, 
based on three arguments. Firstly, there is no a priori principled reason to 
consider any level of abstraction to be primary. Secondly, models at all levels of 
explanation are likely to be wrong. Thirdly, explanatory models always carry 
specific costs in terms of time and effort and benefits in terms of the accuracy 
and granularity at certain explanatory levels. We should then ask of reductionist 
theories: What is gained, in terms of prediction, accuracy and insight, by 
studying a higher order phenomenon on the basis of lower order realizations? It 
is the answer to this question that should guide us in deciding at which level in 
the hierarchy we should ‘stop’. Based on this principle, we have at least some 
justification for cognitive neuroscience, as it has led to certain useful level-
crossing predictions (e.g. guiding neurosurgery). However, from this 
perspective, reductionist models have an inherent challenge: Models and 
techniques developed at particular levels of explanation (be they psychological, 
neurological, molecular or other) are generally more useful and more cost-
effective at predicting and explaining phenomena at that level of explanation. 
The only principled way of arriving at a unified reductionist psychology, Vul 
argues, is by developing computation models of cognition and the brain that 
simultaneously predict phenomena at both levels of abstraction. 



46 Turtles all the way down?
 

Rejoinder 
According to Karlin (1983), “The purpose of models is not to fit the data but to 
sharpen the questions”. Given the rich and insightful commentaries we 
received, our approach to the reduction problem can be considered a success in 
this respect. The commenters have taken our ideas and expanded them both in 
breadth and depth. They have also critically examined the assumptions of our 
approach. In general, the commentaries suggest that the implementation of 
conceptually guided psychometric models is viable, empirically tractable, and 
can be improved and revised on the basis of empirical and conceptual advances. 
Most importantly, they show that psychometric models yield increased depth 
and precision in dialogues concerning the foundational questions of cognitive 
neuroscience. In this rejoinder, we address the core points of criticism and 
present an expansion of the ideas formulated by Kievit and colleagues (2011), 
based on the ideas and suggestions offered by the commenters. Our focus will 
be on the following set of themes that figured centrally in the comments: 1) 
What is the role of mechanisms with respect to our approach; 2) What 
explanatory levels should we study; 3) Why we should engage in reductive 
science in the first place; 4) How can psychometric models be extended; 5) 
What interpretations of causality are relevant for psychometric models and 6) 
Which other philosophical positions can be translated into measurement 
models?  

Mechanisms and measurement models 
Perhaps most critical of our enterprise are Burnston, Sheredos and Bechtel 
(2011). They summarize their criticism as follows: “Our central objection to the 
psychometric approach deployed by Kievit and colleagues is that the formal 
models only account for correlations between variables (measurements) and do not 
aid in explaining phenomena. Cognitive neuroscience is concerned with the latter” 
(italics in original). We agree that mechanistic explanations are a worthwhile 
goal. This is as true for cognitive neuroscience as it is for other disciplines that 
deal with different explanatory levels (behavioural genetics, molecular 
chemistry). However, despite our concurrence with this overarching goal, we 
doubt whether the arguments of Burnston and colleagues (2011) are relevant to 
our central point. First, the two endeavours - discovering mechanistic 
explanations and formalizing correct measurement models - are not mutually 
exclusive goals in science. In fact, they are mutually reinforcing. Hence, that 
mechanistic explanations are important does not imply that measurement 
models are unimportant or vice versa. Second, the quality of mechanistic 
interpretations is essentially dependent on the quality of the measurement 
theoretical foundation used to relate psychological and neural phenomena. This 
is simply because the quality of any empirical study depends on the quality of its 
measurements. 

We consider the second point first. As Bagozzi puts it: “Substantive 
researchers do not always develop the conceptual meaning underlying 
measurement relations, but they are implicit in the theoretical development of 
hypotheses and deserve explicit consideration.” That is to say, the quality and 
validity of inferences about mechanisms rely on a valid measurement theoretical 
foundation, and by ignoring the measurement issues we may produce incorrect 
inferences about mechanisms. The dependency of mechanistic explanations on 
correctly specified measurement models also holds within psychology: when we 
find a consistent, replicable difference in performance across participants in a 
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particular test (e.g. perceptual organization), we would ideally like to explain 
why this is the case. However, this question is secondary to, and reliant upon, 
the question of what the phenomenon (perceptual organization) is, how we 
may measure it reliably and validly, and whether our measurements allow for 
correct insights that form the basis of mechanistic explanations.  

This dependency is especially relevant for neuroscience. For instance, 
consider the research discussed by Burnston and colleagues (2011). Kanwisher, 
McDermott and Chun (1997) examined the role of the Fusiform Face Area 
(FFA) in face perception. Both the initial claims (that this region of the brain 
was selectively active for stimuli of faces) and the ensuing refinements in other 
papers (that it may be better considered an area selectively active for stimuli for 
which a person can be considered an expert, for instance perception of faces or 
birds for bird watching experts) of this research are important. However, this 
research clearly depends on a constellation of assumptions regarding the 
measurements on which these interpretations are based. In fact, throughout the 
history of cognitive neuroscience, a large body of research has been aimed 
specifically at examining the assumptions of empirical (neuroscientific) research, 
so as to ensure that inferences drawn from such studies are valid. For instance, 
studies have examined the relationship between neural activity and the Blood 
Oxygenated Level Dependent (BOLD)-response (Logothetis, Pauls, Augath, 
Trinath, & Augelman, 2001), inter- and intra-individual variability in the 
Hemodynamic Response Function (HRF, the form of the temporal response of 
the increase in oxygenated blood) (e.g. Handwerker, Ollinger, & D’Esposito, 
2004), functional and structural heterogeneity across individuals (Poline, 
Thirion, Roche, & Meriaux, 2010), inferences about individuals based on 
repeated measurements on similar trials (Fischer et al., 2003), and statistical 
inferences of neuroimaging data (Kriegeskorte, Simmons, Bellgowan, & Baker, 
2009). For an excellent overview of these and other such issues, see Schleim 
and Rosier (2009).  

As the above shows, these issues are well-known and well-
documented in the field of cognitive neuroscience, and practicing researchers 
(such as Kanwisher et al.) are generally well aware of their importance. For 
instance, if we were to (incorrectly) assume that the HRF is uniform across and 
within individuals, it may be that we discover spurious (de)-activation in certain 
regions that is actually an artefact of an incorrect statistical model, and then 
offered a (incorrect) mechanistic explanation of the processes that are the 
source of this differential activity. The point is not that these assumptions 
invalidate research such as the study by Kanwisher et al., the point is that any 
mechanistic interpretation relies upon a constellation of such assumptions.  

For instance, consider the (mechanistic) explanation of sex differences 
in perceptual organization (PO) by appealing to a sex-linked gene (e.g. Bock & 
Kolakowski, 1973; Posthuma et al., 2003). Being able to demonstrate that a sex 
gene can indeed explain sex differences in PO depends crucially on the 
measurement of PO (that is to say, does the PO test display measurement 
invariance? Meredith, 1993). Specifically, one has to demonstrate that the sex 
differences in the responses to the items measuring PO are attributable solely to 
differences with respect to PO, a latent variable. This is a basic measurement 
problem: is the test measurement invariant (or unbiased) with respect to sex? If 
this is not the case, the observed sex difference on the PO test cannot be 
related unambiguously to the latent variable PO (i.e. it may not ‘actually’ be a 
sex difference in PO ability), and we may end up trying to construct a 
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mechanistic explanation for a difference that is not, in a meaningful sense, 
‘there’. If we cannot relate the observed sex difference unambiguously to sex, 
then we cannot know whether a demonstrated effect of the sex-linked gene is 
actually explaining a sex difference in latent variable PO. This example 
demonstrates the dependence of explanation on measurement.  
The same issue may hold for the integration of neuroscientific and behavioural 
measurements. Although some well-established, mechanistically interpreted 
neuroscientific findings are rooted in large bodies of empirical data, it may well 
be that they require revision or refinement if the relationship between 
measurements and inferred traits is different for other subpopulations. For 
instance, there is evidence to suggest that neuroscientific findings such as the 
neural response to object processing and self-related thoughts are substantially 
different across cultural populations (Chiao & Cheon, 2010). Despite this fact, 
there have been few studies that explicitly compare neuroscientific 
measurement models for measurement invariance, which means that at least 
some mechanistic interpretations may be incorrect (Chiao & Cheon, 2010; “No 
research to date has explored comparisons in neural functioning of individuals 
living in small-scale versus industrialized societies”, p. 89).  

Finally, Burnston and colleagues rightly praise the advances and 
refinements of the FFA after the initial findings by Kanwisher and colleagues 
(2003). However, the refinements of the original FFA theory based upon 
subsequent research (indeed an excellent example of Heuristic Identity Theory) 
can also be tackled by means of correctly specified psychometric models. For 
instance, research based on the original study by Kanwisher and colleagues 
showed that, contrary to the initial hypothesis, the FFA also shows differential 
activity to non-face stimuli (e.g. to other visual stimuli in which a person can be 
an expert, such as bird perception). In Figure 3.1, we show that this fact could 
have been detected by means of a correctly specified psychometric model.  

 

 
Figure 3.1. Using structural equation modelling to examine the presumed function of the 
Fusiform Face Area (FFA). Note. Here we have two latent traits: whether an individual 
perceives a face (measured by P- and N-indicators), and whether an individual perceives a bird 
(assuming expertise in bird perception, after the examples discussed in Burnston, Sheredos, & 
Bechtel, 2011). If activity in the FFA is truly only selective for face-stimuli, then activation in the 
FFA should be determined by the latent trait “bird perception.” If we specified this model, then 
a significant crossloading between the FFA and both latent traits would lead us to revise the 
original hypothesis concerning the FFA. 
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The refinement of the theory could have been detected by showing 
there exist significant cross loadings of the FFA to two distinct latent variables 
(e.g. face perception and bird perception). That is, if the activity in the FFA is 
not simply a measurement of face perception, we expect the cross-loading 
(lambda12) to be significantly different from 0. To the extent that the simple 
explanation of the FFA can and has been revised by further research, it can (or 
could have been) revised by better measurement models also: covariation of the 
FFA with several distinct perceptual categories would lead to cross loadings of 
the FFA, revising the simple identity theoretical model, and thus lead to a more 
correct specification of the relationship between the unobserved latent trait and 
the observable measurements. This is an example how a correctly specified 
measurement model may be directly beneficial for mechanistic explanations.  

Another way measurement models can inform mechanistic insights is 
because of the restrictive nature of the identity models. Neurological indicators 
that function as a reflective measurement of a psychological trait (or have 
substantial factor loadings in a MIMIC model) are worthy of closer 
examination, as such unidimensional covariation with the construct suggests the 
indicator may be in some way related to mechanisms relevant for the 
psychological process or trait. In this manner, a psychometric property of an 
indicator can inform and guide the search for (better) mechanistic explanations. 
The converse of course is also possible: mechanistic insight, or mechanistic 
hypotheses, may be invaluable in suggesting and selecting what indicators may 
be the best candidates for a measurement model of a given trait.  

To summarize: We agree with Burnston and colleagues that 
mechanistic explanations are an important goal in cognitive neuroscience. 
However, even research aimed explicitly at uncovering mechanisms should be 
aware of measurement theoretical assumptions underlying the data that is 
subsequently interpreted as evidence for a given mechanism. Attempting to 
infer underlying mechanisms based on incorrect or unclearly specified 
measurement models may yield incorrect conclusions. Using the metaphor 
proposed by Burnston and colleagues (2011): If we consider the data to be an 
epistemic inroad into the phenomena, we should make sure this road is well-lit.  

Up and down the reductive ladder 
One of the core problems in cognitive neuroscience is the question at what 
lower level of description or granularity we should study people with respect to 
psychological phenomena. How do we decide whether to study coarse or 
detailed brain structure, neural firing rates or protein synthesis?10 As Vul (2011) 
and Barrett (2011) point out, the neurological measures we analysed in our 
empirical illustrations (Kievit et al., 2011) represent an arbitrary, and perhaps 
suboptimal, point to ‘stop’, and argue that those measures are too coarse to be 
plausible candidates for reduction11. Interestingly, arguing that the level we 

                                                           
10 Although both Burnston et al. (2011) and Vul (2011) point out that one may also 
consider computational and algorithmic levels as different reductionist levels, for now 
we focus on the questions on, roughly speaking, the granularity or types of brain 
properties we should study, and why. (Although note that our approach is compatible 
with the algorithmic or computational level, more on the flexibility of N-indicators in a 
later section). 
11 Although we agree that there are much more sophisticated and predictively better 
neurological indicators with respect to intelligence, we disagree with Vul’s assertion that 
intelligence is “not well predicted by coarse neural measures” (p. 138): Despite the 
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selected is either wrong or suboptimal implies that there may also be a ‘right’ or 
at least a better level (For an excellent discussion on how to consider the nature 
of different levels, see Bechtel, 2008, p. 145.). The real question then becomes 
clear: How can we judge which level is the ‘right’ one? By what criteria should 
we judge what indicators to use when engaging in empirical research? In order 
to judge what the ‘right’ level is, we first need to discuss commenters’ answers 
to an even more fundamental question: Why engage in reductive science in the 
first place?  

Vul (2011) discusses a possible way to judge the success of reductive 
science in connecting different explanatory levels: 1) a main goal in cognitive 
neuroscience is prediction (e.g. the predictive success of the accuracy of a 
surgery induced lesion), and 2) given this criterion of prediction, we judge the 
success of a specific indicator (e.g. grey matter density) by its usefulness, or 
practicality, with respect to its predictive value. The reason that we shouldn’t try 
to measure, say, individual neurons within people is that this extra effort 
(assuming it is at all possible) will not increase predictive ability, at least not to 
the extent that justifies the extra effort. From the viewpoint of prediction, this 
is a coherent justification of reductive science, however, it is also quite limiting. 
It may still be worth engaging in reductive science if this is not the case, i.e. 
when brain measurements do not outperform behavioural measurements of a 
given psychological construct.  

For instance, Burnston, Sheredos and Bechtel (2011) argue that 
reductive science offers a way to get a grip on the (generating) mechanisms of 
the data. From this perspective, the criterion to judge the success or adequacy 
of a particular N-indicator is not necessarily that it outperforms behavioural 
measurements, but the extent to which it reveals or inspires hypotheses 
concerning the generative mechanisms that influence the higher-level 
phenomenon (e.g. individual differences in general cognitive ability). From this 
perspective, the study of a particular brain property may be quite impractical or 
complicated, but nonetheless justifiable, as it yields ‘new’ knowledge (into the 
generating mechanisms of the phenomenon of interest), not just predictive 
accuracy per se.  

Barrett (2011) takes a broader perspective concerning the purpose of 
reductive science, arguing that the purpose of a neuroscientist is to ‘discover 
facts about the mind’ by studying the brain, and that the ‘goals and proclivities 
of scientists may differ’, p. 121), a position compatible with research offering 
new kinds of insight without necessarily being more predictive or practical. 
Bagozzi (2011), Vul (2011) and Berkman and Lieberman (2011) offer another 
possible goal for reductive science, namely to cross-validate scientific constructs 
at other explanatory levels. If, say, a given psychological theory or construct 
(e.g. emotional responses to social exclusion) accurately predicts phenomena at 
other explanatory levels (e.g. changes in hormone levels following social 
exclusion), this may be considered corroborating evidence for the usefulness of 
such a construct at the psychological level. In this way, reductive science can 
offer a new kind of evidence for the justification of constructs that extends 
beyond the confines within which the psychological construct was developed. 

A final, and pragmatic, illustration of the use of reductive science is 
offered by both Bagozzi (2011) and Berkman and Lieberman (2011), who argue 

                                                                                                                            
coarse granularity, these measures together explain 25.1% of the variance in g, which is 
the higher end of explained variance in most cognitive neuroscientific research papers. 
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that modelling of reductive science can be used to quantify and possibly 
overcome method bias in a new way. This is an excellent suggestion that we will 
return to later.  

In addition to this discussion on the specific utility of cognitive 
neuroscience, Haig (2011) provides a meta-scientific structure for the goals of 
reductive science by embedding the issue in a larger framework, namely the 
philosophical justification of science itself, and the values by which we can 
judge the adequacy of scientific explanations. Haig discusses several approaches 
to judging super-empirical virtues in science – super-empirical because they go 
beyond the empirical adequacy of a specific line of research – for example 
‘unifying power’ and ‘parsimony’. Which virtue one holds to be most important 
determines how one interprets the success of a given scientific endeavour. For 
instance, if the implicit value by which we judge scientific explanations is 
parsimony, then we may judge if, by this criterion, a neuroscientific description 
of a psychological trait succeeds12. However, a practicing neurosurgeon 
collaborating with a neuroscientist may not care about parsimony: whatever 
(measurable) constellation of neurological information concerning a patient 
best predicts where and how to conduct invasive surgery is adequate, no matter 
how much it lacks in elegance or simplicity. Similarly, if the super-empirical 
value is the unifying power of a theory, then an overarching theory may lack in 
parsimony, but be justifiable nonetheless, assuming it succeeds in connecting a 
wide range of phenomena. For instance, despite the relatively simple basic 
principles, one would be hard pressed to call the complete scientific corpus of 
the modern evolutionary synthesis (Or the ‘extended evolutionary synthesis’, cf. 
Pigliucci, 2007) parsimonious. However, the unifying power of this theory, in 
offering predictions in fields as far apart as molecular genetics and behavioural 
ecology, is as large as one could wish from a scientific theory (of course the 
above depends on what notion of parsimony one wishes to adopt, a detailed 
discussion of which would lead us too far astray). It is clear from these 
examples that both the super-empirical values by which one wishes to judge 
science in general, as well as the perspective from which one engages in 
reductive (cognitive neuro-) science determines the framework from which one 
judges the adequacy of a particular line of research. There is no single correct 
perspective, and this fact alone implies that the assumptions of reductive 
(neuro)science should be made explicit in research to ensure that its relative 
success is judged on the basis of the appropriate merits.  

Brains, people and reductionism 
It is not uncommon in both the empirical and philosophical literature to find 
the following argument: ‘Every psychological process occurs in the brain, the 
brain is material, therefore we should study the brain to understand 
psychology’. For instance, Barrett states: “In a certain sense, this has to be 
correct – unless you are a dualist, psychological measurements, in the end, 
have to be causally reduced to the brain.”(bold emphasis added). Strictly 
physically speaking, this is of course true. However, in terms of explanation, 
this need not necessarily be the case. Kim make a similar point concerning 
physical reduction: “The core of contemporary physicalism is the idea that all 
                                                           
12 Haig (2011) specifically addresses the importance of parsimony in comparing 
structural equation models. Although quantitative assessments are not the only 
interpretation of parsimony, the fit indices we use, (the AIC, the BIC, and the RMSEA) 
all take into account parsimony in some different ways (Claeskens & Hjort, 2008). 
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things that exist in this world are bits of matter and structures aggregated out of 
bits of matter, all behaving in accordance with laws of physics, and that any 
phenomenon of the world can be physically explained if it can be explained at 
all” (Kim, 2005, pp. 149-150, cited by Bagozzi, 2011). That said, one can take 
this discussion one step further and ask: Why stop at the level of the brain in 
the first place?  

With respect to the explanation of psychological phenomena and the 
brain, there are two routes one may take with this argument: The first, which is 
often called strong reductionism, or physicalism, and the second, which we will 
call pragmatic reductionism. Strong reductionism offers no a priori justification 
to stop at the explanatory level of the brain, as the brain is merely an arbitrary 
stop in the hierarchical scheme of explanatory levels. Pragmatic reductionism 
can claim to stop at the level of the brain for pragmatic reasons, e.g. because it 
offers predictive, intelligible or insightful data, or because it has uncovered the 
generating mechanisms of the data.  

For instance, if one argues in the tradition of (strong) physicalism like 
Kim, and argue that because people (displaying psychological phenomena) are 
physical, any (psychological) explanation must be explainable in physical terms, 
there is no reason to stop at the explanatory level of the brain. The problem 
becomes clear if we paraphrase Barrett’s comment as follows: “Brain 
measurements, in the end, have to be causally reduced to the protein structures 
(molecules/atoms ad infinitum)” (Bechtel makes a similar point in 2008, p. 
129).  

Strong physicalism then, if interpreted in this manner, implies that 
because humans are material beings, we must study them at the lowest possible 
level to understand psychological phenomena. To be sure, we do not assign this 
view to Barrett, we merely want to emphasize that the justification to stop at 
the level of the brain to understand or explain psychological phenomena needs 
to be made on the basis of other arguments than merely the fact that people are 
physical objects. We propose that few practicing scientists would be 
comfortable with this position. Even eliminative materialists such as 
Churchland, as discussed by Bagozzi, tend to argue that psychological 
phenomena are not ‘real’ but are ‘actually’ neural or hormonal properties such 
as hormonal or neural properties of the brain. Why these properties in turn 
then should not be eliminated, or are taken to be more real, is rarely spelled out 
more explicitly than a passing reference to future developments.  

The second line of reasoning seems much more viable: the pragmatic 
reductionism account. This account offers us grounds to stop at the 
explanatory level of the brain (e.g. grey matter density, cortical activity) because 
it ‘works’; that is, it offers predictive, sometimes explanatory, and insightful 
perspectives concerning the higher order property. The pragmatist 
reductionism account implies that any claim that we should study the brain is 
fine, as long as it is grounded in empirical justification, not in a priori claims 
concerning the ‘materialness’ of people. One cannot, in our view, use a 
principled argument to study lower explanatory levels, and then ‘get out’ 
halfway. Take for instance Churchland (1981, p. 67): “Our mutual 
understanding and even our introspection may then be reconstituted within the 
conceptual framework of completed neuroscience” (emphasis added). If one 
wishes to be an eliminativist about folk psychological constructs, then it seems 
inconsistent to rest our hopes upon a ‘completed neuroscience’: One must also 
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be an eliminativist about neuroscientific explanations with respect to molecular 
explanations, atomic explanations, ad infinitum.  

The focus of Churchland on neuroscientific reduction then is tenable if 
he can support claims concerning the imminent demise of folk psychological 
explanations to neurological properties by empirical evidence. These may well 
be forthcoming, but they cannot be claimed on a priori grounds. A possible 
source of such arguments is an inherent bias to favour lower, biological 
explanations over ‘higher’ explanations. Kendler (2005) addresses this type of 
implicit preference with respect to genes, the environment and 
psychopathology: 

 
“I suggest that we feel comfortable with ‘X is a gene for Y’ and not ‘A is an environment for 
B’ because we implicitly assume that genes have a privileged causal relationship with the 
phenotype not shared by environmental factors. However, empirical evidence does not support 
the position that genes code specifically for psychiatric illness while the environment reflects 
nonspecific ‘background effects.’” (pp. 1248). 
 
The bias for the lower order properties seems to stem more from intuition than 
empirical fact. Although psychologists have long accepted error in their 
measurements as unavoidable, some discussions seem to assume that the 
errorless measurement of neural processes is less problematic. We disagree with 
this notion, and find the idea that neural processes (especially the type of 
neuroscientific abstractions that figure in explanatory accounts) can be directly 
measured without error equally problematic as the idea that psychological 
phenomena can be measured without error (this largely resolves the difference 
in representation between us and Barrett: we, for the time being, consider the 
two measures on equal footing precisely because this errorless measurement of 
the relevant neural property is not forthcoming).  

In our view, the route of pragmatic reduction is most useful: The 
extent to which certain properties can be reduced or explained by lower levels is 
an open question that should be adjudicated based on empirical evidence and 
correct, intelligible, predictive explanations. It may be that constructs such as 
‘depth perception’ can completely be reduced (either as laws or as fully 
developed mechanistic explanations) to neuroscientific explanations, whereas 
others (intelligence, working memory capacity) will resist such wholesale 
reduction. In our view, empirical and conceptual advances (such as HIT or our 
approach) are more likely to be of use than a priori arguments concerning the 
likely end result.  
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Extending psychometric models 
The commenters offered a host of suggestions to improve and extend the 
implementation of our models. Bagozzi and Barrett in particular take our SEM-
representations and expand and adapt them in various insightful and useful 
ways. Before we discuss possible alternative models or extensions, it is 
important to clarify two misunderstandings concerning the nature of the N-
indicators, namely which N-indicators can be used in psychometric models, and 
the status (data/phenomenon) of complex correlations among indicators. Vul 
(2011), Burnston, Sheredos and Lieberman (2011) and Barrett (2011) argue, 
based on the indicators we used in our analysis, that it is unlikely that activity in 
a single brain region, or grey matter density in a particular area, will ever be 
identical to a complex trait such as intelligence, and are therefore unlikely to 
display an identity theoretical relationship (i.e. for a reflective model to fit). The 
commenters suggest that for this reason, the identity theoretical model in our 
approach was in a sense ‘doomed’, given the complexity of intelligence versus 
the relatively coarse nature of our neural indicators, and that this simplified 
assumption (brain area=cognitive faculty) may jeopardize the enterprise of 
modelling in this way.  

Figure 3.2. Supervenience “deluxe.” An extended supervenience model. P-indicators are only 
drawn from the first psychological variable for visual clarity. This model represents hierarchical 
multiple realizability. The same behavioural state (e.g., “freezing behaviour”) can be determined by 
different psychological latent trait values, which in turn can be determined by different 
constellations of neural activity and/or constitution. 
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We fully agree with the position that it is unlikely that single brain areas will 
map one-to-one onto cognitive faculties. In fact, our approach can be seen as 
an attempt to circumvent this (implicit) type of thinking. The fact that several 
authors raise this criticism means we have been unclear about the nature of the 
N-indicators, and wish to remedy that problem here.  

The N-indicators in structural equation models can represent any 
neural (or physiological) measurement, regardless of whether they are direct or 
indirect, coarse or fine-grained (Bechtel & Mundale, 1999). They may include, 
but are not limited to, a diverse range of indicators such as cortical thickness, 
network measures of ‘functional connectivity’ of a particular brain area, a 
Fourier power transform of an EEG measurement of a given source, the 
proportion of grey matter compared to white matter in the brain of an 
individual, network coherence in resting state measurements, neurotransmitter 
levels, or any of the wide range of other measurements commonly acquired in 
cognitive neuroscience and related disciplines. The flexibility of the N-
indicators is, in our view, one of the strengths of psychometric models. It is 
precisely the shift of focus from what, or where, the neurological measurement 
‘are’ to what they ‘do’ in a measurement model that makes the measurement 
theoretical questions explicit, and may steer us clear from the dangers of the 
neophrenological approach everyone wishes to avoid.  

For instance, recently there have been several recent developments in 
mapping the small world characteristics of networks in the brain, and their 
relationship to psychological phenomena (Bassett & Bullmore, 2006; Van Den 
Heuvel, Stam, Kahn, & Hulshoff Pol, 2009). Small world networks (Watts & 
Strogatz, 1998) are usually defined by two parameters: small average path length 
and a preponderance of clusters (i.e. a high clustering coefficient). Although 
these parameters are indirect and abstract measurements of brain properties, 
they can figure as N-indicators in a structural equation model. For instance, 
Van Den Heuvel and colleagues (2009) showed that there appears to be a 
correlation between average path length and intelligence, that is, people with 
shorter average path length generally had higher IQ scores. In our approach, 
one may take these parameters and use them as N-indicators in a reflective 
model. This allows one to see whether these indicators can figure as reflective 
measurements of intelligence, i.e., whether the small world characteristics are a 
function of the same property as the IQ-scores. It is precisely because 
psychometric models can naturally accommodate such diverging measurements 
that they are so useful: It should be noted that the general latent variable model 
is the only model in existence that can empirically specify the hypothesis that 
two distinct variables measure the same property. Thus, what matters is how 
indicators ‘perform’ in a measurement model, what properties they share, and 
what variance they explain. If indicators of neural properties are able to 
perform these tasks, they can figure in models. 

A second issue concerning our indicators need also be addressed, 
namely the suggestion that we are merely interested in observable indicators. 
Burnston, Sheredos and Bechtel (2011) argue that instead of explaining 
phenomena, we are only explaining data. We disagree. The data are the 
observations as coded in a data file. To explain their existence, it suffices to 
read the materials and procedures section in a paper. Here we are not explaining the 
data, but the structure of a covariance matrix of psychological and 
neuroscientific measures. The structure of such a covariance matrix is a 



56 Turtles all the way down?
 
complex empirical phenomenon if anything is. Now, in setting up a model, we 
attempt to explain the structure of the covariance matrix by postulating specific 
hypotheses on sources of variation in the measures (in the words of Barrett 
(2011), “all measurement questions are also philosophical questions about how 
variation in numbers hint at or point to reality”). In doing this, we aim to map 
the sources of variation to the empirical patterning of the covariance matrix. 
Surely, this goes beyond the directly observable data, if only because it requires 
one to postulate and evaluate the quality of measurement theories (see also 
Haig, 2005). It may not be possible to clearly demarcate the domains of data 
and phenomena very sharply – in fact such a delineation may be illusory anyway 
– but in our account we certainly show awareness of the fact that phenomena 
are different from the data. In addition, establishing measurement properties of 
utilized instruments is clearly a necessary step towards understanding and 
explaining phenomena. This process involves the specification of accurate 
measurement models, which in turn requires hypotheses on the processes 
generating the data. The history of the development of psychometric models 
has shown that this iterative process is mutually beneficial in the best tradition 
of HIT. 

Bagozzi and Barrett offer several substantial extensions of our models. 
They take our ideas and show how different SEM implementations can be used 
to tackle complex empirical phenomena and other philosophical theories. 
Bagozzi takes our ideas and generalizes our approach even further. Where our 
approach aims to translate existing philosophy of mind theories into models 
that represent the conceptual implications of those theories, Bagozzi proposes a 
general, or skeleton, model (Bagozzi, 2011, Figure 5) that can be modified to 
represent a variety of conceptual hypotheses. This could be considered a meta-
psychometric approach to philosophy of mind. From this perspective, the 
mental state (M1) and the physical state (P1) of a person are latent variables, 
and both measure the theoretical property (T1) of that person. The advantage 
of this overarching model is that this model can be adapted to represent and 
test a variety of conceptual hypotheses. Various conceptual assumptions can be 
implemented by means of standard psychometric constraints, such as setting 
parameters to certain values, equating latent variables, and constraining 
allowable correlations. This is a versatile extension of our original approach, 
and an insightful manner to underscore the notion that for many philosophical 
theories concerning the relationship between psychological and biological 
properties it is at least in principle possible to translate them into empirical 
theses. Of course, there may still be disagreement on how to best represent a 
particular theory (for instance, Bagozzi and Barrett both propose alternative 
representations of supervenience theory), but in our view, it is exactly this type 
of disagreement that may yield maximal payoff, both philosophically and 
empirically.  

Bagozzi also argues that neurological measurements can be 
implemented in a latent variable model ‘by themselves’. That is to say, a 
unidimensional latent variable can be formed from co-varying neurological 
measurements, which if it correlates 1 with a psychological variable, can be 
considered as evidence for identity theory13. In fact, modelling neurological 
                                                           
13Although the suggestion by Bagozzi to test the deviation of the correlation from zero 
instead of the full reflective model is interesting (and his comments concerning method 
factors valid), we prefer a model with a single factor. By representing the latent construct 
as one latent variable, we also imply certain interpretations in terms of possible 
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indicators ‘by themselves’ by means of an exploratory factor analysis may do 
more justice to our current prevailing ignorance concerning the structure of 
neurological covariation. This is an excellent suggestion and an approach we 
have followed and implemented in more recent work (Kievit et al., 2012), 
where we examine intelligence and a more complex constellation of brain 
measurements than those modelled here. In this study, we take an exploratory 
factor analytic approach with respect to the N-indicators, to uncover the 
structure of these properties, and correlate them with the psychological latent 
variables of interest. Using an exploratory factor analytic approach for different 
constellations of neural indicators may provide novel insights into the structure 
of inter-individual differences in neural makeup. 

Barrett discusses a wide range of new models, largely from the 
perspective of psychological construction (Coan, 2010; Barrett, 2009, 2011), a 
position naturally compatible with formative models. In this and previous work, 
Barrett shows how the biological study of emotion research has recently 
developed several quite sophisticated representations of the relationship 
between the physiological and psychological components of emotions. Barrett 
illustrates how complex empirical phenomena, such as emotions, can be tackled 
in this manner and offers both simple and hierarchical models to support this 
view. This offers the possibility of reconciling both the distinct nature of 
psychological and neurological properties whilst attempting to bridge the divide 
in an intelligible manner. It will be interesting to see both how the 
constructionist position fares in emotion research, and to what extent the ideas 
will extend into other fields of psychological inquiry. 

The importance of behaviour 
Berkman and Lieberman (2011) argue we should include measurements of 
behaviour in our models, significantly extended the scope of our approach. 
They argue that behavioural indicators should be included in our models, as 
they represent important (and often neglected) aspects that are relevant for 
psychological explanation. Berkman and Lieberman take the supervenience 
model and the associated characteristic of multiple realizability theory and use it 
to explain the relationship between observable behaviour and psychological 
characteristics. This importance of behaviour in such models, and the role of 
multiple determination is also suggested by Barrett and Bagozzi. Barrett, for 
instance, discusses several examples where the one type of overt behaviour can 
be caused by different constellations of (presumed) psychological states. For 
instance, in animal behaviour research, certain behaviours (e.g. freezing 
behaviour) may be the result of quite different constellations of psychological 
states (avoiding being seen, paralyzed by fear, or the moment of readiness 
before a fight or flight response). Although the model proposed by Berkman 
and Lieberman is not statistically identified, it is illuminating to think about the 
inclusion of other explanatory levels in such ways. An alternative model based 
on Berkman and Lieberman (2011), presented in Figure 3.2, could be 
implemented to examine the predictions concerning determination and multiple 
realizability of behaviour with respect to psychological indicators and 
neurological indicators in the same model. The constellation of psychological 
components that lead to a given behaviour is generally quite complex. If only 
the behavioural outcomes are studied, we may not be aware that different 
                                                                                                                            
interventions that are different from having two separate, albeit highly correlated, latent 
factors. 
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constellations of psychological primitives can lead to the same type of 
behaviour. Similarly, by only studying psychological processes or dispositions, 
we may be unaware of the constructive role they play in behaviour, thus this 
yields benefits for the two fields of study. This interpretation may be referred to 
as a hierarchical supervenience model, and is similar to the constructionist 
model Barrett (2011) proposes in Figure 7B. 

Models like the above may provide structure to connect explanatory 
levels in an empirically tractable manner. For instance, reductive science 
generally crosses only one ‘divide’: brains are informative about individuals, but 
rarely about the interactions in large social groups. Similarly, the mapping of 
specific genes (and gene expressions) has been relatively successful for lower 
order phenotypic properties (e.g. serotonin transporter gene, Heils et al., 1996) 
but rarely for higher order properties (e.g. schizophrenia and genetics loci, 
Penke, Dennissen and Miller, 2007). By linking different explanatory levels and 
studying the explained variance at each level through hierarchical models, we 
may be able to derive the predictive abilities across relatively large explanatory 
gaps (e.g. groups to brains, behaviour to genes) by studying the explained 
variance at each level. In this way, it could actually be possible to connect 
different explanatory levels. Linking these different explanatory levels by means 
of measurement models is a fruitful empirical approach that can serve to link 
different manners of inquiry. 

Mismatch of latent variables: Sources and solutions 
Berkman and Lieberman (2011) argue for the inclusion of behaviour into 
models for a variety of reasons. One of these reasons is the common mismatch 
between indicators of constructs that seem similar, when estimated by means of 
different indicators. They argue convincingly that, often, psychological 
predictors (i.e. self-reporting of likely behaviour) do not match observable or 
measurable behaviour (objectively observed ratings of behaviour). The issue of 
measurements of the same construct not being perfectly correlated is a more 
general problem that also applies when comparing neural and psychological 
levels (consider, for instance, Bagozzi’s proposal to model a latent variable with 
only neural indicators and a latent variable with only psychological indicators, 
and the correlation deviating from 1). Given our focus on integrating different 
explanatory levels, such mismatches are worthy of close attention.  

There are a variety of reasons for a mismatch between latent factors. 
We will discuss four reasons that are especially relevant for our approach and 
can be addressed using psychometric models. Firstly, the lack of 
correspondence may simply be due to noise, that is, poor measurement of the 
one ‘true’ latent trait of interest. In other words, a given score on a self-report 
test concerning the likelihood of ‘going to parties’ or ‘engaging in conversation 
with strangers’ may be a quantitatively worse indicator of the same latent trait, 
‘Extraversion’, (e.g. McCrae & Costa, 2004) than behavioural measurements, as 
it introduces additional noise. If this variation is random around a given ‘true’ 
mean, i.e. normally distributed error, this is not necessarily a problem: we can 
still model the same latent trait with two classes of indicators, but the 
psychological measurements will have lower factor loadings (and higher error 
terms). In such cases, one may still consider the response to the self-report 
question ‘How likely are you to engage in conversation with strangers’ as a 
measurement of the latent trait ‘Extraversion’, albeit not so good a measurement as 
actually noting the behaviour of that person in a social situation. 
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The second explanation for mismatch is that the factors measured by 
means of self-report and those measured by ‘actual’ behaviour both represent 
coherent latent factors, albeit of different constructs. For instance, a person 
may have a factor score on the self-report based questionnaire measuring 
extraversion, (‘Extraversion self-report’, or ESR), and also a factor score based 
on a measurement tool that measures behaviour in a set of relevant social 
situations (‘Extraversion behavioural report’, EBR). If these are not perfectly 
correlated (i.e. the deviation of the correlation from 1 is significant), we could 
consider these measurements of two distinct latent traits, namely ‘self-perceived 
extraversion’ and ‘extraversion-behaviour’, both of which may be 
psychologically relevant (e.g. the first with respect to theories of self-perception, 
the second for dominance theories, or theories of group behaviour). Of course, 
the lack of a perfect correlation does not in itself prove that we should consider 
both the latent variables to be sensible constructs. If we have reason to believe 
or argue that there is only one ‘real’ trait of extraversion, we should carefully 
consider and attempt to quantify the relative method bias of measuring this trait 
behaviourally and psychologically. However, if they actually represent two 
relevant psychological dimensions, then treating the different scores on these 
latent variables as the consequence of method variance is a mistake. The extent 
to which the two constructs are both allowed to figure in a psychological 
ontology may depend on a host of other factors such as intelligibility, 
correlations with relevant other characteristics, predictive ability and cross-
validation. 

A third possible source of a lack of correspondence between P and B 
indicators (or factors) is the influence of the environment, as Berkman and 
Lieberman 2011) suggest. The influence of the environment can be modelled 
and made explicit in a psychometric model. One may consider a case where a 
researcher wants to manipulate an environmental variable such as ‘high 
pressure’ or ‘low pressure’ (e.g., giving a talk for 100 strangers or 1 friend) to 
see how it influences ‘extraversion’ of participants in a social setting, i.e. the 
EBR score. Instead of considering this environmental influence as something 
that will necessarily create a mismatch between the ESR and EBR scores, we 
can attempt to model the influence of this environmental factor as an 
exogenous variable. For instance, we could construe ‘high pressure’ versus ‘low 
pressure’ as a dichotomous influence on the relation between self-reported 
extraversion and behaviourally observed extraversion in a certain setting. The 
influence of such environmental variables can easily be incorporated in a 
psychometric model, as is illustrated in Figure 3.3. 
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If a dichotomous exogenous indicator has a certain influence on the EBR 
factor score, the nature of this relationship as estimated by means of a 
psychometric model can be insightful. For instance, a high-pressure situation 
may increase the variance of the factor (people differ more greatly in 
extraversion in high-pressure situations, decreasing the correlation between the 
two latent factors), or have an intercept effect on the factor mean (everyone 
becomes more shy in a high-pressure environment) or a host of other 
psychologically and behaviourally relevant possibilities. We can test this 
hypothesis with a multi-group factor model with a binary exogenous 
manipulation (High/Low arousal as an experimental manipulation induced in 
two randomly selected groups, pertaining to the situation in which a person 
may or may not display outgoing behaviour) that influences the latent 
behavioural trait. In this manner it is possible to quantify the influence of the 
environment on the behavioural factor, and to partially explain the fact that two 
latent traits do not correlate perfectly. Not only does this method increase 
insight, it also allows us to formalize explicit hypotheses concerning the status 
of psychological constructs and how we expect them to (co)vary, and refine our 
insight into the sources of mismatch between psychological and behavioural 
properties. This again represents a case where psychometric models not only 
allow us to model certain plausible disturbances, but also makes the 
measurement theoretical assumptions of the researcher explicit. 

A final explanation for the mismatches between latent variables 
considered here is method bias, or method variance. Bagozzi proposes an 
additive trait-method-error model to model and formally quantify method bias. 
This is an excellent approach as it allows both for cross-validation of constructs 
with different methods and formal quantification of method bias. This 
approach can be used as a way to decide certain arguments concerning the 
accuracy or quality of measuring psychological constructs either in the 
traditional psychological manner or by developing a neuroscientific 
measurement model. For instance, Lamme (e.g. 2006) has argued that 
psychological measurement of consciousness or conscious awareness is 

Figure 3.3. Estimating environmental influence on a latent trait. We can test the hypothesis 
that an external influence can affect how people behave in certain situations, and that if we do 
not take this variation into account, this may lower the correlation between self-reported 
extraversion (ESR) and behaviourally observed extraversion (EBR). 
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inherently problematic due to unavoidable bias in any psychological 
measurement. In consciousness research, almost every experimental paradigm 
takes self-report as the gold standard. That is to say, in such experiments, 
specific parameters of stimuli, usually visual (e.g. clarity, presentation time) are 
manipulated. Subjects are asked whether or not they perceive the stimulus, and 
when subjects report ‘yes’, such trials are compared in terms of neurological 
measurements to trials where subjects reported not being aware of a stimulus 
(implicitly assuming errorless measurement for the P indicators). However, it 
may be that asking people to report whether or not they were aware of a certain 
stimulus is a poor ‘measurement’ of the phenomenon of interest, namely  
whether the person was actually conscious of the stimulus at the time, since it 
takes a couple of hundred of milliseconds to (verbally) report awareness of a 
stimulus. Only a limited amount of information is selected by attention, and in 
this way protected from loss. Verbal report, in such a scheme, is only related to 
the items saved by attention, and does not necessarily address the full range of 
visual experience.  

 

 
 
 

Figure 3.4. Estimating method bias inherent in self-report. Here we can test the 
hypothesis that the error terms of the psychological assessment of the latent trait are 
correlated. We can free the parameter and use a likelihood ratio test to test whether the 
fit of the model improves significantly. 
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We propose a model to test whether self-report is biased with respect 
to consciousness of a stimulus in Figure 3.4. The purpose is to quantify whether 
biased self-report leads to correlated error terms, and so to poor measurement 
of the latent trait. In Figure 3.4, the psychological indicators represent self-
report or behavioural performance on a suitable task (such as error rate and 
reaction time on a change blindness paradigm). The neurological indicators are 
those considered suitable or relevant for conscious awareness, in the case of 
Lamme usually the presence of recurrent processing from higher cortical areas 
to lower cortical areas (Lamme & Roelfsema, 2000). Here, the presumed 
psychological bias (in line with Lamme) is represented formally by the variable 
‘bias’, an exogenous influence that directly affects the correlation between 
psychological indicators of awareness.  

This variable, representing measurement bias, is the proposed cause of 
correlated residuals between psychological indicators, for instance because 
people forget what they ‘actually’ perceived. For instance, people may want to 
give a ‘coherent’ picture about what they saw, and answer as they think they 
‘should’ answer instead of what they actually saw. Or, people may simply be 
‘wrong’ about what they believed they were conscious of several moments ago. 
If any of these problems occur in a non-random manner, they can adversely 
affect the quality of the measurement of the construct of interest, leading to 
correlated error terms and, thus, model misfit. Statistically, this can be tested by 
means of a model which frees the parameter that estimates the correlation 
between the error terms of P1 and P2, and seeing if it deviates significantly 
from 0 (conventionally, the correlations between error terms are set to 0). The 
problem of possible bias in psychological measurement of latent traits can then 
be tackled empirically with the model presented in Figure 3.4. The empirical 
quality of indicators as they figure in such a model can then be quantified, and 
bias in either predictor can be estimated empirically (e.g. by examining 
correlated error terms of indicators). In this framework, we try to find N-
indicators that function in this measurement model and that may ultimately 
outperform the P-indicators of consciousness (i.e. self-report), as they may not 
suffer from bias. 

Realism and naturalized philosophy 
Several commenters have discussed our position concerning the reality or realist 
interpretation of the latent variables in our models. That is, to what extent do 
we consider latent variables to be ‘real’, or to constitute a feature of reality that 
is in some sense ‘out there’, independent of our models (e.g. Burnston, 
Sheredos, & Bechtel, footnote 4). It would be unwisely ambitious to attempt to 
resolve the ontology of psychological attributes here in one fell swoop, and we 
will not attempt this within the confines of this paper. However, we can specify 
the kinds of relations in which psychological attributes should be able to enter 
for them to be plausible candidates for figuring in measurement models of the 
kind we proposed.  

For the reflective model, the primary requirement is that differences in 
the attribute of interest act as a common cause (Reichenbach, 1956, chap. 19) 
of observed differences in the test scores. For instance, differences in mercury, 
electrical, and digital thermometers across environments depend on a common 
cause; namely differences in ambient temperatures. This means that the 
common latent variable in a measurement model for these thermometers can 
be justifiably interpreted in these terms. The reason is that the reaction of each 
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of these instruments can be causally traced to the ambient temperature in the 
environment (this information is so prosaic that it can often be looked up in the 
user manual; a notable difference the user manuals for psychological tests). 

Any variable that is capable of playing the role of common cause can 
thus figure as a latent variable in some reflective measurement model (not 
necessarily a factor model). Such a situation has important ramifications. For 
instance, one can be mistaken about differences in the attribute (for instance, in 
the case of intelligence, it is possible that one concluded that John is more 
intelligent than Jane, while the reverse is in fact the case). Therefore, one can 
also be right about these differences. Clearly, whether one is right or not is not a 
function of the data (otherwise no measurement model would be needed) and 
this, in turn, means that the truth maker of a sentence like “John is more 
intelligent than Jane” must be an empirical feature of John and Jane's standings 
on the attribute itself. In that sense, therefore, it is inherent to our use of the 
latent attribute that we assume the attribute exists: Its must be able to function 
as a truth maker for hypotheses that bear on it. As MacCorquodale and Meehl 
(1948, p. 106) say, such attributes "have a cognitive, factual reference in 
addition to the empirical data which constitute their support". Is such a factual 
reference sufficient to call an attribute ‘real’? That is a question on which debate 
is possible. Consider Dennett (1991, pp. 27) on the question of whether 
‘centres of gravity’ exist:  

 
“Philosophers generally regard such ontological questions as admitting just two possible 
answers: either beliefs exist or they do not. There is no such state as quasi existence; there are 
no stable doctrines of semi-realism. ….The question of whether abstract objects are real- the 
question of whether or not ‘one should be a realist about them’ - can take two different paths, 
which we might call the meta-physical and the scientific.” 
 
Centres of gravity would seem to have pretty good credentials compared to 
most psychological constructs proposed today. They are measurable, 
determinate, one can be wrong about centres of gravity, and they can plausibly 
figure as common causes in accounts of distinct measurement instruments 
capable of detecting differences between them. Whether the ultimate 
philosophical verdict will allow them in the cabinet of actuality, or will demote 
them to the realm of useful fictions is an open question on which the 
philosophical jury is still out (and is likely to remain so forever). However, they 
are ‘real enough’, so to speak, to figure in measurement models, and this is all 
we need to progress with empirically informative tests.  
How often we can justify the assumption that psychological attributes are 
determinate in this sense? Can they function as common causes? These are 
open questions. We cannot resolve them; but we can make an interesting 
observation on why they are open. Namely, in many cases of psychological 
testing we do not have a clear idea of the processes that lead to test scores, and 
hence it is hard to trace back these processes to the level of the attributes 
measured. The introduction of psychological attributes as latent variables in 
reflective measurement models thus rests on something of a gambit; namely 
that someday someone will be able to flesh out the processes that connect the 
observables to the attribute of interest. How to flesh out such process level 
explanations is an active area of research (e.g., see Van der Maas, Molenaar, 
Maris, Kievit, & Borsboom, 2011). Interestingly, mechanistic explanations of 
item responses are likely to play a key role in this research. 
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Of course, observing a statistical pattern compatible with the existence 
of a psychological attribute does not, in itself, establish the reality of that 
attribute. However, insofar as a measurement model withstands empirical tests, 
the latent variables in that model are empirically supported. We may 
provisionally accept such attributes into our scientific ontology. Naturally, they 
can remain there only as long as the empirical predictions drawn from their 
existence are in line with empirical findings regarding the measurements, and as 
long as no better explanations of these findings are available. It is important to 
note that these predictions may also include predictions on what will happen 
after interventions. For instance, if we manipulate a latent variable, then we 
expect specific changes in its indicators (e.g., in a factor model these should be 
proportional to factor loadings). If we proposed a reflective latent variable of, 
say, working memory capacity, including psychological and neuroscientific 
indicators, a manipulation of the latent variable (working memory capacity) by 
some intervention should result in the predicted changes in both classes of 
indicators to be compatible with the realist interpretation of the latent variable. 

Cross-validation at different levels of explanation, predictions outside 
of the framework where the construct was developed and a resistance to 
alternative explanations or descriptions may all bolster our provisional 
acceptance of a construct. The assumption that there is something real to be 
captured imperfectly by means of empirical inquiry is a productive assumption, 
and most compatible with current scientific practice. However, others do not 
necessarily have to agree with our perspective to be able to benefit from the 
possibilities offered by the SEM-framework. There is a wide range of 
perspectives on the reality of (latent) constructs both within the psychometric 
community and the psychological community, and researchers from different 
perspectives may still employ the same techniques, despite having diverging 
assumptions concerning the reality of constructs.  

Causality and structural equation models 
Several commenters discuss the precise nature of the causal relationships we 
assume in our models. The central issue of this paper, the relation between 
psychological and neurological data, is fundamentally a question about the 
implicit and explicit causal assumptions within reductive psychological research. 
However, it is important to remember that even scholars who agree on the fact 
that such models should be interpreted causally need not agree on the precise 
interpretation of the causal relations. In fact, causality is a rich and complex 
topic that has received much scholarly attention. Despite this attention, the 
literature has not yet converged on a universally accepted definition of causal 
relations, nor will we achieve that goal within this rejoinder.  

For instance, some scholars have examined the concept of causality 
from a counterfactual perspective, which states that ‘A causes B’ means as 
much as ‘If A had been different, B would have been different’ (Lewis, 1973; 
Psillos, 2004). For a discussion on different statistical interpretations of 
mechanisms and causal intervention, see for example Holland (1986) and Rubin 
(1986). Others have emphasized mechanistic connections, in stating that ‘A 
causes B’ means that there is a mechanism that connects A and B, in the sense 
that feeding A to the mechanism typically produces B as output (Machamer, 
Darden, & Craver, 2000). Still others have developed synergies of these two 
perspectives (Psillos, 2004; Woodward, 2002), or have developed technical 
demarcations, in terms of necessity and sufficiency, to explicate conditions 
required for common language interpretations of causality (Mackie, 1965). As is 
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clear from the above, a wide range of causal perspectives are possible and can 
figure as implicit foundations of empirical inquiry. However, we do not wish to 
not uniquely fix the interpretation of causal relations; depending on the nature 
of a field of research either counterfactual, mechanistic or interventionist 
interpretations may be most appropriate for a given measurement model. 

The model that raises the most controversy is our interpretation of the 
MIMIC model, representing supervenience theory, as being a relation of causal 
determination. The precise interpretation of supervenience, as several 
commenters note, is the topic of a heated and prolonged debate in the literature 
(Horgan, 1993; Kim, 1987; Lewis, 1994). Burnston, Sheredos and Bechtel 
(2011) for instance argue that supervenience is a relationship of realization, not 
of causation, whereas Barrett (2011) describes a causal interpretation of 
supervenience, drawing on Searle (1992). Even from the same author, Kim, 
such a wide range of interpretations can be drawn. For this reason, as we noted 
in our target article, we took the most straightforward, ‘old-fashioned’ 
interpretation of supervenience. As Bagozzi notes, we adopt the terminology of 
supervenience as a relationship of determination and dependence from Kim. 
Burnston and colleagues also take issue with our interpretation of causality: “the 
relationship involved in supervenience is one of realization, not of causation”. 
This implies a dichotomous ‘choice’ that, in our view, need not be mutually 
exclusive. Just as the relationship between temperature in a room and the 
readings on a thermometer can be considered a relationship both one of causal 
determination and of measurement, the same can be said of psychometric 
models.  

Although we may disagree on the most sensible interpretation of the 
models, we are inclined to agree with the commenters that, regardless of the 
specific interpretation one chooses, the relation between the indicators and the 
latent variable of formative part of the MIMIC model is different from the 
(causal) relationship between the latent variable and the reflective indicators. 
Our interpretation of the causal status of the formative indicators in a MIMIC 
model is perhaps best described by the term ‘mereological causation’. That is, 
the lower indicators determine the higher-level properties in a part-to-whole 
fashion, and if the lower properties had (counterfactually) been different, the 
higher property would also be different. This relation is a part-to-whole, 
counterfactual perspective on the relation between the component parts (neural 
indicators) and the higher order property (See Bechtel, 2008, for an excellent 
discussion on the notion of levels and determination). The lower-level 
constitution determines the higher level phenomenon in the following sense: 
The lower order properties determine the higher order properties by virtue of 
forming its component parts, and if (components of) the lower order properties 
were different, or absent, the higher level property would, by necessity, also be 
different. If the structure of the brain of person X would have been different in 
these specific regions of interest, then this person would have also been 
different in this psychological construct of interest (assuming other component 
parts are held the same), and the extent to which this is the case follows from 
the parameter estimates. It is in this sense that we could consider, for instance, 
the constitution of the brain of a person to be causal of his or her position on 
some latent psychological dimension. It is important to note that within the 
framework of the MIMIC model, this work is generally not considered 
complete: The disturbance term Ʀ on the latent variable represents the totality 
of unmeasured causes not included in the current, incomplete version of the 
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model. Diamantopoulos (2006, p. 14) states: “Thus, the surplus meaning 
possessed by a formative construct relates to the influence of unmeasured 
causes, i.e. indicators not included in the model.” That is, the disturbance term 
in the MIMIC model suggests that N-indicators (in our case) present in the 
model are considered a part of a larger domain of N-indicators that, if we were 
capable of finding them, together completely determine or cause the latent 
variable. It is in this sense that we can consider the ontological status of the 
latent variable in the MIMIC model as more than just the weighted linear 
summation of the N-indicators: In line with our previous section on realism, 
the latent variable represents a, currently incomplete and imperfect, 
representation of the true, or completed, latent variable, which we will probably 
not be able to completely map or attain.  

It is clear from the above that there are many sensible positions 
concerning the causal relationships in the various models, and we do not 
presume to favour any one of these interpretations in particular. The primary 
reason for this is that appropriate notions of causality and the causal 
interpretations of causal models vary across research contexts - As discussed in 
Kievit and colleagues (2011), inter- and intra-individual explanations differ quite 
radically. To summarize: In our view, the use of models such as the reflective 
and formative models discussed above invites researchers to consider the 
question what causal interpretation may be sensibly attached to the ‘arrows’ in 
the models. However, much like the issue of the realist status of latent 
variables, this does not require the researcher to commit to any one of these 
interpretations a priori in order to use such psychometric models. 

Theoretical extensions 
In our original paper, we focused on identity theory and supervenience but, as 
Bagozzi rightly notes, a range of other philosophical theories are relevant to our 
stance, including eliminativism, folk psychology, functionalism and property 
dualism. It is encouraging to see the extent and depth to which Bagozzi and 
Barrett have adapted our line of reasoning to other philosophical positions, 
suggesting our approach can indeed be applied more generally. For this 
rejoinder we will focus on two theories that are especially promising, namely 
the distinction between type and token identity theory, and the theory of 
emergence. 

Type/token identity theory 
Barrett draws attention to an important distinction, which we will examine in 
more detail. Identity theory, as supervenience, comes in many flavours, 
compatible with different measurement models. The most important distinction 
is between type and token identity (e.g. Aydede, 2000; Fodor, 1974; Place, 
1999). These two positions offer quite different perspectives on the nature of 
the identity theoretical relationship, and Barrett is correct in mentioning that 
our discussion focuses largely on type identity theory. The hallmark example of 
a type identical property is to equate ‘Being in pain’ (X) with ‘C-fibres firing’ 
(Y), or X iff Y. That is, if this relationship can be said to hold, for any individual 
that is in pain their C-fibres must be firing, and when C-fibres are firing in an 
individual, they are in pain. As is often the case, the ‘real’ state of affairs turned 
out to be much more complicated (see Hardcastle, 1997, for an insightful 
discussion).  
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Token identity states that, at any given point in time, for a person being in a 
psychological state X, this state X is identical to some neurological state Y that 
instantiates it. However, it puts no restrictions of consistency on this 
relationship: in the same person, the same psychological state X may be 
identical to a different neurological state Y2 at a different point in time. This 
position then, as Barrett notes, carries no real ontological weight, and is better 
seen as an anti-dualist grounding of psychological states in physical reality14. We 
then have two versions of identity theory, one that puts a very strong restriction 
on the patterns of covariation across people, and the other that puts no 
restrictions on the nature of the identity relationship, only that there must be 
                                                           
14 Token-token identity theory, as Barrett notes, is consistent with some interpretations 
of (local) supervenience. Consider Kim (1998): “For example, if a person experiences 
pain, it must be the case that that person instantiates some physical property 
(presumably, a complex neural property) such that whenever anyone instantiates this 
physical property, she must experience pain” (p. 9). However, both type-type and type-
token identity theory are, in our view, not compatible with supervenience. 

Figure 2.5. A type-token identity model. Here we estimate the latent trait for two 
individuals by a time-series analysis (time-series not shown). In this way, we can 
estimate a model that incorporates neurological and psychological indicators for each 
individual. If we measure the same indicators for all individuals in the population, we 
can compare a random effects model (where you estimate parameters for every 
individual) to a model where the factor loadings are set to be equivalent for the whole 
population. A likelihood test can be used to assess whether the model improves enough 
to justify estimating the parameters for each individual. 
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some identity theoretical relationship at any given time. We may then consider 
an alternative in between these two options, which we will provisionally call 
type-token identity theory. Type-token identity, in our interpretation, holds that 
for every individual, there exists a type identity theoretical relationship between a 
psychological state X and some neurological realization Y. That is, whenever I 
am in psychological state X, I am in neurological state Y (and vice versa), but 
this state Y may be quite different across people. Type-token identity then 
essentially formulates a type identical (reflective) model as we proposed in our 
original approach, but at the level of every individual (i.e., it may differ across 
individuals). For instance, take ‘depression’, a psychological construct that 
varies both across people and within people over time. If this model, for me, is 
not the same as for someone else, this means the group-level type identity 
model will not fit. 

Measuring fluctuations in of a suitable constellation of (P and N) 
indicators over time may provide support for a unidimensional, reflective 
model of depression for each individual. Being depressed for me may mean, 
say, increased activity in brain regions A and B, and a decrease in hormone level 
C, but for a different person, the exact same state of depression (i.e. being 
equally depressed) may correspond to a different constellations of A’s, B’s and 
C’s.  

There are substantive and philosophical reasons to consider this 
interpretation of type-token identity as a viable candidate. Firstly, as both Vul 
(2011) and Barrett (2011) note, and Bechtel and Mundale (1999) in previous 
work, if we go ‘down’ the reductive ladder, any (type identical) model becomes 
token identical by necessity, simply because people do not have the same 
brains. We agree with this suggestion, but think that the important question is 
whether there is a neural level at all for which, for instance, a reflective model can 
be said to hold. Here we part with Bechtel and Mundale (1999) who state that if 
one chooses the correct granularity, ‘the mapping between them will be 
correspondingly systematic’ (p. 202). We think that whether such a level (that 
achieves one-to-one mapping) for a given psychological construct exists is an 
open, empirical question that will in all likelihood be answered differently for 
different constructs. If there is an explanatory level at which type identity can 
be said to hold, then we would consider the type identity description more 
parsimonious and therefore preferable. If a type identity relationship does not 
exist for a particular psychological construct, that is, if people who can be 
considered equivalent on some psychological dimension are consistently 
different along some neurological dimension, but there are observable 
regularities, type-token identity may be a good candidate. 

Consider two people, as in Figure 2.5, who we could measure 
psychologically and neurologically with respect to some (latent) variable of 
interest, say, ‘depression’. We assume we can measure these people repeatedly, 
and that (‘degree of’) depression is something that can vary within (over time) 
and between people (at any given time). It may turn out that a particular 
neurological property covaries with self-reported and observed levels in both 
individuals, but that these neurological properties differ between them. Figure 
2.5 shows how we can specify an identity theoretical model of a psychological 
construct for both individuals, with different parameter estimates. Inter-subject 
variability can then explicitly be modelled, and individual differences in 
neurological measurement models may be described. 
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 This would be in line with Frege’s remark “He does not have my pain 
and I do not have his sympathy” (Frege, 1956, p. 300): Although it may be 
possible to construct an identity theoretical model concerning, say, pain or 
depression and its neurological realizations for every individual, it need not be 
identical for every individual, but may still be able to provide valuable insights. 
This same structure may also hold for Berkman and Lieberman’s (2011) 
treatment of the multiple realizability of psychological properties with respect 
to behaviour: for each individual, an identity theoretical relationship between 
psychological properties and behaviour may hold, but this may differ across 
people. 

An empirical example of a study where type-token identity may be an 
appropriate perspective is research into selectively firing neurons or neural 
units. Consider, for instance, the case of ‘Jennifer Aniston cells’ (Quiroga, 
Reddy, Kreiman, Koch, & Fried, 2005). These are a designation of a 
(hypothetical) neuron or constellations of neurons that fire only for extremely 
specialized stimuli, such as representations of Jennifer Aniston (or Hale Berry), 
invariant over the visual nature of these representation (i.e. these clusters of 
cells fired for both the linguistic stimulus ‘Jennifer Aniston’ and a picture of 
her, but not a similar looking woman). These clusters of cells cannot be 
anatomically identified in such a manner that the description generalizes across 
individuals: they differ in location and structure across individuals. But it may 
still be the case that all people, at least those with sufficient cultural exposure to 
the above examples, display a constellation of cells that ‘behave’ in this manner, 
that is, cells for which firing rate can be considered a measurement of the latent 
variable ‘perception of Jennifer Aniston’. It may be possible to fit an identity 
theoretical model to each individual, where the latent variable (a dichotomous 
variable that represents ‘whether or not a person perceived a stimulus 
representing Jennifer Aniston’) may be measured either by simply asking them or 
by measuring activity in this region/cluster of cells. If the above description is 
empirically true, asking someone ‘did you see Jennifer Aniston?’ may be an 
equally good, or valid, measurement of this latent variable as observing the 
spiking rate of this hypothetical cluster of cells. Similarly, in the previously 
discussed paper by Kanwisher, McDermott, and Chun, (1997), the data analysis 
yielded different (but similar) neuroscientific findings for the 15 subjects in the 
experiment, possibly compatible with a type-token identity perspective.  

We may consider identity theory as a guide to represent a hierarchical 
set of models. For certain psychological properties, it may be possible to single 
out a reflective identity theoretical model for a whole population, but for other 
properties (presumably, more fine-grained properties), a better approach may 
be a model at the individual level, or a supervenience approach. If there are 
neurological properties for which a group level identity model holds, this is a 
stronger, more restrictive and more parsimonious (with less parameters) model, 
and as such is preferable.  

Emergence and mutualism 
A final theory we will consider for its empirical and conceptual implications is 
emergence. It is briefly mentioned by Bagozzi (2011), and in more detail by 
Barrett (2011). A general description of emergence is “Emergent phenomena 
are conceptualized as occurring on the macro level, in contrast to the micro-
level components and processes out of which they arise” (Goldstein, 1999, pp. 
49). The brain can be seen as a prime example of a highly complex structure 
made up of basic building blocks that work together in complex ways. Strong 
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emergence (Chalmers, 2006) is commonly viewed as the thesis that emergent 
phenomena, such as the capacity of the brain to engage in cognitive functions, 
have causal powers and an ontological status that cannot be fully reduced to its 
constituent components. For instance, consciousness cannot, it seems, be fully 
explained on the basis of individual neurons (or the molecules that make up 
these neurons), only as an emergent feature of a complex system. 

An emergent perspective on psychological properties may be 
appropriate, and in fact mathematically tractable, once we taken into account 
the dimension of time. Consider intelligence, or g. A model of mutually 
interacting cognitive faculties has been proposed by Van der Maas and 
colleagues (2006), who showed that positive interactions of independent 
cognitive components over time may yield a higher order phenomenon (g, or 
the positive manifold) that is not reducible to individual cognitive components, 
but requires knowledge of their interacting properties (in the description of 
Bechtel (2008), their organizational properties). Expanding this model to 
include properties of the brain, we may envisage a model to include both 
measurements of these (independent) cognitive subsystems, and properties of 
the brain such as grey matter density or white matter connectivity for certain 
regions. Then, crucially, we would measure people (preferably children during 
development) through developmental time. In this way, we may be able to 
model and track how higher order phenomena arise from the interaction of 
lower order components, and distinguish between hypotheses that, with cross-
sectional data, cannot be differentiated (cf. Barrett, 2011). That such time series 
modelling of brain measurements through time may yield counterintuitive 
results was illustrated by Shaw and colleagues (2006). They showed that the 
nature of the relationship between certain neurological indicators (in this case 
cortical thickness) and psychological measurement of general intelligence 
changed over time: The correlation between cortical thickness and IQ was 
negative for the youngest children, but positive for the same group at a later 
developmental stage. It is these types of developmental phenomena that fit in 
well with an emergent perspective on higher order properties. We may then be 
able to specify a measurement model for such developing systems that 
represent the evolving interactions between psychological and neurological 
indicators. In this manner, it may be possible to refine both our measurement 
models and mechanistic explanations of these phenomena. 

However, we should state this is no trivial task: A good measurement 
model does not necessarily include indicators that are most insightful about the 
underlying mechanisms, and vice versa. For instance, if we have two 
component parts that are necessary for a mechanism to ‘work’, (activity of) 
these components may not covary with observable variation in function. This is 
precisely why results from fMRI should be interpreted with caution with 
respect to underlying mechanisms: neural activity that may be essential for a 
particular psychological function (e.g. working memory) but does not covary 
with various experimental conditions in the task (e.g. high or low working 
memory demands), will generally not be detected by means of traditional GLM 
designs, despite the fact that some of this undetected neural activity may be of 
importance for the task of interest.  

Future developments 
So how should we move forward? Firstly, we think the models proposed by the 
commenters and our work could, and should, be applied to a selection of 
current empirical paradigms. It will be of great interest to see which types of 
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models best represent the relationship between psychological phenomena and 
properties of the brain, and whether this is different for different types of 
psychological phenomena. One can imagine a ‘scale’ of models ranging from 
strict to lenient, where we speculate that certain lower psychological 
phenomena (e.g. depth perception) may fit more statistically stringent models 
than higher order phenomena (e.g. intelligence). This scale of model fit, ranging 
from a tight mapping between neural indicators and psychological indicators to 
a much looser mapping, may be considered akin to Bickle’s (1998) notion of 
‘smooth’ and ‘bumpy’ reduction. As an example, fitting a type-type identity 
theoretical model to a set of psychological and neurological measurements 
could be considered an example of relatively smooth reduction. 

Secondly, we should continue to look out for, and where necessary 
attempt to develop, new psychometric models. Although the reflective and 
formative models we discuss have a relatively long history, there are plenty of 
developments in the field of psychometric modelling. For instance, a whole 
special issue of the Journal of Business Research was devoted just to the 
interpretation and further development of formative models, such as the 
proposals by Diamantopoulos, Riefler and Roth (2008) to combine various 
aspects of reflective and formative models within the same measurement 
model. Other noteworthy developments are latent variables models specifically 
aimed at addressing time-series datasets such as we discussed in the type-token 
model example Figure 2.5 (Hamaker, Nesselroade, & Molenaar, 2007), and 
Bayesian implementations of latent variable models possible (e.g. Congdon, 
2003, chapter 8). 

Of course, the field of cognitive neuroscience itself is not sitting still 
on the topic of structuring our current knowledge and furthering new 
approaches. For instance, several commenters note the Cognitive Ontology 
project of Poldrack (e.g. Poldrack, 2011). This project aims to structure the 
knowledge concerning psychological constructs and known ‘neural correlates’, 
so that we may gain progressive insight concerning the current neuroscientific 
findings with respect to psychological constructs. This is a fascinating project 
that could be extended with measurement models. For instance, for a given 
construct present in the cognitive ontology database, what is our current best 
measurement model to model this constructs? If someone where to look up 
‘cognitive control’, and integrate it into a new fMRI design, what is currently 
our best measurement theoretical description of indicators? These are but some 
ways in which the psychometric approach can be integrated into current 
research lines. 

Conclusion 
The realization that, for the field of cognitive neuroscience grow from an 
‘adolescent field’ (Kriegeskorte, 2010) into an adult field, it needs to formalize 
its models has been steadily gaining traction (e.g. Henson, 2005; Just, 
Cherkassky, Aryal, & Mitchell, 2010; Mars, Shea, Kolling, & Rushworth, 2010; 
Yarkoni, Poldrack, Van Essen, & Wager, 2010). Cognitive neuroscience is an 
incredibly complex topic, but significant advances have been made, and will be 
made. 

The commenters have done much work in furthering, both 
conceptually and empirically, the suggestions we made in our target article. 
Although the reduction problem is indeed ‘not solely a measurement problem’ 
(Bagozzi, 2011), we have hopefully shown the benefits of treating it as such. We 
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have argued above that the extent to which the brain is informative with respect 
to specific psychological properties should be considered an open question. For 
the time being, we will take Barrett’s (2011) advice: “For the present, however, 
it makes sense to forge ahead….”. The insightful nature of the comments to 
our target article suggest that reframing the relationship between neurological 
and psychological measurements by means of formal models is a fruitful 
strategy that may help to give us a clearer view of the nebulous relationship 
between the mind and the brain. 
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Chapter 4 

 

Intelligence and the brain: A model-based 

approach 
Abstract 

Various biological correlates of general intelligence (g) have been reported. Despite this, 
however, the relationship between neurological measurements and g is not fully clear. 
We use Structural Equation Modelling to model the relationship between behavioural 
(WAIS) estimates of g and neurological measurements (VBM and DTI of 8 ROIs). We 
discuss psychometric models that explicate the relationship between g and the brain in a 
manner in line with the scientific study of g. Fitting the proposed models to the data, we 
find that a MIMIC model, where the contributions of different brain regions to a 
unidimensional g are estimated separately, provides the best fit against the data.  
 
 
Published as: Kievit, R.A., Van Rooijen, H., Wicherts, J.M., Kan, K.J., 
Waldorp, L.J., Scholte, H. S., & Borsboom, D. (2012). Intelligence and the 
brain: A model-based approach. Cognitive Neuroscience, 3, 89-97 
  



74 Turtles all the way down?
 

Introduction 
Although technological advances have expanded the possibilities for empirical 
research, the nature of the relationship between intelligence and the brain 
remains a contentious topic. This is partly an embarrassment of riches, as the 
list of properties that correlate with general intelligence is daunting. Research 
has shown that grey matter density, white matter integrity, skull volume, cortical 
thickness, uric acid levels, height, lower amplitude in the averaged evoked 
potential (a measure derived from the EEG signal), increased neural activity, 
decreased neural activity and nerve conduction velocity have been associated 
with g (Deary, Penke, & Johnson, 2010; Jensen, 1998; Jung and Haier, 2007; and 
references therein). In this paper, we aim to structure these findings by 
proposing a new modelling framework for studying the relationship between 
behavioural measurements of general intelligence and neurological 
measurements of the brain. 
 The interpretation of the term "intelligence" is itself the topic of 
several long-standing debates (Mackintosh, 1998). For purposes of clarity we 
focus on the interpretation of intelligence that is statistically most clearly 
defined, namely as the general factor of intelligence (also known as ‘g’). We 
consider g to represent a common source of variance in general cognitive ability. 

Studying the brain in relation to g, some researchers have coined the phrase 
“neuro g” (Haier et al., 2009). This suggests a strong thesis, namely that there is 
some fundamental biological substrate that acts as a common cause of 
individual variability in performance on a wide variety of cognitive tests. From 
this point of view, we could consider the search for neuro g a quest for “[t]he 
substrate of human intelligence” (Luders, Narr, Thompson, & Toga, 2009, p. 
156), undertaken “[t]o capture the essence of a neural basis of intelligence” 
(Jung & Haier, 2007, p. 178). The above suggests that the aim of neuroscientific 
research on intelligence is not just to find some (neurological) property that 
correlates with a common factor extracted from a battery of IQ-test scores, but 
rather showing g to be a physical property of the brain. 

Recent studies have extended the focus from single measures to 
integrating multiple lines of evidence. These approaches have combined 
structural and functional data (Choi et al., 2008), structural and functional 
networks (Li et al., 2009; Van Den Heuvel, Stam, Kahn, & Hulshoff Pol, 2009) 
and genetic markers (Chiang et al., 2009). These approaches show that the 
synthesis of different techniques may be necessary to get a handle on the nature 
of g and the brain. Despite many advances, however, the identification of a 
neural property that could be identified with g has not been forthcoming. This 
has led some scholars to question whether any simple identification should be 
expected. For instance, Bartholomew, (2004, p. 90) suggests that g is not itself a 
physical characteristic of the brain, but rather a function of a set of distinct 
brain characteristics. 
 The distinction is comparable to the distinction between the length 
(height) of a person and his or her physical fitness. If g is similar to ‘length’ 
(albeit more difficult to measure), then what we have to discover is how to best 
measure g in the brain, with the least amount of measurement error. However, 
if g is more similar to something akin to ‘physical fitness’, then searching for a 
single physical property is ill-advised: Although physical fitness depends on a 
range of physical properties (e.g., lung capacity, metabolic rates, energy 
efficiency), the construct of ‘physical fitness’ is best seen as a composite 
function of these characteristics, and cannot be identified with any single 
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characteristic. If the latter perspective is more accurate, then neuroscientific 
research on g should not be interpreted as an attempt to find out what g is (i.e. 
which neural property uniquely defines g), but as a search for a possibly large 
and heterogeneous set of properties that together determine g.  
 Clearly then, the relationship between g and the brain can be studied 
from a wide range of assumptions and hypotheses. However, these 
assumptions are not always made explicit. In this paper, we show how different 
assumptions and interpretations can be translated into testable psychometric 
models. Structural Equation Models (SEM) have been used profitably in 
analysing functional neural systems (e.g. McIntosh & Gonzalez-Lima, 1994). 
Excellent introductions in the application and interpretation of SEM include 
Bollen (1989) and Kline (2005). We use SEM in a new way by modelling 
various competing hypotheses for the relationship between observed and latent 
variables of g and the brain. We will examine the relationship between a set of 
representative ROI’s to study which models, with which implications, best 
represent the empirical data. We first discuss a number of candidate models for 
representing the relationship between neurological and psychological 
measurements.  

Models 
We use SEM to fit the following candidate models representing different 
assumptions and interpretations against the data. 

Neuro g 1: Same concept, new measures 
The first psychometric interpretation of neuro g considers neurological 
measurements to depend on of the same property as has traditionally been 
measured with psychometric instruments (i.e., g, as measured through IQ tests). 
The measurement model corresponding to this interpretation is shown in 
Figure 4.1.  
 From this perspective, one can consider neurological measurements 
(by means of brain scans) to be a new, potentially more precise way of 
measuring the same property (in this case g). This model entails several 
statistical characteristics and conceptual implications explained in more detail in 
Kievit and colleagues (2011, see also Chapter 2 of this thesis ). This is the 
simplest model considered here, and is most in line with terminology stressing 
“the neural substrate of g” or the “biological essence of g”.  
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Figure 4.1. Neuro g 1. Reflective, unidimensional representation of neuro g. Neuro g is the same 
property as g, estimated by both psychological (P) and neurological (N) indicators, with factor 
loadings (lambda) and residual terms (epsilon) estimated empirically. 
 

Neuro g 2: Different properties, different measures 
Another conceptualization represents neuro g as a latent variable distinct from 
psychometric g. It can be seen as the biological “cousin” of psychometric g, and 
as such, is a different property. From this perspective, represented in Figure 4.2, 
neuro g is a latent variable that represents a unidimensional neurological factor, 
measured by a set of neurological variables. This neuro g can be seen as a 
“property of the brain” that is relevant with respect to g, but not identical to it.  
  

Figure 4.2. Neuro g 2. Neuro g as a separate latent variable, estimated by a unidimensional 
constellation of neural indicators. The correlation with psychometric g can be assessed 
empirically. If this correlation is 1, this model is equivalent to model 1.
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Hence, this model offers a different interpretation of the term ‘neuro g’, namely, 
as a property of the brain that can be estimated by neurological measurements, 
and that correlates with g to an extent assessable by empirical study. The 
purpose of empirical research then is to discover which neurological properties 
(for instance “grey matter density in region X”, or “white matter integrity in 
area Y”) covary together in a population such that this “neuro g” correlates 
most highly with g. As such, it could be interpreted as a latent factor that might 
be called “brain fitness”. This perspective can take two psychometrically similar 
but conceptually distinct routes.  

In the first route, a single latent variable is conceived of as the 
aggregate of “brain fitness” variables. Versions of this model were implemented 
by Maclullich and colleagues (2002) and Penke and colleagues (2010). In the 
second route, one can fit multiple “neuro g” factors, i.e., having several 
dimensions along which people can vary neurologically. This conceptualization 
is represented in Figure 4.3 (neuro g 3) below, in this case with two latent neuro 
g’s, although it could be extended to include more factors if necessary.  

This conceptualization is represented in Figure 4.3 (neuro g 3) below, 
in this case with two latent neuro g’s, although it could be extended to include 
more factors if necessary. Allowing for multiple latent variables has two 
additional benefits: firstly, this may be more neurologically plausible, as it does 
not require all neurological measurements to be monotonically related, as do 
models 1 and 2. Secondly, such separate latent variables would allow for more 
substantive interpretation. It may be, for instance, that one neurological latent 
variable represents an estimate of “Perceptual Organization”, another 
represents “Processing Speed”, yet another “Verbal ability”. Attempting to 
model such latent variables may allow researchers to get a grip on the structure 
of different neurological dimensions along which people differ, which would in 
turn facilitate interpretation and comparability across studies. This method may 
also be particularly appropriate for studying lower order factors such as spatial 
or verbal ability. Previous research suggests that although cognitive abilities are 
positively correlated, they may rely on different neural subsystems. If this is the 
case, it is worth examining the psychometric structure of neurological variables 
at the level of these lower order variables. Those neural indicators that covary 
positively with a lower order factor may be especially insightful. For instance, 
Henson (2005) discusses how neurological and behavioural measurements may 
together be able to distinguish between theories that propose either a unitary 
short term memory factor or more than one lower order memory factor, based 
on convergence of neuroimaging and behavioural data. 
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Of course, the structure of covariation between different neurological 
measurements and their relation to higher or lower order ability factors will 
depend on the nature of those indicators. For instance, as the development of 
white matter in different regions of the brain, at least in early life, is based on 
similar genetic mechanisms, this may suggest that there will be a higher degree 
of similarity between such measurements within an individual than between, 
say, white and grey matter values in the same brain region. Such considerations 
need to be taken into account when modelling. However, the structure of 
covariation of neurological measurements is ultimately an empirical question, 
and it is exactly the study of such covariance that may provide valuable insights 
regarding the neurophysiology of the brain with respect to g.  

 

Neuro g 4: The brain determines differences in g 
A final psychometric possibility we consider here is offered by a so-called 
MIMIC model (for Multiple Indicators, Multiple Causes; Jöreskog & 
Goldberger, 1975). This model represents an asymmetrical relationship between 
cause (formative) and effect (reflective) indicators (cf. Edwards & Bagozzi, 
2000). From this perspective, represented in Figure 4.3, psychometric g is 
determined by a constellation of neurological properties, but measured by 
psychological variables (e.g. an IQ-test). Here, the neurological properties do 
not measure but together form or determine an individual’s score on g, akin to 
the “physical fitness” example discussed previously. This is in line with 
conceptualizations where g is seen as something that is determined by a 

Figure 4.3. Neuro g 3. A combined Exploratory Factor Analysis/Confirmatory Factor Analysis 
model. The dimensionality of the neurological indicators, in this case, eight measures, is 
estimated in an EFA. The resulting two factors are correlated with psychometric g.  
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constellation of brain properties (Bartholomew, 2004, cited above). The model 
is also biologically less restrictive, as it allows for covariance between 
neurological measurements beyond those explaining variance in g, as the 
neurological part of the model does not have to be unidimensional. The 
MIMIC model therefore may more naturally accommodate “brute facts” about 
the physiology of humans with respect to g. However, the model does assume 
that the neurological indicators have been measured without error, which may 
be unrealistic.  

 
 

Methods 
Samples 
The data consisted of a sample of 80 participants (29 males, 51 males) who 
completed the Dutch version of the WAIS-III (a fully validated, translated 
version of the original WAIS, cf. Wechsler, 2005). Participants obtained either a 
financial reward or course credits for their participation, and ranged from 18 

Figure 4.3. Neuro g 4. A MIMIC model representation 
of the relationship between g and the brain. The 
neurological indicators together determine psychometric 
g. The relative weights of the gammas are estimated 
based on the g indicators––in this case, the WAIS sum 
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and 29 years old, with a mean age of 21.1 years (SD= 2.55). The participants 
were tested in accordance with the ethical guidelines of the American 
Psychological Association and approved by the University of Amsterdam 
Ethical Committee. The behavioural measurements consisted of four domain 
indices (i.e. Verbal Comprehension, Perceptual Organization, Working Memory 
and Processing Speed) of the Wechsler Adult Intelligence III Scale. In addition 
to the completion of the WAIS-III, all participants were to estimate white 
matter integrity and grey matter density in eight Regions Of Interest (ROIs)15.  

Image Acquisition 
Participants were scanned on a 3-T Philips Intera scanner, and all data were 
analysed using FSL (Smith et al., 2004), Matlab (Mathworks Inc.) and Mplus 
(Muthén & Muthén, 1998-2007). A structural MRI scan of each participants 
was acquired using a T1-weighted 3D sequence (Turbo Field Echo, TE 4.6 ms, 
TR 9.6 ms, FA 8º, 182 sagittal slices of 1.2 mm, FOV 2502 mm, reconstruction 
matrix 2562).  

Image analysis 
The structural data were analysed with voxel based morphometry (VBM) 
carried out with FSL (Smith et al., 2004). First, structural images were brain-
extracted (Smith, 2002). Next, tissue-type segmentation was carried out using 
FAST4 (Zhang, Brady, & Smith, 2001).). The so obtained grey-matter partial 
volumes were then aligned to MNI152 standard space using affine registration. 
The resulting images were averaged to create a study-specific template, to which 
the native grey matter images were then nonlinearly re-registered with a method 
that uses a b-spline representation of the registration warp field (Jenkins & 
Smith, 2007; Rueckert et al. 1999). The registered partial volume images were 
modulated (to correct for local expansion or contraction) by dividing by the 
Jacobian of the warp field. The modulated segmented images were smoothed 
with an isotropic Gaussian kernel with a sigma of 4 mm. In addition, a DWI 
(Diffusion Weighted Imaging) scan was run (Echo Planar Imaging, TE 94 ms, 
TR 7.720 ms, FA 90º, 40 slices, FOV 2242, reconstruction matrix 1282). The 
DTI data were also analysed with FSL, now using the TBSS (Tract Based 
Spatial Statistics) package (Smith et al., 2006). The above procedure was applied 
to the first and second T1 and DWI scans separately, creating two datasets that 
are independent from the perspective of noise. The first dataset was used to 
identify regions of interest. Threshold-Free Cluster enhancement was applied to 
all datasets (Smith & Nichols, 2009). Data was further thresholded at a value of 
p<0.01 (minimum cluster size 50 mm3) for DWI data and p<0.01 (cluster size 
800 mm3) for VBM data. The second dataset was used to extract the actual 
values from the Regions of Interest yielded by the first analysis. In this way 
these ROIs were not artificially inflated in terms of statistical fitting.  

From both the VBM and DTI data, the two Regions of Interest 
(ROIs) that were strongest positively correlated with the FSIQ score on the 
WAIS-III and the two ROIs that were strongest negatively correlated with 
FSIQ were used for further analysis. This procedure resulted in eight regions of 
interest (four VBM and 4 DTI measures), for which the MNI coordinates of 
the centre of gravity are in Table 4.1. All these ROI’s have previously been 
associated with individual differences in general cognitive abilities; Brodmann’s 
areas 9 bordering on 46, area 9 bordering on 48, area 20, and area 18. The DTI 

                                                           
15 All descriptive statistics and covariances are available in Appendix A 
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loci were also in accordance with previous findings, such as the inferior fronto-
occipital fasciculus and various sections of the corpus callosum (cf. Jung & 
Haier, 2007; Deary, Penke, & Johnson, 2010 and references therein). 

 
 
 

Measure Region X 
coordinate

Y 
coordinate

Z 
coordinate N voxels 

VBM 1 9 and 46 29 41 32 985 
VBM 2 9 and 48 î41 22 44 565 
VBM 3 20 38 î12 î39 117 
VBM 4 18 21 î91 22 184 

DTI 1 Callosal body (below 
the basal ganglia) î9 15 î11 86 

DTI 2 Inferior fronto-
occipital fasciculus î40 î22 î7 50 

DTI 3 Corpus callosum î14 î4 33 114 
DTI 4 Corpus callosum î18 î25 36 106 

.�
 

Results 
We report results for four latent variable models, which were fitted using Mplus 
(Muthén & Muthén, 1998-2007) by Maximum Likelihood Estimation (MLE). 
In a covariance structure analysis, the model-implied covariances are compared 
to the observed covariances. Fit indices represent the deviation of the observed 
covariance structure to the model-implied covariance structure. We evaluate 
model fit by means of the Chi-square test of model fit, the Root Mean Square 
Error of Approximation (RMSEA), the Comparative Fit Index (CFI) and the 
Bayesian Information criterion (BIC). For discussions on the relative merits of 
these fit indices, see Schermelleh-Engel, Moosbrugger and Müller (2003).  
 For the SEM-analyses, a total of 12 observed variables were modelled: 
Four domain scores of the WAIS-III, four Voxel-Based Morphometry (VBM) 
and four Diffusion Tensor Imaging (DTI) regions of interest (ROI's). The 
WAIS sumscores were as follows: Verbal Comprehension (M=117.16, 
SD=9.78), Perceptual Organisation (M=112.10 SD=11.31), Working Memory 
(M=111.32, SD=13.11) and Processing Speed (M=116.38, SD=14.80). We 
implement a simplified, non-hierarchical g model here for purposes of 
simplicity and model fitting. This model may be extended to include latent first-
order factors without affecting the core ideas of the models.  
 To ensure that the indicators of g variables are psychometrically 
adequate, we first fit a confirmatory model with the four WAIS sumscores and 
one latent g factor. The chi-square test of model did not reject the one factor 
model of g (Ʒ2 (2, N=80)=2.15, p>.30). This fit was corroborated by the other 
fit indices, RMSEA (0.031), CFI (0.996). We then fitted the four models 
discussed previously. Table 4.2 shows the resulting fit statistics. The 
standardized parameter estimates for all four neuro g models are presented in 
Table 4.3. 
 
 
 
 
 

Table 4.1. MNI coordinates, voxel count, and morphological description of four VBM and four 
DTI measures
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Model Description N df chi-square p-value RMSEA 
1 Reflective 80 54 119.98 0 0.124 
2 1 neuro g, 1 g 80 53 119.684 0 0.125 
3 1 g, 2 neuro g 80 45 72.979 0.0052 0.088 
4 MIMIC 80 26 32.194 0.1868 0.055 

 
Table 4.2. Model fits for the four fitted SEM models. Selection of fit indices are based on 
Schermelleh-Engel and colleagues (2003). Note: Df, Degrees of freedom; RMSEA, Root Mean 
Square Error of Approximation; CFI, Confirmatory Fit Index; BIC, Bayesian Information Criterion 
 

Indicator CFA g 
model 

1 (neuro) 
g 

1 g, 1 
neuro g MIMIC 1 g, 2 neuro g 

Verbal 
Comprehension 0.591 0.689 0.685 0.675 0.705 

Perceptual 
Reasoning 0.779 0.659 0.646 0.639 0.684 

Working 
Memory 0.486 0.545 0.544 0.534 0.511 

Processing Speed 0.476 0.442 0.442 0.479 0.387 
VBM 1  0.300 0.315 0.295 Factor 1 Factor 2 
VBM 2  0.284 0.284 0.205 î0.100 0.183 
VBM 3  î0.471 î0.441 î0.051 î0.336 î0.015 
VBM 4  î0.372 î0.35 î0.238 1.070 0.002 
DTI 1  0.514 0.483 0.161 0.593 î0.036 
DTI 2  0.554 0.539 0.419 î0.171 0.628 
DTI 3  î0.218 î0.232 î0.248 0.008 0.828 
DTI 4   î0.224 î0.235 î0.224 0.065 î0.095 

 
Table 4.3. Standardized parameter estimates for four fitted models. The final model contains two 
neural factors, loadings of which are represented side by side. 
 
First, consider the simple, reflective model, in which all indicators are 
considered to reflect g. This model does not fit: it is rejected by the chi-square 
test, and other indicators corroborate this poor fit. That is, for this dataset, 
neurological measurements cannot be considered measurements of g. Naturally this 
may be a contingent fact about our dataset. However, we think that the 
multifaceted nature of neurological properties that covary with g make this 
model an unlikely candidate for other datasets as well. For model 1 then, the 
report seems dire: although this representation is in line with the terminology of 
“neuro g”, it is not plausible a priori, and fits poorly when tested in a 
representative dataset. In summary, these data indicate that neuro g should not 
be taken to refer to a unidimensional constellation of neural properties identical 
to g. Whether or not other constellations of neural indicators not explored in 
this study will fit such a unidimensional factor coincident with g is an empirical 
question that is still open, but for the reasons we give above, we do not 
consider it very likely. 
 Model 2, shown in Figure 4.2, represents neuro g as a separate latent 
variable that correlates with g. As can be seen in Table 4.2, this model was also 
rejected for our dataset, reflecting the lack of unidimensionality in the 
neurological measurements. That is, at least in this dataset, a constellation of 
neurological measurements cannot be considered a unidimensional property of 
individuals, akin to a kind of “brain fitness factor”. Despite the fact that these 
measures correlate independently with g, they do not intercorrelate positively.  
 Model 3 (shown in Figure 4.3) estimates multiple (in this case two) 
latent neural factors that correlate with g. To fit this model, we implemented a 
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new method available in Mplus, namely a combined exploratory and 
confirmatory factor analysis. As Table 4.2 shows (Model 3), this model is also 
rejected, although the fit is considerably less poor than the fit of Models 1 and 
2. This model, although rejected for this dataset, seems more intuitively 
plausible and offers more in the way of interpretation, and in our view may well 
be an option worth considering for further research.  

Finally, we consider the formative, or MIMIC model, as represented 
in Figure 4.4. This model is not rejected by the chi-square test of model fit, and 
other indicators also represent adequate to good fit (see Table 4.2, model 4). 
For this dataset, we can consider neurological measurements to jointly predict a 
unidimensional g, although they do not themselves form a unidimensional scale. 
This situation is consistent with the idea that the neurological properties 
together determine individual differences in g. Figure 4.5 shows this best fitting 
model, including standardized parameter estimates of each of the neural 
indicators. Based on this dataset, the simplest candidates for neuro g are 
rejected. The more complex models, which either attempt to capture several 
latent dimensions of neurological covariation (model 3) or model an 
asymmetric relationship between g and the brain (Model 4) perform better.  

 

Figure 4.5. The best-fitting model: a MIMIC model. Eight neurological measurements, described 
in more detail in Table 4.1, jointly determine g. The model shows standardized parameter estimates 
for the eight formative indicators and four reflective indicators. Model fit is shown in Table 4.2. 
 

Discussion 
Neuro g is unlikely to be a single physical characteristic of the human brain as 
measured by our neurological indicators, and it is also unlikely to be a 
unidimensional physical variable correlated with psychometric g. More complex 
models are needed to explain the joint covariance structure of neurological and 
behavioural measures. These models feature either an asymmetric relationship 
between g and the brain, or capture several dimensions of covariation. Thus, it 
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seems unlikely that there is a single, simple "neuro g". Of course, these 
conclusions are partly contingent on the data we acquired here: it may be the 
case that other datasets yield different conclusions regarding the models. 
Moreover, there is always the possibility that unobserved third factors are the 
source of covariation between neurological indicators and intelligence (e.g. 
white matter, cardiovascular factors and cognitive ability, Marks et al., 2007), 
although this problem is not unique for SEM. More generally, although SEM 
has many statistical benefits over traditional techniques, there are issues that 
require careful attention, including model equivalence (Lee & Hershberger, 
1990), model selection (Myung & Pitt) and judging model fit (Schermelleh-
Engel, Moosbrugger, & Müller, 2003). In addition, SEM generally requires 
larger sample sizes than other approaches, although required samples are not 
prohibitive (e.g., Marsh & Hau, 1999). Nonetheless, SEM offers various 
essential benefits over more traditional methods. Most importantly, SEM allows 
for the flexible comparison of various models in such a way that they can be 
compared across studies. In this paper, we were able to compare various 
competing hypotheses, reject certain alternatives and tentatively conclude that 
the MIMIC perspective currently offers the best explanation of the data 
analysed here. Moreover, SEM is a flexible tool: it could be extended by 
focusing on different neural indicators (that may show higher factor loadings or 
fit to stricter models), or by examining hierarchical models of g (e.g. Carroll, 
1993). 

This finding is in line with recent work in other fields, such as that of 
emotion research. Lindquist, Wager, Kober, Bliss-Moreau and Barrett (2011) 
show that the relation between emotions and the brain is better supported by a 
so-called ‘constructionist’ model (a model similar to the MIMIC model) than 
the essentialist view (where the activity of one specialized subsystem is 
considered the core feature of a particular emotion, similar to model 1). In 
addition, the statistical and conceptual properties of the MIMIC model are 
most compatible with contemporary perspectives on the genetic influences on g 
(cf. Penke, Denissen, & Miller, 2007). In terms of the MIMIC model, genetic 
effects may therefore feature as predictors alongside the neurological variables.  

Our approach emphasizes the importance of conceptual and statistical 
clarity for neuroscientific research into intelligence. Neuroscientific findings 
should, whenever possible, go beyond simple measures of association. 
Psychometric modelling techniques, as discussed in this paper, allow us to see 
beyond simple correlations. This enables the investigation of conceptual 
hypotheses on the relation between intelligence and the brain that were hitherto 
the province of mere speculation. By explicitly representing, modelling, and 
testing competing hypotheses, we may be able to finally get a grip on this 
complex problem. We can only hope that, as was the case in the history of 
general intelligence and the development of factor analytic methods, competing 
methods and models will lead the way to new conceptual and empirical 
developments. We think that this will prove to be the most interesting, 
insightful and productive road to a better understanding of the neurological 
basis of intelligence.  
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Chapter 5 

 

 

Simpson’s paradox in psychological science: A 
practical guide  

Abstract 
The direction of an association at the population level may be reversed within the 
subgroups comprising that population - a striking observation called Simpson’s paradox. 
When facing this pattern, psychologists often view it as anomalous. Here, we argue that 
Simpson’s paradox is more common than conventionally thought, and typically results in 
incorrect interpretations – potentially with harmful consequences. We support this claim 
by drawing on empirical results from cognitive neuroscience, behaviour genetics, clinical 
psychology, personality psychology, educational psychology, intelligence research, and 
simulation studies. We show that Simpson’s Paradox is most likely to occur when 
inferences are drawn across different levels of explanation (e.g., from populations to 
subgroups, or subgroups to individuals). We propose a set of statistical markers 
indicative of the paradox, and offer psychometric solutions for dealing with the paradox 
when encountered—including a package in R for detecting Simpson’s Paradox. We 
show that explicit modelling of situations in which the paradox might occur not only 
prevents incorrect interpretations of data, but also results in a deeper understanding of 
what data tell us about the world.  
 
 
Published as: 
Kievit, R.A., Frankenhuis, W., Waldorp, L. J., & Borsboom, D. (2013). 
Simpson’s Paradox in Psychological Science: A Practical Guide. Frontiers in 
Psychology, 4, 513. 
 
Kievit, R. A., & Epskamp, S. (2012). Simpsons: Detecting Simpson's Paradox. 
R package version 0.1.0.16  
  

                                                           
16 http://CRAN.R-project.org/package=Simpsons 
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Introduction 
Two researchers, Mr. A and Ms. B, are applying for the same tenured position. 
Both researchers submitted a number of manuscripts to academic journals in 
2010 and 2011: 60% of Mr. A’s papers were accepted, versus 40% of Ms. B’s 
papers. Mr. A cites his superior acceptance rate as evidence of his academic 
qualifications. However, Ms. B notes that her acceptance rates were higher in 
both 2010 (25% versus 0%) and 2011 (100% versus 75%)17. Based on these 
records, who should be hired?18 

In 1951, Simpson showed that a statistical relationship observed in a 
population—i.e., a collection of subgroups or individuals—could be reversed 
within all of the subgroups that make up that population19. This apparent 
paradox has significant implications for the medical and social sciences: A 
treatment that appears effective at the population-level may, in fact, have 
adverse consequences within each of the population’s subgroups. For instance, 
a higher dosage of medicine may be associated with higher recovery rates at the 
population-level; however, within subgroups (e.g., for both males and females), a 
higher dosage may actually result in lower recovery rates. Figure 5.1 illustrates 
this situation: Even though a negative relationship exists between ‘Treatment 
Dosage’ and ‘Recovery’ in both males and females, when these groups are 
combined a positive trend appears (black, dashed). Thus, if analysed globally, 
these data would suggest that a higher dosage treatment is preferable20, while 
the exact opposite is true (the continuous case is often referred to as Robinson’s 
Paradox, 1950).  

Simpson’s Paradox (hereafter SP) has been formally analysed by 
mathematicians and statisticians (e.g., Blyth, 1972, Dawid, 1979; Greenland, 
2010; Hernán, Clayton, & Keiding, 2011; Pearl, 1999, 2000; Schield, 1999; Tu, 
Gunnell, & Gilthorpe, 2008), its relevance for human inferences studied by 
psychologists (e.g. Curley & Browne, 2001; Fiedler, 2000, 2008; Schaller, 1992; 
Spellman, 1996a, 1996b) and conceptually explored by philosophers (e.g., 
Bandyoapdhyay, Nelson, Greenwood, Brittan, & Berwald, 2011; Cartwright, 
1979; Otte, 1985). However, few works have discussed the practical aspects of 
SP for empirical science: How might researchers prevent the paradox, recognize 
it, and deal with it upon detection? These issues are the focus of the present 
paper. Here, we argue that a) SP occurs more frequently than commonly 
thought, and b) inadequate attention to SP results in incorrect inferences that 
may compromise not only the quest for truth, but may also jeopardize public 
health and policy. 
  

                                                           
17     2010  2011  overall 

Mr. A  0 of 20   60 of 80   60% 
Ms. B  20 of 80  2 0 of 20   40% 

18 The years in this example are substitutes for the true relevant variable, namely journal 
quality (together with diverging base rates of submission). This variable is substituted 
here to emphasize the puzzling nature of the paradox. See page 65 for further 
explanation of this (hypothetical) example. 
19  The same observation was made, albeit less explicitly, by Pearson, Lee and Bramley-
Moore (1899), Yule (1903) and Cohen and Nagel (1934); see also Aldrich (1995). 
20 Julious and Mullee (1994) showed such a pattern in a data set bearing on treatment of 
kidney stones: Treatment A seemed more effective than treatment B in the dataset as a 
whole, but when split into small and large kidney stones (which, combined, formed the 
entire data set), treatment B was more effective for both. 
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We examine the relevance of SP in several steps. First, we describe SP, 

investigate how likely it is to occur, and discuss work showing that people are 
not adept at recognizing it. Next, we review examples drawn from a range of 
psychological fields, to illustrate the circumstances, types of design and analyses 
that are particularly vulnerable to instances of the paradox. Based on this 
analysis, we specify the circumstances in which SP is likely to occur, and 
identify a set of statistical markers that aid in its identification. Finally, we will 
provide countermeasures, aimed at the prevention, diagnosis, and treatment of 
SP—including a software package for the free statistical environment R (Team, 
2013) created to help researchers detect SP when testing bivariate relationships.  

What is Simpson’s Paradox? 
Strictly speaking, SP is not actually a paradox, but a counterintuitive feature of 
aggregated data, which may arise when (causal) inferences are drawn across 
different explanatory levels: from populations to subgroups, or subgroups to 
individuals, or from cross-sectional data to intra-individual changes over time 
(cf. Kievit et al., 2011). One of the canonical examples of SP concerns possible 
gender bias in admissions into Berkeley graduate school (Bickel, Hammel, & 
O'Connell, 1975; see also Waldmann & Hagmayer, 1995). Table 5.1 shows 
stylized admission statistics for males and females in two faculties (A and B) 
that together constitute the Berkeley graduate program. 
 
 
 
 
 
 

Figure 5.1. Example of Simpson’s Paradox. Despite the fact that there exists a negative 
relationship between dosage and recovery in both males and females, when grouped 
together, there exists a positive relationship. Al figures created using ggplot2 (Wickham, 
2009). Data in arbitrary units. 
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Faculty Male  Female  Proportion 
males 

Proportion 
Females Summary 

  Accept Reject Accept Reject    

Faculty A 820 80 680 20 0.91 0.97 More 
females 

Faculty B 20 80 100 200 0.2 0.33 More 
females 

Combined 840 160 780 220 0.84 0.78 More 
males 

Total N 1000  1000     
 
Table 5.1. A stylized representation of Berkeley admission statistics. The counts in each cell reflect 
students in each category, accepted or rejected, for two graduate schools. The numbers are 
fictitious, designed to emphasize the key points.  
 
Overall, proportionally fewer females than males were admitted into graduate 
school (84% males versus 78% females). However, when the admission 
proportions are inspected for the individual graduate schools A and B, the 
reverse pattern holds: In both school A and B the proportion of females 
admitted is greater than that of males (97% versus 91% in school A, and 33% 
versus 20% in school B). This seems paradoxical: Globally, there appears to be 
bias towards males, but when individual graduate schools are taken into 
account, there seems to be bias towards females. This conflicts with our 
implicit causal interpretation of the aggregate data, which is that the 
proportions of the aggregate data (84% males and 78% females) are informative 
about the relative likelihoods of male or female applicants being admitted if 
they were to apply to a Berkeley graduate school. In this example, SP arises 
because of different proportions of males and females attempt to enter schools 
that differ in their acceptance rates; we discuss this explanation in more detail 
later.  

Pearl (1999) notes that SP is unsurprising: “seeing magnitudes change 
upon conditionalization is commonplace, and seeing such changes turn into 
sign reversal (…) is not uncommon either” (p. 3). However, although 
mathematically trivial, sign reversals are crucial for science and policy. For 
example, a (small) positive effect of a drug on recovery, or an educational 
reform on learning performance, provides incentives for further research, 
investment of resources, and implementation. By contrast, a negative effect may 
warrant recall of a drug, cessation of research efforts and (when discovered 
after implementation) could generate very serious ethical concerns. Although 
the difference between a positive effect of d = .5 and d = .9 may be considered 
larger in statistical terms than the difference between, say, d = +.15 and d = -
.15, the latter might entail a more critical difference: Decisions based on the 
former are wrong in degree, but those based on the latter in kind. This can 
create major potential for harm and omission of benefit. Simpson’s Paradox is 
conceptually and analytically related to many statistical challenges and 
techniques, including causal inference (Pearl, 2000; 2013), the ecological fallacy 
(King, 1997; King & Roberts, 2012; Kramer, 1983; Robinson, 1950), Lord’s 
Paradox, (Tu, Gunnel, & Gilthorpe, 2008), propensity score matching 
(Rosenbaum & Rubin, 1983), suppressor variables (Conger, 1974, Tu et al., 
2008), conditional independence (Dawid, 1979), partial correlations (Fisher, 
1925), p-technique (Cattell, 1952) and mediator variables (Mackinnon, Fairchild, 
& Fritz, 2007). The underlying shared theme of these techniques is that they are 
concerned with the nature of (causal) inference: The challenge is what 
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inferences are warranted based on the data we observe. According to Pearl 
(1999), it is exactly our tendency to automatically interpret observed 
associations causally that renders SP paradoxical. For instance, in the Berkeley 
admissions example, many might incorrectly interpret the data in the following 
way: ‘The data show that if male and female students apply to Berkeley graduate 
school, females are less likely to be accepted.’ A careful consideration of the 
reversals of conditional probabilities within the graduate schools guards us 
against this initial false inference by illustrating that this pattern need not hold 
within graduate schools. Of course this first step does not fully resolve the 
issue: Even though the realization that the conditional acceptance rates are 
reversed within every graduate schools increased our insight into the possible 
true underlying patterns, these acceptance rates are still compatible, under 
various assumptions, with various causal mechanisms (including both bias 
against women or men). This is important, as it is these causal mechanisms that 
are the main payoff of empirical research. However, to be able to draw causal 
conclusions, we must know what the underlying causal mechanisms of the 
observed patterns are, and to what extent the data we observe are informative 
about these mechanisms.  

Simpson’s Paradox in real Life 
Despite the fact that SP has been repeatedly recognized in data sets, 
documented cases are often treated as noteworthy exceptions (e.g., Bickel et al., 
1975; Chuang, Rivoire, & Leibler, 2009; Scheiner et al., 2000). This is most 
clearly reflected in one paper’s provocative title: “Simpson’s Paradox in Real 
Life” (Wagner, 1982). However, there are reasons to doubt the default 
assumption that SP is a rare curiosity. In psychology, SP has been recognized in 
a wide range of domains, including the study of memory (Hintzman, 1980; 
1993), decision making (Curley & Browne, 2001), strategies in prisoners 
dilemma games (Chater, Vlaev, & Grinberg, 2008), tracking of changes in 
educational performance changes over time (Wainer, 1986), response strategies 
(Van der Linden, Jeon, & Ferrara, 2011), psychopathological comorbidity 
(Kraemer, Wilson, & Hayward, 2006), victim-offender overlap (Reid & Sullivan, 
2012), the use of antipsychotics for dementia (Suh, 2009), and even various 
meta-analyses (Rubin, 2011; Rücker & Schumacher, 2008). 

A recent simulation study by Pavlides and Perlman (2009) suggests SP 
may occur more often than commonly thought. They quantified the likelihood 
of SP in simulated data by examining a range of 2×2×2 tables for uniformly 
distributed random data. For the simple 2×2×2 case, a full sign reversal—
where both complementary subpopulations show a sign opposite to their 
aggregate—occurred in 1.67% of the simulated cases. Although much depends 
on the exact specifications of the data, this number should be a cause of 
concern: This simulation suggests SP might occur in nearly 2% of comparable 
datasets, but reports of SP in empirical research are far less common.  

Simulation studies cannot be used, in isolation, to estimate the 
prevalence of SP in the published literature, given that there are several 
plausible mechanisms by which the published literature might overestimate 
(empirical instances of SP are interesting, and therefore likely to be published) 
or underestimate (datasets with cases of SP may yield ambiguous or conflicting 
answers, possibly inducing file-drawer type effects) the true prevalence of SP. 
Unfortunately, a (hypothetical) re-analysis of raw data in the published literature 
to estimate the ‘true’ prevalence of SP would suffer from similar problems: 
Previous work has shown that the probability of data-sharing is not unrelated to 
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the nature of the data (e.g. see Wicherts et al., 2006, Wicherts, Bakker, & 
Molenaar, 2011). 

Still, there are good reasons to think SP might occur more often than 
it is reported in the literature, including the fact that people are not necessarily 
very adept at detecting the paradox when observing it. Fiedler, Walther, 
Freytag, and Nickel (2003) provided participants with several scenarios similar 
to the sex discrimination example presented in Table 5.1: Fewer females were 
admitted to fictional University X; however, within each of two graduate 
schools University X’s admission rates for females were higher. This sign 
reversal was caused by a difference in base rates, with more females applying to 
the more selective graduate school. Fiedler and colleagues showed that it was 
very difficult to have people engage in ‘sound trivariate reasoning’ (p. 16): 
Participants failed to recognize the paradox, even when they were explicitly 
primed. In five experiments, they made all relevant factors salient in varying 
degrees of explicitness. For instance, the difference in admission base rates of 
two universities would be explicit (“These two universities differ markedly in 
their application standards”) as well as the sex difference in applying for the 
difficult school (“women are striving for ambitious goals”). After such primes, 
participants correctly identified: 1) the difference in graduate schools admission 
rates, 2) the sex difference in application rates to both schools and even 3) the 
relative success of males and females within both schools). Nonetheless, they 
still drew incorrect conclusions, basing their assessment solely on the aggregate 
data (i.e., ‘women were discriminated against’). The authors conclude: “Within 
the present task setting, then, there is little evidence for a mastery of Simpson’s 
paradox that goes beyond the most primitive level of undifferentiated guessing” 
(p. 21).  

However, other studies suggest that in certain settings subjects do take 
into account conditional contingencies (Spellman, 1996a, 1996b). In an 
extension of these findings, Spellman, Price and Logan (2001) showed that the 
extent to which people took into account conditional probabilities appropriately 
depended on the activation of top-down versus bottom-up mental models of 
interacting causes. In a series of experiments where participants had to judge 
the effectiveness of a type of fertilizer, people were able to estimate the correct 
rates when primed by a visual cue representing the underlying causal factor. To 
demonstrate the force of such top-down schemas, let us revisit our initial 
example, of Mr. A and Ms. B, presented in a slightly modified fashion (but with 
identical numbers, see Footnote 1):  

 
Mr. A and Ms. B are applying for the same tenured position. Both researchers submitted a 
series of manuscripts to the journals Science (impact factor =31.36) and the Online 
Journal of Psychobabble (impact factor=0.001). Overall, 60% of Mr. A’s papers 
were accepted, versus 40% of Ms. B’s papers. Mr. A cites his superior acceptance rates as 
evidence of his academic qualifications. However, Ms. B notes that her acceptances rates were 
significantly higher for both Science (25% versus 0%) and Online Journal of 
Psychobabble (100% versus 75%). Based on their academic record, who should be hired? 
 
Now, the answer is obvious. This is because the relevant factor (the different 
base rates of acceptance, and the different proportions of the manuscripts 
submitted to each journal) has been made salient. Many research psychologists 
have well-developed schemas for estimating the likelihood of rejection at 
different journals. In contrast, ‘years’ generally do not differ in acceptance rates, 
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so they did not activate an intuitive schema. When relying on intuitive schemas, 
people are more likely to draw correct inferences. However, ‘sound trivariate 
reasoning’ is not something that people, including researchers, do easily, which 
is why SP ‘continues to trap the unwary’ (Dawid, 1979, p. 5, see also Fiedler, 
2000). More recent work has discussed the origins and potential utility, under 
certain circumstances, of cognitive heuristics that may leave people vulnerable 
to incorrect inferences of cases of Simpson’s Paradox (pseudocontingencies, or a 
focus on base-rate distributions, cf. Fiedler, Freytag, & Meiser, 2009). 

The above simulation and experimental studies suggest that SP might 
occur frequently, and that people are often poor at recognizing it. When SP 
goes unnoticed, incorrect inferences may be drawn, and as a result, decisions 
about resource allocations (including time and money) may be misguided. 
Interpretations may be wrong not only in degree but also in kind, suggesting 
benefits where there may be adverse consequences. It is therefore worthwhile 
to understand when SP is likely to occur, how to recognize it, and how to deal 
with it upon detection. First, we describe a number of clear-cut examples of SP 
in different settings; thereafter we argue the paradox may also present itself in 
forms not usually recognized. 

Simpson’s Paradox in empirical data 
Most canonical examples of SP are cases where partitioning into subgroups 
yields different conclusions than when studying the aggregated data only. Here, 
we broaden the scope of SP to include some other common types of statistical 
inferences. We will show that SP might also occur when drawing inferences 
from patterns observed between people to patterns that occur within people over 
time. This is especially relevant for psychology as it is not uncommon for 
psychologists to draw such inferences, for instance, in studies of personality 
psychology, educational psychology, and in intelligence research.  

Simpson’s Paradox in individual differences 
A large literature has documented inter-individual differences in personality 
using several dimensions (e.g., the Big Five theory of personality; McCrae & 
John, 1992), such as extraversion, neuroticism and agreeableness. In such fields, 
cross-sectional patterns of inter-individual differences are often thought to be 
informative about psychological constructs (e.g., extraversion, general 
intelligence) presumed to be causally relevant at the level of individuals. That 
differences between people can be described by referring to such dimensions is 
taken by some to mean that these dimensions play a causal role within 
individuals, e.g., “Extraversion causes party-going” (cf. McCrae & Costa, 2008, 
p. 288) or that psychometric g (hereafter, g: general intelligence) is an adaptation 
that people use to deal with evolutionarily novel challenges (Kanazawa, 2010, 
but see Penke et al., 2011).  

However, this kind of inference is not warranted: One can only be 
sure that a group-level finding generalizes to individuals when the data are 
ergodic, which is a very strict requirement21. Since this requirement is unlikely to 

                                                           
21 Molenaar and Campbell (2009) have shown that a complete guarantee that inference 
to within-subject processes on the basis of between-subjects data can be justifiably made 
requires ergodicity. This means that all within-subject statistical characteristics (mean, 
variance) are asymptotically identical to those at the level of the group; e.g., the 
asymptotic between-subject mean (as the number of subjects approaches infinity) equals 
the within-subject asymptotic mean (as the number of repeated measures approaches 
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hold in many data sets, extreme caution is warranted in generalizing across 
levels. The dimensions that appear in a covariance structure analysis describe 
patterns of variation between people, not variation within individuals over time. 
That is, a person X may have a position on all five dimensions compared to 
other people in a given population, but this does not imply that that person 
varies along this number of dimensions over time. For instance, several 
simulation studies (summarized in Molenaar, Huizenga, & Nesselroade, 2003) 
have shown that in a population made up entirely of people who (intra-
individually) vary along two, three, or four dimensions over time, one may still 
find that a one-factor model fits the (cross-sectional) data adequately. This 
illustrates that the structure or direction of an association at the cross-sectional, 
inter-individual level does not necessarily generalize to the level of the 
individual. This simulation received empirical support by Hamaker, Nesselroade 
and Molenaar (2007). They studied patterns of inter-individual variation to 
examine whether these were identical to patterns of intra-individual variation 
for two dimensions: Extraversion and Neuroticism. Based on repeated 
measures of individuals on these dimensions, they found that the factor 
structure that described the inter-individual differences (which in their sample 
could be described by two dimensions) did not accurately capture the 
dimensions along which the individuals in that sample varied over time. A 
recent study (Na et al., 2010) showed that markers known to differentiate 
between cultures and social classes (e.g. ‘independent’ versus ‘interdependent’ 
social orientations) did not generalize to capture individual differences within 
any of the groups, illustrating a specific example of the general fact that 
‘correlations at one level pose no constraint on correlations at another level’ (p. 
6193; see also Shweder, 1973). 
 Similarly, two variables may correlate positively across a population of 
individuals, but negatively within each individual over time. For instance: “it may 
be universally true that drinking coffee increases one's level of neuroticism; 
then it may still be the case that people who drink more coffee are less 
neurotic” (Borsboom, Kievit, Cervone, & Hood, 2009, p. 72). This pattern may 
come about because less neurotic people might worry less about their health, 
and hence are comfortable consuming more coffee. Nonetheless, all 
individuals, including less neurotic ones, become more neurotic after drinking 
coffee. The relationship between alcohol and IQ provides an empirical example 
of this pattern. Higher IQ has been associated with greater likelihood of having 
tried alcohol and other recreational drugs (Wilmoth, 2012), and a higher 
childhood IQ has been associated with increased alcohol consumption in later 
life (Batty et al., 2008). However, few will infer from this cross-sectional pattern 
that ingesting alcohol will increase your IQ: In fact, research shows the 
opposite is the case (e.g., Tzambazis & Stough, 2000). This pattern (based on 
simulated data) is shown in Figure 5.2.  

A well-established example from cognitive psychology where the 
direction is reversed within individuals is the speed-accuracy trade-off (e.g., 
Fitts, 1954; Mackay; 1984). Although the inter-individual correlation between 
speed and accuracy is generally positive (Jensen, 1998), and associated with 
general mental abilities such as fluid intelligence, within subjects there is an 

                                                                                                                            
infinity). Note that ergodicity is extremely unlikely in psychological science (e.g., if IQ 
data were ergodic, your IQ would have to be under 100 for half of the time, because half 
of the people's IQ at a given time point is below 100; van Rijn, 2008). 
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inverse relationship between speed and accuracy, reflecting differential 
emphasis in response style strategies (but see Dutilh, Wagenmakers, Visser, & 
Van der Maas, 2011).  

An example from educational measurement further illustrates the 
practical dangers of drawing inferences about intra-individual behaviour on the 
basis of inter-individual data. A topic of contention in the educational 
measurement literature is whether or not individuals should change their 
responses if they are unsure about their initial response. Folk wisdom suggests 
that you should not change your answer, and stick with your initial intuition (cf. 
Van der Linden, Jeon, & Ferrara, 2011). However, previous studies suggest that 
changing your responses if you judge them to be inaccurate after revision has a 
beneficial effect (cf. Benjamin, Cavell, & Shallenberger, 1987). In recent work, 
however, Van der Linden and colleagues showed that the confusion concerning 
the optimal strategy is a case of SP. They developed a new psychometric model 
for answer change behaviour to show that, conditional upon the ability of a test 
taker, changing answers hurts performance within individual participants for the 
whole range of ability, even though the aggregated data showed that there were 
8.5 times as many switches from wrong-to-right than switches from right-to-
wrong. 

Van der Linden and colleagues (2011) conclude that incorrect 
conclusions are due to “interpreting proportions of answer changes across all 
examinees as if they were probabilities that applied to each individual examinee, 
disregarding the differences between their abilities” (p. 396). That is, the causal 
interpretation one might be tempted to draw from earlier research (i.e., because 
there is an average increase in grades for answer changes, it is profitable for me to 
change my answers when in doubt) is incorrect. A similar finding was reported 
by Wardrop (1995), who showed that the ‘hot hand’ in basketball—the alleged 

Figure 5.2. Alcohol use and intelligence. Simulated data illustrating that 
despite a positive correlation at the group level, within each individual 
there exists a negative relationship between alcohol intake and 
intelligence. Data in arbitrary units. 
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phenomenon that sequential successful free throws increase the probability of 
subsequent throws being successful—disappears when taking into account 
varying proportions of overall success—i.e., differences in individual ability (see 
also Yaari & Eisenman, 2011). Within players over time, the success of a throw 
depended on previous successes in different ways for different players, 
although the hot-hand pattern (increased success rate after a hit) did appear at 
the level of aggregated data. 

Simpson’s Paradox in biological psychology 
A study on the relationship between brain structure and intelligence further 
illustrates this issue. Shaw and colleagues (2006) studied a sample (N=307) of 
developing children ranging from 7 to 18 years in order to examine potential 
neural predictors of general intelligence. To this end, they catalogued the 
developmental trajectory of cortical thickness, stratified into different age- and 
IQ groups. In the overall population, Shaw and colleagues found no correlation 
between cortical thickness and g. However, within individual age groups, they 
did find correlations, albeit different ones at different developmental stages. 
During early childhood, they observed a negative correlation between 
psychometric g and cortical thickness. In contrast, in late childhood they 
observed a moderately strong positive correlation (.3). Similar results—where 
the direction and strength of the correlation between properties of the brain 
and intelligence change over developmental time—have been found by Tamnes 
and colleagues (2011). This implies that an individual, cross-sectional, study 
could have found a correlation between cortical thickness and intelligence 
anywhere in the range from negative to positive, leading to incomplete or 
incorrect (if such a finding would be uncritically generalized to other age-
groups) inferences at the level of subgroups or individuals (see also Kievit et al., 
2012). 
Misinterpretations of the distinction between inter- and intra-individual 
measurements can have far-reaching implications. For instance, Murray and 
Herrnstein—authors of the controversial book The Bell Curve (1994)—have 
argued that the high heritability of intelligence implies that educational 
programs are unlikely to succeed at equalizing inter-individual differences in IQ 
scores. As a justification for this position, Murray stated: “When I - when we - 
say 60 percent heritability, it's not 60 percent of the variation. It is 60 percent of 
the IQ in any given person” (cited in Block, 1995, p. 108). This view is, of 
course, incorrect, as heritability measures capture a pattern of co-variation 
between individuals (for an excellent discussion of analyses of variance versus 
analyses of causes, see Lewontin, 2006). Here too it is clear that inferences 
drawn across different levels of explanations (in this case, from between- to 
within-individuals) may go awry, and such incorrect inferences may affect 
policy changes (e.g., banning educational programs based on the invalid 
inference that individuals’ intelligences are fully fixed by their genomes). 

A survival guide to Simpson’s Paradox 
We have shown that SP may occur in a wide variety of research designs, 
methods, and questions. As such, it would be useful to develop means to 
‘control’ or minimize the risk of SP occurring, much like we wish to control 
instances of other statistical problems. Pearl (1999, 2000) has shown that 
(unfortunately) there is no single mathematical property that all instances of SP 
have in common, and therefore, there will not be a single, correct rule for 
analysing data so as to prevent cases of SP. Based on graphical models, Pearl 
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(2000) shows that conditioning on subgroups may sometimes be appropriate, 
but may sometimes increase spurious dependencies (see also Spellman et al., 
2001). It appears that some cases are observationally equivalent, and only when 
it can be assumed that the cause of interest does not influence another variable 
associated with the effect, a test exists to determine whether SP can arise (see 
Pearl, 2000, chapter 6 for details). 
However, what we can do is consider the instances of SP we are most likely to 
encounter, and investigate them for characteristic warning signals. Psychology is 
often concerned with the average performance of groups of individuals (e.g., 
graduate students), and drawing valid inferences applying to that entire group, 
including its subgroups (e.g., males and females). The above examples show 
how such inferences may go awry. Given the general structure of psychological 
studies, the opposite incorrect inference is much less likely to occur: very few 
psychological studies examine a single individual over a period of time in the 
absence of aggregated data, to then infer from that individual a population level 
regularity. Thus, the incorrect generalization from an individual to a group is 
less likely, both in terms of prevalence (there are fewer time-series than cross-
sectional studies) and in terms of statistical inference (most studies that collect 
time-series data—as Hamaker and colleagues (2007) did—are specifically 
designed to address complex statistical dynamics).  

The most general ‘danger’ for psychology is therefore well defined: 
We might incorrectly infer that a finding at the level of the group generalizes to 
subgroups, or to individuals over time. All examples we discussed above are of 
this kind. Although there is no single, general solution even in this case, there 
are ways of addressing this most likely problem that often succeed. In this spirit, 
the next section offers practical and diagnostic tools to deal with possible 
instances of SP. We discuss strategies for three phases of the research process: 
Prevention, diagnosis, and treatment of SP. Thus, the first section will concern 
data that has yet to be acquired, the latter two with data that has been collected 
already.  

Preventing Simpson’s Paradox 

Develop and test mechanistic explanations. 
The first step in addressing SP is to carefully consider when it may arise. There 
is nothing inherently incorrect about the data reflected in puzzling contingency 
tables or scatterplots: Rather, the mechanistic inference we propose to explain 
the data may be incorrect. This danger arises when we use data at one 
explanatory level to infer a cause at a different explanatory level. Consider the 
example of alcohol use and IQ mentioned before. The cross-sectional finding 
that higher alcohol consumption correlates with higher IQ is perfectly valid, 
and may be interesting for a variety of sociological or cultural reasons (cf. 
Martin, 1981 for a similar point regarding the Berkeley admission statistics). 
Problems arise when we infer from this inter-individual pattern that an 
individual might increase their IQ by drinking more alcohol (an intra-individual 
process). Of course in the case of alcohol and IQ, there is little danger of 
making this incorrect inference because of strong top-down knowledge 
constraining our hypotheses. But, as we saw in the example of scientist A and 
B, in the absence of top-down knowledge, we are far less well-protected against 
making incorrect inferences. Without well-developed top-down schemas, we 
have, in essence, a cognitive blind spot within which we are vulnerable to 
making incorrect inferences. It is this blind spot that, in our view, is the source 
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of consistent underestimation of the prevalence of SP. A first step against 
guarding against this danger is by explicitly proposing a mechanism, 
determining at which level it is presumed to operate (between groups, within 
groups, within people), and then carefully assessing whether the explanatory 
level at which the data were collected aligns with the explanatory level of the 
proposed mechanism (see Kievit, Waldorp, Kan, & Wicherts, 2012). By 
focusing on these types of explanations, we propose many instances of SP can 
be avoided.  

Study change  
One of the most neglected areas of psychology is the analysis of individual 
changes through time. Despite calls for more attention for such research (e.g., 
Molenaar, 2004; Molenaar & Campbell, 2009), most psychological research uses 
snapshot measurements of groups of individuals, not repeated measures over 
time. However, of course, intra-individual patterns can be studied; fields such as 
medicine have a long tradition in this regard (e.g., survival curve analysis). 
Moreover, many practical obstacles for “idiographic” psychology (e.g., logistic 
issues and costs associated with asking participants to repeatedly visit the lab) 
can be overcome by using modern technological tools. For instance, the advent 
of smartphone technology opens up a variety of means to relatively non-
invasively collect psychological data outside of the lab within the same 
individual over time (cf. Miller, 2012). Moreover, time series data also allows for 
the study of aggregate patterns. 

Intervene 
If we want to be sure the relationship between two variables at the group level 
reflects a causal pattern within individuals over time, the most informative 
strategy is to experimentally intervene within individuals. For instance, across 
individuals, we might observe a positive correlation between high levels of 
testosterone and aggressive behaviour. This still leaves open multiple 
possibilities; for instance, some people may be genetically predisposed to have 
both higher levels of testosterone and aggressive behaviour, even though the 
two have no causal relationship. If so, despite the aggregate positive correlation 
within each individual over time, we would not observe a consistent 
relationship. Of course, it may be the case that there does exist a stable, 
consistent positive association within every individual between fluctuations in 
testosterone and variations in aggressive behaviours. But even this pattern does 
not necessarily address the causal question: Do changes in testosterone affect 
aggressive behaviour? 

To answer the causal question, we need to devise an experimental 
study: If we administer a dose of testosterone, does aggressive behaviour 
increase; and, conversely, if we induce aggressive behaviour, do testosterone 
levels increase? As it turns out, the evidence suggests that both these patterns are 
supported (e.g., Mazur & Booth, 1998). Note that the cross-sectional pattern of 
a positive correlation between testosterone and aggression is compatible 
(perhaps counter-intuitively) with all possible outcomes at the intra-individual 
level following an intervention, including a decrease in aggressive symptoms after 
an injection with testosterone within individuals. To model the effect of some 
manipulation, and therefore rule out SP at the level of the individual (i.e., a 
reversal of the direction of association), the strongest approach is a study that 
can assess the effects of an intervention, preferably within individual subjects. 
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Diagnosis of Simpson’s Paradox 
If we have already collected data and want to know whether our data might 
contain an instance of SP, what we want to know is whether a certain statistical 
relationship at the group level is the same for all subgroups in which the data 
may defensibly be partitioned, which could be subgroups or individuals (in 
repeated measures designs). Below we discuss various strategies to diagnose 
whether this is the case. 

Visualize the data  
In bivariate continuous data sets, the first step in diagnosing instances of SP is 
to visualize the data. As the above figures (e.g. Figure 5.1 and 5.2) demonstrate, 
instances of SP can become apparent when data is plotted, even when nothing 
in our statistical analyses suggests SP exists in the data. Moreover, as the above 
experiments have illustrated (e.g., Spellman, 1996a), under many circumstances 
people are quite inept at inferring conditional relationships based on summary 
statistics. Visual representations in such cases may, in the memorable words of 
Loftus (1993), ‘be worth a thousand p values’. For these reasons, if a statistical 
test is performed, it should always be accompanied by visualization in order to 
facilitate the interpretation of possible instance of SP. 

Despite being a powerful tool for detecting SP, visualization alone 
does not suffice. First, not all instances of SP are obvious from simple visual 
representations. Consider Figure 5.3a, which visualizes the relationship of data 
collected by a researcher studying the relationship between arousal and 
performance on some athletic skill such as, say, tennis. This figure would be 
what is available to a researcher on the basis of this bivariate dataset, and based 
on a regression analysis, (s)he concludes that there is no significant association. 
However, imagine that the researcher now gains access to a large body of 
(previously inaccessible) additional data on the game statistics of each player: 
How many winning shots do they make, how many errors, how often do they 
hit with topspin or backspin, how hard do they hit the ball? Now imagine that 
using this new data, (s)he performs a cluster (or other type of classification) 
analysis on these additional variables, yielding two player types, that we may 
label ‘aggressive’ versus ‘defensive’22. By including this additional (latent) 
grouping variable in our analysis, as can be seen in Figure 5.3b, we can see the 
value of latent clustering: In the aggressive players, there is a (significant) 
positive relationship between arousal and performance, whereas in the 
defensive players, there is a negative relationship between arousal and 
performance (a special case of the Yerkes-Dodson law, e.g., Anderson, Revelle, 
& Lynch, 1989). Later we discuss an empirical example that has such a structure 
(Reid & Sullivan, 2012). 

Secondly, not all data can be visualized in such a way that the 
possibility of conditional reversals is obvious to practicing scientists. Bivariate 
continuous data are especially suited for this purpose, but in other cases (such 
as contingency tables), the data can be (a) difficult to visualize and b) the 
experimental evidence discussed above (e.g. Spellman, 1996a) in section 
‘Simpson’s paradox in real life’ suggests that, even when presented with all the 

                                                           
22 E.g. a value such as the ‘aggressive margin’ collected by MatchPro, 
http://mymatchpro.com/stats.html, defined as ‘(Winners + opponent's forced errors - 
unforced errors) / total points played’  
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data and specifically reminded to consider conditional inferences, people are 
poor at recognizing it. 

A final reason to use statistics in order to detect SP is that even 
instances that ‘look’ obvious might benefit from a formal test, which can 
confirm subpopulations exist in the data. In a trivial sense, as with multiple 
regressions, any partition of the data into clusters will improve the explanatory 
accuracy of the bivariate association. The key question is whether the clustering 
is warranted given the statistical properties of the dataset at hand. Although the 
examples we visualize here are mostly clear-cut, real data will, in all likelihood, 
be less unambiguous, and instead contain grey areas. As there is a continuum 
ranging from clear-cut cases on either side, we prefer formal test to make 

Figure 5.3. Visualization alone does not always suffice. 3A shows the bivariate 
relationship between arousal and performance of tennis players, suggesting no 
relationship. However, after collecting new data on playing styles (e.g. how many 
winning shots, how many errors) we perform a cluster analysis yielding two types 
of players (‘aggressive’ and ‘defensive’). By including this new, bivariate variable, 
two clear and opposite relationships emerge that would have gone unnoticed 
otherwise.
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decisions in grey areas. Agreed-upon statistics can settle boundary cases in a 
principled manner. Below, we discuss a range of analytic tools one may use to 
settle such cases. However, a statistical test in and of itself should not replace 
careful consideration of the data. For instance, in the case of small samples (e.g. 
patient data), for lack of statistical power, a cluster analysis or a formal 
comparison of regression estimates may not be statistically significant even in 
cases where patterns are visually striking. In such cases, especially when a sign 
change is observed, careful consideration should take precedence over tests of 
statistical significance considered in isolation. 

In the next section, we will discuss statistical techniques that can be 
used to identify instances of SP. We will focus on two flexible approaches 
capturing instances of SP in the two forms it is most commonly observed: First, 
we describe the use of a conditional independence test for contingency tables; 
second, we illustrate the use of cluster analysis for bivariate continuous 
relationships. 

Conditional independence 
We first focus on the Berkeley graduate school case. In basic form, it is a 
frequency table of admission/rejection, male/female and graduate school 
A/graduate school B. The original claim of gender-related bias (against females) 
amounts to the following formal statement: The chance of being admitted 
(A=1) is not equal conditional on gender (G), so the conditional equality 
P(A=1|G=m)=P(A=1|G=f) does not hold. If this equality does not hold, 
then the chance of being admitted into Berkeley differs for subgroups, 
suggesting possible bias. 

As an illustration, we first analyse the aggregate data in Table 5.1 using 
a chi-square test to examine the independence of acceptance given gender. This 
test rejects the assumption of independence (Ʒ2= 11.31, N=2000, df = 1, p < 
0.001)23, suggesting that the null hypothesis that men and women were equally 
likely to be admitted is not tenable, with more men than women being 
admitted. Given this outcome, we need to examine subsets of the data in order 
to determine whether this pattern holds within the two graduate schools. Doing 
so, we can test whether females are similarly discriminated against within the 
two schools, testing for conditional independence. The paradox lies in the fact 
that within both school A and school B the independence assumption is violated 
in the other direction such that females are more likely to be admitted within 
both schools (school A, Ʒ2=23.42, N=1600, df=1, p <0.0001; school B: Ʒ2= 
5.73, df=1, N=400, p <0.05). A closer examination of the table shows that 
females try to get into the more difficult schools in greater proportions, and 
succeed more often. This result not only resolves the paradox, it is also 
informative about the source of confusion: the differing proportions of males 
and females aiming for the difficult schools. In sum, if there exists a group-level 
pattern, we should use tests of conditional independence to check that dividing 
into subgroups does not yield conclusions that conflict with the conclusion 
based on the aggregate data.  

 

                                                           
23 Note that although we here employ null-hypothesis inference, we do not think that 
the presence of this and similar patterns is inherently binary. Bayesian techniques that 
quantify the proportional evidence for or against independence or clustering (e.g., 
computing a Bayes factor, e.g., Dienes, 2011) can also be used for this purpose. 



100 Turtles all the way down?
 

Homoscedastic residuals 
Although the canonical examples of SP concern contingency tables, SP might 
also appear in continuous data. Imagine a population in which a positive 
correlation exists between coffee intake and neuroticism. In this example, SP 
would occur when two (or more) subgroups in the data (e.g., males and 
females) show an opposite pattern of correlation between coffee and 
neuroticism. For example, see Figure 5.4. The group correlation is strongly 
positive (r=.88, df=198, p<0.001). The relationship within males is also strongly 
positive (r=.86, df=98 p<0.001). However, in the (equally large) group of 
females, the relationship is in the opposite direction (r=-.85, df=98, p<0.001). 
This is a clear case of SP.  
 

 
Given this example, researchers familiar with regressions might think 

that the distribution of residuals of the regression may be an informative clue of 
SP. A core assumption of a regression model is that the residuals are 
homoscedastic, i.e., that the variance of residuals is equal across the regression 
line (homogeneity of variance). Inspection of Figure 5.4 suggests that these residuals 
are larger on the ‘right’ side of the plot, because the regression of the females is 
almost orthogonal to the direction of the group regression). In this case, we 
could test for homogeneity of residuals by means of the Breusch-Pagan test 
(1979) for linear regressions. In this case, the intuition is correct: A Breusch-
Pagan test rejects the assumption that residuals in Figure 5.4 are homoscedastic 
(BP=18.4, df=1, p-value<0.001). However, even homoscedastic residuals do 
not rule out SP. Consider the previous example in Figure 5.3: Here, there are 
opposite patterns of correlation for each group despite equal means, variances 

Figure 5.4. Bivariate example where the relationship between coffee and neuroticism is 
positive in the population, despite being strongly negative in half the subjects. Data in 
arbitrary units. 
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and homoscedastic residuals and no significant relationship at the group level. 
Fortunately, such cases are unlikely (Spirtes et al., 2000).  

Clustering 
Cluster analysis (e.g., Kaufman & Rousseeuw, 2008) can be used to detect the 
presence of subpopulations within a dataset based on common statistical 
patterns. For clarity we will restrict our discussion to the bivariate case, but 
cluster analysis can be used with more variables. These clusters can be 
described by their position in the bivariate scatterplot (the centroid of the 
cluster) and the distributional characteristics of the cluster. Recent analytic 
developments (Friendly, Monette, & Fox, 2013) have focused on the 
development of modelling techniques by using ellipses to quantify patterns in the 
data. 

 
In a bivariate regression, we commonly assume there is one pattern, or 

cluster, of data that can be described by the parameters estimated in the 
regression analysis, such as the slope and intercept of the regression line. SP can 
occur if there exists more than one cluster in the data: Then, the regression that 
describes the group may not be the same as the regressions within clusters 
present in the data. In terms of SP, it may mean that the bivariate relationship 
within the clusters might be in the opposite direction of the relationship of the 
dataset as a whole (also known as Robinson’s paradox, 1950).  

Complementary to formal cluster analysis, we recommend always 
visualizing the data. This may safeguard against unnecessarily complex 
interpretations. For instance, a statistical (e.g., cluster) analysis might suggest the 
presence of multiple subpopulations. Consider Figure 5.5, which represents 

Figure 5.5. A case when visualizing the data illustrates that although there are separate clusters, 
the inference is not affected: The relationship between income and healthcare quality is 
homogeneously positive. The clusters may have arisen due to a sampling artefact or due to 
naturally occurring patterns in the population (e.g. discontinuous steps in healthcare plans). 
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hypothetical data concerning the relationship between healthcare quality and 
income. A statistical analysis (given large N) will suggest the presence of 
multiple latent clusters. However, visualization shows that although there are 
separable subpopulations, the bivariate relationship between income and 
healthcare quality is homogeneous. Visualization in this case may lead a 
researcher to more parsimonious explanations of clustering, for instance that it 
is an artefact of the sampling procedure or of discontinuities in healthcare plan 
options. 

To illustrate the power of cluster analysis, we describe an example of a 
flexible cluster analysis algorithm called Mclust (Fraley & Raftery, 1998a, 1998b), 
although many alternative techniques exist. This procedure estimates the 
number of components required to explain the covariation in the data. Of 
course, much like in a multiple-regression where adding predictors will always 
improve the explained variance of a model, having more than one cluster will 
always describe the data better, as we use extra parameters to describe the 
observed distribution. For this reason, the Mclust algorithm uses the Bayesian 
Information Criterion (BIC, Schwarz, 1978), which favours a parsimonious 
description in terms of the number of clusters. That is, additional clusters will 
only be added if they improve the description of the data above and beyond the 
additional statistical complexity.  

As with all analytical techniques, cluster analysis and associated 
inferences should be considered with care. Within cluster analysis there are 
different methods of determining the number of clusters (Fraley & Raftery, 
1998a; Vermunt & Magidson, 2002). Moreover, the number of clusters 
estimated on the basis of the data is likely to increase with sample size, and 
violations of distributional assumptions may lead to overestimation of the 
number of latent populations (Bauer & Curran, 2003).  

Moreover, by itself cluster analysis cannot reveal all possible 
explanations underlying the observed data (nor can other statistical methods by 
themselves). As Pearl explains (2000, chapter 6; see also MacKinnon, Krull, & 
Lockwood, 2000) it is impossible to determine from observational data only 
whether a third variable is a confound or a mediator. The distinction is 
important because it determines whether to condition on the third variable or 
not. At this point background information about the directionality (causality) of 
the relationship between the third variable and the other two variables is 
required. In the absence of such information, the issue cannot be resolved. The 
contribution of a cluster analysis is that it can suggest cases where there may 
be a confound or mediator, without prior information about such variables.  

Many similar analytical approaches to tackling the presence and 
characteristics of subpopulations exist, including factor mixture models (Lubke 
& Muthén, 2005), latent profile models (Halpin, Dolan, Grasman, & De Boeck, 
2011) and propensity scores (Rubin, 1997). We do not necessarily consider 
cluster analysis superior to all these approaches in all respects, but implement it 
here for its versatility in tackling the current questions. 

In short, analytical procedures that identify latent clustering are no 
substitute for careful consideration of latent populations thus identified: False 
positive identification of subgroups can unnecessarily complicate analyses and, 
like cases of SP, lead to incorrect inferences. 

Treatment of Simpson’s Paradox 
The identification of the presence of clustering, specifically the presence of 
more than one cluster, is a powerful and general tool in the diagnosis of a 
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possible instance of SP. Once we have established the existence of more than 
one cluster, there may also be more than one relationship between the variables 
of interest. Of course, identification of the additional clusters is only the first 
step: Next we want to ‘treat’ the data in such a way that we can be confident 
about the relationships present in the data. To do so, we have developed a 
package in a free statistical programming language (R, Team, 2013) that any 
interested researcher can use. Our tool can be run to a) automatically analyse 
data for the presence of additional clusters, b) run regression analyses that 
quantify the bivariate relationship within each cluster and c) statistically test 
whether the pattern within the clusters deviates, significantly and in sign 
(positive or negative) from the pattern established at the level of the aggregate 
data. In the next section, we discuss the package, and show how it can be 
implemented in cases of latent clustering (estimated on the basis of statistical 
characteristics as described above) or manifest clustering (a known and 
measured grouping variables such as male and female) 

A practical approach to detecting Simpson’s Paradox 
As we have seen above, SP is interesting for a variety of conceptual reasons: It 
reveals our implicit bias towards causal inference, it illustrates our inferential 
heuristics, it is an interesting mathematical curiosity and forces us to carefully 
consider at what explanatory level we wish to draw inferences, and whether our 
data are suitable for this goal. However, in addition to these points of 
theoretical interest, there is a practical element to SP: That is, what can we do to 
avoid or address instances of SP in a dataset being analysed. Several recent 
approaches have aimed to tackle this problem in various ways. One paper 
focuses on how to mine associational rules from database tables that help in the 
identification and interpretation of possible cases of SP (Froelich, 2013). 
Another paper emphasized the importance of visualization in modelling cases 
of SP (Rücker & Schumacher, 2008; see also Friendly et al. 2013). A recent 
approach has developed a (Java) applet (Schneiter & Symanzik, 2013) that 
allows users to visualize conditional and marginal distributions for educational 
purposes. An influential account (King, 1997) of a related issue, the ecological 
inference problem24, has led to the development of various software tools 
(Imai, Lu, & Strauss, 2011; King, 2004; King & Roberts, 2012) to deal with 
proper inference from the group to the subgroup or individual level. This latter 
package complements our current approach by focusing mostly on contingency 
tables. The ongoing development of these various approaches illustrates the 
increased recognition of the importance of identifying SP for both substantive 
(novel empirical results) and educational (illustrating invalid heuristics and 
shortcuts) purposes.  

In line with these approaches, we have developed a package, written in 
R, a widely used, free, statistical programming package (Team, 2013). The 
package is freely available, can be used to aid the detection and solution of cases 
of SP for bivariate continuous data (Kievit & Epskamp, 2012), and was 
specifically developed to be easy to use for psychologists. The package has 
several benefits compared to the above examples. Firstly, it is written in, R, a 

                                                           
24 ‘Ecological inference is the process of using aggregate (i.e. ‘ecological’) data to infer 
discrete individual-level relationships of interest when individual-level data are not 
available’ - King (1997), p. xv 
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language specifically tailored for a wide variety of statistical analyses25. This 
makes it uniquely suitable for automating analyses in large datasets and 
integration into normal analysis pipelines, something that is unfeasible with 
online applets. Our package specializes in the detection of cases of Simpson’s 
paradox for bivariate continuous data with categorical grouping variables (also 
known as Robinson’s paradox), a very common type of inference for 
psychologists. Finally, its code is open source and can be extended and 
improved upon depending on the nature of the data being studied. The 
function allows researchers to automate a search for unexpected relationships 
in their data. Here, we briefly describe how the function works, and apply it to 
two simple examples.  

Imagine a dataset with some bivariate relationship of interest between 
two continuous variables X and Y. After finding, say, a positive correlation, we 
want to check whether there might exist more than one subpopulation within 
the data, and test whether the positive correlation we found at the level for the 
group also holds for possible subpopulations. When the function is run for a 
given dataset, it does three things. First, it estimates whether there is evidence 
for more than one cluster in the data. Then, it estimates the regression of X on 
Y for each cluster. Finally, using a permutation test to control for dependency 
in the data (all clusters are part of the complete dataset) it examines whether the 
relationship within each cluster deviates significantly from the correlation at the 
level of the group (corrected for different sample sizes). If this is the case, a 
warning is issued as follows: ‘Warning: Beta regression estimate in cluster X is 
significantly different compared to the group!’. If the sign of the correlation 
within a cluster is different (positive or negative) than the sign for the group and 
it deviates significantly, a warning states: “Sign reversal: Simpson's Paradox! 
Cluster X is significantly different and in the opposite direction compared to 
the group!” In this manner, a researcher can check whether whatever effect is 
observed in the dataset as a whole does in fact hold for possible subgroups. 

For example, we might observe a bivariate relationship between coffee 
and neuroticism. The regression suggests a significant positive association 
between coffee and neuroticism. However, when we run the SP detection 
algorithm a different picture appears (see Figure 5.6). 

Firstly, the analysis shows that there are three latent clusters present in 
our data. Secondly, we discover that the purported positive relationship actually 
only holds for one cluster: for the other two clusters, the relationship is 
negative. In some cases, the researcher may have access to the relevant 
grouping variable such as ‘gender’ or ‘political preference’, in which case one 
can easily test the homogeneity of the statistical relationships at the group and 
subgroup level. Our tool allows for an easy way to automate this process by 
simply specifying the grouping variable, which automatically runs the bivariate 
regression for the whole dataset and the individual subgroups.  

 

                                                           
25 Note that the package “EI,” by King and Roberts (2012), is also written in R. EI 
focuses mainly on contingency tables (and on more general properties than just SP), 
complementing our focus on continuous data. 
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A final application is to identify the clusters on the basis of data that is 
not part of the bivariate association of interest. For example, imagine that 
before we analyse the relationship between ‘Coffee intake’ and ‘Neuroticism’, 
we want to identify clusters (of individuals) by means of a questionnaire 
concerning, for example, the type of work people are in (highly stressful or not) 
and how they cope with stress in a self-report questionnaire. We might have 
reason to believe that the pattern of association between coffee drinking and 
neuroticism is rather different depending on how people cope with stress (see 
also the example in Figure 5.3a and 5.3b). If so, this might affect the group level 
analysis, as there may be more than one statistical association depending on the 
classes of people. Using our tool, it is possible to specify the questionnaire 
responses as the data by which to cluster people. The cluster analysis of the 
questionnaire may yield, say, three clusters (types) of people in terms of how 
they cope with stress. We can then analyse the relationship between coffee and 
neuroticism for these individual clusters and the dataset as a whole. Comparable 
patterns have been reported in empirical data. For instance, Reid and Sullivan 
(2012) found such a pattern by studying the relationship between being a 
previous crime victim and the likelihood of having offended yourself. They 
showed, using a latent class approach similar to the above example, that there 
existed several patterns of differing (positive and negative) associations with 
regards to the relationship between victimization and offense, thus providing 
insight into the underlying causes of conflicting findings in the literature. Such 
findings show complementary benefits to analysing data in this manner: It can 
help protect against incorrect or incomplete inferences, and uncover novel 
relationships of interest. 

 
 
 

Figure 5.6. Using cluster analysis to uncover Simpson’s Paradox. The cluster 
analysis (correctly) identifies that there are three subclusters, and that the 
relationship in two of these both deviates significantly from the group mean, 
and is in the opposite direction. Data in arbitrary units. 
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Conclusion 
In this article, we have argued that SP’s status as a statistical curiosity is 
unwarranted, and that SP deserves explicit consideration in psychological 
science. In addition, we expanded the notion of SP from traditional cross-table 
counts to include a range of other research designs, such as intra-individual 
measurements over time (across development or experimental time scales) and 
bivariate continuous relationships. Moreover, we discussed existing studies 
showing that, unless explicitly primed to consider conditional and marginal 
probabilities, people are generally not adept at recognizing possible cases of SP. 
 To adequately address SP, a variety of inferential and practical 
strategies can be employed. Research designs can incorporate data collection 
that facilitates the comparison of patterns across explanatory levels. Researchers 
should carefully examine, rather than assume, that relationships at the group 
level also hold for subgroups or individuals over time. To this end, we have 
developed a tool to facilitate the detection of hitherto undetected patterns of 
association in existing datasets. An appreciation of SP provides an additional 
incentive to carefully consider the precise fit between the research questions we 
ask, the designs we develop, and the data we obtain. Simpson's Paradox is not a 
rare statistical curiosity, but a striking illustration of our inferential blind spots, 
and a possible avenue into a range of novel and exciting findings in 
psychological science. 
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Chapter 6 

 

Representational geometry: integrating cognition, 
computation, and the brain 

Abstract 
The cognitive concept of representation plays a key role in theories of brain information 
processing. However, linking neuronal activity to representational content and cognitive 
theory remains challenging. Recent studies have characterized the representational 
geometry of neural population codes by means of representational distance matrices, 
enabling researchers to compare representations across stages of processing and test 
cognitive and computational theories. Representational geometry provides a useful 
intermediate level of description capturing both the information represented in a 
neuronal population code and the format in which it is represented. We review recent 
insights gained with this approach in perception, memory, cognition, and action. 
Analyses of representational geometry can compare representations between models and 
the brain, and promise to explain brain computation as transformation of 
representational similarity structure. 
 
 
This chapter is based on: 
Kriegeskorte, N. & Kievit, R. A.* (2013). Representational geometry: 
integrating cognition, computation, and the brain. Trends in Cognitive Sciences, 17, 
401-412.  
 
Charest, I., Kievit, R. A., Schmitz, T. W., Deca, D., & Kriegeskorte, N. (under 
review). The brain of the beholder – inferior temporal representations of visual 
objects are individually unique and predict perceived similarity. 
 
Kievit, R. A., Charest, I., Kriegeskorte, N., & Borsboom, D. (In preparation). 
An identity theory perspective on representational geometry. 
 
 
* This author order reflects the editorial policy of Trends in Cognitive Sciences: The 
original pre-submission inquiry was ‘Kievit, R. A., & Kriegeskorte, N. Representational 
geometry: integrating cognition, computation, and the brain’ 
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Introduction 
The concept of representation is central to the cognitive and brain sciences. We 
interpret neuronal activity as serving the function of representing content, and 
of transforming representations of content, with the ultimate objective to 
produce successful behaviours. The content could be a visual image, a sound or 
odour, a semantic interpretation of sensory input, a proposition, a goal, a 
planned action, or a motor sequence. The representational interpretation 
(Dennett, 1988) provides a powerful explanatory framework that makes it easier 
to understand neuronal activity in the context of the overall function of the 
brain. Representation links cognition to brain activity and enables us to build 
functional theories of brain information processing (Forstmann, Wagenmakers, 
Eichele, Brown, & Serences, 2011). Neurophysiology has long interpreted the 
selectivity of neurons as serving to represent various kinds of sensory and 
higher-level information. The population of neurons within an area is thought 
to jointly represent the content in what is called a neuronal population code 
(Averbeck, Latham, & Pouget, 2006, see Appendix C for a glossary). It is the 
pattern of activity across the neurons that represents the content. The many 
possible combinations of activity states of the neurons provide a rich 
representational space. Motivated by this idea, recent analyses of neuronal 
recordings and functional imaging data have increasingly focused on patterns of 
activity across many neurons within a functional region (for an overview, see 
Kriegeskorte and Kreiman, 2012). 

We can think of a region’s representation as a multidimensional space, 
where the dimensions correspond to the neurons and an activity pattern 
corresponds to a point (each neuron’s activity provides the coordinate value for 
one of the dimensions). A visually perceived object, for example, will 
correspond to a point in the representational space of a given visual area. The 
set of all possible objects (or pieces of mental content) corresponds to a vast set 
of points in the space. It is the geometry of the space of these points that 
defines the nature of the representation, in terms of its (dis)similarity compared 
to other representations to a wide variety of dimensions.  

Mathematical and cognitive psychology have a long history of 
investigations of representational geometry on the basis of behavioural data 
(Edelman, 1998; Gärdenfors, 2004; Shepard, 1958; 1987; Torgerson, 1958; 
Tversky, 1977). However, the notion of representational geometry has only 
more recently been brought into the analysis of brain-activity data (Aguirre, 
2007; Edelman, Grill-Spector, Kushnir, & Malach, 1998; Kriegeskorte, Mur, & 
Bandettini, 2008; Laakso, & Cottrell, 2000; Op de Beeck, Wagemans, & Vogels, 
2001)  

In order to characterize the geometry of a representation, we can 
compare the brain-activity patterns representing a set of stimuli (or, more 
generally, experimental conditions) to each other. In this operationalization,  
the dissimilarity of two patterns corresponds to the distance between their 
points in the representational space. Having measured these distances, we can 
construct a matrix, the representational dissimilarity matrix (RDM), in which we 
can look up the representational distance (or dissimilarity) for each pair of 
stimuli (see Figure 6.1). Intuitively, the RDM tells us which distinctions 
between stimuli the population code honours, and which distinctions it 
disregards. Considering RDMs makes it very easy to compare different 
representations (e.g. different brain regions, a region to a computational model 
representation, or the same region in different individuals or species): just 
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compute the correlation between the RDMs (Box 1). Comparing activity 
patterns directly, by contrast, would require us to define the correspondence 
mapping between, say, the voxels of two regions, or between single neurons 
and the units of a computational network model, or between voxels of the same 
region in two individuals. Establishing this mapping can be difficult and 
generally requires a separate experimental data set (Haxby et al., 2011; Kay, 
Naselaris, Prenger, & Gallant, 2008; Mitchell et al., 2008; Naselaris, Kay, 
Nishimoto, & Gallant, 2011). Focusing on representational dissimilarity instead 
obviates the need for such a correspondency mapping. 

A popular method for testing whether two classes of stimuli can be 
discriminated in the representation is pattern-classifier analysis (Carlson, 
Schrater, & He, 2003; Cox & Savoy, 2003; Haxby et al., 2001; Kamitani & 
Tong, 2005; Mur, Bandettini, & Kriegeskorte, 2009; Norman, Polyn, Detre, & 
Haxby, 2006; Haynes & Rees, 2006; Tong & Pratte, 2012). Classifier analysis, or 
decoding, typically focusses on binary distinctions and on revealing whether a 
region contains information about the class. In practice, the classifier is often 
linear and successful classification indicates some degree of linear 
discriminability between the classes. The analysis of representational geometry 
is complementary to classifier analysis, and goes beyond the question of 
discriminability of classes (and the presence of information). Two classes of 
stimuli can be discriminable for many different representational geometries 
(Figure 6.1, scenarios 2-9). However, the particular geometry matters for the 
computational function of the region. Beyond the question of what information 
is present (i.e. pieces of content distinctly represented), and what information is 
explicit (e.g. in the sense of being amenable to linear readout), a representation 
imposes a rich structure on the domain of its content. The detailed geometry of 
the representations of particular items can reflect their similarity, their 
categorical divisions, and their continuous variation along property dimensions 
of behavioural significance. Items that are clustered in a representation can 
easily be grouped together, and their differences abstracted from, when the 
code is read out by other brain regions. Representational geometry, thus, 
provides a basis for generalization and abstraction, important hallmarks of 
cognition (Tenenbaum & Griffiths, 2001). In fact, brain computation can be 
construed as the transformation of the representational geometry along stages 
of processing (DiCarlo & Cox, 2007). 

Recent papers have reviewed results from pattern decoding of visual 
representations (Tong & Pratte, 2012), and pattern-information methods for 
testing computational models (Kriegeskorte, 2011). Here we give an overview 
of some of the insights from recent studies of representational geometry. The 
first section covers vision, the field that has been most active with this 
approach. The second section describes applications beyond vision, addressing 
other sensory modalities, memory, cognition, and action from this perspective. 
We then describe current challenges and future directions for studies of 
representational geometry. 

Representational geometry in the visual system 
The most rigorous account of a sensory representation is provided by a 
computational model that predicts neuronal responses to arbitrary stimuli. If we 
can accurately predict the responses of all neurons in an area, we have captured 
the computations up to that area. This method has been very successful for V1 
and is being extended to higher-level cortical representations. If we could 
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predict neuronal responses throughout the brain, along with behavioural 
output, we might not need the abstraction of representational geometry, or 
indeed the concept of representation. However, even for V1, the degree to 
which we can predict responses is limited (e.g. Carandini et al., 2005) Predicting 
neural responses becomes more difficult as we move to higher-level regions. 
The space of computational mechanisms and model parameters becomes very 
complex, making it hard to consider all plausible models and to adjudicate 
between them with the limited amounts of data we can acquire. It is useful 
therefore to first seek a more abstract descriptive characterization of each area’s 
population code. Analyses of representational geometry have brought insights 
on all stages of visual representation, from early visual areas to the high-level 
object representations in the ventral stream. 

For example, Hegdé and Van Essen (2007) found that considering the 
population representational geometry revealed clearer distinctions between early 
visual areas than single-cell selectivity measures. Neuronal population response 
patterns elicited by small symbols and visual patterns showed clustering 
according to complexity categories in V2 and V4, but not in V1 (Fig. 2a). 
Freeman and colleagues (2013) found a clear distinction between V1 and V2, 
when investigating the representation of natural textures. V2 neuronal 
representational distances better reflected perceived texture similarities 
(Ziemba, Freeman, Movshon, & Simoncelli, 2012). Human fMRI has suggested 
that the perceived similarity of natural textures, including metal, wood, glass, 
and fur, is best reflected in the representational geometry of higher ventral-
stream regions (Hiramatsu, Goda, & Komatsu, 2011, Box 2, Fig. Ib). While V1 
may represent local Fourier statistics, V2 and higher regions might compute 
higher-order statistics of V1 outputs, which are more predictive of the 
perceptual quality of a texture (see also Box 2, Fig. Ig, Groen, Ghebreab, 
Lamme, & Scholte, 2012a; 2012b) 

The transformation of the representation from a low-level-feature 
representation to a representation that reflects perceptual qualities is a common 
theme among studies of representational geometry. In the domain of colour, a 
human fMRI study (Brouwer & Heeger, 2009) showed that the representational 
geometry in V4, but not V1-3, reflects perceptual colour space, although colour 
decoding was most accurate in V1 (Fig. 2b). This illustrates the need to reveal 
not only what information is present in a region, but its representational 
geometry, in order to understand the neural basis of perception. While textures 
and colours make the “stuff” of vision, a major function of the ventral stream is 
the visual recognition of “things” (Adelson, 2001). Ventral-stream 
representational geometry has been investigated using abstract parameterized 
shapes, which serve as a stepping stone toward real-world object images. Op de 
Beeck, Torfs and Wagemans (2008) found that the parameters of a simple 2D 
shape space were reflected in the representational geometry in monkey inferior 
temporal (IT) and in perceptual judgments of monkeys and humans (Fig. 2c). 
Human fMRI studies similarly support a representation of shape reflecting 
perception in lateral occipital complex (LOC) (op de Beeck et al., 2008), with 
the anterior LOC reflecting perceptual similarities most strongly (Haushofer, 
Livingstone, & Kanwisher, 2008) and lateral LOC tuned to smaller features 
(Drucker & Aguirre, 2009; Yamane, Carlson, Bowman, Wang, & Connor, 
2008). More complex 3D shape parameterizations have also been used 
successfully to model IT single-neuron responses (Yamane et al., 2008) 
suggesting that IT represents 3D shape. 
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Figure 6.1. Representational geometries and their reflection in distance matrices. (a) Illustration of ten 
hypothetical brain regions’ representational geometries (numbered 1-10). Each dot corresponds to 
the representation of a particular piece of content (e.g. a visual object). The space in which the dots 
are placed is the space of representational patterns (illustrated as two dimensional, but high-
dimensional in reality). The halo regions around the dots indicate the margin of error; dots with 
overlapping error halos are indistinguishable. The items fall into two categories (dark, light), or in 
the case of geometry 10, on a continuous manifold (graded colours). (1) No item is distinct from 
any other item. (2) Most items are distinctly represented, but the categories cannot be separated by 
any simple boundary. (3) Only the light items are distinctly represented, and they are separable from 
the dark items by a quadratic boundary. (4) Dark and light items are linearly separable, and arranged 
along parallel lines with pairs of dark and light dots matched up across the boundary. (5) The items 
form a single cluster, but the categories are linearly separable. (6) The items form two category 
clusters, which are linearly separable and within which all items are distinct. (7) Like previous, but 
the items in the dark category are indistinguishable. (8) Like previous, but only the category 
distinction is represented; items within each category are indistinguishable from each other. (9) The 
dark items are indistinguishable and located among the distinctly represented light items on a circle. 
(10) Items fall on two manifolds that closely follow each other, with pairs of items matched up 
across them. (b) The representational distance matrix for each of the ten geometries (in the 
corresponding panel location). Distances are colour-coded from blue (items indistinguishable) to 
red (items widely separated). Each matrix is indexed vertically (from the top down) and horizontally 
(from left to right) by the items as illustrated in lower left panel. Only geometry 10, lower right, has 
a different item set, and the upper left quadrant corresponds to the front manifold, the lower right 
quadrant to the back manifold. See Box 2 for actual brain representations exhibiting some of the 
geometrical features illustrated here. 

 
Parameterized shapes afford good experimental control, but they lack 

naturalism and behavioural relevance. This has motivated the use of real-world 
photos, depicting faces, people, animals, objects, and scenes. Several studies 
using photos suggest that ventral-stream regions don’t merely represent objects 
in a continuous space of high-level visual features, but that they emphasize 
categorical boundaries and semantic dimensions of visual images in humans 
(Edelman et al., 1998; Haxby et al., 2001; Huth, Nishimoto, Vu, & Gallant, 



112 Turtles all the way down?
 
2012; Kriegeskorte et al., 2008; Fig. 2d) and monkeys (Kiani, Esteky, Mirpour, 
& Tanaka, 2007). Both the categorical divisions and the within-category 
representational geometry are strikingly similar between monkey IT and human 
ventral-temporal object-sensitive cortex (Kriegeskorte et al., 2008). Beyond the 
presence of category information (Haxby et al., 2001), several studies suggest 
that response patterns elicited by images of the same category form clusters in 
ventral-temporal response-pattern space (Edelman, 1998; Kiani et al., 2007; 
Kriegeskorte et al., 2008). 

The major categorical divisions in neural responses are between 
animates and inanimates (see also Caramazza & Shelton, 1998; Naselaris, 
Stansbury, & Gallant, 2012) and between faces and bodies. Such clustering was 
not observed in either early visual representations or computational visual 
features of a range of complexities (Kriegeskorte et al., 2008), suggesting that 
the clusters do not simply reflect visual feature similarity. Instead, the ventral 
temporal code might be optimized to emphasize behaviourally relevant 
categorical divisions and semantic dimensions (see also Mitchell et al., 2008). 
The geometric centrality of an object in the representation has also been linked 
to the perception of typicality (Davis & Poldrack, 2013). Animates appear to 
form a representational cluster not only in IT, but also in the amygdala 
(Mormann et al., 2011). The representation appears to be sensitive to the 
dimension of animacy, even when comparing real faces and physically similar 
mannequin faces (Looser, Guntupalli, & Wheatley, 2012) strengthening the case 
for a semantic component to the code. The animate-inanimate division is 
associated with a large scale lateral-to-medial gradient in ventral temporal 
cortex, which has been demonstrated to be unaltered in congenitally blind 
individuals (Mahon, Anzellotti, Schwarzbach, Zampini, & Caramazza, 2009) 
suggesting that it does not require visual experience to develop. Finer 
categorical divisions within animates have also been observed in monkeys 
(Kiani et al., 2007) and humans (Connolly et al., 2012, Box 2, Fig. Id).  

Human ventral-temporal representational distances closely match 
human dissimilarity judgments (Adelson, 2001; Mur et al., 2013) which exhibit 
the same major categorical divisions and a similar within-category structure. 
However, human judgments have been found to transcend the ventral-temporal 
representation in that they additionally emphasize the division between human 
and nonhuman animals and the division between man-made and natural 
objects, which are not very pronounced in the ventral stream (Mur et al., 2013, 
Box 2, Fig. Ia).  

Places (Epstein & Kanwisher, 1998) and faces (Kanwisher, 
McDermott, & Chun, 1997) are thought to have special behavioural relevance 
and specialized cortical regions dedicated to their analysis. Several studies have 
attempted to characterize the representational geometry of these regions. 
Walther, Caddigan, Fei-Fei, & Beck (2009, see also Walther, Beck, & Fei-Fei, 
2012; Walther, Chai, Caddigan, Beck, & Fei-Fei, 2011) found that natural scenes 
presented as either photos or line drawings could be decoded from V1, the 
parahippocampal place area (PPA), retrosplenial cortex (RSC), and LOC. 
However, only in the higher visual regions did pattern dissimilarities predict 
behavioural confusions. Kravitz, Peng, and Baker (2011) compared the 
representational geometry of scenes in early visual cortex and PPA, reporting 
that the early visual representation strongly reflected the distance of the 
perceived scene (near versus far), whereas PPA represented whether scenes 
were closed or open. A comparison of the representational geometries of LOC, 
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RSC, and PPA (Harel, Kravitz, & Baker, 2013) suggested that LOC represents 
the objects present in the scene, RSC the global spatial layout, and PPA 
combines information about both of these components of scenes. Morgan, 
MacEvoy, Aguirre, & Epstein (2011) found that geographic distances between 
landmarks of a college campus were reflected in hippocampal responses when 
subjects familiar with the location of the landmarks viewed them in the scanner. 
The hippocampus responded more strongly to changes spanning a greater 
physical distance. However, response-pattern dissimilarity was not significantly 
correlated with physical distance anywhere in the brain. 

A brief primer on representational similarity analysis 
Representational similarity analysis (RSA) is a pattern-information analysis that 
aims to compare representational geometries between brain regions, stimulus 
descriptions, conceptual and computational models, and behavioural reflections 
of similarity (Kriegeskorte, Mur, & Bandettini, 2008). It can be applied to 
functional imaging data (including fMRI, MEG and EEG) as well as neuronal-
recording data. The three basic steps (Fig. 2) are as follows:  

(1) Choose a brain region and estimate the activity patterns. The 
region can be functionally or anatomically defined. The patterns can be 
estimated with standard methods used in univariate analyses. In fMRI, for 
example, a linear model with a hemodynamic response predictor for each 
stimulus might be used to estimate the response of each voxel to each stimulus. 
For neuronal recordings, a windowed spike count might be used. However, any 
other features of the responses, such as features reflecting temporal response 
structure or energy in different frequency bands, could equally be used to define 
the “representation” of each stimulus. (2) Estimate the representational 
dissimilarity matrix (RDM). The representation in a given brain region or 
computational model is characterized by the matrix of dissimilarities between 
the stimulus representations. A popular distance measure is the correlation 
distance (1 - Pearson correlation across voxels, neurons, features or model 
units). The correlation distance disregards the overall activation level (spatial 
mean), rendering the analysis complementary to analyses of overall activation.  
However, this is but one possible choice. One could also defend the position 
that perfectly anti-correlated measures are, although maximally dissimilar in 
terms of neural responses, also necessarily related in the sense that they are 
mutually predictive, so therefore statistically related. The choice of distance, or 
dissimilarity measure, is a matter of debate: Other distance measures like the 
Euclidean or Mahalanobis distance, or crossvalidated measures such as the 
discriminant t value or accuracy can also be used (e.g. see Kriegeskorte et al., 
2008). (3) Compare RDMs from brains, behaviour, and models. The key step is 
to compare RDMs, in order to assess to what extent different representations 
are alike. We might want to know whether a brain representation (a) reflects 
stimulus properties, (b) reflects higher-level semantic properties, (c) can be 
accounted for by a computational model, (d) reflects representations in other 
brain regions, (e) is similar to a putative homologous representation in another 
species, (f) is reflected in behaviour, for example in similarity judgments, in 
stimulus confusions, or in reaction times in discrimination tasks. One useful 
way to compare RDMs is to compute the correlation between the 
corresponding dissimilarities. The rank correlation (Spearman) is often used for 
this purpose when a linear relationship between the dissimilarities cannot be 
assumed (e.g. when comparing fMRI-based RDMs to other RDMs). Statistical 
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inference is commonly performed by means of randomization testing 
(randomly permuting the stimulus labels to simulate the null distribution of the 
RDM correlation) and bootstrap techniques (to compare the relative 
performance of different models). Comparing two representations at the level 
of dissimilarities rather than at the level of the original patterns is a useful trick 
that obviates the need for defining the correspondency mapping between the 
representational units. Like classifier decoding, RSA is a pattern-information 
technique that is sensitive to information encoded combinatorially in fine-
grained patterns of activity. However, rather than asking what information can 
be (linearly) read out from the representation, RSA attempts to characterize the 
representational geometry and compare it to various models. Like encoding 
models (also known as voxel, or population receptive field models in the fMRI 
literature, e.g. Dumoulin & Wandell, 2008; Kay, Naselaris, Prenger, & Gallant, 
2008; Naselaris, Kay, Nishimoto, & Gallant, 2011). RSA captures the 
representation of a rich set of stimuli and aims to test computational models of 
brain information processing that generalize to novel stimuli. However, rather 
than comparing brains and models at the level of the activity patterns (requiring 
the fitting of weights that define the relationship between model units and 
voxels), RSA compares representations at the level of dissimilarity matrices. 

 

 
 

Figure 6.2. Illustration of the steps of RSA for a simple design with six visual stimuli. (a) Stimuli 
(or, more generally, experimental conditions) are assumed to elicit brain representations of 
individual pieces of content (e.g. visual objects). Here each item’s representation is visualized as a 
set of voxels (an fMRI region of interest) that are active to different degrees (black-to-red colour 
scale). We compute the dissimilarity for each pair of stimuli, for example using 1 minus the 
correlation across voxels. (b) The representational dissimilarity matrix (RDM) assembles the 
dissimilarities for all pairs of stimuli (blue-to-red colour scale for small to large dissimilarities). The 
matrix can be used as a table to look up the dissimilarity between any two stimuli. The RDM is 
typically symmetric about a diagonal of zeros (white entries along the diagonal). RDMs can 
similarly be computed from stimulus descriptions (bottom left), from internal representations in 
computational models (bottom right), and from behaviour (top right). By correlating RDMs (black 
double arrows), we can then assess to what extent the brain representation reflects stimulus 
properties, can be accounted for by different computational models, and is reflected in behavior. 
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Studies of face-specific representations in humans have suggested that the 
fusiform face area (FFA, Kanwisher et al., 1997) emphasizes the distinction 
between faces and non-faces, whereas anterior temporal cortex discriminates 
individual faces (Fig. 2e, Anzellotti, Fairhall, & Caramazza, 2013; Kriegeskorte, 
Formisano, Sorger, & Goebel, 2007; Nestor, Plaut, & Behrmann, 2011). 
However, individual-level face information has also been reported in the FFA 
and other regions (Anzelotti et al., 2013, Goesaert & Op de Beeck, 2013; 
Morgan et al., 2011). The best demonstration of the transformation of face 
representational geometry across face regions comes from fMRI-targeted 
neuronal recordings in monkeys (Freiwald & Tsao, 2010, Box 2, Fig. Ic). The 
representation of identities was found to be view-specific in the middle face 
patches (ML and MF), partially view-tolerant in anterior face patch AL with 
mirror-symmetric views co-localized in the representational space, and almost 
view-invariant in the most anterior face patch AM. A mirror-symmetric 
representation of face views has also been reported in humans (Kietzmann, 
Swisher, König, & Tong, 2012).  

Many higher visual areas, including LO, OFA, FFA, PPA, and dorsal 
regions showed a mirror-symmetric response to faces. For example, views of -
60 and 60 degrees elicited similar response patterns, suggesting pooling of 
mirror-symmetric lower-level features as a computational step toward greater 
tolerance to view changes. Achieving tolerance to stimulus variations that are 
not relevant to a given task such as face identification is one of the central 
challenges of object recognition (DiCarlo, Zoccolan, & Rust, 2012). Although 
ventral-stream representations are not fully invariant (Kravitz, Kriegeskorte, & 
Baker, 2010) to the view, position, or scale of an object, they support linear 
readout with some robustness to these accidental properties (Hung, Kreiman, 
Poggio, & DiCarlo, 2005). In order to understand, how tolerance is achieved, 
Rust and DiCarlo (2010) compared the population representational geometries 
of V4 and IT on the basis of neuronal recordings in monkeys. Both regions 
discriminated individual images and their scrambled counterparts. IT exhibited 
reduced information about scrambled images, but increased generalization for 
intact images across position and context clutter. This suggests a transformation 
of representational geometry in which position and clutter is de-emphasized 
relative to the presence of complex feature conjunctions diagnostic of the 
differences between real-world objects. 

A special case of clutter is the presence of additional objects in the 
image. Several studies have investigated ventral temporal response patterns to 
multiple simultaneously presented objects in monkeys (Zoccolan, Cox, & 
DiCarlo, 2005) and humans (MacEvoy, & Epstein, 2009; Reddy & Kanwisher, 
2007; Reddy, Kanwisher, & VanRullen, 2009). Results suggest that the response 
pattern elicited by multiple objects is well predicted by average of the response 
patterns (Zoccolan et al. 2005). If one of the objects is attended, this object 
receives a greater weight in the average (Reddy et al., 2007). These results are 
broadly consistent with biased competition, or, more generally, the divisive 
normalization model (Carandini & Heeger, 2012) in which the summed neural 
population response to multiple inputs is held constant through recurrent 
suppression. As we observe people in the real world, we don’t just recognize 
them. We infer a host of socially important information. Facial expressions of 
emotion appear to be represented in posterior STS with the representational 
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geometry reflected in similarity judgments of the expressions (Said, Moore, 
Engell, Todorov, & Haxby, 2010). 

The STS and medial prefrontal regions have been suggested to 
represent perceived emotions with invariance to the sensory source (dynamic 
faces, bodies, or voices; Peelen, Atkinson, & Vuilleumier, 2010). Another 
socially important feature of faces is gaze direction. The displacement of the 
dark iris and pupil provides a subtle, but socially important, indication of where 
someone is looking. Carlin, Calder, Kriegeskorte, Nili, and Rowe (2011) 
reported a representation of gaze direction in right anterior STS, which was 
tolerant to changes of both head view and physical image features (Box 2, Fig. 
Ie). 

Visual representations are thought to be not merely perceptual, but 
also involved in mental imagery in the absence of visual input. A number of 
human fMRI studies have investigated the brain representations during visual 
imagery and their relationship to perceptual representation. Results support the 
idea that imagery and perception of the same visual content might be 
represented in the same cortical regions and in a similar representational format 
(Cichy, Heinzle, & Haynes, 2012; Lee, Kravitz, & Baker, 2012; Reddy et al., 
2007; Stokes, Thompson, Cusack, & Duncan, 2009). Overall, studies of the 
geometry of visual representations have impressively documented the stage-
wise transformation of the retinal image from low-level representations of local 
physical features to high-level holistic representations of objects, faces, and 
scenes that better reflect perceptual qualities, emphasizing behaviourally 
important categories and semantic dimensions and deemphasizing accidental 
and behaviourally irrelevant variation of the visual input. Further studies are 
needed to reveal the full computational mechanism giving rise to these 
transformations. 

Auditory perception 
Like vision, audition requires substantial tolerance to accidental variations of 
the signals to be recognized. The imposition of categorical boundaries on a 
fundamentally continuous space of stimuli is another shared feature between 
the two modalities. Giordano, McAdams, Zatorre, Kriegeskorte and Belin 
(2012) investigated the representation of natural environmental sounds and 
reported that the representational geometry in the planum temporale 
emphasized particular categorical distinctions more strongly than predicted by 
low-level feature models. The categories were living/non-living and 
human/non-human – highly behaviourally relevant divisions similar to those 
emphasized in ventral-visual representations (see also Staeren, Renvall, De 
Martino, Goebel & Formisano, 2009). The clearest examples of categorical 
representation might be expected in the domain of human language. Speech 
percepts are categorical not only at the level of conceptual and semantic 
content, but also at the phonetic level. 
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Representational geometry beyond vision 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
A well-known example is the categorical perception of phonemes. A recent 
study (Chang et al., 2010) used human intracranial electrode arrays to 
investigate the representational geometry of a continuum of artificial speech 
sounds ranging from 'ba' through 'da' to 'ga'. Response patterns in posterior 
superior temporal gyrus formed clear clusters corresponding to phonemes, 
despite the fact that the sound continuum was sampled in acoustically equal 
steps. Pattern dissimilarity emerged rapidly over time, peaking at the same time 

Figure 6.3. Representational geometries visualized by arranging the stimuli in two 
dimensions. An intuitive way of jointly visualizing the many pairwise high-dimensional 
distances that characterize a representation is to arrange the stimuli in two dimensions. This 
figure shows the stimuli presented in four studies (panels a-d), arranged in 2D such that 
stimuli eliciting similar response patterns are placed together, and stimuli eliciting different 
response patterns are placed apart. (a) Hegdé and Van Essen (2007) investigated early visual 
neuronal population representations of grayscale symbols and patterns. The stimuli are 
colored here according to the three clusters they formed in V2. (b) Brouwer and Heeger 
(2009) found that the representation of colors (as shown) reflects perceptual color space 
(connection lines) in V4, but not in V1 – despite high within-color clustering in V1, 
indicating color decodability. Analyses were based on fMRI response patterns. (c) Op de 
Beeck and colleagues (2001) studied the representation of parameterized shapes in monkey 
inferior temporal (IT) neurons and its reflection in the animals’ behavioural judgments. Shape 
parameters were smoothly reflected in both the IT representation (gray) and behavioural 
judgments (black), whose independently performed MDS arrangements are superimposed 
here for comparison. (d) Edelman et al. (1998) investigated the representation of shaded 
renderings of 3D models of animals and vehicles in human visual cortex with fMRI. 
Similarity judgments and fMRI activity patterns in lateral occipital (LO) cortex reflected 
categorical divisions. (e) Kriegeskorte and colleagues (2007, 2008) examined the 
representation of face and house images along stages of the ventral stream. The fMRI 
patterns from early visual cortex (EVC) significantly discriminated (red lines) all physically 
dissimilar images; the fusiform face area discriminated the two categories; and an anterior IT 
(aIT) face-identity region discriminated the physically similar individual faces. The 
arrangements were computed from the response-pattern dissimilarities by multidimensional 
scaling (MDS), except in (b) where the space spanned by the first two principal components 
is shown.
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(~110 ms) as the evoked potentials. A human fMRI study (Raizada, Tsao, Liu, 
& Kuhl, 2010) investigated the representations of the phonemes /la/ and /ra/ 
in native speakers of English and Japanese. The representational dissimilarity 
between /la/ and /ra/ phonemes in the right primary auditory cortex, but not 
the overall activation, predicted the extent to which speakers were able to 
discriminate between the two phonemes, between and even within the two 
groups. Beyond vision and audition, a close link between representational 
geometry and perception has also been observed for olfactory stimuli, where 
behavioural similarity ratings of smells correlated with neural pattern 
representational similarities in the posterior piriform cortex (Howard, Plailly, 
Grueschow, Haynes, & Gottfried, 2009). Across several sensory modalities, 
studies of representational geometry have demonstrated that brain 
representations emphasize behaviourally relevant categorical distinctions and 
predict perceptual similarities. 

Memory  
A growing number of studies is investigating representations of particular items 
during memory encoding and retrieval, and how the precision of 
representational reinstatement during encoding and retrieval predicts the 
success or failure of these memory operations. Polyn, Natu, Cohen, & Norman 
(2005) showed that the category-specific patterns arising during the encoding of 
faces, locations, and objects are reinstated in a subsequent free-recall phase. 
Activity patterns during free recall predicted the category about to be recalled 
several seconds in advance. 

A more recent study by Xue and colleagues (2010) investigated the 
encoding process and found that more precise perceptual reinstatement of 
representations during encoding predicted better memory. Interestingly, the 
precision of perceptual reinstatement of representations has also been 
associated with conscious representation (Schurger, Pereira, Treisman, & 
Cohen, 2010). Subsequent studies suggested some refinements to this picture, 
in which activity patterns in the hippocampus and other medial temporal 
regions have distinct signatures that predict successful encoding (LaRocque et 
al., 2013) and retrieval (Ritchey, Wing, LaBar, & Cabeza, 2012; Staresina, 
Henson, Kriegeskorte, & Alink, 2012). 

In the studies described so far, memory served as a storage facility, but 
the structure of the representational categories was never manipulated. A recent 
study (Visser, Scholte, & Kindt, 2011) associated particular exemplars from 
each category with a shock. This led to the emergence in the frontoparietal 
representation of a new categorical division between the shock-associated and 
the other images. Moreover, the patterns during fear learning predicted the 
long-term behavioural expression of fear memories (Visser, Scholte, 
Beemsterboer, & Kindt, 2013). In sum, studies of representational geometry are 
beginning to reveal how the perceptual representation of an individual piece of 
content affects its mnemonic encoding and how the reinstatement of the 
representation during recall enables successful recollection. We are also 
beginning to elucidate the specific roles of the hippocampus and other medial 
temporal regions and the plasticity of the representational space itself, including 
the formation of new behaviourally relevant categorical divisions. 
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Representational geometries in recent studies 
Inspecting the representational dissimilarity matrices (RDMs) characterizing 
brain regions, various models, and behavioural data is an important exploratory 
process that can reveal interesting and unexpected representational structure. In 
Figure 6.4 we consider RDMs from a wide range of recent studies. Note that 
prior hypotheses and statistical inference, as reported in the original papers, are 
required to support any theoretical conclusions. (4a) The RDMs of human IT 
and explicit behavioural dissimilarity judgments reveal related, yet distinct 
structures. Both IT and judgments emphasize the animate/inanimate and the 
face/body divisions. However, the judgments additionally emphasize the 
human/nonhuman and the man-made/natural divisions (Mur et al., 2013). 
Note that the categorical structure is obvious only because the stimuli are 
ordered by category. In contrast to 2D arrangements by representational 
dissimilarity (Fig. 2), which do not depend on any choice of stimulus order, the 
appearance of an RDMs depends on the order chosen for display. (4b) The 
early visual representation of natural textures, including metal, ceramic, and 
glass, resembles a model based on low-level image features. The representation 
in the fusiform gyrus is distinct from the early visual representation and more 
consistent with human perceptual similarity ratings (Hiramatsu, et al. 2011) 
(4c) RDMs from neuronal recordings in macaque middle and anterior face 
patches illustrate the transformation of the representational geometry across 
stages of processing.  

Neuronal population response patterns cluster by face view in the 
middle face patches (left RDM). The blocks of similar patterns correspond to 
faces of different identities in the same view. By contrast, the anterior face 
patch (right RDM) exhibits strong view-tolerance and selectivity for individual 
identities. Each identity elicited similar response patterns when presented in 
different views (subtle dark diagonal lines) (Freiwald & Tsao, 2010) (4d) Images 
of animals from six biological species are represented distinctly in early visual 
and lateral occipital cortex. The early visual RDM resembled that from a 
computational model of V1. The lateral occipital RDM resembled judgments of 
biological similarity, which reflected the categories (insects, birds, primates) 
(Connolly et al., 2012). (4e) An RDM model of gaze direction is contrasted with 
two competing models: a low-level model of physical stimulus features and a 
categorical model of gaze direction relative to the observer. Searchlight 
representational similarity analysis (not shown) revealed that anterior STS might 
represent gaze direction with tolerance to head view (Carlin et al., 2011) (4f) 
RDM of whole-brain activity patterns during pain perception and other mental 
states. The RDM reveals the similarity in terms of global brain activity of eight 
mental states, suggesting shared recruitment of specialized brain regions in pain, 
emotion, interoception, and reward (Cauda et al., 2012). For a comprehensive 
meta-analytical framework for analysing the discriminability of mental states 
from whole-brain activity patterns, see (Yarkoni, Poldrack, Nichols, Van Essen, 
& Wager, 2011). Note that the representational interpretation appears less 
natural for whole-brain patterns reflecting various kinds of task processing than 
for the localized representations in the other studies discussed here. However, 
similar caveats apply at both levels of analysis. (4g) The RDM for a set of 
natural images (based on spatial human EEG patterns 101 ms after stimulus 
onset) is substantially correlated with an RDM predicted by a model of spatially 
pooled image-contrast statistics, namely the parameters of a Weibull fit to the 
distribution of local contrast measurements (Groen et al., 2012a).  
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Action and motor control 
We should be able to characterize representations along the entire perception-
action cycle by their representational geometry. The primary motor 
representation is a classic example of a population code (Georgopoulos, 
Schwartz, & Kettner, 1986). We focus here on two recent studies that have 
explored the geometry of motor representations. Wiestler, McGonigle and 
Diedrichsen (2011) studied the representation of finger movements and 
sensations in the cerebellum, a structure thought to relate sensory and motor 
representations for smooth sensorimotor control. They compared cerebellar 
regions to cortical areas M1 and S1. Cerebellar and cortical representations both 
discriminated movements of different individual fingers. Both also 
discriminated sensations in different individual fingers. For a given finger, 
movement and sensation were associated with similar patterns in M1 and S1. In 
the cerebellum, however, the representations were not consistent between 
movement and sensation, with motor and sensory finger representations 
apparently randomly interdigitated.  
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 6.4. Representational dissimilarity matrices in recent studies. (a) RDM from fMRI 
patterns in human IT and RDM based on human dissimilarity judgments. Reproduced, with 
permission, from Mur et al., 2013. (b) RDMs from fMRI responses to natural visual textures, 
from a model of low-level image statistics, and from human similarity ratings. Reproduced, 
with permission, from Hiramatsu et al. 2011. (c) RDMs from neuronal recordings for monkey 
middle face patches (middle lateral and middle fundus, 121 neurons) and anterior face patch 
(anterior medial, 158 neurons). The stimuli are faces of different identities and views. One 
photo per view labels a set of rows and columns for different identities in that view. 
Reproduced, with permission, from Freiwald and Tsao 2010. (d) RDMs from fMRI responses 
to images of animals from six species falling in three biological categories, and from a 
computational model of V1 and subject judgments of biological similarity. Reproduced, with 
permission, from Connolly et al. 2012. (e) RDMs for three different models of representation 
of faces and eye positions: (1) by gaze direction, (2) by head view (ignoring eyes), (3) by gaze 
categories relative to the observer (direct/eye contact, left, right). Reproduced, with 
permission, from Carlin et al. 2011. (f) Whole-brain activity pattern dissimilarities between 
different functional states. Global patterns were estimated meta-analytically. Reproduced, with 
permission, from Cauda et al. 2012. (g)  RDMs based on spatial patterns of human event-
related-potential amplitudes evoked by natural images 101 ms after stimulus onset (top) and a 
model based on parameters of a Weibull fit to the spatially pooled distribution of local contrast 
measurements (bottom). Reproduced, with permission, from Groen et al. 2012b. 
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This arrangement may enable the cerebellum to associate movements and their 
sensory consequences in flexible ways, a requirement of learning new motor 
tasks. In another study, Diedrichsen, Wiestler and Krakauer (2012) investigated 
co-localized motor representations of our two hands, which might serve to 
coordinate the hands during bimanual tasks. Representations of unimanual 
finger movements were represented mostly in contralateral M1 and S1, with a 
faint echo of a symmetrical representation in the ipsilateral areas. Such an 
arrangement might facilitate symmetrical bimanual movements. In premotor 
and parietal areas, unimanual movements also had an ipsilateral representation. 
However, it was not a symmetrical echo, but qualitatively different. Such a co-
localized representation of both hands might serve to associate the movements 
of the two hands in flexible ways, so as to coordinate the hands during 
asymmetrical bimanual tasks. 
 

Current challenges for investigations of representational 
geometry 

 
Testing many models: a simultaneously hypothesis- and data-
driven approach 
Many studies have focused on one or two models of the representation. In the 
visual domain, this could be a particular computational model, such as a Gabor-
filter model, a parameterized shape model, a semantic model, or a behavioural 
characterization of the representational geometry. The field is in an early phase 
where finding that a model explains significant variance (of neuronal or voxel 
responses, or response-pattern dissimilarities) is considered an advance. This is 
a low bar. The theoretical advance is not always substantial, because a great 
number of qualitatively different models may capture some component of the 
representation. For theoretical progress, we need statistical model comparisons 
along with estimates of the amount of non-noise variance left unexplained by 
each model. Ideally, we would like to cover the entire space of models that have 
not yet been strictly eliminated. Realistically, we may want to focus on a range 
of models that are qualitatively different in a single study. These should include 
models we have strong predictions for (so as to put current opinion to the test) 
as well as models whose relative performance we have no strong predictions for 
(so as to go beyond the state of the literature and advance theory). In fMRI 
studies, we can test our models in a variety of regions of interest, or 
continuously throughout the measured volume using a searchlight approach 
(Kriegeskorte, Goebel, & Bandettini, 2006). Such more exploratory analyses 
represent another major source of important information. We can combine 
exploration and confirmation in a single study by using multiple-testing 
correction and crossvalidation. 

Testing a wide range of well-motivated models in multiple brain 
regions constitutes an approach that is simultaneously strongly hypothesis- and 
strongly data-driven (see also Kievit et al., 2011). This is the kind of approach 
we need to bridge the divide between the modelling and experimental 
literatures, and to richly constrain brain theory with empirical data. We must 
resist two temptations: (1) to shy away from disconfirmation of prevailing bias 
and (2) to restrict our analyses so as to be able to tell a better “story”. A story 
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that crumbles upon consideration of a broader view of the available evidence 
(i.e. broader analyses of our own data) is clearly not worth telling. 

Engaging temporal dynamics 
Representations are inherently dynamic, emerging over time as evidence from 
the sensory stream accumulates, or recurrent computations converge on an 
interpretation of the input. At the level of higher cognition, thoughts emerge 
dynamically through the interplay of perception, long-term memory 
associations, and the current contents of working memory. Representational 
dynamics can be investigated by analysing the representational geometry with a 
temporal sliding window. Recent studies have begun to move in this direction 
using sliding-window decoding techniques on neuronal recordings (Hung et al., 
2005) and human MEG (Carlson, Hogendoorn, Kanai, Mesik, & Turret, 2011; 
Su, Fonteneau, Marslen-Wilson, & Kriegeskorte, 2012) and EEG data (Groen 
et al., 2012b) 

Improving characterizations of representational geometry  
We might seek improvements to the approach of comparing representations by 
the rank correlation between their distance matrices. This approach does not 
require the (often questionable) assumption of a linear relationship between the 
distances, and it deals gracefully with the fact that distances estimated from 
noisy pattern estimates are generally positively biased. However, it also discards 
potentially important geometrical information. A promising complementary 
approach to comparing representations based on noisy data is pattern 
component modelling, where the pattern variance is decomposed into 
components that correspond to experimental factors and noise (Diedrichsen, 
Ridgway, Friston, & Wiestler, 2011). The analysis of representational 
dissimilarity matrices is one important tool for understanding representational 
geometry. However, linear decoding remains useful as a straightforward test of 
linear separability (a particular feature of the representational geometry) and of 
the degree to which the linear decision boundary generalizes to different 
stimuli. Nonlinear decoders based on quadratic boundaries or radial basis 
functions (Poggio & Girosi, 1990) similarly reveal information that is available 
for immediate readout and might thus be considered “explicit” in the code, just 
like information available for linear readout. We will need a repertoire of 
specific models to test for a range of computationally relevant properties of the 
representational geometry.  

Considering different population codes and representational 
distance measures 
Current studies have largely defined the representations as spatial activity 
patterns (e.g. from fMRI or windowed spike counts), with the activity level in 
each voxel or neuron contributing one dimension to the space. However, 
population-coding theory has explored a much wider range of possible codes, 
including temporal codes. For example, the representational dissimilarity of two 
stimuli could be measured by comparing the temporal order in which neurons 
fire their first spike in response to the stimulus (VanRullen & Thorpe, 2001) or 
relative to the Gamma cycle (Fries, Nikolic, & Singer, 2007). Another approach 
would be to use spatiotemporal or time-frequency patterns to define the 
representational space. In addition, a range of distance measures based on 
neuronal population spike trains deserves to be explored (Houghton & Victor, 
2010). 
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Individual differences 
One of the challenges of understanding “the brain” (or “the mind”) is that it is 
not a unitary object. Everyone is different, and our brains change continuously. 
If we are to understand the mind or the brain, we must be interested in inter-
individual variation and plasticity. Previous studies have focused largely on 
commonalities, both across subjects (e.g. Haxby et al., 2011; Shinkareva et al., 
2012) and across species (e.g. Kriegeskorte et al., 2008), suggesting that the 
neural representation of visual stimuli is largely shared across people (Haxby et 
al., 2011; Raizada & Connolly, 2012; Shinkareva, Malave, Just, & Mitchell, 
2012). However, this does not rule out the possibility of stable idiosyncrasies at 
lower levels of resolution. More recent work has focused on the individual 
differences in visual object representations, and to which extent the 
idiosyncrasies converge across behavioural and neural domains. Charest, Kievit, 
Schmitz, Deca and Kriegeskorte (under review) introduced a novel method 
called individual Representational Similarity Analysis (iRSA) to examine the 
extent to which there is a replicable, individually unique component to the 
representational geometry of each individual. They studied the neural responses 
of 20 people across two scanning sessions, separated by two weeks, as they 
perceived 72 different visual stimuli. The neural responses were measured in the 
early visual cortex, where visual information is initially processed, and in the 
inferior temporal cortex, commonly associated with higher level processing of 
visual categories. In addition to the measurement of the neural responses, 
subjects performed a behavioural test, rating the dissimilarity between each pair 
of stimuli (Kriegeskorte & Mur, 2012). Pattern analysis of the neural responses 
(see Figure 6.5) showed that the neural patterns were individually unique in 
both EVC and IT (that is the representational geometry, characterized by the 
dissimilarity of the activity patterns across all pairs of stimuli, was more similar 
within subjects than between subjects, when compared across scanning 
days).This suggests that individual idiosyncrasies in the neural representations 
of visual stimuli can be captured by iRSA. Secondly, the structure of the 
representational geometry of the neural responses predicted behavioural 
similarity judgments, but only in IT, not in EVC. This suggests that our 
subjective experience of visual objects, to the extent that it affects conscious 
behavioural judgments, is better reflected in higher visual areas. Finally, in 
addition to the individually unique detailed geometry, the neural 
representational dissimilarity pattern replicated previously found categorical 
clustering, with neural patterns in hIT showing clustering into meaningful 
categories at both more higher (animate/inanimate) and slightly lower (faces, 
places, objects and bodies) levels of abstraction. This shows that neural 
representations can have structured similarity across individuals, predictive of 
behavioural judgements, whilst retaining a unique component at lower levels 
predictive of individual differences in behavioural ratings. In the next section 
we show how this approach can be a useful general tool to examine theoretical 
positions discussed before, including identity theory and multiple realizability. 
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Representational geometry and identity theory 
The framework of representational geometry is useful not just within traditional 
empirical cognitive neuroscience, but can be applied to theoretical discussions 
as discussed in previous chapters, such as the nature of identity theory. In 
chapters 2, 3 and 4, we examined the empirical corollaries of identity theory 
when relating structural brain properties to behavioural dimensions that 
differentiate between people (e.g. intelligence). However, the notion of identity 
theory becomes much more complex when studied in the context neural activity 
and behavioural dynamics over time. For instance, the size of the visual cortex 
can differ across individual differs by factor of 2.5 (e.g. Stensaas, Eddington, & 
Dobelle, 1974). This means that in a strict sense, it is impossible for two neural 
patterns to be completely identical, either between people (because they have 
different brains) or even within people (because every neural impulse affects the 
fine-grained details synaptic connectivity). Within the context of 
representational geometry, a more flexible and insightful interpretation of 
identity theory is possible that ignores irrelevant anatomical variations whilst 
retaining the conceptual weight of identity theory. We propose a geometrical 
perspective on identity theory for (behavioural and neural) representations as 
follows. Firstly, we propose that a psychological representation (e.g. the 
subjective experience of a picture of a face) is identical to a neural 

Figure 6.5. In Charest, Kievit, Taylor, Deca and Kriegeskorte (under review), the RDM’s of 
different people across sessions and modalities (neural recordings and behavioural judgments) 
were recorded. The results showed that A) the behavioural responses were predictive of neural 
response in the temporal cortex and B) that there was an individually unique component (of the 
individual stimuli) that was replicable within subjects across sessions, but not between subjects. 
Moreover, the neural patterns (in the temporal cortex) best predicted behavioural similarity 
judgments of the same person, but only for familiar images.�
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representation if the position of that representation relative to other psychological 
representations is identical to the relative position of the concurrent neural representation in the 
neural domain26. In other words, it is the fact that the structure of the neural 
representational geometry is identical to the structure of the behavioural pattern 
(across stimuli) that can be considered as evidence for identity theory. That is, if 
the relative position of a stimulus in some abstract space, compared to other 
stimuli (quantified by some similarity metric as discussed above), is the same 
regardless of whether we quantify it by neuroscientific or psychological metrics, 
we can consider them to display identity theory.  

Secondly, we propose that an identity theory perspective on neural 
activity should allow for some degree of stochasticity. As the measurable 
variables, both behavioural and brain measurements, are inherently imperfect 
reflections of the underlying pattern (under the assumption that the underlying 
pattern is identical), this variability should be incorporated so as to rule out 
stronger forms of identity theory (type-token and type-type). Together, these 
two requirements lead to the following interpretation of an identity theory 
perspective on representational geometry: Two representational geometries, 
measured in two domains (e.g. behavioural judgments and neural responses, B 
and N) can be said to be the identical if the representational geometry we can 
use to describe them are as similar to each other as they are to themselves (e.g. by rank 
order correlation: rBN= rN1N2)27. The latter, self-similarity, (sometimes 
described as internal reliability) of neural geometry could be quantified by, for 
instance, a split-halves procedure. This perspective is represented in Figure 6.6.   

An additional benefit of this approach is that multiple forms of 
identity theory can be naturally incorporated. As detailed in chapter 2 and 3, 
there are various forms of identity theory (e.g., Aydede, 2000). The most strict 
form, type-type identity theory, holds that every type of mental state (e.g. ‘being 
in pain’) corresponds to a type (i.e. a pecific set of structurally identical group of 
neurons firing, such as ‘c-fibers’). Type-token identity theory holds that there is 
a specific type of neural activity associated with a mental state, but that that 
type differs between people. Token-token identity theory holds merely that 
whenever someone has a certain mental state, this corresponds to a certain 
neural state, but there need not be any consistency in this mapping. 

The empirical results discussed above have shown how individual 
representations can be compared between brain and behaviour, and across 
individuals, and provide evidence to suggest that representations are similar 
across people (in terms of the overarching, broader categorical structure) yet 
also unique (the fine-grained details are idiosyncratic and replicable across 
sessions). We suggest that the results discussed above, including Kriegeskorte 
and colleagues (2008), Raizada & Connolly (2012) and Charest and colleagues 
provide tentative support for a hierarchical view of identity theory for visual 
representations. At the highest level of abstraction, such as the categorical 
distinction between animate and inanimate objects, we find evidence for a form 
of type-type identity theory: The representational clustering of these categories 
has been found in human behaviour (Charest et al. under review, Mur et al., 
                                                           
26 Incidentally, this approach naturally accommodates multiple realizability (see Chapter 
2 and 3): It is not the nature of the material substrate that counts, but the structure of 
the representational geometry.  
27 To ensure that a trivial correlation of 0 does not count, one can set a criterion of 
minimal evidentiary strength for a non-zero correlation, e.g. a bayes factor > 10  
(Wetzels &, Wagenmakers, 2012).  
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2013), monkey behaviour (confusion matrices in Kiani et al., 2007; Sands et al., 
1982), in single cell recordings in monkeys (Kiani et al., 2007, Kriegeskorte et 
al., 2007) and neural (fMRI) responses in humans (Charest et al, under review; 
Kriegeskorte et al., 2008 and others). 

 

 

Although this is a weaker form of identity theory than traditionally 
construed, as the exact neural firing is allowed to be different, it is nonetheless a 
useful conceptualization. The fact that evolutionarily adaptive visual 
categorizations such as animate/inanimate can be found consistently, across 
species and modalities, is in line with the relatively strong thesis of type identity 
theory. If we go down a level of abstraction (see dendrogram in Figure 6.6), 
examining the detailed representations of individual stimuli, we can consider the 

Figure 6.6. Proposed representational model of identity theory. The underlying 
geometry is reflected, imperfectly, in both brain and behaviour. To assess identity 
at the latent level, the rank-order correlations of the RDM’s should be as high 
within a domain (reliability) as it is between two domains (for a given person). 
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results of Charest and colleagues (under review) to be partial evidence for type-
token identity theory: Within people, there is a stable mapping of the geometry 
of neural responses to the geometry of behavioural judgments, but this pattern 
varies across individuals. At the lowest level, the repetition of individual stimuli, 
the data is most compatible with token-token identity theory: Even within a 
person with a stable representational structure, every instance of a stimulus is 
slightly different, as every repetition affects synaptic weights, however slightly 
(e.g. Garlick, 2002). 

This hierarchical perspective captures both the informative regularities 
across individuals and even species for evolutionarily essential categories and 
the unique yet replicable within person idiosyncrasies. Of course these are initial 
empirical results, and not all patterns are clear cut. For instance, the within-
subject similarity across sessions is considerable, but not perfect, nor is the 
between subject mapping always homogeneous: For instance, explicit similarity 
ratings can induce novel categories not seen when studying the neural patterns 
(Mur et al., 2012). Nonetheless, we think the study of representational geometry 
is one of the most promising frameworks to unify brain activity with behaviour, 
as it successfully finds the middle ground between abstracting away from the 
irrelevant details whilst retaining the fine-grained structure predictive of 
behaviour. This framework and these initial results should therefore be seen as 
the implementation of Heuristic Identity Theory (McCauley & Bechtel, 2001): 
By assuming there exists a mapping between brain activity and behavioural 
geometry, we can guide empirical research to ask important questions 
concerning the structure of our representations of the world. This empirical 
perspective on identity theory has been dubbed Heuristic identity Theory 
(Bechtel & McCauley, 2001). Future work (e.g. Kievit, Charest, Kriegeskorte, & 
Borsboom, in preparation) will further develop the theoretical and empirical 
predictions that follow from this framework.  

Conclusion 
The study of representational geometry has provided insight into such 
fundamental cognitive processes as memory (e.g. greater pattern similarity is 
associated with improved recall), conscious processing (consecutive consciously 
perceived stimuli are more similar than subliminally perceived stimuli) 
subjective similarity judgments (e.g. anterior LOC reflects perceptual similarity 
but ppsterior LOC reflects physical stimulus similarity), and related domains 
including vision, audition, categorical perception, emotion and motor control. 
Representational geometry can serve as a hub that enables us to connect 
experiment and theory at the crucial intermediate level of description, where 
computational network models meet massively multivariate data from 
electrophysiological population recordings and high-resolution functional 
imaging. Moreover, representational geometries can be compared between 
stages of processing, between model and brain representations, between 
individuals and species, and between brain and behaviour. This allows not only 
for empirical progress but for the empirical testability of hitherto metaphysical 
theories such as identity theory. Future studies will systematically test wider 
ranges of models, including computational models, better integrate population-
coding theory, reveal representational dynamics, and elucidate representational 
plasticity and the individually unique component of representational geometries. 
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Chapter 7 

IRT modelling of neural activity during fluid 
reasoning: A dissociation between difficulty and 

ability throughout the cortex 
Abstract 

Fluid intelligence is a general cognitive ability associated with problem solving in the 
absence of task-specific knowledge. It figures centrally in theories of general intelligence, 
and has been associated with a diverse range of psychosocial outcomes. Neuroscientific 
studies of fluid intelligence have focused both on fluid intelligence tasks of varying 
difficulty (a within-subject comparison) and individual differences in fluid intelligence 
ability (a between-subject comparison). These studies have yielded a variety of neural 
systems associated with fluid intelligence, including fronto-parietal systems, but have 
failed to consistently distinguish between these the intra-individual and the inter-
individual domains. Here we apply psychometric (Rasch) modelling to model both the 
within and between subject dimensions simultaneously. We show that the two networks 
show partial overlap but also widespread differences. Individuals with higher fluid 
intelligence ability, as measured by the Cattell task, showed increased bilaterally 
symmetrical activity throughout the brain but most notably in frontoparietal systems. 
More difficult items were associated with smaller, more focal increases in activity in 
bilateral middle frontal gyri, bilateral frontal poles and bilateral superior frontal poles. 
We introduce the term ‘neural ergodicity’ to denote the subset of regions that show 
increased activity both on within- and between-subject dimensions, and discuss the 
central role of these regions. This study shows that psychometric techniques can 
successfully model person- and item parameters to answer substantive neuroscientific 
questions.  
 
 
This chapter is based on: 
Kievit, R. A., Scholte, H. S., Waldorp, L. J., & Borsboom, D. (In preparation). 
IRT modelling of neural activity during fluid reasoning: A dissociation between 
difficulty and ability throughout the cortex.  
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Introduction  
Fluid intelligence is the ability to think logically and solve novel problems in the 
absence of task-specific knowledge (Cattell, 1963; 1971; Horn & Cattell, 1966; 
Carroll, 1993). It is a central component of psychometric theories of 
intelligence (Carpenter, Just, & Schell, 1990; Carroll, 1993; Engle, Tuholski, 
Laughlin, & Conway, 1999) and closely related to core cognitive abilities 
including working memory (Kyllonen & Christal, 1990; Engle, Kane, & 
Tuholski, 1999), short term memory (Engle et al., 1999), processing speed (Fry 
& Hale, 1996), attention (Engle, 2002), general intelligence (Blair, 2006) and 
executive functions (Kane & Engle, 2002; Salthouse, Atkinson, & Berish, 2003). 
Individual differences in fluid intelligence are related to range of socially 
relevant factors, such that people with higher fluid reasoning ability generally 
have better psychosocial outcomes (e.g. Huepe et al., 2012), improved 
socioeconomic factors including income and social mobility (Deary, 2012; 
Strenze, 2007), lower instances of psychopathology (Gale, Batty, Tynelius, 
Deary, & Rasmussen 2010) and lower morbidity and mortality (Deary, Weiss, & 
Batty 2010). 

Cognitive neuroscience has contributed a variety of insights into the 
neural processes and properties associated with fluid reasoning. Previous 
research has examined neural differences associated with individual differences 
in (fluid) intelligence (Choi et al., 2008; Cole et al., 2012; Deary, Penke, & 
Johnson; 2010; Kievit et al., 2012), neural responses during fluid reasoning tasks 
of varying complexity (Gray, Chabris, & Braver, 2003; Duncan et al., 2000, 
Geake & Hansen, 2005; Kroger et al., 2002; Lee et al., 2006; Prabhakaran et al. 
1997; Wendelken, O’Hare, Whitaker, Ferrer, & Bunge, 2011) and the effects of 
localized lesions on fluid reasoning performance (Duncan et al.; 1995; Woolgar 
et al., 2010; Roca et al., 2010). Together, these findings have converged on a 
distributed parietal and frontal network associated with fluid reasoning (Jung & 
Haier, 2007; Duncan, 2010; Kane & Engle, 2002).  

However, despite these advances, neuroscientific studies of fluid 
intelligence often inadvertently study two sources of variation simultaneously, 
namely differences between subjects (i.e., differences in ability) and differences 
within subjects (i.e., differences in the difficulty of a task under different 
experimental conditions). For instance, the Parieto-Frontal integration model 
proposed by Jung & Haier (2007) is a process model of reasoning behaviour (cf. 
Jung & Haier, 2007, p. 138). That is, it claims to describe the processes that 
happen within a subject during complex reasoning. However, it is largely based 
on neuroimaging studies concerning differences between individuals (e.g. p.140). 
Conversely, neuroimaging studies focusing on differential activity as a function 
of task complexity often neglect individual differences as a source of variation. 
For instance, participants in Prabhakaran and colleagues (1997) compared 
several different types of fluid reasoning tasks, but did so in 7 Stanford graduate 
students who solved ~88% of the items correctly. Similarly, Perfetti and 
colleagues (2009) compared a high and low IQ group, but the two groups did 
not differ in how many items they made correctly (p. 502). Other, better-
controlled studies focused mostly on individual differences, with a binary 
variation in an attentional control task, but not on fluid intelligence (Gray, 
Chabris, & Braver, 2003). Studies that captured a parametric range of fluid 
intelligence task difficulty did not examine individual differences (Kroger et al., 
2002).  
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This is problematic, as in psychology it is well known that these 
dimensions can, and do, behave independently. For instance, although response 
speed is positively correlated with accuracy across subjects (those who perform 
more quickly are, on average, more accurate, Jensen, 1998) there is an inverse 
relationship between speed and accuracy within subjects. This phenomenon, 
known as the speed-accuracy trade-off (Fitts, 1954; Mackay; 1982), illustrates 
the care we should take to decompose the underlying dimensions. Similarly, 
empirical work has shown that the personality dimensions that capture 
differences between people (e.g. the Big Five, Costa, & McCrae, 1992) do not 
capture variation within individuals over time (Hamaker, Dolan, & Molenaar, 
2007). The inter- and intra-individual distinction has also been conflated in 
psychological research on general intelligence, where the between-individual 
factor of general intelligence (often called g) has mistakenly been described as a 
within-subject causal process variable (Kanazawa, 2010; but see Penke et al., 
2011) 

To summarize, studies so far have not yet successfully decomposed 
the two dimensions of difficulty and individual ability along two, well-defined, 
continuously varying dimensions. This leaves a fundamental ambiguity in what 
is meant, exactly, by the ‘neural substrate’ of fluid reasoning (e.g. Prabhakaran 
et al., 1997). Does this term refer to the question which neural systems are 
differentially recruited depending on the complexity of the task, or to which neural 
systems are differentially active between people of differing fluid reasoning 
ability? By not addressing the two dimensions of difficulty and ability 
simultaneously, studies that focus on either dimension implicitly treat the other 
dimension of variation as a source of noise. Failure to separate these sources of 
variance may partially explain the divergent results of many studies: as Norgate 
and Richardson (2007) critically note of a review on the neuroscience of 
intelligence; ‘What, for example, does consistently activated across 30% of the 
studies mean?’ (p.162).  

In the present paper, we show how this problem can be solved. 
Applying an Item Response Theory (IRT) model, we decompose neural 
responses during a fluid reasoning task into an inter-individual dimension and 
an intra-individual dimension, and so separate neural systems that underlie 
individual differences in fluid intelligence from those that reflect differences in 
increasing task difficulty. We hypothesize that the neural networks that are 
differentially active within people with differing ability are not the same as 
neural networks that are differentially active within people across tasks of 
varying difficulty. These differences, if they exist, are crucial to our 
understanding of both the process of fluid reasoning and the individual 
differences construct of fluid intelligence. This provides novel insights into 
fluid intelligence, and offers a general methodological framework for separating 
task- and person-parameters in cognitive neuroscience.  

Materials and Methods 
Participants: 37 participants (19 female) with normal or corrected-to-normal 
vision participated and they received a financial reward for their participation. 
The participants were tested in accordance with the ethical guidelines of the 
American Psychological Association, and the study was approved by the 
University of Amsterdam Ethics Committee. Prior to analysis, three subjects 
were excluded because of excessive motion (N=1) or scanner malfunction 
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(N=2), leaving 34 subjects (17 female). The final sample ranged in age from 18 
to 30 (M=23.4, SD=2.8). 

In the scanner, subjects performed a total of 72 Raven's matrix items, 
drawn from the Standard Progressive Matrices (36 items from sets C, D and E, 
Raven 1960) and Raven’s Advanced Progressive Matrices items (Raven, Court, 
& Raven, 1996). Figure 7.1 shows an example of an easy item and a difficult 
item. The eight-option items were adapted for use in the scanner. Ravens 
matrices are considered good measurements of fluid reasoning ability 
(Carpenter, Just, & Schell, 1990) and figure centrally in psychometric analyses 
of general intelligence. The experiment was programmed using Presentation® 
software (Version 0.70, www.neurobs.com). Participants viewed the screen (61 
cm x 36 cm) on which the stimuli were presented via a mirror mounted on the 
head coil. They had a four-button box in either hand to respond to the eight 
clearly marked answer options. Prior to the first scan subjects were able to 
practice pressing the buttons with visual feedback to ensure correct response 
mapping. 
 

 
Figure 7.1. Example of an easy (left) and a hard (right) item. Edited from original for illustrative 
purposes. 

 
Scanning procedure 
Prior to the scanning session, subjects read instructions and performed 12 
practice trials (not used in the study) to ensure they understood the task. After 
ensuring the instructions were clear, participants were placed in the scanner. 
Each block consisted of 12 Raven’s matrices, interspersed by a 16 second inter-
trial interval. The blocks were pseudo-randomized such that each of the six 
blocks contained 12 fixed items spanning the complete range of difficulty (from 
easy to difficult), but were randomized within each block. This ensured that 
subjects did not ‘give up’ because trials became increasingly complex across 
blocks.  

Image acquisition and preprocessing 
Imaging data were obtained at the University of Amsterdam Spinoza Centre for 
Functional Magnetic Resonance Imaging using a 3-T Philips scanner using a 8-
channel head coil. During the presentation of the Raven tasks we recorded 
BOLD-MRI (GE-EPI, TR=2346 ms, TE=30 ms, FA=90ͼ, transversal 
recording, FOV=200^2 mm, matrix size=80, 39 slices, slice thickness=3, slice 
gap=0.3, ascending acquisition). We also acquired a high-resolution anatomical 
recording (3DT1, TR=8.1 ms, TE=3.74, FA=8ͼ, FOV=240*220*188 mm, 
voxel size=1 mm^3) for normalization purposes. Foldable foam pads were used 
to minimize head motion. Data were analysed using FSL (FMRIB's Software 
Library, www.fmrib.ox.ac.uk/fs (Smith et al., 2004), MATLAB (Version 7.10.0, 
The Mathworks, Inc., Natick, MA, USA), and R (Team, 2013). Functional data 
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were analysed using FEAT (FMRI Expert Analysis Tool Version 5.98), in 
which we performed motion correction, slice time correction, spatial smoothing 
(5mm) and low pass filtering (100 s). We generated explanatory variables for 
each individual presented item of the Raven’s progressive matrices using the 
double gamma model of the hemodynamic response function. This yielded 12 
explanatory variables (EV’s) per run. These EVs were subsequently combined 
using a model in which we specified both the mean activation level and the item 
difficulty for each item. This yielded an estimate, per subject, of the extent to 
which activity of voxels differed across items varying in item difficulty. At the 
between-subject level we specified a model in which the average activity of the 
covariate fit from the fixed effects pooling stage was entered and in which the 
ability of the individual subjects was included as a predictor. In this way we 
were able to estimate item difficulty independently of subject ability. Higher-
level analysis was carried out using FLAME (FMRIB's Local Analysis of Mixed 
Effects) stage 1 and stage 2 with automatic outlier detection (Beckmann, 2003, 
Woolrich et al., 2004; Woolrich, 2008). Statistics where thresholded using 
cluster-based correction at z=2.3 and a corrected cluster significance threshold 
of 0.05 (Worsley, 2001). 

Results 
Behavioural results 
Previous studies that examine the impact of changes in task demands have 
often divided stimuli into ‘easy’ and ‘hard’ (e.g. Kalbfleish, Van de Meter, & 
Zeffiro, 2007; Perfetti et al., 2009). Here, we model difficulty continuously, so 
as to better capture the complete parametric space of difficulty offered by the 
stimuli. To decompose the differential contributions of difficulty and ability in 
neural response, we fit a Rasch model to the response patterns. A Rasch model 
is one from a family of Item Response Theory models (IRT; Hambleton, 
Swaminathan, & Rogers, 1991). In the Rasch model, the difficulty of items is 
related to the ability of participants using a logistic function to predict the 
likelihood of making an item correctly. Variants of Rasch models are widely 
used in both fields of general abilities (e.g. educational testing; Bond & Fox, 
2013) and specific skills (e.g. modelling chess ability; Van der Maas & 
Wagenmakers, 2005). In the Rasch model we model M dichotomously scored 
items (1=correct, 0=incorrect) for N persons. Each item has a difficulty 
parameter Ƣ, and each person has an ability parameter ƨ. The probability that 
person j with ability ƨ makes item i with difficulty Ƣ correctly can be described 
by the logistic function shown in Figure 7.2.  
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We fit a Rasch model in R (Team, 2013) using the package ltm (Rizopoulos, 
2006) and eRm (Mair & Hatzinger, 2007). We considered both null-responses 
(no response within the 30 second time limit) and incorrect responses as 
incorrect, giving each participant a potential range of 0 to 72 correct. The 34 
participants made an average of 39.6 items correct (range: min=19, max=53, 
SD=8.8), and took an average of 16143 ms to respond to items (range: 
min=1199 ms, max=29990 ms, SD=4240 ms). To best estimate the ability 
parameter (ƨ) of each participant given the sample size, we fixed the difficulty 
parameters (Ƣ) of the 72 items based on the Ravens standardization sample 
(Raven, Court, & Raven, 1996). The difficulty parameters of the items ranged 
from -3.59 to 4.8, capturing a wide range of difficulties.  
We then fit the Rasch model with the prior constraints on the difficulty 
estimates of the items. The Andersen Likelihood-Ratio test (Andersen, 1973) 
indicated that the response pattern fit the Rasch model adequately: Ʒ2(48, 
N=34)=41.071, p=.75. Figure 7.2 shows the Item Response Curves of the 72 
items and a histogram of the distribution of the ability scores (ƨ) of the 
participants. 

Figure 7.2. The 72 Raven’s matrices items represented as ranging from easy (green/left) to hard 
(red/right). Ability is modelled such that person parameter theta corresponds to the probability 
of person j making item i correctly. The difficulty of an item (beta) can be read off by looking up 
the position on the X-axis that corresponds to a probability of .5 of making that item correctly 
(example shown in blue). 
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To ensure that our sample of participants performed the test 
accurately, we correlated the betas estimated on the basis of our restricted 
sample with betas based on the standardization sample. Despite a relatively 
small sample size, the betas showed a high degree of convergence with 
published standards (r(70)=.90, p<.0001). Further analyses showed that more 
difficult items (with higher betas) were associated with slower response times 
(correlation of z-scored rt's within subjects: r(2242)=.60, p<.001), were less 
likely to be made correctly (point-biserial correlation: rpb(2242)=.59, p<.001) 
and were more likely to be null-responses (point-biserial correlation: 
rpb(2242)=.27, p<.001).  
 Together these behavioural analyses suggest that the behavioural 
manipulation of fluid intelligence was successful: Participants took longer to 
respond to more difficult items, were less likely to respond correctly and were 
more likely to fail to respond within the time limit. Moreover, the pattern of 
responses was well-described by a Rasch model. For all further neuroimaging 
analyses we use the estimates of difficulty (Ƣ, based on the standardization 
sample) and ability (ƨ) to study the neural systems underlying differences in 
item difficulty and ability. 

Individual differences in neural recruitment during fluid 
reasoning 
First, we examined individual differences in neural responses during the fluid 
reasoning task. The ability estimates (ƨ), one for every person, were entered as 
predictors in a FLAME random effects analysis. The results in Figure 7.3 show 
widespread, bilateral increased activity as a function of theta such that 
individuals with higher estimated ability showed greater activity. The regions of 
greater activity include bilateral inferior and superior parietal cortices, a large 
portion of the paracingulate gyrus, bilateral (but greater on the left) Brodmann 
areas 10, and bilateral middle frontal gyri. These regions have been associated 
with a wide variety of executive functioning tasks. The large parietal network, 
consisting of Brodmann areas 7, 39 and 40 (inferior and superior parts of the 
parietal cortex) have been reported in a variety of imaging studies associated 
with individual differences in intelligence (e.g. Choi et al., 2008; Lee et al., 2006 
). The regions of greater activity in individuals with higher ability show 
considerable overlap with what is known as the Multiple Demand System 
(MDS, Duncan, 2010; Duncan & Owen, 2000; Fedorenko, Duncan, & 
Kanwisher, 2013). The multiple demand system is a distributed set of regions 
throughout the cortex known to be differentially active in a wide range of 
complex tasks such as working memory, interference monitoring, and 
mathematical problem solving (Fedorenko, Duncan, & Kanwisher, 2013), both 
in humans and in single cell recordings in non-human primates (Kusunoki, 
Sigala, Gaffan, & Duncan, 2009). Lesions to regions within the MDS lead to 
disproportionate problems in tasks of executive functioning compared to other 
cognitive abilities (Duncan et al.; 1995; Woolgar et al., 2011).  
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We illustrate the partial overlap of the inter-individual differences in ability with 
the MDS in Figure 7.4. Three key bilateral regions show overlap between inter-
individual differences in fluid intelligence and the MDS: bilateral inferior 
parietal sulci, bilateral middle frontal gyri and the paracingulate gyri. However, 
the Multiple Demand System is usually associated with increased activity as a 
function of difficulty, a contrast we will explore in the next section. The 
findings here also show partial overlap with the region-based descriptions of 
the Parieto-Frontal Integration Theory (P-FIT, Jung & Haier, 2007, page 150). 
More importantly, we will later argue that the reason the P-FIT only partially 
overlaps with the current contrast is because of the lack of separation between 
the two dimensions we here attempt to disentangle. 

Although we find overlap with both these broad models, there are also 
several distinctions. For instance, we find no differences between individuals in 
cerebellar, early visual, or insular activity. Similarly, we find focal increases in 
activity in the left inferior temporal gyrus. Activity in this region is commonly 
associated with greater object and object feature processing (Wei et al., 2012) 
and conceptual object processing (Martin, 2007). This may reflect the 

Figure 7.3. Regions that show increased activity as a function of individual differences in fluid 
intelligence ability. Broad, bilateral neural systems in the association cortex show greater 
activity, including frontal and prefrontal regions, paracingulate cortex and the bilateral inferior 
and posterior parietal cortices. 
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idiosyncrasies of the task, as Raven’s Matrices requires the decomposition of 
the objects into relevant constituent relevant visual features and inferring likely 
consecutive patterns (Carpenter et al., 1990). We will return to the overlap and 
distinctions between these various models in more detail later. First, we 
examine whether neural systems associated with an increase in difficulty are 
similar or distinct from those associated with individual differences in ability. 
 

 
 

Neural network differences in difficulty 
Next, we examined which neural systems showed increased activity as a 
function of difficulty. To do so, we took the beta estimates of the difficulty of 
the 72 items as represented in Figure 7.2, and used them to predict differential 
brain activity for each individual, controlling for individual differences in mean 
activity as described above. We included all items in the analysis, as the analyses 
of the reaction times and considerations from item response theory suggest that 
the cognitive processes that ultimately lead to incorrect answers are as much 

Figure 7.4. Three main regions of overlap between the Multiple Demand System 
and regions that show greater activity in people with higher fluid intelligence scores. 
Red show activity associated with higher fluid intelligence, green is a Multiple 
Demand mask based on Fedorenko et al., yellow shows r egions of overlap: A) 
Bilateral Inferior Parietal lobules B) Bilateral middle/inferior frontal gyri C) Bilateral 
paracingulate gyri. 
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part of fluid reasoning as the cognitive processes that lead to correct responses. 
Modelling only correct responses would neglect the neural systems recruited 
when individuals reach the upper limits of complexity. Figure 7.5 shows three 
clusters of differential activity as a function of increasing difficulty. These 
include the left frontal pole, Brodmann’s area 10 bordering on 11, converging 
with findings in a study that varied relational complexity and found that ‘a 
greater degree of anterior left prefrontal involvement was also apparent in the 
analysis of areas selectively activated by the two highest levels of complexity’ 
(Kroger et al., 2002, p. 482). The specific role of the left BA10 during tasks of 
high relational complexity was replicated by Bunge, Helskog and Wendelken 
(2009), who found that ‘left RLPFC is engaged only when participants must 
consider the higher-order relationship between two individual relations’ (p. 
338). This region of the prefrontal cortex has been suggested to mature 
relatively slowly, with the selectivity activation of BA 10 as a function of task 
complexity appearing relatively late during development, around 15 to 18 years, 
with the strongest effect also in the left BA 10 (Wendelken et al., 2011). We will 
return to this finding in detail in the conjunction analysis below.  
 

 
 
 
  
 
 
A large occipito-parietal cluster was formed by the right Lateral Occipital 
Complex (Brodmann area 18 bordering on 19) and the superior parietal sulcus 
bordering on precuneus (BA 7). These latter two regions, but not the frontal 
pole, show overlap (yellow) with parts of the MDS. The bilateral parietal lobes 
have previously been reported as varying parametrically in activity with an 
increase in complexity (Kroger et al., 2002). Notably, increased activity as a 
function of difficulty is not as  broad and far less widespread than the 
differences between people, despite the items ranging from being made 
correctly by every person to not being made correctly by any participant, a 
pattern previously also found in Duncan and colleagues (2000). This suggests 
that the differences between people correspond to greater neural differences 
than differences in neural responses to stimuli of varying difficulty within 
people, despite the fact that in this sample, the range of difficulties is greater 

Figure 7.5. Regional increases in activity as a function of difficulty. Increased activity is found 
in the inferior and superior parietal lobules, the right lateral occipital complex and left 
Brodmann’s area 10. Figure C shows the overlap with the MDS for both posterior regions. 
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than the range of abilities, both in terms of IRT parameters and in terms of 
floor or ceiling effects. In the next section we formally examine the 
(dis)similarities between the inter- and intraindividual dimensions. 

Focal conjunction of difficulty and ability: Bilateral 
frontal poles, parietal cortices and middle frontal gyri 

To examine where differential activity along both dimensions was similar we 
performed a conjunction analysis (Nichols, Brett, Andersson, Wager, & Poline, 
2005) based on the statistical maps of the first two analyses. Figure 7.6 shows 
regions that were differentially active both as a function of difficulty and ability. 
These regions can be described broadly as three bilateral systems: The inferior 
and superior parietal cortices, the middle and superior frontal gyri and bilateral 
frontal poles, or BA 10. The middle and superior frontal gyri and the parietal 
cortices largely overlap with the multiple demand system and described in some 
detail above. An interesting point of overlap is bilateral activity profiles in the 
frontal poles, or Brodmann's area 10. Activity in BA 10 is far from specific to 
fluid reasoning ability – it has been shown to be differentially active in a wide 
range of cognitive and non-cognitive abilities ((e.g. emotion regulation, Gilbert 
et al. 2006). It has been described as one of the least well-understood areas of 
the cortex (Gilbert et al., 2006), and undergoes pronounced functional changes 
during development. Lesions in this region have been associated with specific 
fluid reasoning deficits (Barbey, Colom, Paul, & Grafman, 2013) and a wide 
range of strategic planning problems in both the presence (Duncan, Burgess, & 
Emslie 1999; Roca et al., 2010) and absence (Shallice & Burgess 1991) of 
measurable differences in intelligence. Based on a meta-analysis of 104 studies, 
Gilbert and colleagues (2006) show that subdivisions of BA 10 are active during 
a variety of higher cognitive functions including working memory, planning, 
reasoning, goal maintenance, prospective memory and episodic memory. A 
variety of functional accounts have been used to describe the processes 
dependent on prefrontal cortex, including the maintenance of goals and 
subgoals (Koechlin et al., 1999), integrating multiple cognitive operations in 
pursuit of a higher behavioural goals (Ramnani & Owen, 2004), and hierarchical 
information processing (Koechlin & Summerfield, (2007). The so-called gateway 
hypothesis of the rostral prefrontal cortex, which suggests that BA10 is essential 
to ‘attend to externally or internally generated complex representations’ 
(Burgess, Dumontheil, & Gilbert, 2007; Christoff et al. 2001). This aligns well 
with successful solving of Raven’s matrices, which requires the online 
generation, maintenance and hypothesis-driven inference of rules during 
prolonged (>20 seconds) periods of time. The increased complexity of high-
difficulty items would place larger demands on the ability to simultaneously 
entertain the multiple self-generated rules seen in the stimulus. Similarly, people 
who perform better on the task may be either more able to represent multiple 
subgoals simultaneously, or more able at deducing the relevant subcomponents 
in the first place.  
 
 
�
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Figure 7.6. A conjunction analysis of difficulty and ability, providing evidence for local neural 
ergodicity. Three bilateral systems show overlap: A) 1, bilateral middle frontal gyri, 2, bilateral 
frontal poles B) 3, bilateral superior parietal cortices. C) Partial overlap (purple) between the MDS 
(blue) and the conjunction analysis (red). 

 
Conjunction of intra- and inter- individual dimensions: 
Evidence for neural ergodicity? 
The results above suggest that, at least within the parametric range studied here, 
the three bilateral regions shown in Figure 7.6 display similar inter-individual 
differences in activity as intra-individual differences. This is important for 
substantive reasons, but also ties closely to a fundamental question in 
psychology, namely the relationship between inter- and intra-individual 
phenomena. These have been called the ‘two disciplines of scientific 
psychology’ (Cronbach, 1957), and despite calls for better integration and more 
focus on intra-individual processes (e.g. Molenaar & Campbell, 2009) the two 
domains are rarely integrated. This is potentially problematic because it is only 
in highly specific circumstances where we can infer intra-individual processes 
from inter-individual differences, namely when the process is ergodic (Molenaar 
2004). Ergodicity implies that the statistical characterization of within-subject 
variation (e.g. the mean and variance) is (asymptotically) identical to those at the 
level of the group. This is very unlikely for most psychological constructs. 
Although ergodicity is often framed within the context of (natural) variation 
over time, it can be equally useful to describe intra-individual differences in task 
demands. 

The importance of the question of ergodicity for neuroscience is 
increasingly being realized. Recent work suggests that even within a relatively 
well-controlled network analysis, ergodicity is violated (i.e. differences in 
network connectivity within and between subjects do not converge, Medaglia, 
Ramanathan, Venkatesan, & Hillary, 2013). Similarly, a recent study examined 
the convergence between functional network connectivity (functional 
connections within individuals, between brain regions), structural network 
connectivity (covariation of structural brain properties between subjects) and 
maturational change (structural covariation between regions within subjects 
across developmental time) (Alexander-Bloch, Raznahan, Bullmore, & Giedd, 
2013). They found that although the three dimensions (inter, intra and long- 
term intra-individual comparisons) showed partial overlap (correlations 
between network characteristics of ~.3), there were also considerable qualitative 
differences in network properties such as modularity, and quantitative 
differences between the three dimensions. In the context of neurocognitive 
ageing this question is essential, as the age range that can be tested cross-
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sectionally is far greater than the range that can be tested longitudinally. 
Crucially then, mechanistic inferences from cross-sectional ageing studies rely 
on what is called the convergence assumption, namely the assumption that the cross-
sectional age-related differences between people of varying ages accurately reflect 
the process of ageing within each individual, an assumption homologous to 
ergodicity. This assumption is crucial, as the most valuable inferences that can 
be drawn for studies are intra-individual: How can an individual affect his or 
her trajectory through life, or how may we therapeutically intervene to cause 
benefits within an individual? 

Although some neuroimaging techniques have been developed that 
can test for ergodicity in neuroimaging for specific designs, e.g. in event-related 
connectivity (Gates, Molenaar, Hillary, & Slobounov, 2011), it is still a relatively 
neglected topic. Moreover, these techniques models compare global ergodicity, 
that is, is the model as a whole identical for inter and intra-individual 
comparisons. This is a very strict requirement, which will likely rarely hold. We 
here propose a more lenient, but conceptually useful, form of ergodicity for 
neuroimaging: Where in the cortex does intra-individual manipulation yield the 
same differential activity as that which characterizes inter-individual differences on 
that task (e.g. Lindenberger & Von Oertzen, 2006; Sliwinski, Hoffman, & 
Hofer, 2010)? We propose to call this local ergodicity: By formally testing where (if 
anywhere) the differential brain activity as a function of inter-individual 
differences is the same as the regions that show intra-individual differences (for 
the same construct), we can see if regions display such neural ergodicity. In our 
analysis, the parietal, frontal and prefrontal systems shown in Figure 7.6 display 
a localized form of neural ergodicity. In this restricted set of brain regions, 
parametric increases of activity associated with more difficult items are similar 
to the differences between people of varying ability. Of course, this is a 
relatively weak form of neural ergodicity, as it only captures a linear function of 
two parameters, and holds for certain, but not all, regions. 

Nonetheless, neural ergodicity is a useful concept for a variety of 
reasons. For example, a violation of neural ergodicity may be informative in 
terms of the cognitive insight gained into the phenomenon. If the neural 
systems underlying both dimension are different, then this suggest that the 
causal and mechanistic processes underlying the two dimensions are likely to 
differ. Much like the relationship between speed and accuracy can be explained 
by qualitatively different mechanisms within and between people, violations of 
ergodicity in neuroimaging may lead to more refined neural mechanisms of the 
phenomena of interest. 

Secondly, neural ergodicity may simply be a useful heuristic: As 
ergodicity is a priori unlikely to hold (cf. Molenaar, 2004), it forces us to shift 
the default assumption to the (inter- and intra) dimensions being different, unless 
shown otherwise. For this reason, neuroimaging results drawn from inter-
individual studies should not be used to draw process-based inferences at the 
level of the individual, as the data will be agnostic about this dimension. But 
most importantly, as the convergence of inter- and intra-individual patterns is a 
non-trivial requirement, cases where it does apply (even in the weak form 
proposed above) they are likely to tell us something about the mechanics 
underlying the phenomenon of interest. For example, in neuroimaging of 
bipolar disorders, disrupted prefrontal/amygdalar connectivity relating to 
depressive episodes has been found in a variety of cross-sectional studies 
(Strakowski et al., 2004). A longitudinal analysis focused on the intra-individual 
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variation, showing that, in a small cohort of bipolar patients, the within-subject 
variation of depressive symptoms was associated with similar prefrontal-
amygdalar disruptions (Cerullo et al., 2012). Crucially, a recent study used focal 
TMS to disrupt brain activity in the prefrontal cortex in a sample of treatment-
resistant depressive patients. This intervention led a considerable decrease 
(50%) in depressive symptoms in the majority of patients. Crucially, the patients 
that responded to the treatment displayed increases in prefrontal/amygdalar 
connections in a direction more similar to controls, whereas in non-responders, 
the disrupted pattern in connectivity pattern was not improved (Martinot et al., 
2011). Although these are preliminary findings, such results suggest the 
potential fruitfulness of studying the mechanistic role of regions or systems for 
which inter- and intra-individual variations converge (and therefore show local 
neural ergodicity) 

Discussion 
In this study, we use a parametric IRT model to show that greater ability in 
fluid intelligence is associated with broad, bilateral increases in activation of 
fronto-parietal regions, whereas increases in activity within individuals as a 
function of difficulty are associated with a more focal set of regions constrained 
to parietal and prefrontal regions. These patterns partially replicate previous 
models that were based on both dimensions simultaneously, illustrating the 
benefits of decomposing the two dimensions. In addition to these differences, a 
subset of three cortical systems, namely bilateral parietal, bilateral middle frontal 
and bilateral prefrontal gyri, showed increases both as a function of difficulty 
and as a function of increased ability. We propose to describe this convergence 
of intra- and inter individual neural responses as localized neural ergodicity.  
 We show that psychometric models in general and IRT models 
specifically can simultaneously model two dimensions commonly of interest to 
cognitive neuroscientists. Models such as the Rasch model applied here can 
decompose two dimensions simultaneously, better deal with measurement 
error, explicitly test the assumption that only one ability is being tested, and (in 
certain cases) a properly specified measurement model can increase statistical 
power (Van der Sluis et al., 2010). Although certain psychometric models such 
as structural equation models have been widely applied in neuroimaging (e.g. 
Büchel & Friston, 1997; McIntosh & Gonzalez-Lima, 1994; Kievit et al., 2012; 
Penke et al., 2010), IRT models remain relatively rarely used (but see Thomas et 
al., 2013). The application of IRT models fits with a recent trend towards using 
formal models to decompose cognitive processes in cognitive neuroscience 
(Forstmann et al.; 2011; Kievit et al., 2012; Kriegeskorte & Kievit, 2013). 

Limitations 
Although the current approach represents a step forward in modelling the con- 
and divergence of two psychologically relevant dimensions, we are aware that 
we implicitly assume homogeneity in several other potentially dimensions. For 
instance, our study focuses on an age range (18-30) within which fluid 
intelligence is relatively stable. This means that in a sample with a larger age 
range, there is possibility that the neural systems underlying individual 
differences in fluid intelligence will be distinct from individual differences (of 
the same magnitude) seen in our sample. Similarly, although we examine a 
gender-balanced sample of considerable ability differences, as in most cognitive 
neuroscientific studies, our subjects are predominantly WEIRD (Western, 
Educated, Industrialized, Rich and democratic, Henrich, Heine, & Norenzayan, 
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2010). For these reasons, the generalization of our findings to other cultures 
and age ranges remains an open empirical question. Moreover, as for all studies, 
a larger number of subjects and/or trials is likely to increase the set of regions 
showing differential activity (Gonzalez-Castillo et al., 2012; Button et al., 2013). 
Nonetheless, the clear, bilateral patterns we found that replicate focal subsets of 
previous models suggest that our design was adequate to model the broad 
differences between the two dimensions.  
 Future research may extend these findings in various directions. One 
of those directions is the better integration of temporal cognitive dynamics. 
Recently developed psychometric models have combined intra-individual 
processes as an information-accumulation process with inter-individual 
differences in ability (Van der Maas, Molenaar, Maris, Kievit, & Borsboom, 
2011). Such models could be fruitfully combined with similar integrative 
developments in neuroimaging methods that combine localizationist 
approaches with more time-sensitive methods, leading to (combined) M/EEG 
or fMRI/EEG. 

Conclusion 
Fluid intelligence is perhaps the most domain-general ability studied by 
psychologists and neuroscientists alike. Fluid intelligence can be studied as a 
general ability that certain people display, consistently, to a greater degree than 
others, and it can be seen as an abstract description of the process that occurs, 
to a greater or lesser degree, when problem of varying difficulty have to be 
solved in the absence of domain-specific knowledge. For a full understanding 
of fluid intelligence, careful study of both dimensions is necessary. The promise 
of mechanistic, neuroscientific understanding can only be fulfilled if both 
dimensions of variation are properly understood. The central role of fluid 
reasoning in human cognition means that the potential payoffs of a better 
(mechanistic) understanding are great. A better mechanistic understanding of 
fluid reasoning is essential for the promise of targeted behavioural or 
neurological training delaying deterioration of fluid reasoning during old age 
(e.g. Salthouse, 2009) or recovery of fluid reasoning associated difficulties after 
strokes or lesions (Barbey et al., 2013; Duncan et al.; 1995, Woolgar et al., 2011; 
Roca et al., 2010) and may improve the accuracy of clinical assessment of 
cognitive faculties by means of standardized neuroimaging tests (Allen & Fong, 
2008). 

However, before we can reach a mechanistic level of understanding, 
we first need to separate two fundamentally different dimensions of 
psychological variation: The inter-individual domain and the intra-individual 
domain. Over 50 years ago, Cronbach referred to these domains as ‘the two 
disciplines of scientific psychology’ (Cronbach, 1957), and it has been 
questioned to which extent these two domains have been brought closer 
together since (Borsboom, Kievit, Cervone, & Hood, 2009). By using formal 
models to best capture inter- and intra-individual phenomena in neuroimaging 
studies, the two subdisciplines of cognitive neuroscience may more quickly, and 
more fruitfully, converge. 
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In this thesis, I have argued that the mind-body problem is, at least in part, a 
measurement problem. For this reason, the development and application of 
theory-based measurement models that can be applied to relate neural 
measurements to psychological measurements is an essential step in furthering 
our understanding of the mind and the brain. This requires careful 
consideration of the statistical structure of data, as well as an awareness of the 
theoretical assumptions that underlie any empirical approach. Relating two 
different explanatory levels is perhaps most challenging when we have to relate 
the disparate domains of our subjectively experienced psychological selves on 
the one hand with brains, neurons, and neurotransmitters on the other. 
Applying a variety of psychometric models, I show how measurements of the 
brain can be related to measurements of psychological behaviour in a way that 
deepens our understanding of both domains. Together, the results discussed in 
this thesis suggest several key points concerning the relationship between mind 
and brain in general, and fruitful research avenues for cognitive neuroscience in 
particular. 

It’s not turtles all the way down 
 
The central question of this thesis is whether constructs from psychology can 
be translated in a straightforward manner to neural processes and 
morphological properties, which, in turn, can be translated to genetics and 
biochemistry. If this is the case, there may be a one-to-one mapping between 
psychological constructs (e.g. ‘intelligence’) and an associated biological 
signature (e.g. ‘structural connectivity between Brodmann area 10 and 19’). 
However, based on theoretical arguments, the empirical evidence presented this 
thesis and corroborating evidence from adjacent fields such as affective 
neuroscience, we conclude that when relating brain to mind, it is not ‘turtles all 
the way down’ (see Figure 8.128).  
 

 
 

 
 
Firstly, the heterogeneity of biological properties associated with 

psychological properties is such that a one-to-one translation is extremely 
challenging. In Chapter 4 we show that a wide range of physiological properties 

                                                           
28 Reproduced under CC licence from Jonathan Zander (turtle), Terry Goss (white 
shark) and  Bob Goldstein (C. Elegans) 

Figure 8.1. Not turtles all the way down
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correlate with individual differences in intelligence, making it unlikely that an 
identity theoretical model (i.e. a reflective factor model) will fit29. An identity 
theoretical model would require all the physiological correlates associated with 
intelligence to display the same dimensionality as behavioural measures of 
intelligence, namely unidimensional variation between individuals. In other 
words, if ‘having a certain level of intelligence’ could be translated to ‘having a 
certain biological makeup’, then ranking people based on their IQ scores should 
yield the same order as ranking people based on a particular combination of 
physiological properties, including head size, grey matter density, blood groups, 
neural activity and even hair colour (e.g. Jensen & Sinha, 1993). Moreover, as 
we show in Chapter 5, only under very strict stringent statistical circumstances 
(ergodicity) can we generalize from aggregate findings to lower levels of 
explanation (e.g. from between individual to within individuals). In other words, 
there are several theoretical reasons why searching for a simple mapping 
between psychological constructs and neural properties is a precarious 
undertaking. 

In addition to theoretical arguments, three separate empirical analyses 
in this thesis (Chapters 2, 3 and 4) show that supervenience better captures the 
relationship between neural and psychological measurements. The theory of 
supervenience, and the associated MIMIC-model, entails a multiple realizability 
perspective of the relationship between brain and mind. In other words, 
individuals can occupy the same position on some psychological dimension for 
a disjunct set of biological ‘reasons’. For example, two athletes can attain the 
same level of proficiency in a given sport through particular combinations of 
biological features (e.g. stamina versus speed, associated with different 
distributions of fast and slow twitch muscles). In the related field of affective 
neuroscience, work by Barrett and others (e.g. Barrett, 2009; Lindquist et al, 
2012) has shown that basic emotions (e.g. happiness, disgust, fear) do not have 
specifically dedicated neural subsystems. Instead, they are realized by the 
interplay of (sub)cortical systems commonly involved in other psychological 
operations that together explain the instantiation of an emotional state. These 
findings suggest a disjunction between higher order psychological constructs 
and associated neural properties. Moreover, recent evidence suggests that 
functional neuroimaging requires a dynamic perspective of the brain. In terms 
of activity and differential recruitment, no neural system is an island. It is well 
known that even during complete relaxation, complex networks of brain 
regions show predictable and synchronized activity. Task-induced activity is 
better seen as the selective perturbation of these networks than as the ‘lighting 
up’ of single regions dedicated to a particular task. Although the identification 
of such single (or distributed) regions contributes to a better understanding of 
the process of perturbation, we should be careful to not construe statistical 
summaries of brain activity as a modular, neophrenological perspective that 
assigns traits or abilities to regions of the brain. Meta-analytic databases (e.g. 
www.neurosynth.com; Yarkoni, Poldrack, Van Essen, & Wager, 2010) 
increasingly show that, perhaps unsurprisingly, many neural circuits are 
associated with a wide variety of psychological properties and processes. 
Although forward inference (e.g. when cognitive process x is engaged, neural 

                                                           
29 Note that this does not imply a non-physical view of the mental (see also the 
introduction), merely that there is no reason why we would expect a consistent mapping 
between a certain neural state and a certain mental state. 
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system Y is differentially active) may be relatively straightforward, reverse 
inference (when neural system Y is differentially active, cognitive process X is 
engaged) is both conceptually and empirically problematic (Poldrack, 2006).  

One may argue that the fact that there is no one-to-one mapping 
between psychology and neuroscience is at least in part because the constructs 
of psychology were developed purely for that particular explanatory level, and 
are not necessarily optimized to translate to other explanatory levels. This is a 
valid concern: Most psychological concepts were developed, adjusted and 
improved within the domain of psychology (e.g. intelligence was developed in 
the early 20th century to determine appropriate schools for children), not to ‘fit 
into the brain’ (and vice versa for neuroscience). It may be that by refining or 
decomposing constructs at either level we would discover a close mapping 
between the mind and the brain. However, for the reasons given above, we 
think this unlikely, and even an unnecessary aim. A more important goal is to 
find successful formal models that can connect regularities at either level such 
that they mutually inform and enrich our understanding of the system as a 
whole. 

There is at least one avenue where the search for a more direct 
mapping between mind and brain may prove more fruitful. Our analyses focus 
mainly on group averages and between-subjects constructs, as is the case in 
most of psychology. However, it may be that more consistent regularities will 
be found at the intra-individual level. Such a form of type-token identity implies 
a consistent mapping between brain states and psychological states within 
individuals, but that mapping may differ between individuals. For instance, 
there may be a consistent relationship between my personal emotional state and 
some neural state in my brain, but this may be very different from that same 
mapping in another individual. If so, this would not be revealed by means of 
the group-level analyses that dominate the neuroscientific literature. Research 
by Charest, Kievit, Schmitz, Deca and Kriegeskorte (2013) discussed in Chapter 
6, although restricted to a small sample and two measurement occasions, 
suggests it might be possible to discover stable links between neural and 
psychological representational states within individuals. However, the dearth of 
appropriate neuroimaging studies in this domain means that whether there is a 
consistent intra-individual mapping between certain psychological constructs 
and brain states remains speculative for the time being.  

In summary, the promise of a disease model of psychological 
constructs, where we would find some single neural or genetic signature that 
explains variation in a psychological traits and can be identified as the ‘real’ 
underlying cause, seems unlikely to hold true (see also Cramer, 2013). At each 
explanatory level we need a coherent taxonomy and framework to understand 
the regularities at that level, and even more care is required when we try to 
relate two explanatory levels. How then should the respective disciplines of 
psychology, philosophy and neuroscience proceed to tackle this problem? 

Brains and minds, not brains or minds 
Philosophers have proclaimed the imminent demise of (folk) psychology for 
decades (e.g. Churchland, 1981; Feyerabend, 1963), predicting it would be 
substituted by a purely neuroscientific view of the mind. Conversely, 
psychologists and philosophers have argued that neuroimaging is a passing fad 
that has not told us anything about the mind (e.g. Coltheart, 2006; Tallis, 2011), 
and that most empirical cognitive neuroscience is confused about the 
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relationship between mind and brain (Bennett & Hacker, 2007). These views 
are perhaps thought-provoking but do not align well with the reality of 
empirical progress. Psychology, despite many insights from neuroscience, is 
‘still autonomous after all these years’ (Fodor, 1997), and shows no signs of 
being replaced by neuroscientific findings. Conversely, cognitive neuroscience 
has progressed enormously in relatively few years. Recent developments include 
shifts to network analysis and the study of neural dynamics, (e.g. Bullmore & 
Sporns, 2009), the use of machine learning to classify psychological states (e.g. 
Mourao-Miranda, 2013), and the rapid expansion of multivariate statistical 
techniques and computational models (Kriegeskorte, Mur, & Bandettini, 2008; 
Poldrack, 2012) that do more justice to the complexity of neural processes. 
Considerable advances have been made in the application of neuroimaging 
techniques. These include techniques such as brain-computer interfaces that 
allow people to communicate via brain signals (e.g. Millán, 2013), control 
devices such as prosthetic arms to allow self-feeding (Velliste, Perel, Spalding, 
Whitford, & Schwartz, 2008), communication with patients in a seeming 
vegetative state (Monti, Coleman, & Owen, 2009) and real-time neurofeedback 
to selectively control neural systems associated with emotional states (Van der 
Linden et al., 2012). In short, choosing between neuroscience and psychology is 
a false dichotomy, and proclamations of the imminent demise of either are the 
province of unfounded speculation. It is clear that we should move away from a 
debate of extremes that dictates we must choose between brain or mind to a 
view that recognizes we need to understand both brain and mind to move 
forward. 

The main conclusion of this thesis is that neural and psychological 
measurements are, a priori, on an equal footing. Minds and brains are 
inextricably intertwined, yet they represent two distinct epistemic inroads 
towards an understanding of the psychological human as a whole (see also 
Henson, 2005). Psychology will not be replaced by neuroscience; rather it will 
be informed, enriched and possibly constrained. By considering neuroimaging 
and psychological research to be sources for information about humans as 
psychological entities, we can combine them in formal models in such a way 
that together they are more enlightening than either in isolation. However, 
equating the two also means we have to think more carefully about the 
scientific justification of studying both explanatory levels. For instance, from an 
eliminativist perspective, the incentive to study the brain is clear: We engage in 
neuroscience in order to find the neural entities that will replace psychological 
constructs and ultimately render psychology obsolete. If we reject this 
eliminativist tenet, why then study the neural processes that co-occur with 
psychological processes and constructs? 

First and foremost, neuroscience potentially offers a mechanistic 
insight into psychological traits, states and processes. By carefully modelling the 
co-occurrence of neural and psychological states, it is possible to understand 
the processes underlying psychological phenomena to a degree that is not 
achievable via behavioural data alone. Of course, statistical associations 
between neural and psychological data alone, even in a relatively stringent 
statistical model, will not suffice to fully address mechanistic claims, and must 
be complemented by other approaches such as lesion studies (or temporary 
lesions such as TMS). If done prudently, such studies can provide converging 
evidence concerning the neural processes and temporal order associated with 
some psychological phenomena. For instance, Haushofer, Livingstone and  
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Kanwisher (2008) show that it is possible to tease apart the neural subsystems 
associated with processing objective visual stimulus features and those 
associated with subjective similarity ratings. Similarly, Charest, Kievit, Taylor, 
Deca and Kriegeskorte (2013) show that whereas the representational geometry 
of early visual responses in the lower visual cortex is very similar across 
individuals, it is different between individuals in higher visual areas such as the 
inferior temporal cortex. This refines the psychological concept of individual 
differences in a mechanistic manner, by showing that certain differences arise at 
certain stages along the cortical processing stream. In the field of 
developmental psychology, neuroimaging can provide evidence to shed light on 
long-standing debates in ageing research about whether cognitive decline is a 
unitary or a fragmented process. For instance, Raz and colleagues (2005) show 
how different brain regions show different rates of decline: the hippocampus 
and association cortices show more rapid decline than other brain regions. 
These findings support the notion of varying patterns of cognitive decline and 
provide converging and mechanistically informative evidence that there are 
different ageing patterns. Ultimately, mechanistic insight into the neural 
processes underlying psychological phenomena may assist in the diagnosis and 
treatment of psychopathological or neurological illnesses (e.g. autism, Ecker et 
al., 2010, or epilepsy, Shorvon, 2010). 

Findings from neuroimaging do not only provide mechanistic insights 
into existing psychological concepts, they can also constrain psychological 
theorizing. For instance, Kosslyn and colleagues (1993) showed that the vivid 
recall of visual mental representations leads to similar retinotopic neural 
activations as actually perceiving the same object, commonly taken as evidence 
against a purely linguistic account of visual representations (Kosslyn, 2006). In 
fact, neuroimaging data can be a source of novel psychological constructs. As 
Greve and Henson (2014) show, the concept of retrieval states in memory 
research (mental states that occur prior to the successful or unsuccessful recall 
of an item) were developed on the basis of neuroimaging data, and this concept 
now has a firm place in behavioural accounts of memory research. Greve and 
Henson show that in the case of competing memory theories, namely single 
and dual process models, neuroimaging evidence can reject models (i.e. the 
single process model) conclusively in cases where behavioural evidence could 
not differentiate between the two (see White & Poldrack, 2013, for additional 
examples in other cognitive domains). Similarly, Xue and colleagues (2010) used 
fMRI to refute the ‘encoding variability’ hypothesis of memory, instead 
showing that the more similar the neural pattern associated with repeated 
viewing of the same stimulus, the better the subsequent recall. It is clear that 
neuroscience and psychology are complementary and that we should combine 
both explanatory levels to achieve our goal of understanding the mind. How do 
we go about doing this? 

Cognitive neuroscience should be informed by philosophy 
 
There is no such thing as philosophy-free science; there is only science whose philosophical 
baggage is taken on board without examination. Daniel Dennett, Darwin's Dangerous Idea, 
1995. 
 
In this thesis, I argue that cognitive neuroscience should be informed by 
philosophy in at least three ways. First and foremost, a thorough knowledge 
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and keen awareness of measurement theory is essential when relating 
measurements of the brain to measurements of the mind. How measurable 
variables relate to the phenomena of interest is one of the core issues in any 
(empirical) scientific discipline, but it is often neglected. This is crucial because 
questions concerning the nature of measurement and latent variables are far 
from resolved even within psychology (e.g. Borsboom, 2005; Michell, 1997), let 
alone when attempting to relate two disparate explanatory levels. In addition to 
helping investigate the epistemological foundations of cognitive neuroscience, 
philosophy (of mind) can inspire further theories and models in cognitive 
neuroscience. As has been argued throughout this thesis, certain theories from 
philosophy of mind can not only inform our thinking about brain and mind - 
they can sometimes also be translated into empirically tractable models. For 
instance, supervenience and identity theories can be mapped successfully onto a 
widely applicable psychometric models, thus paving the way for empirical 
comparisons of philosophical theories. 
 The overlap between philosophy of mind and statistical methods is 
also seen in other, more conventional, approaches. For instance, the distinction 
between type-type and type-token identity theory relates to common statistical 
techniques in neuroimaging analyses. For example, a fixed effects model (which 
assumes the same statistical dependency between stimulus and neural response 
in all individuals) can be seen as conceptually similar to type-type identity 
theory, whereas a mixed-effects model (where every individual has a different 
mapping of brain activity to psychological predictors) can be seen as similar to a 
form of type-token identity theory (cf. Mumford & Poldrack, 2007). 

Moreover, philosophy is essential in explaining notions of causality in 
cognitive neuroscience. In experimental cognitive neuroscience, it is common 
to manipulate a behavioural variable and to study how neural patterns are 
affected. However, this immediately invites complex questions concerning 
causality. For example, if the psychological state that induces a neural change is 
itself a neural state, how can we make sense of the causal chain of events? And 
how could we contrast such a pattern with situations where it seems intuitively 
clear that the causal direction is the other way around, for instance when 
sudden brain injury affects psychological (e.g. personality) phenomena? 
Similarly, medical doctors regularly distinguish between somatic and 
psychosomatic illnesses (e.g. Kellner, 1991), without necessarily intending to 
adopt dualist notions of mind and body. It seems, intuitively, that there is a 
conceptual difference between, say, the consequences of brain injury on 
behaviour and the fact that intensive training in a skill (e.g. juggling) induces 
measurable changes in the brain. In Chapter 2, we proposed the statistical 
requirements that should be fulfilled to distinguish between such cases, namely 
variation in the psychological domain preceding and predicting changes in 
neural properties, or vice versa. In Chapter 3, we discussed various causal 
perspectives, including mechanistic and counterfactual notions of causality that 
can be of use for relating explanatory levels. However, a philosophical 
framework that allows us to distinguish between what could be loosely called 
‘bottom-up’ and ‘top-down’ causation has not been fully fleshed out, although 
progress has been made in reconciling top-down or bottom-up causation with 
physicalist perspectives. For instance, McCauley and Bechtel (2007) propose 
that this distinction can be made by appealing to inter-level mechanistic effects. 
Progress on philosophical notions of such causal processes is key to 
understanding how to distinguish between, for instance, aggressive behaviour 
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that causes an increase in testosterone, and testosterone injections that cause an 
increase in aggressive behaviour (e.g. Mazur & Booth, 1998) without resorting 
to (apparent) dualism. It is clear that cognitive neuroscience stands to benefit 
from philosophy in many ways. Conversely, empirical progress in cognitive 
neuroscience can, and should, influence progress in philosophy. 

Philosophy of mind is continuous with empirical 
cognitive neuroscience 

As we have seen above, cognitive neuroscience should be informed by 
philosophical perspectives on measurement theory, causality, reductionism and 
philosophy of mind. However, conversely, philosophy (of mind) cannot 
flourish without empirical science. Naturalism, a rich philosophical tradition, 
sees philosophy as continuous with science (e.g. Papineau, 2007, for an 
overview, see also Haig, 2011). From this perspective, one can consider 
philosophy of mind as a form of ‘very very theoretical cognitive neuroscience’ 
that is concerned with the epistemological foundations and theoretical 
framework of cognitive neuroscience. This position also brings with it the 
obligation to draw on empirical work and to allow novel findings to constrain, 
inform or even reject philosophical positions. One fruitful avenue for 
philosophers of mind is to consider how philosophical positions might be 
‘made empirical’ for use as testable models. Although empirical verification or 
verifiability is not necessary for fruitful philosophy, it should not be neglected, 
especially in fields such as philosophy of mind that have clear, potential, 
empirical corollaries. 

Another way philosophers can contribute is by examining more 
closely which theories could be particularly promising for cognitive 
neuroscience. One such theory is that of emergence, discussed briefly in 
Chapter 3. For instance, pattern-analysis in fMRI research increasingly shows 
that it is patterns of activity, not just the sum (or mean) activity, that 
distinguishes between mental states. The idea that the constellation of activity, 
not the total sum, is what allows higher levels of abstraction to emerge, aligns 
well with basic tenets of emergence. Emergence may also be relevant for large-
scale simulations of the brain, a suggestion we will return to later. An equally 
exciting and important development is that of network theory. Results in both 
psychology (e.g. Borsboom & Cramer, 2013) and neuroscience (e.g. Bullmore & 
Sporns, 2009) illustrate how useful the framework of network analysis can be to 
get a grasp on complex systems. However, various conceptual questions 
remain: Are network nodes and edges best seen as abstractions or as physical 
entities? Is some (hypothetical) mechanistic link required for edges in networks 
or does a purely statistical dependency suffice? Further conceptual work on 
how to interpret, develop and apply models based on network theory holds 
great promise for relating mind and brain. 

A subfield of cognitive neuroscience where merging philosophy and 
empirical work has proved particularly successful is that of consciousness 
research. Philosophers including Daniel Dennett, William Bechtel, and Ned 
Block have contributed to the field not as philosophical outsiders but as 
theorists informed by, and often involved in, the latest empirical advances. 
Conferences on the neuroscience of consciousness regularly host philosophers 
and neuroscientists alongside one another, encouraging mutually informative 
interactions that have helped develop and refine the conceptual machinery of 
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empirical consciousness research. One can only hope that this trend will spread 
to other subfields of cognitive neuroscience. 

Challenges and limitations: Modelling under the 
lamppost 

Although the approach sketched in this thesis has proved useful in many 
respects, there are several limitations worth noting. Firstly, we need to be aware 
that the quality of our models is constrained by the quality of our data. 
Although we use state of the art psychometric models and neuroimaging 
techniques, these, like any other measurements, are imperfect. For instance, 
fMRI has several inherent constraints including poor temporal resolution, a 
focus on an indirect measure of neural activity (the BOLD signal), stochastic 
procedures to segment white and grey matter and a bias towards certain types 
of neural tissue. The increasing realization that other cells, such as glial cells, 
may prove important for cognitive processing (c.f. Fields & Stevens-Graham, 
2002), suggests we are, at least in part, looking for our neural measurements 
under the proverbial lamp post. Similarly for psychological variables: Although 
the measurements and psychological constructs we use here have relatively 
well-established psychometric properties, it seems possible, if not likely, that 
they will be refined or replaced over time. This means that a current failure to 
find evidence for a particular theory (e.g. identity theory) may be a failure of our 
instruments, not the theory under scrutiny.  

Secondly, a pervasive constraining factor in modelling psychological 
and neural variables is that of sample size. The expense and burden of testing 
neuroimaging subjects means that conventional neuroimaging samples are often 
limited to around 20 subjects. Although in this thesis we were able to fit several 
structural equation models on moderately sized samples, sample size is a 
broader concern if our approach is to be more widely implemented. For 
instance, many model fit indices attempt to balance model parsimony with 
explanatory capacity. With larger datasets, more elaborate models can be made 
to fit, and more complex descriptions of the data can be justified based on 
common fit criteria (conversely, in large sample implementations, even small 
deviations from the model predicted covariances can yield ‘significant’ misfit). 
For example, in large samples it is possible to fit more complex hierarchical 
models of (general) intelligence, whereas in small samples a one-factor solution 
will be (statistically) preferred. The models we are able to fit are therefore 
constrained by the practicalities of available data (although projects such as the 
Human Connectome Project -humanconnectomeproject.org- aim to overcome this 
concern). It is not just the sample size that constrains the generalizability: As is 
the case for much of the psychological and neuroimaging literature, the results 
presented in this thesis are largely based on (cross-sectional) studies of WEIRD 
participants (Western, Educated, Industrialized, Rich and Democratic; Henrich, 
Heinze, & Norenzayan, 2010). This means that it is possible that different 
models might be necessary to describe different cultural and age groups.  

Finally, throughout this thesis we have described the neural and the 
psychological as single, unitary levels of explanations. This is a useful 
simplification, but in reality both brains and psychological processes themselves 
can be described as forming an explanatory hierarchy: The brain can be 
modelled at explanatory levels ranging from individual synapses to cortical 
regions, and complex psychological processes such as ‘problem solving’ can be 
decomposed into component psychological processes such as working memory, 
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attention, vision, and processing speed. Despite these limitations, the current 
approach shows clear promise. Future developments promise to overcome 
these limitations. 

Future directions: Simulations, Big data and idiographic 
cognitive neuroscience 

In addition to the more concerted interplay between cognitive neuroscience and 
philosophy outlined above, there are three main tracks for future work that are 
especially promising. One exciting frontier is that of large-scale simulations. 
Projects such as The Virtual Brain (http://www.thevirtualbrain.org/) and Blue 
Brain (http://bluebrain.epfl.ch/) promise to simulate brains, or neural 
subsystems, at a variety of explanatory levels, ranging from single neurons to 
brain regions. These simulations are exciting for several reasons. Firstly, they 
allow the exploration of a philosophical concept that has not been discussed 
intensively in this thesis, namely emergence. The strength of using simulations 
is that it becomes possible to clearly define the assumptions that enter into a 
(simulated) system and study which (unexpected) properties emerge. Several 
researchers have implemented such ideas and have shown how naturalistic 
features of the brain may emerge based on small variations of the assumptions 
that enter into a simulation.  

For instance, the resting-state network, otherwise known as the 
default-model network (e.g. Buckner et al., 2005), is a set of brain regions that 
show consistent coordinated activation when a person is at rest, but decreased 
activity when a person is engaged in a task. This network has been shown to 
arise during childhood and adolescence (Fair et al. 2008), and is similar in 
humans and chimpanzees (Barks, Parr, & Rilling, 2013). In exciting new 
simulation studies, it has been shown that certain features of the resting state 
network can emerge by relatively minor tweaks of basic assumptions. For 
instance, Gosh and colleagues (2008) show that ‘By tuning the propagation 
velocity in a network based on primate connectivity, we scale the time delays 
and demonstrate the emergence of the resting state networks for biophysically 
realistic parameters’ (p. 115). This demonstrates how small changes in low-level 
features can lead to the emergence of complex patterns commonly observed. 
However, although promising, these types of simulations are limited in what 
they can explain so far. Even though we are able to map and simulate all 279 
nerve cells in C. Elegans (e.g. see Towlson, Vértes, Ahnert, Schafer, & 
Bullmore, 2013), we are still a long way from fully understanding how even this 
modest network of cells can give rise to complex behaviours such as 
rudimentary memory or food searching behaviours. Scaling this up to the 86 
billion neurons in humans and the magnitude of the challenge becomes clear. 
For the time being, there are two avenues that may offer more direct benefits to 
understanding mind and brain. 

Secondly, the increased (free) availability of large bodies of 
(neuroimaging) data will allow complex models, which require larger sample 
sizes, to be amenable to empirical investigation. For instance, the Human 
Connectome Project (http://www.humanconnectomeproject.org/) has made 
available hundreds of high-resolution neuroimaging datasets. At the same time, 
the Internet provides relatively easy access to large volumes of affordable 
psychological data through methods such as Amazon’s Mechanical Turk 
(https://www.mturk.com). Initial studies have shown that these novel 
collection techniques can successfully replicate a variety of basic cognitive 
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findings (Crump, McDonnell, & Gurecki, 2013). These developments in data 
collection could help overcome the constraints of small sample size and allow 
us to fit a wider variety of models. More data driven approaches focus on 
mining keywords (e.g. the cognitive atlas - Poldrack et al.; 2011) or automated 
mining and synthesis of neuroimaging data (e.g. www.neurosynth.org) to show 
how our cognitive and neural ontologies can be improved: By synthesizing and 
analysing of co-occurrences and semantic webs it becomes possible to develop 
a more ‘natural’ set of (psychological) constructs, less constrained by historical 
contingencies of the scientific literature, to figure in our models. 

Thirdly and finally, there is a growing awareness of the importance of 
longitudinal neuroimaging data. If we truly want to get a grip on the 
developmental processes of neural and psychological changes, to understand 
the causal dynamics and develop mechanistic hypotheses, we will need to 
measure dynamic co-occurrences between mind and brain over time. This 
idiographic approach (cf. Campbell & Molenaar, 2009), including projects such 
as the intra-personal neural dynamics project (Lindenberger et al., 2011), and 
the MyConnectome project (myconnectome.org), promises to shed light on the 
developmental dynamics of changing neural and psychological states. The 
ultimate goal is to set up large-sample, longitudinal neuroimaging studies with 
focused behavioural and neural interventions. This would allow us to begin to 
tease apart the temporal ordering of changes in psychological variables and 
measurable neural changes, ultimately leading to increased mechanistic 
understanding of the dynamics of neural and psychological changes. 

Cognitive neuroscience and society 
The findings and frameworks discussed in this thesis are largely theoretical. 
However, there are several clear implications for the interpretation and societal 
use of findings. Firstly, there is no coherent evidence for an ontological priority 
of the neuroscience or genetics when considering psychological traits. Whether 
or not one is in pain, in love, or angry, is not dependent on neuroscientific 
evidence for verification or ‘proof’. As argued above, psychology and 
neuroscience are autonomous yet mutually informing and constraining 
disciplines. Secondly, we should be wary of unjustified forms of biological 
determinism. Even if the structure or activity of a certain brain region is found 
to correlate with a psychological trait such as ‘political preference’ or 
‘personality’ this does not mean that that trait will never change. Neural 
correlates of psychological traits can arise as a consequence (atrophy or increase 
through differential use), a cause (brain injury) or an epiphenomenon (e.g. total 
skull volume and intelligence) of concurrent psychological processes. Similarly 
in behavioural genetics, a non-zero heritability of a trait does not imply 
immutability or a clear path from genes to behavioural outcomes. In fact, recent 
work suggests that subtests of intelligence that are most culturally loaded also 
show highest heritability estimates (Kan, Wicherts, Dolan, & Van der Maas, 
2013), suggesting a more complex interplay between genetics and the 
environment, and the rejection of simplistic forms of genetic determinism. 
Biological determinism can lead to fallacious educational assumptions such as 
‘(s)he doesn’t have the right brain for that’,  and can even affect court 
judgements, such as reduced sentences for having the ‘aggression gene’ 
(Feresin, 2009).  

Despite these caveats, (cognitive) neuroscience can be of great value 
as a tool to comprehend the brain in relation to how people think, feel, reason 
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and act. Knowledge about how the brain changes throughout lifetime is 
essential if we are to address societal challenges including ageing, the impact of 
poverty and abuse on the developing brain and the nature of mental illness. 

 
Conclusion 

It seems a deep and alluring heuristic to assume that the messy, noisy features 
of psychological constructs change into crisp categories of truth and reality 
when studied at the level of the brain. Half a century of empirical work and 
theoretical considerations suggests that this is not the case. The relationship 
between the brain and the mind has proven even more challenging than 
studying either the mind or the brain in isolation. However, this dissertation 
shows that formal statistical models, based on conceptual hypotheses, can be 
used to better understand the relationship between the brain and the mind. 
Empirical cognitive neuroscience and philosophy both stand to gain from 
mutually informing and constraining interactions. In doing so, we can move 
beyond the false dichotomy of having to choose between psychology or 
neuroscience, and begin to integrate and increase mechanistic insight in both 
directions. 

Without formal models to capture the relationship between these two 
domains, the nature of the relationship between neural and psychological 
processes remains nebulous at best and unintelligible at worst. Even with 
formal models, the question of how exactly the mind relates to the brain is 
likely to remain unanswered in the foreseeable future. In the meantime, we 
must move forward by increasing our knowledge, block by block, by using the 
best cranes we can develop with the tools of philosophy, neuroscience, 
psychology, and measurement theory. Using these cranes we build ever further, 
towards an incrementally increasing understanding of what is surely one of the 
most exciting scientific puzzles of all: The relationship between body and mind. 
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Appendix A 

Covariance matrices for all SEM analyses 
 These matrices are also available on www.rogierkievit.com in digital form. 
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Appendix B 
R code for Package Simpsons 

 

Description  
This package detects instances of Simpson's Paradox in datasets of bivariate 
continuous data. It examines subpopulations in the data, either user-defined or 
by means of cluster analysis, to test whether a regression at the level of the 
group is in the opposite direction at the level of subpopulations.  
�
 
Type    Package 
Title    Detecting Simpson’s Paradox 
Version    0.1.0 
Date    2012-08-17 
Author    Rogier Kievit & Sacha Epskamp 
Depends R   (>= 2.14.0), mclust 
Maintainer   Rogier Kievit <rogierkievit@gmail.com> 
License    GPL-2 
ByteCompile  yes 
Repository   CRAN 
Date/Publication   2012-08-23 14:41:48 
NeedsCompilation  no 
 

References 
Kievit, R.A., Frankenhuis, W., Waldorp, L. J. & Borsboom, D. (2013). 

Simpson's Paradox in Psychological Science: A Practical Guide. 
Frontiers in Psychology, 4, 513. 

Fraley, C. & Raftery, A.E. (1998a). MCLUST: Software for model-based cluster 
and discriminant analysis. Department of Statistics, University of 
Washington: Technical Report No.342.  

Fraley, C. & Raftery, A.E. (1998b). How many clusters? Which clustering 
method? - Answers via model-based cluster analysis. Department of 
Statistics, University of Washington: Technical Report no. 329.  

Simpson, E.H. (1951). The interpretation of interaction in contingency tables. 
Journal of the Royal Statistical Society, Ser. B, 13, 238-241.  

 
 

Usage  
Simpsons(X, Y, clusterid, clustervars, data, nreps) 
  
 

 
Arguments  
X The first continuous variable to be used in the regression 

analysis.  
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Y The second continuous variable to be used in the regression 

analysis.  
  
clusterid  If you have a vector describing group membership, such as 

gender, you can specify it here. This will then be used to test 
for possible instances of Simpson's Paradox. If left empty, a 
cluster analysis will attempt to discover clusters in the data. 
See example 1.  

 
Clustervars  By default, the cluster analysis will be carried out on the X 

and Y variables. If you want to define the clusters on the 
basis of a different set of variables, such as a questionnaire, 
you can specify them using this command. See example 3.  

 
data   Describes the data matrix. Should be a dataframe.  
 
nreps  Specifies the number of permutations run for each cluster in 

the permutation significance test. The default is 5000. Each 
repetition is stored in the matrix 'permutationtest'.  

  

Details  
This package detects instances of Simpson's Paradox in datasets. That is, it tests 
whether some  
bivariate relationship found at the level of the whole dataset is consistent (in 
direction and strength) for possible subpopulations. It examines whether there 
is evidence for more than one cluster in the data in the data using cluster 
analysis, either user-defined or by means of cluster analysis. Then, it plots the 
data, using a different colour for every cluster, plots the regression lines for 
each cluster, and estimates the regression of X on Y for each cluster. Finally, it 
tests whether the regression at the level of the whole dataset is different from 
the regression at the level of the subclusters.  

Because clusters in the data are part of the whole dataset, and 
therefore create a dependency, a permutation test is used to test for significant 
differences. For each cluster, the cluster labels are permuted within the whole 
dataset, the regression is run within the cluster and the whole dataset, and the 
difference between these two betas is stored as 1 repetition of the null 
distribution and stored in the object 'permutationtest'. A regression is 
considered significantly different from the group if the difference in beta 
estimate exceeds the lower or upper 2,5 percent of the permuted null 
distribution. If this is the case, a warning is issued as follows: "Warning: Beta 
regression estimate in cluster X is significantly different compared to the 
group!". If the sign of the regression within a cluster is different (positive or 
negative) than the sign for the group and the beta estimate deviates 
significantly, a warning states "Sign reversal: Simpson's Paradox! Cluster X is 
significantly different and in the opposite direction compared to the group!"  
 
 

Output 
A list of class "Simpson" with the following elements:  
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Nclusters  Number of clusters estimated in the data (or the number of 

different groups in the 'clusterid' column defined by the 
user).  

clustersize   The size of each estimated cluster  
alldata  The original dataset with the clusterid's appended as a new 

column  
Allbeta   A matrix of beta estimates for each cluster  
Allint   A matrix of intercepts for each cluster  
permutationtest  The matrix of all permutations. The columns define the 

clusters, the rows specify the difference in the beta of the 
group and the beta of that cluster for each iteration, thus 
generating the null distribution  

namex   The first variable used in the analysis  
namey   The second variable used in the analysis  
pvalues   The p-values for the significance of the regressions  
mclustanalysis  Object of class Mclust that contains all mclust results  
 

Examples  
#This section contains three examples of the types of analyses you can run  
#using the 'Simpsons' function, illustrating the commands and the types of 
#output.  
 

#Example 1 
 Here, we want to estimate the relationship between 'Coffee' #and 
'Neuroticism', taking into account possible gender differences.  
#As we have measured gender, we supply this information using the 
#'clusterid' command.  
#This means that the function runs the analysis both for #the dataset as a 
whole and within the two subgroups.  
#It then checks whether the subgroups deviate significantly #from the 
regression at the level of the group.  
 
#Simulating 100 males  
coffeem=rnorm(1 ,1 ,15)  
neuroticismm=(coffeem*.8)+rnorm(1 ,15,8)  
clusterid=rep(1,1 )  
males=cbind(coffeem,neuroticismm,clusterid)  
 
#Simulating 100 females  
coffeef=rnorm(1 ,1 ,15)  
neuroticismf=16 +((coffeef*-.8)+rnorm(1 ,15,8))  
clusterid=rep(2,1 )  
females=cbind(coffeef,neuroticismf,clusterid)  
 
data=data.frame(rbind(males,females))  
colnames(data) <- c("Coffee","Neuroticism","gender")  
 
#'normal' data analysis: Plot & regression  
plot(data[,1:2])  
a=lm(data[,1]~data[,2])  
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abline(a)  
  
summary(a) #A normal regression shows no effect  
 
#Running a Simpsons Paradox analysis, using gender as known clustering 
#variable  
example1=Simpsons(Coffee,Neuroticism,clusterid=gender, data=data)  
# Analyse the relationship between coffee and neuroticism for both males # 
and females.  
example1  
 

Example 2 
Here we estimate the relationship between 'Coffee' and 'Neuroticism'.  
#As opposed to example 1, we have not measured any possible clustering 
#identifiers  
#such as gender, so we want to estimate whether there is evidence for 
#clustering based #only on the data we measured: Coffee and Neuroticism.  
 
#generating data  
Coffee1=rnorm(1 ,1 ,15)  
Neuroticism1=(Coffee1*.8)+rnorm(1 ,15,8)  
g1=cbind(Coffee1, Neuroticism1)  
Coffee2=rnorm(1 ,17 ,15)  
Neuroticism2=(3 -(Coffee2*.8)+rnorm(1 ,15,8))  
g2=cbind(Coffee2, Neuroticism2)  
Coffee3=rnorm(1 ,14 ,15)  
Neuroticism3=(2 -(Coffee3*.8)+rnorm(1 ,15,8))  
g3=cbind(Coffee3, Neuroticism3)  
data2=data.frame(rbind(g1,g2,g3))  
colnames(data2) <- c("Coffee","Neuroticism")  
 
#'normal' data analysis: Plot & regression  
plot(data2)  
b=lm(data2[,1]~data2[,2])  
summary(b)  
abline(b)  
 
# Running the analysis tool identifies three clusters, and warns that the 
relationship between alcohol and coffee is in the opposite direction in two of 
the subclusters.  
example2=Simpsons(Coffee,Neuroticism,data=data2)  
example2  
 

Example3  
 
#In this final example, we want again want to analyse the relationship  
# between 'Alcohol' and 'Mood'. However, this time  
#we have reason to believe that responses to a questionnaire  
#will fall into clusters of response types. Therefore, we want to  
# estimate the clusters in the data on the basis of a different set  
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# of variables. In this case, we have simulate three types of responses  
# to a questionnaire of nine questions, with continuous responses  
#ranging between 1 and 7. We then first estimate the clusters on  
#the basis of the questionnaire, and then examine the relationship #between 
'Alcohol' and 'Mood' based on these detected clusters.  
 
#group 1  
  
signal=matrix(rnorm(3 ,7,1),1 ,3)  
noise=matrix(rnorm(6 ,3.5,1),1 ,6)  
g1=cbind(signal,noise)  
 
#group 2  
signal=matrix(rnorm(3 ,1,1),1 ,3)  
noise=matrix(rnorm(6 ,3.5,1),1 ,6)  
g2=cbind(noise, signal)  
 
#group 3  
signal=matrix(rnorm(3 ,7,1),1 ,3)  
noise1=matrix(rnorm(3 ,3.5,1),1 ,3) noise2=matrix(rnorm(3 ,3.5,1),1 ,3)  
g3=cbind(noise1,signal,noise2)  
 
questionnaire=rbind(g1,g2,g3)  
colnames(questionnaire)=c('q1','q2','q3','q4','q5','q6','q7','q8','q9')  
 
Alc1=rnorm(1 ,1 ,8)  
Mood1=(Alc1*.4)+rnorm(1 ,3,4)  
A=cbind(Alc1, Mood1) Alc2=rnorm(1 ,15,8)  
Mood2=(Alc2*-.4)+rnorm(1 ,3,4)  
B=cbind(Alc2,Mood2)  
Alc3=rnorm(1 ,2 ,8)  
Mood3=(Alc3*.8)+rnorm(1 ,3,4)  
C=cbind(Alc3,Mood3)  
data=data.frame(rbind(A,B,C))  
colnames(data) <- c("Alcohol","Mood")  
alldata=cbind(questionnaire,data)  
alldata=as.data.frame(alldata)  
  
 
#Run Simpsons Paradox detection algorithm, clustering on the basis of the 
questionnaire  
example3=Simpsons(Alcohol,Mood,clustervars=c("q1","q2",'q3','q4',  
'q5','q6','q7','q8','q9'),data=alldata)  
example3  
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Source Code for package ‘Simpsons’ 
 
 
function (X, Y, clusterid, clustervars, data, nreps = 5000)  
{ 
  if (missing(X) | missing(Y))  
    stop("'X' and 'Y' must be specified") 
  EstCluster <- missing(clusterid) 
  ClustGiven <- !missing(clustervars) 
  mc <- match.call() 
  namex = as.character(mc[["X"]]) 
  namey = as.character(mc[["Y"]]) 
  mclustanalysis = NULL 
  if (!missing(data)) { 
    if (!is.data.frame(data))  
      stop("'data' not a data frame") 
    if (is.null(data[[namex]]))  
      stop(paste("Variable", namex, "does not exist in dataframe")) 
    if (is.null(data[[namey]]))  
      stop(paste("Variable", namey, "does not exist in dataframe")) 
    alldata <- data.frame(X = data[[namex]], Y = data[[namey]]) 
    if (!EstCluster) { 
      if (is.null(data[[as.character(mc[["clusterid"]])]]))  
        stop(paste("Variable", as.character(mc[["clusterid"]]),  
         "does not exist in dataframe")) 
      alldata$clusterid <- data[[as.character(mc[["clusterid"]])]] 
    } 
  } 
  else { 
    alldata <- data.frame(X = X, Y = Y) 
    if (!EstCluster) { 
      alldata$clusterid <- clusterid 
    } 
  } 
  if (EstCluster) { 
    if (ClustGiven) { 
      if (!missing(data)) { 
        varNames <- clustervars 
        for (var in varNames) { 
         if (is.null(data[[var]]))  
          stop(paste("Variable", var, "does not exist in dataframe")) 
        } 
        ClustData <- data[varNames] 
      } 
      else { 
        ClustData <- as.data.frame(do.call("cbind", clustervars)) 
      } 
      mclustanalysis <- suppressWarnings(Mclust(ClustData)) 
    } 
    else { 
      mclustanalysis <- suppressWarnings(Mclust(alldata[c("X",  
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        "Y")])) 
    } 
    Nclusters <- mclustanalysis$G 
    alldata$clusterid <- as.vector(mclustanalysis$classification) 
  } 
  Allclusters <- list() 
  Nclusters = max(alldata$clusterid) 
  Npercluster <- matrix() 
  Allint <- matrix() 
  Allbeta <- matrix() 
  pvalues <- matrix() 
  for (i in 1:Nclusters) { 
    x = subset(alldata, clusterid == i) 
    assign(paste("C", i, sep = ""), x) 
    Allclusters[[i]] = x 
    Npercluster[i] = nrow(x) 
    reg = lm(x[, 2] ~ x[, 1]) 
    Allint[i] = reg$coefficients[1] 
    Allbeta[i] = reg$coefficients[2] 
    pvals = summary(reg) 
    pvals = pvals$coefficients 
    pvalues[i] = pvals[8] 
  } 
  plot(alldata[, 1], alldata[, 2], col = alldata[, 3] + 1,  
    pch = alldata[, 3], xlab = namex, ylab = namey) 
  Allbeta = as.numeric(Allbeta) 
  Allint = as.numeric(Allint) 
  groupreg = lm(alldata[, 2] ~ alldata[, 1]) 
  groupint = groupreg$coefficients[1] 
  groupbeta = groupreg$coefficients[2] 
  pvalsgr = summary(groupreg) 
  pvalsgr = pvalsgr$coefficients 
  pvaluesgr = pvalsgr[8] 
  for (j in 1:Nclusters) { 
    a = Allint[j] 
    b = Allbeta[j] 
    abline(a, b, lty = j, col = j + 1) 
  } 
  abline(groupint, groupbeta, lwd = 3, col = 1) 
  xpd <- par("xpd") 
  par(xpd = TRUE) 
  legend(mean(par("usr")[c(1, 2)]), par("usr")[4], paste("cluster",  
    1:Nclusters), col = 1:Nclusters + 1, pch = 1:Nclusters,  
    bty = "n", horiz = TRUE, xjust = 0.5, yjust = 0, cex = 1) 
  par(xpd = xpd) 
  totaln = nrow(alldata) 
  permutationtest = matrix(NA, nrow = nreps, ncol = Nclusters) 
  lowerboundary = matrix(NA, ncol = Nclusters) 
  upperboundary = matrix(NA, ncol = Nclusters) 
  if (Nclusters > 1)  
    message(paste(Nclusters, "clusters detected")) 
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  if (Nclusters == 1)  
    message(paste(Nclusters, "cluster detected")) 
  for (i in 1:Nclusters) { 
    clustdata = subset(alldata, clusterid == i) 
    clustern = nrow(clustdata) 
    if (Nclusters > 1) { 
      message(paste("Permuting cluster", i)) 
      pb <- txtProgressBar(max = nreps, style = 3) 
      for (j in 1:nreps) { 
        permid = rep(0:1, c(totaln - clustern, clustern)) 
        permid = sample(permid, size = totaln, replace = F) 
        permalldata = cbind(alldata, permid) 
        permclust = subset(permalldata, permid == 1) 
        lmclusterbeta = lm(permclust[, 2] ~ permclust[,  
         1]) 
        clustbeta = lmclusterbeta$coefficients[2] 
        lmgroupbeta = lm(permalldata[, 2] ~ permalldata[,  
         1]) 
        groupbeta = lmgroupbeta$coefficients[2] 
        nulldif = clustbeta - groupbeta 
        permutationtest[j, i] = nulldif 
        setTxtProgressBar(pb, j) 
      } 
      close(pb) 
      lowerboundary[i] = quantile(permutationtest[, i],  
        0.025) 
      upperboundary[i] = quantile(permutationtest[, i],  
        0.975) 
    } 
  } 
  groupsign = sign(groupbeta) 
  clustersign = sign(Allbeta) 
  for (i in 1:Nclusters) { 
    group = groupbeta 
    clustbeta = Allbeta[i] 
    significance = ((group - clustbeta) < lowerboundary[i] ||  
      (group - clustbeta) > upperboundary[i]) 
    csign = clustersign[i] 
    if (!is.na(significance)) { 
      if (groupsign != csign & significance) { 
        message(paste("Sign reversal: Simpson's Paradox! Cluster ",  
         i, " is significantly different and in the opposite direction compared to the 
group!",  
         sep = " ")) 
      } 
      else if (significance) { 
        message(paste("Warning: Beta regression estimate in Cluster ",  
         i, " is significantly different compared to the group!",  
         sep = "")) 
      } 
      else { 
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        message(paste("No evidence for Simpson's Paradox: Cluster",  
         i, "is not significantly different compared to the group regression",  
         sep = " ")) 
      } 
    } 
    else { 
      message("One cluster detected: No evidence for Simpson's Paradox") 
    } 
  } 
  results = list(Nclusters = Nclusters, clustersize = tapply(alldata$clusterid,  
    alldata$clusterid, length), alldata = alldata, Allbeta = Allbeta,  
    Allint = Allint, permutationtest = permutationtest, namex = namex,  
    namey = namey, pvalues = pvalues, groupbeta = groupbeta,  
    groupint = groupint, groupint = groupint, pvaluesgr = pvaluesgr,  
    totaln = totaln, mclustanalysis = mclustanalysis) 
  class(results) <- "Simpson" 
  return(results) 
} 
<bytecode: 0x000000000fe9e660> 
<environment: namespace:Simpsons> 
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Appendix C 

Glossary for Chapter 6 
Decoding model: A model that takes brain-activity patterns as input and 
“predicts” the experimental condition (e.g. the stimulus). Significant 
decodability indicates that information about the experimental condition is 
present in the region. A decoder can be used to model readout of a population 
code and predict the code’s reflection in downstream regions and behaviour. 
 
Encoding model: A model that takes the stimulus as input and predicts brain 
activity. An encoder can be used to model the brain’s processing of the 
stimulus, which gives rise to a given area’s population-code representation. 
 
Explicit representation: A neuronal representation of a stimulus property that 
allows immediate readout of the property by downstream neurons. If the 
property can be read out by means of a linear combination of the neurons’ 
activities or by a radial basis function, the property is explicitly represented. 
(For example, the category of a visual object is implicitly represented in the 
retina and explicitly represented in inferior temporal cortex.) 
 
Geometric model of similarity: A model of an internal multidimensional 
representational space originally devised to explain human dissimilarity 
judgments and patterns of generalization from examples to novel stimuli. By 
measuring brain-activity patterns, we can attempt to find the neuronal 
implementation of the internal representational space. In the present context, 
this body of ideas is important also because we can apply the concepts of 
similarity and generalization to gain a functional understanding of neuronal 
population codes and their transformation across stages of processing. The 
conceptual function of the geometric model for understanding neuronal 
computation is independent of its original goal, and its successes and 
limitations, as a cognitive theory of similarity judgments and generalization 
behaviour. 
 
Represented information: The mutual information between stimuli and 
response patterns. This comprises any differences between stimuli that can in 
principle be decoded from a neuronal population code. Given limited data, we 
cannot fit arbitrarily complex decoding models in practice. Thus estimates of 
the represented information are negatively biased. The data processing 
inequality states that information can only be lost, never gained, along stages of 
processing. The retina has all the represented information about visual stimuli 
that any brain region has. 
 
Linear readout: A decoding scheme based on a weighted sum of the input 
neurons’ activities. Linear decoders are useful because they are realistic to fit 
given limited brain-activity data and any information they reveal about the 
stimulus can be thought of as explicitly represented (see above). 
 
Multidimensional scaling: A procedure by which we can arrange n items in a 
d dimensional space, such that their distances in the space best reflect their 
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dissimilarities (by different metric or nonmetric criteria). The technique can be 
used, for example, to attempt to recover the internal representational space 
(which is typically assumed to be Euclidean) from dissimilarity judgments. It is 
also useful for producing 2-dimensional arrangements that best visualise the 
distances of the items in a higher dimensional space, such as a neuronal 
population code. (Note that the MDS objective to best represent the original 
distances in d dimensions is distinct from the objective of principal 
components analysis to find the d-dimensional linear subspace that explains 
maximum variance.)  
 
Population code: A scheme for encoding information thought to be important 
to the organism in the activity of a population of neurons. The perhaps simplest 
scheme uses only the firing rates of the neurons. More complex codes also use 
the information contained in the precise temporal patterns of spikes and their 
relationships between neurons. For each neuron, a “tuning curve” describes 
how the firing rate reflects particular stimulus properties. A population code for 
a particular type of information is “good” when it represents the information in 
a format that can be read out by neurons receiving input from the population. 
Moreover, a good code should be efficient in the sense of achieving the 
required precision without wasting neuronal and energy resources. 
 
Representational dissimilarity matrix (RDM): A square matrix indexed 
horizontally and vertically by the stimuli (or experimental conditions) and 
containing a dissimilarity index in each cell, which compares the two brain-
activity patterns associated with the stimuli labelling the row and column. An 
RDM provides a useful characterization of the representational geometry (see 
below) for a limited set of experimental stimuli. If the same activity pattern 
estimates are used for the vertical and horizontal dimensions, the RDM is 
symmetric about a diagonal of zeros. If independent pattern estimates are used 
for the vertical and horizontal dimensions, the RDM contains entries 
comparing independent pattern estimates for identical stimuli (reflecting 
measurement noise) along its diagonal, and two alternative dissimilarity 
estimates for each stimulus pair in symmetric off-diagonal positions. 
 
Pattern component modelling (PCM): An analysis technique that 
decomposes the variance of the brain-activity patterns associated with a set of 
stimuli (or experimental conditions) into components that reflect different 
predefined factors such as the stimulus category, within-category variance, and 
measurement noise. PCM can provide useful summary descriptions of the 
representational geometry. 
 
Pattern-information analysis: An approach to the analysis of brain-activity 
data, in which the activity patterns within functional brain region are analysed 
multivariately, as a population code. For example, a cortical area may be 
recorded from invasively with an array of electrodes or imaged with fMRI. The 
responses measured with electrodes or fMRI are typically also restricted to no 
more than a few hundred channels per brain region and can be viewed as a 
sample of the neuronal population activity. The subsampling means that a lot of 
information is lost in either case. Results should be interpreted as lower bounds 
on the information actually present in a region. fMRI is additionally 
compromised by the fact that voxels reflect neuronal activity only indirectly 
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through hemodynamics. A voxel’s response to increased neuronal activity is 
thought to reflect a combination of sub-threshold activity and neuronal firing, 
averaged locally across space and time. 
 
Representational geometry: The geometry of a set of entities represented as 
points in a space spanned by the dimensions of a neuronal population code. 
Representational geometry focuses on the relationships between the entities, 
rather than on single entities, and on geometric properties including distances in 
the high-dimensional space, rather than on differences in the activity of single 
neurons. Representational geometry provides a useful intermediate level of 
description that helps us abstract from idiosyncrasies of individual brains and 
highlights the representational properties that are key to the computational 
goals of the brain. 
 
Similarity: A subjective notion of the relationship between two objects that 
reflects the degree to which an organism distinguishes them. Similarity is 
inherently relative, because any two non-identical objects will share some 
properties and differ in other properties. Judging similarity from object 
properties necessarily implies some choice and weighting of the properties. In 
the interest of its survival and reproduction, an organism should regard two 
objects as similar, if they require the same behavioural response, for example, if 
one can replace the other (positive objects), or if both pose the same danger 
(negative objects). Which properties are relevant and irrelevant and how they 
should be weighted depends on the individual, its current goals, and the 
context. We can apply the concept of similarity not only at the level of the 
entire organism but also at the level of individual brain representations. This 
enables us to view neuronal computation as the stage-by-stage transformation 
of population-code representational similarity, whose function is to be 
understood in the larger context of the goals of brain information processing. 
 
Single-neuron computational model: A model that predicts the responses of 
a particular neuron to novel stimuli. For example, responses of primary visual 
simple and complex cells can be modelled using localized linear filters of the 
input image and simple nonlinearities. For higher-level brain regions like IT, it 
is currently impossible to fit single-neuron computational models. The problem 
is not only that the model space is insufficiently defined, but that the number of 
parameters to be fitted (for any plausible model space) is too large given the 
amount of stimulus-response data that can be acquired. 
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Nederlandse samenvatting 

Een beroemde wetenschapper (sommigen zeggen dat het Bertrand Russell was) gaf eens een 
lezing over sterrenkunde. Hij beschreef hoe de aarde om de zon draait, en hoe de zon, op haar 
beurt, rond het centrum van onze melkweg draait. Aan het eind van de lezing stond een 
kleine oude dame achterin de zaal op en zei: "Wat je ons hebt verteld is complete onzin. De 
wereld is plat, en balanceert op de rug van een reuzenschildpad". De wetenschapper glimlachte 
een tikkeltje arrogant en antwoordde: "En waar balanceert de schildpad dan op?" De oude 
dame sprak "Je bent een slimme jongeman, maar het is schildpad op schildpad, helemaal tot 
aan de bodem!" (Hawking, 1988, blz. 1)30  
 
U, de lezer, zit ergens in een stoel, en leest dit proefschrift uit nieuwsgierigheid, 
beleefdheid, of welllicht zelfs verveling. U bent een psychologische entiteit: met 
behulp van gestandaardiseerde tests en vragenlijsten kunnen psychologen u 
langs een verscheidenheid aan dimensies en schalen kwantificeren en 
beschrijven. Cognitieve wetenschappers kunnen een schatting maken van het 
aantal cijfers dat u in uw werkgeheugen kunt vasthouden (Unsworth & Engle, 
2007), de snelheid waarmee u mentaal driedimensionale objecten kunt roteren 
(Borst, Kievit, Thompson, & Kosslyn 2011), in hoeverre uw respons 
verlangzaamt na het maken van een fout (Dutilh et al., 2012) en een schatting 
maken van uw algemene intelligentie, waarmee uw levensverwachting, verwacht 
inkomen en werkprestaties over tientallen jaren te voorspellen is (bij. 
Gottfredson & Deary, 2004). Door veranderingen in uw gemoedstoestand door 
de tijd te bestuderen is het mogelijk om uw emotionele welzijn te beschrijven 
en kwantificeren als een dynamisch netwerk van interacterende symptomen, en 
met behulp daarvan te voorspellen welke constellatie psychische klachten de 
kans verhogen, of verlagen, dat u in een depressie raakt (Bringmann et al., 
2013). Kortom, u bent een psychologische entiteit, die op diverse manieren kan 
worden beschreven, gemeten en gekwantificeerd, en met zowel andere 
individuen als uzelf door de tijd heen vergeleken kan worden. Samen vormen 
deze beschrijvingen en voorspellingen een onvolmaakte, doch voorspellende en 
informatieve, beschrijving van u als persoon. 

Tegelijkertijd bent u een biologisch wezen. U heeft ongeveer 1100 
gram hersenweefsel (Allen, Damasio, & Grabowski, 2002), dat bestaat uit 86 
miljard neuronen (Azevedo et al., 2009), verbonden door maar liefst 3 kilometer 
van axonen per kubieke millimeter (Braitenberg & Schüz, 1998) die zo energiek 
elektrische impulsen en neurotransmitters uitwisselen dat uw brein, hoewel het 
slechts 2 % van uw lichaamsgewicht opmaakt, maar liefst 25 % van alle energie 
in uw lichaam verbruikt (Mink, Blumenschine, & Adams, 1981). Met behulp 
van scanners kunnen we meten hoeveel grijze stof zich in diverse plekken in uw 
hersenen bevindt, in kaart brengen hoe witte stofbanen verschillende 
hersengebieden met elkaar verbinden, bestuderen hoe hersengebieden hun 
activiteit onderling synchroniseren, en gelokaliseerde veranderingen in 
neurotransmitterniveaus meten. Kortom, u bent ook een biologische wezen, 
gemaakt van miljarden continu interacterende cellen. 

Een van de grootste wetenschappelijke uitdagingen van onze tijd is dat 
beide beschrijvingen in zekere zin waar zijn, maar op hetzelfde moment in vele 
                                                           
30 In deze Nederlandse samenvatting vertaal ik de engelse citaten. Voor de originele 
citaten, zie de voorgaande hoofdstukken. 
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opzichten onverenigbaar verschillend lijken te zijn. Dit roept belangrijke vragen 
op: ‘bestaan’ psychologische processen, toestanden en eigenschappen op 
eenzelfde manier op lagere (biologische) verklaringsniveaus, en zouden we deze 
eigenschappen dus met behulp van hersenscanners kunnen meten? Of zijn de 
biologische en de psychologische verklaringsniveaus fundamenteel verschillend, 
en behoeven ze ieder een eigen set ontologische en epistemologische 
gereedschappen? De vraag hoe deze verschillende verklaringsniveaus 
samenhangen staat bekend als het reductieprobleem, en is de kernvraag van dit 
proefschrift. 
 

Het reductieprobleem 
 
Het reductieprobleem behelst de vraag hoe verschillende verklaringsniveaus in 
de wetenschap aan elkaar gerelateerd zijn. Een invloedrijke kijk op deze 
uitdaging werd geschetst door Oppenheim en Putnam (1958), gebaseerd op 
hun hypothese van 'de eenheid van de wetenschap'. Vanuit dit perspectief, te 
zien in Figuur 9.1, bestaat de wetenschap uit een hiërarchie van 
verklaringsniveaus die variëren van 'grote' of 'hoge' (bijv. sociale groepen) tot 
'kleine' of 'lage' (bijv. atomen of subatomaire deeltjes) verklaringslagen. 
Constructen of eenheden op een hoger niveau bestaan uit (‘zijn gemaakt van’) 
elementen op het lagere verklaringsniveau. Uiteindelijk bestaat de wetenschap 
dus slechts uit basale, fysieke bouwstenen die op complexe manieren 
samenkomen en zo de hiërarchie van wetenschappen vormen. Dit biedt een 
vereenvoudigde kijk op de (natuur)wetenschappen, zodanig dat de wetenschap 
een geheel vormt dat je kunt beschrijven van het hoogste niveau van abstractie 
tot helemaal ‘tot aan beneden’, naar het niveau van de fundamentele fysische 
bouwstenen van het universum. De sociologie onderzoekt hoe mensen in 
groepen met elkaar interacteren, psychologen bestuderen het mentale 
functioneren van mensen, neurowetenschappers bestuderen de hersenen, de 
hersenen bestaan uit complexe biochemische bouwstenen, etcetera, tot aan de 
fundamentele bouwstenen van (sub)atomaire fysica. De vraag blijft echter hoe 
deze verklaringslagen aan elkaar kunnen, of moeten, worden gerelateerd. 
 

 
 Figuur 9.1. De eenheid van de wetenschap volgens Oppenheim en Putnam (1958). 
Nagel stelde brugwetten voor, die regelmatigheden en wetten in de verschijnselen 
zouden vertalen naar lagere niveaus. Dit proefschrift richt zich op de relatie tussen 
psychologie en biologie, in rood gemarkeerd. 
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Oppenheim en Putnam poneerden twee manieren om na te denken over de 
eenheid van de wetenschap. De eerste is een geïdealiseerd, meta-theoretisch 
perspectief op de voorspelde uiteindelijke stand van zaken in een (hypothetisch) 
afgeronde wetenschap. De suggestie is dat uiteindelijk alle wetenschappelijke 
kennis binnen hetzelfde kader verenigd kan worden, zodanig dat elk 
beschrijfbaar patroon in de natuur vertaald kan worden naar wetten op lagere 
niveaus. Het tweede perspectief op de eenheid van de wetenschap is een 
beschrijvende, namelijk dat de eenheid van de wetenschap 'bestaat als een trend 
binnen wetenschappelijk onderzoek, ongeacht of unitaire wetenschap ooit 
bereikt wordt' (Oppenheim & Putnam, blz. 3). Dat wil zeggen, ongeacht of de 
uiteindelijke ‘vereniging’ van alle wetenschappen zal slagen, de trend binnen de 
wetenschap is om onderzoek te doen alsof die vereniging in principe mogelijk is. 
Oppenheim en Putnam formuleerden een definitie van de formele vereisten 
waaraan voldaan moet worden om te kunnen spreken van een reductie tussen 
twee verklaringsniveaus. Ze stellen (1958, blz. 5) dat theorieën op hogere 
verklaringsniveaus (‘T2’, bijvoorbeeld een psychologische bevinding) als 
succesvol tot een lager verklaringsniveau T1 gereduceerd kan worden 
beschouwd (bijvoorbeeld een neurowetenschappelijke bevinding) dan en slechts 
dan als: 

1) De woordenschat van T2 termen bevat die niet in het vocabulaire 
van T1 voorkomen 
2) Observaties die te verklaren zijn door middel van T2 zijn ook door 
T1 verklaarbaar zijn 
3) T1 minstens zo goed gesystematiseerd is als T2 

De uiteindelijke specificatie van deze voorwaarden door Oppenheim en 
Putnam liet veel te wensen over. De precieze betekenis van wat als een 
‘verklaring’ gold werd bijvoorbeeld nergens helder gespecificeerd. Echter, hun 
voorstel vormde een inspiratiebron voor meer ontwikkelde reductionistische 
modellen, zoals uiteengezet door bijvoorbeeld Ernest Nagel (1961). Hij stelde 
een formalisering voor van de eisen waaraan moet worden voldaan om te 
kunnen zeggen dat een theorie op een bepaald niveau tot een lager niveau in de 
hiërarchie gereduceerd is. Nagel stelde voor dat er binnen elk verklaringsniveau 
regelmatigheden of wetten te vinden die de interactie tussen entiteiten op dat 
verklaringsniveau beschrijven, zoals bijvoorbeeld interacterende hersengebieden. 
Echter, als het zo is dat de entiteiten op een bepaald niveau (bijv. 
hersengebieden) bestaan uit onderdelen van een lager niveau (bijv. 
biochemische moleculen), dan moet het mogelijk zijn om wetenschappelijke 
uitspraken op het hogere niveau (interactie van hersengebieden) door middel 
van wetmatigheden te vertalen naar regelmatigheden op een lager niveau 
(eigenschappen van biochemische moleculen). Nagel noemde zulke wetten 
brugwetten (bridge laws), omdat ze een brug slaan tussen verklaringsniveaus. 
Uiteindelijk zou een volledige specificatie van deze brugwetten ons toestaan om 
alle ontologische claims, behalve het meest basale fysieke niveau, de deur uit te 
doen: De brugwetten zouden ons in staat stellen om bevindingen in welke 
wetenschappelijke laag dan ook 'omhoog' of 'omlaag' te vertalen. Hoewel er 
weinig of geen brugwetten zijn ontwikkeld is dit reductionistische uitgangspunt 
in het wetenschappelijk discours alomtegenwoordig. Zo is het niet ongewoon 
om de volgende redenering in papers aan te treffen: 'psychologische processen 
gebeuren in de hersenen, dus moeten we in staat zijn psychologische theorieën 
te vertalen naar neurale theorieën’. Echter, ondanks de aanvankelijke 
populariteit werd ook deze formele benaderingen al snel bekritiseerd. 
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De meest invloedrijke kritiek kwam in een serie papers door onder 
andere Putnam (bijv. 1967) en later Fodor (1974). Het argument dat zij 
ontwikkelden tegen reductionisme staat bekend als meervoudige realiseerbaarheid. 
Deze positie stelt dat een bepaalde mentale toestand zoals bijvoorbeeld ‘pijn 
ervaren' door diverse fysieke toestanden gerealiseerd kan worden. Eén zo’n 
fysieke toestand die zou corresponderen met 'pijn ervaren' is bijvoorbeeld het 
vuren van een specifieke set neuronen, te weten ‘C-fibers’ (zie Hardcastle, 1997; 
Place, 1956; Smart, 1959; Rysewyk, 2013). Echter, zo beargumenteren Putnam 
en Fodor, er is a priori geen reden waarom alleen C-fibers dat doel zouden 
kunnen dienen: Andere typen zenuwcellen (bijvoorbeeld in andere dieren, zoals 
reptielen) of zelfs niet-biologische substraten (bijvoorbeeld silicium) kunnen 
eveneens deze functie hebben. Recente succesvolle hersenstamtransplantaten 
(gemaakt van silicium in plaats van zenuwweefsel, zie Hagan & Wilson, 2013) 
hebben er bijvoorbeeld voor gezorgd dat doof geboren kinderen kunnen horen. 
Een strikte reductionist in de Nageliaanse traditie zou in zo’n geval ofwel 
moeten concluderen dat wat deze patiënten doen niet 'echt ' horen is (omdat de 
brugwet geen melding maakte van silicium), of dat de brugwetten op de een of 
andere manier moeten voorzien in het feit dat vooralsnog onbekende fysieke 
realisaties eenzelfde toestand zouden kunnen doen realiseren (omdat 
gehoorimplantaten in de toekomst wellicht van weer andere materialen worden 
gemaakt). Dit werd gezien als een verwoestende kritiek op het idee van de 
brugwet als formalisatie van reductie: als een mentale toestand door een groot 
aantal, mogelijk oneindig, stel fysieke realisaties kan worden gerealiseerd, dan is 
het onduidelijk hoe brugwetten deze meervoudige realisatie van psychologische 
fenomenen op fysieke realisaties zouden kunnen vangen. 

Fodor beargumenteerde dat om deze en andere redenen fysicalisme 
(de opvatting dat het heelal uiteindelijk is gemaakt van materie, zie Stoljar, 2009) 
niet noodzakelijkerwijs hetzelfde is als reductionisme (de overtuiging dat hogere 
fenomenen formeel gereduceerd kunnen worden tot lagere fenomenen). In 
plaats daarvan betoogde hij dat de wetenschap inherent verdeeld is, en niet 
noodzakelijk een eenheid hoeft te vormen (1974, blz. 97). Volgens Fodor wordt 
de ontologische en epistemologische autonomie van de ‘speciale 
wetenschappen’ (disciplines zoals psychologie, sociologie en economie) niet in 
gevaar door fysicalisme als basisaanname te veronderstellen. Deze visie staat 
bekend als niet-reductief fysicalisme (of materialisme), en werd al snel populair 
onder filosofen (zie Block, 1997). Fodor betoogde verder dat of het mogelijk is 
wetenschappelijke disciplines te reduceren uiteindelijk een empirische vraag is, 
en dat er weinig empirische voorbeelden van succesvolle reductie zijn (maar zie 
Bickle, 1998, voor een andere kijk). Deze focus op de empirische kant van het 
reductieprobleem werd later benadrukt door Daniel Dennett (1995), die 
onderscheid maakt tussen reductionisme in het algemeen, namelijk de 
verdedigbare wetenschappelijke insteek om grotere eenheden te onderzoeken 
als bestaande uit kleinere onderdelen, en ‘hebzuchtig reductionisme’ (greedy 
reductionism). ‘Hebzuchtig reductionisme’ treedt op wanneer men poogt 
fenomenen te reduceren tot lagere verklaringsniveaus zonder de benodigde 
tussenstappen te definiëren. Dennett gebruikt de metafoor van een 
(conceptuele) hijskraan die we kunnen gebruiken om wetenschappelijke 
bevindingen op een bepaald verklaringsniveau stukje bij beetje te vertalen naar 
een niveau ‘lager’. Als men bijvoorbeeld betoogt, omdat de hersenen nu 
eenmaal fysieke objecten zijn, dat psychologische toestanden ‘eigenlijk’ 
natuurkundige of scheikundige fenomenen zijn,  zonder eerst de benodigde 
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tussenstappen vast te stellen (hijskranen die het ‘vertaalwerk’ tussen de niveaus 
kunnen doen), dan maakt men zich schuldig aan hebzuchtig reductionisme. Om 
dezelfde reden is het wetenschappelijk van weinig nut om te verkondigen dat de 
psychologie tot neurologie gereduceerd ‘moet worden’: De wetenschappelijke 
taak is het ontwikkelen van de theoretische en empirische hijskranen die deze 
reductie daadwerkelijk tot stand kan brengen. 

Het is duidelijk dat zelfs binnen de aanname van het fysicalisme er 
veel onenigheid is over hoe wetenschappelijke wetmatigheden binnen 
verklaringsniveaus zich zouden kunnen laten vertalen naar andere 
verklaringsniveaus. Nergens is deze uitdaging zo groot als het reduceren van de 
geest naar het lichaam, of de psychologie naar het brein. 

Het lichaam-geest probleem 
De relatie tussen lichaam en geest zorgt al eeuwen voor hoofdbrekens onder 
zowel wetenschappers en filosofen. Sinds de psychologie aan het eind van de 
19e eeuw als onafhankelijke wetenschappelijke discipline begon te opereren 
heeft ze zich beziggehouden met het vaststellen van de realiteit en de 
wetenschappelijke relevantie van de fenomenen die ze bestudeert: 
psychologische constructen en eigenschappen. De ontologische status van deze 
psychologische constructen is het onderwerp van veel discussie in de 
psychologische literatuur, zoals bijvoorbeeld de discussies over de status van 
‘algemene intelligentie (Spearman, 1927). Dergelijke discussies kregen een 
nieuwe impuls in de tweede helft van de 20e eeuw, toen technologische 
vooruitgang het mogelijk maakte om psychologische eigenschappen en 
processen tegelijkertijd met biologische processen (bijvoorbeeld hersengolven) 
te bestuderen. De bestudering van mensen op biologische verklaringsniveaus, 
zoals de structuur en de activiteit van de hersenen, de invloed van hersenletsel 
op cognitie en de rol en functie van genen had vrijwel direct een grote invloed 
op de wetenschappelijke psychologie. Echter, ondanks de technische 
ontwikkelingen (non-invasief meten van hersenactiviteit), nieuwe paradigma's 
(het tijdelijk kunnen verstoren van hersenfunctie met magnetische pulsen) en 
een grote hoeveelheid onderzoek (165.000 hits in scholar.google.com door te 
zoeken naar "cognitive neuroscience"), is de precieze relatie tussen biologie en 
psychologie met betrekking tot de aard van psychologische constructen nog 
steeds onduidelijk. 

Een van de meest beroemde, of beruchte, pogingen om de relatie 
tussen de geest en het lichaam te beschrijven is het dualisme van Descartes 
(1641). Hij concludeerde dat, omdat mentale toestanden andere eigenschappen 
dan fysieke toestanden hebben (alle fysieke objecten hebben ‘extensie’  - ze 
nemen driedimensionele ruimte in, terwijl dat niet voor ‘gedachtes’ geldt), ze 
wel andere soorten entiteiten moesten zijn. Hij betoogde dat het mentale uit 
een andere, niet-fysieke substantie bestaat die via de pijnappelklier met de 
fysieke hersenen interacteert. Aan het andere filosofische uiterste wordt 
betoogd dat de 'folk psychology', de alledaagse manier waarop we spreken over 
‘overtuigingen’, ‘herinneringen’ of ‘verlangens’, fundamenteel onjuist is, en 
uiteindelijk door de neurowetenschappen vervangen zal worden. Dit standpunt 
staat bekend als eliminatief materialisme (Churchland, 1981), aangezien het doel 
is het hogere beschrijvingsniveau volledig weg te verklaren. 

Tussen deze twee filosofische uitersten zijn een verscheidenheid van 
meer genuanceerde benaderingen ten opzichte van het lichaam-geest problem 
ontwikkeld. Jaegwon Kim (1984, 1986) stelt dat mentale eigenschappen 
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afhankelijk zijn van fysieke eigenschappen. Dit idee, ook wel superveniëntie 
genoemd, houdt in dat concepten op hogere verklaringsniveaus worden bepaald 
door de ‘bouwstenen’ op een lagere verklaringsniveaus. Dit houdt in dat er 
slechts een verschil in het hogere construct (bijvoorbeeld ‘jouw IQ is hoger dan 
dat van mij') kan zijn wanneer er ook een verschil in de hersenen bestaat ('jouw 
herseneigenschappen verschillen van mijn hersenen'). In hoofdstuk twee wordt 
in meer detail op dit idee ingegaan. Een andere theorie heet ‘emergentie’, en 
stelt dat complexe, hogere eigenschappen ontstaan wanneer constellaties van 
lagere entiteiten samenkomen. Vanuit dit perspectief bestaat een complexe 
eigenschap zoals 'intelligentie' simpelweg niet op het niveau van individuele 
neuronen: het is slechts wanneer vele miljarden neuronen samenkomen en 
interacteren dat intelligentie (of intelligent gedrag) kan ontstaan. In dit opzicht 
is de relevantie van deze theorieën van de cognitieve neurowetenschappen 
duidelijk: Kunnen we psychologische processen begrijpen door het zorgvuldig 
bestuderen van de bouwstenen van de hersenen (bijvoorbeeld neuronen, 
gliacellen en neurotransmitters), of bestaan de eigenschappen die ons 
interesseren (bewustzijn, intentie, pijn ervaren) alleen wanneer deze bouwstenen 
op de juiste manier samenkomen? Een laatste theorie over de relatie tussen 
lichaam en geest die voor ons relevant is is identiteitstheorie. Deze theorie 
suggereert dat een psychologische toestand identiek is aan de neurologische 
realisatie. Er zijn diverse interpretaties van identiteitstheorie. Een strenge vorm 
van identiteitstheorie, namelijk type-type identiteitstheorie, stelt dat een bepaald 
type neurale activiteit (bijvoorbeeld ‘C-neuronen vuren') identiek is aan een 
bepaald type psychologische toestand ('pijn ervaren'). Minder strenge versies 
van identiteitstheorie stellen dat een bepaalde psychologische toestand op een 
bepaald moment identiek is aan één of andere neurale toestand op datzelfde 
moment (token-token identiteitstheorie). Deze interpretatie laat echter toe dat 
er geen regelmaat in de neurale realisatie hoeft te zitten: eenzelfde 
psychologische toestand (bijv. ‘pijn ervaren’) kan op verschillende momenten 
identiek zijn aan verschillende patronen van neurale activiteit. Een meer 
pragmatische conceptualisering van identiteitstheorie, Heuristische Identiteit 
Theorie (McCauley & Bechtel, 2001), stelt dat de aanname van een 
identiteitstheoretische relatie tussen hersenen en geest de meest productieve 
manier is om empirische vooruitgang te boeken. In hoofdstukken twee, drie, 
vier en zes gaan we in meer detail in op de verschillende vormen van 
identiteitstheorie. 

De gevaren van hebzuchtige (neuro)reductionisme 
Hoewel bestudering van de precieze relatie tussen lichaam en geest 

een puur academische exercitie kan lijken, blijkt in de praktijk dat een verkeerd 
begrip van deze relatie directe gevolgen voor de samenleving kan hebben 
(Miller, 2010). Een wijdverbreide veronderstelling is dat het neurale 
verklaringsniveau, in zekere zin, meer tastbaar en dus ‘echter’ is. Deze manier 
van denken wordt ook wel 'neurorealisme' genoemd. Racine, Bar-Ilan en Illes 
(2005) onderzochten dit fenomeen door de bestudering van fMRI-gerelateerd 
nieuws, en de vaak kritiekloze rapportage van neurowetenschappelijke 
bevindingen. Ze beschrijven de valkuilen van neurorealisme, die volgens de 
auteurs in de ogen van de maatschappij een fenomeen kritiekloos ‘echt’, 
‘objectief’ of ‘effectief’ kan doen lijken (blz. 160). Ze illustreren deze tendens 
door te wijzen op voorbeelden uit de populaire pers als "Vet eten brengt echt 
plezier" en "Een nieuwe vorm van neuroimaging bewijst dat acupunctuur pijn 
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verlicht" (blz. 160). Een rapport van de NIMH (National Institute of Mental 
Health) geeft de volgende beschrijving van schizofrenie: 'Mentale ziekten zijn 
echte, diagnosticeerbare, behandelbare hersenaandoeningen'' (NIMH:, Hyman, 
1998, blz. 38, aangehaald in Miller, 2010). Verder evidentie voor neurorealisme 
werd gevonden in een enquête: Een meerderheid van ondervraagde mensen, 
gaven aan een zware depressie te zien als “een chemische onbalans” (80 %) en 
een “neurobiologisch probleem” (67 %; Pescosolido et al., 2010). Dit 
perspectief is uiteraard niet per definitie verkeerd, maar het is van groot belang 
dat overtuigingen die we hebben ten aanzien van de relatie tussen de hersenen 
en psychologie juist zijn, en gebaseerd zijn op solide theorieën en data. Zoals 
Pescosolido en collega’s beargumenteren (citerend uit werk van Hinshaw, 
2006): “Publieke opinie doet er toe: Ze vormen de brandstof voor de mythe dat 
een psychische aandoening per definitie levenslang, hopeloos, en 
afkeurenswaardig is” (blz. 1324). 

Hoewel dit soort argumentaties het meest voorkomen in populair 
wetenschappelijke stukken, blijkt een zeer vergelijkbare heuristiek ook in 
wetenschappelijk schrijven veel voor te komen. Neem bijvoorbeeld de volgende 
beschrijvingen (cursief toegevoegd) over de rol van de biologische psychologie 
met betrekking tot psychologische constructen, zoals bijvoorbeeld 
persoonlijkheid: "temperamenten worden vaak beschouwd als biologisch gebaseerde 
psychologische tendensen met intrinsieke paden van ontwikkeling.", (McCrae et 
al., 2000, blz. 173), algemene intelligentie, “Dit bewijs van biologische correlaten 
van g ondersteunt de theorie dat g geen methodologisch artefact maar een feit van 
de natuur” (Jensen, 1986, blz.  301) en “Ultiem begrip van g moet voortkomen 
uit de meest diepgaande en gedetailleerde bestudering van het menselijk brein in zijn puur 
fysische en chemische aspecten” (Spearman, 1927, blz. 403), en psychopathologische 
aandoeningen zoals schizofrenie, “Een doel van psychofysiologische onderzoek 
is zowel de diagnose als de symptomen verankeren in biologische werkelijkheid” 
(Ford, 1999, blz. 667). Onjuiste of overenthousiaste interpretatie van 
bevindingen uit de biologische psychologie kan grote gevolgen hebben. In India 
werd in 2008 bijvoorbeeld een man tot gevangenisstraf veroordeeld op basis 
van een EEG leugendetector (Deceiving the Law, 2008), ondanks diverse 
methodologische bezwaren ten opzichte van leugendetectie door middel van 
neuroimaging, zie bijv. Ganis et al., 2011). In Italië werd de straf van een voor 
moord veroordeelde man met 18 maanden verminderd omdat de verdediging 
beargumenteerde dat hij het ‘agressie-gen' had (Feresin, 2009). 

Het is duidelijk dat een coherente en verdedigbare visie ten aanzien 
van de relatie tussen lichaam en geest geen louter academische exercitie is. Het 
geven van ‘ontologische voorrang’ aan het biologisch verklaringsniveau als 
zijnde ‘meer echt’, zonder een coherent kader van reductie, is een duidelijk 
geval van hebzuchtige reductionisme, en kan aanzienlijke nadelige gevolgen 
hebben, niet alleen binnen de wetenschap, maar ook in de maatschappij. Om 
deze reden is een degelijk conceptueel kader voor de integratie van biologische 
en psychologische wetenschappen van essentieel belang. Een dergelijke aanpak 
zou beide verklaringsniveaus moeten integreren, en kunnen navigeren tussen de 
grotendeels mislukte uitersten van ongerechtvaardigd 'neurorealisme' enerzijds 
en de ontkenning van het belang van biologische processen voor de 
psychologie anderzijds. In de volgende paragraaf schets ik een dergelijk kader. 
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Een psychometrische benadering van het 
reductieprobleem 

Zoals blijkt uit het bovenstaande is het adequaat conceptualiseren van de 
precieze relatie tussen verklaringsniveaus in de wetenschap een verre van 
uitgemaakte zaak. Deze vraag is nergens dringender dan wanneer we de 
hersenen aan gedachten proberen te verbinden: hier dienen we de schijnbaar 
onverenigbare domeinen van ons subjectieve perspectief op de wereld enerzijds 
en miljarden vurende neuronen en neurotransmitters anderzijds te verenigen. 
De felheid van het debat heeft geleid tot de onverteerbare uitersten van het 
volledig ontkennen van het bestaan van psychologische toestanden (bijv. 
Churchland, 1981) enerzijds en de suggestie dat neurowetenschappen voor de 
psychologie irrelevant zouden zijn anderzijds (bijv. Fodor, 1999). Geen van 
deze uitersten sluit aan bij de empirische werkelijkheid. In dit proefschrift zal ik 
proberen dit vraagstuk op een nieuwe manier aan te pakken. Op basis van de 
filosofie van de geest, theorieën over het reductieprobleem en meettheorie zal 
ik betogen dat het reductieprobleem in feite, in elk geval ten dele, een 
meetprobleem is. Dat wil zeggen dat we, als we de relatie tussen de hersenen en de 
geest beter willen begrijpen, we zorgvuldig moeten weten wat we op ieder 
verklaringsniveau meten, en hoe we die metingen op het neurale niveau kunnen 
relateren aan psychologische metingen. Om die reden is het ontwikkelen en 
toepassen van theoretisch geïnspireerde statistische modellen essentieel. 

Hier zullen we vooral focussen op latente variabele modellen. Latente 
variabele modellen zijn modellen die waarneembare variabelen (bijvoorbeeld 
reactietijdmetingen, de amplitude van een hersengolf, of het aantal 
goedgemaakte items in een test) relateren aan gehypothetiseerde onderliggende 
constructen die ofwel de oorzaak (Borsboom, Mellenbergh & Van Heerden 
2003) of het gevolg (Edwards & Bagozzi, 1991) van de geobserveerde metingen 
zijn. Voor ons doel betekent dit dat we het psychologische construct van belang 
(bijvoorbeeld ‘intelligentie’ of ‘werkgeheugencapaciteit’) conceptualiseren als 
een latente variabele, en pogen om het beste model te formuleren dat deze 
latente variabele relateert aan de waarneembare metingen van zowel neurale als 
psychologische aard. Daarmee bereiken we een aantal doelen. Ten eerste, de 
twee domeinen van neurale en gedragsmatige metingen worden, a priori, op 
gelijke voet gezet, waarmee we onnodige aannames over welk niveau 
‘belangrijker’ is vermijden. Ten tweede, door de grafische voorstelling van 
hypotheses maken we impliciete causale veronderstellingen expliciet, en 
vergemakkelijken daarmee het wetenschappelijke debat over deze kwestie. Ten 
derde, de relatieve voorspellende waarde van neurale versus psychologische 
meetinstrumenten worden een puur empirische, in plaats van ideologische, 
kwestie: In zulke meetmodellen kunnen we de statistische eigenschappen (in 
termen van voorspellingen, meetfout en meer) direct vergelijken. Als laatste en 
wellicht meest belangrijk: Door het opstellen van specifieke modellen kunnen 
theoretische representaties direct kwantitatief vergeleken worden met andere 
kandidaten, of zelfs volledig verworpen worden. 

 
Overzicht 

In dit proefschrift benader ik het reductieprobleem als een meetprobleem, met 
de nadruk op het gebruik van statistische modellen om de relatie tussen 
metingen van de hersenen en metingen van gedrag te verenigen. In hoofdstuk 
twee bestudeer ik de aard van het reductieprobleem in de cognitieve 
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neurowetenschappen. Ik betoog dat het reductieprobleem in feite een 
meetprobleem is, en dat om die reden de statistische relatie tussen de metingen 
van de neurale en psychologische domeinen ons kan informeren over de 
plausibiliteit van theorieën over het lichaam-geest probleem. Vanuit dit 
perspectief is het aloude lichaam-geest probleem, voor een niet onaanzienlijk 
deel, een kwestie die empirisch te vatten is. In dit hoofdstuk nemen we twee 
invloedrijke theorieën uit de filosofie van de geest, identiteitstheorie en 
superveniëntie, en vertalen deze naar psychometrische (structural equation) 
modellen. Deze twee modellen, een één-dimensionele reflectief meetmodel en 
een formatief, MIMIC-model, vertalen de theoretische aannames in deze twee 
theorieën (identiteitstheorie en superveniëntie) naar statistische voorspellingen. 
Wanneer deze modellen geformuleerd zijn, kunnen ze empirisch worden 
getoetst en de relatieve evidentie voor elk model voor een bepaalde dataset 
vergeleken worden. We vergelijken deze modellen voor twee datasets, één die 
de relatie tussen intelligentie en hersenomvang bestudeert en de ander die 
individuele verschillen in persoonlijkheid relateert aan grijze stof in 
verschillende plekken in het brein. Voor beide datasets blijkt het formatieve 
(MIMIC) model dat de theorie van superveniëntie vertegenwoordigt statistisch 
beter te passen. We bespreken de implicaties van deze bevinding en laten zien 
dat deze resultaten aansluiten bij de recente onderzoek naar de cognitieve 
neurowetenschap van emoties. 

In hoofdstuk 3 ga ik in op een aantal commentaren van 
wetenschappers uit diverse disciplines met betrekking tot het kader dat in 
hoofdstuk twee uiteengezet wordt. Deze commentaren richten zich, onder 
andere, op de mechanistische interpretatie van modellen, de interpretatie van 
causaliteit wanneer hersenen aan gedrag worden gelinkt, de verschillen tussen 
psychologie in het lab en in een natuurlijke setting en het onderscheid tussen 
data enerzijds en de onderliggende fenomenen anderzijds. Om deze suggesties 
het hoofd te bieden breid ik het kader uit hoofdstuk 2 langs diverse lijnen 
verder uit. Ten eerste betoog ik dat goed ontwikkelde meetmodellen de beste 
manier zijn om het uiteindelijke doel van de cognitieve neurowetenschappen te 
bereiken: een beter inzicht in de neurale mechanismen die ten grondslag liggen 
aan psychologische processen. Ten tweede betoog ik dat de rechtvaardiging van 
de focus op de hersenen als het beste, of ‘ware’ verklaringsniveau niet 
uitsluitend gebaseerd kan zijn op het feit dat de hersenen een fysiek object zijn, 
maar moet voortkomen uit andere criteria zoals de verklarende kracht, het 
voorspellend vermogen of inzicht in de onderliggende mechanismes. Ten derde 
laat ik zien hoe geobserveerd gedrag kan worden geïntegreerd in een 
hiërarchische versie van een MIMIC-model, om daarmee gedrag, 
psychologische processen en hersenstructuur in één model te kunnen vatten. 
Tot slot ga ik in op de psychometrische voorspellingen die voortvloeien uit 
diverse andere relevante theorieën uit de filosofie van de geest, zoals 
emergentie. 

In hoofdstuk 4 breid ik de basisprincipes van hoofdstuk twee verder 
uit, en richt ik me specifiek op de relatie tussen intelligentie en de hersenen. Er 
zijn verschillende redenen voor de prominente rol van intelligentie in dit 
proefschrift (het komt empirisch aan bod in de hoofdstukken twee, drie, vier en 
zeven, en wordt als empirisch voorbeeld besproken in hoofdstuk vijf). 
Intelligentie is sinds het begin van de vorige eeuw van grote interesse in de 
wetenschappelijke psychologie. Dit heeft geleid tot vele empirische 
bevindingen, zoals het feit dat de prestaties op diverse algemene vaardigheden 



220 Turtles all the way down?
 
over het algemeen positief correleren. Dat wil zeggen dat mensen die goed 
scoren op taak A, gemiddeld gesproken ook goed zullen scoren op taak B, C 
etcetera. Deze bevinding wordt ook wel de ‘positive manifold’ genoemd 
(Carroll, 1993). Ander werk heeft laten zien dat IQ-testscores gedurende de 20e 
eeuw gestaag zijn toegenomen (het Flynn-effect, Flynn, 1987); dat intelligentie 
gerelateerd is aan diverse aspecten van de sociaal-economische status  zoals 
inkomen, onderwijs en gezondheidszorg (Gottfredson & Deary, 2004), en dat 
intelligentie gerelateerd is aan diverse meer fundamentele cognitieve 
vaardigheden zoals reactietijd en perceptuele snelheid (Jensen, 2006). Maar 
ondanks de voorspellende waarde van intelligentie zijn er nog steeds vele felle 
debatten over wat intelligentie nu eigenlijk is, hoe we het optimaal zouden 
moeten meten en meer. Deze discussies hebben betrekking op de 
veranderingen in IQ scores over generaties heen (Flynn, 1987), de interpretatie 
van latente variabelen (Kan, Kievit, Dolan, & Van der Maas, 2011), de rol van 
dynamische modellen (Van der Maas et al., 2006), de verschillen in 
factorstructuur tussen mensen die hoog en laag scoren op intelligentietests 
(Molenaar, Dolan, Wicherts, & Van der Maas, 2010) en vele andere kwesties. 
Naast de statistische en conceptuele discussies over de aard van intelligentie, 
bestuderen cognitieve neurowetenschappers mogelijke "biologische correlaten" 
van intelligentie, de biologische eigenschappen die mogelijk de onderliggende 
oorzaak, of essentie, van verschillen in intelligentie zouden kunnen vormen. 
Voorgestelde biologische correlaten zijn onder andere hersengrootte 
(McDaniel, 2005), de mate van connectiviteit van wittestofbanen, de grijze stof 
dichtheid in de hersenen (Jensen & Sinha, 1993), plaatselijke laesies (Woolgar et 
al., 2010), hersenactiviteit gedurende complexe redeneertaken (Gray, Chabris & 
Braver, 2003) en de gelijkenis in intelligentiescores tussen eeneiige tweelingen 
en twee-eiige tweelingen (cf. Deary, Penke & Johnson, 2010). Sommigen stellen 
op zoek te zijn naar een 'neuro g', (Haier et al.., 2009), een onderliggende 
neurale eigenschap die intelligentie volledig zou kunnen vatten. Ondanks de 
vele studies blijft de precieze relatie tussen intelligentie en de verschillende 
voorgestelde 'neurale correlaten' onduidelijk. In hoofdstuk vier probeer ik 
verscheidene mogelijke representaties van deze relatie in modellen te vatten om 
ze zo empirisch te vergelijken. Net als in hoofdstuk twee vind ik dat een 
formatief (MIMIC) model, waarbinnen een gewogen geheel van neurale 
eigenschappen samen (gedeeltelijk) algemene intelligentie verklaren het best 
door de data wordt ondersteund. 

De eerste hoofdstukken focussen op hoe we het best, statistisch 
gezien, hersenmetingen aan psychologische metingen kunnen relateren, in een 
poging de relatie tussen de verklaringsniveaus beter te begrijpen. In hoofdstuk 5 
bekijk ik in detail welke problemen kunnen ontstaan wanneer onzorgvuldig 
inferenties over verschillende verklaringslagen worden getrokken. Meer 
specifiek onderzoek ik het voorbeeld van Simpson’s Paradox (Simpson, 1951). 
Simpson’s Paradox treedt op wanneer, binnen dezelfde dataset, een statistische 
patroon op groepsniveau (bijvoorbeeld 'Er is een positieve relatie tussen de 
inname van koffie en neuroticisme’) in de omgekeerde richting optreedt binnen 
all subgroepen (bijvoorbeeld 'voor zowel vrouwen als mannen bestaat er een 
negatieve relatie tussen de inname van koffie en neuroticisme’). Simpson's 
paradox treedt op wanneer onzorgvuldig conclusies worden getrokken die 
verklaringsniveaus overbruggen, zoals van grotere groepen naar subgroepen 
(bijv. man en vrouw) of van subgroepen naar individuen die door de tijd heen 
veranderen. Op basis van simulaties en experimenteel onderzoek (dat laat zien 
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dat mensen niet goed zijn in het herkennen van de paradox) en een overzicht 
van empirische voorbeelden uit de psychologie en de aangrenzende velden 
concludeer ik dat Simpson's Paradox, naar alle waarschijnlijkheid, 
ondergediagnosticeerd is. Simpson's paradox is nuttig als illustratie van het feit 
dat onze intuïtieve gevolgtrekkingen ons gemakkelijk op een dwaalspoor 
kunnen brengen, vooral wanneer hypotheses betrekking hebben op 
verschillende verklaringsniveaus. Ik probeer dit probleem aan te pakken door 
middel van een diverse suggesties voor het voorkomen, en indien nodig 
‘genezen’, van gevallen van Simpson’s Paradox. Om gevallen van Simpson’s 
Paradox in nieuwe datasets op te sporen leveren we een software pakket, 
geschreven in R, (Kievit & Epskamp, 2012, zie bijlage B) bij die automatisch de 
aanwezigheid van subgroepen kan detecteren, en kan controleren of conclusies 
op groepsniveau generaliseren naar mogelijke subgroepen in de data. 

In hoofdstuk 6 bespreek ik een nieuwe benadering om gedrag en 
hersenenactiviteit te integreren: De studie van representationele geometrie. 
Vanuit dit perspectief kunnen we neurale of psychologische representaties zien 
als punten in een hoog-dimensionale ruimte. Deze ruimte kan direct worden 
gedefinieerd in termen van inherente eigenschappen van de meting 
(bijvoorbeeld het aantal verschillende plekken in het brein die we kunnen 
meten), of het aantal dimensies waarop een persoon een stimulus moet 
beoordelen), of indirect worden afgeleid door middel van technieken zoals 
multidimensional scaling (Kriegeskorte & Mur, 2012; Shepard, 1958). Wanneer 
deze ruimte eenmaal gedefinieerd is kunnen stimuli met elkaar worden 
vergeleken en gecontrasteerd in termen van diverse metingen zoals de mate 
waarin ze op elkaar lijken (similariteitsanalyse), of de mate waarin bepaalde 
typen stimuli samen clusteren binnen een subdomein van de multivariate 
ruimte. Door het definiëren van representaties in een dergelijke, abstracte 
ruimte kunnen we neurale en psychologische representaties direct met elkaar 
vergelijken. Dit maakt representationele geometrie een veelzijdige manier om de 
hersenen aan mentale toestanden te relateren, aangezien het een manier geeft 
om weg te abstraheren van irrelevante details en in plaats daarvan te kijken naar 
de structuur van mentale representaties. In dit hoofdstuk bespreken we de 
theoretische basis van deze techniek, laten we zien hoe het in diverse cognitieve 
domeinen tot inzichten heeft geleid, en laten we zien hoe dit kader kan worden 
gebruikt om individuen en groepen met elkaar te vergelijken. Tot slot 
bespreken we kort hoe representationele geometrie kan worden gebruikt om de 
identiteitstheorie op een nieuwe manier te testen. We laten zien hoe we met 
behulp van representationele geometrie zowel type-type, type-token en token-
token identiteitstheorie kunnen formaliseren en toetsen, en dat deze 
interpretatie van identiteitstheorie een rijker beeld van identiteitstheorie geeft 
dan meer traditionele interpretaties. 

In hoofdstuk 7 onderzoek ik de relatie tussen hersenfunctie en 
abstract redeneervermogen (ook wel ‘vloeibare intelligentie’ genaamd). 
Wetenschappelijke studies van het redeneervermogen richten zich vaak op één 
van twee mogelijke dimensies: Verschillen tussen mensen (in hun 
redeneervermogen), en verschillen binnen mensen (in de moeilijkheid van de 
redeneertaak die moet worden uitgevoerd). Veel artikelen over 
redeneervermogen voegen deze twee dimensies samen of negeren het 
onderscheid, ondanks het feit dat ze in principe onafhankelijk van elkaar 
kunnen zijn: ee (neurale) eigenschappen die onderscheid maken tussen mensen 
die beter of minder goed scoren op redeneervermogen hoeven niet dezelfde 
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processen te zijn als het verschil in hersenactiviteit binnen individuen wanneer 
ze redeneertaken van toenemende moeilijkheid uitvoeren. Ik laat zien hoe twee 
dimensies van vloeibare intelligentie, de inter-individuele differentiatie tussen 
mensen en de intra-individuele differentiatie tussen meer of minder uitdagende 
redeneertaken tegelijk kunnen worden gemodelleerd met behulp van het 
zogeheten Rasch model (Rasch, 1960). Door beide dimensies als voorspellers 
mee te nemen tijdens het bestuderen van hersenactiviteit laat ik zien dat de 
beide dimensies in de hersenen zeer verschillend zijn. De twee dimensies, 
verschillen in vaardigheid en verschillen in moeilijkheid, vertonen ook 
gedeeltelijk overlap in een een subset hersengebieden. Ik introduceer de term 
neurale ergodiciteit voor gebieden die zowel op de intra-individuele dimensie als 
op de inter-individuele dimensie grotere activiteit vertonen.  

Discussie 
In de discussie, bespreek ik bestaande uitdagingen voor het kader dat geschetst 
is en de veelbelovende mogelijkheden voor verdere statistische modellering van 
reductieve theorieën. Allereerst bekijken we de centrale vraag: Kunnen we 
psychologische constructen op een 1-op-1 manier vertalen naar eigenschappen 
van het brein? Met andere woorden, kunnen we hersenscanners het best zien 
als een omslachtige manier om dezelfde eigenschappen te meten? Het centrale 
resultaat van deze dissertatie is dat, op basis van diverse empirische illustraties 
en theoretische overwegingen, dit niet het geval is. Of, in termen van de 
introductie: Het zijn niet ‘schildpadden, helemaal tot aan de bodem’. Met 
andere woorden, de relatie tussen de hersenen en gedrag is assymmetrisch, en 
de statistische modellen die we gebruiken om de twee verklaringsniveaus te 
linken dienen die aanname accuraat te representeren. Er dient een slag om de 
arm gehouden te worden aangezien het mogelijk is dat andere scantechnieken, 
andere psychologische constructen of andere methodes wel een één-op-één 
mapping tussen hersenen en cognitie toelaten. In hoofdstuk zes stellen we één 
zo’n andere methode voor, waar we niet naar de hersenactiviteit zelf kijken 
maar naar het patroon van activiteit ten opzichte van andere patronen. 

De tweede kernconclusie is dat een vorm van ontologisch pluralisme 
essentieel is. Met andere woorden, het debat over het reductionisme is niet een 
vraag tussen hersenen OF gedrag, maar hersenen EN gedrag. Onze taak als 
wetenschapper is om modellen te ontwikkelen die de twee verklaringsniveaus 
op een informatieve wijze aan elkaar kunnen relateren. Om dit te 
bewerkstelligen dienen cognitieve neurowetenschappers zich, in elk geval ten 
dele, te laten informeren door theorieën uit de filosofie van de geest, of in elk 
geval stil te staan bij de aannames die vrijwel per definitie gedaan worden 
wanneer een analyse wordt uitgevoerd. Tegelijkertijd dienen filosofen van de 
geest geïnformeerd te zijn door recente wetenschappelijke ontwikkelingen en 
doorbraken, omdat die theorieën kunnen informeren, aanpassen en inspireren. 
Belangrijker nog, filosofen zouden als onderdeel van het ontwikkelen van een 
theorie stil moeten staan bij hoe de theorie, mogelijkerwijs, empirisch getoetst 
zou kunnen worden. 

Uiteraard heeft de hier voorgestelde aanpak ook enkele beperkingen. 
Een versimpelende aanname die door deze hele these gemaakt wordt is dat het 
psychologische en het neurale niveau ieder als één eenheid gezien kunnen 
worden. In werkelijkheid is het binnen zowel de neuro- als de psychologische 
wetenschap gebruikelijk om de relevante constructen op diverse 
resolutieniveaus te bestuderen. Verder zijn alle neuroimaging technieken 
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imperfect:  Zo heeft fMRI bijvoorbeeld uitstekende spatiële resolutie, maar 
tamelijk slechte temporele resolutie (en geldt voor EEG het omgekeerde). Het 
is dus mogelijk dat een andere constellatie van neurale metingen of technieken 
tot een andere conclusie ten aanzien van de plausibiliteit van identiteitstheorie 
en superveniëntie zou hebben geleid. Een meer praktisch probleem van de 
voorgestelde aanpak is dat Structural Equation Modellen vaak grote 
proefpersoonaantallen vereisen. Dit is moeilijk te rijmen met de kosten van 
neuroimaging: Een doorsnee studie heeft ongeveer 20 proefpersonen, wat een 
flinke beperking oplegt aan het type modellen dat überhaupt gefit zou kunnen 
worden. Het delen van data op grote schaal wordt echter steeds gebruikelijker, 
en zou dit probleem in de nabije toekomst grotendeels moeten kunnen 
oplossen. Een andere manier om dit aan te pakken is het gebruik van simulaties. 
Er zijn diverse ontwikkelingen gaande die het mogelijk maken om 
hersenactiviteit op diverse resolutieniveaus mogelijk te maken. Hoewel we ver 
af zijn van het creëren van kunstmatige intelligentie, is het inmiddels mogelijk 
om bepaalde empirische observaties, zoals het patroon van hersenactiviteit 
tijdens rust, met enige accuratesse te simuleren (zie bijv. Gosh et al., 2008). Een 
voordeel van deze aanpak is directe en volledige controle over de aannames die 
onderdeel uitmaken van een simulatie, waardoor deze invloeden in detail 
kunnen worden bestudeerd. 

Conclusie 
Het is verleidelijk om te denken dat de verwarrende en imperfecte 
beschrijvingen uit de psychologie plotseling perfect helder worden wanneer we 
in plaats van slechts naar gedrag ook in de hersenen kijken. Echter, er is zowel 
geen a priori reden om er van uit te gaan dat de hersenen het ‘juiste’ 
verklaringsniveau zijn (waarom niet de genen, of biologische moleculen), en a 
posteriori weinig empirische evidentie dat de psychologie op korte of lange 
termijn vervangen zal worden door neurowetenschappen. Dit betekent niet dat 
de hersenwetenschappen (of de genetica) irrelevant zijn voor de psychologie, 
integendeel:  Er zijn in relatief korte tijd immense doorbraken bereikt die ons 
begrip over de psychologie en de onderliggende mechanismen immens hebben 
vergroot en verdiept. Het is onze taak als cognitieve neurowetenschappers om 
theorieën en modellen te ontwikkelen die recht doen aan zowel de psychologie 
als de neurowetenschappen, om uiteindelijk op onderling inzichtelijke wijze 
deze twee verklaringsniveaus aan elkaar te koppelen. Alleen zo kunnen we grip 
krijgen op misschien wel de grootste wetenschappelijke uitdaging van onze tijd: 
de relatie tussen lichaam en geest.  
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