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8  Introduction 

Psychology in crisis 
 In 2011 several events shook up psychology, raising questions about the credibility of 
psychological research (Asendorpf et al., 2013; Carey, 2011; Pashler & Wagenmakers, 2012). 
A much-debated event was the extensive fraud by social psychologist Diederik Stapel, who 
admitted to having fabricated data over a prolonged period in his prolific career. A thorough 
investigation by the Levelt committee (Levelt Committee, 2012) established fraud in 55 
publications by Stapel, and these publications are (or will be) retracted. Another and perhaps 
more thought-provoking event was the publication of a controversial article on precognition by 
Daryl Bem (2011) in a flagship journal in social psychology. In this article in the Journal of 
Personality and Social Psychology (JPSP), Bem reported the results of nine experiments that 
aimed to show effects of manipulations despite the fact that the outcomes were measured before 
the manipulations had taken place. The editors of JPSP stated that they accepted Bem’s paper 
on the basis of the regular standards in place at the journal (Judd & Gawronski, 2011), at which 
85% of the submissions were rejected in 2011 (American Psychological Association, 2012). In 
this article, Bem (2011) supposedly ‘proved’ the existence of precognition by presenting 
significant effects in eight of the nine experiments. These findings are controversial even to the 
editors, who stated that “they turn our traditional understanding of causality on its head” (Judd 
& Gawronski, 2011, p. 406).  

Null hypothesis significance testing 
 According to Wagenmakers, Wetzels, Borsboom, and van der Maas (2011) Bem’s 
paper illustrates deep-rooted problems with the way psychological researchers analyze their data 
and present their results. Although it remains controversial (Cohen, 1994; Cumming, 2013; 
Wagenmakers, 2007), the most widely used inferential method used by psychological 
researchers is null hypothesis significance testing (NHST; Cohen, 1962, 1994; Hubbard & Ryan, 
2000; Maxwell, 2004; Nickerson, 2000; Sterling, Rosenbaum, & Weinkam, 1995). The null 
hypothesis represents the hypothesis of no difference between different sets of data or of no 
effect of an experimental manipulation on the dependent variable(s) of interest. NHST provides 
p values, which, if smaller than a predefined threshold (typically α = .05), lead to the rejection 
of the null hypothesis of no difference or no effect (Nickerson, 2000). Such significant outcomes, 
in turn, are typically seen as lending support for the alternative hypothesis, or the hypothesized 
(non-null) difference or effect (Hoekstra, Finch, Kiers, & Johnson, 2006; Mahoney, 1977; 
Rosenthal & Gaito, 1963).  
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An α of .05 means that the researcher accepts a chance of 5% of wrongfully rejecting 
the null hypothesis, leading to the conclusion that effect exist when in fact it does not. This is 
also called a false positive or a Type I error. Many scientists and lay people would probably 
consider precognition nonexistent and so would consider the eight significant effects reported 
by Bem (2011) Type I errors. Bem could have been extremely lucky to find a false positive 8 
out of 9 times, or something else might be going on. One explanation is that many different 
studies have been conducted and only the (expected) 5% Type I errors were included in Bem’s 
manuscript. According to this view, the (expected) 95% studies in which the null hypothesis 
could not be rejected ended up in the proverbial file drawer (Rosenthal, 1979).  

Questionable research practices 
Another explanation of the occurrence of potential Type I errors might be the use of 

Questionable Research Practices (QRPs), which are research practices that fall in the grey area, 
like continuing data collection until a statistically significant effect is found (or sequential 
testing; e.g., Wagenmakers, 2007). In 2011 too, Simmons, Nelson, and Simonsohn showed that 
the use of QRPs in the collection and analysis of data can lead to dramatically inflated Type I 
error rates. They eloquently illustrated this by presenting a study that ‘proved’ (on the basis of 
a significant outcome) that listening to “When I’m sixty-four” by The Beatles makes people 
nearly a year-and-a-half younger. The study was genuine, but by using several QRPs (or 
researcher degrees of freedom as they called it) Simmons et al. were able to test different 
combinations until a significant effect showed up. Subsequently, Simmons et al. showed in a 
simulation study that a combination of QRPs (using multiple potentially useful dependent 
variables, adding 10 observations after an intermediate test failed to provide a significant 
outcome, controlling for covariates, and ad hoc dropping of conditions) led to a Type I error 
rate of 61% instead of the generally accepted rate of 5%. Simmons et al.’s results showed that 
Type I error rates can be inflated strongly by the use of QRPs, but did not show how commonly 
used these practices were. 

John, Loewenstein, and Prelec (2012) investigated the prevalence of the use of 
different QRPs by surveying anonymously more than 2,000 psychological researchers on 
whether they had ever used QRPs in their work. Examples of QRPs in their survey were not 
reporting all of a study’s dependent variables (admitted by 63% of the respondents) and deciding 
whether to collect more data after looking to see whether the (intermediate) results were 
significant (admitted by 56% of the respondents). Also, nearly half of the respondents indicated 
that they had selectively reported in their paper only those studies that “worked”, which 
supposedly refers to studies with desirable (significant) results. If indeed QRPs are as widely 
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used in psychological research as John et al.’s results would suggest, the actual Type I error rate 
in psychological research surpasses the nominal level of .05. The overarching goal of this 
dissertation is to study the use of QRPs in the context of NHST in psychology. We do not debate 
NHST per se, but note that it continues to be the most popular statistical procedure in 
psychological research and that its use in practice deviates from how it is described in the 
textbooks (Nickerson, 2000).    

p values 
Another QRP in John et al.’s (2012) survey concerned the incorrectly ‘rounding off’ 

of p values (“e.g., reporting that a p value of .054 is less than .05”, p. 525), which was admitted 
by 22% of the respondents. Incorrectly rounding off can be detected by comparing the reported 
p value with the recalculated p value based on the reported test statistic and degrees of freedom 
(e.g., F(1,33) = 4.00). In Chapter 2 we study the discrepancies between reported p values and 
recalculated p values (i.e., reporting errors) in the psychological literature. Results show that 
approximately half of a large sample of articles in the psychological literature contained a 
reporting error. In addition, we found that in 15% of the articles a reporting error changed the 
statistical conclusion. Almost all the errors that changed the conclusion resulted in a recalculated 
p value greater than .05, while the result was reported with a p value less than .05. The high 
prevalence of reporting errors has already been replicated by others (Caperos & Pardo, 2013; 
Leggett, Thomas, Loetscher, & Nicholls, 2013). Furthermore, Masicampo and Lalande (2012) 
showed a peculiar prevalence of p values just below .05, which can be seen as evidence of so 
called p hacking, or the use of QRPs in the collection and analysis of data to achieve significant 
results (Simonsohn, Nelson, & Simmons, in press).  

In Chapter 3 we relate the good research practice of data sharing with these reporting 
errors and strength of evidence (against the null hypothesis of no effect) in a set of 48 
psychological articles. Results show that articles from which data were shared contained fewer 
reporting errors and also fewer reporting errors that changed the statistical conclusion than 
articles from which data were not shared. Furthermore, the median p value was lower in articles 
from which data were shared compared to articles from which data were not shared.  

Outliers 
Now and then, almost all researchers are confronted with the question what to do with 

outliers in the data. One of the QRPs from the survey of John et al. (2012) concerned the 
exclusion of data from the analysis after looking at the impact of doing so on the results. Around 
38% of the respondents admitted to having used such practices. The ad hoc exclusion of data is 
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a clear example of a QRP as both removal and non-removal of an extreme value can have a 
profound effect on the outcome of an analysis. In Chapter 4, we relate the removal of outliers 
to reporting errors and strength of evidence (against the null hypothesis of no effect). We 
followed the same procedure as in Chapter 3 and were therefore able to preregister our 
hypotheses and methods. However, we did not find any differences between articles in which 
outliers were removed and articles in which outliers were not removed, but found evidence of 
contamination of our sample due to non-transparent reporting of the exclusion of data.  

In Chapter 5 we investigate more closely the impact of outlier removal on the Type I 
error rate in t tests. After investigating the common practice of outlier handling in the 
psychological literature, we show by means of a simulation study the inflation of the Type I 
error rate of independent samples t tests, when outliers are removed based on commonly used 
Z value thresholds from realistic datasets based on sum scores. Furthermore, we show that non-
parametric and robust tests are a good replacement of the independent samples t test, as these 
methods show a nominal Type I error rate and comparable or better power (the probability of 
correctly rejecting the null hypothesis) when outliers are either absent or present in the data.  

Replications 
 In their critique of Bem’s (2011) article on precognition, Wagenmakers et al. (2011) 
noted that Bem (2000) himself recommended in a textbook on scientific publishing that 
researchers “go on a fishing expedition for something-anything-interesting” (p. 5). This so 
called fishing expedition includes the use of QRPs, and Wagenmakers et al. argued that Bem 
had used these QRPs in his work on precognition, while presenting his results as confirmatory. 
The controversy related to publication of Bem’s (2011) study in a flagship journal was not 
limited to how Bem analyzed his data. Several later replication attempts failed to find significant 
results in support of Bem’s claims (Galak, LeBoeuf, Nelson, & Simmons, 2012; Ritchie, 
Wiseman, & French, 2012). Publishing these replications was not easy. For example, editors at 
JPSP, Science, and Psychological Science all stated that these journals did not publish direct 
replications of earlier work and did not even send the paper of Ritchie et al. out for review. The 
British Journal of Psychology sent the paper out for review, but rejected the paper, since Bem 
was one of the reviewers (see Wicherts, Kievit, Bakker, & Borsboom, 2012 for more discussion 
of problems with peer-reviews of critical articles). In the end, Ritchie et al. published their paper 
in PloS ONE (Yong, 2012). Direct replication studies, in which the original protocol is followed 
as closely as possible, are important to correct published false positives (i.e., Type I errors; 
Asendorpf et al., 2013; Schmidt, 2009). Nevertheless, Makel, Plucker, and Hegarty (2012) 
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showed that only 1.07% of a large sample of articles in psychology contained a replication study 
of which 18% involved direct replications. 
 The most common argument by reviewers and editors to not consider publishing 
replications is that successful replications are not that interesting, as they do not present 
something new (Neuliep & Crandall, 1990, 1993). Unsuccessful replications are difficult to 
publish because non-significant results (i.e., the null hypothesis is not rejected) are in general 
difficult to publish (Fanelli, 2010; Greenwald, 1975; Sterling, 1959; Sterling et al., 1995). One 
of the reasons why it is difficult to publish non-significant results is that these studies also do 
not support the null hypothesis since other explanations might apply (e.g., the power to detect 
an effect might be too low or the manipulation might have gone wrong). In a survey, Greenwald 
(1975) found that both researchers and reviewers prefer results in which the null hypothesis 
could be rejected. When the null hypothesis was rejected, 49% of the respondents would submit 
the results for publication before further data collection, whereas only 6% would do this when 
the null hypothesis was not rejected. Furthermore, Mahoney (1977) showed with an experiment 
that reviewers who reviewed a manuscript in which the results were not statistically significant 
rated the methodology and data presentation lower than those who reviewed the same 
manuscript but with statistically significant results.  
 This preference for publishing only new and significant results will lead to a bias in 
the published literature, also called publication bias (Rothstein, Sutton, & Borenstein, 2005). 
According to Ioannidis (2005) this leads to a situation in which most published research findings 
in the medical sciences are false positives. Publication bias is especially problematic for meta-
analyses in which the results of several studies are aggregated, because the published studies 
might be false positives or might have inflated effect sizes if the population effects deviate from 
zero (Ioannidis, 2008b). Therefore, the aggregated results in a meta-analysis might give a 
distorted picture of an effect. In Chapter 6 we show with a reanalysis of 13 meta-analyses the 
problems of publication bias and with a simulation study the effect of publication bias combined 
with the use of QRPs on the results of meta-analyses. 

Human factors 
 More than 90% of the papers involving NHST have been shown to report a significant 
effect (Fanelli, 2010; Sterling et al., 1995). This is peculiar because psychological effects are 
typically not large (Anderson, Lindsay, & Bushman, 1999; Hall, 1998; Lipsey & Wilson, 1993; 
Meyer et al., 2001; Richard, Bond, & Stokes-Zoota, 2003; Tett, Meyer, & Roese, 1994) and 
most psychological publications contain (multiple) small and therefore underpowered studies 
(Cohen, 1990; Francis, 2012b; Maxwell, 2004; Schimmack, 2012). One explanation of this 
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power paradox is that conducting multiple underpowered studies is the most efficient strategy 
for a researcher, in terms of finding a significant and therefore publishable effect. We show this 
with a simulation study in Chapter 6 in which we also show that this strategy leads to inflated 
Type I error rates and biased effect size estimates. 

This explanation of the strategic researcher, pictures him or her as a cunning scientist 
who is mostly interested in publishing, independent of the reliability of the content of his or her 
publications. More likely, the researcher is just as all other people sensitive to different biases 
and other human factors (Mahoney, 1979). QRPs might be applied without awareness of the 
consequences for the Type I error rate of the specific study and science in general. To prevent 
experimenter expectancy effects (Rosenthal, 1966), experimenters are preferably unaware of 
the study’s aim and are ‘blind’ to the condition the participants are (randomly) assigned to. The 
same does not apply to the researcher who analyses the data. The statistical analyses are often 
conducted by a person who is (1) aware of the study’s main hypothesis, (2) who is likely to 
believe this hypothesis, and (3) who often benefits directly from finding support for it. This is 
not an ideal mix for objective and sound results as the decisions made by researchers (e.g., 
handling of outliers, choice of analysis) may lean towards the goal of achieving a (significant) 
result in line with the proposed hypothesis (Barber, 1976; Friedlander, 1964).   

There is some evidence that scientists’ reaction to data depends on whether or not these 
data support their hypotheses (Edwards & Smith, 1996; Fugelsang, Stein, Green, & Dunbar, 
2004; Koehler, 1993; Mynatt, Doherty, & Tweney, 1977). For instance, Fugelsang et al. (2004) 
interviewed molecular biologists concerning their reactions to empirical results that were at odds 
with their hypothesis. Unexpected results were generally dismissed on methodological grounds, 
while results that matched their hypothesis were easily accepted. Similarly, Edwards and Smith 
(1996) argued that people have a tendency to reject data that contradicts their hypotheses and 
search harder for flaws in such data. Searching for evidence that confirms your preexistent 
beliefs is called confirmation bias (Nickerson, 1998) and rejecting evidence that contradict 
preexistent beliefs is called disconfirmation bias (Edwards & Smith, 1996). This means that 
researchers hold double standards with respect to the quality of their data and analyses. If the 
data and the (planned) first analyses support the favored hypothesis, then researchers will show 
little scrutiny with regards to the data and the analyses. This might result in errors being 
overlooked. On the other hand, if the data and the (planned) analyses fail to support the 
cherished hypothesis, researchers are likely to check for errors. For example, this might be a 
reason why almost all of the reporting errors that changed the statistical conclusion resulted in 
a significant p value (Chapter 2). Rosenthal (1978) also showed that two thirds of recording 
errors favored the hypothesis of the researcher. Another way these biases might work is that 
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studies that reject the null hypothesis are accepted without ample consideration, while studies 
that do not reject the hypothesis are extensively evaluated until some problems in the design 
come forward and the study is declared to be ‘failed’. Schimmack (2012) states this as follows: 
“In this way, empirical studies no longer test theoretical hypotheses because they can only 
produce two results: Either they support the theory (p<.05) or the manipulation did not work 
(p>.05)” (p. 554). 

Another type of bias is the statistical bias. In their classic study Tversky and Kahneman 
(1971) showed that even quantitatively oriented psychologists regard a sample randomly drawn 
from a population as highly representative of the populations in all essential characteristics, and 
call this intuition the believe in the law of small numbers. For example, psychologists 
underestimated the number of participants that is needed to replicate a surprising result. And 
when the replication failed, most respondents stated that the researcher should try to find an 
explanation for the difference between the two samples, although the result is quite reasonable 
when the surprising result is true and power of the studies is low (i.e., the original result and the 
result of the replication do not differ significantly from each other).  

To see whether statistical bias and intuitions might explain the power paradox partly, 
we present in Chapter 7 the result of our investigation to the intuitions of psychological 
researchers about power. We surveyed 291 psychological researchers and found that the 
preferred amount of power (.8 as recommended by Cohen, 1992) is twice the power based on 
their typical sample size, effect size, and level of α. Participants who indicated that they typically 
base their sample size decision on a formal power analysis did not have better power intuitions. 
Also sub-field or seniority had no relation with power intuitions. However, participants who 
answered the questions from a reviewer’s perspective showed even worse intuitions and 
preferred multiple small studies over one large study.   

Since the beginning of the crisis in psychology in 2011, several results (including those 
in the chapters reported here) have highlighted the problems faced by psychology. At the same 
time, the field witnessed major strides forward that we discuss in the final chapter (Chapter 8). 
 

 



 

Chapter 2 

The (mis)reporting of statistical results 
in psychology journals. 

 

 
In order to study the prevalence, nature (direction), and causes of reporting errors in psychology, 
we checked the consistency of reported test statistics, degrees of freedom, and p values in a 
random sample of high- and low-impact psychology journals. In a second study, we established 
the generality of reporting errors in a random sample of recent psychological articles. Our results 
on the basis of 281 articles indicate that around 18% of statistical results in the psychological 
literature are incorrectly reported. Inconsistencies were more common in low-impact journals 
than in high-impact journals. Moreover, around 15% of the articles contained at least one 
statistical conclusion that proved upon recalculation to be incorrect, that is, recalculation 
rendered the previously significant result insignificant, or vice versa. These errors were often in 
line with researchers’ expectations. We classified the most common errors and contacted 
authors to shed light on the origins of the errors.  
 
 
 
 
 
 
 
                                                                                                                                                        
This chapter is published as: Bakker, M., & Wicherts, J. M. (2011). The (mis)reporting of statistical results 
in psychology journals. Behavior Research Methods, 43, 666-678. doi:10.3758/s13428-011-0089-5 
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The majority of empirical articles in psychology report numerous statistical results that 
are the outcome of Null Hypothesis Significance Testing or NHST (Cohen, 1962, 1994; 
Hubbard & Ryan, 2000; Maxwell, 2004; Sterling et al., 1995). Because these results provide the 
basis of substantive conclusions, and provide the input for meta-analyses, it is important that 
statistical results are reported accurately. Nevertheless, there are reasons to expect that some of 
the statistical results as presented in articles in psychological journals will be in error, as 
evidenced by inconsistencies between the reported p value and the test statistic with the 
accompanied degrees of freedom (df).  

As for all expert behaviour, the reporting of statistical results is subject to human error 
(Reason, 1990). For instance, the misreporting of a statistical result may be the result of a typo, 
or of misreading the output of a statistical software program. Moreover, misreporting may be 
caused by the application of incorrect rules or by a lack of knowledge of the statistical test. For 
example, the total df in an ANOVA may be taken to be the error df in the reporting of an F test, 
or the researcher may divide the reported p value of a χ² or F test by two, in order to obtain an 
one-sided p value, whereas the p value of a χ² or F test is already a one-sided test.  

There are reasons to expect that errors in the reporting of statistical results will be 
biased towards the researcher’s expectations.1 Several studies have shown that scientists are 
subject to confirmation bias in analyzing their data, that is, their reaction to empirical results 
depends on whether these results support their hypotheses (Edwards & Smith, 1996; Fugelsang 
et al., 2004; Koehler, 1993; Mynatt et al., 1977). For instance, Fugelsang et al. (2004) 
interviewed molecular biologists concerning their reactions to data that were either consistent 
or inconsistent with their hypothesis. The dominant reaction was to dismiss the inconsistent data 
on methodological grounds, “while data consistent with a theory [were] met with little scrutiny” 
(Fugelsang et al., 2004, p. 92). If researchers have a preference for a particular result, it is likely 
that errors that are consistent with this preference are more likely to go undetected than errors 
that are inconsistent. So, given that the upshot of many psychological studies is determined 
largely by the outcome of NHST (Cumming et al., 2007; Mahoney, 1977; Rosnow & Rosenthal, 
1989), and researchers usually have a preferred outcome, that is, a significant result, we expect 
errors to favor the preferred outcome. 

Bar some earlier work on recording errors in psychology (Rosenthal, 1978; Rossi, 
1987), we know of no studies addressing the congruence of statistical results reported in 

                                                                                                                                                        
1 Obviously errors in the published article may also arise because of errors by others than the researchers, 
for instance in the process of type-setting. However, most publishers ask the authors of articles to correct 
proofs before publication, and so the final responsibility of correct reporting almost always lies with the 
authors.  
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psychology journals. Two studies in related fields did reveal a rather high error rate in the 
reporting of statistical results. The errors studied concerned the congruence of the test statistic, 
df, and the p value. Garcia-Berthou and Alcaraz (2004) checked the congruence in 44 articles 
published in Nature and British Medical Journal (BMJ), by comparing the reported test statistics 
and df with the reported p value. They found that 11.6% of the statistical results reported in 
Nature and 11.1% of the statistical results reported in BMJ were incongruent. At least one such 
error appeared in 38% and 25% of the articles of Nature and BMJ, respectively. Berle and 
Starcevic (2007) obtained approximately the same percentages in their study of two psychiatry 
journals. Specifically, of the statistical results reported in 96 articles in the Australian and New 
Zealand Journal of Psychiatry (ANZJP) and Acta Psychiatrica Scandinavica (APS), 14.3% 
were incongruent. In these journals, 36% of the articles with statistical results included at least 
one error. In both these works and in ours, the focus is on NHST. This method has been 
extensively criticized (Cohen, 1994; Nickerson, 2000; Wagenmakers, 2007; Wilkinson, 1999). 
Notwithstanding these criticisms, NHST remains the most commonly used method of statistical 
testing in psychology (Cumming et al., 2007). Additional information like effect sizes or 
confidence intervals that should supplement NHST are still rarely reported (Cumming et al., 
2007; Hoekstra et al., 2006; Vacha-Haase, Nilsson, Reetz, Lance, & Thompson, 2000). 

The goals of the this chapter are (1) to establish the prevalence and magnitude of 
congruence errors of statistical results in psychology articles by re-computing the p values as 
reported in these articles; (2) to establish the prevalence of incompletely reported statistical 
results (e.g., F tests that are reported without the two degrees of freedom that characterize the 
distribution); (3) to document the most common causes of these incongruencies; and (4) to 
verify whether congruence errors related to NHST are more likely to favor the preferred 
(alternative) hypothesis. 

Psychology journals differ in quality and prestige, as reflected by impact factors and 
rejection rates of submitted manuscripts (Buffardi & Nichols, 1981; Rotton, Levitt, & Foos, 
1993). In the first study we focused on the number and magnitude of congruence errors (Goal 
1) and number of incompletely reported statistical results (Goal 2) in all articles published in 
2008 in three randomly selected high-impact and in three randomly selected low-impact 
psychology journals. Given the differences between these two types of journals in rejection rates 
and the possible quality standards, we expected the articles in the high-impact journals to contain 
fewer errors than the articles in the low-impact journals. Furthermore, we examined in detail the 
type (Goal 3) and direction (Goal 4) of the errors. Our second study served to establish whether 
the obtained percentages of congruence errors and incompletely reported statistical results 
generalized to other psychology articles (Goals 1 and 2). To this end, we studied congruence 
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errors and incompletely reported statistical results in a random sample of psychology articles 
published in 2008. In this second study, we contacted all the authors of articles that contained 
congruence errors in an attempt to determine the origins of the errors (Goal 3). In the last section 
of this chapter, we discuss implications, and formulate recommendations for improving the 
practice of reporting p values in psychology.  

Study 1 

Methods 
To compare high-impact psychology journals with low-impact psychology journals, 

we used a stratified sampling design. We first obtained the impact factors (IF) of 447 psychology 
journals from the JCR social sciences edition of 2007. We then randomly selected three high-
impact journals (IF > 4) and three low-impact journals (IF < 1.5), and included in our analysis 
all empirical articles published in these journals in 2008. In accordance with the methods 
employed by Berle and Starcevic (2007), we checked only χ², t, and F tests, because in most 
null-hypothesis testing these tests are applied. We did not consider χ², t, and F tests that were 
used in regression analysis or model fitting, because statistical tests of regressions are often not 
presented fully and because model fitting (e.g. in structural equation modelling) normally is 
aimed at not rejecting the null hypothesis.  

We included both exactly reported p values (e.g., p = .034) and inexactly reported p 
values (e.g., p < .05). Both are error-prone, but in different ways. Because of the wider range on 
inexact p values, fewer errors are expected, but the magnitude of the errors is likely to be greater. 
Therefore, we took these differences between the exactly and inexactly reported results into 
account. Note that earlier studies (Berle & Starcevic, 2007; Garcia-Berthou & Alcaraz, 2004) 
only involved exactly reported p values. 

We gleaned from each article the test statistics, df, and p value. We also recorded 
whether a one or two-tailed test was used. T tests were considered two-tailed unless stated 
otherwise. We assured that inconsistencies were not due to Bonferroni correction or similar 
procedures. We recalculated the p value on the basis of the reported test statistic and df. Because 
it is infeasible to recalculate the p value associated with incomplete results, these results were 
considered as missing values and were not taken into account when establishing the congruence 
error prevalence. These incomplete results were however included in our examination of error 
types. We considered a reported p value to be incorrect if it differed from our recalculated p 
value. We recalculated p values in R version 2.9.0, Microsoft Office Excel 2003, and SPSS 15.0 
for Windows to make sure that our results were consistent over different software packages. The 
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use of different packages showed only differences in the seventh decimal or smaller and so had 
no bearing on our results. Furthermore, we verified that congruence errors were not due to 
correct rounding by the original authors. For example, consider a statistical result which is 
reported as “t(15) = 2.3; p = 0.033”. Recalculation based on the given t value and df would give 
a p value of 0.0362. Nevertheless, in this case the reported p value is considered to be correct 
because the ‘true’ test statistic could range from 2.25 to 2.35 and accordingly, the correct p value 
could range from .033 to .040. Therefore, this example would not represent a congruence error. 

Because these incongruent statistical results can be used in a meta-analysis, we also 
wanted to learn about the magnitude and potential influence of the errors. Effect sizes in meta-
analyses in psychology often concern the comparison of two groups (e.g., a clinical and a control 
group) or the relation between two variables (e.g., brain volume and IQ) (Borenstein, Hedges, 
Higgins, & Rothstein, 2009). Because we did not include relational data in this study we will 
only focus on the comparison of two groups and therefore included only errors from t tests or F 
tests with one df in the numerator. We calculated Cohen’s d based on the reported t value or the 
square root of the F value under the assumption of equal group sizes. This value was 
subsequently compared to Cohen’s d as based on a newly calculated t value based on the 
reported df and reported p value. The absolute mean difference was calculated to get an 
indication of the potential bias in meta-analytic outcomes due to the incongruence.   

We searched all the articles for statistical results and imported them to a separate Excel 
file by hand. Subsequently, we recalculated the p values based on the reported test statistic and 
df and compared these values with the reported p values. To counterbalance potential selection, 
copying, and calculation errors during this process, we carried out the following checks in our 
analysis. To prevent copying errors, additional information was retrieved from the selected 
articles, like the number of decimals reported. In an automated procedure this additional 
information was compared to the imported statistical results. If this information did not match, 
the results in the original article were checked again. Furthermore, to prevent that results were 
incorrectly classified as incongruent, all statistical results that were incongruent according to 
our analyses were examined a second time to avoid copying, selection, and calculation errors 
on our part. Furthermore, an independent rater, who was blind to the aims of the study, identified 
and copied 256 statistical results from ten articles randomly chosen from our sample. This rater’s 
results were compared to the results obtained by the first author. The selection of statistical 
results was consistent in 95.4% of the cases, and the copying of the statistical results was 
consistent in 99.6% of the cases. The selection discrepancies consisted of three wrongly 
included regression F test and nine values reported in a table. All were correctly reported in the 
original articles. The only copying error consisted of a t value of .20, incorrectly copied as .21.  
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Figure 2.1. Flow chart of articles in Study 1 and 2. 
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However, both values are congruent with the reported p value. The lack of perfect agreement 
had no effect of substance on our main results. As our interest lay with establishing the 
prevalence of congruence errors, and because all these errors were checked multiple times, we 
are confident that our own coding errors have no bearing on our main findings. If anything, any 
additional error on our part will have led to an underestimation of the overall error rate.  
 
Table 2.1 
Number and percentage of articles with complete statistical results, and total number, mean and standard 
deviation of complete statistical results 

 High Low 
 JCPP DP JPSP JBP JADP JRR 
No. articles 119 61 68 22 38 25 
No. articles with χ², t, 
or F tests 

55 
(46.2%) 

29 
(47.5%) 

58 
(85.3%) 

13 
(59.1%) 

24 
(63.2%) 

15 
(60.0%) 

No. statistical results 798 608 1882 89 323 377 
M 14.51 20.97 32.45 6.85 13.46 25.13 
SD 18.35 20.52 24.48 4.32 20.59 24.36 
No of errors 71  

(8.9%) 
30  
(4.9%) 

190 
(10.1%) 

19 
(21.3%) 

45 
(13.9%) 

39 
(10.3%) 

No. of gross errors 8  
(1.0%) 

4  
(0.7%) 

25 
(1.3%) 

2  
(2.2%) 

6  
(1.9%) 

5  
(1.3%) 

No. articles with 
errors 

24 
(43.6%) 

15 
(51.7%) 

37 
(63.8%) 

7  
(53.5%) 

13 
(54.2%) 

10 
(66.7%) 

No. articles with 
gross errors 

5  
(9.1%) 

4  
(13.8%) 

16 
(27.6%) 

2  
(15.4%) 

5  
(20.8%) 

3  
(20.0%) 

Note. Gross errors are a subset of errors; JCCP: Journal of Child Psychology and Psychiatry; DP: 
Development and Psychopathology; JPSP: Journal of Personality and Social Psychology; JBP: Journal of 
Black Psychology; JADP: Journal of Applied Developmental Psychology; JRR: Journal of Research in 
Reading  

Results 
 Of the 25 high-impact journals, we selected: Journal of Child Psychology and 
Psychiatry (JCPP; IF = 4.432), Development and Psychopathology (DP; IF = 4.374), and 
Journal of Personality and Social Psychology (JPSP; IF = 4.505). Because JPSP had two 2008 
volumes and a rather large number of articles, we restricted our attention to Volume 94. The 
three randomly selected low-impact journals were: Journal of Black Psychology (JBP; IF = 
0.860), Journal of Applied Developmental Psychology (JADP; IF = 1.055), and Journal of 
Research in Reading (JRR, IF = 1.340).2 All empirical articles published in 2008 were included 

                                                                                                                                                        
2 During the random selection process of the high impact journals we also selected American Psychologist 
(AP; Impact factor = 6.987) and Behavioral Brain Sciences (BBP; impact factor = 17.462). However, both 
journals rarely include experimental results and were therefore excluded from further analysis. We also 
selected Women & Therapy (WT; impact factor = 0.080) as a low impact journal. However, this journal 
included almost no experimental results and was therefore excluded from further analysis. 
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in our analyses. We found 4248 statistical results (2624 [62%] F, 982 [23%] t, and 642 [15%] 
χ² tests) in the selected articles, 4077 (96%) of which were reported completely. Table 2.1 
contains the number of articles, the number of articles that included complete statistical results, 
the total number of complete statistical results, mean number of statistical results per article, 
and number of gross errors and errors in each of the selected journals.  

The numbers of exactly reported and inexactly reported statistical results are given in 
Table 2.2, along with the number of errors and gross errors (as a subset of the errors). It proved 
infeasible to determine whether authors used another significance level than .05, as the nominal 
significance level is often not explicated by the authors. Therefore, an error was recorded as a 
gross error only if the error affected the statistical decision on the basis of the nominal 
significance level of .05. We found a congruence error in 17.1% of the exactly reported 
statistical results, and in 6.7% of the inexactly reported statistical results. Furthermore, we found 
a gross error in 1.5% of the exactly reported statistical results, and in 1.1% of the inexactly 
reported statistical results. Table 2.3 contains the numbers of articles with at least one error or 
gross error. We found at least one error in 53.7% of the articles with exactly reported p values, 
and at least one error in 37.1% of the articles with inexactly reported p values. Furthermore, (at 
least one) gross error was found in 12.4% of the articles with exactly reported p values and in 
12.4% of the articles with inexactly reported p values. Figure 2.1 provides a flow chart of the 
categorization of the examined articles.  

 
Table 2.2  
Number of statistics, errors, and gross errors in high- and low- impact journals 

  No. statistics No. errors  No. gross errors 
High Exact 961 144 (15.0%) 11 (1.1%) 
 Inexact 2327 147 (6.3%) 26 (1.1%) 
 Total 3288 291 (8.9%) 37 (1.1%) 
Low Exact 207 56 (27.1%) 7 (3.4%) 
 Inexact 581 47 (8.1%) 6 (1.0%) 
 Total 789 103 (13.1%) 13 (1.6%) 
Total Exact 1168 200 (17.1%) 18 (1.5%) 
 Inexact 2908 194 (6.7%) 32 (1.1%) 
 Total 4077 394 (9.7%) 50 (1.2%) 

Note. The high-impact journals are Journal of Child Psychology and Psychiatry, Development and 
Psychopathology, and Journal of Personality and Social Psychology. The low-impact journals are Journal 
of Black Psychology, Journal of Applied Developmental Psychology, and Journal of Research in Reading.  
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Table 2.3  
Number of articles with statistics, number of articles with at least one error, and number of articles with at 
least one gross error in high- and low-impact journals 

  No. articles with 
statistics 

No. articles with 
errors  

No. articles with gross 
errors 

High Exact 92 47 (51.1%) 10 (10.9%) 
 Inexact 131 46 (35.1%) 17 (13.0%) 
 Total 142 76 (53.5%) 25 (17.6%) 
Low Exact 29 18 (62.1%) 5 (17.2%) 
 Inexact 47 20 (42.6%) 5 (10.6%) 
 Total 52 30 (57.7%) 10 (19.2%) 
Total Exact 121 65 (53.7%) 15 (12.4%) 
 Inexact 178 66 (37.1%) 22 (12.4%) 
 Total 194 106 (54.6%) 35 (18.0%) 

Note. See notes to Table 2.2 for the titles of high- and low-impact journals. 
 
To understand the severity of the reporting errors, we computed their potential effects 

on Cohen’s d metric. We found 147 incongruent results that could be included in a meta-analysis 
in Cohen’s d metric (t test or F test with one df in the numerator). The absolute mean difference 
in Cohen’s d is 0.174 (Mdn = .038, SD = 0.564). The difference ranged from 0.0003 till 5.043. 
Twenty-five percent of these errors were small (i.e., less than .01), but 23% of the differences 
were greater than .10. This difference was large enough to have a profound effect on the outcome 
of meta-analyses.  

In Table 2.2 and 2.3, the number of errors and gross errors are also reported separately 
for the high- and low-impact journals. Errors and gross errors are dichotomously scored, and 
the statistical results are not statistically independent because of the multilevel structure of the 
data. Therefore, we used multilevel logistic regression utilizing R’s lme4 package (Bates & 
Sarkar, 2007) to compare the prevalence of errors between high and low impact journals. In the 
model, each test statistic is nested within an article, while each article is nested within journal. 
We started with an empty model with only article and journal as random variables to predict the 
errors (AIC = 2329.2; BIC = 2348.1; LogLik = -1161.6). Next we added a fixed effect of exact 
versus inexact at the statistic level to indicate the way the p value was reported. This improved 
model fit substantially (AIC = 2291.5; BIC = 2316.8; LogLik = -1141.8; χ²(1) = 39.68, p < .001), 
which is to be expected because a range of p values in inexactly reported statistical results is 
less likely to be incongruent than an exactly reported p value. Next, we added impact of the 
journal (high versus low) at the journal level as a fixed effect. This also improved model fit 
considerably (AIC = 2286.5; BIC = 2318.1; LogLik = -1138.3; χ²(1) = 6.99, p = .008). An 
interaction effect between impact and exact/inexact did not improve the model fit (AIC = 2287.9; 
BIC = 2325.8; LogLik = -1138.0; χ²(1) = 0.58, p = .447). The final model gave the following 
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results. The variance of article was 1.46 and the variance of journal was 0.00 in the final model 
and the intercept was equal to -2.53 (95% CI [-3.00, -2.06]). We found a significant (fixed) 
effect of exact versus inexact reporting ( ̂ = 0.93, 95% CI [0.64, 1.21], Z = 6.38, p < .001) and 
of journal’s impact ( ̂ = -0.74, 95% CI [-1.27, -20], Z = -2.70, p = .007). Thus, more errors 
were found with exactly reported statistical results and more errors were found in low impact 
journals.   

We also modelled the gross errors starting with an empty model with only article and 
journal as random variables (AIC = 539.1; BIC = 558.0; LogLik = -266.5). We added a fixed 
effect of exact/inexact at the statistics level, but this did not improve the model fit (AIC = 539.4; 
BIC = 564.7; LogLik = -265.7; χ²(1) = 1.67, p = .197). Also, adding a fixed effect of journal’s 
impact (AIC = 539.4; BIC = 564.7; LogLik = -265.7; χ²(1) = 1.66, p = .198) did not improve 
the model fit compared with the first model. Therefore, we found no statistically significant 
difference in the proportion of gross errors between exactly and inexactly reported statistical 
results and between high and low impact journals.   
 
Table 2.4  
Error categories of exactly and inexactly reported statistical results in high- and low-impact journals  

Exactly reported  Inexactly reported 
 Category n (%)   Category n (%) 
High 1: Incomplete 60 (29.4%)  High 1: Incomplete 72 (32.9%) 
 2: Rounding error 60 (29.4%)   2: < 0.0 1 (0.5%) 
 3: One-sided t tests 3 (1.5%)   3: < instead of = 93 (42.5%) 
 4: Lowest p values 14 (6.9%)   4: Impossible tests 3 (1.4%) 
 5: Impossible tests 0 (0.0%)   5: Unidentified 50 (22.8%) 
 6: Unidentified 67 (32.8%)     
Low 1: Incomplete 3 (5.1%)  Low 1: Incomplete 36 (43.4%) 
 2: Rounding error 6 (10.2%)   2: < 0.0 3 (3.6%) 
 3: One-sided t tests 3 (5.1%)   3: < instead of = 27 (32.5%) 
 4: Lowest values 7 (11.9%)   4: Impossible tests 0 (0.0%) 
 5: Impossible tests 0 (0.0%)   5: Unidentified 17 (20.5%) 
 6: Unidentified 40 (67.8%)     

Note. See notes to Table 2.2 for the titles of high- and low-impact journals. 
 
We conducted a further inspection of the errors to get a better understanding of the 

different error types. Because exactly and inexactly reported statistical results differ in terms of 
how they can be misreported and also how we were able to detect reporting errors, we classify 
errors made with respect to exactly and inexactly reported statistical results separately. The 
errors with respect to exactly reported p values were classified as follows:  

1. Incomplete: Test statistic, df, or p value was missing.  
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2. Rounding errors: Wrongly rounded upwards or downwards. An example of the latter 
is F(3, 58) = 2.78, p = .04, while the recalculated p value equalled 0.04938.  

3. The usage of one-sided t tests without a mention of the one-sidedness of the test. 
4. Incorrect reporting of the smallest p values. For example, reported is: F(2, 20) = 15.2, 

p = .001, which is incongruent, as the correct p value is .000097, which should have 
been reported as < .001 according to the guidelines of the APA Publication Manual.  

5. Wrong use of tests like dividing the p value of a F or χ² test by two to report a 1-sided 
p value, whereas these F or χ² tests are already a one-sided test. Note that this procedure 
could be correct for particular F tests that can be transformed to a t test or for a χ² test 
that can be transformed to a Z value because of equivalency.  

6. Unidentifiable: The error could not be classified on the basis of the reported 
information. 

 
Table 2.5  
Number of statistics, errors and gross errors per significance category in high- and low-impact journals for 
exactly reported statistical results 

  No. statistics No. errors No. gross errors 
High p ≤ .05 533 89 (16.7%). 10 (1.9%) 
 p > .05 428 55 (12.9%) 1 (0.2%) 
Low p ≤ .05 113 33 (29.2%) 5 (4.4%) 
 p > .05 94 23 (24.5%) 2 (2.1%) 
Total p ≤ .05 646 122 (18.9%) 15 (2.3%) 
 p > .05 522 78 (14.9%) 3 (0.6%) 

Note. See notes to Table 2.2 for the titles of high- and low-impact journals. 
 
The errors with respect to inexactly reported p values were classified as follows:  

1. Incomplete: Test statistic, df, or p value were missing. 
2. Reported is ‘< .000’.  
3. Reported is ‘<’, when ‘=’ would be correct. For example, reported is χ²(4) = 12.63, p 

< .01, whereas the correct p value is .0132, which could be reported as p = .01. 
4. Wrong use of tests as described under (5) above. 
5. Unidentifiable: The error could not be classified on the basis of the reported 

information. 
The numbers of errors per category in the high- and low-impact journals are presented 

in Table 2.4 and in Figure 2.2. We found that in total 171 (4%) statistical results were reported 
incompletely. Furthermore, the source of many errors was unidentifiable. The impossible tests 
category included a one-tailed χ² test and two one-tailed F tests. A sizeable portion of the errors 
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with inexactly reported p values were of the ‘< instead of =’ type. Furthermore, many errors 
among the exactly reported p values appeared to be attributable to incorrect rounding. 

 
Figure 2.2. Overview of the different error categories broken down by high- and low-impact journals and 
by exactly and inexactly reported statistical results. Wald’s confidence intervals are represented in the 
figure by the error bars attached to each column.   
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Besides these error categories, we investigated the occurrence of what we call copy-
paste errors. Sometimes a reported test statistic with accompanied df and p value appeared to 
serve as a template in reporting other statistical results (later in the same text). Subsequently, 
the researcher may have forgotten to edit (some part of) the copied-pasted results, which resulted 
in a congruence error. The following substantively adapted, but otherwise real quotations3 

illustrates this kind of error: “The main effect of ability was significant in the first and second 
setting, F(1,39) = 6.646, p = .015 and F(1,26) = 1.175, p = .020.” These results are copied to 
the next paragraph: “As predicted, the main effect of training was significant in the first and 
second setting, F(1,39) = 6.646, p = .015 and F(1,26) = 4.175, p = .020.” These results are 
almost exactly the same, except for the test statistic of the second setting (1.175 v. 4.175). On 
top of the copying, all the results are incongruent. Nevertheless, copy-paste errors are not 
necessarily incongruent. That is, a congruent result may be copied and not altered at all. As a 
result, this copy-paste error may still be congruent, and therefore not discovered in our analyses. 
To obtain a rough indication of the prevalence of copy-paste errors we searched all the articles 
for a repetition of the same test statistic and df. Exact matches were found in JCPP 12 times 
(1.5% of the statistical results), in DP 9 times (1.5%), in JPSP 23 times (1.2%), in JADP 8 times 
(2.5%), and in JRR 4 times (1.1%). This suggests that copy-paste errors are quite common. In 
addition, these particular errors suggest the existence of even more errors than can be inferred 
from our analyses on the basis of incongruencies. 

To investigate whether congruence errors were in the direction of the researchers’ 
hypotheses, we first categorized the exactly reported statistical results as significant results (p 
≤ .05) and non-significant results (p > .05), and then inspected the errors and gross errors with 
a multilevel logistic regression model. The total number of statistical results and the number of 
errors per significance category are reported in Table 2.5. We started with an empty model with 
only a random effect of article and journal to predict the errors (AIC = 946.5; BIC = 961.7; 
LogLik = -470.2). Adding a fixed effect of significant/non-significant results at the statistics 
level did not improve model fit (AIC = 948.5; BIC = 968.7; LogLik = -470.2; χ²(1) = 0.02, p 
= .886), which means that we did not find a statistically significant difference in the distribution 
of errors over the significant and non-significant results. For the gross errors we also started 
with an empty model with only a random effect of article and journal (AIC = 186.0; BIC = 201.2; 
LogLik = -90.00). Including a fixed effect of significant/non-significant results at the statistics 
level improved model fit (AIC = 180.1; 200.3; LogLik = -86.0; χ²(1) = 7.95, p = .005). The 
variation due to article in this final model was estimated at 7.30 and the variation due to journal 

                                                                                                                                                        
3 We did not cite the source of this error because we do not wish to incriminate the authors. 
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was 0.00. The intercept was equal to -7.34 (95% CI [-9.11, 5.56]). The fixed effect of significant 
versus non-significant ( ̂ = 1.81; 95% CI [0.14, 3.49]; Z = 2.12; p = .034) shows that more 
gross errors were made in the ‘less than .05’ category than in the ‘greater than .05’ category. In 
other words, gross errors more often rendered a non-significant result significant than vice versa. 
The results are included in Figure 2.3. The dots above the main diagonal represent the errors in 
which the reported p value underestimated the actual p value, whereas the dots below the main 
diagonal represent the reported p values that overestimated the actual p value. The dots in the 
upper left block represent the instances in which a non-significant result was presented as being 
significant. The dots in the lower right corner represent the gross errors in which a non-
significant result was presented that turned out to be significant in our recalculation. 
Furthermore, 31 of the 32 inexactly reported statistical results that contain a gross error report a 
non-significant result as significant.    

In addition, we examined all the articles with rounding errors. Of all the articles with 
rounding errors with a reported p value of .05, the reported p value was lower than the 
recalculated p value (5 out of 5). Thus, all these rounding errors lead to a significant result. In 
contrast, in only 12 out of 28 articles with rounding errors concerning other p values, at least 
one reported p value was lower than the recalculated p value (p = .044, two tailed Fisher’s exact 
test, Cramer’s V = 0.410). Although it proved infeasible to determine for each statistical test 
whether or not these were in line with the researchers’ expectations, the use of significance 
testing is normally aimed at rejecting the null hypothesis. Therefore, we interpret these findings 
as an indication of expectancy effects.  

Study 2 
The goal of the second study was to establish the generality of the prevalence of 

congruence errors established in Study 1 by checking errors in a representative sample of articles 
published in psychology. 

Method 
We randomly selected 300 articles. To this end, we retrieved from the database al peer 

reviewed articles published in 2008 that are included in the PsycINFO database. Next, we 
numbered all of these records, drew a random number on the basis of a uniform distribution for 
all records, ordered all records accordingly, and selected the first 300 records so ordered. This 
procedure assures a fully random sample and hence representativeness. The selected articles 
were handled in the same way as in Study 1. In addition, we recorded whether a confidence 
interval or a standardized effect size measure (e.g., Cohen’s d or η²) was reported in the same 
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paragraph as the results. We computed the percentage of congruence errors in all reported 
statistical results and the percentage of articles with at least one congruence error. In addition, 
as Standard 8.14 of the ethical standards of the American Psychological Association (2010) 
states that data should be shared after research results are published, we contacted all authors  

 

 
Figure 2.3. Erroneously reported p values compared with the recalculated p value. Correctly reported p 
values would be situated on the diagonal. The dots above the diagonal represent statistical results that were 
reported as a lower p value than the actual p value. The dots below the diagonal represent statistical results 
that were reported as a higher p value than the actual p value. The dots in the left upper block represent 
gross errors in which a non-significant result is reported as significant. The dots in the right lower block 
represent gross errors in which a significant result is reported as non-significant. Open circles represent 
gross errors and closed circles all other errors.  



30  Reporting of p values 

whose articles included a congruence error and asked them whether they were willing and able 
to send us within a period of two weeks a data file with which we could replicate one of their 
incongruent statistical results. We implemented the time limit based on our previous experiences 
with data sharing requests in which a promise to share data “as soon as possible” by the original 
researchers often meant that we did not hear from them again. We assured all researchers who 
we contacted full confidentiality. Given a non-response, we sent a reminder after one week.  

 
Table 2.6  
Number of statistics, errors, and gross errors in the second study 

 No. statistics No. errors  No. gross errors 
Exact 283 55 (19.4%) 0 (0.0%) 
Inexact 360 27 (7.5%) 7 (1.9%) 
Total 643 82 (12.8%) 7 (1.1%) 

 
Table 2.7  
Number of articles with statistics, number of articles with at least one error, and number of articles with at 
least one gross error in the second study 

 No. articles with 
statistics 

No. articles with 
errors  

No. articles with gross 
errors 

Exact 43 12 (27.9%) 0 (0.0%) 
Inexact 52 12 (23.1%) 4 (7.7%) 
Total 63 22 (34.9%) 4 (6.3%) 

 

Results 
The PsycINFO database contained 88180 psychology articles that were published in 

2008 in a peer-reviewed journal. Because lack of access to the PDFs within our university’s 
library, we were only able to retrieve 264 articles of our sample of 300. Of these 264 articles, 
97 (37%) reported no statistics at all (e.g., because they were book reviews, editorials, or 
comments). Of the remaining 167 articles, we selected the 77 articles that contained χ², t, or F 
tests. Many of the unselected articles contained other statistical analyses (e.g., regression 
analysis, structural equation modelling, non-parametric tests), while 29 articles (17%) reported 
only p values. We did not consider statistical results that were reported only as p values, because 
these could not be verified by our method since the type of the test that was used was not 
mentioned. Of the 77 articles with χ², t, or F tests, 63 articles (82%) contained results that were 
complete. A graphical representation of the selected articles is given on the lower side of Figure 
2.1. We found a total of 809 statistical results (506 [63%] F, 223 [28%] t, and 80 [10%] χ² tests) 
in the selected articles, 643 (79%) of which were reported completely. The average number of 
complete statistical results reported per article was 10.21 (SD = 9.31). We found congruence 
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errors in 19.4% of the exactly reported statistical results and in 7.5% of the inexactly reported 
statistical results. These percentages lie close to those in Study 1; 17.1% and 6.7%, respectively. 
Thirty-five percent of the articles contained at least one error. When we combined the 
incongruent results with the incomplete results, we found at least one misreported result in 55% 
of the articles. We found a total of seven (1.1%) gross errors in four articles (6.3%). These 
results, broken down by exactly and inexactly reported statistical results, are presented in Tables 
2.6 and 2.7.  

We found 22 errors with results that could be included in a meta-analysis in Cohen’s d 
metric (t test or F test with one df in the numerator). The absolute mean difference in Cohen’s 
d due to misreporting was 0.169 (Mdn = 0.065, SD = 0.211). The differences ranged from 0.006 
to 0.707. Of these differences 18% can be classified as small (i.e., less than .01), but 41% were 
substantial (i.e., greater than .10). Furthermore, we checked whether effect sizes (ES) measures 
or confidence intervals (CI) were reported in the articles of our sample. In only 16 articles (21%) 
an ES measure was reported and in only 6 articles (8%) a CI was reported. These results show 
that NHST remains to be used in ways that defy the guidelines as proposed by the Task Force 
on Statistical Inference (Wilkinson, 1999) and the last two versions of the APA Publication 
Manual (American Psychological Association, 2001, 2010). 
 We contacted the authors of 21 articles that contained a congruence error. Four of these 
articles contained a gross error, of which one reported a non-significant result that appeared 
significant after recalculation. The first week we received 11 responses (a 52% response rate). 
All these quick responses were from authors of articles that did not contain a gross error (p 
= .035, two tailed Fisher’s exact test, Cramer’s V = 0.509). After sending a reminder, the 
responses totalled 17 responses, 4 of which were from researchers who had committed a gross 
error. Therefore, the difference in response rate between the researchers with a gross error and 
those without was no longer significant (p = .546, two tailed Fisher’s exact test, Cramer’s V = 
0.235). Nevertheless, a non-parametric Mann-Whitney test showed that the authors of articles 
without a gross error responded considerably faster (Mdn = 3.00 days) than the authors of 
articles that did contain a gross error (Mdn = 7.00 days; U = 7.50, p = .034). This suggests that 
the time to respond to a data sharing request is positively associated with the severity of the 
statistical error.4 
 Only 5 of the 17 responses included the raw data. However, another six respondents 
did include a description of the results of a reanalysis of the original data. In addition, six authors 
responded with some explanation, although these explanations seem to be only based on an 

                                                                                                                                                        
4 The use of a parametric test did not change the results (M = 3.77, SD = 3.03 versus M = 7.25, SD = .50; 
t(15) = -2.24, p = .041). 



32  Reporting of p values 

inspection of the reported results rather than on an actual reanalysis. These ‘unfounded’ 
explanations converged with our own classifications: typo’s, rounding errors, and the inaccurate 
use of ‘<’ and ‘=’. The reanalyses by the original authors and our own reanalyses of the raw 
data revealed that several errors were caused by incorrect reporting of the test statistic or df. For 
example, one author reported a corrected F test, but reported the uncorrected error df and 
another author reported a t test with a df of 1, instead of a correct df of 38. Another gross error 
was attributed by the authors to the use of a p value based on one version of the dataset and the 
use of a test statistic and df that were based on a former version of the dataset.  

Discussion 
 We studied the accuracy of the reporting of statistical results in a random selection of 
high- and low-impact psychology journals (Study 1), and in a fully random sample of recent 
psychology articles, in which the researchers had employed NHST (Study 2). We found that 
between 17% (Study 1) and 19% (Study 2) of the exactly reported statistical results and between 
7% (Study 1) and 8% (Study 2) of the inexactly reported statistical results reported in 
psychological articles are incongruent. These results reveal that the problem of incongruent 
statistical results is greater in psychology journals than in the other fields that have been studied 
thus far. In studies of Garcia-Berthou and Alcaraz (2004) and Berle and Starcevic (2007) of the 
prevalence of congruence errors in Nature, the British Medical Journal and in two psychiatry 
journals, between 11% and 14% of published statistical results with exactly reported p values 
were reported incorrectly. Furthermore, we found that 55% of the articles in the first study and 
35% of the articles in the second study contained at least one such error. Moreover, around one 
percent of the examined statistical conclusions was not supported by the reported test statistic 
and df. More importantly, we came across at least one unsupported statistical conclusion in 39 
of the 257 articles (15%) that we scrutinized in our two studies. In other words, despite passing 
the peer-reviewers, in roughly 1 out of 7 articles in psychology at least one statistical conclusion 
appears to be unfounded on the basis of the presented test results alone.  
 Moreover 4% of the statistical results in the first study and 21% of the statistical results 
in the second study were not completely reported, which goes against guidelines of the APA 
Publication Manual. The percentage of incompletely reported results in the psychological 
literature is even larger, because in our representative sample of psychology articles we came 
across 29 articles (17%) in which the statistical results were reported only by a p value.  
 In addition, the results of the first study showed that articles published in low-impact 
journals contain relatively more congruence errors than articles published in high impact 
journals. However, we found no difference between high- and low-impact journals in the 
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prevalence of gross errors. Although the number of statistical results in the first study is large, 
we only examined three high-impact and three low-impact journals. Therefore, the conclusions 
about differences between high- and low-impact journals can be dependent of the specific 
journals included in our study. Despite this potential limitation on the generalizability to other 
journals, we have no reasons to believe that the journals we selected are unrepresentative for 
psychology journals with high- and low-impact factors, respectively. In fact, the findings of the 
second study on the basis of a random (and hence representative) sample of psychological 
articles do attest to the generality of reporting error frequencies.  
 Because statistical results from articles can be used for meta-analyses, it is important 
that results are correctly reported, or that at least the magnitude of these errors is small. We 
operationalized the magnitude of reporting errors on the basis of results from p values that may 
feature in meta-analyses with Cohen’s d and found that the average magnitude of these errors 
to be substantial (average d = 0.17). Reporting results with effect sizes would decrease the 
unhealthy focus on the significance boundary. However, the second study showed that effect 
sizes are only reported in around 20% of the articles. Despite many efforts to change reporting 
practices in psychology (e.g., see the Task Force on Statistical Inference) the preponderance of 
published articles still lack effect sizes. So if p values are used, the common misreporting of 
these p values could bias meta-analytic results considerably. The practice of only reporting p 
values as we documented in 17% of the empirical articles in Study 2 should therefore be avoided. 

In the second study we found a similar prevalence of congruence errors as in the first 
study, although in the second study we came across fewer articles with at least one congruence 
error than in the first study. This may be due to the fact that the articles in the second study 
contained fewer statistical results on average. Especially the high-impact journals in the first 
study contain many statistical results per article, mostly because of the common practice of 
including more than one study per article. Furthermore, we found substantially more 
incompletely reported statistical results in our second study. Twenty-two percent of the 
statistical results were not reported according to the guidelines of the APA Publication Manual. 
This difference between Study 1 and 2 is probably caused by the overrepresentation of high-
impact journals in the first study. For instance only 3 out of 1882 statistical results in JPSP were 
reported incompletely. This suggests that journal policies can make a difference. The second 
study involved a fully random sample of articles published in 2008 in peer-reviewed psychology 
journals, and although the sample of articles may not be large, our results are based on a large 
number of statistical test results and show clear consistency. Therefore, it is safe to conclude 
that the prevalence of misreporting (both congruence errors and incomplete results) within 
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psychological articles with statistical results is indeed close to 30%, and that more than half of 
the these articles contains at least one such error in the reporting of statistical results. 

The present work gives some insight in the types of errors made. To begin with, 
incompletely reported results are quite common. Most often, a test statistic was given without 
the mention of one or more dfs. Another common error is the confusion of ‘<’ with ‘=’. In 
several articles we found that the inequality and equality signs were used as if they were 
interchangeable. Furthermore, we came across the wrong use of tests (e.g., F and χ² tests from 
which the p values are divided by two without sound argumentation), problems with the 
reporting of the smallest p value (e.g., reporting a p value as < .000 or reporting p = .001 when 
p < .001 would be correct), rounding errors, and we found evidence of the substantial occurrence 
of copy-paste errors. We propose recommendations to avoid the misreporting of p values below. 

Many congruence errors could not be classified on the basis of the reported information, 
and so the source of these errors remained unclear. We simply do not know whether the test 
statistic, the df, and/or the p value were misreported. In addition, as we only focused on 
incongruently reported results, we did not consider other errors in the reporting of statistical 
results that did not result in incongruency. Thus it is possible that additional errors may be 
present, which would surface only following a complete reanalysis of the raw data. 

To obtain a better understanding of the origins of the errors made in the reporting of 
statistics, we contacted the authors of the articles with errors in the second study, and asked 
them to send us the raw data. Regrettably, only 24% of the authors shared their data, despite our 
request being quite specific and our assurances that the authors would remain anonymous. The 
degree of non-response was in line with previous results of Wicherts, Borsboom, Kats and 
Molenaar (2006). They requested data from 141 authors of articles in APA journals, and 
observed a response rate of 27%. Nevertheless, some authors, who appeared willing to share 
their data with us, conducted a reanalysis themselves, and informed us of their results. Both the 
raw data and the results of the reanalyses revealed some additional sources of error. Especially, 
incongruencies caused by reporting the wrong test statistic or df were revealed. Furthermore, 
several contacted authors gave us more background information on the causes of the 
incongruencies. For example, one author told us that the reported p value was based on one 
dataset, and that the test statistic and df were based on a different, former dataset, which 
contained an incorrect value. This can be seen as a special case of the copy-paste error with a 
former result which is only partly edited. Nevertheless, even with access to the raw data, the 
causes of some errors remained unknown. Given access to the raw data, it is at least possible to 
determine the correct statistical results, which can be used, for instance, in meta-analyses.  
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 Of special interest was the direction of the congruence errors. Researchers often have 
specific preferences regarding their results, which may affect the extent to which researchers 
scrutinize errors in line with or contradicting their preferred results. We hypothesized that 
congruence errors are more often in favor of the researchers’ expectations. The direction of the 
gross errors in the first study revealed that 46 of the 50 congruence errors resulted in a significant 
result. Furthermore, the rounding errors with a p value of .05 were all in favor of the researchers’ 
hypotheses, i.e., the alternative rather than the null hypotheses. These errors may be the result 
of sloppiness, so they should not be taken to mean that researchers are trying to present a more 
convincing story than the data could support (Friedlander, 1964). Nonetheless, these results 
points to the importance of studying further the potential influence of researchers’ expectations 
on the outcome and reporting of their data analyses. 

Recommendations 
To arrive at more accurate reporting of statistical results, we make the following 
recommendations.  

1. To prevent the inaccurate use of inexact and exact p values, authors and editors should 
follow the newly revised APA Publication Manual (American Psychological 
Association, 2010) more closely. The newly revised manual is clear on the reporting 
of p values: “When reporting p values, report exact p values (e.g., p = .031) to two or 
three decimal places. However, report p values less than .001 as p < .001” (p. 114). 
Note that this guideline applies to both significant and non-significant statistical results. 
This guideline may help to avoid rounding errors, and has the additional advantage that 
the reported results can be more easily verified.  

2. To be more informative and to prevent an unhealthy focus on the significance boundary, 
statistical results should be accompanied by effect sizes and confidence intervals when 
possible, as is also recommended by the APA Publication Manual (American 
Psychological Association, 2010): “However, complete reporting of all tested 
hypotheses and estimates of appropriate effect sizes and confidence intervals are the 
minimum expectations for all APA journals” (p. 33). This edition of the manual even 
specifies a reporting format for confidence intervals: “t(177) = 3.51, p < .001, d = 0.65, 
95% CI [0.35, 0.95]” (p. 117)   

3. Results should be checked by both the (co)author(s) and the reviewers for 
completeness of the reported statistical results. Specifically, test statistics should 
always be accompanied by the correct df.  
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4. Sound statistical reviewing is needed to prevent the use of impossible statistical tests 
such as incorrectly dividing p values of F or χ² tests. The use of one-sided tests should 
always be mentioned in the text (preferably next to the test statistic). 

5. Researchers should be aware that the use of copy-paste in statistical reporting is error-
prone. Possible copy-paste errors should be checked during the type-editing process.  

6. Raw data should be made available as a matter of principle. Not only to check for 
possible errors in the reporting of statistical results, but also to have complete and 
correct statistical information to perform later meta-analyses. 

To set an example, we have employed these checks in the present work in the hope that its 
quality and validity will in no way be affected negatively by our own fallibility. In addition, the 
raw data from both our studies are available upon request. 
 



 

Chapter 3 

Willingness to share research data is 
related to the strength of the evidence 
and the quality of reporting of statistical 
results 
 
Background: The widespread reluctance to share published research data is often hypothesized 
to be due to the authors’ fear that reanalysis may expose errors in their work or may produce 
conclusions that contradict their own. However, these hypotheses have not previously been 
studied systematically.  
Methods and Findings: We related the reluctance to share research data for reanalysis to 1120 
statistically significant results reported in 48 papers published in two major psychology journals. 
We found the reluctance to share data to be associated with weaker evidence (against the null 
hypothesis of no effect) and a higher prevalence of apparent errors in the reporting of statistical 
results. The unwillingness to share data was particularly clear when reporting errors had a 
bearing on statistical significance.  
Conclusions: Our findings on the basis of psychological papers suggest that statistical results 
are particularly hard to verify when reanalysis is more likely to lead to contrasting conclusions. 
This highlights the importance of establishing mandatory data archiving policies.  
 
 
 

This chapter is published as: Wicherts, J. M., Bakker, M., & Molenaar, D. (2011). Willingness to share 
research data is related to the strength of the evidence and the quality of reporting of statistical results. 
PloS ONE, 6, e26828. In this chapter we present slightly altered results, as our sample of published papers 
contained a retracted paper by D. Stapel. This paper is removed from the sample used in this chapter. 
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Introduction 
Statistical analyses of research data are quite error prone (Murphy, 2004; Strasak, 

Zaman, Marinell, Pfeiffer, & Ulmer, 2007; Wolins, 1962), accounts of statistical results may be 
inaccurate (Garcia-Berthou & Alcaraz, 2004), and decisions that researchers make during the 
analytical phase of a study may lean towards the goal of achieving a preferred (significant) result 
(Barber, 1976; Friedlander, 1964; Ioannidis, 2005; Mahoney, 1976). For these and other (ethical) 
reasons (Board on Life Sciences National Research Council, 2003), many scientific journals 
like PLoS ONE (2011) and professional organizations such as the American Psychological 
Association (APA, 2010) have clear policies concerning the sharing of data after research results 
are published. For instance, upon acceptance for publication of a paper in one of the over 50 
peer-reviewed journals published by the APA, authors sign a contract that they will make 
available data to peers who wish to reanalyze their data to verify the substantive claims put forth 
in the paper. Nonetheless, the replication of statistical analyses in published psychological 
research is hampered by psychologists’ pervasive reluctance to share their raw data (Wicherts 
et al., 2006; Wolins, 1962). In a large-scale study Wicherts et al. (2006) found that 73% of 
psychologists publishing in four top APA journals defied APA guidelines by not sharing their 
data for reanalysis. The unwillingness to share data of published research has been documented 
in a number of fields (E. G. Campbell et al., 2002; Firebaugh, 2007; Freese, 2007; Kyzas, Loizou, 
& Ioannidis, 2005; McCullough & Vinod, 2003; Piwowar, Day, & Fridsma, 2007; Reidpath & 
Allotey, 2001; Savage & Vickers, 2009) and is often ascribed in part to the fear among authors 
that independent reanalysis will expose statistical or analytical errors in their work (Ceci & 
Walker, 1983) and will produce conclusions that differ from theirs (Nature, 2006). However, no 
published research to date has addressed whether this rather bleak scenario has a bearing on 
reality. 

Here we study whether researchers’ willingness to share data for reanalysis is 
associated with the strength of the evidence (defined as the statistical evidence against the null 
hypothesis of no effect) and the quality of the reporting of statistical results (defined in terms of 
the prevalence of inconsistencies in reported statistical results). To this end, we followed-up on 
Wicherts et al.’s (2006) requests for data by comparing statistical results in papers from which 
data were either shared or not, and to check for errors in the reporting of p-values in both types 
of papers. 
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Methods 
In the summer of 2005, Wicherts and colleagues (2006) contacted the corresponding 

authors of 141 papers that were published in the second half of 2004 in one of four high-ranked 
journals published by the APA: Journal of Personality and Social Psychology (JPSP), 
Developmental Psychology (DP), Journal of Consulting and Clinical Psychology (JCCP), and 
Journal of Experimental Psychology: Learning, Memory, and Cognition (JEP:LMC). The data 
were requested to determine the effects of outliers on statistical outcomes (see Text S1, available 
at http://www.plosone.org/article/info:doi/10.1371/journal.pone.0026828#s5 for details). 
Although all corresponding authors had signed a statement that they would share their data for 
such verification purposes (APA, 2010), most authors failed to do so. In the current study, we 
related the willingness to share data from 48 papers published in JPSP or JEP:LMC to two 
relevant characteristics of the statistical outcomes reported in the papers, namely the internal 
consistency of the statistical results and the distribution of significantly reported (p < .05) p-
values. We restricted the attention to JPSP and JEP:LMC, because (1) authors in these journals 
were more willing to share data than authors in the other journals from which Wicherts et al. 
requested data, (2) no corresponding authors in these two journals declined to share data, 
because they were part of an ongoing project or because of propriety rights or ethical 
considerations, and (3) studies in these two journals were fairly homogeneous in terms of 
analysis and design (mostly lab experiments). We also restricted our attention to results from 
null-hypothesis significance testing (NHST) (Nickerson, 2000). This procedure is not without 
its critics (Cohen, 1994; Wagenmakers, 2007), but remains to be used extensively in psychology 
(Hubbard & Ryan, 2000) and related fields. NHST provides p-values that, if smaller than alpha 
= .05, are considered by many researchers (Hoekstra et al., 2006; Rosenthal & Gaito, 1963) and 
reviewers (Mahoney, 1977) to lend support to the hypothesized effects. Psychological research 
data are often amenable to alternative methods of analysis (Blanton et al., 2009; Friedlander, 
1964; Nature, 2006) that may affect what can be concluded from them (at least within the rules 
of NHST). The specifics of the analysis will typically have more relevance when statistical 
results are nearly significant at the alpha = .05 level. Put differently, smaller p-values provide 
stronger evidence against the null hypothesis of no effect (Fisher, 1958). The strength of the 
evidence based on Bayes factors from Bayesian t-tests has been found to be strongly inversely 
related to the p-values of traditional t-tests (Wetzels et al., 2011). If the strength of the evidence 
so defined plays part in the willingness to share data, then it is to be expected that p-values in 
papers from which data were not shared lie closer to .05. Because reported p-values are often 
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inconsistent with the given test statistics and degrees of freedom (Bakker & Wicherts, 2011), 
we also check for errors in reporting of statistical results. 

Data retrieval 
We extracted from the papers all the t, F, and 2 test statistics associated with NHST, 

the given degrees of freedom (e.g., F(2,24) = 3.41), the sidedness of tests (1- or 2-tailed), and 
the reported exact p-value (e.g., p = .03) or the reported level of significance (e.g., p < .05). We 
considered these tests because these are the most common test statistics of NHST in psychology. 
Although it was infeasible to determine for each test whether it was in line with the researchers’ 
predictions, NHST is typically used for the purpose of rejecting the null hypothesis. We did not 
consider test statistics that were not associated with NHST (e.g., model fitting or Bayesian 
analyses). We only included test results that were uniquely reported, complete (i.e., test statistic, 
degrees of freedom, and p-value were reported), and that were reported as being significant (i.e., 
p < .05) in the main text or in tables in the results sections. T-tests were considered 2-tailed, 
unless stated otherwise. The exact p-values were computed on the basis of the given test statistic 
and DF(s) in Microsoft Excel 2008 for Mac, version 12.1.0. A further four papers published in 
the two journals from which data were requested in 2005 were not included in the follow-up 
because they did not involve NHST or did not contain significant results on the basis of t, F, of 

2 tests.  

Five undergraduates, who were unaware from which papers data were shared also 
independently retrieved a total of 495 statistics and DFs. We compared these 495 statistics to 
ours and determined that the accuracy rate in our own data was 99.4%. The three minor errors 
in our data retrieval were corrected but proved trivial. 

Detecting reporting errors 
Inconsistencies between reported p-values (or ranges) and p-values recalculated from 

the retrieved statistics were detected automatically in Excel as follows. The recomputed p-value 
was first rounded to the same number of digits as was used in the reported p-value (range). 
Subsequently, an IF-statement automatically checked for consistency. Next, we determined by 
hand whether reporting errors were not due to possible errors in extraction (none were found) 
or to rounding. For example, a test result such as “t(15) = 2.3; p = 0.034” could have arisen from 
test statistic that could possibly range from 2.25 to 2.35. Consequently, the correct p-value could 
range from .033 to .040 and so the reported value was not seen as inconsistent, although the 
recomputed p-value is .0362. In the analyses of the p-value distributions, we used the nearest 
next decimal that attained consistency for these correctly rounded cases (i.e., 2.34 in the 
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example), but used the p-value on the basis of the reported test statistic in other cases. We 
checked whether over-reported p-values were corrected upwards via procedures like 
Bonferroni’s or Huyn-Feldt’s, but did not use these corrections in analyzing p-value 
distributions. As some of the inconsistencies may have arisen from the use of one-sided testing, 
we made additional searches of the text for explicit references thereof. In one instance, an F-test 
result was reported explicitly as a one-sided test, but because this result was equivalent to a one-
sided t-test we did not consider it erroneous (as suggested by an independent reviewer). As a 
final check, the three authors independently verified all 49 inconsistencies on the basis of the 
papers. All documented errors are available upon request. 

The use of this method previously revealed quite high error rates in the reporting of p-
values in papers published in Nature, the British Medical Journal (Garcia-Berthou & Alcaraz, 
2004), and two psychiatry journals (Berle & Starcevic, 2007). In a recent study covering a fairly 
representative sample of 281 psychology papers (Bakker & Wicherts, 2011), roughly 50% of 
the papers that involved NHST were found to include at least one such reporting error. As 
discussed elsewhere (Bakker & Wicherts, 2011), likely causes include (1) errors in the retrieval 
and copying of test statistics, degrees of freedom, and/or p-value (e.g., reporting the total DF 
instead of the error DF of an F test), (2) incorrect rounding of last decimal (e.g., p = .059 reported 
as p = .05), (3) the use of one-tailed tests without mentioning this, (4) incorrect use of tests (e.g., 
dividing the p value of an F or χ² test by two to report a one-sided p value, whereas the F or χ² 
test is already a one-sided test), (5) confusion of = with < (e.g., p = .012 reported as p < .01), 
and (6) copy-editing errors (e.g., a failure to alter relevant numbers after the use of “copy-paste” 
in writing the paper).  Although many inconsistencies between reported and recomputed p-
values in Bakker and Wicherts’ study were minor, roughly 15% of the papers contained at least 
one result that was presented as being statistically significant (p < .05), but that proved, upon 
recalculation, not to be significant (p > .05). Such serious errors in the reporting of results 
increase the desirability to have the data available for reanalysis. 

Ethical considerations 
This study has been approved by the Ethics Committee of the Psychology Department of the 
University of Amsterdam. In light of the purpose of our study, we could not ask the 
corresponding authors for their informed consent. The Ethics Committee exempted the use of 
informed consent because all corresponding authors had signed APA publication forms related 
to data sharing and in light of Article 8.05 of the Ethical Principles of the APA. The documented 
errors are based on publically available papers and so are considered archival material. The 
sharing or non-sharing of data is considered to be an unobtrusive observation of professional 
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behavior of the corresponding authors that should not create distress on their behalf, provided 
that anonymity is assured. To protect the identity of corresponding authors, we are not allowed 
to make public who did or did not share data with Wicherts et al. However, this information is 
available upon request to allow others to verify our results through reanalysis. The problems 
that we highlight are general, and our results should not be used to question the academic 
integrity of individual researchers.  

Results 

Responses to data requests 
Of the 48 corresponding authors, 21 (43.8%) had shared some data with Wicherts et 

al. (2006). Thirteen corresponding authors (27.1%) failed to respond to the request or any of the 
two reminders. Three corresponding authors (6.3%) refused to share data either because the data 
were lost or because they lacked time to retrieve the data and write a codebook. Eleven 
corresponding authors (22.9%) promised to share data at a later date, but have not done so in 
the past six years (we did not follow up on it). These authors commonly indicated that the data 
were not readily available or that they first needed to write a codebook. 

Errors in the reporting of statistical results 
The 48 papers contained a total of 1120 test statistics that were presented as significant 

at p < .05.  Table 3.1 presents for each paper the number of significantly reported test results, 
the number of misreporting errors, and the median and average of all genuinely significant p-
values (as based on the recalculated values). Forty-nine of these statistics (4.4%) were 
inconsistent with the reported (range of) p-values. In forty-seven of the inconsistent results 
(95.9%), the reported p-value (range) was smaller than the recalculated p-value. Figure 3.1 gives 
the origin of three types of reporting errors. Although 49.9% (559) of the tests statistics were 
from papers from which no data were shared, most incorrectly reported p-values (36 out of 49; 
73.5%) originated from these papers. These errors include quite small ones (e.g., p = .0002 
reported as p < .0001). Twenty-eight of the 32 p-values (87.5%) that were incorrectly reported 
at the level of the 2nd decimal (e.g., p = .02 reported as p < .01) were from papers from which 
no data were shared. Negative binomial regressions (Table 3.2) that accounted for the number 
of test statistics and the average p-values in each paper (see below) showed that reluctance to 
share data was predictive of the prevalence of both types of reporting errors. 
  



Chapter 3  43 

Table 3.1.  
Summary statistics for the 48 papers. 

Journal DOI Pageno. No. of 
stats 

Mean of 
ps 

Median 
of ps 

Reporting errors 

      All 2nd dec. Around 
.05 

jep:lmc 10.1037/0278–7393.30.5.947 947–959 7 0.006636 0.00295 0 0 0 
jep:lmc 10.1037/0278–7393.30.5.969 969–987 13 0.027302 0.02936 0 0 0 
jep:lmc 10.1037/0278–7393.30.5.988 988–1001 33 0.010325 0.00482 3 0 0 
jep:lmc 10.1037/0278–7393.30.5.1002 1002–1011 25 0.004257 0.00001 1 0 0 
jep:lmc 10.1037/0278–7393.30.5.1012 1012–1025 83 0.003054 0.00000 0 0 0 
jep:lmc 10.1037/0278–7393.30.5.1026 1026–1044 30 0.007286 0.00189 0 0 0 
jep:lmc 10.1037/0278–7393.30.5.1045 1045–1064 19 0.005587 0.00073 0 0 0 
jep:lmc 10.1037/0278–7393.30.5.1065 1065–1081 22 0.001672 0.00009 3 0 0 
jep:lmc 10.1037/0278–7393.30.5.1082 1082–1092 9 0.001089 0.00010 0 0 0 
jep:lmc 10.1037/0278–7393.30.5.1093 1093–1105 21 0.011132 0.00115 1 1 0 
jep:lmc 10.1037/0278–7393.30.5.1106 1106–1118 16 0.002213 0.00001 2 2 1 
jep:lmc 10.1037/0278–7393.30.5.1119 1119–1130 10 0.007128 0.00095 0 0 0 
jep:lmc 10.1037/0278–7393.30.5.1131 1131–1142 21 0.003256 0.00098 0 0 0 
jep:lmc 10.1037/0278–7393.30.6.1147 1147–1166 8 0.008461 0.00036 0 0 0 
jep:lmc 10.1037/0278–7393.30.6.1167 1167–1175 8 0.011841 0.00231 0 0 0 
jep:lmc 10.1037/0278–7393.30.6.1176 1176–1195 32 0.005418 0.00006 1 0 0 
jep:lmc 10.1037/0278–7393.30.6.1196 1196–1210 37 0.004050 0.00000 1 1 0 
jep:lmc 10.1037/0278–7393.30.6.1211 1211–1218 11 0.019460 0.01967 0 0 0 
jep:lmc 10.1037/0278–7393.30.6.1219 1219–1234 39 0.016008 0.01084 7 6 1 
jep:lmc 10.1037/0278–7393.30.6.1235 1235–1251 23 0.004993 0.00096 1 1 0 
jep:lmc 10.1037/0278–7393.30.6.1252 1252–1270 46 0.010496 0.00058 0 0 0 
jep:lmc 10.1037/0278–7393.30.6.1271 1271–1278 20 0.002645 0.00001 1 0 0 
jep:lmc 10.1037/0278–7393.30.6.1290 1290–1301 35 0.013469 0.00475 0 0 0 
jep:lmc 10.1037/0278–7393.30.6.1302 1302–1321 30 0.013727 0.00680 0 0 0 
jep:lmc 10.1037/0278–7393.30.6.1322 1322–1337 37 0.006148 0.00094 0 0 0 
jpsp 10.1037/0022–3514.87.5.557 557–572 33 0.016946 0.01104 1 1 0 
jpsp 10.1037/0022–3514.87.5.573 573–585 15 0.011696 0.00597 1 0 0 
jpsp 10.1037/0022–3514.87.5.586 586–598 21 0.019989 0.01519 4 4 3 
jpsp 10.1037/0022–3514.87.5.599 599–614 24 0.009036 0.00263 0 0 0 
jpsp2 10.1037/0022–3514.87.5.615 615–630 27 0.003605 0.00000 3 0 0 
jpsp 10.1037/0022–3514.87.5.631 631–648 6 0.008074 0.00385 0 0 0 
jpsp 10.1037/0022–3514.87.5.649 649–664 16 0.012216 0.00510 4 4 0 
jpsp 10.1037/0022–3514.87.5.665 665–683 23 0.016715 0.00179 2 1 1 
jpsp 10.1037/0022–3514.87.6.733 733–749 24 0.023442 0.02068 2 2 2 
jpsp1 10.1037/0022–3514.87.6.750 750–762 5 0.000002 0.00000 0 0 0 
jpsp 10.1037/0022–3514.87.6.763 763–778 29 0.007420 0.00005 1 1 0 
jpsp2 10.1037/0022–3514.87.6.779 779–795 9 0.025925 0.03231 0 0 0 
jpsp1 10.1037/0022–3514.87.6.796 796–816 15 0.006438 0.00072 0 0 0 
jpsp 10.1037/0022–3514.87.6.817 817–831 20 0.007695 0.00011 0 0 0 
jpsp 10.1037/0022–3514.87.6.832 832–844 8 0.021422 0.02079 4 4 1 
jpsp 10.1037/0022–3514.87.6.845 845–859 48 0.009394 0.00380 2 0 0 
jpsp 10.1037/0022–3514.87.6.876 876–893 27 0.011934 0.00598 1 1 1 
jpsp2 10.1037/0022–3514.87.6.894 894–912 8 0.009142 0.00092 0 0 0 
jpsp 10.1037/0022–3514.87.6.913 913–925 7 0.018208 0.00783 0 0 0 
jpsp 10.1037/0022–3514.87.6.926 926–939 9 0.011442 0.01224 0 0 0 
jpsp 10.1037/0022–3514.87.6.940 940–956 36 0.009620 0.00314 2 2 0 
jpsp 10.1037/0022–3514.87.6.957 957–973 45 0.006310 0.00020 0 0 0 
jpsp 10.1037/0022–3514.87.6.974 974–990 30 0.018801 0.01527 1 1 0 

Note: Ethical considerations preclude the inclusion of ‘‘shared vs. non-shared’’ in this table, but this 
information is available upon request. JEP:LMC vol. 30, JPSP vol. 87.  
1 correlational design; 
2 mixed correlational/experimental design, remaining papers involve experimental designs. 
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Figure 3.1: Distribution of the number of errors in the reporting of p-values for 27 papers from which the 
data were not shared (left column) and 21 from which the data were shared (right column) for all 
misreporting errors (upper row), larger misreporting errors at the 2nd decimal (middle row), and 
misreporting errors that concerned statistical significance (p < .05; bottom row). 
 
 We came across a total of ten cases (from seven papers) in which the recomputed p-
value was above .05, whilst the result was presented as being significant (p < .05). None of the 
authors of these papers had shared data with Wicherts et al. (2006) As a negative binomial 
regression is infeasible with these data, we tested this relation at the level of papers (includes 
serious error(s) versus shared) with a 2-by-2 Fisher exact test: p = .014 (2-tailed). So the 
reluctance to share data was particularly evident when the reporting errors concern statistical 
significance. This corroborates an earlier finding that it took authors considerably longer to 
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respond to queries for data when the inconsistency in their reported results had a bearing on the 
significance of their results (Bakker & Wicherts, 2011). 
 
Table 3.2 
Results of negative binomial regressions of the number of reporting errors per paper 

Predictor Parameter (SE) Wald χ² (DF=1) p 
All reporting errors (range: 0-7)    
  (Intercept) -2.90 (1.28) 5.13 .024 
  Data shared (1) or not (0) -0.86 (0.38) 5.20 .023 
  Square root (Average of p values) 5.39 (6.17) 0.76 .383 
  Log (No. of test statistics) 0.87 (0.40) 4.68 .030 
  Neg. Binomial parameter 0.83 (0.46)   
Large reporting errors at the second decimal (range 0-6) 
  (Intercept) -4.33 (1.81) 5.74 .017 
  Data shared (1) or not (0) -1.24 (0.51) 5.85 .016 
  Square root (Average of p values) 18.38 (9.63) 3.64 .056 
  Log (No. of test statistics) 0.76 (0.44) 2.97 .085 
  Neg. Binomial parameter 1.21 (0.76)   

Note: Negative binomial regressions (N = 48; with a log link) of the number of misreporting errors per 
paper on the log of the number of test statistics, square root of the average p-value of genuinely significant 
results within the papers, and whether or not the data were shared for reanalysis. Analyses were estimated 
in SPSS 20.0 (The Zelig package in R gave similar results) with a robust variance estimator to deal with 
the possibility that errors were dependent within papers. Natural log and square root transformations were 
used to improve predictors’ normality. 
 

Strength of evidence (against the null hypothesis) 
P-values from NHST are traditionally interpreted as the strength of the evidence 

against the null hypothesis of no effect (Fisher, 1958). From the distribution of significant p-
values across the two groups of papers in Figure 3.2, it is clear that higher p-values, like those 
in the interval between .03 and .05 (which have a low chance of occurring regardless of actual 
effect sizes;  Sellke, Bayarri, & Berger, 2001), were indeed more common in papers from which 
no data were shared (16.0%) than in the other papers (9.1%). The individual statistical results 
are statistically dependent within papers in rather intractable ways, and so we computed the 
mean of p-values of all genuinely significant results within each paper. This variable was indeed 
significantly higher in the 27 papers from which the data were not shared (M = .0121, SD = 
.0075, Median = .0111 vs. M = .0079, SD = .0046, Median = .0073, Cohen’s d= .72): 
Wilcoxon’s W = 413, Z = 2.11, p = .035 (2-tailed). The use of the median of p-values per paper 
provided similar results (Z = 2.05, p = .041).  
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Figure 3.2: Distribution of p-values reported as being significant (at p < .05) in 21 papers from which data 
were shared (N = 561; in grey) and in 27 papers from which data were not shared (N = 549; in black), 
showing that p-values often lie closer to the typical boundary of significance when data are not shared for 
reanalysis. Frequencies of reporting errors (as given above the bars) reflect higher error prevalence in 
papers from which no data were shared. 

 
We also conducted a bootstrap analysis to test this difference between shared and non-

shared papers on the basis of individual p-values as clustered in the papers. In this analysis, we 
determined on the basis of 100,000 replications the null distribution of Wilcoxon’s W test for 
the 1110 statistically dependent p-values that were smaller than .05. To this end, we randomly 
assigned each paper (and hence all p-values in it) to either the shared or non-shared category 
(on the basis of the base rate of p = 21/48), and repeated this process 100,000 times to get an 
empirical null distribution for W on the basis of our data. The W statistic computed on the basis 
of actual difference between shared and non-shared gave a p-value of .011 (2-tailed) in this 
bootstrapped null distribution. Hence, the analyses of individual p-values corroborated that p-
values were significantly higher in papers from which data were not shared. 

Discussion 
In this sample of psychology papers, the authors’ reluctance to share data was 

associated with more errors in reporting of statistical results and with relatively weaker evidence 
(against the null hypothesis). The documented errors are arguably the tip of the iceberg of 
potential errors and biases in statistical analyses and the reporting of statistical results. It is rather 
disconcerting that roughly 50% of published papers in psychology contain reporting errors 
(Bakker & Wicherts, 2011) and that the unwillingness to share data was most pronounced when 
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the errors concerned statistical significance. Although our results are consistent with the notion 
that the reluctance to share data is generated by the author’s fear that reanalysis will expose 
errors and lead to opposing views on the results, our results are correlational in nature and so 
they are open to alternative interpretations. Although the two groups of papers are similar in 
terms of research fields and designs, it is possible that they differ in other regards. Notably, 
statistically rigorous researchers may archive their data better and may be more attentive 
towards statistical power than less statistically rigorous researchers. If so, more statistically 
rigorous researchers will more promptly share their data, conduct more powerful tests, and so 
report lower p-values. However, a check of the cell sizes in both categories of papers (see Text 
S2, available at http://www.plosone.org/article/info:doi/10.1371/journal.pone.0026828#s5) did 
not suggest that statistical power was systematically higher in studies from which data were 
shared. 

The association between reporting errors and sharing of data after results are published 
may also reflect differences in the rigor with which researchers manage their data. Rigorously 
working researchers may simply commit fewer reporting errors because they manage and 
archive their data more diligently. A recent survey among 192 Dutch psychological researchers 
highlighted a rather poor practice of data archiving in psychology (Voorbrood, 2010). When 
asked whether they archived their research data, only a third of the psychologists responded 
positively. This is remarkable in light of guidelines of the APA (2010) that stipulate that data 
should be retained a minimum of five years after publication of the study. Even among those 
psychologists who indicated that they “archive” their data, most did not follow proper archiving 
standards (e.g., by keeping code books and writing meta-data; Jubb, 2008), but simply stored 
data on their own (current) computer (32%), on CDs/DVDs (18%), or on the shelf (20%). 
Haphazard data management is documented in a number of scientific fields (Jubb, 2008; 
McCullough, McGeary, & Harrison, 2006; Nature, 2011), may result in errors in analyzing and 
reporting of results, and obviously impedes the sharing of data after results are published.  

Regardless of the underlying processes, the results on the basis of the current papers 
imply that it is most difficult to verify published statistical results when these are contentious. 
We focused here on NHST within two psychology journals and so it is desirable to replicate our 
results in other fields and in the context of alternative statistical approaches. However, it is likely 
that similar problems play a role in the widespread reluctance to share data in other scientific 
fields (E. G. Campbell et al., 2002; Firebaugh, 2007; Freese, 2007; Kyzas et al., 2005; 
McCullough & Vinod, 2003; Piwowar et al., 2007; Reidpath & Allotey, 2001; Savage & 
Vickers, 2009). Because existing guidelines on data sharing offer little promise for improvement 
(Wicherts & Bakker, 2009), progress in psychological science and related fields would benefit 
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from having research data itself be part of the process of replication (Firebaugh, 2007; Freese, 
2007), notably by the establishment by journals, professional organizations, and granting bodies 
of mandatory data archiving policies.  

More stringent policies concerning data archiving will not only facilitate verification 
of analyses and corrections of the scientific record, but also improve the quality of reporting of 
statistical results. Changing policies require better educational training in data management and 
data archiving, which is currently suboptimal in many fields (Jubb, 2008; McCullough et al., 
2006; Nature, 2011; Voorbrood, 2010). On the other hand, technical capabilities for storage are 
already available. For instance, several trial registers in the medical sciences (like 
clinicaltrials.gov) enable storage of research data. Rigorous archiving of data involves 
documentation of variables, meta-data, saving data files in formats that are robust (e.g., ASCII 
files), and submitting files to repositories that already require these standards. Best practices in 
conducting analyses and reporting statistical results involve, for instance, that all co-authors 
hold copies of the data, and that at least two of the authors independently run all the analyses 
(as we did in this study). Such double-checks and the possibility for others to independently 
verify results later should go a long way in dealing with human factors in the conduct of 
statistical analyses and the reporting of results. 
 



 

Chapter 4  

Outlier removal and the relation with 
reporting errors and quality of 
psychological research 
Background: The removal of outliers to acquire a significant result is a questionable research 
practice that appears to be commonly used in psychology. In this study, we investigated whether 
the removal of outliers in psychology papers is related to weaker evidence (against the null 
hypothesis of no effect), a higher prevalence of reporting errors, and smaller sample sizes in 
these papers compared to papers in the same journals that did not report the exclusion of outliers 
from the analyses. 
Methods and Findings: We retrieved a total of 2667 statistical results of null hypothesis 
significance tests from 153 articles in main psychology journals, and compared results from 
articles in which outliers were removed (N=92) with results from articles in which no outliers 
were removed (N=61). We preregistered our hypotheses and methods. Results show no 
significant difference between the two types of articles in median p value, sample size, or 
prevalence of all reporting errors, large reporting errors, and reporting errors that concerned the 
statistical significance. On the other hand, we found evidence of possible contamination of our 
sample of articles in which outliers were not removed. Specifically, in 41% of articles in which 
no outliers were removed, we found a discrepancy between the reported degrees of freedom of 
t tests and the reported sample size.   
Conclusions: We failed to find that the removal of outliers from the analysis in psychological 
articles was related to weaker evidence (against the null hypothesis of no effect), sample size, 
or the prevalence of errors. However, our sample might be contaminated due to nondisclosure 
of excluded values in articles that did not report exclusion of outliers. Results therefore highlight 
the importance of more transparent reporting of statistical analyses. 

This chapter is submitted as: Bakker, M., & Wicherts, J. M. Outlier Removal and the Relation with 
Reporting Errors and Quality of Research. 
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The sharing of data for verification purposes is not common practice in psychology 
(Wicherts et al., 2006; Wolins, 1962) and other research fields (E. G. Campbell et al., 2002; 
Firebaugh, 2007; Freese, 2007; Kyzas et al., 2005; McCullough & Vinod, 2003; Piwowar et al., 
2007; Reidpath & Allotey, 2001; Savage & Vickers, 2009; Vines et al., 2014). Wicherts et al. 
(2006) found that 73% of the contacted authors who had published a paper in one of four top 
journals published by the American Psychological Association (APA) failed to share their data, 
notwithstanding the fact that authors had signed a contract upon acceptance of their paper that 
they would make the data available to peers for reanalysis (APA, 2010). Wicherts, Bakker, and 
Molenaar (2011) subsequently showed that this sharing of data is related to the quality of the 
reporting of statistical results and the strength of evidence. In their study, they compared a subset 
of the articles used in Wicherts et al. (2006), and found that articles from which data were shared 
contained relatively fewer reporting errors. Reporting errors are discrepancies between the 
reported p value and the recalculated p value based on the reported test statistic and degrees of 
freedom (df). Bakker and Wicherts (2011) documented that more than half of the articles in 
psychology that involved the use of null hypothesis significance testing contained at least one 
such reporting error (see also Caperos & Pardo, 2013; Leggett et al., 2013). Wicherts et al. (2011) 
found that articles from which no data were shared contained more reporting errors, more large 
reporting errors (differences in p larger than .01), and more reporting errors that changed the 
statistical conclusion, than articles from which the data were shared for reanalysis. Furthermore, 
p values are traditionally interpreted as the strength of evidence against the null hypothesis of 
no effect (Fisher, 1958), and Wicherts et al. (2011) found that the reluctance to share data was 
related to weaker evidence, as the mean p value within articles was higher on average (closer 
to .05) for articles from which the data were not shared, compared to the mean p value in articles 
from which the data were shared. This suggests that published statistical results are particularly 
hard to verify when re-analyses are more likely to lead to contrasting conclusions. 

Reluctance to share data for independent reanalysis can therefore be seen as a 
Questionable Research Practice (QRP). In the current replicability crisis in psychology 
(Asendorpf et al., 2013; Pashler & Wagenmakers, 2012) several practices related to the 
collection and the analysis of data are identified as questionable, because the use of these 
practices might lead to an inflated Type I error rate and biased effect size estimates (Bakker, 
van Dijk, & Wicherts, 2012; Simmons, Nelson, & Simonsohn, 2011). John et al. (2012) 
investigated the prevalence of different QRPs by surveying more than 2,000 psychological 
researchers on whether they had ever used particular QRPs in their work. These QRPs ranged 
from failing to report all of a study’s dependent variables (admitted by 63%) to falsifying data 
(admitted by .6%). Another QRPs was “deciding whether to exclude data after looking at the 
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impact of doing so on the results” (p. 525), which was admitted by 38% of the respondents. The 
exclusion of data in this ad hoc manner is questionable because both keeping and removing 
outliers can have a profound effect on the outcome of the analysis (Bakker & Wicherts, in press; 
Osborne & Overbay, 2004). Simmons et al. (2011) already showed that the handling of outliers 
in reaction time data in 30 articles in the journal Psychological Science was considerably 
inconsistent, suggesting that outlier exclusion is often subjective. What was considered too slow 
or too fast varied enormously, which enables self-serving justifications. On the other hand, even 
the common removal of outliers based on for example absolute Z scores larger than a certain 
threshold value (common values of this threshold are 2 and 3) will inflate the Type I error rate 
(Bakker & Wicherts, in press) and is therefore not recommended.   

The exclusion of data is also one of the few QRPs that can be detected by carefully 
reading a published article, as the removal of outliers and other data should be mentioned in the 
text in accordance with common ethical guidelines. Notably, according to the APA publication 
manual, “omitting troublesome observations from reports to present a more convincing story is 
[…] prohibited” (APA, 2010, p. 12). Without preregistration of the analytic plan or the use of 
statistical protocols (which is uncommon in psychology), readers cannot distinguish ad hoc 
exclusion of outliers from exclusion on a priori grounds. Given that many psychologists admit 
to excluding data to see how it impacts the results, we consider the exclusion of outliers as an 
indicator of the potential use of p-hacking (Simonsohn et al., in press) or significance chasing 
(Ioannidis, 2010) in null hypothesis significance testing. 

Here, we will investigate the relationship between outlier removal, reporting errors, 
and the strength of evidence against the null hypothesis in psychological articles. We will 
compare two sets of articles from the same journals. In one set outliers were removed before 
doing the analysis and in the other set no outliers or other values were removed. We had three 
preregistered hypotheses: (1) Insofar that researchers remove outliers to get a significant p value 
(p < .05), we expected the average significant p value to be higher (closer to .05) in articles in 
which outliers were removed than in articles in which no outliers were removed (Simonsohn et 
al., in press; Wicherts et al., 2011). (2) The removal of outliers is error prone because it involves 
multiple analyses, the results of which are easily confused in the process of analysis and 
reporting of results (Bakker & Wicherts, 2011). Therefore, we expected the number of reporting 
errors to be higher in articles that involved exclusion of outliers than in articles (in the same 
journal) that did not involve the exclusion of outliers. Furthermore, the proportion of articles 
with reporting errors concerned with p < .05 were expected to be higher for articles in which 
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outliers are removed. 5  (3) When the study is of high quality (i.e., is well designed and 
sufficiently powered), the original study outcome (without QRPs like the ad hoc removal of 
outliers) will more likely be significant. Therefore, outlier removal to get a significant result is 
less needed for high quality studies than for studies of lower quality. Since power is positively 
related to sample size, we predicted the average sample size to be lower for articles in which 
outliers were removed compared to articles in which no outliers were removed. Another reason 
for expecting this is that outliers exert relatively more influence on statistical results in small 
samples. 

As we had clear hypotheses, followed the same procedure as Wicherts et al. (2011), 
and agree with the current call for more confirmatory research (Wagenmakers, Wetzels, 
Borsboom, van der Maas, & Kievit, 2012), we preregistered our hypotheses and methods on the 
OSF Framework. Our preregistration document is available at 
https://openscienceframework.org/project/cBCfD/. We follow the registered procedure in our 
data collection and analyses. If we had to make unforeseen decisions or changes, or checked 
some alternative explanation with explorative analyses, we indicated that in the results section 
below.  

Method 

Selection of articles 
In our study about the removal of outliers and the inflation of the Type I error rate of 

independent samples t test (Bakker & Wicherts, in press), we systematically reviewed the 
current practice of outlier handling in psychology. To that end, we collected the 353 articles that 
contained the word ‘outlier’ of all articles published between 2001 and 2010 in the following 
journals: Journal of Experimental Social Psychology (JESP), Cognitive Development (CD), 
Cognitive Psychology (CP), Journal of Applied Developmental Psychology (JADP), Journal of 
Experimental Cognitive Psychology (JECP), and Journal of Personality and Social Psychology 
(JPSP). These journals represent major fields of inquiry within psychology and typically have 
high rejection rates. Of each journal, we randomly selected 25 articles that contained the word 
“outlier” for closer examination. Note that CD contained only 12 articles that used the term 
“outlier” in the given timeframe, and all these 12 articles were examined. Of these 137 articles, 

                                                                                                                                                        
5 Yet another reason to expect a relation between gross errors (i.e., misreporting of outcomes as being 
significant which appear not to be significant) is that this represents a QRP that has an estimated prevalence 
of 22% (John et al., 2012). Given that the QRPs in John et al.’s (2012) study formed a Guttman scale, gross 
errors can be seen as a good indicator of the use of other QRPs (including exclusion of outliers). 
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108 removed outliers before conducting the analysis.6 These 108 articles will be inspected 
further in the current study.  

To collect a comparable sample of articles in which outliers were not removed, we 
randomly selected 25 articles from each journal (12 from CD) in the same timeframe (2001 till 
2010). The methodologies and types of analyses used in these different papers are quite 
comparable. We included only articles that did not remove (exclusion, see also Molenaar, 
Wicherts, & Borsboom, 2005) or adapt (transform) any values, leading to a sample of 88 articles 
in which outliers were not removed. Table 4.1 gives the number of articles per journal.  
 
Table 4.1 
Number or articles per journal: (1) that mentioned ‘outlier’, (2) that were checked by Bakker & Wicherts 
(in press), (3) that involved the removal of outlier(s) and the use of a t or F test, (4) in which no values 
were removed, and (5) in which no outliers were removed and a t or F test was used. 

Journal* Outlier 
mentioning 

Outlier 
Removal 

Removal and F or 
t test 

No removal No removal and 
F or t test 

JESP 127 23  21 14 13 
CD 12 9  6 8 6 
CP 32 17  15 12 10 
JADP 33  17  12 23 10 
JECP 63  21  18 16 11 
JPSP 86  21  20 15 11 
Total 353 108 92 88 61 

*JESP = Journal of Experimental Social Psychology, CD =Cognitive Development, CP = Cognitive 
Psychology, JADP = Journal of Applied Developmental Psychology, JECP = Journal of Experimental 
Cognitive Psychology, and JPSP = Journal of Personality and Social Psychology.  
 

Collection of reported results 
We collected all the completely (test statistic, dfs, and p value) reported t and F tests 

(note that we did not collect the results from χ² tests as these tests are often less influenced by 
outliers) from each article with the statcheck package for R (Epskamp & Nuijten, in preparation). 
Statcheck automatically retrieves from the article’s text all t and F test results that are reported 
in accordance with the APA style (e.g., “F(1,23) = 4.45, p = .046”; APA, 2010). After the 
collection of the results by statcheck, we searched all articles by hand to identify and include 
missed reported results that were not reported in APA style (e.g., because they reported an effect 

                                                                                                                                                        
6 In our preregistration we mention 106 articles of which outliers were removed before the actual analyses. 
However, checking the articles revealed one missing article and one duplicate article. The missing article 
was added and the duplicate was replaced with a new randomly drawn article, which resulted in a total 
sample size of 108 articles in which outliers were removed before the actual analyses. 
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size between the test statistic and the p value). Only articles with at least one completely reported 
t or F test, with a reported p value smaller than .05 were included in our final sample. We 
collected by hand the total sample size of each separate study in each included article.  

Calculation of variables.  
Each reported p value (p < .05) was recalculated based on the reported test statistic and 

df with the statcheck package. For each article separately we calculated the median of the 
recalculated p values. The statcheck package also checks whether the reported p value is 
consistent with the recalculated p value, taking rounding into account (Bakker & Wicherts, 
2011). All the errors found with the statcheck package were double-checked by hand, as for 
example one-sided tests might show an error in the automated procedure. We counted the total 
number of errors, the total number of large errors (i.e., those related to the 2nd decimal), and the 
total number of gross errors (i.e., instances in which recalculation gave a non-significant result), 
and the total number of reported results per article. Of each article we also calculated the median 
of the reported sample sizes. 

Power 
In this study, we expected a comparable effect size as found in our study of the relation 

between data sharing, strength of evidence, and quality of reporting of results (Wicherts et al., 
2011). The number of included articles in our current study is approximately twice as large as 
the number of studies included in the study of Wicherts et al. and should therefore provide 
enough power. Furthermore, a pilot study (Wicherts, 2008) showed an effect size of 
approximately d = 0.5, which is comparable to common effect sizes found in psychology 
(Bakker et al., 2012). An a priori simulation study showed that the power of the non-parametric 
Wilcoxon test was .9 when α = .05, d = 0.5 and 90 articles in both conditions. 

Results 

Final sample  
We followed our registered method to arrive at our final sample. Of the 108 articles in 

which outliers were removed, 92 reported at least one complete t or F test with p < .05. Of the 
88 articles in which no values were removed from the analysis, 61 reported at least one complete 
t or F test with p < .05. We collected 1781 statistical results reported as p < .05 from the articles 
in which outliers were removed. We collected 886 statistical results (p < .05) from the articles 
in which no outliers (or other values) were removed. Of all statistical results, 1847 (69%) were 
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found by using the statcheck package and 820 (31%) while manually checking the results. The 
median number of reported statistics was 14 (M = 19.4) for articles in which outliers were 
removed and 12 (M = 14.5) for articles in which outliers were not removed. The number of 
reported significant results did not differ significantly between the two types of articles (non-
registered; Wilcoxon rank sum test: W = 3202, p = .140). None of the journals showed a 
significant difference between the two types of articles in terms of the number of reported 
significant results per article (see Table 4.2).  
 
 
Table 4.2 
Median (mean) number of statistics per article for each journal and results of the Wilcoxon test  

Journal Outlier removal No outlier removal Wilcoxon test 
JESP 12 (14.00) 9 (11.69) W = 163, p = .346 
CD 10 (13.83) 6 (7.67) W = 27.5 p = .127 
CP 30 (34.13) 16.5 (16.60) W = 99, p = .183 
JADP 6 (12.08) 5 (5.50) W = 71.5, p = .445 
JECP 15 (14.17) 21 (18.45) W = 70.5, p = .200 
JPSP 23.5 (24.60) 22 (24.00) W = 117, p = .772 
Total 14 (19.36) 12 (14.52) W = 3202, p = .140 

 
 

Strength of evidence (against the null hypothesis) 
We expected higher median p values in articles in which outliers were removed 

compared to the median p values in articles in which outliers were not removed. We planned to 
use a non-parametric Wilcoxon test and a bootstrap procedure to compare the two types of 
articles. For this bootstrap procedure we randomly assigned each paper (and all the p values in 
it) to two groups (removal and no removal) on the basis of the number of articles in each 
condition, and compared the median p values in the two groups with a Wilcoxon test. This was 
repeated 100,000 times and the W values were collected to get an empirical null distribution, 
with which the W value of the actual difference could be compared. Unexpectedly, we did not 
find a significant difference between the median p value in the articles in which outliers were 
removed (Med = .0020, M = .0057) and the articles in which no outliers were removed (Med 
= .0029, M = .0063; W = 2785, p = .938). Similarly, the bootstrap procedure gave a p value 
of .469. Additional planned analyses also showed no significant differences between removal 
and non-removal of outliers at the journal level (see Table 4.3). 
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Table 4.3 
Median (and mean) of the median p value per article for each journal and results of the Wilcoxon test 

Journal Outlier removal No outlier removal Wilcoxon 
JESP .0054 (.0080) .0094 (.0100) W = 116, p =.484 
CD .0002 (.0020) .0032 (.0058) W = 8, p = .132 
CP .0017 (.0064) .0022 (.0045) W = 77, p = .935  
JADP .0005 (.0073) .0046 (.0097) W = 71, p = .497 
JECP .0001 (.0033) < .0001 (.0024) W = 124, p = .276 
JPSP .0024 (.0051) .0046 (.0046) W = 116, p = .823 
Total .0020 (.0057) .0029 (.0063) W = 2785, p = .938 

 

 
Figure 4.1: Distribution of p values reported as being significant (at p < .05) in 92 papers from which 
outliers were removed (N = 1781; in black) and in 61 papers from which outliers were not removed (N = 
886; in grey).  
 

Furthermore, we plotted the distribution of all the p values in Figure 4.1 for the articles 
in which outliers were removed and articles in which no outliers were removed separately (non 
registered but in line with Wicherts et al., 2011). Only for the smallest recalculated p values 
(< .000001) we witnessed a difference between the two distributions (Fisher-exact-test: p = .013; 
non registered comparison). A direct comparison (non registered) of all the p values which did 
not take into account dependencies within articles also showed no significant difference between 
the two types of results (those associated with removed outliers: Med = .0012, M = .0097; no 
outliers removed: Med = .0008, M = .0093); W = 820964.5, p = .088. 
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Errors in the reporting of statistical results 
We expected the number of errors to be higher in articles in which outliers were 

removed than in articles in which no outliers were removed. Because the number of errors in an 
article is dependent of the number of reported statistics, we planned to use a negative binomial 
regression in which we controlled for the number of reported statistics (log) to predict the 
number of errors (for all, large, and gross errors separately). In Table 4.4, we present the number 
of errors, large errors, and gross errors in each journal. Table 4.5 includes the number of articles 
with at least one error, at least one large error, and at least one gross error in each journal. We 
found approximately the same proportion of articles with at least one error (45%) or at least one 
gross error (15%) as found by Bakker and Wicherts (2011) and Wicherts et al. (2011). 
Unexpectedly, negative binomial regressions that accounted for the number of test statistics 
showed that removal of outliers was not significantly predictive of all reporting errors, large 
reporting errors, and gross errors (see Table 4.6). Likewise, negative binomial regressions with 
the square root of the average p value per paper (a non-registered analysis), failed to show that 
removal of outliers was predictive for any kind of error. Fisher exact tests on the paper level 
(registered for when the proportion or papers with errors would be too small to perform negative 
binomial regressions) failed to corroborate the relation between removal of outliers and whether 
or not articles with at least one reporting error, large reporting error, or gross reporting error (p 
= .870, p = .339, p > .99, respectively). 
 
Table 4.4 
Number of statistics, number of errors, number of large errors, and number of gross errors for each journal 
separately for articles in which outliers were removed and for articles in which no outliers were removed. 

Outliers N Statistics N Error N Large Error N Gross Error 
JESP 294 10 (3.4%) 3 (1.0%) 0 (0.0%) 
CD 83 13 (15.7%) 1 (1.2%) 1 (1.2%) 
CP 512 27 (5.3%) 4 (0.8%) 6 (1.2%) 
JADP 145 22 (15.2%) 3 (2.1%) 5 (3.4%) 
JECP 255 6 (2.4%) 2 (0.8%) 1 (0.4%) 
JPSP 492 33 (6.7%) 3 (0.6%) 6 (1.2%) 
Total 1781 111 (6.2%) 16 (0.9%) 19 (1.1%) 
No outliers     
JESP 152 10 (6.6%) 2 (1.3%) 2 (1.3%) 
CD 46 0 (0.0%) 0 (0.0%) 0 (0.0%) 
CP 166 24 (14.5%) 12 (7.2%) 4 (2.4%) 
JADP 55 4 (7.3%) 0 (0.0%) 2 (3.6%) 
JECP 203 19 (9.4%) 2 (1.0%) 2 (1.0%) 
JPSP 264 10 (3.8%) 0 (0.0%) 1 (0.4%) 
Total 886 67 (7.6%) 16 (1.8%) 11 (1.2%) 
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Table 4.5 
Number of articles, number articles with at least one error, number of articles with at least one large error, 
and number of articles with at least one gross error for each journal separately for articles in which outliers 
are removed and for articles in which outliers are not removed. 

Outliers N Journal N Error N Large Error N Gross Error 
JESP 21 7 (33%) 3 (14%) 0 (0%) 
CD 6 4 (67%) 1 (17%) 1 (17%) 
CP 15 11 (73%) 3 (20%) 5 (33%) 
JADP 12 6 (50%) 2 (17%) 3 (25%) 
JECP 18 6 (33%) 2 (11%) 1 (6%) 
JPSP 20 8 (40%) 3 (15%) 4 (20%) 
Total 92 42 (46%) 14 (15%) 14 (15%) 
No outliers     
JESP 13 3 (23%) 1 (8%) 2 (15%) 
CD 6 0 (0%) 0 (0%) 0 (0%) 
CP 10 6 (60%) 3 (30%) 3 (30%) 
JADP 10 2 (20%) 0 (0%) 1 (10%) 
JECP 11 8 (73%) 2 (18%) 2 (18%) 
JPSP 11 8 (73%) 0 (0%) 1 (9%) 
Total 61 27 (44%) 6 (10%) 9 (15%) 

 
Table 4.6 
Results of the negative binomial regressions for all errors, large reporting errors, and gross errors 

Predictor Parameter (SE) p 
All reporting errors (range 0-10)   
  Intercept -2.309 (0.464) < .001 
  Outliers removed (1) or not (0) -0.019 (0.264) .943 
  Log (No. of test statistics) 0.892 (0.156) < .001 
  Neg. Binomial parameter 0.764 (0.185)  
Large reporting errors (range 0-8)   
  Intercept -3.734 (0.948) <.001 
  Outliers removed (1) or not (0) -0.565 (0.515) .273 
  Log (No. of test statistics) 0.888 (0.320) .006 
  Neg. Binomial parameter 0.272 (0.128)  
Gross errors (range 0-2)   
  Intercept -4.386 (0.862) <.001 
  Outliers removed (1) or not (0) -0.178 (0.418) .670 
  Log (No. of test statistics) 1.004 (0.273) <.001 
  Neg. Binomial parameter 1.72 (2.28)  

Note: Negative binomial regressions (N = 153) of the number of reporting errors per paper on the log of 
the number of test statistics and whether or not outliers were removed. Analyses were estimated with the 
glm.nb function from the MASS package in R (SPSS 20.0 gave similar results). Natural log 
transformations were used to improve predictors’ normality. 



Chapter 4  59 

Sample Size 
We expected the average sample size to be lower for articles in which outliers were 

removed compared to articles in which no outliers were removed. We compare these conditions 
as had been planned with the Wilcoxon test and the bootstrap procedure as described above. 
The sample sizes in two articles were insufficiently described and so we had to remove these 
articles from the following analyses. Unexpectedly, articles in which outliers were removed did 
not involve significantly smaller sample sizes (Med = 82, M = 119.01) than articles in which no 
outliers were removed (Med = 86.5; M = 154.57; W = 2601.5, p = .625). The bootstrap procedure 
gave comparable results (p = .311). Table 4.7 gives the results per journal. However, ignoring 
dependencies and analyzing all sample sizes of all the studies together (a non-registered analysis) 
did show a significant difference in sample size between studies from articles in which outliers 
are removed (Med = 66; M = 101.36) and from articles in which outliers were not removed (Med 
= 81.5; M = 126.40; W = 11505, p = .008). Also a bootstrap procedure showed a significant 
difference (p = .003; non-registered analysis) for this comparison. 
 
Table 4.7 
Median (mean) of the median sample size per article for each journal and results of the Wilcoxon test 

Journal Outlier removal No outlier removal Wilcoxon 
JESP 90 (116.57) 72 (79.88) W = 170.5, p = .228 
CD 101 (99.00) 101.25 (126.08) W = 14, p = .589 
CP 41 (54.89) 46.5 (42.28) W = 58.5, p = .777 
JADP 115 (184.25) 134.25 (221.85) W = 62, p = .923 
JECP 88 (157.78) 73 (179.91) W = 103, p = .857 
JPSP 81 (98.40) 109 (263.73) W = 66, p = .069 
Total 82 (119.01)  86.5 (154.57) W = 2601.5, p = .625 

 

Alternative explanations: incomplete disclosure 
Our planned analyses failed to corroborate the expected differences in median p value, 

reporting errors, and sample size. A reason might be that the removal of outliers was not clearly 
reported in the articles in our control group, notwithstanding that APA guidelines (APA, 2010) 
stipulate that reporting of exclusions should be reported. Recent results suggest that not all 
exclusions of data are reported in psychological articles. LeBel et al. (2013) recently surveyed 
authors of papers in various top psychology journals about the reporting of methods and 
exclusion of values, and found that 11% of the researchers admitted that they did not fully 
disclose all excluded values in their paper. If this is also true in our current sample of articles, 
the group of articles that did not contain reported exclusions of outliers might be contaminated 
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with studies in which these values actually were removed from the analyses. Such contamination 
might influence our results. To check whether the group of papers without reported exclusions 
may have included some unreported exclusions, we checked all 34 articles of this group that 
contained at least one t test. Specifically, we checked whether the sample size described in these 
articles matched the reported df of the relevant t tests. When values (cases) are removed from 
the analysis this might lead to inconsistencies between the reported sample size and the reported 
df, although such inconsistencies could also arise because of erroneous reporting of the df or 
because of unreported missing data (we verified that missing data was not mentioned in the 
articles when retrieving the sample size descriptions). We choose to focus here on t tests, as the 
relation between the df of the t test and the sample size is quite clear. MB and JMW 
independently rated the 34 articles and agreed on 125 (81%) of the 154 checked t tests. The 
differences between the raters were solved by discussion. In total, we found the dfs of 35 of the 
154 t tests (23%) to be inconsistent with the reported sample size (after checking for potential 
dropout or missingness). In total, we found 14 out of 34 articles (41%) to contain at least one 
discrepancy between the reported sample size and the reported df. 7   Although these 
discrepancies between sample size and df may be due to other factors (e.g., missing data, or 
misreporting of the df), these results do suggest that exclusions of data (because of outliers and 
other reasons) are often not reported in psychological articles. This is in line with results by 
LeBel et al. (2013) and supports our alternative explanation that we failed to find the 
hypothesized differences because the set of control papers was contaminated by results that also 
involved the exclusion of data. 

Discussion 
We hypothesized that outlier exclusion would be associated with relatively high p 

values (below the .05 threshold), more reporting errors, and smaller sample sizes and studied 
this in a sample of psychology papers. We found a proportion of reporting errors comparable 
with earlier results of Bakker and Wicherts (2011) and Wicherts et al. (2011). Nevertheless, 
none of our preregistered hypotheses were confirmed. We failed to find a significant difference 
between the articles in which outliers were removed and articles in which no outliers were 
removed in the median p value, number of errors, or the median sample size. An unregistered 
comparison of the sample sizes (while ignoring dependencies within articles) showed that 

                                                                                                                                                        
7 We did not find significant differences in median p value, number of errors, or sample size, between the 
articles in which we found or did not found a discrepancy, but the sample size and therefore the power for 
these comparisons were very low. Furthermore, exclusion of the 14 articles that showed a discrepancy 
from our final data set did not alter the original results 
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sample sizes were indeed lower in articles in which outliers were removed, compared to articles 
in which outliers were not removed. Furthermore, we found a difference between articles in 
which outliers were or were not removed in the proportion of very small p values (< .000001). 
Since our preregistered analyses failed to confirm our hypotheses, these results may suggest that 
removing outliers is unrelated to reporting errors and strength of evidence (against the null 
hypothesis).  
 However, there might be other explanations. First, the effect could be smaller than 
expected, which might have resulted in a power that was too low to detect an effect in the current 
sample. Second, taking all the reported statistical results in an article-level analysis is not a very 
precise measurement as articles often contain many results that differ in importance (e.g., the 
results of a manipulation check versus the results of the analysis to test the main hypothesis). 
Therefore, the data may have contained too much noise to measure the difference between the 
two types of articles. For a more fine-grained analysis, future research could use the p curve 
method (Simonsohn et al., in press), which focuses only on the results of the main analysis. We 
note however that it is often difficult when reading psychological articles to distinguish between 
the core analyses and more exploratory analyses among the typically dozen or so presented 
results. Then again, Wicherts et al. (2011) used the same method as we used in the current study 
to compare articles of which the data were or were not shared and they found clear differences 
between the two types of papers.  
 Another explanation might be that articles in which nothing is reported about removing 
outliers, actually did involve the removal of outliers (or other data points), which was simply 
not reported. Recently, LeBel et al. (2013) asked 347 authors to disclose design specifications 
and almost half of the authors replied and disclosed publicly the requested information. Of those 
who responded to LeBel et al. (supposedly a biased sample leading to underestimates), 11.2% 
admitted that they had not fully disclosed all excluded values in their article. Thus our control 
group of articles in which the exclusion of outliers was not mentioned could also have contained 
articles in which outliers were indeed removed. To check whether this lack of reported 
exclusions could have influenced our results, we checked the consistency between the sample 
size and the reported df in a subset of the articles that did not remove outliers and used t tests. 
We checked 154 t tests and found inconsistencies between in 35 results (23%). In 41% of the 
articles we checked, we found at least one discrepancy between sample size description and the 
dfs. This suggests that our sample of control articles was contaminated with articles in which 
data were excluded without mention. Given that unreported exclusion of data may not always 
be visible by comparing the dfs and reported sample sizes, it is quite possible that unreported 
exclusion of data is even more common in psychological research than our current results 
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suggest. Not much is known about the prevalence of inconsistencies between sample size and 
dfs in the literature, but they may well be similar to those found by related methods (Bakker & 
Wicherts, 2011; Caperos & Pardo, 2013; Leggett et al., 2013; Petrocelli, Clarkson, Whitmire, 
& Moon, 2013). Rossi (1987) found 4 cases of inconsistent dfs in his sample of 46 t and F tests. 
Future research should address the prevalence of misreporting of dfs and/or the reasons why so 
often the described dfs are inconsistent with the reported sample size. In addition, future research 
of the relation between exclusion and the height of the p values should involve the use of a less 
contaminated control sample. This could be achieved by checking with the authors whether they 
have excluded any values, or by only using the papers that used the “21-words solution” 
(Simmons, Nelson, & Simonsohn, 2012) in which authors explicitly state “We report how we 
determined our sample size, all data exclusions (if any), all manipulations, and all measures in 
the study.” (p. 4) Another solution might be to use only articles which fully disclosed that they 
had not excluded any values on PsychDisclosure.org (LeBel et al., 2013), or to use future articles 
from Psychological Science, which has installed a disclosure policy related to the exclusion of 
data in early 2014 (Eich, 2013).  
 Although we did not find evidence for the relationship between outlier removal and 
reporting errors and strength of evidence (against the null hypothesis), other factors might have 
concealed this relationship. Nevertheless, outliers should be carefully handled, as the unjust 
removal of extreme values can increase the Type I error rate (Bakker & Wicherts, in press). 
Therefore, other methods that are less influenced by possible outliers, like non-parametric or 
robust statistics, should be considered (Wilcox, 2012). Furthermore, to prevent the (unconscious) 
subjective removal of outliers, an outlier handling protocol could be written down before seeing 
the data. Preferably, the dealing with outliers is explicated in advance as part of the study 
registration (Wagenmakers et al., 2012). Above all, researchers should be transparent in their 
articles about the exclusion of data. 
 
 



 

Chapter 5 

Outlier removal, sum scores, and the 
inflation of the Type I error rate in 
independent samples t tests. The power 
of alternatives and recommendations 

 
In psychology, outliers are often excluded before running an independent samples t test and data 
are often non-normal because of the use of sum scores based on tests and questionnaires. This 
chapter concerns the handling of outliers in the context of independent samples t tests applied 
to non-normal sum scores. After reviewing common practice, we present results of simulations 
of artificial and actual psychological data, which show that the removal of outliers based on 
commonly used Z value thresholds severely increases the Type I error rate. We found Type I 
error rates of above 20% after removing outliers with a threshold-value of Z = 2 in a short and 
difficult test. Inflations of Type I error rates are particularly severe when researchers are given 
the freedom to alter threshold-values of Z after having seen the effects thereof on outcomes. We 
recommend the use of non-parametric Mann-Whitney-Wilcoxon tests or robust Yuen-Welch 
tests without removing outliers. These alternatives to independent samples t tests are found to 
have nominal Type I error rates with a minimal loss of power when no outliers are present in 
the data, and have nominal Type I error rates and good power when outliers are present. 
 
 
 

This chapter will be published as: Bakker, M., & Wicherts, J. M. (in press). Outlier removal, sum scores, 
and the inflation of the Type I error rate in independent samples t tests. The power of alternatives and 
recommendations. Psychological Methods.  
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The practical use of statistical tests in psychological research often deviates from how 
the use of these tests is described in the textbooks (Bakker et al., 2012; John et al., 2012; 
Simmons et al., 2011; Wagenmakers et al., 2011; Wicherts et al., 2011). For instance, Agresti 
and Franklin (2007) indicated that outliers should be identified to investigate potential recording 
errors and recommend that a statistical analysis is repeated with and without an outlier, to “make 
sure the results are not overly sensitive to a single observation” (p 69). Stevens (2001) stipulated 
that outliers should not be automatically dropped from the analysis (unless the outlier is caused 
by an error) and also recommended the reporting of analyses with and without the outlier(s). On 
the other hand, several of the dozen textbooks8 that we reviewed concerning outliers (e.g., 
Howell, 2002; Moore, McCabe, & Craig, 2009; Wilson & MacLean, 2011) did not give any 
advice about what to do with (non-erroneous) outliers in the data. Other textbooks recommended 
adjustments of the extreme scores (Dancey & Reidy, 2007), large sample sizes and replications 
(Nolan & Heinzen, 2007), and transformations, non-parametric and bootstrap procedures, 
preferably conducted or decided on before analyzing the data (Aron, Aron, & Coups, 2009; 
Field, 2013; Langdridge & Hagger-Johnson, 2009). The textbooks we scrutinized typically did 
not recommend a thoughtless removal of outliers, as outliers can be extreme yet actual values 
of the population under investigation (Freedman, Pisani, & Purves, 2007). However, Howitt and 
Cramer (2011) stated: “Outliers may be the result of a wide range of different factors. One does 
not have to identify what is causing such big or small values, but it is important to eliminate 
them because they can be so misleading” (p. 28), although they did mention the option to report 
both the outcome of the analysis with complete data and with outliers excluded. Unfortunately, 
exclusion of data is not always reported. Of the 161 psychological researchers submitting 
information about their papers to PsychDisclosure.org, 11.2% disclosed that they had not fully 
reported all excluded observations (LeBel et al., 2013). Furthermore, John et al. (2012) recently 
surveyed more than 2,000 research psychologists about their involvement in questionable 
research practices (QRPs) and found that 38% admitted to having decided to exclude data after 
looking at the impact of doing so on the results. Simmons et al. (2011) called these practices 
researchers’ degrees of freedom and argued that their use can result in strongly inflated Type I 
error rates. Although Simmons et al. stated that they found inconsistency in and ambiguity about 
the decision of removing outliers in reaction time data in 30 Psychological Science articles, they 
did not include the subjective removal of data in their simulation study of inflated Type I error 
rates. In Bakker et al. (2012) we studied the effect of the subjective removal of outliers and other 

                                                                                                                                                        
8 Although this is a convenience sample of textbooks, we think it gives a good illustration of how the 
handling of outliers is (not) discussed in recent statistical textbooks. 
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QRPs, and found Type I error rates up to .40, substantial bias in effect size estimates, and 
distortions of meta-analytic results.  

This chapter is concerned with the common practice to delete outliers in the context of 
the independent samples t test (from now on referred to as ‘t test’) when data are non-normal 
due to the use of sum scores based on tests and questionnaires. We first discuss outliers and 
non-normality in psychological data. Then, we review common practice and study by means of 
simulations the potential inflations of the Type I error rate when data are non-normal. We also 
study the merits of a non-parametric and a robust statistical alternative to outlier removal and 
give concrete recommendations to improve the current practice.  

Outliers  
Barnett and Lewis (1994) defined an outlier in a set of data as: “an observation (or 

subset of observations) which appears to be inconsistent with the remainder of that set of data” 
(p. 4), and described two types of outliers. The first one is the contaminant, which refers to a 
value that comes from a different distribution and is not necessarily an extreme value. Examples 
of contaminants are the score of an ill person in a study of a healthy population, or a temperature 
datum recorded in degrees Fahrenheit instead of degrees Celsius. Insofar that contaminants can 
be detected on the basis of supplementary information, it is sensible both methodologically and 
substantively to correct them or delete them from further analyses. The second type of outlier is 
the extreme observation, which refers to a value that is either extremely low or extremely high, 
but is still from the same distribution as the other values. As contaminants can be extreme as 
well, it is often hard to distinguish contaminants from extreme values. Furthermore, while some 
extreme values are expected in normally distributed data, they are part and parcel of heavy tailed 
distributions. Heavy tailed distributions may look similar to normal distributions and so may be 
hard to distinguish from them (Wilcox, 1998), especially in small samples that are quite typical 
of psychological experiments (Bakker et al., 2012). However, the variance of the heavy tailed 
distribution will be much larger, as well as its standard error of the mean. As a consequence, the 
power of parametric tests like t tests or ANOVAs will decrease dramatically when applied to 
data from heavy tailed distributions (Wilcox, 1997).  

Despite the doubts that have been raised on the normal distribution as the underlying 
distribution of much of the data from psychological research (Micceri, 1989; Taleb, 2007), 
normality-based tests like ANOVA and t tests continue to be the predominant methods to test 
for differences in means between groups in psychology. For instance, in a sample of 252 articles 
from Psychonomic Bulletin & Review (PBR) and Journal of Experimental Psychology: 
Learning, Memory and Cognition (JEP:LMC), Wetzels et al. (2011) found an average of 3.39 t 
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tests per article. Likewise, in our recent study of the prevalence of reporting errors in a sample 
of fairly representative sample of 281 psychological articles that involved null hypothesis 
significance testing (NHST; Bakker & Wicherts, 2011), we found an average of 4.29 t tests per 
article.   

Dealing with outliers 

Because of their potential effects on parametric statistical techniques, different 
methods have been developed to detect outliers. A widely used method of outlier detection is 
based on computing the absolute Z value (estimated with SDXXZ i  , where iX  is the 
observed value, X  is the sample mean, and SD is the sample standard deviation). A threshold 
k is chosen that is associated with low probability in the standard normal distribution. Common 
values of k are 2 and 3. This means that from a fully random sample from a normal distribution, 
the expected percentage of identified outliers is 4.55% when k = 2, and 0.27% when k = 3. Other 
outlier detection methods are based on the median absolute deviation statistic (MAD), the inter 
quartile range (IQR), and the discordancy or slippage test (see Barnett and Lewis, 1994, for an 
extensive description of different outlier detection methods). We restrict our attention in this 
chapter to univariate outlier detection. We refer to Wilcox’ (2012) description of multivariate 
methods like minimum volume ellipsoid (MVE), minimum covariance determinant (MCD), 
minimum generalized variance (MGV), and Mahalanobis distances.  

After detecting an outlier many researchers will be inclined to delete the outlier from 
the data, and continue with their standard parametric analyses. However, removing outliers from 
the dataset and continuing with parametric statistical analyses may be a suboptimal solution. 
After removing outliers, the observations become dependent because the remaining data are 
dependent on the order of the data, and therefore the estimation of the standard error becomes 
unsound (Wilcox, 1997). As a consequence, when applying a t test or ANOVA, the variance 
will be underestimated after deleting outliers, which will inflate Type I error rates of these 
parametric tests (Grissom, 2000; Huber, 1981; Wilcox, 1998). As outliers (contaminants) in the 
data cause a deviation from the assumed distribution, non-parametric and robust statistical 
methods are good alternatives. Non-parametric methods do not assume that the data are from a 
specific distribution (usually the normal distribution). For example, the Mann-Whitney-
Wilcoxon test (MWW; also called Wilcoxon rank-sum test or Mann-Whitney U test; Mann & 
Whitney, 1947; Wilcoxon, 1945) uses the order of data values instead of their actual values to 
compare two independent samples. Nevertheless, the MWW still assumes that the distributions 
of both groups are equal, and therefore this test is sensitive to heteroscedasticity (unequal 
variances). If the distributions are different a wrong standard error is being used, which can lead 
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to a conservative or anticonservative Type I error rate, especially if the group sizes differ as well 
(Neuhauser, Losch, & Jockel, 2007; Zimmerman, 1998). Two non-parametric tests that control 
the Type I error rate reasonably well (Neuhauser et al., 2007) and can take ties into account are 
the Brunner-Munzel procedure (Brunner & Munzel, 2000) and Cliff’s method (Cliff, 1996). On 
the other hand, robust statistical methods, which are approximate parametric models (Hampel, 
Ronchetti, Rousseeuw, & Stahel, 1986; Huber, 1981; Staudte & Sheater, 1990; Wilcox, 1997), 
can handle both non-normal distributions and heteroscedasticity, and are therefore more useful 
than non-parametric tests if the data are heteroscedastic and drawn from a non-normal 
distribution (Erceg-Hurn & Mirosevich, 2008; Wilcox, 1998; Zimmerman, 1998, 2004). A 
robust statistical method to compare means in two independent samples is the Yuen-Welch test 
(Y-W; Welch, 1938; Yuen, 1974). Bootstrap methods do not make assumptions about the 
underlying distributions and represent another alternative when the presence of outliers results 
in a non-normal distribution (Wilcox, 2012). The Welch-Satterthwaite test (Satterthwaite, 1946; 
Welch, 1938, 1947) is an alternative of the t test when the assumption of heteroscedasticity is 
violated and is presented together with the t test in the software package SPSS. However, this 
Welch-Satterthwaite test is not robust to possible outliers in the data (Zimmerman & Zumbo, 
1992).  

When normality does not apply 
In this chapter we review the widespread practice of outlier exclusion and study its 

ramifications for the Type I (and Type II) error rate when data are non-normal because of the 
common use of sum scores from psychological tests and questionnaires. Previous simulation 
studies (Macdonald, 1999; Sawilowsky & Blair, 1992; Zimmerman, 1998, 2004) focused on the 
robustness of t tests against violations of normality, heteroscedasticity, unequal sample sizes, 
and the presence of outliers. However we investigate the influence of the debatable removal of 
extreme scores from the sample on the Type I error rate. More importantly, previous simulation 
studies did not involve data distributions that arose from the use of sum scores, which is arguably 
a very common reason for a failure of normality in psychological research. Apart from the 
possibility that (underlying) latent traits are non-normal, there are psychometric reasons for 
expecting non-normality even if these underlying traits are normal. These reasons include (1) 
the fact that sum scores from psychological tests and questionnaires are always bounded by the 
number of scoring options, (2) psychological tests are typically not overly long in experimental 
work for practical reasons (e.g., because experimental effects are often short-lived), and (3) the 
possibility that the item set is tailored to be most informative for a particular level of the latent 
trait that does not suit the study sample well. For instance, many measures of negative moods 
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are more informative for clinical samples (e.g., those with a depression), leading to positively 
skewed distributed sum scores in non-clinical samples (or in samples who are recovered from 
depression). Similarly, a cognitive test used in an experiment may be deliberately made more 
difficult to heighten its cognitive demands, which leads to sum scores that are non-normally 
distributed. Such sources of non-normality in experimental work increase the likelihood of 
asymmetric and heavy-tailed distributions in which large values (although bounded) of Z are 
quite common. Nonetheless, researchers often do not check the assumptions underlying the t 
test (Hoekstra, Kiers, & Johnson, 2012) and often invoke large Z values to exclude particular 
data points before running a t test or another statistical analysis.  

Below we present the results of simulations of artificial data and actual psychological 
data, which show that this practice leads to an unacceptable inflation of the Type I error rate. 
We also show that the problem is aggravated when researchers are given the freedom to choose 
(after having seen the data) the level of significance (i.e., threshold-values of Z) at which they 
consider data points to be “outlying”. The identification of outliers has been shown to be quite 
subjective (Collet & Lewis, 1976), but we are not aware of any research of the implications of 
such subjective rules of outlier detection on the Type I error rate of the t test. Furthermore, we 
also study the non-parametric MWW test (as we will not focus on heteroscedasticity) and the 
statistically robust Y-W test as alternatives with a better control of the Type I error rate against 
a minimal loss in power if the data do not contain outliers and an increase in power if the data 
contain outliers.  

Current practice 
To get an indication of the current practice of outlier handling, we selected six journals 

for review: Journal of Experimental Social Psychology (JESP), Cognitive Development (CD), 
Cognitive Psychology (CP), Journal of Applied Developmental Psychology (JADP), Journal of 
Experimental Cognitive Psychology (JECP), and Journal of Personality and Social Psychology 
(JPSP). We selected these journals because they contained mainly experimental research and 
represent different research fields within psychology. Furthermore, the first 5 journals are 
available through ScienceDirect, which enabled an in-text search for relevant papers. JPSP was 
searched by using Google Scholar. 

A total of 5129 articles were published between 2001 and 2010. The number of articles 
for each journal separately is specified in Table 5.1. Subsequently, we selected the 353 (7%) 
articles that contained the word ‘outlier’ in the text. Note that the actual number of studies that 
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removed data could be larger due to the use of other terms than ‘outlier’. Of each journal, we 
randomly selected 25 articles that contained the word outlier for close examination.9 

 
Table 5.1 
Descriptive statistics of outlier handling methods. 

Journal* No. of 
articles  

Outlier 
mentioned 

Removed No. used 
k 

Average value of 
k (range) 

Double 
analyses 

JESP 1063 127 (12%) 21 (84%) 12 (48%) 3.00 (2-5.05) 5 (20%) 
CD 400 12 (3%) 9 (75%) 5 (42%) 2.61 (1.76-3.29) 4 (33%) 
CP 349 32 (9%) 17 (68%) 8 (32%) 2.50 (2-3) 2 (8%) 
JADP 542 33 (6%) 17 (68%) 9 (36%) 2.93 (2-3.29) 5 (20%) 
JECP 685 63 (9%) 21 (84%) 15 (60%) 2.70 (1.96-3.29) 0 (0%) 
JPSP 2090 86 (4%) 21 (84%) 14 (56%) 3.82 (2.36 -10) 8 (32%) 

Total 5129 353 (7%) 106 (77%) 63 (46%) 3.01 (1.76-10) 24 (18%) 

*JESP = Journal of Experimental Social Psychology, CD =Cognitive Development, CP = Cognitive 
Psychology, JADP = Journal of Applied Developmental Psychology, JECP = Journal of Experimental 
Cognitive Psychology, and JPSP = Journal of Personality and Social Psychology.  
 

Results of the review 

The most commonly used method to detect outliers concerned the use of the Z score, 
which was used in 63 articles (46%), where k ranged from 1.76 to 10 (median = 3). Various 
authors used a value of 3.29 with a reference to Tabachnick and Fidell (2001), who recommend 
this value because it tests whether a value is more extreme than the mean of the sample with p 
< .001. A problem with this recommendation is that in large samples some extreme cases are to 
be expected. Moreover, as every value is tested against the mean, as many tests are performed 
as the number of data points in the sample, therefore involving as many hypothesis tests as there 
are participants, which creates a multiple testing problem (Benjamini & Hochberg, 1995). The 
Z score method suffers also from masking, which means that the presence of outliers inflates 
the sample mean and sample variance and therefore can mask the presence of (other) outliers 
(Wilcox, 2012). Furthermore, in small sample sizes the Z value will never exceed   nn 1  
(Shiffler, 1988), which makes the Z score especially unsuitable to identify outliers in small 
sample sizes. For example, a Z value of 3.29 cannot be observed in a sample as small as 12 
participants.  

In only five articles (3.6%) outliers were identified by means of boxplots or the 
interquartile range (IQR), which is a better method to identify outliers than using Z scores as the 

                                                                                                                                                        
9 CD contained only 12 articles that used the term ‘outlier’. All these 12 articles were examined. 
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IQR suffers less from masking (Wilcox, 2012). Therefore, the IQR is generally recommended 
in textbooks that introduce statistics for psychology students (e.g., Agresti & Franklin, 2007; 
Howitt & Cramer, 2011; Moore et al., 2009). The IQR is the range that contains 50% of the 
observations that are all in the middle of the sample (75th percentile – 25th percentile). This is 
also the box part of the boxplot. Values that are located 1.5 (or 2) IQR outside the lower and 
upper quartiles are defined as outliers by Tukey (1977). Furthermore, the 90th percentile and 
95th percentile were used as an outlier detection criterion. None of the inspected articles used 
the MAD-Median Rule, where X is declared an outlier if  

24.2


MADN
MX

                            (5.1) 

where M is the median, MADN is MAD/0.6745, and MAD is the median of the absolute 
difference between every value and the median of these values. This method suffers even less 
from masking than the IQR (Wilcox, 2012).  

In 106 articles (77%) the outliers were removed before starting the actual analyses. 
Besides the removal of outliers, we came across nine articles (6.6%) where the most extreme 
values were replaced with less extreme values. Although this so-called Winsorization procedure 
is a robust method to estimate the mean, applying statistical analysis like a t test on this adjusted 
dataset will not result in robust results because the estimation of the standard error is incorrect 
(Wilcox, 2012). Hence this practice is suboptimal.  

We came across additional outlier detection and handling methods that were more 
specific for the analyses of interest. We found the use of specific cut off criteria in 14 articles 
(10.2%), especially with reaction time data (e.g., remove responses longer than 6000 ms). A 
problem with outliers in reaction time data is that the data are typically positively skewed with 
a long tail with slow responses. Miller (1991) already showed that the mean will be biased when 
these Z value outlier criterion is applied and sample sizes differ. Van Selst and Jolicoeur (1994) 
described other outlier removal procedures for reaction time data that are recursive and 
insensitive to amount of skew and sample size. However, the variances of the sample will still 
be reduced, and therefore the problem with the inflation of the Type I error rate continue to 
apply. Problems with outliers in reaction time data are beyond the scope of this chapter. 

Additional practices of outlier detection in our set of articles involved Mahalanobis 
Distance, Cook’s distance, mulivariate percentiles, and by the inspection of the scatterplot. In a 
classification study the RESIDAN procedure was used (Bergman, 1988). Finally, in a few 
articles outliers were removed until the data satisfied normality assumptions based on for 
instance Shapiro Wilk’s test or certain levels of skewness and kurtosis.  
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In 24 articles (18%) analyses were reported both with and without outliers. This 
procedure clearly lends support to the robustness of results and is for example recommended by 
Stevens (1996) and Howitt and Cramer (2011). However, we also came across some indications 
of subjective identification of outliers. For example, in one article the authors stated that a non-
significant effect was found, but after inspection of the data, the value of k was changed from 3 
to 2, which gave ‘better’ results. Furthermore, it was generally unclear whether authors selected 
their threshold-value in advance. 

Thus, our review of common practice of dealing with outliers showed that (1) the 
removal of outliers before starting the actual analyses is common practice, and (2) a Z value 
criterion (typically with values of 2 or 3) is the most commonly used method to detect outliers. 
Next, we study the implications of these practices. 

Simulation study 1: removing outliers and Type I error 
rate 
 In this simulation study we will investigate the Type I error rate of the t test when 
outliers are removed from the data. We start with randomly generated values from a normal 
distribution. However and as stated before, psychological research data are often not normally 
distributed (Micceri, 1989). In psychology, variables are often discrete and bounded because 
they are based on answers to questionnaires or tests. Therefore, we generated sum scores based 
on a Rasch model, which is comparable to tests with true/false items, and based on a polytomous 
item response model, which is comparable to tests with polytomous items (e.g., a 5 point Likert 
scale). We made tests that fitted the latent (or underlying) trait of the simulated test-takers, and 
tested different test lengths. A test is often too difficult or too easy for a test-taker; the ‘difficulty’ 
of this test may not match the latent trait of the subjects. For example, most persons score quite 
lowly on the Symptom Check List-90-Revised (SCL-90-R; Derogatis, 1994), which is a 
questionnaire that measures psychological problems and symptoms of psychopathology. 
Healthy test-takers have a low probability of responding positively to an item with 
psychopathology symptoms, while persons with severe problems (high latent trait values) will 
answer more questions with yes (their latent trait matches the ‘difficulty’ of the test). Therefore, 
we also simulated data in which tests did not fit the latent trait distribution, but were relatively 
difficult vis-à-vis the latent trait distribution in the sample. Given symmetry, our results apply 
equally well to instances where tests are too easy for the sample of test-takers. 
 Besides simulated data, we used two large actual datasets to study Type I error rates. 
The first data set involved responses to the Raven’s Progressive Matrices (Raven, Raven, & 
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Court, 2003; dichotomous data) and second dataset involved responses to the Dutch (shortened) 
version of the Profile of Mood States (POMS; Lorr, McNair, & Droppleman, 1992; polytomous 
data). In these real-data simulations a random variable can be used to make artificial groups in 
which the null hypothesis is expected to be true. 

Method 
To investigate the influence of removing outliers on the Type I error rate we collected 

100,000 p values of a t test comparing two samples of the same distributions. In the first 
simulation we used scores that are normally distributed (N~0,1).  
 To simulate dichotomous data, we used a Rasch model, which is an Item Response 
Theory (IRT) model (Embretson & Reise, 2000). The probability of person j answering an item 
i correctly (Pr(Xij = 1)) can be calculated based on the difficulty (β) of the item i, and the ability 
(θ) of person j with the following Equation: 

   
 ij

ij
ijX








exp1
exp

1Pr                             (5.2) 

Instead of sampling scores directly from a distribution (as has been done in the first part), we 
sampled θ values from a normal distribution (N~0,1). Furthermore, we sampled β values from 
the same distribution. This will lead to a test that fits the ability of the participants. We used 
four different test lengths (5, 10, 20, and 40 items) that are typical for psychological tests (Emons, 
Sijtsma, & Meijer, 2007). We calculated for each ‘item-person’ pair the probability of answering 
the item correctly with Equation 5.2. If this probability of answering the item correctly was 
larger than a value sampled from a uniform distribution (value between 0 and 1), the ‘person’ 
has answered the ‘item’ correctly and a value of 1 is assigned to this ‘person’ ‘item’ pair. 
Otherwise a 0 is assigned to the pair. Thereafter, a sum score is calculated for each ‘person’ by 
adding all the ‘item’ scores. Thus, a person with a high θ value has a higher chance of answering 
items correctly and will therefore have a higher sum score. To make a ‘difficult’ test, we used a 
normal distribution of β with a mean of 3 (N~3,1). The distribution of θ remains the same across 
the cells of the simulation study. 
 In the third part we simulated the sum scores based on a polytomous IRT model. 
Samejima (1997) developed the Graded Response Model (GRM), with which the probability of 
scoring in a specific category is modeled by the probability of responding in (or above) this 
category minus the probability of responding in (or above) the next category. Let Ck denote the 
number of response categories of item k, then there are Ck-1 threshold-values between the 
response options. We chose to use equal discrimination parameters in our simulation study (a = 
1). Therefore, the threshold-values can be calculated with Equation 5.2 (see Samejima for the 
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complete equations). To simulate sum scores based on polytomous items with five answer 
categories, we generated four β values (number of answer options minus one), which correspond 
to the threshold-values between different answer categories. These β values were drawn from a 
normal distribution (N~0,1) and subsequently ordered. For every ‘item’ ‘person’ pair, the four 
probability threshold-values of the item were calculated by using Equation 5.2 for the four β’s. 
Thereafter, a random value was generated from a uniform distribution (value between 0 and 1). 
This value was then compared with the threshold-values, to determine the answer’s category. 
Next, a sum score was calculated for each ‘person’ by adding all the ‘item’ scores. We used five 
different test lengths (2, 5, 10, 20, and 40 items). To make a difficult test we generated β’s from 
a normal distribution with mean 3 (N~3,1). 
 Furthermore, we used a real dataset that consisted of the answers of 2301 first-year 
psychology students to the Raven’s Progressive Matrices (Raven et al., 2003), administered 
(with a time limit of 20 minutes) between 2001 and 2009 at the University of Amsterdam. This 
test measures fluid reasoning and consist of 36 multiple choice items. In each item, the subject 
is asked to identify the missing element that completes a pattern, and can therefore be answered 
correctly or wrongly. We used the total score (number of items answered correct) and the sum 
score of the first 10 items. As the items increase in difficulty, the first 10 items will make an 
easy test. 
 In the last part we used a real dataset that consisted of the answers of 5912 first year 
psychology students to the Dutch (shortened) Profile of Mood States (POMS; Lorr et al., 1992), 
administered between 1989 and 2001 at the University of Amsterdam (Wicherts & Vorst, 2004). 
This questionnaire consists of 5 scales (Tension-Anxiety, Depression-Dejection, Anger-
Hostility, Vigor-Activity, and Fatigue-Inertia). These scales consist of 6, 8, 7, 5 and 6, items 
respectively, and are answered on a five-point Likert scale.  
 We compared different sample sizes (20, 40, 100, and 500 per cell), which cover 
common sample sizes in psychology research (Bakker et al., 2012). For each sample size, we 
randomly drew 100,000 samples from the real dataset. Of each sample we removed outliers with 
an absolute Z value larger than k. We used different values of k (2 to 4 in steps of 0.1), and 
performed for every value of k an independent samples t test and collected the p value. After 
collecting the p values, we calculated the (two-sided) Type I error rate by counting the number 
of p values below .05 and divided it by the total number of collected p values. We calculated 
the Type I error rate of a two-sided t test, because we did not have specific expectations about 
directionality. However, approximately the same results will be expected when calculating the 
Type I error of a one-sided t test. In discussing the results, we focus on some common values of 
k (2, 2.5, and 3). Furthermore, we investigated the subjective use of k. This means that a 
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comparison is counted as statistically significant if the test showed a statistically significant 
difference when all values were included in the sample, or when the test showed a statistically 
significant difference when k is 3, 2.5, or 2. This is comparable with adapting k until a 
statistically significant p value is found. This reflects a manner in which researchers can “chase 
for significance” (Ioannidis, 2005, 2012), which appears to be a common practice in psychology 
(John et al., 2012). 
 
 

 
Figure 5.1: Type I error rate of a t test of sum scores directly generated from a normal distribution for 
different values of k and different sample sizes, and of subjectively used values of k (sub, left side of 
vertical dotted line). The horizontal grey line denotes the nominal Type I error rate (α = .05). 
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Figure 5.2: Type I error rate of a t test of sum scores based on a Rasch model for different values of k and 
different sample sizes and different test lengths for well fitting items (left column) and difficult items (right 
column). Type I error rate of subjective use of k is presented on the left side of the vertical dotted line in 
each plot, and the horizontal grey line denotes the nominal Type I error rate (α = .05). 
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Results 
Normally distributed scores 
 Results of the normally distributed scores are presented in Figure 5.1 (the tables of this 
result and all the following results are given in the Supplementary Materials available at 
www.bdat.nl). Under normality, Type I error rates of the t test became higher with decreasing 
k. Larger sample sizes resulted in a higher Type I error rate than smaller sample sizes. When k 
equaled 3, the Type I error rate was only somewhat higher (between .051 and .056), when k was 
2.5 it was already between .062 and .071, and when k was 2, the Type I error rate doubled to 
values between .098 and .108. The effects of subjective use of k are depicted in Figure 5.1 on 
the left side of the vertical dotted line. Results indicate that subjective use of k can result in an 
even higher Type I error rate (between .108 and .125) in normally distributed data. 

Rasch model based sum scores 
 Next we consider data based on sum scores simulated with the Rasch model. We start 
with a test that fitted the latent trait distribution (θ and β values coming from the same 
distribution). Again, Type I error rates of the t test became larger as values of k decreased (see 
the left panel of Figure 5.2). When k was 3, the Type I error rate remained close to .05. When k 
equaled 2.5 the Type I error rate increased somewhat to values between .057 and .064, with 
larger values for shorter tests. However, for k is 2, we see a sharp rise in the Type I error rate to 
values between .101 and 0.167, with larger rates for shorter test and larger samples. Subjective 
use of k can result in even higher Type I error rates (ranging from .104 to .189). 

With sum scores based on the Rasch model with difficult items (average β = 3), the 
Type I error rate became quite large even with larger values of k (cf. the right panel of Figure 
5.2). With k = 3 Type I error rates already increased to values between .075 and .137 and with 
k = 2.5 they increased to values between .090 and .155. When k was 2 the Type I error rates lay 
between .103 and .173. Larger Type I error rates are found for shorter test and larger sample 
sizes. We see a somewhat irregular line for a difficult test with 5 items and 20 subjects. This is 
a simulation artifact, as the scores in this situation can only range from 0 to 5 (so an increased 
number of iterations will not smooth this line). Again, subjective use of k resulted in even higher 
Type I error rates that ranged from .125 to .345. 

GRM based sum scores 
 Now, we consider sum scores based on polytomous data simulated under the GRM 
model. With a test that fitted the latent trait (θ and β values coming from the same distribution), 
Type I error rates of the t test became larger with smaller values of k (see left panel of Figure 
5.3). For the different number of items we see comparable patterns: The Type I error rate was 
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still very close to .05 when k equaled 3 (between .049 and .052) or 2.5 (between .050 and 0.059). 
Thereafter we see a sharp increase in Type I error rates, which led to Type I error rates 
between .095 and .144 when k was 2. Subjective use of k resulted in Type I error rates that 
ranged from .096 to .148. 
 With sum scores based on the GRM model with difficult items (average β = 3), the 
Type I error rates became larger with smaller values of k, as can be seen in the right panel of 
Figure 5.3. With this difficult test the Type I error rates were already between .078 and .175 
when k = 3. When k = 2.5 the Type I error rates lay between .092 and .226, and when k = 2 they 
varied from .104 to .222. Subjective use of k resulted in even higher Type I error rates that 
ranged from .126 to .452. 

Real data with dichotomous scores: Raven’s Progressive Matrices 
 To corroborate the results of the previous simulations with actual data, we used a data 
set with scores on dichotomous items from Raven’s Progressive Matrices. In each iteration, we 
drew two random samples of the same size from the large data set (without replacement), which 
enabled us to compute Z values and t tests in each iteration. Given the randomness of the 
selection into subgroups, the null hypothesis of the t tests can be assumed to be approximately 
true.  

The distributions of the sum scores on the Raven’s test are presented in Figure 5.4, for 
the entire test (left panel) and the “easy test” (right panel), which was based on the first 10 items. 
The total scores showed a moderately skewed distribution (skewness = -0.748), while the sum 
scores based on the first 10 items showed a skewed distribution (skewness = -2.980). 

The results of the real data simulation are presented in Figure 5.5, where it can be seen 
that Type I error rates of the t test were largest for smaller values of k. Some lines in this figure 
are somewhat irregular because of a simulation artifact due to scores being bounded integers. 
For the full test scores, removing outliers led to increased Type I error rates between .059 
and .065 when k was 3, between .067 and .070 when k was 2.5, and between .087 and .094 when 
k was 2. Subjective use of k resulted in Type I error rates between .107 and .127. Removing 
outliers from data in which the sum scores were based on the first 10 items led to Type I error 
rates between .082 and .086 when k was 3, between .097 and .127 when k was 2.5, and 
between .104 and .144 when k was 2. Again, subjective use of k increased the Type I error rates 
to values between .138 and .198. 
 



78  Outliers and Type I error rate  

 

Figure 5.3: Type I error rate of a t test of sum scores based on a GRM model for different values of k and 
different sample sizes and different test lengths for well fitting items (left column) and difficult items (right 
column). Type I error rate of subjective use of k is presented on the left side of the vertical dotted line in 
each plot, and the horizontal grey line denotes the nominal Type I error rate (α = .05). 
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Figure 5.3 (continued) 
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Figure 5.4: Distribution of the sum scores of Raven’s Progressive Matrices. 
 

 
Figure 5.5: Type I error rate of a t test of sum scores based on Raven’s Progressive Matrices data for 
different values of k and different sample sizes. Type I error rate of subjective use of k is presented on the 
left side of the vertical dotted line in each plot, and the horizontal grey line denotes the nominal Type I 
error rate (α = .05). 
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Figure 5.6: Distribution of the sum scores of the POMS subscales. 
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Figure 5.7: Type I error rate of a t test of sum scores based on the different POMS subscales for different 
values of k and different sample sizes. Type I error rate of subjective use of k is presented on the left side 
of the vertical dotted line in each plot, and the horizontal grey line denotes the nominal Type I error rate 
(α = .05). 
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Real data with polytomous scores: Profile of Mood States 
 We used the five scales of the POMS as an example of real polytomous data. As can 
be seen in Figure 5.6 the distributions of the scale scores are not normal. The scores on the 
subscale Vigor were closest to normal, with a skewness of -0.119. Depression scores were most 
skewed (skewness = 1.030). The distributions of sub scores of Anger, Fatigue, and Tension were 
moderately skewed, with skewness values of 0.858, 0.523, and 0.651, respectively. Figure 5.7 
present the Type I error rates of the different scales. The scale score (Vigor) that aligned most 
with a normal distribution showed a Type I error rate close to .05 when k was 3, but when k was 
2.5 or 2 the Type I error rate rose to values between .058 and .062 and between .102 and .125, 
respectively. The other sub scale distributions were more skewed, which led the Type I error 
rates to range from .050 and .087 even when k was 3. When k was 2.5 the Type I error rate 
ranged between .069 and .111 and when k was 2 the Type I error rate ranged between .100 
and .136. Finally, subjective use of k resulted in Type I error rates that varied from .107 to .169. 

Simulation study 2: Type I error rate and power of Y-
W and MWW 
 The simulations above showed that removing outliers can severely inflate the Type I 
error rate of the t test, especially when the level of k is chosen subjectively. The removal of 
outliers is therefore not recommended. Nevertheless, if outliers are part of the data, this can have 
other undesired effects like drops in power (Osborne & Overbay, 2004; Wilcox, 1997). As 
described above, the Y-W and the MWW tests are less influenced by the presence of outliers 
and enable a comparison of means in two independent samples without the need to exclude 
outliers (see Appendix A for a more detailed description of the Y-W and the MWW test). Here 
we will investigate whether these tests have a power that can match the power of the t test when 
no outliers are present in the data. The t test has more power than both the Y-W and the MWW 
test when both samples are from the same normal distribution (Yuen, 1974; Zimmerman & 
Zumbo, 1992). However, with long-tailed distributions, the power of the Y-W test is superior 
to the power of t test (Yuen, 1974), and the MWW test has more power than the t test when the 
distribution is skewed, has heavy tails, and/or when sample sizes are small (Zimmerman & 
Zumbo, 1992). Keselman, Othman, Wilcox, and Fradette (2004) found the Y-W test to have 
good control of Type I error rates even in extreme instances of heterogeneity and non-normality, 
especially after transformation for skewness and with bootstrapping.10 In typical psychological 

                                                                                                                                                        
10 Despite small differences in coverage rates between variants of the Y-W test, in Keselman et al’s study 
the average performance of the standard Y-W test was quite similar to the performance of the bootstrapped 



84  Outliers and Type I error rate  

research in which the data are derived from psychological tests, the distribution is different than 
investigated thus far, as the distribution is bounded and sample sizes are small. Therefore, we 
will study the power of the Y-W and MWW test 11  under more common data patterns. 
Furthermore, we will investigate the Type I error rate and the power of the t test and compare 
this to the results of the Y-W and MWW test when outliers are present in the data. We do not 
investigate the power of the t test after removing outliers based on k, as we are interested in a 
method with both a nominal Type I error rate and good power either with or without outliers. 
Our first simulation study showed that the Type I error rate of this method increases substantially 
when no outliers are added to the data.   

Method  
 We used the same structure as in the first simulation study. We started with normally 
distributed scores with a sample size of 20, 40, 100, and 500 in each sample. Both samples were 
drawn from a normal distribution. The first sample was drawn from a standard normal 
distribution (N~0,1) and the second sample had a population mean of 0.0 (no effect), 0.2 (for a 
small effect), 0.5 (for a medium effect), or 0.8 (for a large effect) and a population standard 
deviation of 1 (i.e., homoscedascity). We compared the first sample with all the four other 
samples by means of the t test, the Y-W test with 20% trimming and the MWW test. We used 

the function yuen()from the WRS package for R that can be downloaded from http://r-forge.r-

project.org/projects/wrs/, and the function wilcox.test() for the MWW test. We did 
100,000 comparisons and calculated the proportion of samples that showed an effect at α = .05. 
This gives the Type I error rate if the two samples come from the same distribution (both from 
N~0,1), and the power when samples from different distributions are compared. 
We also generated sum scores based on a Rasch model and based on a GRM model. Therefore 
we used θ values from N~ 0,1 for the first sample, and from N~ 0,1, N~0.2,1, N~0.5,1, or N~0.8,1 
for the second sample. Again we generated β’s from the same distribution of the theta’s in the 
first sample for a more fitting test, and generated β from N~3,1 for a difficult test. Sum scores 
are further generated in the same way as in the first simulation study and based on a model that 
was measurement invariant across samples (i.e., same item parameters across the two samples). 
Again we used test lengths of 5, 10, 20, and 40 items for both the Rasch and the GRM based 

                                                                                                                                                        
and bootstrapped plus transformed variants. Because we do not consider scenarios of non-normality as 
extreme as those by Keselman et al. (in light of our focus on test scores), we restrict the attention to the 
standard Y-W test here. 
11 We also investigated a permutation test, two variants of the MWW test that take ties into account (Cliff’s 
method and the Brunner-Munzel procedure), and a bootstrap version of the Y-W test (see also Keselman 
et al., 2004). 
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sum scores and used an additional test length of 2 items for the GRM based sum scores. The 
Type I error rate and power of the three different tests are calculated in the same way as for the 
normally distributed scores. 
  Furthermore, to investigate the Type I error rate and the power of the t test, Y-W test, 
and the MWW test when contaminant outliers are present, we did the same as above, but used 
a mixed-normal distribution, consisting of samples from N~0,1 (or N~0.2,1, N~0.5,1, or N~0.8,1, 
for small, medium, and large effect size, respectively) with probability .95, and from N~0,400) 
(or N~0.2,400, N~0.5,400, or N~0.8,400, for small, medium, and large effect size, respectively) 
with probability .05. Researchers have used this distribution widely to simulate heavy tailed 
distributions with outlying data (Zimmerman, 1998). 

Results          
 The plots on the right in Figure 5.8 show that the Type I error rate (the three solid bars 
on the left where d = 0.0) remained close to .05 for all three tests when no outliers were present 
in the normally distributed data. The three plots on the right show the power of the different test 
for different true effect sizes. When no outliers were present in the samples, the power of the t 
test was somewhat higher than that of the MWW test, and the power of the MWW test is 
somewhat higher than that of the Y-W test. However, these differences were quite small. 

The Rasch and GRM model based sum scores show the same patterns. As there are 
many simulation results, we placed the results in the Supplementary Materials (available at 
www.bdat.nl) and show only one representative example (GRM based, 40 items, and 40 subjects) 
in Figure 5.9. Without outliers, the Type I error rates of the three tests were comparable. Only 
when samples were small and data were skewed, was the Type I error rate of the Y-W test too 
conservative, with a Type I error rate as low as .015 for a polytomous test with two items and a 
sample size of 20. The power of the Y-W and the MWW tests was only slightly lower than the 
power of the t test for a test that fitted the samples’ latent trait distribution. Furthermore, the 
power of the MWW test is again slightly superior to the power of the Y-W test. When the sum 
scores are based on a difficult test (skewed distribution of sum scores) with polytomous items, 
the power of the MWW test is comparable or even slightly higher than the power of the t test.     
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Figure 5.8: Proportion of statistically significant p values of the t test, Y-W, and MWW, of normally 
distributed scores, with and without outliers, for different underlying effect sizes (d). The dark solid bar (t 
test; no outliers) is the nominal power. The three bars on the left represent the three methods without 
outliers, whereas the three bars on the right represent the same methods when outliers are added to the data. 
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Figure 5.9: Proportion of statistically significant p values of the t test, Y-W, and MWW, of GRM based 
sum scores based on a test with 40 items and 40 subjects, with and without outliers, for a fitting test (upper 
row) and for a difficult test (bottom row). 
 
 Results for power and Type I error rate were quite different when outliers are present 
in the data. The Type I error rate (the three bars with shading lines on the right in Figure 5.8) of 
the t test was very low when sum scores were directly generated from the mixed-normal 
distribution, especially with smaller sample sizes. On the other hand, both the Y-W and the 
MWW test kept the Type I error rate close to .05. Moreover, the power of the t test was also 
dramatically low, while the power of both the Y-W and the MWW test remained good (only 
somewhat lower than without outliers in the data), with a small advantage for the MWW test. 

We do not see the same devastating drop in power that the t test for Rasch and GRM 
model based sum scores when outliers are present in the data (Figure 5.9). The outliers in the 
samples from the mixed-normal distribution were extreme, and therefore had a profound 
influence on the performance of the t test. In the Rasch and GRM based simulations, even if θ 
of the outlying case is very high or very low the sum scores remain bounded by the number of 
questions and the number of answer options. Still, with test lengths of over 10 items, or when 
the test was difficult (skewed sum scores), the Y-W and the MWW tests outperformed the t test. 
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Furthermore, the MWW test performed somewhat better than the Y-W test, although the 
differences are small.12  

Taken together, the simulations in Study 2 showed that both the MWW and Y-W tests 
perform very well compared to the t test under most scenarios. When no outliers were present, 
the MWW, Y-W, and the t test provided similar Type I error rates and power. However, when 
outliers were present, both the Y-W test and the MWW test outperformed the t test in terms of 
power and Type I error rates. 

Discussion 
 Removing outliers before starting the actual analyses will result in smaller estimates 
of the standard error as opposed to when not removing. This, then, leads to an unjust 
underestimation of the Type I error rate (Wilcox, 2012). Nevertheless, our examination of 
papers in six psychological journals shows that the removal of outliers before applying the 
statistical analyses is a common practice, with 77% of reviewed articles that mention the word 
outlier doing it. Although various outlier detection methods are used in practice, the most 
popular method is based on the Z score, with Z = 3 as the most common threshold-value. 
However, threshold-values of Z = 2 were not uncommon.  
 We investigated the effect of outlier removal on the Type I error rate with a simulation 
study in which the data were non-normal because of the use of sum scores. We simulated sum 
scores based on both dichotomous items and polytomous items, as analyses of sum scores on 
the basis of tests and questionnaires are common in psychological research. We also simulated 
more difficult tests, which result in skewed distributions, and used actual data to empirically 
confirm our results. Results suggest that with a threshold-value of Z = 3 or larger and a not 
overly skewed distribution, the Type I error rate remains around the nominal value after removal 
of outliers from the data. However, when the distribution is skewed, even a threshold-value of 
Z = 3 will inflate the Type I error rate substantially (to values of .175 in our simulations). Such 
a threshold for outlier removal is therefore not recommended for skewed distributions. 
Furthermore, as the distribution of psychological variables is often not normal (Micceri, 1989) 
and determining the actual form of the underlying distribution is difficult (especially with small 
data samples), we do not recommend using this threshold-value. A threshold-value of Z = 2, 
which is quite commonly used in practice, will inflate the Type I error rate up to .222 in our 
simulations.  

                                                                                                                                                        
12  The permutation test performed comparable to the t test. Cliff’s method and the Brunner-Munzel 
procedure performed comparable to the MWW test, with a very small advantage for the Brunner-Munzel 
procedure. The bootstrap Y-W test performed comparable to the Y-W test. 
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Furthermore, our examination of several psychology journals suggested that thresholds 
for outlier deletion often appear chosen without clear external (or a priori determined) guidelines. 
Together with survey results from John et al. (2012) who found that 38% of the psychological 
researchers admit to having decided to exclude data after looking at the impact of doing so on 
the results, this suggests that the subjective use of the threshold for excluding outliers is not 
uncommon. Our simulation showed that subjective use of threshold-values can inflate the Type 
I error rate to values as large as .452, especially when the population distribution is skewed. 
Furthermore, the influence of removing outliers on the Type I error rate can be even greater, 
because we did not take into account differences in sample size and heteroscedasticity, which 
can also inflate the Type I error rate (Sawilowsky & Blair, 1992). Therefore, we do not 
recommend removing outliers before applying the actual analyses as this will lead to an 
increased Type I error rate. Moreover, when the (subjective) removal of outliers is combined 
with other commonly used QRPs, the Type I error rate will be inflated even more (Bakker et al., 
2012; Simmons et al., 2011). Inflated Type I error rates result in the publication of false positive 
findings. Particularly in combination with publication bias, such false positive findings may be 
difficult to correct (Rosenthal, 1979).  
 On the other side, keeping extreme contaminants or extreme values from a non-normal 
distribution in the data can lower the power of standard analyses, which makes it harder to detect 
a genuine effect. We saw an especially profound effect on the power of the t test when the scores 
were directly generated from a mixed-normal distribution (the power did not pass .1 for a large 
effect, while the power of the t test without outliers in the data lay between .61 and 1.0, 
depending on the sample size). Yet, as questionnaire data are bounded, extreme values of sum 
scores are also bounded. Especially in very short tests that fit the ability of the test taker, the t 
test showed acceptable power even with the presence of outliers in the data. However, in longer 
tests and/or in difficult test, the loss in power of the t test is substantial. Alternatives like the 
robust Y-W test and the non-parametric MWW test are less dependent on the actual distribution 
of the data, and therefore less influenced by the presence of outliers in the data than the t test. 
Both the Y-W test and the MWW test had higher power than the t test (except for very short 
tests) when outliers were present and performed well under most conditions of the second 
simulation study. Furthermore, when no outliers are part of the data, the Type I error rate and 
the power of the Y-W and MWW test appear to be comparable to the t test’s. Therefore, both 
tests are a good replacement of the t test, also when no outliers are part of the data. 
 The MWW test has a somewhat higher power that the Y-W test and the Y-W test can 
be somewhat conservative. Therefore, in the investigated situations the MWW test is preferred 
above the Y-W test (but see Footnote 12 for two other alternatives). However, because the 
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MWW test is sensitive to heteroscedasticity (especially when sample sizes differ; Erceg-Hurn 
& Mirosevich, 2008; Wilcox, 1998; Zimmerman, 1998, 2004), the Y-W test might be a better 
replacement of the t test when heteroscedasticity is expected. Heteroscedasticity is often 
encountered in psychological data. For example, Ruscio and Roche (2012) found a variance 
ratio between groups larger than 3 in 23% of the 453 published studies that they investigated. 
Heteroscedasticy is expected when groups differ in latent trait variances, but in other cases as 
well. Specifically, even if latent trait variances are equal, mean latent trait differences can lead 
to group differences in sum score variances if item difficulties are better suited for one group as 
opposed to the other group. For instance, if items in a test for depression are particularly well 
suited to measure depression, one could expect lower sum score variance in healthy samples for 
which items are relatively difficult (see, e.g., Wicherts & Johnson, 2009 who discuss this 
problem in the realm of variance decompositions). Further research is needed to investigate the 
performance of the Y-W test and the MWW test in the presence of outliers, combined with 
different sample sizes and heteroscedasticity.  

Because we simulated sum scores based on item response models, another option 
would be to model the data with generalized item response models with groups as an additional 
predictor. However, the typically small sample sizes in psychological research will often not be 
large enough to estimate the parameters accurately. In addition, for questionnaire data, new 
ways to detect outliers are developed that take into account the scores on all the different items 
(Zijlstra, van der Ark, & Sijtsma, 2007). This will make it possible to better determine potential 
outliers in questionnaire data when sample sizes are sufficiently large.   

In this study we focused on the comparison of the means of two groups, which is a 
basic and often used research design in psychology. In correlational research (or in other 
research designs) the effect of outliers on the results of the statistical analyses can be quite 
profound too. In further research these other research designs should be investigated as well. 
For many of these research designs, non-parametric (Gibbons & Chakraborti, 2003) or robust 
(Wilcox, 1997, 2003) statistical methods are available. However, not all methods currently have 
non-parametric or robust counterparts. Moreover, we did not consider in detail all existing 
alternatives to the t test when data are skewed or when the data include outliers. Notably, 
Keselman et al. (2004) showed that the Y-W test can also be combined with bootstrapping and 
a transformation for skewness to control the Type I error rate. Other alternatives are a 
permutation tests and two variants of the MWW test that take ties into account (Brunner & 
Munzel, 2000; Cliff, 1996; cf. Wilcox, 2012). In our additional simulations, these alternatives 
performed quite similar to the standard MWW and Y-W tests (see Footnote 5). The MWW test 
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can be executed in standard statistical packages like SPSS. The WRS package for R contains 
functions for the Y-W test and the other discussed tests.13 

One might notice that the term ‘outlier’ is only used in 7% of the articles that we 
examined. However, other terms and sentences like ‘extreme values’ or ‘we removed all values 
with a Z value larger than’ are probably also used to describe outlier identification and removal. 
This study was not designed to provide exact estimates of the different outlier handling methods, 
but merely to give an indication of the common practice of removing outliers before the actual 
statistical analyses. Eighteen percent of the authors report that they did analyses with and 
without the outliers. This is a better procedure and often recommended in statistical textbooks 
(e.g., Agresti & Franklin, 2007; Howitt & Cramer, 2011; Stevens, 2001), but if outcomes differ 
substantially it is still not clear what to do.  
 In many of the investigated scenarios the rise in Type I error rate is quite small, and 
might therefore not be that influential. However, when these practices are combined with other 
common QRPs as described by John et al. (2012), the chance of finding a false positive result 
can be equal to .50 (Bakker et al., 2012). And since conducting and publishing of replication 
studies is still not the standard, the correction of false positive findings remains suboptimal and 
slow (Pashler & Harris, 2012). Researchers need to become aware of the influence of common 
decisions in the analysis on the results and use methods that minimize both the Type I and Type 
II error rate. Therefore, we present the following recommendations. 

Recommendations 
- Correct or delete erroneous values. 
- Based on prior research, it is not recommended to use Z scores to identify outliers. We 

recommend methods that suffer less from masking like the IQR or the MAD-Median 
Rule instead. 

- Decide on outlier handling before seeing the results of the main analyses and, if 
possible, preregister the study at, for example, the Open Science Framework 
(http://openscienceframework.org/). 

- If preregistration is not possible, report the outcomes both with and without outliers or 
on the basis of alternative methods. 

- Report transparently about how outliers were handled. 

                                                                                                                                                        
13 The functions yuen(), cidv2(), bmp(), permg(), yuenbt()of the WRS package for R were 
used to execute the Y-W test, Cliff’s method, the Brunner-Munzel procedure, a permutation test and a 
bootstrap version of the Y-W test, respectively. 
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- Do not carelessly remove outliers as this increases the probability to find a false 
positive, especially when using a threshold-value of Z lower than 3 or when the data 
are skewed. 

- Use methods that are less influenced by outliers like non-parametric or robust methods 
such as the Mann-Whitney-Wilcoxon test and the Yuen-Welch test, or researchers may 
choose to conduct bootstrapping (all without removing outliers). 

Whenever there are likely outliers in the data, or when data are non-normal for the typical 
psychometric reasons we described, these recommendations could help researchers properly 
control Type I and Type II error rates. 



 

Chapter 6 

The rules of the game called 
psychological science 
 

 
If science were a game, a dominant rule would probably be to collect results that are statistically 
significant. Several reviews of the psychological literature have shown that around 96% of 
papers that involve the use of null hypothesis significance testing report significant outcomes 
for their main results, yet that the typical studies are insufficiently powerful for such a track 
record. We explain this paradox by showing that the use of several small underpowered samples 
often represents a more efficient research strategy (in terms of finding p < .05) than the use of 
one larger (more powerful) sample. Publication bias and the most efficient strategy lead to 
inflated effects and high rates of false positives, especially when researchers also resort to 
questionable research practices, such as adding participants after intermediate testing. We 
provide simulations that highlight the severity of such biases in meta-analyses. We consider 13 
meta-analyses covering 281 primary studies in various fields of psychology and find indications 
of biases and/or an excess of significant results in seven. These results highlight the need for 
sufficiently powerful replications and changes in journal policies. 
 
 
 
 
 
 

This chapter is published as: Bakker, M., Van Dijk, A. & Wicherts, J. M. (2012). The rules of the game 
called psychological science. Perspectives on Psychological Science, 7, 543-554. doi: 
10.1177/1745691612459060. 
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In many ways science resembles a game (Mahoney, 1976). It involves rules (not 
cheating), individual players (researchers), competing teams (paradigms), arbiters (reviewers 
and editors), and the winning of points (publications) and trophies (professorships, grants, and 
awards). Just like many games, science also involves the laws of chance. This is so specifically 
because many results are obtained by null hypothesis significance testing (NHST; Kline, 2004). 
Notwithstanding the criticism it has received (Cohen, 1990, 1994; Gigerenzer, 2004; Kruschke, 
2011; Meehl, 1978; Nickerson, 2000; Rozeboom, 1960; Wagenmakers, 2007; Wetzels et al., 
2011), NHST continues to be the main method of statistical inference in many fields. In NHST, 
the researcher defines a null hypothesis of no effect (H0), and then determines the chance of 
finding at least the observed effect given that this null hypothesis is true. If this collected chance 
(or p-value) is lower than a predetermined threshold (typically .05), the result is called 
significant. A significant result will increase the possibility of publishing a result (Mahoney, 
1977). If science were a game, winning would entail writing the most interesting publications 
by gathering many p-values below .05.  
 Here we discuss the replication crisis in psychology in terms of strategic behaviors by 
researchers in their quest for significant outcomes in NHST. In line with previous work 
(Ioannidis, 2005, 2008a; Simmons et al., 2011) we present the results of simulations in the 
context of meta-analysis to highlight the potential biases thus introduced. We assess these 
problems in 13 psychological meta-analyses and discuss solutions. 

Authors are Lucky! 
It has long been argued that the combined outcomes of NHST in the scientific literature 

are too good to be true (Fanelli, 2010; Fiedler, 2011; Ioannidis, 2008a; Sterling, 1959; Vul, 
Harris, Winkielman, & Pashler, 2009). Fanelli (2010) documented that over 80% of scientific 
publications in various sciences report positive results and that the psychological literature 
shows the highest prevalence of positive outcomes. Sterling (1959) and Sterling et al. (1995) 
showed that in 97% (in 1958) and 96% (in 1986-1987) of psychological studies that involve the 
use of NHST, H0 was rejected at Alpha = 0.05. Although it should be noted that psychological 
papers report a host of test results (Maxwell, 2004), the abundance of positive outcomes is 
striking because effect sizes in psychology are typically not large enough to be detected by the 
relatively small samples used in most studies (i.e., studies are often underpowered; Cohen, 1990).  
 The power of statistical tests depends on the nominal significance level (typically .05), 
the sample size and the underlying effect size (ES), such as Cohen’s d for between-group mean 
comparisons. According to Marszalek et al. (2011) the median total sample size in four 
representative psychological journals (Journal of Abnormal Psychology, Journal of Applied 
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Psychology, Journal of Experimental Psychology: Human Perception and Performance, and 
Developmental Psychology) was 40. This finding is corroborated by Wetzels et al. (2011) who 
found in their large sample of t-tests from Psychonomic Bulletin & Review and Journal of 
Experimental Psychology: Learning, Memory and Cognition a median cell size in both between- 
and within-subjects designs of 24. The average effect size found in meta-analyses in psychology 
is around d = 0.50 (Anderson et al., 1999; Hall, 1998; Lipsey & Wilson, 1993; Meyer et al., 
2001; Richard et al., 2003), which might be an overestimation of the typical effect size given 
the biases we discuss below. Nevertheless, the typical power in our field will average around 
0.35 in a two independent samples comparison, if we assume an effect size of d = 0.50 and a 
total sample size of 40. This low power in common psychological research raises the possibility 
of a file drawer (Rosenthal, 1979; Spellman, 2012) containing studies with negative or 
inconclusive results. Publication bias can have dire consequences as illustrated recently by clear 
failures to replicate medical findings (Begley & Ellis, 2012; Prinz, Schlange, & Asadullah, 
2011). On the basis of surveys of researchers and a study of the fate of studies approved by the 
institutional review board of a major US university, the percentage of unpublished studies in 
psychology is estimated to be at least 50% (Cooper, DeNeve, & Charlton, 1997; Coursol & 
Wagner, 1986; Shadish, Doherty, & Montgomery, 1989) but the problem goes beyond 
widespread failure to publish. Statistical textbooks advise the use of formal a priori power 
estimates, but in a recent sample of psychological papers with NHST (Bakker & Wicherts, 2011), 
only 11% referred to power as a rationale for the choice of sample size or design. Although 
power estimates can also be done informally, the typical study in psychology appears to be 
underpowered. If a study’s power equals 0.50 the chance to find a significant result equals that 
of throwing heads with a coin. The number of heads presented in the psychological literature 
(and in other literatures) suggests a problem. Although one author has explained this by claiming 
that researchers are psychic (Bones, 2012), we think that they just act strategically. 

A Dozen Replications 
 The common lack of power is well illustrated by studies of the (positive) association 
between infants’ habituation to a given stimulus and their later cognitive ability (IQ). One often-
cited meta-analysis (McCall & Carriger, 1993) collated 12 studies of the correlation between 
measures of habituation during children’s first year of life, and IQ as measured between 1 and 
8 years of age. In the so-called funnel plot (Light & Pillemer, 1984) of Figure 6.1, these 12 
Fisher-transformed (normalized) correlations are plotted against the inverse of the standard error 
(SE) in each study. The SE depends on sample size and equals )3(1 N . The white area 
represents the 95% confidence interval (or area) under H0 = 0, and so study outcomes that fall 
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in the grey area are significant at Alpha = .05 (2-tailed). The straight dotted line represents the 
estimated underlying effect size from a fixed effect meta-analysis (Zr = .41, which corresponds 
to r = .39 and d = .85) and the curved dotted lines represent the 95% confidence interval around 
that estimate of HA (study outcomes invariably fell in this interval and so they appear to be 
homogeneous; Q = 6.74, DF = 11, p = .820). The upward narrowing of both 95% confidence 
intervals in the funnel reflects larger power to reject H0 in large samples. On the right hand side, 
we depicted the power to reject H0 given the sample size (SE level) as implied by the estimated 
underlying effect size of .41. For instance, on the top of Figure 6.1, we depicted the distributions 
under H0 and HA for N = 50 (1/SE = 6.86), which corresponds to a power of .807. As we go 
down the funnel, SEs become larger and so outcomes should deviate more strongly from the 
estimate of HA. It is noteworthy that (1) all but three of the studies have a power below .80, (2) 
the correlation differed significantly from zero in all but one study, and (3) the study outcomes 
are clearly not evenly distributed in the right- and left-hand side of the funnel associated with 
HA. In fact, the two largest studies showed the weakest link between infant cognition and later 
IQ, while the smaller studies all lie on the right-hand side the funnel, i.e., in the grey area where 
p < .05. Such funnel plot asymmetry is awkward and can be tested (Sterne & Egger, 2005) by 
regressing outcomes on sample sizes (or SEs) across the 12 studies: Z = 2.24, p = .025. The 
median sample size of these studies was 25 and their typical (median) power equaled .488. 
Under the assumption that studies are independent, the expected number of significant findings 
on the basis of this power analysis (i.e., the sum of power values) is 6.71, and so a positive 
outcome in 11 out of such 12 underpowered studies is unlikely. Ioannidis and Trikalinos (2007) 
proposed a straightforward 2 test for such an excess of significant findings: 2 (DF = 1) = 6.21, 
p = .013. So this meta-analysis shows the typical signs of publication bias and results that are 
too good to be true (Francis, 2012b). One possible explanation is that studies with non-
significant or lower correlations were missing from the meta-analysis. In addition, research with 
infants is not easy and seldom are these analyses carved in stone. Statistical choices concerning 
exclusion of data points, outliers, and operationalization of dependent variables require choices 
that are often arbitrary and so provide researchers degrees of freedom (Simmons et al., 2011) in 
their analyses.  
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Figure 6.1 .Funnel plot of 12 studies of the relation between infant habituation performance and later IQ 
from McCall & Carriger (1993). The white area represents the 95% confidence interval (or area) under H0 
= 0, and so outcomes in the grey area are significant at Alpha = .05. Power estimates on the right-hand 
side are based on the meta-analytic estimate that is depicted as the dotted straight line (Zr = .41). 
Distributions under H0 and HA are given on the top to illustrate power computation at the level of N = 50 
(power = .81). 

Playing the Game Strategically 
The excess of significant findings may partly be explained by researchers’ exploitation 

of these degrees of freedom in their pursuit of significant outcomes (Fiedler, 2011; Wicherts et 
al., 2011) and by the fact that it is easier to find a significant effect in multiple small studies 
rather than one larger study. The use of multiple small studies rather than a larger one gives the 
researcher the opportunity to make small alterations to the research design and provides ample 
opportunity for capitalizing on chance. 
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Simmons et al. (2011) illustrated how easy it is to inflate Type 1 error rates when 
researchers employ hidden degrees of freedom in their analyses and design of studies (e.g., 
selecting the most desirable outcomes, letting the sample size depend on results of significance 
tests). John et al. (2012) surveyed over 2000 psychological researchers and found a majority of 
them to admit to use at least some of these questionable research practices (QRPs). For instance, 
the majority admitted to having ever failed to report all of the dependent measures in a study. 
Forty-eight percent admitted to having only report studies that “worked” (which we take to 
imply p < .05), while 57% acknowledged to having used sequential testing (cf. Wagenmakers, 
2007) in their work. Such practices lead to inflated effect sizes and increased false positive rates 
(Ioannidis, 2005, 2008b; Simmons et al., 2011).  
 Suppose psychology were a game in which players have to gather a significant result 
in a particular direction. Players have resources to gather data from N participants and can 
choose between these options: 

Strategy 1. Perform one large study (with N as the sample size) with sufficient power 
and publish it. 
Strategy 2. Perform one large study and use some of the QRPs most popular in 
psychology (John et al., 2012). These QRPs may be performed sequentially until a 
significant result is found: 
a. Test a second dependent variable that is correlated with the primary dependent 

variable (for which John et al. found a 65% admittance rate) 
 b. Add 10 subjects (sequential testing; 57% admittance rate) 
 c. Remove outliers (|Z>2|) and rerun analysis (41% admittance rate) 

Strategy 3. Perform at most 5 small studies each with (N/5) as sample size. Players 
may stop data collection when they find a significant result in the expected direction 
and only publish the desired result (the other studies are denoted “failed”; 48% 
admittance rate). 
Strategy 4. Perform at most 5 small studies and apply the QRPs described above in 
each of these small studies if the need arises. Players may report only the studies that 
“worked”. 

 Strategies 3 and 4 imply publication bias in the traditional sense, while Strategies 2 and 
4 relate to the analysis of the data. So what is the winning strategy? We simulated data (see 
Appendix B for details) on the basis of sample sizes and effect sizes that are typical for 
psychology and found a clear answer. The left panel of Figure 6.2 gives the proportion of 
researchers who gather at least one significant finding (p < .05) under these four strategies. Note 
that we simulated one-sided results (i.e., directional hypotheses), but employed two-sided tests, 
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which should be significant in the expected direction. So the (combined) Type I error rate (i.e., 
when ES = 0) is .025 for the large study and 1-(1-.025)^5 = .119 for the 5 small studies. 

The upshot of the simulation results is that when the true ES is small executing multiple 
small and underpowered studies represents the optimal strategy for individual players to 
generate a p-value < .05. Furthermore, the use of QRPs pays off, especially with small samples 
and effect sizes. Besides, many players need not even perform all 5 studies; e.g., with a cell size 
of 20 and an ES of 0.5 they need on average 2.58 studies (expected total N = 103) without QRPs 
and 1.14 studies (expected total N = 66) with QRPs. Combined with the selection of significant 
results through publication decisions, these strategies may explain why so many psychological 
researchers continue to run underpowered studies yet almost always report significant results. 

Get Serious! 
 Science is not a game. The optimal strategies described above lead to inflated Type 1 
errors of up to 40% and inflate genuine effects. We calculated the bias in our simulation as the 
difference between the average estimated ES and the true ES. Results are presented in the right 
panel of Figure 6.2. With large samples (Strategy 1) there is no systematic bias. For large 
samples with QRPs (Strategy 2) the bias goes to zero with larger true ES, which is to be expected 
because of the larger power under this scenario (QRPs are not required for ‘winning’). The bias 
is large with multiple small studies (Strategies 3 and 4). In the typical psychological study (cell 
size 20 and true ES = .5) the biases with and without QRPs are 0.327 and 0.158, respectively. 
With smaller cell sizes and an ES of .5, the bias can be as large as 0.913. When multiple small 
studies are combined with QRPs (Strategy 4), the bias is large for small true ES, but decreases 
with larger true ES, possibly because of the adding of subjects (in step b). Even those who ignore 
p-values of individual studies will find inflated effect sizes in the psychological literature if a 
sufficient number of researchers play strategically, which indeed many psychological 
researchers appear to do (John et al., 2012).   
 Our field lacks clear codes of conduct considering the use of these analytic strategies 
(Sterba, 2006) and many reviewers tend not to accept p-values above .05 (Mahoney, 1977), 
possibly because this present an easy heuristic (Hoekstra et al., 2006; Nelson, Rosenthal, & 
Rosnow, 1986). Sole studies are seldom definitive but even knowledgeable researchers tend to 
underestimate the randomness associated with small samples (Tversky & Kahneman, 1971). At 
the end of the day it is all about replication. 
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Figure 6.2: Results of simulations showing the optimal strategy for players (in terms of probability of 
finding at least one significant result; left column) and the bias in estimated effect sizes (right column) 
under the four strategies described in the text under a range of genuine effect sizes (d = 0 to 1). N represents 
sample sizes for small studies while the larger sample size equals 5*N within each row. Results are one-
sided (i.e., directional hypotheses), but tests are two-sided and should be significant in the expected 
direction.  
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Another 250+ Replications 
 A set of reasonably similar replications can be used to determine robustness of findings 
and to study signs of the use of the strategies described above. In our simulations, we used fixed 
effects and applied Sterne & Egger’s (2005) test of funnel plot asymmetry and Ioannidis and 
Trikalonis’ (2007) test for an excess of significant findings. Both methods are described above 
and functioned well in the simulation (see Appendix B and Figure 6.4), although it is important 
to note that they are sensitive to actual heterogeneity of the underlying effect sizes (Ioannidis & 
Trikalinos, 2007; Sterne & Egger, 2005). For instance, funnel plot asymmetry may arise if 
smaller studies tap on stronger underlying effects because they are done in relatively more 
controlled settings. Therefore, these tests are best applied to relatively homogenous sets of 
studies as defined in the realm of meta-analysis.  
 To gather a representative sample of sets of psychological studies that concern the same 
phenomenon or at least highly similar phenomena, we retrieved from PsycARTICLES all 108 
peer-reviewed articles published in 2011 that contained the strings “research synthesis”, 
“systematic review”, or “meta-anal*” in title and/or abstract. Subsequently, we randomly 
selected 11 useful meta-analyses (10% of the total). We only included meta-analyses that 
reported the effect sizes and standard errors (or sample sizes) of primary studies. From each 
meta-analysis we retrieved the subset (as selected by the authors of the meta-analyses) of at least 
10 primary studies that was the most homogenous subset in terms of Higgins’ I2. We assumed 
that the meta-analysts employed rigorous inclusion and exclusion criteria and that they correctly 
determined effect sizes, and we feel confident that the primary studies in each of the fields are 
sufficiently comparable to be considered replications.  
  The selected (subsets from) meta-analyses are given in Table 6.1 together with tests 
for homogeneity, excess of significant findings, and funnel plot asymmetry. The average impact 
factor of the journals in which the meta-analyses appeared was 4. Meta-analyses were from 
clinical, counseling, educational, evolutionary, developmental, family, and 
industrial/organizational psychology. The medians of the sample sizes align with those found 
in the wider literature, although the median effect size (d = .37) was slightly lower than d = .50 
as described above.  
 Figure 6.3 depicts the funnel plots of the 11 meta-analyses. Tests for funnel plot 
asymmetry (with an Alpha of .10 as suggested by various authors; Ioannidis & Trikalinos, 2007) 
were significant in four instances (36%). In three instances we found signs of an excess of 
significant results (27%; at Alpha = .10). These results replicate earlier indicators of the  



Chapter 6  103 

 
Figure 6.3: Funnel plots of 11 (subsets of) meta-analyses from 2011 and Greenwald et al. (2009). 
I-Chi(1) represents Ioannidis & Trikalinos’ (2007) test for an excess of significant results and 
BIAS Z represents Sterne and Egger’s (2005) test for funnel plot asymmetry. 
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prevalence of funnel plot asymmetry in 99 psychological meta-analyses (Ferguson & Brannick, 
2012; Levine, Asada, & Carpenter, 2009) and the finding of an excess of significant results in 
four areas of psychological research (Francis, 2012a, 2012b, 2013). 
 To get a feel for the likelihood of biases in the actual meta-analyses, we simulated 
results for 16 meta-analyses with 100 studies each. These meta-analyses are presented in Figure 
6.4 (see Appendix B for details), based on the four strategies as described above (Column 1 
through 4) and four levels of true ES (d = 0.0, 0.2, 0.5, or 0.8; Rows A through D). As can be 
seen, the pattern of results in the habituation-IQ studies (Figure 6.1) looks highly similar to 
results simulated under Strategy 4 and an ES > 0 (Figure 6.4; Panels B4 and C4). The funnel 
plot from Alfieri et al. (educational psychology) resembles that from Strategy 2 under a small 
effect size (Panel B2). In Woodley’s meta-analysis (evolutionary psychology), the overall effect 
is close to zero and Strategy 2 appears to be at play (Panel A2). In Farber and Doodlin’s meta-
analysis (psychotherapy works better with positive regard), samples sizes were small and there 
is an indication of the use of Strategy 3 (Panel B3). In Hallion and Ruscio’s meta-analysis, the 
effects of cognitive bias modification on stress and anxiety appear small and based on too many 
underpowered studies (Panel A3 or B3). Correlations between relationship conflict and hostility 
of partners as studied by Woodin appear to be substantial but may also be inflated by publication 
bias and the use of small samples (Panel C3). In these research lines, additional studies with 
larger sample sizes are clearly welcome.  
 We also included in Figure 6.3 and Table 6.1 a recent meta-analysis on the predictive 
validity of the Implicit Association Test (IAT). The subset of studies that concerned racial 
discrimination is another example of an excess of significant results and funnel plot asymmetry. 
The results from the 32 studies collated by Greenwald et al. (2009) are based on small samples 
sizes, considerable freedom in the analysis, and a high degree of faddism, all of which may 
conspire to bring about inflated effects (Ioannidis, 2005). Further studies with larger sample 
sizes should be added to the database to accurately determine IAT’s validity.  

Improving the Game 
 Without any clear rules concerning the use (and documentation) of multiple small 
studies and QRPs, strategic behaviors by researchers can lead literatures astray. The best way 
to separate the wheat from the chaff in psychology is to (1) end the pretence that small studies 
are definitive, (2) improve reporting standards, (3) start considering and publishing non-
significant results, and (4) introduce as a journal policy a distinction between exploratory and 
confirmatory studies (Wagenmakers et al., 2011). The prevalence of underpowered studies in 
psychological research hints at the common use of Strategies 3 and 4 in which researchers 
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conduct a series of small studies up to the point that one turns out to be significant. Sample sizes 
should be based on a priori power analyses that take into account the potential inflation of effects 
in earlier small studies. Later replications of published results and/or of statistical outcomes will 
be facilitated by including experimental material, raw data, and computer code (in the case of 
nonstandard analyses) as online supplements. In our view, researchers should be open about 
having not found what they looked for in early phases of research, while in the confirmatory 
phases, they should conduct studies that are possibly pre-registered, sufficiently powerful, and 
analyzed in ways that are explicated in advance. The ideal paper then is not one with one or a 
few small studies with p-values just below .05, but one in which all small pilot studies are 
reported in a meta-analytic summary and tested for homogeneity and/or moderation, and in 
which one major study lends clear support. Small and underpowered studies may lead to biases 
of different kinds (Ledgerwood & Sherman, 2012) and some have even argued to simply 
exclude them from meta-analyses (Kraemer, Gardner, Brooks, & Yesavage, 1998). 
 We found indications of bias in nearly half of the psychological research lines we 
scrutinized. The ambition of players in the game of science does not always sit well with the 
goal of the scientific enterprise. Optimal strategies for individual researchers introduce biases 
that we can only counter by improving the rules of the game. The arbiters in the game (peer 
reviewers and editors) are in an ideal position to do so.  
 



 

 

 
 



 

Chapter 7 

Flawed intuitions about power in 
psychological research 
 
Because of relatively small effect and sample sizes, many psychological studies are 
underpowered. Even if researchers understand the importance of well-powered research designs, 
their intuitions about power might be incorrect. We surveyed 291 psychological researchers 
concerning their power intuitions and found large discrepancies between the preferred amount 
of power and the power calculated based on their typical sample size, effect size, and level of 
alpha. Furthermore, as reviewers, respondents had even worse power intuitions than as 
researchers, and preferred multiple small studies over one powerful study. Seniority, sub-field, 
or self-assessed statistical knowledge were weakly associated with power intuitions. Almost 
half of the respondents indicated to base sample size decisions on formal power analyses, but 
the use of power analyses was unrelated to power intuitions. Because many used a rule of thumb 
or based sample sizes on what is acceptable in the literature, we recommend the reporting of 
formal power analyses.  
 
 
 
 
 
 
 
 
 
 

This chapter is submitted as: Bakker, M., Wicherts, J. M., van der Maas, H. L. J. Flawed intuitions about 
power in psychological research.  
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 Despite the existence of alternative analytical techniques (Rouder, Speckman, Sun, & 
Morey, 2009; Wagenmakers et al., 2011), and notwithstanding the criticism (Cumming, 2013; 
Nickerson, 2000), null hypothesis significance testing (NHST) remains the main statistical tool 
in the analysis of psychological research data (Bakker & Wicherts, 2011; Wetzels et al., 2011). 
Much recent debate on how researchers use NHST in practice concerned the inflation of the 
number of Type I errors, or rejecting the null hypothesis when it is in fact true (Asendorpf et al., 
2013; Bakker et al., 2012; Simmons et al., 2011; Wagenmakers et al., 2011). However, 
possibilities of Type II errors (failing to reject the null hypothesis when it is false) are equally 
problematic (Fiedler, Kutzner, & Krueger, 2012; Murayama, Pekrun, & Fiedler, 2013). It has 
long been argued that researchers should conduct formal power analyses before the start of data 
collection (Cohen, 1965, 1990, 1994). Yet many studies in the psychological literature continue 
to be underpowered (Bakker et al., 2012; Cohen, 1990; Maxwell, 2004). Specifically, in light 
of the typical effect sizes (ES) and sample sizes seen in the literature, typical power is estimated 
to be less than .50 (Cohen, 1990) or even .35 (Bakker et al., 2012). These low power estimates 
appear to contradict the finding that over 90% of published studies in the literature have p values 
below the typical α = .05 threshold for significance (Fanelli, 2010; Sterling, 1959; Sterling et 
al., 1995). This apparent discrepancy is often attributed to the combination of publication bias 
(i.e., the non-reporting of non-significant results; Rosenthal, 1979) and the use of Questionable 
Research Practices (QRPs) in the collection and analysis of data (John et al., 2012; Simmons et 
al., 2011). Despite the centrality of power in the use of NHST, formal power analyses are rarely 
reported in the literature. Sedlmeier and Gigerenzer (1989) already found that none of the 
authors of 54 articles published in the 1984 volume of the Journal of Abnormal Psychology 
reported the power of their statistical tests. In a more recent and fairly representative sample of 
271 psychological papers that involved the use of NHST (Bakker & Wicherts, 2011), only 3% 
of the authors considered (explicitly) the power as a design consideration of the study. Although 
Bakker and Wicherts found more discussions of power in that sample, these were mostly 
concerned with explaining non-significant outcomes in the discussion. So it appears that sample 
size considerations are hardly ever based on formal (and explicitly reported) power 
considerations.  

Here we consider another explanation of the common failure to conduct sufficiently 
powerful studies, namely flawed intuitions about power (Tversky & Kahneman, 1971). In a 
classic study, Tversky and Kahneman (1971) showed that even quantitatively oriented 
psychologists underestimate the randomness in small samples. In addition, Greenwald (1975) 
asked social psychologists about the acceptable Type II error and found an average response of 
around .27, which means an acceptable power of .73, which again is markedly higher than the 
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overall power computations given by Cohen (1990) and Bakker et al. (2012). This suggests that 
researchers may intuitively overestimate the power associated with their own research or that of 
others (i.e., in their role of reviewers). Given the centrality of power in the debate of 
reproducibility and replicability (Asendorpf et al., 2013; Button et al., 2013), we here survey 
psychological researchers from different sub-disciplines, either in their role as researcher 
(assessing their own studies), or in their role as reviewer (assessing their peer’s studies) on their 
practice, intuitions, and goals in achieving sufficient power. Our aim is to answer four questions. 
First, how accurate are the intuitions of researchers about power? Second, does the role 
(reviewer vs. researcher) make a difference in assessments of power? Third, are there any 
differences between sub-disciplines in psychology? Fourth, does (self-assessed) statistical 
knowledge matter? 
 The survey can shed light on the accuracy of researchers’ intuitions of power in order 
to explain the discrepancy between the normative notion of power (a formal assessment) and 
the actual manner in which researchers consider power in their work. In addition, we seek to 
determine whether these intuitions differ between reviewers and researchers, which is relevant 
for policy in setting up studies and selecting them for publication. 

Method 

Participants 
We collected all email addresses of the corresponding authors of the 1304 articles 

published in 2012 in Journal of Consulting and Clinical Psychology, Cognitive Psychology, 
Developmental Psychology, Health Psychology, European Journal of Work and Organizational 
Psychology, Cognitive, Affective, & Behavioral Neuroscience, Personality and Individual 
Differences, Psychological Methods, Journal of Experimental Social Psychology, or 
Psychological Science. After removing 80 duplicate email addresses and 5 physical addresses, 
we invited 1219 researchers to participate in our online survey on the Qualtrics website. Eighty-
four emails bounced, thus we can assume that we were able to contact 1135 researchers from 
different sub-disciplines in psychology. 

Our targeted sample size (300) should be able to detect effects of d = 0.32, which lie 
between small (d = 0.20) and medium (d = 0.50). Of all the contacted researchers 499 (44%) 
started the survey.14 Seven chose not to sign the informed consent and failed to continue with 

                                                                                                                                                        
14 This might contain participants who started the survey again after we sent a reminder. We could not sent 
a personalized reminder, because we did not want to be able to connect contact information with the given 
responses. 
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the survey, whereas 291 (26%) participants finished the survey.15 Respondents were randomly 
assigned to complete the reviewer’s version or the researcher’s version of the questionnaire. 
Two hundred sixty-seven respondents started the latter version (169; 63% completed this 
version), while 225 respondents started the former version (122; 60% completed this version; 
see also Table 7.1).  
 
Table 7.1 
Number of participants per research field and for each condition separately, and the trimmed means of 
statistical knowledge, recalculated power, and bias per research field. 

 N N Researcher N Reviewer Mt Statistical 
Knowledge 

Mt 
Power 

Mt 
Bias 

Clinical 43 (15%) 19 (11%) 24 (20%) 6.7 .47 -.31 
Cognitive 29 (10%) 13 (8%) 16 (13%) 6.3 .34 -.38 
Developmental  42 (14%) 28 (17%) 14 (11%) 7.3 .40 -.35 
Forensic  2 (1%) 1 (1%) 1 (1%) 6.5 .37 -.03  
Health 12 (4%) 6 (4%) 6 (5%) 7.0 .47 -.31 
Industrial 
organizational  

19 (7%) 11 (7%) 8 (7%) 6.8 .31 -.45 

Neuroscience  14 (5%) 10 (6%) 4 (3%) 6.6 .43 -.31 
Personality  39 (13%) 22 (13%) 17 (14%) 7.3 .37 -.32 
Quantitative 10 (3%) 6 (4%) 4 (3%) 8.5 .44 -.38 
Social 81 (28%) 53 (31%) 28 (23%) 6.5 .40 -.33 
Total 291  169 122    

 

Survey 
We developed a short survey containing 10 questions (see Supplementary Materials 

available at www.bdat.nl). The first version contained questions from a researcher’s perspective 
and the second one contained questions from a reviewer’s perspective. The last three questions 
(research field, statistical knowledge, and number of publications) were the same for both 
versions. We asked the participants to describe how they generally determined their sample size 
(for the reviewers: how they asses the quality of the sample size), whether they would prefer to 
conduct (or see in manuscript as reviewer) multiple small studies or rather one large study, and 
their assessments of typical α, power, ES (in Cohen’s d), and N (cell size) for an independent 
samples t test. Lastly, the survey contained a question about the handling of outliers, which is 
part of another research project. We used all useful responses and the design did not involve any 
additional dependent or independent variables. 

                                                                                                                                                        
15 We will use and report the results based on all the available data. If different results are found for only 
those respondents who completed the survey, we will indicate this. 
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Results 

Deciding on sample size  
The first question of the survey asked how researchers generally determine their 

sample size. A total of 197 participants answered this open question from a researchers’ 
perspective. Two independent raters scored whether the answers could be assigned to one or 
more of five different categories. The raters agreed in 92% of the cases (Cohen’s kappa = .80). 
A power analysis was mentioned by 93 (47%) of the participants (although 20 of them, 22%, 
also mentioned practical constraints, like available time and money). Overall, 40 participants 
(20%) stated that practical constraints determined their sample size. Furthermore, 45 
participants (23%) mentioned some rule of thumb (e.g., 20 subjects per condition), 41 (21%) 
based sample sizes on the common practice in their field of research, and 18 respondents (9%) 
wanted as many participants as possible, to have the highest possible power to detect an effect.  
One participant indicated on the first question that: “I usually aim for 20 - 25 participants per 
cell of the experimental design, which is typically what it takes to detect a medium effect size 
with .80 probability”. However, if we calculate power for an independent samples t test with 20 
to 25 participants in each condition and an ES of d = 0.5 (medium ES), the actual power lies 
between .34 and .41, which is approximately half of the .80 that the participant mentions that 
(s)he wants. As more than half of the participants indicated that they did not generally use a 
power analysis, and 23% of the participants used some rule of thumb, we wondered whether 
participants were able to perform a good intuitive power analysis. 

Intuitive power analyses 
Respondents in the researchers condition indicated the typical level of α, ES (in 

Cohen’s d), N, and power in their research, while respondents in the reviewer condition 
indicated which of these four levels they deemed acceptable as reviewer. As the distributions 
were not normal and contained outliers, and in line with recommendations by Cumming (2013), 
we report the trimmed means and use robust statistics to compare the trimmed means (Bakker 
& Wicherts, in press; Welch, 1938; Wilcox, 2012; Yuen, 1974). In Table 7.2 the trimmed means 
(20%) are reported for both the respondents who answered these questions from a researcher’s 
perspective (henceforth researchers) and for respondents who answered these questions from a 
reviewer’s perspective (henceforth reviewers). As can be seen, typical (or acceptable) effect 
sizes center around .4, which is somewhat lower than estimates of mean effect sizes based on 
large-scale meta-analyses in psychology (Anderson et al., 1999; Lipsey & Wilson, 1993; Meyer 
et al., 2001; Richard et al., 2003; Tett et al., 1994). The mean desired or typical cell sizes of both 
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reviewers and researchers in the independent sample t test as asked is around 35, which is 
somewhat higher than the estimates of mean cell sizes found in the literature (Marszalek et al., 
2011; Wetzels et al., 2011). Especially for α and power, researchers seem to have a common 
standard as 83% of the participants reported α = .05, and 69% reported power = .80. We did not 
find significant differences between typical α, ES, N and reported power between researchers 
and reviewers.16  
 
Table 7.2 
Trimmed means for biases in power estimates, and desired (for reviewers) or typical (for researchers) 
Alpha, Effect Size, N, and power given by the respondents  

 Researchers Reviewers 
Alpha .05  .05  
Effect size (d) 0.41 0.36 
N (cell size) 37.3  32.2  
Reported power 0.80 0.79 
Calculated power  (overall) 0.41 0.30 
Calculated power (based on 
individual answers) 

0.44 0.34 

Bias -0.30 -0.39 
Notes: The calculated power (overall) was based on these trimmed means for SE and N. The individual 
power calculations were based on N, ES, and Alpha given by individual respondents. The bias was 
calculated as: (calculated power (individual) – reported power). 

 
To investigate whether these power intuitions of researchers were internally consistent, 

we calculated the power based on these trimmed means with the pwr package in R (Champely, 
2009). This resulted in a calculated power of .41 for those who answered questions as 
researchers and .30 for those who answered as reviewers. We also calculated for individual 
respondents the power based on their reported α, ES, and N. The trimmed mean of the calculated 
power values was significantly higher for participants in the researcher (Mt = .44) condition than 
for participants in the reviewer condition (Mt = .34; ty(172.7) = 2.49, p = .014, ξ = 0.23, 95% CI 
= [0.02, 0.19]).  

Since some of the researchers might have accepted lower power than others, we 
compared for each participant the reported power and the calculated power. These differed 
significantly for both the respondents who took a researchers’ perspective (ty(101) = 11.34, p 
< .001, ξ = 0.77, 95% CI = [0.29, 0.42]) and for respondents who took a reviewers’ perspective 

                                                                                                                                                        
16 The typical α had no variance (after trimming) and therefore the Yuen-test could not be applied; ES: 
ty(159.8) = 1.80, p = .074, ξ = 0.16, 95% CI = [-.00, .09]; N: ty(174.0) = 1.82, p = .071, ξ = 0.20, 95% CI 
= [-.44, 10.63]; power: ty(73) = 1.46, p = .15, ξ = 0.10, 95% CI = [-.00, .02].    
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(ty(72) = 16.40, p < .001, ξ = 0.88, 95% CI = [0.40, 0.51]). We also calculated for each researcher 
individually the bias, or the calculated power minus the reported power. The trimmed mean of 
the bias was smaller for the participants in the researcher condition (Mt = -.30) than for the 
participants in the reviewer condition (Mt = -.39), although this difference was not significant 
(ty(168.6) = 1.97, p = .051, ξ = 0.17, 95% CI = [-.0.00, 0.17]). Of those who responded from a 
researcher’s perspective, 76% showed a negative bias (recalculation resulted in a lower power 
that desired) and 31% a bias of more than -0.5. In the reviewer condition, 86% of the respondents 
displayed a negative bias, while 34% of respondents showed a bias in excess of -0.5. 

Doing power analyses and intuitions about power 
Conducting regular power analyses may improve intuitions about power. Almost half 

of the participants in the researcher’s condition indicated that they generally used a power 
analysis to determine their sample size, though they might not conduct a power analysis for 
every single study. However, this group of respondents did not show a significantly higher 
average calculated power (Mt = .46), than the remaining respondents in the researcher’s 
condition who failed to mention the use of power calculations (Mt = .43; ty(100.0) = 0.51, p 
= .611, ξ = 0.07, 95% CI = [-.09, .15]). Interestingly, the amount of bias did not differ between 
participants who mentioned typically doing power analyses (Mt = -.31) and participants who 
did not mention typically following that prescription (Mt = -.30; ty(99.3) = .15, p = .885, ξ = 
0.04, 95% CI = [-.13, .11]). 

Differences between reviewers and researchers 
Although we did not find significant differences between respondents who answered 

the questions from a researcher’s perspective and respondents answering questions from a 
reviewer’s perspective in α, ES, N, and power, we did see a difference in the calculated power. 
This is possible because the participants in the reviewer condition reported a lower (albeit not 
significantly different) ES and N than those in the researcher condition.  

We also saw a difference in answers on how reviewers and researchers would allocate 
resources in setting up studies. Based on arguments described by Bakker et al. (2012), we know 
that the use of multiple small samples represents the most optimal choice if one’s goal is to find 
at least one significant effect, but that the use of one large sample represents the optimal choice 
if the goal is to gather accurate estimates of an effect (if indeed there is a single effect). In that 
sense, one would expect that if presented with the decision of how to allocate resources for 100 
participants, researchers will be tempted to run 5 small studies (N = 20 each) and perhaps not 
report all of them. On the other hand, in this scenario, reviewers would choose a single large 
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study (N = 100) because it yields the more accurate estimate of the effect. Interestingly, we 
found that differences between the conditions in whether respondents would prefer 5 studies (N 
= 20), 4 studies (N = 25), 2 studies (N = 50) or 1 study (N =100; see Table 7.3) in precisely the 
opposite direction. A 2 (researcher v. researcher) by 4 (number of studies) χ² test was significant 
(χ²(3)  = 25.6, p < .001, φ = .26). A majority of the participants who answered the question from 
a researcher’s perspective preferred one large study, whereas most participants who answered 
the question from a reviewer’s perspective preferred two smaller studies. So in their role as 
reviewers, the respondents appeared to prefer two studies with half of the number of participants 
and thus a lower power above one large study with more power. So in our survey, reviewers 
opted for less powerful studies than did researchers, despite the fact that smaller studies lead to 
more inflated type I error rates and effects sizes due to publication bias and/or QRPs (Bakker et 
al., 2012). 
 
Table 7.3 
Number of researchers (%) that preferred 5 studies (N = 20), 4 studies (N = 25), 2 studies (N = 50) or 1 
study (N = 100) per condition.   
 Researchers Reviewers 
5 studies (N = 20) 10 (4%) 14 (9%) 
4 studies (N = 25) 18 (8%) 13 (8%) 
2 studies (N = 50) 63 (28%) 80 (49%) 
1 study (N = 100) 134 (60%) 57 (35%) 
Total 225 164 

 

Statistical knowledge 
To see whether respondent’s self-assessed statistical knowledge was related to better 

power intuitions, we correlated17 the calculated power and bias with respondent’s self-reported 
statistical knowledge. In both conditions, we failed to find significant correlations (Power, 
Researcher condition: rs = -0.01, p = .865; Power, Reviewer condition: rs = .03, p = .763; Bias, 
Researcher condition: rs = -0.11, p = .144; Bias, Reviewer condition: rs = -0.10, p = .265).  

Differences between research fields and number of publications 
We investigated possible differences in power intuitions between the different research 

fields. In Table 7.1 the trimmed mean of the calculated power and bias are presented for each 
research field separately. Because only two participants indicated Forensic psychology as their 

                                                                                                                                                        
17 We used Spearmans Rank Order correlations, because the data are not normally distributed. 
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main field of research, we could not include them in a two way ANOVA of trimmed means.18 
We did not find a main effect of research field (Ft = 7.32, p = .622) or an interaction between 
field and condition in estimated power (Ft = 15.26, p = .155). Similarly, bias showed neither a 
main effect for research field (Ft = 3.01, p = .951), nor an interaction between field and condition 
(Ft = 7.69, p = .580).19 
 
Table 7.4 
Number of participants (%) in each number of publication category and the trimmed mean of the calculated 
power and bias per category. 

Number of 
publications 

N Mt Power Mt Bias 

< 5 41 (14%) 0.35 -0.38 
5-15 69 (24%) 0.36 -0.33 
16-30 83 (29%) 0.40 -0.35 
31-50 39 (13%) 0.42 -0.36 
51-100 31 (11%) 0.51 -0.25 
> 100 28 (10%) 0.44 -0.35 

 
We also investigated whether the number of publications of respondents was related to 

their power intuitions. In Table 7.4 the trimmed means of the calculated power and bias are 
presented for the different publication categories. A robust regression, by using the rlm() 
function of the MASS package in R, with condition and number of publication as predictors 
failed to show a significant main effect of number of publications or an interaction between the 
research output and condition. 20  

                                                                                                                                                        
18 We used the function t2way()of the WRS package, which does not give the df or ES. Furthermore, 
we find slightly different results for the main effects of condition compared with the results of the robust t 
test that we used before, because the means are trimmed in every cell (9*2) and for the t test in only two 
cells.  
19 We found no differences between sub-fields or interactions with condition for the reported α and 
reported power (both no variance after trimming). For ES we did not find a main effect of sub-field (Ft = 
16.95, p = .113), but did find a significant interaction effect with condition (Ft = 23.18, p = .032). The 
estimated ES differed between the conditions for participants whose main field of research was Health 
Psychology, Personality Psychology, and Social Psychology with an estimated ES for participants in the 
researcher condition of Mt = 0.29, Mt = 0.40, and Mt = 0.41, respectively, and for the participants in the 
reviewer condition of Mt = 0.46, Mt = 0.27, and Mt = 0.30, respectively. We also found a main effect of 
sub-field on N (Ft = 21.44, p = .032), but no interaction effect with condition (Ft = 17.31, p = .081). 
Especially, the trimmed mean of participants from Clinical Psychology (Mt = 44.6) or Personality 
Psychology (Mt = 47.1) showed higher values of the reported N  that participants from Cognitive 
Psychology (Mt = 27.1) or Neuroscience (Mt = 26.3). 
20 The number of publications or the interaction with condition did not predict significantly α, ES, and 
power. However, number of publication positively predicted N (p = .002).  
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Discussion 
It has long been noted that the power of studies in the psychological literature is 

typically too low (Bakker et al., 2012; Cohen, 1990; Maxwell, 2004). The results of the current 
study involving over 250 psychological researchers offers insight on why this may be so. When 
asked about how they normally determined sample sizes in their studies, more than half of our 
respondents indicated that they did not use a power analysis, and 23% of the participants used 
some rule of thumb. This is in line with the finding that such power analyses are presented in 
fewer than 3% of psychological articles. Much research in psychology appears to be planned 
without formal power analysis and so many researchers appear to use rather intuitive approaches 
in determining their sample sizes, and these intuitions are quite far off the mark. Even 
researchers who stated that they typically use a formal power analysis did not have better power 
intuitions than those who did not. Intuitions by both reviewers and researchers about (typical) 
power are effectively twice as large as the actual power estimates based on the reported (typical) 
sample size and ES. More than 75% of both researchers and reviewers had a power intuition 
that resulted in a computed power that was lower than desired, and among more than 30% of 
our respondents this bias exceeded -.50. Interestingly, this tendency to overestimate power was 
larger for those who assessed results in their role of reviewers, which is somewhat 
counterintuitive because combined with publication bias and QRPs low power results in severe 
inflations of the Type I error rate and effect sizes (Bakker et al., 2012). These are problems one 
would expect reviewers to be more concerned about than researchers who present a significant 
outcome on the basis of an underpowered study. 

Also relevant for the role of reviewers in assessing power of studies was our finding 
that reviewers prefer the work under review to involve two smaller studies (with lower power) 
rather than one larger (more powerful) study. So our results may help explain why 
underpowered studies continue to be used so widely in the psychological literature; researchers 
and reviewers may strongly overestimate the power and this overestimation of power may be 
even larger when reviewing other researchers’ work. Despite their important role in heightening 
replicability and reproducibility of results (Asendorpf et al., 2013), reviewers may not have the 
best power intuitions needed for their task. In fact, many high impact journals nowadays require 
multiple replications, but such papers often show incredible results due to an excess of 
significant findings in light of the low power of the reported studies (Francis, 2012b; Schimmack, 
2012).  

The tendency to overestimate power was not appreciably different across different 
subfields in psychology. Interestingly, and in line with earlier work showing poor statistical 
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intuitions among mathematical psychologists (Tversky & Kahneman, 1971), self-assessed 
statistical knowledge was not found to be related to the tendencies to overestimate power of 
typical studies. Moreover, a larger number of publications, as a measure of seniority and 
research experience, did not appear to render researchers immune to flawed intuitions about 
power of the typical studies in their field.  

A majority of the participants reported a typical power of 0.8, which is the common 
standard advised already by Cohen (1965). It might therefore be that our respondents gave the 
normative answer, instead of their typical power, even though they might have known that these 
are not the same. Nevertheless, in our results, the mean difference between the general norm 
and the power based on the typical experimental design was rather large. To measure 
researcher’s power intuitions more directly, we might in future work present examples of 
research designs with a given α, ES, and N to researchers, and ask them to estimate the power 
of the described research designs.   

We focused on a between-subjects experimental design, because it is a common and 
basic research design in psychology. Nevertheless, it might be possible that some of our 
respondents had no or limited experience with this design so that answering our questions might 
have been out of scope for these participants (e.g., some participants indicated that they worked 
primarily with preexisting datasets and did not have to make sample size decisions). Other 
participants might have been more familiar with other research designs with different 
associations between sample size and power (e.g., a within-subjects design with the same 
number of participants will result in more power). However, if experience with research designs 
had influenced our results, we would expect more differences in power intuitions between sub-
fields that involve the use of such different research designs. In future research, we could 
investigate the power intuitions of researchers about other research designs like within-subjects 
and correlational designs. Another problem might be that some participants were not familiar 
with interpreting or reporting effect sizes in Cohen’s d. However, almost all respondents gave 
realistic answers. In future research we might provide researchers the possibility to answer this 
question with their preferred effect size measure and subsequently convert them to one common 
effect size measure. Our study might also suffer from selection bias, since 26% of the invited 
researchers finished the survey. However, we expect that this bias would lead to an 
overrepresentation of interested researchers who are well aware of power issues. Such selection 
bias is not expected to lead to an exaggeration of the poor power intuitions we documented.  

Poor intuitions about power may lead to incorrect inferences concerning non-
significant results. Researchers often conduct multiple small (and therefore likely underpowered) 
studies of the same underlying phenomenon. Given the flawed power intuitions, it is quite likely 
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that researchers feel inclined to interpret non-significant outcomes as reflecting a true null effect 
(i.e., the notion of a “failed study”) while in fact these outcomes are simply due to chance and 
not statistically distinguishable from results from the other studies that did show significant 
outcomes. Some non-significant findings are even to be expected under these circumstances 
(Francis, 2012b; Schimmack, 2012). Therefore, these small (often exploratory rather than 
confirmatory; Wagenmakers et al., 2012) studies should be combined within a meta-analysis to 
estimate a mean effect (and confidence interval) underlying the different studies and to ascertain 
whether there is heterogeneity in the underlying effect sizes (Bakker et al., 2012).  

Our results lead us to the following recommendations for the use of NHST. First, 
researchers should always conduct a formal power analysis when planning studies, which is 
preferably part of IRB approval or preregistration of studies. This will hopefully lead to better-
powered studies. Second, researchers should always report this power analysis in their 
manuscript together with a description of their sample. Third, reviewers should check whether 
indeed a formal power analysis was conducted (Asendorpf et al., 2013) and whether it is sound. 
Particularly manuscripts that present solely significant results on the basis of relatively small 
samples should be scrutinized for the possibility of an excess of significant outcomes (Francis, 
2012b). Fourth, confirmatory studies, or core studies in a research line, should be sufficiently 
powerful and preregistered (Asendorpf et al., 2013; Wagenmakers et al., 2012). If researchers 
conduct exploratory studies or analyses, these should be presented as such and possibly 
combined in a meta-analysis to provide estimates of the mean effect and possible heterogeneity 
of effects (Bakker et al., 2012). 
 In the current debate about replicability, reproducibility, and reporting standards, we 
should keep in mind that researchers and reviewers should collaborate in order to assess the 
validity of research results (Asendorpf et al., 2013). Both parties may misestimate power of 
studies, regardless of their self-assessed statistical expertise. There is really only one way: 
power-up the main study of a research line and be more open concerning exploratory studies.   
 
 



 

Chapter 8 

Discussion: Towards improving 
psychological science 
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In this dissertation we have questioned the current research practices in psychological 
science. We specially focused on the problems with the reporting of statistical results and 
showed that reporting errors are rather common in the psychological literature (Chapter 2) and 
related to other questionable research practices (QRPs) like not sharing the data with other 
researchers for verification purposes (Chapter 3). However, results did not highlight a 
relationship between reporting errors and the removal of outliers (Chapter 4). At the same time, 
results of Chapter 4 did show discrepancies between sample size descriptions and statistical 
results, suggesting that exclusions of data are commonly not reported (see also LeBel et al., 
2013). Moreover, we investigated the consequences of applying several commonly used QRPs 
on Type I error rates and effect size estimates. The use of QRPs like the ad hoc exclusion of 
outliers to obtain a significant result will lead to substantially inflated Type I error rates (Chapter 
5), which increases the probability of publishing false positive results. The use of QRPs also 
results in biased effect size estimates and distorted meta-analytical results (Chapter 6). These 
issues are particularly problematic in light of the scarcity of direct replication attempts (Makel 
et al., 2012) and non-significant results (Sterling et al., 1995) in the psychological literature. 
Indeed, indications of such biases appeared in half of the meta-analyses analyzed in Chapter 6 
(see also: Ferguson & Brannick, 2012). Such signs of bias may cast doubt on some prominent 
findings in the literature that are highlighted in many psychological textbooks (Appendix C). 

Furthermore, we investigated the power paradox, or the question of why the 
psychological literature contains so many significant results based on underpowered studies. In 
Chapter 6, we showed that the running of multiple underpowered studies with a small sample 
size combined with the use of QRPs represents the “optimal” strategy for a researcher if his or 
her goal is to find a significant p value in the hypothesized direction. However, this strategy also 
resulted in an inflated Type I error rate and biased effect size estimates. Another reason for the 
power paradox might be the flawed intuitions about power of many researchers. Specifically, 
results of Chapter 7 showed that researchers strongly overestimated the power of typical studies 
in their work and that such a bias is even stronger when researchers review the work of their 
peers. 

Taken together, the current results and those of others (e.g., John et al., 2012; 
Masicampo & Lalande, 2012; Simmons et al., 2011) do not convey a particularly positive image 
of the psychological literature and the psychological researcher, although it should be noted that 
similar problems have been highlighted in the medical sciences (Ioannidis, 2005), neurosciences 
(Button et al., 2013), and many other fields (Fanelli, 2009, 2010; Stroebe, Postmes, & Spears, 
2012). Given that the current publication, grant, and tenure systems in (psychological) science 
strongly stress novel, “exiting”, and significant results, the problem has many structural facets 
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that need improvement. In this final chapter, we discuss the current directions and initiatives 
that are already improving or will hopefully improve research practices in psychological science 
in the future.  

Confirmatory and exploratory research 
 Most experiments in the psychological literature are presented in the hypothetico-
deductive scheme as confirmatory research in which a researcher first derives a testable 
hypothesis on the basis of theory and subsequently tests this hypothesis empirically. However, 
it has been argued that this scheme is not followed in a substantial number of publications in 
which at least some of the hypothesizing takes place after the results are known (Kerr, 1998). 
For instance, a researcher may setup and conduct a study that includes several loosely defined 
dependent variables. The researcher subsequently selects and reports only the dependent 
variable that shows a significant result and derives a hypothesis for that outcome retrospectively. 
Although such studies are presented as confirmatory studies, they are in fact partly exploratory, 
since they are not based only on an a priori hypothesis. Exploratory studies are important in 
their own right (i.e., for finding previous unknown effects and relations). However, both 
confirmatory and exploratory research should be presented as such, as confirmatory conclusions 
based on exploratory analyses will lead to unreliable conclusions (Kerr, 1998; Wagenmakers et 
al., 2012). Therefore, researchers should make a clear distinction between exploratory and 
confirmatory research (De Groot, 1956; Jaeger & Halliday, 1998; Wagenmakers et al., 2012). 
To prevent possible strategic behavior and the influence of different biases during the data 
collection and analysis stage, researchers should preferably preregister their confirmatory study 
(Wagenmakers et al., 2012). That is, they should register the hypotheses, study design, and data-
analysis plan at for example http://openscienceframework.org before starting the data collection, 
and following these plans while analyzing the data. If following of the preregistered plan is not 
possible (e.g., due to unexpected events) or interesting but not preregistered results show up, 
researchers could still mention these results, but should clearly label these results as exploratory 
(see Chapter 4 for an example). 

Recently, more than 80 scientists signed an open letter, which is published in The 
Guardian, in which they encourage scientific journals to accept preregistered studies 
independent of what the results will show (Chambers & Munafo, 2013). More and more journals 
are starting to answer to this appeal and start experimenting with publishing preregistered 
studies. For example, the journal Cortex is now open for Registered Reports, of which the 
submission will be reviewed prior to data collection, and if accepted, the study will be published 
independent of what the results show (Chambers, 2013). Other journals that start with 



124  Discussion 

preregistration initiatives are Perspectives on Psychological Science, Attention, Perception & 
Psychophysics, and Psychological Science. Besides making truly confirmatory studies possible 
and recognizable, these initiatives will also lead to more well powered and better-designed 
experiments. More importantly perhaps, they will force researchers (and editors and reviewers) 
more strongly than currently is the case to let the (empirical) chips fall where they may. 

Replication 
Direct and sufficiently powerful replications are needed to ‘confirm’ results and correct 

false positives (Asendorpf et al., 2013; Bakker et al., 2013). Until recently only a few direct 
replications were published in psychology (Makel et al., 2012), since journals typically prefer 
novel and significant findings. This is problematic because (the publishing of) non-significant 
results and (direct) replication attempts are important for acquiring a complete picture of 
empirical results in meta-analyses and systematic reviews. Non-significant results in particular 
have long been known to be hard to publish (Sterling, 1959) and this situation has not improved 
in the last decades (Fanelli, 2012). Fortunately, we currently see some positive changes also in 
this aspect. For example, replication attempts can be posted on http://www.psychfiledrawer.org/, 
and the journals Social Psychology and Frontiers in Cognition are currently working on special 
issues in which only the results of (preregistered) replication studies will be published. 
Furthermore, the reproducibility project, led by Brian Nosek, investigates the current 
reproducibility of psychological science by replicating studies published in the 2008 issues of 
three important psychological journals (Open Science Collaboration, 2012). This project 
currently involves more than 150 scientists from around the world. The recently completed 
many labs project (Klein et al., in press) is a comparable project in which the variation in 
replicability was examined of thirteen classic psychological effects across 36 samples and 
settings with over 6000 participants. Ten classic effects replicated consistently, one effect 
showed weak support for replicability, and two effects related to behavioral priming did not 
replicate. Although these initiatives are some steps forward, the focus of journals on novel and 
significant findings needs to change to a focus on the quality of the study. PLoS ONE tries to 
achieve this by clearly stating in their information for reviewers: “Unlike many journals which 
attempt to use the peer review process to determine whether or not an article reaches the level 
of 'importance' required by a given journal, PLoS ONE uses peer review to determine whether 
a paper is technically sound and worthy of inclusion in the published scientific record.” (PLoS 
ONE, 2014). 
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Statistical methods 
Although null-hypothesis significance testing (NHST) is still the most common 

method of statistical inference in psychology (Hubbard & Ryan, 2000; Nickerson, 2000; 
Sterling et al., 1995), it is not without critics (Cohen, 1994; Cumming, 2013; Wagenmakers, 
2007). One of the problems is that the results are often wrongly interpreted, especially the p 
values (Cumming, 2013; Gigerenzer, 2004; Wagenmakers, 2007). Cumming (2012, 2013) 
therefore proposed to focus on estimation instead of hypothesis testing, and recommends the 
reporting of effect sizes and confidence intervals. Unfortunately, the interpretation of 
confidence intervals is also not without problems (Hoekstra, Morey, Rouder, & Wagenmakers, 
in press).  

Another solution is to use Bayesian statistics (Berger, 1985; Wagenmakers, 2007). One 
advantage of the latter solution is that the evidence for two different hypotheses (e.g., the null 
hypothesis and the alternative hypothesis) can be quantified in the so-called Bayes factor. The 
Bayes factor shows under which hypothesis the observed data are most likely and makes it 
possible to compare both hypotheses directly (Wagenmakers, 2007). Furthermore, while NHST 
requires a pre-specified stopping rule, optional stopping (the QRP of stopping after one of the 
two hypotheses has reached a certain predefined evidential threshold) is no problem when using 
Bayes factors (Dienes, 2011; Wagenmakers, 2007). However, Simmons et al. (2011) argued 
against the use of Bayesian statistics, since Bayesian statistics will require making additional 
judgments (e.g., the use of priors), which, according to Simmons et al., creates more 
opportunities to use questionable research practices (see also Efron, 1986). On the other hand, 
Wagenmakers (2007) states that inferential procedures that do not take prior knowledge into 
account are incoherent and may waste possible useful information (see the second online 
appendix of Wagenmakers, 2007 for a more extensive discussion). 

Another problem of NHST as commonly used, is that assumptions of standard 
parametric tests (e.g., normality, equal variances) are often not met (Erceg-Hurn & Mirosevich, 
2008; Grissom, 2000; Micceri, 1989; Wilcox, 2012). These assumptions are often not even 
checked (Hoekstra et al., 2012), or might be difficult to check (Wilcox, 2012). Other statistical 
methods like non-parametric and robust methods have less assumptions and are therefore a 
better solution than parametric test if assumptions are (expected to be) violated (Gibbons & 
Chakraborti, 2003; Huber, 1981; Wilcox, 2012).  

Currently, most introductory statistics textbooks only focus on NHST while not giving 
much attention to its problems and alternatives. Although this may represent somewhat of a 
challenge in freshman (undergraduate) courses, at least some attention should be given in 
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(advanced) psychology statistics courses to estimation, robust statistics, and Bayesian inference. 
For instance, Cumming (2012) introduces estimation, Wilcox (2012) gives an extensive 
introduction to robust statistics, and Bolstad (2007) provides an introduction to Bayesian 
statistics. Journals should also be more open to submissions that use statistical methods other 
than NHST. As good examples, Psychological Science and the journals of the Psychonomic 
Society try to aid researchers in shifting from NHST to estimation, robust statistics or Bayesian 
inference (Cumming, 2013; Eich, 2013; Psychonomic Society, 2012). 

Transparency 
Openness of the scientific system is what makes it a successful epistemic project and 

transparency is therefore required (Wicherts et al., 2012). To improve transparency in 
psychological science, data sharing should become the standard. Sharing research is not 
common as only 27% of researchers shared their data (Wicherts et al., 2006). The sharing of 
data will make the reuse of data possible (e.g., to answer new questions), will force researchers 
to work more carefully, and will render reporting errors easier to correct (Wicherts & Bakker, 
2012). The sharing of data will become more common since online sharing is getting easier at 
for example the http://openscienceframework.org and data repositories. Also, data sharing is 
expected to improve because of the requirements by funding organizations like the National 
Institutes of Health (NIH) that stipulated that all funded research with a certain budget should 
release and share the data no later than the acceptance for publication (NIH, 2013). Luckily, it 
appears that more and more (mostly young) researchers are beginning to share their data via 
online repositories. 

Furthermore, reporting standards of psychological research should be improved by 
implementing clear editorial guidelines and by checking thereof by editors and reviewers. 
Transparent reporting enables a better evaluation of the research findings. Some additional 
recommendations based on the research described in this dissertation are: (1) To prevent 
reporting errors (Chapter 2-4) co-authors should always check the correct reporting of the results 
by running the analyses independently. (2) The power of psychological studies is often low. 
This might be due to strategic consideration (Chapter 6), but also because of flawed intuitions 
about power (Chapter 7). Even researchers who state that they typically conduct a power 
analysis to determine sample size had poor intuitions about power. Therefore, authors should 
be more transparent about their sample size decisions, by reporting a formal and a priori power 
analysis, and authors should explain the use of sample sizes that have low power to detect the 
effect of interest. (3) Data exclusions should be always reported, and preferably an outlier-
handling plan is part of the preregistration (see Chapters 4 and 5). (4) As stated above, results 
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from confirmatory and exploratory analyses should be clearly distinguished in the manuscript. 
Preregistration of confirmatory studies and analyses is the best antidote against QRPs, 
publication bias, and the all too human tendency of researchers to adapt analytic plans (or alter 
the hypotheses) depending on the results. 

To improve transparency, LeBel et al. (2013) set up PsychDisclosure.org on which 
authors can disclose design specifications for four methodological categories (exclusion, non-
reported conditions and measures, and sample size determination). Simmons et al. (2012) 
proposed to make reports more transparent by including (if applicable) the following statement 
to a manuscript “we report how we determined our sample size, all data exclusions (if any), all 
manipulations, and all measures in this study.” Both initiatives will improve transparency and 
have inspired some of the changes in the publication standards and practices in Psychological 
Science that were introduced in 2014 (Eich, 2013). Also the Psychonomic Society (2012) has 
new guidelines for authors that will improve the transparency of the articles in their journals. 
Hopefully other journals will follow shortly.  

The future 
Psychological science is a complex system that is often highly competitive and 

involves many different actors, including researchers, institutions, professional organizations, 
journals, publishers, and funding organizations. The current crisis in psychology has highlighted 
some real weak spots in our scientific enterprise, which may have led to a distorted picture of 
results in the scientific literature. Fortunately the current discussion (e.g., special issue on 
replicability of Perspectives in Psychological Science of which Chapter 6 was part) has also led 
to major strides forward. Some changes are top down and originate from funding organizations 
(e.g., the obligation to share NIH funded research data) and journal editors (e.g., the new journal 
policies of Psychological Science and the Psychonomic Society, and the initiatives of different 
journals to experiment with publishing preregistered studies). Other initiatives are bottom up, 
like the call of many scientists for more preregistered studies, and the different collaborative 
replication projects. These initiatives drew many scientists from different research fields and 
different parts of the world together, and will hopefully lead to improved research practices and 
a flourishing psychological science. 
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Mann-Whitney-Wilcoxon test 
A non-parametric method to test to compare two populations is the Mann-Whitney-Wilcoxon 
test (Mann & Whitney, 1947; Wilcoxon, 1945). Both independent samples X1, X2, …, Xm and 
Y1, Y2, …, Yn are put in ascending order. All values are replaced by ranks ranging from 1 to m + 
n. When there are tied groups, take the rank to be equal to the midpoint of the group. The ranks 
of each group are added and then the lowest of these ranks is the test statistic W. W can be 
transformed in a Z score by: 
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Yuen-Welch test 
A robust method for comparing trimmed means is the Yuen-Welch Test (Yuen, 1974). nj is the 
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Yuen’s test statistic is calculated with: 
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Selection of published meta-analyses 
 To gather a representative sample of sets of psychological studies that concern the same 
phenomenon or at least highly similar phenomena, we retrieved from the PsycARTICLES 
database all 108 peer-reviewed articles published in 2011 that contained the strings “research 
synthesis”, “systematic review”, or “meta-anal*” in the title and/or abstract. We drew a random 
number between 1 and 108 without replacement for each of the articles and selected the articles 
with the lowest number. A further 21 articles were also selected but could not be included 
because the article did not report effect sizes of primary studies (13 meta-analyses), there were 
fewer than 10 primary studies (3), the review did not revolve around effect sizes (2), the paper 
was temporarily unavailable (1), or because the cases in the samples were dependent, leading to 
biased standard errors (2). The final set of eleven meta-analyses (10% of the total) is given in 
Table B.1. 
 In several cases we could not exactly replicate the meta-analytic findings (Alfieri, Card, 
Farber, Green, Woodin), although our results were similar to those presented in the paper. In 
one meta-analysis (Hallion) we came across a gross error in the computation of an effect size in 
which a standard error was inadvertently taken as the SD. We corrected that error and used our 
own computations throughout. The datasets for each meta-analysis are available as an Excel file. 
In light of the relatively small sample sizes, we used Hedges’ g as the effect sizes for mean 
differences. For correlations we used Fisher-transformed correlations.  
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Simulation (Figures 6.2 and 6.4) 
 Figure 6.2 is generated with the R-code that is available on www.bdat.nl. For each of 
the underlying true effect sizes (ES) in Cohen’s d (ranging from 0 to 1 in steps of .05), and each 
of the three different total sample sizes (10, 20, and 40 for the small studies and 50, 100, and 
200 for the large studies), the four strategies were applied 10,000 times.  
 For Strategy 1 we randomly drew a (large) sample from a normal distribution with 
mean = 0 and SD = 1, and a second sample from a normal distribution with the underlying true 
ES as mean, and SD = 1 to generate a dataset that represents the two experimental conditions. 
We then applied an independent samples t-test (henceforth t-test) on the dataset and saved the 
p-value and estimated ES in Cohen’s d from each simulation. 
 For Strategy 2 we applied QRPs on each dataset generated under Strategy 1. If the 
original t-test was significant (p < .05) and the estimated ES was positive (i.e., in the predicted 
direction), the p-value, estimated ES, and QRP category (1) were saved and no QRPs were 
applied. Otherwise, a t-test was performed on a secondary dependent variable that was generated 
together with the primary dependent variable and that correlated .5 with it. If this second t-test 
was significant and had a positive outcome (i.e., in the predicted direction), the p-value, 
estimated ES, and QRP category (2) were saved. Otherwise, 10 values were added to the dataset 
(for both the primary and secondary dependent variable) and both dependent variables were 
tested again with a t-test. If one of these tests was significant with a positively estimated ES, 
this p-value, estimated ES, and QRP category (3) were saved. If both tests were significant and 
had positive estimated ES, the results with the lowest p-value were saved. If none was significant, 
outliers (|Z|>2) were removed from both datasets (original and second dependent variable both 
with 10 added values per cell) and another t-test was applied. If one of these tests was significant 
with positively estimated ES, the p-value, estimated ES, and QRP category (4) were saved. If 
both tests were significant and showed a positively estimated ES, the result with the lowest p-
value was saved. If no significant result could be found, we saved the best result of all performed 
tests, which was defined as the test with the lowest p-value and a positively estimated ES. If 
none of the steps resulted in a positive ES, we selected the results with the highest p-value. The 
p-value, estimated ES and QRP category (5) were kept and formed the basis of the figures. 
 Strategy 3 was the same as Strategy 1 but rather applied to 5 small and ordered datasets. 
The results (p-value and estimated ES) of the first of these five datasets that showed a significant 
p-value and positive ES were collected, together with the number of datasets needed to arrive at 
this result (i.e., value between 1 and 5). If none of the 5 datasets resulted in a significant t test 
with a positive ES, we collected the best result, which was defined as the result with the lowest 
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p-value and a positively estimated ES. If none of the datasets resulted in a positive ES, we 
selected the results with the highest p-value. The p-value, estimated ES were saved and the 
maximum number of datasets was set at 5. 
 Strategy 4 entails a combination of Strategies 2 and 3. On each of the 5 small datasets 
used in Strategy 3 we applied the QRPs as described under Strategy 2. The results (p-value and 
estimated ES) of the first dataset (with or without the use of QRPs) were collected together with 
the number of datasets needed and the QRP category used in the final analysis. If none of the 
datasets with or without QRPs resulted in a significant t-test, the best result was saved, which 
was defined above. 
 For Figure 6.2 we calculated the proportion of significant p-values and ES bias 
(average estimated ES minus true ES) of the 10,000 simulations for each underlying true ES 
value, sample size, and strategy.  
 We performed 16 meta-analyses for Figure 6.4. We used four levels of true ES (d = 
0.0, 0.2, 0.5, or 0.8) and the four strategies as described above. Each meta-analysis is based on 
100 datasets, where the total sample size of each small dataset is drawn from a negative binomial 
distribution (mu = 30, size = 2; 10 added). The five small datasets used in Strategies 3 and 4 all 
have the same sample size and only one of the five datasets was collected and used in the meta-
analysis (selection is described above). Sample size of the 100 large datasets (Strategy 1 and 2) 
was 5 times the small study sample size.  
 We performed a fixed effect meta-analysis based on Cohen’s d and collected the 
estimated ES, Q statistic with accompanying p-value, the Z and p-value of Sterne & Egger’s test 
for funnel plot asymmetry, and the Chi-square and p-value of Ioannidis & Trikalinos’ test for 
an excess of significant results. 
 We also ran the 16 meta-analyses 10,000 times to collect the expected values, and those 
are shown in Table B.2. These results show that with 100 studies, Sterne & Egger’s test performs 
very well with multiple small studies with and without QRPs and reasonably well with one large 
study with QRPs. The proportion of significant Sterne & Egger’s tests with 1 large study and 
QRPs and a true ES of .8 is fairly low, but in this case QRPs are often not needed to find a 
significant result. Ioannidis & Trikalinos’s test performs well except for 1 large study or 5 small 
studies with QRPs and a true ES of 0, and for 5 small studies and a true ES of .2. Type 1 error 
rate of the test as evidenced by the number of rejections under Strategy 1 (left column) is well 
within the .05 range. 
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Table B.2 
Expected values of estimated ES, Q-test, Sterne and Egger’s test for funnel plot asymmetry, and Ioannnidis 
&Trikalinos’ test for an excess of significant results on the basis of 10,000 simulations. 
 Strategy 1 Strategy 2 Strategy 3 Strategy 4 
 1 large study 1 large study with QRPs 5 small studies 5 small studies with QRPs 

ES=0 Est ES=.000 
Q=98.4 P(p<.05)=.040 
Bias Z=.002 P(p<.05)=.052 
I-Chi=.964 P(p<.05)=.032 

Est ES=.084 
Q=88.6 P(p<.05)=.004 
Bias Z=1.933 P(p<.05)=.486 
I-Chi=.773 P(p<.05)=.022 

Est ES=.354 
Q=53.3 P(p<.05)=.000 
Bias Z=3.548 P(p<.05)=.991 
I-Chi=4.664  P(p<.05)=.571 

Est ES=.487 
Q=50.8 P(p<.05)=.000 
Bias Z=4.875 P(p<.05)=1.000 
I-Chi=.567 P(p<.05)=.009 

ES=.2 Est ES=.199 
Q=98.0 P(p<.05)=.038 
Bias Z=.253 P(p<.05)=.060 
I-Chi=.444 P(p<.05)=.004 

Est ES=.262 
Q=70.6 P(p<.05)=.000 
Bias Z=2.160 P(p<.05)=.598 
I-Chi=2.096 P(p<.05)=.161 

Est ES=.550 
Q=51.3 P(p<.05)=.000 
Bias Z=3.779 P(p<.05)=.996 
I-Chi=.911 P(p<.05)=.030 

Est ES=.624 
Q=45.5 P(p<.05)=.000 
Bias Z=5.176 P(p<.05)=1.000 
I-Chi=14.011 P(p<.05)=.989 

ES=.5 Est ES=.497 
Q=95.7 P(p<.05)=.027 
Bias Z=.599 P(p<.05)=.092 
I-Chi=.670 P(p<.05)=.016 

Est ES=.511 
Q=77.9 P(p<.05)=.000 
Bias Z=1.770 P(p<.05)=.417 
I-Chi=5.459 P(p<.05)=.692 

Est ES=.780 
Q=52.0 P(p<.05)=.000 
Bias Z=4.758 P(p<.05)=1.000 
I-Chi=13.177 P(p<.05)=.986 

Est ES=.763 
Q=52.8 P(p<.05)=.000 
Bias Z=5.777 P(p<.05)=1.000 
I-Chi=41.467 P(p<.05)=1.000 

ES=.8 Est ES=.795 
Q=91.9 P(p<.05)=.012 
Bias Z=-.862 P(p<.05)=.130 
I-Chi=.921 P(p<.05)=.040 

Est ES=.797 
Q=88.5 P(p<.05)=.005 
Bias Z=1.056 P(p<.05)=.169 
I-Chi=1.004 P(p<.05)=.000 

Est ES=.949 
Q=61.2 P(p<.05)=.000 
Bias Z=5.099 P(p<.05)=1.000 
I-Chi=21.579 P(p<.05)=1.000 

Est ES=.917 
Q=61.5 P(p<.05)=.000 
Bias Z=5.234 P(p<.05)=1.000 
I-Chi=30.150  P(p<.05)=1.000 

Notes: Est ES: Estimated mean effect size; Q: test for homogeneity (DF = 99), Bias Z: Sterne and Egger’s 
(2005) regression test; I-Chi: Ioannidis & Trikalinos’ (2008) test for an excess of significant results (DF = 
1); P(p<.05): proportion of significant outcomes in each panel.  
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Dwelling on the past 

 
 
We welcome the recommendations suggested in the target article by Asendorpf et al. (2013). 
The proposed changes in methodology will undoubtedly improve psychology as an academic 
discipline. However, our current knowledge is based on past research. We therefore have an 
obligation to “dwell on the past”, that is, to investigate the veracity of previously published 
findings - particularly those prominent enough to feature in course materials and popular science 
books. We discuss some examples to show that some of psychology’s staple “facts” are actually 
no more than hypotheses with rather weak empirical support. We suggest various ways to 
remedy this situation. 
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We support most of Asendorpf et al. (2013) proposed changes in the modus operandi 
of psychological research and, unsurprisingly perhaps, we are particularly enthusiastic about the 
idea to separate confirmatory from exploratory research (Wagenmakers et al., 2012). 
Nevertheless, perhaps we disagree with Asendorpf et al. on one point. Asendorpf et al. urge 
readers not to dwell “...on suboptimal practices in the past”. Instead, they advise us to look ahead: 
“We do not seek here to add to the developing literature on identifying problems in current 
psychological research practice. [...] we address the more constructive question: How can we 
increase the replicability of research findings in psychology now?” 

Although we do not want to detract from the importance of taking the measures that 
Asendorpf et al. propose, we also think that, as a field, we have the responsibility to look back. 
Our knowledge is based on findings from work conducted in the past, findings that textbooks 
often tout as indisputable fact. Recent expositions on the methodology of psychological research 
reveal that these findings are based at least in part on questionable research practices (QRPs; 
e.g., optional stopping, selective reporting, etc.). Hence we cannot avoid the question of how to 
interpret past findings: are they fact or are they fiction?  

Replications of the Past 
 How can we evaluate past work? As Asendorpf et al. (2013) propose, direct replication, 
possibly summarized in a meta-analysis, is one of the best ways to test whether an empirical 
finding is fact rather than fiction. Unfortunately, direct replication of findings is still uncommon 
in the psychological literature (Makel et al., 2012), even when it comes to textbook-level “facts”. 

For example, one area in psychology that has recently come under scrutiny is that of 
behavioral priming research (Yong, 2012). In one of the classic behavioral priming studies, 
(Bargh, Chen, & Burrows, 1996) showed that participants who were primed with words that 
supposedly activated elderly stereotypes walked more slowly than participants in the control 
condition. The Bargh et al. study is now cited over 2000 times and is described in various basic 
textbooks on (social) psychology, where it often gets the status of fact (Augoustinos, Walker, 
& Donaghue, 2006; Bless, Fiedler, & Strack, 2004; Hewstone, Stroebe, & Jonas, 2012). 
However, only two relatively direct (but underpowered) replications had been done, producing 
inconclusive results21 (Cesario, Higgins, & Plaks, 2006; Hull, Slone, Meteyer, & Matthews, 
2002), until two more recent, direct and well-powered replications failed to find the effect 
(Doyen, Klein, Pichon, & Cleeremans, 2012; Pashler, Harris, & Coburn, 2011).  

                                                                                                                                                        
21 Hull et al. (2002) found the effect in two studies, but only for high self-conscious individuals. Cesario 
et al. (2006) established a partial replication in that some but not all of the experimental conditions showed 
the expected effects. 
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 As another example, the imitation of tongue gestures by young infants is mentioned in 
many recent books on developmental psychology (Berk, 2013; Leman, Bremner, Parke, & 
Gauvain, 2012; Shaffer & Kipp, 2009; Siegler, DeLoache, & Eisenberg, 2011)  and the original 
study by Meltzoff and Moore (1977) is cited over 2000 times. However, the only two direct 
replications (Hayes & Watson, 1981; Koepke, Hamm, Legerstee, & Russell, 1983) failed to 
replicate the original findings and a review by Anisfeld (1991) showed inconclusive results. 
 Even when some (approximately) direct replication studies are summarized in a meta-
analysis, we cannot be sure about the presence of the effect, as the meta-analysis may be 
contaminated by publication bias (Rosenthal, 1979) or the use of QRPs (John et al., 2012; 
Simmons et al., 2011). For example, many recent textbooks in developmental psychology state 
that infant habituation is a good predictor of later IQ (e.g., Berk, 2013; Leman et al., 2012; 
Shaffer & Kipp, 2009; Siegler et al., 2011), often referring to the meta-analysis of McCall and 
Carriger (1993). However, this meta-analysis suffers from publication bias (Bakker et al., 2012). 
At best, these results point to a weak relation between habituation and IQ, and possibly to no 
relation at all.  

Using replications to distinguishing fact from fiction is important beyond the realms 
of scientific research and education. For instance, the (in)famous Mozart Effect (Rauscher, 
Shaw, & Ky, 1993) suggested a possible 8-9 IQ point improvement in Spatial Intelligence after 
listening to classical music. Yet despite increasingly definite null-replications dating back to 
1995 (e.g., Newman et al., 1995; Pietschnig, Voracek, & Formann, 2010) the Mozart Effect 
persists in the popular imagination. Moreover, the Mozart Effect was the basis of a statewide 
funding scheme in Georgia (Cromie, 1999), trademark applications (D. Campbell, 1997), and 
childrens products; for instance, Amazon.co.uk lists hundreds of products that use the name 
‘The Mozart Effect’, many touting the ‘beneficial effects on the babies brain’. Clearly, in 
addition to the scientific resources spent establishing whether the original claim was true, false 
positive findings can have long-lasting influence far outside science even when the scientific 
controversy has largely died down. 

Textbook-proof   
 The studies discussed above highlight that at least some ‘established findings’ from the 
past are still awaiting confirmation and may very well be fictional. To resolve this situation we 
need to dwell on the past, and several courses of action present themselves. First, psychology 
requires a thorough examination, for example by an APA taskforce, to propose a list of 
psychological findings that feature at the textbook-level but in fact are still in need of direct 
replication. In a second step, those findings that are in need of replication can be reinvestigated 
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in research that implements the proposals of Asendorpf et al. (2013) and others. The work 
initiated by the Open Science Framework (OSF; http://openscienceframework.org/) has gone a 
long way in constructing a methodology to guide massive replication efforts and can be taken 
as a blueprint for this kind of work. 

Psychology needs improve its research methodology, and the procedures proposed by 
Asendorpf et al. (2013) will undoubtedly contribute to that goal. However, psychology also 
cannot avoid the obligation to look back, and to find out which studies are textbook-proof and 
which are not. By implementing sensible procedures to further the veracity of our empirical 
work, psychologists have the opportunity to lead by example, an opportunity that we cannot 
afford to miss.  
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Goede en Slechte Wetenschap.  

Betwistbare Onderzoekspraktijken in de Psychologische Wetenschap 
 

De afgelopen jaren is er veel discussie geweest over de betrouwbaarheid van 
psychologisch onderzoek. Deze discussie is opgelaaid naar aanleiding van een aantal 
gebeurtenissen, zoals de ontdekking dat de sociaal psycholoog Diederik Stapel data had 
verzonnen. Iedereen is het erover eens dat dit soort fraude niet mag. Daarom is het interessanter 
om te kijken naar gedrag van onderzoekers in het grijze gebied tussen fraude en goede 
wetenschap. Een interessantere gebeurtenis is daarom de publicatie van Daryl Bem in een 
toonaangevend sociaal psychologisch tijdschrift, waarin hij met meerdere studies aantoont dat 
mensen in de toekomst kunnen kijken. Dit roept de vraag op hoe het kan dat zo’n 
ongeloofwaardig resultaat gevonden en gepubliceerd kan worden.  

Om dieper op deze vraag in te gaan zal ik eerst nulhypothesetoetsing kort uitleggen. 
Dit is een toetsingsmethode die veel gebruikt wordt in psychologisch onderzoek. Bij deze 
methode wordt begonnen met een nulhypothese van geen verschil of geen effect. Stel dat een 
onderzoeker bijvoorbeeld wil onderzoeken of mensen die een mok met warme koffie 
vasthouden andere mensen vervolgens ook als ‘warmer’ beoordelen. Om dit te onderzoeken kun 
je een groep proefpersonen willekeurig in twee groepen verdelen. In de ene groep houden alle 
deelnemers kort een mok met warme koffie vast en in de andere groep niet. Vervolgens moeten 
alle proefpersonen dezelfde fictieve persoon beoordelen op onder andere ‘warmte’. De 
nulhypothese is in dit geval dat er geen effect is van het wel of niet vasthouden van de mok op 
de beoordeling van de ‘warmte’ van een fictief persoon. De gemiddelde score op ‘warmte’ in 
de ene groep wordt vervolgens vergeleken met de gemiddelde score in de andere groep en dit 
verschil wordt samengevat in een toetsingsgrootheid. Daarna wordt gekeken wat de kans is op 
de gevonden toetsingsgrootheid (of nog extremer) gegeven dat de nulhypothese waar is. Hoe 
verder de gemiddelden van de twee groepen uit elkaar liggen, hoe kleiner deze kans is. Deze 
kans wordt de p-waarde genoemd; wanneer deze lager is dan de afgesproken waarde 
(meestal .05) mag de nulhypothese verworpen worden en wordt de alternatieve hypothese 
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geaccepteerd. In dat geval nemen we aan dat er een effect is (het vasthouden van een mok met 
warme koffie zorgt ervoor dat men een fictief persoon als ‘warmer’ beoordeelt). Omdat het 
verwerpen van de nulhypothese de kans op een publicatie flink vergroot, is het voor 
onderzoekers zeer belangrijk dat de p-waarde lager dan .05 is.  

Nu kunnen tijdens nulhypothesetoetsing twee soorten statistische fouten worden 
gemaakt. De eerste is de Type I fout (fout-negatief). Hierbij is de nulhypothese waar (er is geen 
effect) en toch vinden we dat p < .05 is en accepteren we onterecht de alternatieve hypothese. 
Omdat we hebben afgesproken dat we bij p < .05 de nulhypothese mogen verwerpen, is de kans 
op een Type I fout 5% als de nulhypothese waar is. De tweede fout is de Type II fout (fout-
positief) en daarbij is het precies andersom. De alternatieve hypothese is waar (er is een effect), 
maar we kunnen op grond van de data de nulhypothese niet verwerpen. Vaak willen 
onderzoekers dat de kans op deze fout maximaal 20% is. Anders gezegd, ze willen een 
onderscheidingsvermogen (power) van .8 hebben om als het effect bestaat dit ook aan te kunnen 
tonen met het experiment.  

De meeste mensen zullen ervan overtuigd zijn dat we niet in de toekomst kunnen kijken 
en dat dus de nulhypothese in het onderzoek van Daryl Bem waar is. Toch heeft hij deze 
nulhypothese kunnen verwerpen. Mogelijk heeft hij heel vaak ‘geluk’ gehad en meerdere keren 
een Type I fout gevonden. Het zou ook kunnen dat hij hetzelfde onderzoek vaak heeft herhaald, 
alleen de ‘gelukte’ studies gepubliceerd heeft en de rest van de studies in de kast laat liggen. 
Een andere mogelijkheid is dat hij gebruik heeft gemaakt van betwistbare onderzoeksmethoden 
(questionable research practices). Dit zijn methoden die in het grijze gebied vallen tussen 
fraude en goed onderzoek en mogelijk de kans op een Type I fout vergroten. Het zijn ook vaak 
methoden die in de ene context wel te verdedigen zijn, maar in de andere niet.  

John, Loewenstein en Prelec (2012) hebben onderzocht hoe vaak een aantal van deze 
betwistbare onderzoeksmethoden voorkomt. Een van de de betwistbare onderzoeksmethoden 
uit dat onderzoek is het incorrect afronden van p-waardes. Oftewel, p-waardes net boven de .05 
rapporteren alsof ze net onder deze belangrijke grens liggen. Dit werd toegegeven door 22% 
van de onderzoekers die de vragenlijst van John et al. hebben ingevuld. Deze afrondingsfouten 
kun je herkennen in artikelen door de p-waarde te bereken op basis van de gerapporteerde 
toetsingsgrootheid (bijvoorbeeld de t waarde) en het gerapporteerde aantal vrijheidsgraden, en 
deze te vergelijken met de gerapporteerde p-waarde. Wij hebben dit gedaan voor een groot 
aantal artikelen en we vonden dat ongeveer de helft van deze artikelen minimaal één zo’n 
rapportagefout bevat. Dat kunnen kleine afrondingsfouten zijn, maar in 15% van de artikelen 
zat een fout die de statistische conclusie veranderde. Dit staat in hoofdstuk 2 van dit proefschrift. 
In hoofdstuk 3 hebben we vervolgens onderzocht of onderzoekers die hun data delen, zoals van 
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een goede onderzoeker verwacht mag worden, ook minder fouten maken. Dit bleek inderdaad 
het geval te zijn. Daarnaast liggen de significante p-waardes in de artikelen waarvan de data niet 
gedeeld waren dichter bij de grenswaarde van .05, wat kan worden gezien als minder sterk 
bewijs tegen de nulhypothese in de artikelen waarvan de data niet gedeeld werden. 

Een andere betwistbare onderzoeksmethode is het verwijderen van uitbijters (extreme 
datapunten of outliers) uit de data, omdat zowel het verwijderen als het laten zitten van uitbijters 
een grote impact kan hebben op de uitkomsten van een analyse. 38% van de onderzoekers die 
de vragenlijst van John et al. hadden ingevuld gaven toe dat ze hadden besloten om data te 
verwijderen nadat ze hadden gekeken wat de impact van het verwijderen op de uitkomst was. 
Daarom onderzoeken we in hoofdstuk 4 of in artikelen waarin uitbijters zijn verwijderd ook 
meer fouten worden gemaakt. Dit kunnen we niet aantonen. Een mogelijk probleem hierbij is 
dat onderzoekers niet altijd precies bijhouden of er data is verwijderd. In hoofdstuk 5 gaan we 
verder in op het verwijderen van uitbijters uit de data en de invloed die dit heeft op de Type I 
fout van de t-test. Uit simulatiestudies blijkt dat een veel toegepaste methode om uitbijters te 
verwijderen ervoor zorgt dat de Type I fout een stuk hoger is dan de afgesproken vijf procent. 
Zeker als de data daarnaast ook niet normaal verdeeld zijn, of als de methode subjectief wordt 
toegepast. Non-parametrische en robuuste methoden zijn minder gevoelig voor de aanwezigheid 
van uitbijters en zijn daardoor meer geschikt wanneer de data mogelijk uitbijters bevatten. 

In hoofdstuk 6 onderzoeken we waarom onderzoekers veel kleine studies doen met 
weinig onderscheidingsvermogen en/of betwistbare onderzoeksmethoden gebruiken. Daarvoor 
hebben we een simulatiestudie uitgevoerd waarbij we de wetenschap benaderen als een spel 
waarin het doel is zoveel mogelijke publicaties te krijgen (wat belangrijk is voor een carrière als 
wetenschapper). Om dit spel te winnen zal de onderzoeker zoveel mogelijk significante (p < .05) 
resultaten moeten vinden. Wij laten zien dat de beste strategie is om veel kleine studies te doen 
en daarbij gebruik te maken van de betwistbare onderzoeksmethoden. Hiermee is de kans op 
een significant resultaat het grootst. Helaas heeft dit ook als gevolg dat veel Type I fouten 
gemaakt worden en de effectgrootte overschat wordt. Voor de wetenschap als geheel is deze 
strategie dus funest. In hoofdstuk 7 presenteren we ons onderzoek naar een andere reden waarom 
onderzoekers vaak veel kleine studies met maar heel weinig onderscheidingsvermogen doen. 
Om te kijken of intuïties van onderzoekers over het onderscheidingsvermogen van hun 
onderzoek wel kloppen, hebben we onderzoekers gevraagd om hun typische steekproefgrootte, 
effectgrootte, α (de grenswaarde voor p) en het gewenste onderscheidingsvermogen op te geven. 
Hieruit bleek dat onderzoekers meestal een onderscheidingsvermogen willen van .8, maar als 
we het onderscheidingsvermogen berekenen op basis van de steekproefgrootte, effectgrootte en 
α is het onderscheidingsvermogen maar ongeveer de helft.  
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De hoofdstukken uit dit proefschrift leveren een bijdrage aan de huidige discussie over 
de kwaliteit van wetenschappelijk onderzoek in de psychologie (en andere vakgebieden). Deze 
discussie is sinds 2011 opgelaaid, maar is ook eerder al gevoerd. Wat deze keer anders is, is dat 
de huidige discussies echt invloed lijken te hebben op de praktijk. Dat ligt waarschijnlijk ook 
aan de mogelijkheden die techniek en internet tegenwoordig bieden om data te bewaren en te 
delen. Veel nieuwe initiatieven worden gestart, zoals meer aandacht voor replicatie en 
transparantie; hopelijk lijdt dit tot structurele verbeteringen binnen de psychologische 
wetenschap. 
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