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Summary
We live in a complex world. Whether we look at interactions of proteins in the
cell, chemical reactions in a reactor, predator-prey interactions in the animal
kingdom, networks of neurons in the brain, or human societies, a fascinating
multi-level, non-linear system appears. The field of complexity has set it as
a goal to study the common denominator of these systems, which are usually
studied separately by different researchers from disparate academic disciplines.
Since the premise of complexity research is that there exists a common denominator, a question arises about what will be the conceptual and mathematical framework that can unite these phenomena. In my thesis I explore the
possibility that critical phenomena in complex systems can be studied using a
framework called Information Geometry. The idea is borrowed from geometrical
statistical mechanics where the information geometry of many models exhibiting
phase transitions have been studied and some researchers have even gone so far
as to suggest the geometrical properties as a definition for critical transitions.
The intuition behind the idea is simple—when a system is described in
statistical terms, its different phases will invariably have different statistical
properties. The sudden change in these properties can be used to define the
phase transition line. Inverting the question one can term this as an inference
problem—given the statistical properties of the system, how well can we measure the underlying control parameters that govern the transition. At the phase
transition point, where the change in statistical properties is large, the value of
the parameter is easy to infer. Therefore one can use the Fisher information to
detect the phase transition.
In this thesis I present my explorations of the use of Fisher information as an
indicator for critical transitions and as a discriminator for different regimes. I
start my thesis with an introduction to what complex systems are. I then give a
short introduction to phase transitions in equilibrium statistical mechanics and
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SUMMARY

in information geometry. In chapter 2 I present deals with the practical question
of measuring the Fisher information from data, in a way which does not assume
any model of the underlying system. In chapter 3, I apply this method to
measuring the Fisher information in the Gray-Scott reaction-diffusion system
and constructing a phase diagram from these measurements. In chapter 4 I
discuss the use of Fisher information in analysing data taken from questionnaires
and its use in inferring social regimes in two real-world examples: the Subak
irrigation network in Bali and medical data collected in the HELIUS project.

ix

Samenvatting
We leven in een complexe wereld. Wanneer we kijken naar interacties tussen
proteïnen in een cel, chemische reacties in een reactor, jager-prooi interacties
in de dierenwereld, neurale netwerken in het brein, of samenlevingen, zien we
een fascinerend veelgelaagd niet-lineair systeem. Complexiteitstheorie heeft als
doel het bestuderen van wat deze systemen gemeenschappelijk hebben, in tegenstelling tot andere velden, waarin ze los van elkaar worden onderzocht.
Vanwege de vooronderstelling binnen het complexiteitsonderzoek dat een
‘gemene deler’ tussen deze systemen bestaat, rijst al snel de vraag welk conceptueel en mathematisch raamwerk deze verschillende fenomenen kan helpen
te verenigen. In mijn scriptie onderzoek ik de mogelijkheid om kritische fenomenen in complexe systemen te onderzoeken aan de hand van Informatie Geometrie; een idee dat voortkomt uit de geometrische statistische mechanica, waar
de informatie geometrie van een scala aan modellen die faseovergangen kennen is onderzocht. Sommige onderzoekers suggereren zelfs om de geometrische
eigenschappen te gebruiken voor een definitie van kritische transities.
De achterliggende gedachte is eenvoudig. Wanneer een systeem statistisch
beschreven is leiden de verschillende fases onveranderlijk tot andere statistische
eigenschappen. Een radicale verandering in deze eigenschappen kan de basis vormen voor de definitie van een faseovergang. Door de vraag om te draaien krijgt
men een inferentie vraagstuk: in welke mate kunnen we, gegeven de statistische eigenschappen van het systeem, de onderliggende contoleparameters meten.
Op het punt van de fase transitie, waar de veranderingen in de statistische
eigenschappen groot zijn, is de de waarde van parameter makkelijk te schatten.
Fisher Informatie is daarom een maat die zich goed zou kunnen lenen om een
fase transitie te detecteren.
In deze scriptie verken ik het gebruik van Fisher informatie als een indicator
voor kritische transities en discrimator voor verschillende regimen. Ik begin met
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een introductie tot complexe systemen, gevolgd door een korte introductie tot
fase transities in equilibrium statistische mechanica en in informatie geometrie.
In hoofdstuk 2 ga ik in op de praktische vraag hoe men Fisher informatie kan
meten zonder een model aan te hoeven nemen over het onderliggende systeem.
In hoofdstuk 3 pas ik deze methode toe op het meten van Fisher informatie in het
Gray-Scott reactie-diffussie systeem en het construeren van een fase diagram op
de basis van deze metingen. In hoofdstuk 4 bespreek ik het gebruik van Fisher
informatie voor het analyseren van enquête data en het interfereren van sociale
regimen in twee realistische voorbeelden: het Subak irrigatie netwerk in Bali en
medische data verzameld door het HELIUS project.
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Chapter

1

Introduction
The really important characteristic of the problems of this middle
region, which science has as yet little explored or conquered, lies in
the fact that these problems, as contrasted with the disorganized
situations with which statistics can cope, show the essential feature
of organization. In fact, one can refer to this group of problems as
those of organized complexity.
Weaver, “Science and complexity” 1948
The main fallacy in this kind of thinking is that the reductionist
hypothesis does not by any means imply a "constructionist" one:
The ability to reduce everything to simple fundamental laws does
not imply the ability to start from those laws and reconstruct the
universe.
Anderson, “More Is Different” 1972

The topic of my thesis is the study of phase transitions in complex systems
using tools from information geometry. Since the purpose of my thesis is to advance the theory of complexity, it is important to first give an introduction into
what complex systems are and what are some of the important characteristics
known about them.
A complex system is, by definition, a system which is complex. What complex means, and how it is measured, is still a subject of active research. Seth
Lloyd famously composed a list of 41 measures of complexity, organized by
the question they are trying to answer: what is the difficulty of describing the
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system, the difficulty of creating the system and the system’s degree of organization [8]. The fact that so many measures exist in the literature is telling just
how hard it is to define the term. There seems to be however more consensus
about what characteristics to expect from complex systems. In the following
section I will give a qualitative point of view of where complex systems fit in
the types of problems science deals with followed by an outline of the characteristics of complex systems which I find important and that guided me in the
development of my thesis.

1.1

Complex systems

In 1948 Werner Weaver published a very influential paper [6] in which he surveys
the state of science at that point in time and the directions in which it should
proceed in the future. He divides the problems that science encounters into three
categories: problems of simplicity, problems of disorganized complexity and
problems of organized complexity. Problems of simplicity concern the physics
of very few degrees of freedom (DOF). These are problems in which it is possible,
at least in principle, to find an exact solution. When the number of DOF grows
above a very small number, finding a solution becomes intractable. The term
“simplicity” does not necessarily imply that they are easy to solve, but rather
in contrast to problems of complexity. Problems of disorganised complexity,
on the other hand, involve a very large number of DOF (on the order of the
Avogadro number). The solution of this kind of problems involves the use of
statistical physics as a bridge between the practically infinite number of DOF
of the particles that form the microscopic description of the system and the
few macroscopic variables that describe the macroscopic state of the system.
Surprisingly, these problems are often much easier to solve than those of a
moderate number of DOF. The simplification in these systems comes from the
transition to a macroscopic description. The trajectories of the single particles
are not of interest in these systems, and are in fact assumed to be random,
following a distribution of possible trajectories. Because of the random nature
of the trajectories, it is assumed that the system will visit all of its accessible
microscopic states (a property called ergodicity) and that these states are equally
likely. In the thermodynamic limit (where the number of particles N tends
to infinity), there will be a single macroscopic state that corresponds to the
overwhelming majority of microscopic states and this is then the solution of the
system.
The third kind of problems, those of organized complexity, involve at least
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a moderate number of DOF and can include a large number of DOF. In these
systems, order spontaneously emerges from the interactions between their underlying DOF. Their macroscopic properties cannot be seen as averages over
the properties of their constituent parts. As such, they do not yield easily to a
statistical physics treatment and different approaches are necessary1 .
In the 70 years that passed since the publication of Weaver’s paper, the
study of complex systems became an important field, often termed complexity
science. And while many advances have been made, and a lot of the characteristics of complex systems are known, there is still a lively debate about what
complexity is and a single agreed-upon definition of complexity is still missing.
Weaver’s visionary classification still seems to be the best definition of the scope
of complexity research.

1.1.1

Characteristics of complex systems

In this section I will discuss some of the characteristics of complex systems,
that are relevant for the development of the ideas later on in the thesis. This
exposition is inspired in part by the treatment given by Ladyman, Lambert and
Wiesner in “What is a complex system?” [9].
Non-trivial interdependence of system parts
It is often stated that non-linearity is an important aspect of complex systems [9–
12]. Non-linearity in complex systems is related to the subject of composition
of solutions. By definition, linear systems obey the principle of superposition.
If f and g are two independent solutions to the equations of motion (EOMs) of
the system, and a and b are two numbers, then the linear combination af + bg
is also a solution of the system. This implies that if we treat f and g as two
parts of a system, then the presence of f does not modify g and vice versa. We
can therefore say that f and g do not interact.
This definition of non-linearity is insufficient. Not all complex systems obey
dynamical equations of motion. Some stochastic systems have as solutions prob1 In this paper Weaver also pointed out two reasons to be optimistic about our ability to
solve these problems of organized complexity. The first is the advent of “electronic computing
devices” which can carry out computations “multiplying two ten-digit numbers [. . . ] some
40, 000 times faster than a human operator can say ‘Jack Robinsom’ ”. The second reason is the
wartime invention of the “mixed team” approach to operations research, i.e. the collaboration
of experts from different fields. Given the central role of computational approaches to study
complexity and its inter-disciplinary nature, one can say that both these predictions turned
out to be accurate.

4

CHAPTER 1. INTRODUCTION

ability distributions whose convex sum is also a solution and still would be
considered complex systems [12]. For these systems MacKay suggests a better
definition of non-linearity. If a system has a conserved quantity (e.g. the number
of particles) then he proposes “to call the system linear if one can ‘superpose’
solutions for n1 and n2 particles and obtain a solution for n1 + n2 particles, and
nonlinear if this is not always true” [12]. For such systems superposition implies
that the joint probability distribution is a product, and hence non-linearity
implies interdependence. For systems without a conserved quantity, MacKay
suggests to adopt the view that if there is no simple transformation that will
transform the system into a system of independent entities, then the system is
non-linear [12].
MacKay and Ladyman et al. suggest not to use non-linearity as a necessary and sufficient condition for complex systems (arguing that this would be
too restrictive for systems that are defined through linear equations and might
include non-linear dynamical systems with a low number of DOF which are not
considered complex). It is however an important aspect of complex systems that the system parts have a non-trivial inter-dependence that cannot be easily
decomposed into parts with simple interactions.
From this characteristic of complex systems, we learn that we should be
careful when we try to go from micro-dynamics to the macro-behavior2 . We will
therefore not assume a certain distribution (such as a canonical ensemble) in
our analysis of complex systems. We will also remember that certain methods
of analyzing data (such as correlation methods) might be limited due to the
inherent non-linearity of the system. To accommodate this insight in my work I
relied on non-parametric methods that required as little assumptions as possible
about the system.
Emergence
The Stanford encyclopedia of philosophy’s entry on emergent properties begins
with:
Emergence is a notorious philosophical term of art. A variety of
theorists have appropriated it for their purposes ever since George
Henry Lewes gave it a philosophical sense in his 1875 Problems of
Life and Mind. We might roughly characterize the shared meaning
thus: emergent entities (properties or substances) ‘arise’ out of more
2 See

also the subsection on emergence.
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fundamental entities and yet are ‘novel’ or ‘irreducible’ with respect
to them. [13]
In other words, emergence is a concept related to the fundamental difference
of a composite object (a whole) from its constituent parts. The properties of the
whole that do not exist in the parts are called emergent properties. A classic
example of an emergent property is temperature. It can be seen as an average
over the kinetic energy of the particles that compose the substance (each particle
in itself does not have a temperature).
This concept is further refined by the notion of strong and weak emergence.
The former refers to the situation when the behavior of the whole can determine
the behavior of its parts [14], whereas weak emergence does not include this topdown causation assumption [9]. The existence of strong emergence is heavily
debated in the scientific community, the discussion of which is beyond the scope
of this thesis (I refer the interested reader to [9, 14, 15]).
In general, one can describe a complex system on a variety of levels. A
probabilistic description of a system should not assume that the microscopic
entities defining the micro-dynamics of the system are necessarily the ones whose
probability we wish to describe, especially when the emergent properties of the
system are the focus of interest. For example, in chapter 3 the Gray-Scott
reaction-diffusion system is studied. Its microscopic entities are the reactants U
and V , whose concentrations are simulated by solving the set of PDEs (3.12).
In that chapter we wish to study the different “phases” of the emergent patterns
as the “external conditions” (the parameters of the model) are changed. We do
not use a probabilistic description at the lowest level (that of the concentrations
of U and V ), but rather at the level of emergence (i.e. that of the pattern sizes
themselves).
Self organization - the emergence of order
As mentioned earlier in discussing Weaver’s problems of organized complexity,
the emergence of order in a system is often seen as the key characteristic of
a complex system. That this order arises from the internal dynamics of the
system is often called self-organization. As is common in the literature, many
definitions exist for this important term, depending on how order is defined. A
broad definition given by Haken is:
a system is self-organizing if it acquires a spatial, temporal or functional structure without specific interference from the outside. By
“specific” we mean that the structure or functioning is not impressed
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on the system, but rather that the system is acted upon from the
outside in a nonspecific fashion. For instance, the fluid which forms
hexagons is heated from below in an entirely uniform fashion, and
it acquires its specific structure by self-organization [16].
This definition contains the notion that the structure or order that emerges,
does so without outside guidance but only through the local interactions of
the components. We can view therefore self-organization as a form of (weak)
emergence. The importance of self-organization cannot be overstated. In his
seminal book “At Home in the Universe” Stuart Kauffman argues that in order
to understand the emergence of order in the biological world natural selection is
not enough. It is rather the interaction of natural selection and self-organization
that is important [17].
It is important to note, however, that the emergence of order is not enough
to define a complex system. For example, a completely ordered crystal, whose
structure spontaneously emerges, is not considered complex. It is in the midregion between complete order and complete randomness that we find complexity [9, 18]. Therefore a specific type of self-organization called self organized
criticality (SOC) is of special interest. A critical point lies in between two phases
of the system: the ordered and disordered. It was shown, e.g. by Langton [19]
and Lizier [20], that this state supports computation, which is important for
many complex systems. This emphasises the importance of incorporating the
theory of critical phenomena in a complete theory of complex systems. We will
discuss this in some detail in section 1.4.
Hierarchical structure
In his paper “The Architecture of Complexity: Hierarchic Systems”, Herbert
Simon argues that hierarchy is “one of the central structural schemes that the
architect of complexity uses” [21]. He defines as hierarchical system a system
that is composed of sub-systems that are complex systems and that they themselves are composed of complex sub-systems.
Examples of hierarchies in nature and society abound. Life itself can be
seen as hierarchical. Species are composed of organisms that are themselves
composed of organs, that are composed of cells, and so on . . . Large organizations
are composed of smaller units that are themselves composed of even smaller
units, that are composed of people.
The advantage, from an evolutionary point of view, of hierarchical systems
is explained by Simon [21]: when constructing a complex object made of many
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interacting parts, it is much easier to construct stable parts, which in turns are
constructed of stable parts, rather than construct the whole assembly at once.
Kwapień and Drożdż give a similar evolutionary argument:
It may happen then that an appearance of interdependences among
some of the degrees [of freedom] provides them with more benefits
than does the competition against each other. While cooperating,
the degrees from such a group become, however, vulnerable to destruction of any of them. To prevent such a scenario from happening,
the group develops a barrier which separates it from the external
world. From this moment the group becomes a single entity at a
higher level of hierarchy and it can start competing against similar
entities in the Darwinian way [22].
It is tempting to associate the emergence of scale with the different levels of
hierarchy in a complex system. When a specific hierarchy emerges, the entities
that interact at that level of description will have a typical size or scale. In
section 1.1.2 we will give another explanation regarding the emergence of scale in
physical systems, through the phenomenon of spontaneous symmetry breaking
(SSB).
In my research I do not use the notion of hierarchy in complex systems explicitly. I do use it implicitly, though, in the definition of a “coarse-grained” statistical description of the Gray-Scott reaction-diffusion system (Chapter 3). This
description depends on the assumption that the typical scale of the emergent
patterns of the system is indicative of the different “phases” of the Gray-Scott
system.
Summary
The characteristics that we described above draw a picture of a hierarchical
system that is composed of entities that spontaneously emerge, which then interact between themselves and influence the levels of organization above and
below them and where important properties of these systems spontaneously,
but robustly, emerge. It is very challenging to study these systems in a unified framework. One of the difficulties is that due to their complex nature, a
reductionist approach is insufficient. This will be discussed in the next section
where I will present P.W. Anderson’s famous arguments presented in “More is
different.”.
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Reductionism and complexity

The analysis of the type of systems we described above requires a holistic approach (see, e.g. Kauffman [23]). To see why this is the case, let us shortly review
the problems encountered when approaching a complex system in a reductionist
way.
Typically, we first have to identify the parts of the system, then study them
in isolation to understand their properties. Then we have to derive the laws
that describe how the parts are composed into a system, and deduce how the
system as a whole operates. Think for example of an ecological system. In such
a system, even if we could define the individual organisms as the parts of the
system, it would be impossible to study them in isolation. Even if we did, their
behavior will differ from that in which they are part of the whole [24, 25]. So to
study an ecological system one has to forgo reductionism in favor of a holistic
approach that takes into account all actors in the system simultaneously.
An even deeper reason why reductionism is not enough for the study of
complex systems, and one that elucidates how different laws of nature emerge
at different scales is given by P.W. Anderson in his seminal paper “More is
different” [7]. Anderson argues, as mentioned in the epigraph of this chapter,
that the problem with reductionism is in the assumption that knowing the laws
governing the parts of a system and their interactions is enough to construct the
system. In fact, the microscopic laws might even be violated by the macroscopic
system. This comes about through the phenomenon of spontaneous symmetry
breaking (SSB).
A simple example to illustrate SSB is the supercritical pitchfork bifurcation
studied in dynamical systems theory. Its normal form is:
dx
= rx − x3
dt

(1.1)

where r ∈ R is the control parameter of the system. When r < 0 there is one
stable solution at x = 0. For r > 0 the stable
solution x = 0 becomes unstable
√
and two stable solutions appear at x = ± r. Eq. (1.1) is symmetrical under the
operation x → −x and so are the solutions. However, for r > 0 the system will
be in one of the unsymmetrical states, depending on the initial conditions. We
would then say that the symmetry is spontaneously broken3 . In general, SSB
3 The supercritical pitchfork bifurcation is also a simple example for another very important
phenomenon: critical slowing down. At the bifurcation point r = 0 the linear term vanishes,
and the rate in which the system returns to its equilibrium x = 0 is much slower. This is often
used as an “early warning signal” [26–30].
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means that the system is in an unsymmetrical state, even though the EOMs
that govern its dynamics are symmetrical (i.e. the symmetry is not explicitly
broken) [31].
A fundamental result in quantum mechanics asserts that every stationary
state of a system has to be invariant under the symmetries of the equations of
motion. This is a result of quantum fluctuations. Due to the symmetry, for
every non-symmetric state of the system there will be other states related to it
by the symmetry, that have the same energy. Quantum tunneling between these
states will mean that the system either jumps between them or is in a symmetric
superposition of the states and therefore invariant under the symmetry. This
reasoning breaks for continuous symmetries because there are then an infinite
number of states related by symmetry, and SSB will pick one of the states, and
an additional degree of freedom will emerge as a Goldstone boson4 [7, 33, 34].
While the result stated above is rigorously correct, we do find in nature
many macroscopic bodies that break the fundamental discrete symmetries of
quantum mechanics, such as that of parity. How is this possible? We will
follow Anderson’s example of the ammonia molecule. The ammonia molecule is
composed of a negatively charged nitrogen atom and three positively charged
hydrogen atoms, arranged in the form of a triangular “pyramid”. This structure
possesses a net electric dipole moment. The “problem” with this structure is
that it is not invariant under “parity”, which is the symmetry under mirrorimage reflection. What actually happens is that, through quantum-mechanical
tunneling, the nitrogen passes through the triangle of hydrogen atoms and forms
the mirror-image of the pyramid. This occurs at a frequency of 3 × 1010 times
per second [7]. The tunneling rate depends on the size of the molecule, which
influences the energetic barrier the system has to cross to reach the symmetric
state. As the size of the molecule grows, the rate slows down and molecules such
as sugar, which contain about 40 atoms, will not revert at all in the timescale
of the age of the universe. The symmetry has been broken and the state will be
both effectively stationary and not symmetric.
What we learn from this example is that by only using the microscopic
laws of quantum mechanics it would be quite difficult to predict the properties
of the ammonia or sugar molecules, since the solutions we seek would always
be symmetric (if we assume that the macroscopic object we analyze are in
a stationary state). We also learn that a large system with many parts will
generally not have the symmetry of the laws that govern it. Perhaps the most
4 Goldstone

bosons play the role of order parameters in order-disorder phase transitions in
statistical mechanics [32].
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striking example of this is that of superconductivity. It has taken physicists 30
years since all basic laws were discovered until the phenomenon was completely
explained [7].
In addition to emphasizing the problems of reductionism, Anderson makes
an important hypothesis:
in the so called N → ∞ limit of large systems (on our own, macroscopic scale) it is not only convenient but essential to realize that
matter will undergo mathematically sharp, singular “phase transitions” to states in which the microscopic symmetries, and even the
microscopic equations of motion, are in a sense violated [7].
What Anderson suggests is that the emergence of new “physical laws” at new
macroscopic scales is through phase transitions. This, in my opinion, emphasizes
the importance of the study of phase transitions in complex systems. This could
be a mechanism by which scale appears in complex systems and can also aide
the philosophical discussion of whether the different scales of a complex system
are epistemological or ontological, i.e. whether they are a convenient way to
discuss the system or exist in their own right.

1.2

Equilibrium phase transitions

Now I will turn to discuss phase transitions. I will start with a very brief
introduction to equilibrium statistical physics. This is in no way meant as an
exhaustive introduction, but only will highlight some aspects that are needed
for the later discussion. I will then continue to very briefly introduce some
terminology used in statistical physics to describe different aspects of phase
transitions. I will then introduce a geometrical approach to the study of phase
transitions, still within the framework of equilibrium statistical mechanics. This
is a less well known approach, but the one which I generalize to complex systems
later on and which stands at the heart of this thesis.

1.2.1

Preliminaries: introduction to statistical physics

Statistical physics deals with systems that have a very large number of degrees of
freedom. One can view statistical physics as the bridge between the very large
number of microscopic states that a system can occupy and its macroscopic
state. By a microstate we mean the exact specification of the values of all the
degrees of freedom of the system (e.g. all positions and velocities of the particles
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of the system, for an ideal gas). By a macrostate we mean the specification
of the relevant macroscopic variables of the system. These are typically the
mean energy U = hEi, the volume V , the number of particles N , the entropy
S, the temperature T , the pressure p and the chemical potential µ. Other
relevant macroscopic variables might exist, for example the magnetisation M
for magnetic systems. There are often many microscopic states with the same
macroscopic state. A system is in thermodynamic equilibrium when it is in the
macrostate that has an overwhelming majority of the microstates associated
with it.
Depending on the circumstances, some of the macroscopic variables will be
fixed by the environment and others will be determined by the system. In order
to obtain the distribution of microstates of the system we have to maximize the
Boltzmann-Gibbs entropy:
SBG = −kB

X

p(x) ln p(x)

(1.2)

x

with the constraints imposed by the known values of the external macroscopic
variables and the normalization of probabilities. Here x is the microstate, p(x)
is the probability assigned to that microstate and kB is Boltzmann’s constant.
The sum extends over all microstates of the system. This is known as the
maximum entropy (or MaxEnt) principle5 [37].
Three special distributions (or ensembles) are of special importance: the
micro-canonical ensemble (in which the energy of the system is constant), the
canonical ensemble (which can exchange energy with the surroundings, but the
number of particles in constant), and the macro-canonical (or grand-canonical)
ensemble (in which both energy and particles can be exchanged with the environment).
The canonical ensemble, which describes systems that can exchange energy
with the environment and have a fixed number of particles is given by:
pB (x) = Z −1 e−βE(x)
where x is the microstate, β =

1
kB T

(1.3)

is the inverse temperature of the environ-

5 Over the years different justifications for this procedure have been given. Through its
links with information theory Jaynes interpreted this as a principle of drawing inferences
while maximizing our ignorance about the underlying system [35]. More recently, Johnson
and Shore have interpreted this procedure as the only way to draw inferences about underlying
statistical distributions in a self-consistent manner [36]. For a review see [37].
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ment, E(x) is the energy of the microstate x state and
X
Z=
e−βE(x)

(1.4)

x

is the partition function 6 .
Because of the random nature of the underlying system, and because it
can exchange energy with the heat-bath, the system will not be in general
in its lowest possible energy level. Instead, to find the equilibrium state of
the system we have to minimize the appropriate “free energy” function of the
system. Which free energy (or thermodynamic potential) is chosen depends on
the external constraints of the system. For example, the Helmholtz free energy is
appropriate for systems that are held in a specified temperature and volume. If,
on the other hand, the temperature and pressure are the relevant variables, the
appropriate potential is the Gibbs free energy. From now on we will simply refer
to the free energy of the system, and it will be assumed that the appropriate
one is chosen, depending on the circumstances.
It turns out that all of the macroscopic quantities can be derived from the
partition function. For example, the average energy of the system is simply
hEi = −

∂ ln Z
.
∂β

(1.5)

The variance of the energy is given by the second derivative:
h(E − hEi)2 i =

∂ 2 ln Z
∂β 2

(1.6)

and the entropy S is given by
∂
(kB T ln Z).
(1.7)
∂T
The Helmholtz free energy, which is defined via Legendre transform is:
S=

H ≡ hEi − T S = −kB T ln Z.

(1.8)

6 In his treatise “Elementary Principles in Statistical Mechanics: developed with especial
reference to the rational foundations of thermodynamics” Gibbs notes that an implicit assumption of the statistical physics he is developing is that the partition function has to be
convergent. It does not converge, for example, in sytsems that have an infinite extent, or
where the energy is not bounded from below, or in some cases where there are long-range interactions between the parts of the system [38]. This is important to remember when applying
statistical physics to systems with complex inter-dependencies, since these might affect the
convergence of the partition function. Some complex systems fall under this category, which
is one of the difficulties of applying statistical physics to these systems.
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Eq. (1.8) demonstrates how the free energy balances between minimizing the
total energy of the system and maximizing its entropy (which is a measure of
disorder of the system). In order to minimize H one has to minimize the mean
total energy while at the same time maximizing the entropy. As the temperature
is increased, so does the entropy at the expense of having to increase the mean
total energy as well.

1.2.2

Phase transitions

We say that a system undergoes a phase transition when there is a sudden change
in the macroscopic properties of the system in response to a small change in the
environment. The parameter that governs the transition is called a “control parameter”. The prototypical example is that of the solid-liquid-vapour transitions
that many materials undergo as the temperature and pressure are changed. A
sketch of these phase transitions in the temperature-pressure plane is given in
Fig. 1.1.
Fig. 1.1 is useful for introducing some terminology. The solid red, green and
blue curves are the so-called coexistence curves. Along these curves both phases
can coexist. At the triple point all three phases coexist7 . The liquid-vapour
coexistence curve ends at the critical point. It is an example of continuous
phase transitions, which we will discuss below. Beyond the critical point it is
possible to move from the gaseous phase to the liquid phase without undergoing
a phase transition.
The transitions that pass through the coexistence curves are known as first
order transitions. They are characterized by having both phases coexist with
the formation of a boundary between them [39, 40]. They are also referred
to as catastrophic shifts, since they exhibit a jump in the value of some of
the macroscopic variables [40]. Transitions that pass through the critical point
are called continuous phase transitions8 [32, 39, 42]. Their properties have
been studied extensively in the literature. At a continuous phase transition the
correlation function diverges. This leads to scaling laws and universality [41,
43]. Many so-called critical phenomena in complex systems are defined as such
because they share properties with the critical point [41, 44–46].
What happens at a phase transition point is that the system undergoes
7 One can show using the so-called Gibbs relations that for a single species of molecules
there is at most a triple point. When more than one species exists there can be triple-curves
or planes.
8 According to Ehrenfest’s categorization of phase transitions they used to be called second
order (or higher order) phase transitions [41].
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compressible
liquid

solid phase
critical pressure
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liquid
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Ptp triple point

supercritical fluid

critical point
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vapour

critical
temperature
Tcr

Ttp
Temperature
Figure 1.1: Sketch of a typical phase diagram containing three phases - solid,
liquid and gas. This is an oversimplified diagram but contains many of the
important aspects of equilibrium phase transitions.
Reproduced from: https://commons.wikimedia.org/wiki/File:Phase-diag2.svg
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SSB. An equilibrium state that was stable becomes unstable and a different
solution (usually with different symmetry properties) becomes stable. In terms
of the statistical mechanics functions, one of the derivatives of the free energy
becomes non-analytic. Since all macroscopic variables can be derived from the
free energy, their properties might either exhibit a discontinuity or a divergence
at the phase transition point 9 .
It is possible to identify a quantity, called an order parameter, that is zero
in the disordered phase (the one with the higher symmetry) and that acquires
a non-zero value at the broken symmetry phase (the ordered phase)10 . In continuous transitions the value of the order parameter is continuous across the
transition and in first order transitions it exhibits a jump in its value. The
origin of the terminology “first order” and “second order” refers to the first
derivative of the free energy that becomes non-analytic. The order parameter
is a first derivative of the free energy. Therefore when it exhibits a jump, the
transition is called first order. If it is continuous, one of its derivatives, usually
the first, becomes non-analytic. This classification for higher order derivatives
did not prove to be very useful, which is why all higher order transitions are
termed “continuous transitions” [41].
A very illuminating phenomenological theory of phase transitions was given
by Landau and Ginzburg. It is outside the scope of this thesis, for a nice exposition of the topic, including modern applications to non-equilibrium patterns
see [48]. A thorough understanding of continuous phase transitions and universality was developed by Wilson and Kogut by the use of the normalization
group [39, 43]. This is also outside the scope of this thesis.
In my work I look for an analogous description of the phase diagram for
complex systems, with boundaries between phases identified by the Fisher information.

9 It might seem surprising that the free energy can become non-analytic since it is a function
of the partition function, which itself is a sum of exponentials. The non-analyticity of the free
energy stems from the fact that we always implicitly assume the thermodynamic limit where
the number of particles goes to infinity, so that the sum (1.4) is infinite. For finite systems
the free energy is always analytic [47].
10 The order parameter is the Goldstone field that appears when a continuous symmetry is
spontaneously broken. This field acquires an expectation value in the ordered phase. See [32,
33, 48] for more details.
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1.3

Geometric description of phase transitions

1.3.1

Introduction to Information Geometry

This section is based on the review article [49]
p which presents information
geometry in terms of the square root map ξ = p(x; θ). For a more abstract
introduction using modern differential geometry, I refer the interested reader
to [50].
Information Geometry (IG) is a field of statistics that studies families of probability distributions as a differential manifold. A family of probability distribution is a collection of distributions that are connected to each other via a change
of one or more continuous parameters. For example, the family of univariate
Gaussian distributions:


1
(x − µ)2
p(x; µ, σ) = √
exp −
(1.9)
2σ 2
2πσ 2
is a two parameter family, with the mean µ and variance σ 2 acting as parameters.
This family is a part of an important family called the exponential family. All
distributions that can be brought to the canonical form:
(
)
X
µ
p(x; θ) = q(x) exp −
Hµ (x)θ − ψ(θ)
(1.10)
µ

are exponential distributions. In Eq. (1.10) θµ is a vector of parameters indexed
by µ, Hµ (x) are functions of x and ψ(θ) is a function independent of x that
is responsible for the normalization. For example, the transformation to bring
the Gaussian family to the exponential form requires to define the functions
H1 = x, H2 = x2 , and the parameters θ1 = σµ2 and θ2 = − 2σ1 2 with ψ(θ) =
√
2 2
− (θ4θ)1 + 21 ln 2θ11 and q(x) = 1/ 2π.
A family of distributions can be analyzed as a differential manifold, the
so-called statistical manifold. In order to construct the statistical manifold
(SM), let us start with a discrete distribution pi which obeys the normalization
condition
X
0 ≤ pi ≤ 1 and
pi = 1.
(1.11)
i
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√
We now introduce the square-root probabilities ξi ≡ pi . Due to the normalization condition (1.11), the square root probabilities obey the relation
X
(ξi )2 = 1.
(1.12)
i

If we treat the set of variables {ξi } as a vector in RN then because of the
normalization condition (1.12) the tip of the vector lies on the unit hypersphere
S N . If we now introduce a second set of square root probabilities ηi , then we
can define the distance, or overlap between the two distributions by the angle
φ between them:
X
φ = cos−1
ξi ηi .
(1.13)
i

This distance is called the Bhattacharyya spherical distance [51]. It is zero when
the two distributions are equal and attains a maximum of 21 π when they are
completely separated.
We now turn to continuous probability densities p(x), say for x on the real
line R. For a density p(x) to represent a real probability density
it has to obey
p
analogous conditions to (1.11), i.e. its square root ξ(x) = p(x) obeys:
Z
p(x) ≥ 0 and
ξ(x)2 dx = 1.
(1.14)
R

Since according to (1.14) ξ(x) is square-integrable, it can be seen as a member
of the Hilbert space of square-integrable functions. It lies on an embedding of
the unit sphere in this Hilbert space. Since Hilbert space is a vector space, it
is equipped with the standard dot product and, given two probability densities
p1 (x) and p2 (x) and their associated vectors ξ1 (x) and ξ2 (x), the overlap between
them is again defined by the Bhattacharyya spherical distance:
Z
−1
φ = cos
ξ1 (x)ξ2 (x)dx.
(1.15)
R

Families of probability densities p(x; θ) can now be viewed as a submanifold
M
p of the unit sphere S in the following way. If we look at the vector ξθ (x) =
p(x; θ) and vary the values of θ, then the set of all points on S that are reached
form a continuous manifold, which we call the SM. This is assuming that the
density p(x; θ) is at least twice differentiable with respect to θ. The surface of
the unit sphere S embedded in Hilbert space is infinite dimensional. But the
dimensionality of M is equal to the number of parameters of the family. The
geometry of the sub-manifold M can therefore be very different from that of a
sphere.
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The Fisher-Rao metric
The distance metric on the sphere S induces a Riemannian metric on the parametric submanifold M. To find this distance metric, we take two close points
on the manifold ξ = ξθ (x) and η(x) = ξθ+dθ = ξθ + ∂µ ξθ dθµ , where we define
∂µ = ∂/∂θµ and use the Einstein summation convention on repeated indices.
Using the expression for the dot product on the real Hilbert space, we calculate
the length of the difference vector dξ(x) = η(x) − ξ(x):
Z

2
ds =
∂µ ξ(x)∂ν ξ(x)dx dθµ dθν .
(1.16)
R

Up to a multiplicative constant, the quantity in brackets is known as the
Fisher-Rao metric. It is usually written in terms of the log-likelihood `θ ≡
ln p(x; θ) as:
Z
Z
1
∂µ ξ(x)∂ν ξ(x)dx.
(1.17)
Gµν = (∂µ `θ )(∂ν `θ )p(x)dx =
4 R
R
The Fisher-Rao metric or the Fisher Information Matrix (FIM) plays an
important role in statistical inference theory, and it is worth digressing from our
exposition to discuss the Cramér-Rao inequality. We start with a one-parameter
family, for which the Fisher Information (FI) is a single number:
2
Z 
∂ ln p(x; θ)
p(x; θ)dx.
(1.18)
I[p(x; θ)] =
∂θ
R
It is a functional of the density p(x; θ). Suppose we are trying to estimate the
value of the parameter θ from a set of samples that we know are distributed
according to p(x; θ). Then if T (x) is an unbiased estimator (i.e. an estimator
whose mean with respect to p(x; θ) is equal to the real value of the parameter
θ) it holds that:
Z
R

(1.19)

[T (x) − θ]ξθ2 dx = 0.

Differentiating with respect to θ we obtain
Z
1
[T (x) − θ]ξθ ∂θ ξθ dx = .
2
R

(1.20)

According to the Cauchy-Schwarz inequality:
Z
2 Z
 Z

[T (x) − θ]ξθ ∂θ ξθ dx ≤
[T (x) − θ]2 ξθ2 dx
(∂θ ξθ )2 dx
R

R

R

(1.21)
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and therefore:
Z
R

[T (x) − θ]2 ξθ2 dx ≥

4

R

1
1
=
.
2 dx
I[p(x;
θ)]
(∂
ξ
)
R θ θ

(1.22)

Equation (1.22) is known as the Cramér-Rao inequality [49, 52]. Notice that
the left-hand-side is the variance of the estimator. According to the inequality
the lower bound on the variance of the estimator is given by the inverse of the FI.
Informally we can say that the FI quantifies the maximum information we can
have on the value of the parameter θ from observing samples of the distribution.
When there is more than one parameter, the FI becomes a matrix and there
is a similar matrix inequality with the variance-covariance matrix. See [52] for
details.
We can understand this result in the following way. The FI contains the
derivative of the distribution with respect to the parameter. If the distribution
changes dramatically when the parameter changes a bit, it is easier to estimate
the parameter from the distribution. If the distribution only changes mildly, or
not at all, it is hard to estimate the parameter. We will see how this property
relates to phase transitions later in the chapter.
Geometry of the statistical ensembles
The definition of a Riemannian metric together with a connection endows the
SM with geometric structures such as vectors, tensors, derivatives, curvature
and geodesics [49, 50, 53]. We introduce the Levi-Civita (also called metric)
connection11 and then all formulas known from General Relativity (GR) can
be used to define the tangent and cotangent spaces, the geodesic equation, the
curvature and so on 12 .
I will now focus on the geometry of the exponential family. It plays an
important role in both IG and statistical mechanics, since all important ensembles belong to the exponential family. The function ψ(θ) which we defined in
Eq. (1.10) plays a similar role to that of the log partition function. By calculating derivatives with respect to the parameters θµ we can obtain averages of
11 In IG it is convenient to introduce a generalized connection called the α-connection [50].
It is a connection that depends on a real parameter α which becomes the usual connection in
the limit α → 0. Much of IG is concerned with the dually related geometries of α and −α.
In our usage of IG we do not use this structure and therefore will not go into more details at
this point.
12 For a nice introduction, see [54] or [55].
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the functions Hµ (x) and their correlations:
Z
ψ(θ) = ln

!
exp −
Z

X

µ

θ Hµ (x) q(x)dx

(1.23)

µ

Hµ (x)p(x; θ)dx = hHµ i.

(1.24)

∂µ ∂ν ψ(θ) = . . . = hHµ i hHν i − hHµ Hν i

(1.25)

Gµν (θ) = ∂µ ∂ν ψ(θ)

(1.26)

− ∂µ ψ(θ) =

From ψ(θ) we can also calculate by differentiation the Fisher-Rao metric
Gµν and the Christopher symbols Γµνρ = Gµσ Γσνρ :

Γµνρ (θ) =

1
∂µ ∂ν ∂ρ ψ(θ)
2

(1.27)

Here ∂µ = ∂/∂θµ . These relations are proven in [49].
So we see that on the one hand, we have thermodynamic quantities calculated as derivatives of ψ and on the other geometric objects. This forms the
bridge between statistical physics and geometry. We therefore expect various
geometric properties to have an interpretation in statistical physics and vice
versa. We will now explore some of these connections, with special focus on the
relation between phase transitions and the curvature of the SM.

1.3.2

The curvature of thermodynamic models

We will start with the curvature of the statistical model. The Riemannian
curvature tensor can be calculated in terms of the Christoffel symbols as [49,
54, 55]:
µ
µ
α
Rνρσ
= ∂σ Γµνρ − ∂ρ Γµνρ − Γµρα Γα
(1.28)
νσ + Γσα Γρν .

Due to its symmetries it only has one independent component in two dimensions.
In these cases the Ricci scalar [49, 54, 55] contains all the relevant information
of the curvature. It is obtained from the Riemann tensor by the following
contractions:
µ
Rνσ = Rνµσ
(1.29)
and

R = Gνσ Rνσ .

(1.30)
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Since we are often interested in such manifolds (e.g. manifolds whose coordinates
are the temperature T and pressure p), we will from now on refer to the scalar
curvature R.
The calculation of the scalar curvature for known thermodynamic models
goes along these lines: we first calculate the partition function Z for the model
under study. We then calculate the Christoffel symbols using Eq. (1.27) and
use Eqs. (1.28)-(1.30) to obtain the Ricci scalar. In two dimensions there is a
shortcut formula, see Eq. (48) in [49].
The geometry of many thermodynamic models was studied in the literature.
Some examples are:
• The classical ideal gas that has zero curvature [49, 56]. The geodesics on
this manifold were obtained in [49].
• The van der Waals gas [49, 57, 58] whose curvature diverges at the phase
transition point and along the entire spinodal curve13 . See a detailed
exposition in [49].
• Bose and Fermi quantum ideal gases [59–61]. The Bose ideal gas have a
positive curvature that diverges at zero temperature as the system has a
phase transition to the Bose-Einstein condensate. The ideal Fermi gas has
a negative curvature. Janyszek interprets this as an indication that the
curvature is related to the interaction of the particles since Bose particles
attract and Fermi repel (statistically speaking).
• Magnetic systems [62]. Here both one dimensional Ising model and a mean
field Kac model with long range interactions were studied. In both models
the scalar curvature diverged to plus infinity at the critical points. Here
they interpret the curvature as a measure of the stability of the system.
In all these models (and others) it has been consistently the case that the
curvature R diverges at the point of a continuous phase transition. This is not
surprising, since Ruppeiner showed that it is proportional to ξ d where ξ is the
correlation length and d is the dimension of the system (not of the SM), and
the correlation length diverges at continuous phase transitions [63].
Ruppeiner also investigated the curvature at the coexistence curve of a
liquid-gas first order phase transition. He showed that at the coexistence curve
13 The spinodal curve is defined as the points in the thermodynamic phase space at which
the second derivative of the free energy with respect to an order parameter vanishes. In the
case of the van der Waals gas it forms a boundary to an unphysical region of phase space
where the volume increases with increased pressure [49].
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the scalar curvature R, which is proportional to ξ 3 , should be equal in both
phases. He proposes that this is a better way to determine the coexistence
curve than the Maxwell construction [64].
The geodesics (shortest paths) have also been studied in both classical and
quantum phase transition models using numerical simulations [65]. The results
have shown that geodesics tend to stay confined to one phase and show turning
behavior when approaching the phase transition and the spinodal curve.

1.3.3

Fisher information in the absence of an order parameter

We have seen that the scalar curvature diverges at continuous phase transitions.
The Fisher information itself, however, can also be interesting to study phase
transitions. Prokopenko et al. suggested the following approach to relate the
Fisher information to order parameters14 [66].
At continuous phase transitions, the order parameter can often be obtained
as the derivative of a thermodynamic potential [39]. This can be understood
by remembering that the order parameter is related to the Goldstone mode of
SSB, i.e. it can be described as a function that gets an expectation value [32,
33, 67]. So we can write an order parameter φ as [see Eq. (1.24)]:
φi = −

∂ψ
= hHi i .
∂θi

(1.31)

here we designate by θi the field to which the order parameter couples and
Hi is the collective function that acquires a nonzero expectation value. An
example for this can be the magnetization M which is the order parameter and
an external magnetic field h that couples to it in an Ising model.
Recall that at continuous transitions the derivative of the order parameter
diverges. Since the FIM has entries that are proportional to this derivative [see
Eq. (1.26)], we expect at least some of the entries of the FIM to diverge at the
critical point. For example, Prokopenko et al. showed that for the Ising model,
the FIM is given by:
Ch
χT
gT T = 2 ; ghh =
.
(1.32)
T
T
Here Ch is the heat capacity and χT the magnetic susceptibility. Both quantities
diverge at the critical temperature of the two dimensional Ising model.
By inverting the logic, Prokopenko postulates that when the identification
of an order parameter is difficult, it is possible to use the Fisher information
14

I will present this approach here very briefly, since it is presented again in Chapter 2.
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to study phase transitions. In a set of papers, Prokopenko et al. used this
to study the phase transition in Random Boolean Networks (RBNs) [20, 66,
68, 69]. Since finite systems will not exhibit a divergence, they maximized the
Fisher information in order to identify (successfully) the exact parameter values
where the phase transition in RBNs occur.
It is this generalization of the results from IG to systems that are not treated
by statistical physics (RBNs) that we pursue in Chapters 2 and 3.

1.4

Beyond statistical physics

In the following I will give several examples of the use of Fisher information in
relation to criticality and regime shifts. This is far from being exhaustive and
is meant to illustrate the different applications found in the literature.
Criticality in random networks
Since the FI diverges at critical points, it has been used as an indicator of
criticality. Using this and other characteristics of continuous transitions (scale
free distribution of cluster sizes, diverging correlation length, etc. . . ) criticality
in complex systems is defined in analogy with the critical point of a continuous
phase transition by observing these characteristics. For example, the ErdősRényi random graph undergoes a critical transition as the mean degree crosses
hki = 1. In the disordered phase the graph is made of many small disconnected
clusters, The ordered phase is one where, in the limit of a large number of nodes
N , the mean cluster size is small in comparison to N . In the disordered phase
the so-called Giant Component (GC) emerges, which is a cluster with a nonvanishing number of nodes in the cluster. At the critical mean degree kc = 1
the distribution of cluster sizes becomes scale-free [70]. For this transition it
was shown that a geometric entropy based on the phase space volume (which is
defined through the metric) can detect the phase transition point [71].
Self-organized criticality
Self-organized criticality (SOC) is thought to be an important mechanism acting
in some complex systems. Systems that exhibit SOC evolve dynamically (and
robustly) to a critical point [44, 46, 72–74]. The first example of a model exhibiting SOC was introduced by Bak et al. and is called the sandpile model [72].
It was suggested as an explanation to the ubiquitous appearance of “1/f ” noise
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and self-similar fractal structures in nature15 . According to this model, a “grain
of sand” is placed randomly on a square lattice point. Whenever the number
of grains exceeds a given threshold, the grains “topple” to nearby lattice points
(one for each nearest neighbor). Then each neighbor might also topple, until
the sand in all lattice points is lower than the threshold. This model evolves
to a state where the distribution of avalanche sizes is scale-free and is therefore
considered to have evolved to a critical state [72].
SOC is considered relevant for complex systems since power-laws are ubiquitous in complex systems [22]. It is also related to a different property of many
complex systems which is that these systems are capable of complex computation. There is considerable evidence that computation is done in complex
systems at the so-called “edge of chaos”. This is near the critical region separating the ordered phase (where changes are erased rapidly) and the disordered
phase (where perturbations are unbounded and disrupt memory and transfer
of information) [17, 19, 75]. Since one of the hallmarks of biological systems is
that they can perform computation, it has been conjectured by several authors
that biological systems operate near a critical point [41, 76]. In this respect,
Hidalgo et al. used the maximization of the Fisher information to argue that a
system of agents that adapt themselves to a complex environment self-organize
to a critical state [77].
There is still some controversy regarding whether SOC is the actual process
driving the appearance of power-laws in nature [46]. It has been shown that
Zip’s law can appear in multivariate data when there is a fluctuating latent
variable that is being averaged out [78]. A second approach, which relies on
information geometry, looks at the model-selection process. Inferring that a realsystem is near a critical point involves assuming a parametric model, performing
experiments and using the data collected to fit the parameters of the model. We
can view the parametric model as a SM. In regions of the SM where the FI is
high, the density of distinguishable models will also be high and the estimate
of the parameters will be more robust. This follows from Sanov’s theorem [79]
and the Cramér-Rao inequality Eq. (1.22). It is therefore plausible to wonder
whether the perceived criticality of real systems stems from a true underlying
critical state, or whether this is related to the likelihood of estimating a model
near the critical point [80].

15 1/f

noise is the term used to describe systems in which the low-frequency power spectrum
behaves as a power-law of f −β over a wide range of time-scales [72].
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Ecological regime shifts
Fisher information has been applied to the study of dynamic regime shifts in
ecological systems. In [81] a Fisher information index was developed for systems that could be assumed to be in a steady periodic state. The idea is that
ecological systems that are in one periodic state might switch to a different
periodic state under some external perturbations. To quantify the state, they
used a probabilistic description that assigned a probability to each point on the
periodic path according to the time spent in that part of the trajectory. The
Fisher information of this would measure the variability of the time spent in
the different points along the path. Different periodic states will have different
variabilities and thus it will be possible to detect the various regimes from time
series data. This was applied to the Lotka-Volterra model for validation and
then to several real data sets. See [81] for details. Another example is given
in [82].

1.5

Research Overview

My goal in conducting this research was to contribute to the development of a
unified framework for the study of complex systems. Many researchers, including Weaver, Anderson, Kauffman, Bennett, Langton, Wiesner, and Prokopenko,
believe that information dynamics play a key role in such a framework. Information, in information theory, is either defined through the Shannon entropy [52,
83] (and its various forms through the Kullback-Leibler divergence [52]) or Fisher
information [52, 84]. Both notions of information are actively researched and
used in the field of complexity research. I chose to focus on information geometry as an elegant theory that assigns a geometric interpretation to physical
phenomena and that studied the structure of the entire “space of possibilities”
of complex systems.
I chose to further focus my attention on theories of phase transitions and
regime shifts in complex systems. This was motivated by several reasons. First
of all, in my opinion an understanding of a complex system entails understanding of the different behaviors it can exhibit. These behaviors are the different
phases of the system. Second, the emergence of scale in a complex system, as
Anderson suggests, might be linked to spontaneous symmetry breaking, which
is a phase transition. Third, phase transitions in real-life complex systems can
have dramatic effects. Transitions such as financial crisis or revolutions, desertification and extinction of species are all good examples. A better understanding
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of such transitions might lead to the discovery of so-called “early warning signals”
that might help better prepare or avoid these transitions. Fourth, as mentioned
previously, it has long been suspected that systems at critical states are better
able to perform computations.
In analogy with general relativity (GR), information geometry provides a
compelling mathematical framework that can introduce new geometric insights
for complex systems theory. It suggests a view of the system with a background
manifold that contains all possible macroscopic configurations a system can
occupy. At a given point in time the system can be viewed as a point in this
space. The geometry of the manifold acts as a phase map for the system. As
the system evolves multiple scales, so does the manifold change. This view,
as in GR is not of a static background manifold, but rather one that changes
as the system changes (examples of such dynamic manifold for nonequilibrium
phenomena can be found, e.g. in [85–87]).
Finding out whether this picture can be useful in describing real complex
systems was my objective. To turn this into a concrete research plan, I defined
the following research questions, which will be addressed in the rest of the thesis.
1. How can we define the information geometry of a system? More concretely,
how can we chose a good probabilistic description of the system in the form
of p(x; θ)?
2. Can we measure the geometry from real data sets that are extracted from
complex systems? Given that most of the research I encountered dealt
with parametric models (i.e. assumption of a distribution and estimation
of the FI by fitting its parameters), in my thesis I focused rather on the
non-parametric estimation question.
3. What should we consider as the coordinates of the SM?
4. In the absence of known parameters, can we still reconstruct the SM?

1.5.1

Thesis Outline

Given the nature of complex systems, as described in section 1.1, the choice of
a probabilistic description can be highly non-trivial. It is possible to choose a
known family of probability distributions, such as the Beta or Gamma distributions, or to estimate the distribution directly from the data. Each modelling
choice leads to a different way of constructing the SM. If a known distribution
is assumed, it is possible (at least in principle) to calculate the FI analytically
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as a function of the parameters. Then by estimating the parameters of the distribution, one can locate the system on the SM. If the distribution is estimated
from the data without assuming a model, but with knowledge of the underlying
parameters of the data, non-parametric density estimation methods should be
used. There are many cases in which the latter is desirable. For example, agent
based models have several tunable parameters. It is often unknown, however,
how the distribution of outcomes of the model depends on the parameters. Or,
in the case of real systems, the parameters can often be measured together with
the outcomes, but the relationship between the two is unknown. The estimation of the Fisher information from real data in the non-parametric case is the
subject of Chapter 2 which is based on [1].
Which objects in the system should be seen as the particles of the system
is another question that has to be tackled. As an example of a choice, the
complex patterns that appear in the Gray-Scott reaction-diffusion system are
studied using FI in Chapter 3, which is based on [2]. In this example the
microscopic dynamics are completely known (in the form of the non-linear PDEs
that govern the system dynamics) but which pattern would appear at what value
of the parameters is largely unknown. Some of the patterns that appear in the
Gray-Scott system are stable, static patterns and some are chaotic or pulsating
patterns. The patterns all appear in a region close to several bifurcations of the
homogeneous system of equations (i.e. those without a spatial component) but
many types of patterns appear close to each other and it is hard to predict from
first principles which patterns appears where. The patterns have spatial scales
which can be detected by means of information theory, as has been studied
in [88]. The size of the patterns, which typically contain many lattice points,
can be considered as an emergent scale of the system. We chose to describe the
patterns by the distribution of the size of identifiable blobs (areas of continuous
high level of concentration of one of the two reactants in the system separated
by a boundary of lower levels of the concentration). This description proved to
be useful in identifying the areas of the different patterns and the transitions
between them, as was verified by construction of the Fisher information phase
diagram. This is a plot of entries of the FIM as a function of the underlying
parameters of the system.
In chapter 4 we go a step further. The previous two chapters assumed that
the parameters of the distributions used to calculate the Fisher information are
known. This is an assumption that sometimes holds, for example in simulations
of a complex system, or when the parameters can be measured and there is
ample data covering a wide range of parameters. However in many cases of
interest the parameters themselves are unknown. It might still be possible to
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reconstruct the SM from data obtained from a complex system. If the data
collected from a complex system can be meaningfully associated with groups
that we can assume share the same value of the parameters. It is possible to
calculate the Fisher distance directly from distributions that were estimated
non-parametrically from the data. This is achieved by using the Bhattacharyya
spherical distance (1.13) between the two distributions. Once a distance matrix
is obtained for the distances of all groups, dimensionality reduction techniques
can be used to obtain a lower dimensional embedding. If the dimensionality of
this embedding is relatively low (i.e. much lower than the number of groups),
we can interpret the axes of the embedding as the parameters. We apply this
reasoning, first presented by Carter et al. in [89], to questionnaires that probe
into social complex systems in this chapter.
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Nonparametric estimation of Fisher
information from real data
This chapter is based on Nonparametric estimation of Fisher information
from real data, O. Har-Shemesh, R. Quax, B. Miñano, A. G. Hoekstra and
P. M. A. Sloot, Physical Review E 93 (2) 023301 (2016) [1]

Abstract
The Fisher Information matrix (FIM) is a widely used measure for applications
ranging from statistical inference, information geometry, experiment design, to
the study of criticality in biological systems. The FIM is defined for a parametric family of probability distributions and its estimation from data follows one
of two paths: either the distribution is assumed to be known and the parameters
are estimated from the data or the parameters are known and the distribution
is estimated from the data. We consider the latter case which is applicable,
for example, to experiments where the parameters are controlled by the experimenter and a complicated relation exists between the input parameters and
the resulting distribution of the data. Since we assume that the distribution
is unknown, we use a non-parametric density estimation on the data and then
compute the FIM directly from that estimate using a finite-difference approxi-
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mation to estimate the derivatives in its definition. The accuracy of the estimate
depends on both the method of non-parametric estimation and the difference
∆θ between the densities used in the finite-difference formula. We develop an
approach for choosing the optimal parameter difference ∆θ based on large deviations theory and compare two non-parametric density estimation methods,
the Gaussian Kernel Density Estimator and the novel Density Estimation using
Field Theory (DEFT) method. We also compare these two methods to a recently published approach that circumvents the need for density estimation by
estimating a non-parametric f-divergence and using it to approximate the FIM.
We use the Fisher information of the normal distribution to validate our method
and as a more involved example we compute the temperature component of the
Fisher Information Matrix in the two dimensional Ising model and show that
it obeys the expected relation to the heat capacity and therefore peaks at the
phase transition at the correct critical temperature.

2.1

Introduction

The Fisher Information Matrix (FIM) is a measure of the sensitivity of a probability distribution function (PDF) to the value of the parameters θ on which it
depends. We designate the PDF as p(x; θ) where x is either discrete or continuous (and possibly a vector) and θ is a vector of continuous parameters whose
members we designate with Greek letter indices. Then the FIM is given by:
gµν (θ) = h(∂µ ln p)(∂ν ln p)i.

(2.1)

Here ∂µ ≡ ∂/∂θµ and h·i is an average with respect to p(·; θ). It is a positive
semi-definite matrix (in the case of multiple parameters) or a positive number
if only one parameter is taken under consideration. In the theory of statistical
inference it quantifies the difficulty of estimating the value of θ from a set of
samples {xi }i=1,...,N through the Cramér-Rao Lower Bound (CRLB) [52]. It
is widely used in many domains of science ranging from optimal experimental
design [90], through its interpretation as a Riemmanian metric on the statistical
manifold [50] and its relation to theories of phase transitions [49, 56–59, 62–65,
91] and complex systems [66, 69, 77, 81, 85, 86, 92, 93].
It is often the case that the distribution of the data is assumed to have
a certain form. Then it is possible, at least in principle, to compute the FIM
analytically from Eq. (2.1). However, even this might turn out to be a formidable
task and one must then resort to numerical methods, such as the Monte Carlo
based method described in [94]. When an analytic expression of the FIM is
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available, we estimate the FIM by estimating the parameters of the PDF and
plugging them in the known expression. This we term "parametric estimation"
of the FIM, since it is estimated through estimation of its parameters from the
data.
We are interested in estimating the FIM in cases where the parameters θ can
be set precisely but the response of the system to the parameters is complicated.
This is the inverse of the parameter estimation problem, since our interest lies in
the response of the system rather than in the determination of the parameters.
In these cases the FIM can be seen as a generalized susceptibility measure [77].
In these settings there seem to be two main paths to compute the FIM: either
directly from Eq. (2.1) by first estimating the density p(x; θ) non-parametrically
(hence "non-parametric estimation") and using a finite-difference approximation
to the derivatives in the definition (see Section 2.3) or by estimating it indirectly
through its relation to a class of information divergences called f-divergences [95,
96]:
1
(2.2)
Df [p(x; θ), p(x; θ + dθ)] = gµν (θ)dθµ dθν + O(dθ3 ).
2
Here summation is implied over repeated Greek indices. Berisha and Hero [96]
have very recently shown that it is possible to estimate the FIM by use of
a statistic called Friedman-Rafsky two-sample multivariate statistic [97] that
converges to a type of f-divergence known as an α-divergence in the limit of large
number of samples. Their method requires obtaining data at various parameter
values around θ, computing a Euclidean minimal spanning tree (EMST) of the
samples, and solving Eq. (2.2) for the FIM.
Other approaches to nonparametric estimation of FI primarily deal with
PDFs with location-like parameters, i.e. p(x; θ) = p(x − θ). There Huber [98]
found a unique density with minimal FI given a set of k ≥ 2 samples from the
cumulative distribution function. Kostal and Pokora [99] adapted the maximized penalized likelihood method of Good and Gaskins [100] to compute the
FI. Kostal and Pokora rejected the use of a Kernel Density Estimation (KDE)
for the direct computation of the FI because no appropriate bandwidth parameter to control of the p0 /p term in (2.1) is known [99].
Here we will focus on two aspects of the problem of non-parametric estimation of Fisher information. We will first present a theoretical argument based on
Sanov’s theorem [79] for the optimal selection of the parameter dθ that is applicable for both the density estimation approach and the f-divergence approach.
Secondly we will show that a new Bayesian approach to non-parametric density
estimation called "Density Estimation using Field Theory" (DEFT) accurately
estimates the Fisher information for low data dimensions (so far DEFT is im-
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plemented for 1 and 2 dimensions), compared with a more standard density
estimation method called Gaussian KDE and compared with the f-divergence
method of Berisha and Hero [96] (which we refer to here as EMST).
The chapter is organized as follows. In section 2.2 we describe the general
problem of density estimation and introduce DEFT. In section 2.3 we define the
finite difference approximation we use. In section 2.4 we present a theoretical
argument that guides the selection of dθ. In section 2.5 we show the results of
numerical experiments performed for the estimation of the univariate normal
distribution, whose FIM is analytically known and therefore can form a benchmark for our method. We present the results of estimating the FIM for the two
dimensional Ising model as a more involved example where the sensitivity of the
distribution of energies to the value of the temperature can be used to locate
the critical temperature of the Ising model. Finally in section 2.6 we give some
final remarks about our results.

2.2

Density Estimation

The general density estimation problem [101] aims to obtain the best estimate
Qest of a distribution Qtrue given N independently drawn samples. We distinguish between parametric and non-parametric estimation. Parametric estimates constrain Qest to depend on a few parameters that are estimated from
the data [102]. By the Cramér-Rao inequality [52] the inverse of the Fisher
information (FI) is a lower-bound on the variance of the estimated parameters.
FI is therefore often computed in the parametric setting. In these cases the FI
is computed analytically from the assumed function.
When we do not assume a specific form for the PDF, we estimate the density
non-parametrically. Thus, the data determines the shape of the distribution.
Areas with higher probability density will contain more data points than areas
with lower probability. The main problem of non-parametric methods is how
to balance the goodness of fit to the data and the smoothness of the estimated
curve [101]. For example, kernel density estimators (KDEs) are a sum over
kernel functions with width h, positioned at each data point. i.e. Qest (x) =
N
P
(hN )−1
K[(x − xi )/h] where xi is a data point and K is a kernel function.
i=1

The bandwidth h controls the smoothness of the estimate. In the limit h → 0
the estimate is a sum of delta functions at each data point; in the limit h → ∞
it is uniform. Choosing the correct bandwidth is therefore important. Taken
too large, the estimate will hide crucial features. Too small a bandwidth causes
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spurious peaks in the estimate, especially for long-tailed distributions [101].
Important to this study, the amount of smoothing directly affects the value of
the FI. This can be seen from the definition of the FIM Eq. (2.1) which depends
on the derivatives of the PDF. If, e.g., the estimated PDF Qest is smoother
than the true PDF Qtrue , the estimate for the FI will be smaller than the true
FI.
One elegant approach that derives the smoothness from the data itself was
proposed in [103]. The authors used field theory to formulate the notion of a
smoothness scale as an high-frequency cutoff, treating the smoothness length
scale ` as a parameter in a Bayesian inference procedure. They showed that, in
the large N limit, the data selects an appropriate length scale. Recently, this
method was developed into a fast and accurate algorithm called DEFT (Density
Estimation using Field Theory) [104]. The algorithm was only implemented in
one and two dimensions, since it suffers from the “curse of dimensionality” [104].

2.3

Finite difference approximation

Our finite difference approximation is obtained by replacing the derivatives in
Eq. (2.1) with a centered derivative:
Z
p(x; θ + ∆θµ ) − p(x; θ − ∆θµ )
gµν (θ) ≈
(2.3a)
2∆θµ
p(x; θ + ∆θν ) − p(x; θ − ∆θν ) dx
×
2∆θν
p(x; θ)
Z
ln p(x; θ + ∆θµ ) − ln p(x; θ − ∆θµ )
≈
(2.3b)
2∆θµ
ln p(x; θ + ∆θν ) − ln p(x; θ − ∆θν )
×
p(x; θ)dx .
2∆θν
Here ∆θµ indicates a change in the value of only one parameter θµ keeping all
other parameters fixed, i.e., θ + ∆θµ ≡ (θ1 , . . . , θµ + ∆θµ , . . . , θd ). The error
introduced by this replacement is proportional to O(∆θ2 /6) (for each derivative)
as can be verified by Taylor expansion. Higher order finite-difference schemes
can be used but not, in our experience, a lower order one-sided derivative because
the estimate does not converge to the true value (data not shown).
To obtain all entries of the FIM we proceed in the following way: first obtain
N samples at all parameter positions required by Eq. (2.3). For the diagonal
elements three parameter positions are required (at θ and at θ ± ∆θµ ). For
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the off-diagonal elements five positions are necessary. Obtain a non-parametric
estimate for each of those positions (using DEFT) and integrate these estimates
numerically.
There are several sources for errors in the estimation resulting from this
method. First of all, the replacement of the derivatives with centered finitedifference derivatives introduces an error that scales as ∆θ2 , as mentioned earlier. The second comes from the accuracy of the estimation of p and is related
both to the method of estimation and to the number of samples at each points
N . A third source of error occurs when the densities are too close together to be
distinguishable. We discuss the balance between this error and the finite difference error in the next section where we show that an optimum in the selection
of ∆θ exists.

2.4

Choice of ∆θµ

The value of ∆θµ strongly influences the accuracy of the computation. Two
sources of error determine the optimal ∆θµ : the aforementioned numerical
derivative error and the finite sample size N . The first error, which scales like
O[(∆θµ )2 ], becomes smaller with smaller ∆θµ . The second source, however, becomes smaller when increasing ∆θµ . This happens because a density estimate
from a finite number of samples is always under-determined. Any estimate is
one curve from a group of curves that are close, but not equal, to the true density. The larger the number of samples, the smaller the size of the group. If
∆θµ is too small, the groups of the densities in the numerical derivatives will
overlap and the difference p(x; θ + ∆θµ ) − p(x; θ − ∆θµ ) will be ill-defined. This
leads to one of our main results: since ∆θµ cannot be too small or too large,
there is an optimal value with minimal error between the two extremes.
To estimate the curve group size and avoid overlaps, we use large deviations
theory. According to Sanov’s theorem [79] the appropriate distance measure is
the Kullback-Leibler (KL) divergence:
Z
Q(x)
DKL [Q||P ] ≡
Q(x) ln
dx
(2.4)
P (x)
x∈X

which is defined for two densities P (x) and Q(x) where the support of P and Q
overlap. The probability that a set of N samples independently drawn from P
appears to be drawn from Q is proportional to:
exp (−N DKL [Q||P ]) .

(2.5)
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In the limit of infinite sample size this tends to zero. For finite N the set of
distributions whose KL-divergence with P is small enough, such that this probability is finite, forms the curve group. This can be interpreted as a hypersphere
in parameter space centered at θ with an N and θ dependent radius. To minimize error, the radius at θ and θ + ∆θµ should be small compared to ∆θµ . The
ideal case is drawn schematically in Fig. 2.1a with well separated densities and
in Fig. 2.1b where ∆θµ is too small.

(a) Well separated densities.

(b) Overlapping densities.

Figure 2.1: Schematic drawing in one dimension with points of estimation θ
and θ + ∆θ. The gray area is the hypersphere. ε is the radius of the hypersphere
in units of ∆θ.
To compute the hypersphere radius we take P = p(x; θ) and Q = p(x; θ +
ε∆θµ ) in Eq. (2.5). We thus seek the density Q at the edge of the hypersphere
and parametrize it with ε, the hypersphere radius in units of ∆θµ . The KLdivergence of two neighbouring distributions is approximately 1 :
DKL [P (θ)||P (θ + ε∆θµ )] ≈

ε2
gµν (θ)∆θµ ∆θν = O(∆θ2 )
2

(2.6)

Inserting Eq. (2.6) into Eq. (2.5) we get


N ε2
exp −
gµν (θ)∆θµ ∆θν .
2

(2.7)

1 This well-known result is a special case of the more general expression Eq.(2.2) since the
KL-divergence is also an f-divergence. It can be derived using a Taylor expansion and the
definition of the FI.
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If we define the boundary of the hypersphere as the point where the probability
is equal to e−1 , we obtain the radius ε:
ε2 =

2
.
N gµν (θ)∆θµ ∆θν

(2.8)

The radius depends on the number of samples N , θ, and ∆θµ . At a given N
and θ, increasing ∆θµ will decrease the radius and thus increase accuracy.
As an analytically solvable example, we take the univariate normal distribution N (µ, σ). Its FI is
gµµ =

1
;
σ2

gσσ =

2
;
σ2

gµσ = gσµ = 0 .

(2.9)

We focus on the FI of σ, which is not a location parameter. Inserting this in
Eq. (2.8) yields
r
2
σ
∆σ =
= √ ,
(2.10)
ε2 N gσσ
ε N
with ∆σ ≡ ∆θσ . This guides the choice of ∆σ for a given N , σ, and desired
radius ε. We can get the same result using the Cramér-Rao inequality. The
minimal variance of an unbiased estimator for σ is 1/gσσ . Given N samples
2
this equals σ 2 /2N . Demand that the variance of σ is equal to 21 (ε∆σ) (the
1
factor 2 ensures a consistent definition of ε). This variance is equivalent to a
2
hypersphere radius of ε∆σ. We then have σ 2 /2N = (ε∆σ) /2. Solving for ∆σ
yields Eq. (2.10).
For real data the FI is unknown and can be estimated iteratively. First
compute the FI with ∆θµ that ensure a good approximation of the numerical
derivatives. Then use the FI to compute ε. If it is too large (based on our
simulations, up to about ε ≈ 0.1 seems reasonable, see Fig. 2.4), increase ∆θµ
or N .

2.5

Results

2.5.1

Fisher Information of the Gaussian distribution

We demonstrate our main results by computing gσσ from independently drawn
normally distributed samples. We first compare DEFT (with number of grid
points G = 100, smoothness parameter α = 3 and a bounding box twice the
interval between the smallest and largest sample [104]), KDE (using Scott’s rule
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for the bandwidth) and the EMST method of [96]. We use the same samples
with all three methods and compute the FI. In the top plot of Fig. 2.2 the FI
estimate is shown. The black curve is the analytic value, the green dots, blue
×’s and red squares are the median estimates after 100 repetitions (error bars
are 5 and 95 percentiles) for DEFT, KDE and EMST respectively. We use
N = 104 for each density estimate and a value of ε = 0.05 since this yields the
best results (see Fig. 2.3). The KDE and EMST plots are slightly shifted along
the σ axis by ±0.02 for clearer presentation but were computed at the same
value of σ as DEFT.
100

True value
FI (DEFT)
FI (KDE)
FI (EMST)

gσσ

80
60
40
20
0
2.0

DEFT Relative Error
KDE Relative Error
EMST Relative Error

F I−gσσ
gσσ

1.5
1.0
0.5
0.0
−0.5

0.2

0.4

0.6
σ

0.8

1.0

Figure 2.2: A comparison between Gaussian KDE, DEFT and EMST for FI
estimation. Top figure shows median FI estimates using the different methods.
Error bars represent 5 and 95 percentiles. Bottom figure shows the relative
errors. The values were computed with N = 104 , ε = 0.05, and 100 repetitions
at each σ. The same samples were used by all three methods. The KDE and
EMST estimates were shifted by ±0.02 along the σ axis for clearer presentation.
All three methods follow the analytic curve, however from the relative errors
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it is clear that KDE consistently overestimates the FI by about 40% and the
distance between 5 and 95 percentile is about 100% of the original value. DEFT
has zero bias and a spread of 30% − 40%. EMST does not suffer from the same
bias as KDE but has larger error bars. We conclude that in this example DEFT
provides an improvement over KDE and EMST both in the estimated value
and in the error margins. In the above computations we used Eq. (2.3a) for
computation with DEFT and Eq. (2.3b) for KDE, because KDE was extremely
unstable when computed using Eq. (2.3a) while DEFT performed slightly better with Eq. (2.3a). A few notes about the implementation of the EMST for
our example are in order. In the one dimensional case, the Friedman-Rafsky
statistic is simply the number of times samples from two different distributions
are adjacent when arranged along the real line. Unlike [96] we only use one perturbation ∆θ in our computation and solve the Fisher information by inverting
Eq. (2.2), i.e. gσσ = 2Dα /(dσ)2 . This emulates the situation where obtaining
the samples is relatively expensive and therefore a one-shot estimate of the FIM
is desirable. In the appendix we study the behavior of the EMST at different
values of ε. The computation, at least in this way, appears to be less stable than
the use of DEFT and might hint that at lower dimensions DEFT outperforms
the EMST.
In the following we use DEFT exclusively for the density estimation. To see
how the error depends on ε we vary it at a fixed N = 2 × 104 and plot the
relative error. We computed the FI for σ = 0.5, 1, 2, 5, 10. Each computation
was repeated 100 times at different ε and the median and 5 and 95 percentiles of
the relative error ([gσσ −F I]/gσσ , where F I is the estimated FI) were computed.
All curves have the same functional dependence on ε and, as we predicted, there
is an optimal value for ∆σ, at ε ≈ 0.05. Thus the absolute errors depend on
σ through the combination in Eq. (2.8), as shown in Fig. 2.3. All the curves
have a minimum in the range of ε ∈ [0.04, 0.1]. At small ε they grow due to
errors in the numerical derivative (∆σ too large). At large ε they grow due to
overlapping densities. The spread (the 90% inter-percentile range) is minimal
at ε = 0.05 as well. The shaded regions in the plot represent the inter-percentile
range of the various σ curves.
To verify the N and ε dependence of the errors we varied both and computed
gσσ . The result is presented as a heat map in Fig. 2.4. The color represents the
absolute-value relative estimation error in logarithmic scale. The dashed line
indicates the ε = 0.1 line which represents the highest value of ε where good
results are still obtained. The dash-dotted line represents the ∆σ = 0.35 line.
All computations were done with σ = 1.0 and 100 repetitions. The errors due
to small ∆σ seem to follow the ε = 0.1 curve, showing again the dependence of
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Figure 2.3: The median relative error as a function of ε for different values
of σ. FI stands for the computed value and gσσ the analytic value. The shaded
areas and error bars in the inset indicate the 5 and 95 percentiles computed over
100 repetitions of the computation with N = 2 × 104 .
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this type of error on ε. Above ∆σ = 0.35 we see increasing errors due to the
large value of ∆σ. The best area for the estimation is between the two lines.
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Figure 2.4: Relative error in the computation of the FI for σ = 1.0 as a
function of both ∆σ and N . Computed using DEFT with 100 repetitions per
point. Dashed line represents the ε = 0.1 line and the dash-dotted line is the
∆σ = 0.35 line. Unlike the previous plots, here we compute the absolute value
relative error to avoid problems with the logarithmic color-bar scale.

2.5.2

Fisher Information for the two dimensional Ising model

One of the applications of the computation of FI from samples is in detecting
phase transitions [66]. As a further validation we took the two dimensional Ising
model, which is the prototypical model of a continuous phase transition. It is a
model of binary spins si on a square lattice with nearest-neighbors interaction.
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Its Hamiltonian is
H=−

X
hi,ji

Jij si sj − h

X

si ,

(2.11)

i

where hi, ji indicates the sum is on nearest neighbors, si = ±1 is the value
of a spin at site i, Jij is the interaction energy, and h is an external applied
magnetic field. In more than one dimension there is a critical order-disorder
phase transition at a finite temperature. Onsager solved the model exactly in
two dimensions in the thermodynamic limit (infinite number of spins) and at
zero applied external field [105]. The critical temperature in the isotropic case
(Jij ≡ J) is
2J
√ ≈ 2.269J .
Tc =
(2.12)
ln(1 + 2)
For simplicity we set J ≡ 1 and Boltzmann’s constant kB ≡ 1.
Prokopenko et al. [66] computed both the T T and hh components of the
FIM (computed for the Gibbs distribution with θ1 = h and θ2 = T ) in terms of
the susceptibility χT and the specific heat Ch and showed that:
gT T =

Ch
;
T2

ghh =

χT
.
T

(2.13)

We therefore expect both to diverge as the system approaches the critical temperature. In a finite system this means that the FI peaks at the critical temperature.
To validate this result we simulate the Ising model and compute the FI. We
use the Metropolis-Hastings Monte Carlo algorithm to obtain samples of the
configuration energy with the Gibbs distribution (at zero external field):
p(S; T ) =

1
exp [−βH(S, T, h = 0)] .
Z(T )

(2.14)

Here β = 1/T is the inverse temperature, S = {si }i=1,...,L2 is a configuration
of the spins on a L × L square lattice, and Z is the partition function. Since
the Gibbs distribution in our case is L2 dimensional we cannot use DEFT to
estimate it directly. Instead we compute the temperature component of the FI
of the distribution of energies
p(E) =

1
g(E) exp[−βE]
Z(T )

(2.15)

where g(E) is the density of states. Since g(E) is independent of the temperature
it drops from the calculation of the Fisher information and we therefore expect
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Eq. (2.13) to still hold. We then estimate the T T component of the FI using
Eq. (2.3) with densities estimated from the sampled energies. We also compute
the specific heat:

1
Ch (T ) = 2 2 hE 2 i − hEi2
(2.16)
L T
where L2 is the total number of spins, E is the energy of the configuration, and
the average is performed over different configurations at the same temperature.
We plot the result of both the FI and the specific heat Ch computation
in Fig. 2.5. The simulation is run on a 25 × 25 lattice of spins with periodic
boundary conditions in the temperature range [0.5, 4.0] which we divide into
200 segments, leading to parameter difference of dT ' 0.17. We repeat the
simulation 5 times and compute the median and 5 and 95 percentiles. We use
a warm-up period of 5 × 106 time steps and take N = 15, 000 samples of the
configuration energy. We use DEFT (with G = 200, α = 3 and a bounding
box of [−4, 1]) for the density estimation. Because the FI depends on T , ε is
+0.12
not constant. Its median is ε = 0.12−0.07
for the values of ε which were not
infinite. To verify that Eq. (2.13) holds, we plot the ratio of the two sides of the
equation. This is presented in the inset in Fig. 2.5.

2.6

Discussion

There are several technical points we wish to mention about the implementation
of the method. First, we performed the same Ising computation with a smaller
grid spacing (dT = 0.007). This led to a much worse signal-to-noise ratio
because the very close densities caused large peaks to occur, especially in the low
temperature range. Second, it is important to find the most suitable parameters
for DEFT. If the bounding box is too small, or the number of grid points too
small or too large, the estimated density will have multiple peaks which are
not apparent in the data. Thus we recommend plotting the result of DEFT
together with a histogram for several data points to make sure the convergence
is good. Third, in the computation of Eq. (2.3a) the term 1/p may contribute
large values at very small p. Equivalently with Eq. (2.3b), when p(x|θ ± ∆θ)
are small, their logarithm will again be large. This requires the introduction
of a numerical cutoff. It is common practice to set the contribution of a term
where p(x) = 0 to zero [69]. We thus introduced a cutoff such that if any of
the estimates at a particular point is less than the cutoff, the contribution of
this point to the integral will be zero. We investigated the effect of this cutoff
for a range of values between 10−20 and 10−2 . The value of the cutoff had very
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Figure 2.5: Blue continuous curve is the T T component of the FIM and the
green dots are the heat capacity in the 2D Ising model on a 25 × 25 grid. Shaded
blue and green regions indicate the 5 and 95 percentiles computed from 5 simulations. Inset shows the ratio of FI to heat capacity (gT T T 2 Ch−1 L−2 ) which
according to Eq. (2.13) is equal to 1 (black horizontal line in the inset).
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little effect. In the Ising model, the only effect was to change the size of the
low temperature region where the FI is exactly zero (the lower the cutoff, the
smaller the region was). In producing Fig. 2.5 we used a value of 10−10 . Lastly,
we mention that the plots in Fig. 2.5 are obtained by the use of Eq. (2.3b).
In summary, the algorithm to compute the FI from samples is the following:
first obtain a good non-parametric estimate of the density at each parameter
point. When using DEFT, make sure to adjust G, α and the bounding box for
proper convergence. Secondly, find the appropriate parameter distance ∆θ. This
can be aided by computing the ε parameter. Thirdly, if necessary, use a cutoff
for very low values of the probability density. When using DEFT to perform the
density estimation, the procedure is limited by the limitations of DEFT. It is
especially important to note that so far DEFT has been implemented in 1 and
2 dimensions. This is because the number of grid points necessary to evaluate
the density using DEFT increases exponentially with the number of dimensions.
Important to note, however, that this limits only the dimensionality of the data,
not the number of parameters, or number of samples, which scales well to higher
dimensions. A software implementation in Python of the method is available
at 2 .

Appendix: Comparison of KDE, DEFT and EMST for different
values of ε
Here we add additional comparison plots between KDE, DEFT and EMST for
values of ε which are not the "optimal" 0.05. As we can clearly see, when ε is
increased from 0.05 to 0.1 (in Fig. 2.6) the error bars for the EMST increase
dramatically while DEFT remains quite accurate. This becomes even more
pronounced in Fig. 2.7 for ε = 0.2. In Fig. 2.8 we plot the error of the EMST
method for various values of σ as a function of ε. The errors increase dramatically in comparison with DEFT as can be seen by the scale on the y-axis. One
also sees in the inset the convergence of the method for low values of ε (high
∆σ) to a constant (about 0.57). We believe this to be related to the convergence
of the Friedman-Rafsky statistic for large separations of the densities but leave
the exact study of this for future research.

2 http://uva.computationalscience.nl/research/software/npfi
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Figure 2.6: Comparison between the
three methods reviewed in the main text
for ε = 0.1. All other parameters are
equal to those in Fig. 2.2.
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EMST as a function of ε with the same
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Chapter

3

Information geometric analysis of
phase transitions in complex
patterns: the case of the Gray-Scott
reaction–diffusion model
This chapter is based on Information geometric analysis of phase transitions in complex patterns: the case of the Gray-Scott reaction–diffusion
model, O. Har-Shemesh, R. Quax, A. G. Hoekstra and P. M. A. Sloot, Journal of Statistical Mechanics: Theory and Experiment 4 043301 (2016) [2].

Abstract
The Fisher-Rao metric from Information Geometry is related to phase transition phenomena in classical statistical mechanics. Several studies propose to
extend the use of Information Geometry to study more general phase transitions in complex systems. However, it is unclear whether the Fisher-Rao metric
does indeed detect these more general transitions, especially in the absence of a
statistical model. In this chapter we study the transitions between patterns in
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the Gray-Scott reaction-diffusion model using Fisher information. We describe
the system by a probability density function that represents the size distribution of blobs in the patterns and compute its Fisher information with respect
to changing the two rate parameters of the underlying model. We estimate the
distribution non-parametrically so that we do not assume any statistical model.
The resulting Fisher map can be interpreted as a phase-map of the different
patterns. Lines with high Fisher information can be considered as boundaries
between regions of parameter space where patterns with similar characteristics
appear. These lines of high Fisher information can be interpreted as phase
transitions between complex patterns.

3.1

Introduction

Phase transitions are ubiquitous in nature. They are a dramatic change in a
system’s properties triggered by a minuscule shift in its environment. Phase
transitions are often associated with spontaneous symmetry breaking, where
the transition is between an unordered phase and an ordered, less symmetric
phase [39]. In simple models of phase transitions an order parameter is defined,
which is zero in the unordered phase and non-zero in the ordered phase [39, 42,
106]. This is the basis for a mean-field approach to phase transitions, where an
expansion of the free energy in the order parameter is performed. Many powerful methods have been developed over the years to study phase transitions,
especially in the study of universality in so-called second order (or critical) transitions, such as the Landau-Ginzburg theory [67, 106] and Wilson’s Renormalization Group approach [39, 42, 43]. For those transitions the order parameter
is continuous, thermodynamic quantities obey scaling laws in the vicinity of the
critical point, and there is a diverging correlation length. For first order transitions, on the other hand, there is a jump in the value of the order parameter,
there is no diverging correlation length and thus no scaling of the thermodynamic functions near the transition point. During the transition there can be a
mixed phase with a stable interface between the two phases [39]. The study of
first order transitions is very important for complex systems, especially social
or ecological complex systems, because the sudden jump between two phases
(which is discontinuous) can be quite dramatic [40].
While the Ginzburg-Landau-Wilson approach has been tremendously successful in explaining universality in second-order phase transitions, it requires
the definition of an order parameter. Different approaches, which do not require
an order parameter, can be useful for cases where an order parameter is difficult
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to identify, or does not exist (e.g. [107]). In one such approach we study the
probabilistic description of the system while changing the parameters to bring
the system across a transition. The statistical properties of the system in the
different phases are very different. Therefore, at the phase transition the shape
of the probability distribution function will change drastically. This is captured
by the Fisher information matrix (FIM) through the Cramér-Rao bound [52, 84,
108, 109]. A compelling differential-geometric framework to study the changes
that the probability distribution undergoes is Information Geometry (IG) [50].
In IG the family of probability distributions that are parametrized by a set of
continuous parameters (designated here as the vector θ) is seen as a differential manifold. The parameters form a coordinate system on the manifold, and
distances are measured by the Fisher-Rao metric:
gµν (θ) = h∂µ ln p ∂ν ln pi

(3.1)

which is a positive semi-definite, symmetric matrix that changes covariantly
under reparametrizations of the probability distribution p(x; θ). Here ∂µ ≡
∂/∂θµ is a derivative with respect to one of the parameters, indexed by µ. The
IG of many models in statistical mechanics has been studied, e.g., in [49, 56–59,
61–64, 91, 110–113]. Of particular interest in these studies is the role of the
scalar (Riemannian) curvature. It was shown to diverge at critical transition
points and on the spinodal curve [49, 113], thus effectively preventing geodesics
from crossing into the unphysical area of phase space [65]. See also [114] for a
general renormalization group analysis of IG near criticality.
A connection between phase transitions in IG and the Ginzburg-LandauWilson approach can be made when an order parameter φµ is the derivative of
a thermodynamic potential with respect to some thermodynamic variable θµ .
Then there exists a collective variable Xµ (x) such that φµ = −kB T hXµ i [66,
67] and the Fisher information matrix can be shown to obey [66]:
gµν = −

∂hXµ i
∂φµ
=β ν
ν
∂θ
∂θ

(3.2)

where β = (kB T )−1 is the inverse temperature, kB being Boltzmann’s constant.
At second order phase transitions in the thermodynamic limit this derivative
diverges and therefore a corresponding entry of the FIM also diverges.
When the system is finite, the Fisher information does not diverge but rather
attains a maximum. The maximum of the Fisher information has been used to
accurately find the phase transition point in finite systems [66, 69] and as a
definition of criticality in living systems [77].
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We have two main goals for the current work: first to test a conjecture set
forth by Prokopenko et al. in [66] that a divergence (or maximization) of the
entries of the FIM can detect phase transitions even in the absence of an order
parameter.
Second, to measure the Fisher information matrix without resorting to the
underlying dynamics of the system and without assuming a specific parametric
model for equation (3.1). This addresses the problem that often the microscopic
dynamics of complex systems are unknown, and an analytic description of the
probability density function is missing.
To accomplish these two goals we chose to study the specific example of the
two dimensional Gray-Scott (GS) reaction diffusion model [115]. We chose the
GS model for its rich variety of spatial and spatio-temporal patterns [116] and
we consider the transitions between the different patterns as critical transitions.
Among the different types of patterns one can find self-replicating spots [117–
119], spatio-temporal chaos [120], and labyrinthine patterns [121]. These were
first systematically classified by Pearson [116]. Our goal is to use the Fisher
information matrix to construct a phase map for the Gray-Scott model, where
we expect areas with high values of the Fisher information to demarcate the
different patterns. As a probabilistic description for the system we chose the
blob-size distribution, which we take to be a function of the control parameters
of the model F and k and which we estimate non-parametrically by using image
processing on the resulting spatial V concentration from our simulations.
The chapter is organized as follows: in Section 3.2 we discuss the relationship
between Fisher information and criticality, which forms the motivation for our
approach. We revisit the arguments in [66] and extend them to our case. In
Section 3.3 we introduce the Gray-Scott model and discuss some of its properties.
In Section 3.4 we present the results of the computations and in Section 3.5 we
explain the methods we used to compute the Fisher information in this settings.
Last we discuss our results in Section 3.6.

3.2

Fisher Information and Criticality

In this section we summarize the derivation performed in [66] leading to Eq. (3.2)
that relates order parameters and the entries of the Fisher information matrix.
This derivation leads to the conjecture [66] that it is enough to consider the
Fisher information matrix entries rather than order parameters and is presented
here because it is important for our exposition.
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The Gibbs ensemble can be generically written in the following way:
p(x; θ) =

1
exp [−θµ Xµ (x)]
Z(θ)

(3.3)

with Z(θ) set by normalization and with summation convention over repeated
indices, which we use throughout the chapter. For this distribution, the Fisher
information Eq. (3.1) is [66]:
gµν (θ) = ∂µ ∂ν ln Z(θ) = ∂µ ∂ν (−βG)

(3.4)

where G is the Gibbs free energy. Performing the derivatives we obtain Eq. (3.2).
For many systems, the order parameter can be defined by introducing an
external field h to the free energy that couples to the order parameter φ [39].
The canonical example being the magnetization
that couples to the external

magnetic field, so that M = − ∂A
.
The
external
field being one of the
∂h T
external parameters θµ . We then have:


∂G
φ=−
.
(3.5)
∂h T
Setting θµ̂ = h for a particular µ̂ we obtain:
∂G
= −kB T hXµ̂ i.
(3.6)
∂θµ̂
The meaning of Eq. (3.6) is that if an order parameter φµ̂ is a derivative of the
free energy G, then there exists a collective variable Xµ̂ (x) whose average is proportional to the order parameter [66]. It is important to note that many models
exist whose order parameter is indeed the average of a collective variable [66,
67].
Combining equations (3.4) and (3.6) we obtain Eq. (3.2). This links the
value of the entries of the Fisher information with the derivatives of the order
parameters φµ of the system. Since at phase transitions the order parameter
or its derivatives becomes non-analytic we can expect the Fisher information
matrix to have diverging entries at the phase transition point. For example, at
a ferromagnetic transition point, with (θ1 , θ2 ) = (h, T ), the diagonal elements
of the Fisher information matrix are given by [66]:
 2 
 
∂φ
∂ G
kB T g11 (h) =
=−
≡ χT ;
(3.7)
∂h T
∂h2


 2 T
∂ G
Ch
∂S
=−
≡
.
(3.8)
kB T g22 (T ) =
2
∂T h
∂T h
T
φµ̂ = −

CHAPTER 3. INFORMATION GEOMETRIC ANALYSIS OF PHASE TRANSITIONS
IN COMPLEX PATTERNS: THE CASE OF THE GRAY-SCOTT
REACTION–DIFFUSION MODEL
52

Since g11 and g22 are proportional to the magnetic susceptibility χT and heat
capacity Ch respectively, we expect both entries to diverge at the point of the
magnetic second order phase transition [66]. More generally, it is easy to show
that [66]
gµν (θ) = hXµ Xν i − hXµ ihXν i.
(3.9)

This is also called the generalized susceptibility in statistical mechanics [77].
This derivation led Prokopenko to propose that the maximization of the appropriate Fisher information matrix can detect phase transitions, without explicitly
defining an order parameter [66].
The relation (3.2) suggests the introduction of an order parameter derived
from the Fisher information by integrating it from one phase to the next, in the
following way:
Zθ2

ν

Zθ2

gµν (θ)dθ =
θ1

θ1

∂φµ ν
dθ =
∂θν

Zθ2
dφµ = φµ (θ1 , θ2 ).

(3.10)

θ1

We absorbed the inverse temperature in the definition of θ, and the integration
path starts at θ1 which is in one phase and ends at θ2 which is in the other
phase. In general this will depend on the integration path and the end-points.
While the derivation above assumes the form (3.3) for the probabilistic description of the system, the idea of Fisher information maximization at phase
transition points can be generalized for other probabilistic descriptions based on
the Cramér-Rao bound [52, 108, 109] that states that the variance an unbiased
estimator θ̂(x) is bounded from below by the inverse of the Fisher information.
We make the following heuristic argument: when a system is said to undergo a
phase transition, it means that there is an observable change in some aspect of
the system (often having to do with the symmetries of the system). This means
that the statistical properties of the system in the two phases differ significantly.
For example, if we sample the energy per spin of an Ising spin system repeatedly
in the high-temperature phase, we will obtain a broad distribution of energies.
Conversely, at the low-temperature phase the energy distribution is very narrow, since in the low-temperature phase the spins are aligned and the system
is in the ground state [43]. Thus, if we look at the probability density function
describing these observables change as a function of the control parameter, it
undergoes a drastic change in its functional form. This, in turn, implies that we
can estimate the value of the control parameter at the phase transition point
accurately, because of the large change in the behavior of the density function.
According to the Cramér-Rao inequality, the inverse of the value of the Fisher
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information serves as a lower bound on the variance of the estimated parameter. If this parameter can be estimated accurately then this implies a high
value of the Fisher information. We therefore surmise that under very general
circumstances the Fisher information is maximized at phase transition points.

3.3

The Gray-Scott Model

The Gray-Scott model is a non-linear reaction-diffusion model of two chemical
species U and V with the reactions
U + 2V → 3V

(3.11)

V → P.

U is constantly supplied into the system and the inert product P removed.
We can simulate the reaction using the law of mass action [122], where we
assume that the rate of each reaction is proportional to the concentration of the
reactants at each point. The resulting non-linear coupled differential equations
are:
∂u
= Du ∇2 u − uv 2 + F (1 − u)
(3.12)
∂t
∂v
= Dv ∇2 v + uv 2 − (F + k)v
∂t
where u = u(t, x), v = v(t, x) are the (dimensionless) concentrations of the two
chemical species, ∇2 is the Laplacian with respect to x, Du and Dv are diffusion
coefficients of u and v respectively, F represents the rate of the feed of U and
the removal of U , V and P from the system and k is the rate of conversion of V
to P . In practice this is a model of chemical species in a gel reactor where the
rate F can be relatively easily modified, and k is dependent on the temperature
of the system. Du and Dv are more difficult to change and we will consider
them constant, with Du /Dv = 2.

3.3.1

Linear stability analysis

We start with the standard stability analysis for the homogeneous system (i.e.
without diffusion). The Gray-Scott model has a trivial homogeneous steady
state solution, referred to as the red state, at [uR , vR ] = [1, 0] which is always
linearly stable for positive F and k [116, 123]. Under the condition that
d = 1 − 4(F + k)2 /F > 0

(3.13)
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two additional homogeneous steady states solutions appear:


√ 1 F
√
1
[uB , vB ] =
(1 − d),
(1 + d)
2
2F +k


√ 1 F
√
1
[uI , vI ] =
(1 + d),
(1 − d) .
2
2F +k

(3.14)
(3.15)

These are referred to as the blue state and the intermediate state respectively [123]. Linear stability analysis shows that when these states exist, the
intermediate state is always unstable whereas the blue state can be stable. The
two states appear through a saddle-node bifurcation which in the F − k plane
is defined by the curve:
FSN (k) =

i
√
1h
1 − 8k ± 1 − 16k .
8

(3.16)

Under certain conditions [123] the blue state undergoes a Hopf bifurcation at


q
√
1 √
FH (k) =
k − 2k − k(1 − 4 k) .
(3.17)
2
For more details see [118, 119, 123, 124]. The bifurcation curves are plotted in
Fig. 3.1 together with the area where we performed our simulations.

3.3.2

Complex patterns

In the vicinity of the bifurcations a variety of inhomogeneous patterns may
appear [123]. These can be observed by setting the initial state of the system
to the red state and adding a finite perturbation that allows the system to
reach a different attractor (for details see Sec. 3.5). The first to systematically
study these patterns in two dimensions was Pearson [116]. Pearson classified the
patterns in 12 types and designated them with Greek letters. In this chapter we
use the same parameters Pearson used for his simulations, except that we will
vary the simulation lattice size to include larger patterns, as will be described
later. The different patterns appear close to each other in the F − k space and
often mix on the boundaries of regions of different patterns. One of the patterns
that was first discovered by Pearson [116] is that of the self-replicating spots (e.g.
Fig. 3.2a). A single spot of high V with a well defined boundary grows until at
a certain point it will split into two spots. The process continues until the whole
simulation area is covered with spots [117]. Depending on the parameters, the
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Figure 3.1: Bifurcation diagram of the Gray-Scott model. The solid line indicates the saddle-node bifurcation and the dashed line the Hopf bifurcation. The
highlighted area is where we perform our simulations. The blue dots are the
position in parameter space of the patterns that appear in Fig. 3.2.

self-replicating spots will either reach an asymptotic fixed point or will start to
flicker in what is known as spatio-temporal chaos [117–119, 125, 126]. Wang and
Ouyang [120] derived a probabilistic description of the spot count in the chaotic
regime as a function of the rate of spot creation and annihilation which were

CHAPTER 3. INFORMATION GEOMETRIC ANALYSIS OF PHASE TRANSITIONS
IN COMPLEX PATTERNS: THE CASE OF THE GRAY-SCOTT
REACTION–DIFFUSION MODEL
56

found to linearly depend on the spot-count. Another group of patterns are the
worm-like patterns (Fig. 3.2b) which grow and fill the entire simulation lattice
and then are fixed. In the parameter space, between the stable self-replicating
spots and the worm-like patterns, a mixed pattern appears which contains both
spots and stripes. This pattern (Fig. 3.2c) is reminiscent of a first order phase
transition, where phase co-existence appears in the transition region. The degree
of mixing gradually increases and then decreases again across the transition.

(a) Self-replicating spots af-(b)
Worm-like patterns.(c) “Mixed-phase” between
ter replication is finished.F = 0.0416, k = 0.0625the self-replicating spots and
F = 0.0392, k = 0.0649(Pearson µ pattern).
the worm-like pattern. F =
(Pearson λ pattern).
0.0404, k = 0.0638 (Pearson
η pattern).

(d) Spatio-temporal chaos(e) F = 0.0175, k = 0.0504(f ) Labyrinthine pattern.
(never
reaches
steady-(Pearson α pattern).
F = 0.0295, k = 0.0561
state).F = 0.0208, k =
(Pearson θ pattern).
0.0576 (Pearson  pattern).

Figure 3.2: Example of patterns found in the Gray-Scott model. These represent the concentration of V . All simulations performed with a grid size of
400 × 400, and Du /Dv = 2.
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In the examples in Fig. 3.2, (a), (b), (c) and (f) patterns are at a fixed point
of the dynamics. The patterns (d) and (e), on the other hand, are a snapshot of
patterns that do not reach a fixed-point. The patterns that appear in the GrayScott are examples of self-organization because they are macroscopic patterns
that appear through the local interactions of the U and V substances [127].

3.3.3

Probabilistic description

In order to construct a phase map using the Fisher information matrix, we follow
Wang [120] in constructing our probabilistic description of the patterns. Wang
treated each spot as an entity and computed the probability for a number of
spots to appear at a unit time. We separate the pattern into similar entities, but
regard not only the self-replicating spots but also the stripes and the labyrinthine
patterns as entities, which we call “blobs”. We take the lattice of V values (the
U value lattice is usually very similar to the V one) and treat it as an image.
To identify a blob we first binarize the image using Otsu’s method[128]. We use
the find_blobs method from the image processing python library SimpleCV 1
to label continuous clusters in the binarized image. We extract the size of each
blob (in pixels) and use a non-parametric estimation procedure to obtain a PDF
of the sizes of the blobs. We assume that the blob sizes are characteristic of
the different patterns and that by observing their distribution we could, with a
high degree of certainty, deduce the type of pattern. We therefore expect the
Fisher information to become large when a PDF changes rapidly and therefore
we will be able to detect the transitions between the patterns. The density
extraction process is depicted in Fig. 3.3. The choice we made of using the blob
size distribution rather than any other distribution is pivotal to our analysis.
Other choices would lead to a different Fisher information map. For example,
we also looked at the distribution of aspect ratios of blobs (ratio of the largest
width/height to the smallest width/height) and at the ratio of the blob area to
its bounding box. These yielded pictures which were similar but a lot less clear
than the blob size distribution (data not shown). This is somewhat similar to
the choice of an order parameter for phase transitions in statistical mechanics,
which is an art and is often not unique [32, page 214].
We assume that the extracted PDF is a function of the parameters F and
k and that we can therefore compute derivatives of it with respect to these parameters by using a finite difference scheme. We use a centered finite difference
scheme and the integration is performed by use of scipy.integrate.quad 2 .
1 http://simplecv.org
2 http://www.scipy.org
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Figure 3.3: Two examples of the density extraction process. The original
images 3.3a and 3.3d are binarized and a blob detection algorithm is run. This
results in a set of blobs (depicted in 3.3b and 3.3e) from which a histogram
of blob sizes is computed and a Gaussian kernel density estimation is used to
obtain the final density function (plotted in 3.3c and 3.3f). First picture at
F = 0.0413; k = 0.0628 and second picture at F = 0.0335; k = 0.0644.
The expression we use for the Fisher information is:
Z
ln p(x|θ + ∆θµ ) − ln p(x|θ − ∆θµ )
×
gµν (θ) =
2∆θµ
ln p(x|θ + ∆θν ) − ln p(x|θ − ∆θν )
×
p(x; θ) dx.
2∆θν

(3.18)

In this expression ∆θµ represents a small increment in either F or k, keeping the
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other fixed (so, for example, θ + ∆θF is interpreted as the probability density at
F + ∆F, k). Following [69] we set the expression under the integration to zero
whenever any of the densities was zero for a given x. An extended discussion
about the use of non-parametric density estimation (such as Kernel Density
Estimations) and using finite difference schemes in the computation of the Fisher
information is given in [1].
Since our premise is that the distribution of blob sizes is typical to the
different patterns, we use the Shannon entropy, defined as:
Z
1
H[p](θ) ≡ p(x; θ) ln
dx.
(3.19)
p(x; θ)
as a way to validate our method. The Shannon entropy (3.19) is a measure of
uncertainty in the outcome of a random variable which is distributed according
to p(x; θ). In our case it represents our uncertainty about the size of one of the
blobs in the pattern. In the stable spots pattern, for example, the uncertainty
is relatively low and so is the Shannon entropy. At the stripe pattern it is high,
since any given blob can belong to a short or a long stripe. This gives us a sort
of an order parameter which, however, is not necessarily related to a change in
the symmetry of the system. This allows us to compare the predictions from
the Fisher information to that of the Shannon entropy. We will typically expect
a line of high Fisher information where the Shannon entropy undergoes a large
change.

3.4

Results

3.4.1

Two dimensional phase map

To get an overview of where in parameter space each patterns is located, we first
plot the Shannon entropy of the blob-size PDF. The Shannon Entropy map for
a simulation grid of 800 × 800 is shown in Fig. 3.4. The Shannon entropy shows
a clear demarcation between different regions in the parameter space near the
saddle-node bifurcation curve. There are two areas with low entropy (blue
regions, one above and one below the saddle-node curve). Both blue areas have
stable localized spots of roughly the same size, but only the spots in the area
containing the (a) pattern are created through self replication. The other spots
are created with a different mechanism, see the Supplemental Material at for
movies showing the evolution of these two patterns. When we move from the
area containing (a) to the area containing (d) there is a well defined boundary
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Figure 3.4: Shannon entropy of the blob size distribution. The black continuous
line is the saddle-node bifurcation curve and the dashed line is the Hopf bifurcation. The Shannon Entropy was calculated for a simulation on an 800×800 grid.
The location of the different patterns from Fig. 3.2 are indicated with ×. The
color-bar is in logarithmic scale. Gray indicates areas with no inhomogeneous
patterns.
where the blue region ends and where the spatio-temporal chaotic regime begins.
The Shannon entropy increases slowly as one moves towards lower values of F
and k since the size of the spots becomes less certain and since half formed
spots are counted as blobs with smaller and more variable areas. We refer to
this transition as “Transition I”. A second interesting transition occurs when
moving from (a) to (b). In this transition the spots from pattern (a) mix with
the stripes of pattern (b) to a varying degree, until there are no more spots and
only stripes remain. As we can see the Shannon entropy increase is much steeper
in this transition, since the blobs turn into stripes of wildly different lengths.
We will refer to this transition as “Transition II”. Examples of transitions I and
II can be seen in Figs. 3.6 and 3.7 respectively.
The different components of the Fisher information matrix and its trace and
eigenvalues are plotted in Figure 3.5. At each point we computed the eigenvalues
and plotted separately the larger eigenvalue (Fig. 3.5e) and the smaller one
(Fig. 3.5f). We also looked into the square root of the determinant of G, which
is the density of distinguishable models [80, 129]. This did not yield additional
insights that we did not see in the other measures, especially the trace (data
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not shown).
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Figure 3.5: The different components of the Fisher information matrix obtained for simulations with grid size 800×800 and periodic boundary conditions.
As can be seen from 3.5c, the off diagonal component is mostly negligible. The
color in all figures is in logarithmic scale.
The main features of the Fisher information maps we see in Fig. 3.5 are
that there are many curves with high values of the Fisher information (“ridges”)
which separate areas of lower FI. Most ridges follow the general curve of the
saddle-node bifurcation line, except for the noticeable ridge separating the selfreplicating spots pattern region (a) and the spatio-temporal chaotic area (d)
(i.e. the ridge representing Transition I). Almost all versions of the Fisher map
show this ridge, but with a varying degree of clarity. Transition II is also clearly
represented by a ridge which appears in almost all representations of the FIM
(except for the GF k component). This is the rather wide ridge where pattern
(c) resides.
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3.4.2

One dimensional transitions

We constructed the two dimensional phase map by simulating the different patterns that appear in all the different parameter values we were interested in.
Often we do not have complete knowledge of the surrounding patterns and only
observe one instance of the system at a time. In these cases, it can be useful
to look at a one dimensional plot of the Fisher information along a given trajectory. This can happen, for example, when we observe a natural system over
time. Then we could treat the observation time as the parameter θ and compute how much we know about the observation time from the distribution p. As
an example we plot the Shannon Entropy and the Fisher information interval
along two trajectories. One crossing Transition I and the other Transition II.
We define the Fisher information interval in analogy with special relativity [54]:
ds2 = Gµν dθµ dθν .

(3.20)

It is an invariant measure that represents the squared distance along the path
described by dθµ . To compute the interval we first defined the start and end of
the path p1 = (k1 , F1 ) and p2 = (k2 , F2 ) respectively, then computed the unit
vector connecting p1 and p2 : dr̂ = (p2 − p1 )/||p2 − p1 ||. And finally the vector
dθµ = (dk, dF ) · dr̂. dk and dF are the lattice spacings in parameter space and
|| · || is the usual norm in R2 .
Transition I: self replicating spots to spatiotemporal chaos
The first one dimensional transition we analyze is Transition I, which we define
between the stable, self-replicating, spots and the chaotic spots. One such trajectory crossing the transition is plotted in Fig. 3.6. Point (a) (at parameter values k = 0.06141, F = 0.027136) is located within the fixed spots area close to the
transition and point (d) (at parameter values F = 0.0238191, k = 0.05869347)
is located within the chaotic spots area, also not far from the boundary. On
the top left of Fig. 3.6 we plot the Fisher interval going from point (a) to point
(d). At point (b) the interval starts increasing and at point (c) it reaches a
maximum, after which is slowly decreases again. On the same graph we plot
the Shannon entropy of the blob size PDF. The Shannon entropy is lower in the
stable phase than in the spatio-temporal chaos, as can also be seen in Fig. 3.4.
This is due to the increased uncertainty in blob sizes in the chaotic regime.
We inspected the patterns on both sides of the transition visually and as a
function of time and it does indeed seem to capture the transition in the correct
location. To verify this quantitatively we define an order parameter. Since the
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nature of the transition is dynamic (i.e. the time dependence of the pattern is
different in both phases) we simulate the system further in time. We divide
the trajectory from (a) to (d) to 100 points at each point run the simulation
for 50, 000 warm-up time steps for it to reach the state in which we computed
the Fisher information. We then continue the simulation an additional 2, 000
time steps, computing the blob-count every 20 time steps. From these samples
we compute the standard deviation of the blob count. The rationale is that for
the stable spots the variability of blob count should be zero and at the chaotic
regime it is non-zero. This is plotted on the bottom left in Fig. 3.6, below the
Fisher interval plot. We also plotted vertical lines that indicate the position of
points (b) and (c). Because of the demanding computation time we performed
the validation run on a 400 × 400 grid as opposed to the 800 × 800 grid from
which the Fisher interval is computed. The blob-count indeed remains constant
between (a) and (b). It then gradually becomes more variable as we go deeper
into the chaotic regime. The increase in blob-count variability coincides with
the rise in Fisher interval which we interpret as a verification that indeed the
transition begins at this point.

Transition II: self-replicating spots to stripes
The second trajectory we chose crosses what we term Transition II. As the first
transition, it starts in the self-replicating spots area (at a different point (a)
which is located at parameter values k = 0.0652 and F = 0.0395) and crosses to
the area of the stripe patterns to point (d) which is located at k = 0.0632, F =
0.0428. Along the trajectory the patterns evolve from completely spots to a
mixed spot-stripe region and finally reach a region without any spots. Again
we plot the trajectory in Fig. 3.7, along with the Fisher interval and Shannon
entropy (top left). The Fisher interval clearly increases between points (b) and
(c) which this time designate visually selected points of the start and end of the
region where the Fisher interval is high. The Shannon entropy again increases
across the transition and is higher in the stripe phase in comparison with the
self-replicating spot phase. Below the Fisher interval and Shannon entropy plots
we draw a part of the patterns that appear at points (a) through (d). This helps
to provide a visual verification of the position of the transition. Point (b) is the
first point with stripes appearing together with the spots and point (c) is one
of the last with spots.
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Figure 3.6: One dimensional snapshot of Transition I, starting from point
(a) to point (d), crossing the ridge defining the transition. Point (b) represents
the onset of the rise of the Fisher information and point (c) represents the
maximum of the Fisher information along the line. Top left figure - the line
element ds2 = Gµν dθµ dθν connecting (a) and (c), and the Shannon entropy
along the line. Bottom left plot represents the standard deviation in the blob
count from a continued simulation along the line, as explained in the main text.
The vertical dashed line in both plots represents the position of (b) and (c). The
plot on the right is the same line element ds2 plotted for the entire simulation
region. The blue line is the line plotted on the left. Points (a), (b), (c), and (d)
are also indicated.
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Shannon Entropy and Fisher Information
It is tempting to compare the Shannon entropy and Fisher information in terms
of how well they capture the transition. Both can be used as indicators, the
Shannon entropy indicates a transition when its average value changes significantly and the Fisher information by rise and subsequent decrease in its value.
We would like to note that, following the discussion earlier, the Fisher information acts as a susceptibility measure (as the magnetic susceptibility would
act in an Ising model) and the Shannon entropy as an order parameter (as the
magnetization would in an Ising model). We can however hypothesize that it
is possible to find a transition between patterns in which the Shannon entropy
is constant but the Fisher information peaks. For example, if the average blob
size changes abruptly but the variance in blob sizes remains fixed. In that case
the Shannon entropy would not catch the transition but the Fisher information
would.

Figure 3.7: One dimensional snapshot of Transition II. Top left is a plot of the
interval ds2 = Gµν dθµ dθν and the Shannon entropy along the line connecting
point (a) in the stable self-replicating spots area and (d) in the stripes area.
Points (b) and (c) represent the onset of increase of Fisher information and the
point where the Shannon Entropy reached its maximal value. The images on the
bottom represent zoomed-in depictions of the patterns appearing in all indicated
points.
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3.4.3

Effect of the simulation grid size

The size of the simulation grid, which we varied in our experiments from 256 ×
256 up to 1600 × 1600 has a large effect on the resulting phase map. Small grid
sizes result in a fairly noisy Fisher map, whereas larger ones give a smoother
map with better defined “ridges” which demarcate the different phases. We
suspect this is a result of too few blobs appearing in the smaller grids. Because
simulating large grid sizes requires considerable computation time (the 1600 ×
1600 took about a month on a cluster running on approximately 800 cores
simultaneously), one has to find a balance between accuracy and computational
time. We found that a grid size of 800 × 800 provided good results.
In order to compare the results obtained for each of the grid sizes, we plot
the trace of the Fisher information matrix obtained from the computation of
the different grid sizes. This is presented in Fig. 3.8. At 256 × 256 there is
quite some noise from large peaks of the Fisher information. The 400 × 400 grid
already provides a much better resolution of the ridges, which improves even
more at the 800 × 800 grid. The 800 × 800 grid also shows the highest contrast
in Fisher information between “ridge” and “valley” regions. As we go to the
largest grid size we used, 1600 × 1600, it seems that some of the well-defined
ridges become less well defined. We suspect that this might happen because
the system did not have sufficient time to reach equilibrium, even though each
simulation was run for 200, 000 time steps.

3.5

Methods

The Fisher information is obtained by performing simulations on the parameter
range where inhomogeneous patterns appear in the Gray-Scott model. The
parameter space was divided into an evenly spaced 200 × 200 grid with F ∈
[0, 0.06]; k ∈ [0.04, 0.07]. The diffusion coefficients were held constant at Du =
0.16; Dv = 0.08 such that Du /Dv = 2. We performed a simulation at each
point of parameter space, starting with identical initial conditions (same seed)
and repeated for the same number of time steps (depending on the simulation
grid size). The simulation was started with an initial condition of the red state
(u, v) = (1, 0) with a finite perturbation in the form of a 20 × 20 square in the
center of the simulation grid in the state (u, v) = (0.5, 0.25) and an additional
Gaussian noise with an amplitude of 0.05 covering the entire simulation grid.
This initial state was then evolved by integrating numerically Eq. (3.12) using an
Euler scheme until the final state was reached. We repeated the experiment with
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Figure 3.8: Comparison of different grid sizes. Trace of the FIM.
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different simulation grid sizes, ranging between 200×200 up to 1600×1600. The
simulation times ranged from 50, 000 time steps (for the smallest grid sizes) to
200, 000 for the 1600 × 1600 grid. This was chosen such that the self-replicating
stable spots will fill in the entire simulation window. The simulations were
performed on the Lisa cluster run by SurfSara 3 . The python code to perform
the simulation is based on the code found at 4 .
For each simulation we extracted the PDF by following the steps described
in Section 3.3.3. We used the Python package SimpleCV for the binarization and
blob detection of the images and scipy.stats.gaussian_kde for the computation of the PDF from the blob sizes. The computation of the Fisher information
from the PDF followed the description in [1] and the code for this computation
is available online at 5 . As mentioned in Sec. 3.4 we also computed the Shannon
entropy for each PDF we obtained. This was done by simple integration of the
PDF using Eq. (3.19) and the Python function scipy.integrate.quad.
In addition to the Gaussian KDE, we used the novel density estimation
method DEFT [104], and tried two different ways to integrate Eq. (3.18) - once
as it is written in Eq. (3.18) and once by first performing the differentiation of the
logarithm (replacing ∂µ ln p with [1/p]∂µ p) before defining the finite difference
scheme. As is described in [1], the first method yields better results for Gaussian
KDE and the second for DEFT. We eventually used the results obtained from
the Gaussian KDE rather than the DEFT ones because finding the correct
parameters for DEFT for all parameter values was difficult, since both the range
of blob sizes and the number of blobs in each simulation in each parameter value
varied too much.

3.6

Conclusions

In this chapter we explore the use of the Fisher information matrix to capture transitions between different patterns in the Gray-Scott model. The use of
Fisher information for this purpose is inspired by an analogy with phase transitions in thermodynamic systems and follows the work by Prokopenko et al. [66].
The main purpose of the study was to test whether such a description is feasible
in a system whose probabilistic description is not derived from the microscopic
dynamics and where no statistical model is assumed. We find that at least in
the case of the GS model with the choice of blob-size PDF as a probabilistic
3 https://userinfo.surfsara.nl/systems/lisa/description
4 http://www.loria.fr/~rougier/teaching/numpy/scripts/gray-scott.py
5 http://uva.computationalscience.nl/research/software/npfi
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description, this seems to be indeed possible.
The main difficulty in using this approach to produce the entire phase map
is that it is computationally very demanding. The very smooth phase map
only really appears at grid sizes of 800 × 800 which requires long computation
runs. A more conceptual difficulty is that once we obtain the maps, their exact
interpretation is not trivial. The value of the Fisher information ranges over
many orders of magnitude (between 103 and 109 ) and there is no theoretical
value to compare with.
The strength of the method lies in that it manages to capture various types
of transitions with the same metric. We did not have to define specific order parameters for the different patterns. It also captures our intuitive understanding
of a “phase transition” as a large change in the statistical properties of a system
when the underlying “external” parameters are changed.
In the one-dimensional cases, it seems that the Fisher information does indeed capture essential features of “pattern transitions” in that it gives a clear
signal in the form of a peak between two regions of low Fisher information. It is
especially interesting to note that the Fisher information predicts an exact position for the transition to spatio-temporal chaos, as depicted in Fig. 3.6, since
this transition is dynamic in nature. Further mathematical analysis similar to
the one done in [125, 126] for the two-dimensional Gray-Scott model might be
able to confirm the exact position of the transition line and compare it to the
one detected by the FI.
Our results suggest that Fisher information can indeed serve as a generalized susceptibility measure in the study of complex systems. Because very few
assumptions about the underlying dynamics are necessary it is an ideal tool for
detecting different regimes even in the absence of an assumed statistical model.

70

71

Chapter

4

Questionnaire analysis using
information geometry
This chapter is based on Questionnaire analysis using information geometry, O. Har-Shemesh, R. Quax, J. S. Lansing and P. M. A. Sloot, in preparation for Proceedings of the National Academy of Sciences of the United
States of America (PNAS) (2017) [3].

Abstact
We present a method to analyze responses to questionnaires based on information geometry. In contrast to established methods, such as Multiple Correspondence Analysis and Factor Analysis, which are based on the correlation matrix,
our method takes into account the entire shape of the underlying probability
distribution. The results of our method, therefore, can uncover patterns that are
due to non-linearities in the underlying space of probability distributions. We
validate our method using a simulation of probability distributions that have a
non-linear relationship between them. The results of the simulation show that
our method is capable of reconstructing the non-linear pattern. They further
show an effect of “bunching together” of the distributions as reconstructed using
Multiple Correspondence Analysis. We then apply our method to two complex
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data sets, one from an anthropological survey conducted amongst rice farmers
in Bali and the second from the HELIUS study, a cohort study on health conducted in the city of Amsterdam. The results from the survey in Bali suggest
that previous analyses using Principal Component Analysis showed the same
“bunching” effect we saw in our simulation. Using our method more structure
was uncovered which was later validated with qualitative anthropological data.
The HELIUS study results demonstrate that the method can uncover differences
between different ethnic groups in Amsterdam.

4.1

Introduction

Questionnaires are an invaluable tool in (social) science and in many if not
all branches of industry and nonprofit organizations. They find a wide range
of applications in sociology, ethnology, neuroscience, psychology, epidemiology,
market research, customer satisfaction surveys, and many other fields. Nowadays, more than ever, questionnaires are distributed through online platforms
that make it easy to collect large amounts of responses with very low investment
of resources [130, 131].
While designing and distributing questionnaires has become common practice, the extraction of insights from these questionnaires is far from trivial. Standard tools such as Principal Component Analysis (PCA) [132, 133], Multiple
Correspondence Analysis (MCA) [134], Exploratory Factor Analysis (EFA) and
Confirmatory Factor Analysis (CFA) [133] are routinely used in such analysis,
but do they tell the whole story?
Beyond the simple mean responses of subjects to questionnaire results, the
goal of the analysis is to uncover the hidden structure that determines why
people respond to the questionnaire the way the do, and what can we learn
from this structure. As a concrete example, in [135], a large scale food frequency
questionnaire was analyzed using MCA to extract eight “dietary profiles”. These
dietary profiles, that depend on the dietary patterns, can then be used to further
study the development of diseases and risk factors with individual diets. As
another example, in factor analysis, a model is constructed from several hidden
factors. For each question a score is calculated that measures the contribution
of each of the hidden factors to the probability of the responses to it. This
model together with the scores is then the hidden structure that is uncovered.
All these methods rely on the construction of a correlation matrix, either
between all individuals or between all questions in the questionnaire [133]. The
correlation matrix, however, contains only information about the first and sec-
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ond moments of the underlying statistical distribution.
We propose a different approach to the analysis of questionnaire data. We
view each response as a random variable, independently drawn from an unknown probability distribution. By dividing the respondents into groups and
estimating the probability distribution for each group separately, we go beyond
analysis of the correlation matrix and take the entire distribution into account.
This approach is inspired by the Fisher Information Nonparametric Embedding
(FINE) algorithm [89]. It is an exploratory method that does not require the
assumption of a model (like MCA, but unlike Factor Analysis) and is capable
of extracting non-linear relationships between the different groups. More importantly, Fisher information has been linked with regime shifts in statistical
mechanics and complex systems [49, 66, 81, 136, 137], so that describing questionnaires in terms of Fisher information can lead to the study of regime shifts
in social systems in a natural way.
In the following, we first describe the proposed algorithm, that takes as
input the responses to the questionnaire and show results of simulation studies
of the algorithm. We then present the analysis we performed on two important
examples, namely the survey conducted amongst rice-field farmers in Bali [138–
142] and the SF-12 questionnaire that was distributed as part of the large scale
HELIUS study1 whose goal is to understand the differences in health of different
ethnic groups in Amsterdam [143].

4.2

Respondent groups as a statistical manifold

For simplicity we focus on questionnaires in which all questions are categorical
variables (i.e. each question has a discrete set of answers)2 . We designate by
I a string that encodes the response of a participant to the questionnaire. An
example of such a response string can be I = abbc which means that the first
question was answered by a, the second and third by b and he fourth by c. We
designate the probability of obtaining a specific string I by pI . Since we are
interested in different groups of respondents, we designate the probability of
obtaining string I in group k by pkI . Because probabilities are normalized,
X
I

pkI = 1 ∀k.

(4.1)

1 http://www.heliusstudy.nl/en/home
2 Extending the method to continuous variables, for example, requires using a different
estimation procedure of the distribution functions and the distance matrix (4.3).
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Here, and in the rest of the chapter, the sum over I extends over all possible
responses to the questionnaire.
Eq. (4.1) has a geometrical interpretation which we now use in our analyq

sis [50]. Instead of using the quantities pkI we look at their square root ξIk ≡ pkI .
Then Eq. (4.1) becomes the equation of the unit-hypersphere:
X
(ξIk )2 = 1.
(4.2)
I

Since this holds for all possible probability distributions over the strings I, this
implies that any probability distribution of the form ξI can be interpreted as a
point on the positive quadrant of the hypersphere described by Eq. (4.2). The
set of all possible distributions over I is called the statistical manifold (SM) and
is studied as a differential manifold in information geometry [49, 50].
We are not interested in the entire SM, only in the subset (or sub-manifold)
of distributions that actually represent groups of respondents. Our assumption is that there is a pattern to the responses which dictates what form the
distributions will have. In other words we assume that all actual group distributions belong to a family of probability distributions, and that the differences
between the groups are related to the parameter values of the family. Since we
do not wish to make any assumptions about the form of the family, we focus on
reconstructing the statistical manifold in a non-parametric way.
Our proposed method is the following: we have a set of K points ξ k on the
hypersphere (each point represents a group of questionnaire respondents). The
dimensionality of the hypersphere is typically very high, because the number of
possible strings I is exponential in the number of questions. However, if there
is a pattern in the structure of the distributions they will occupy a much lower
dimensional slice of the complete SM. For example, if all distributions can be
parametrized by a single number, they will all lie on a curve in the SM. We
wish to extract this lower-dimensional representation of the SM. In order to do
that, we will use the distances between the different distributions on the SM
and perform multidimensional scaling (MDS) on the distance matrix [89, 132].
The appropriate distance on the SM is the Fisher distance [50], which for
discrete distributions lying on the unit hypersphere is the arc length of the great
circle connecting every two distributions. This is the inverse cosine of the angle
between the distributions [144]:
!
X
−1
i j
Dij = cos
ξI ξI .
(4.3)
I
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The algorithm we propose is presented in Algorithm 1.
Algorithm 1 Fisher Information Embedding

6:

Input: Table with questionnaire responses.
Divide respondents to K groups (either using externally defined criteria or
based on some of the categorical variables).
for i ∈ [1, . . . K] do
Estimate square root probabilities ξ i .
for i, j ∈ [1, . . . K] do
P

i j
Calculate Dij = cos−1
ξ
ξ
I I I

7:

Calculate embedding E = MDS(Dij , ddim )

1:
2:
3:
4:
5:

There are several important considerations when applying this algorithm,
which we will now address.

4.2.1

Estimation of the probabilities

As was mentioned above, the number of possible responses I grows exponentially with the number of questions in the questionnaire. This makes the direct
estimation of the string probabilities difficult since ideally one should have many
more samples than probabilities. In what follows we assume that the questions
are independent, such that the probabilities factorize. For the purpose of this
article this is sufficient, but more sophisticated methods can also be considered.
Especially when strong correlations between questions exist, one can consider
relaxing the independence assumption for those strongly-correlated questions.

4.2.2

Dimension of the embedding

When performing multidimensional scaling, we have to choose the dimension of
the embedding. While only two or three dimensions can be easily visualized,
sometimes the dimensionality of the distance matrix is higher. There are multiple methods to determine the ideal number of dimensions, for instance by using
a scree plot. We refer the reader to the literature on MDS for an overview of the
possible methods [132]. In the example of the Bali rice fields that we present
later on, the dimensionality of the data is quite high (at least 8 dimensional).
Since the dimensions are not naturally ordered by variance (unlike the case of
PCA), one can then use other methods to obtain a lower dimensional embed-
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ding. For example, we use PCA on the full 19-dimensional embedding to obtain
the most informative two dimensional embedding.

4.2.3

Method of dimensionality reduction

We use Classical MDS to obtain the coordinates of the groups from the distance
matrix, however, there are many other dimensionality reduction algorithms that
might be appropriate. For a full discussion of these in the context of the reconstruction of the statistical manifold see [89, 145].

4.3

The simulation framework

In order to test our model and compare it with different approaches we developed a simulation framework based on the idea of the statistical manifold.
We parameterize the positive quadrant of the unit hypersphere with generalized
spherical coordinates:
ξ1 = cos(φ1 )
ξ2 = sin(φ1 ) cos(φ2 )
ξ3 = sin(φ1 ) sin(φ2 ) cos(φ3 )
..
.

(4.4)

ξN −1 = sin(φ1 ) · · · sin(φN −2 ) cos(φN −1 )

ξN = sin(φ1 ) · · · sin(φN −2 ) sin(φN −1 ).

Each angle φi is in the range [0, π/2] to stay in the positive quadrant and there
are in total N − 1 angles for N possible strings (since one probability is fixed
by the normalization condition).
Our goal is to simulate responses to a questionnaire coming from different
groups in a controlled way, such that we will have a ground-truth to compare
with. Since we wish to be able to visually inspect the results we would like
the low dimensionality embedding to be at most two dimensional and we would
like to have a non-linear relation between the positions of the groups on the
statistical manifold. By choosing a one-parameter family we ensure that there
will be a relatively simple embedding. For our studies we chose the following
family, by parametrizing the angles φi :
(
π
sin2 (mπt)
i=κ
(4.5)
φκi (t) = π2
i 6= κ.
2t
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(a) Curve with κ = m = 1 (b) Curve with κ = 1, m = 2 (c) Curve with κ = m = 2

Figure 4.1: An example of the curve Eq. (4.5) in three dimensions with values
of κ = 1, 2 and m = 1, 2.
The parameter t ∈ [0, 1] is the parameter of the family of probability distributions. The parameter κ = 1, 2, . . . , N −1 allows us to obtain different families by
changing the angle that is proportional to the sine squared term. The parameter
m defines the non-linearity of the family by tuning the number of oscillations
the sine will go through on the interval [0, 1]. Examples of the curve Eq. (4.5)
for a three dimensional hypersphere are given in Fig. 4.1.
The dimensionality N of the hypersphere is determined by the number of
simulated questions NQ in the questionnaire and the number of possible answers per question NA . We choose K values on the curve (either uniformly or
randomly). For each of the K groups, we compute the probabilities pkI = (ξIk )2
by using Eq. (4.5) and Eq. (4.4). We then generate responses based on these
probabilities and apply our algorithm to these simulated responses, with the
goal of comparing the resulting embedding with the curve in Eq. (4.5).

4.4

Simulation Results

We performed various simulations, and compared our results both with the
theoretical ground-truth and with MCA. We chose MCA because it is suited
for analysis of categorical variables and does not require the assumption of a
model. In addition to visually comparing the obtained embeddings we calculated
Pearson’s correlation coefficient between the theoretical distance matrix and the
one we computed from the low-dimensional embeddings.
We compare the embeddings visually for a very low number of groups and

78 CHAPTER 4. QUESTIONNAIRE ANALYSIS USING INFORMATION GEOMETRY

respondents (K = 20 groups, with 25 responses per group) and a much larger
number of groups K = 50 with 50 responses per group. The results are presented in Fig. 4.2. The left column represents the embedding (performed with
MDS) based on the theoretical (exact) distance matrix computed from the probabilities in Eq. (4.5). The center column is the embedding computed from the
estimated probabilities from the questionnaire and the right column are the
MCA results computed from the same simulated questionnaires as those in the
middle column. The colors represent the degree of dependence between questions as measured by the multipartite information, defined as:
MI ≡

X
I

pI (q1 , q2 , . . .) ln

pI (q1 , q2 , . . .)
pI (q1 )pI (q2 ) · · ·

(4.6)

with pI (q1 , q2 , . . .) representing the full joint probability over all questions and
pI (qi ) represents the marginal probability of question i. As a goodness of fit
measure we calculate the Pearson correlation between the Fisher Information
(FI) and MCA results and the theoretical distance matrix. All results have
been rotated, reflected and scaled using the Procrustes algorithm to facilitate
the comparison [132].
From the simulation results we learn that our method manages to capture
important aspects of the original statistical manifold with high accuracy (correlation typically larger than 0.9), even when the number of groups and the
number of respondents are relatively low. From comparison with MCA we see
that the groups with low multipartite information tend to be grouped together
and those with high multipartite information tend to be better separated and
also resemble the theoretical manifold. It is to be expected since one of the
premises for the validity of using MCA is that the questions should be correlated [134]. We will see this bunching together also in results based on real data
where we have no theoretical expectation.
We have conducted several studies into the dependence of our method on the
number of samples, the parameter m and the number of groups. These appear
in the Supporting Information (SI). All indicate that the method performs well
for all values of these parameters. We also ran comparisons with MCA in the
part of the manifold where there is high multipartite information and these have
indeed improved MCA, but not more than FI. See SI for details. We have also
used PCA with the same samples. PCA performed better than MCA when we
used an encoding for the responses of consecutive natural numbers (1, 2, 3, . . .)
and a nonlinear kernel PCA performed as well as our method for some of the
cases, but this is highly depended on the chosen encoding. If we changed the
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Figure 4.2: Low dimensional embeddings of the curves with κ = 1, 2, N − 1 for
K = 20 and K = 50 groups. For all simulations m = 3, NQ = 8 and NA = 3.
The simulations with K = 20 had 25 responses per group and the simulations
with K = 50 had 50 responses per group. Colors represent the multipartite
information for each distribution along the line.
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encoding to 1, 10, 100, for example, kernel PCA gave bad results. This suggests
that when the values are clearly ordinal with linear spacing between them PCA
can also be considered, but when there is no natural encoding (i.e. the variables
are purely categorical), PCA should not be used.

4.5

Rice fields in Bali

On the island of Bali in Indonesia an ancient irrigation system operates that
delivers water down the mountain to a network of rice paddies. The system is
maintained by farmers that are organized in collaborative groups called Subaks [138–142]. The size of a Subak varies between less than 50 and more than
600 farmers. The members of the Subaks hold regular meetings where they
plan their planting and harvest schedule, as well as water allocation and usage.
The Subaks lying closer to the water source up the mountain control how much
water is transferred to lower lying Subaks downstream. The planting schedule
is affected by two main considerations, availability of water and pest control.
By synchronizing the harvest, the farmers fight pests by simultaneously flooding their fields, thus depriving the pests of food sources. A larger flood area
is better for fighting pests, but requires a lot of water, which might be scarce
during the dry season. The Subaks are connected via an irrigation system and
are interdependent for fighting pests and regulating water usage. The Subak
system can therefore be viewed as a complex adaptive system [138–142].
Not all Subaks function equally well. To understand the different factors influencing the successful functioning of the Subak, and to catalogue the different
dynamical regimes in which they operate, the anthropologist Stephen Lansing
and colleagues conducted a questionnaire amongst 20 of the Subaks. The questionnaire contained 36 questions about the social and technical aspects of the
Subak maintenance. On average 25 respondents were enlisted from each Subak.
In a previous study [140], the questionnaires were analyzed using PCA and
three dynamical regimes were detected (collaborative, semi-defective and dysfunctional). Notably, most Subaks belonged to the collaborative regime whereas
only two Subaks were identified in each of the two other regimes ("Kulub Atas"
and "Mantring" in one regime and "Betuas, Keramas" and "Selukat" in the
second regime).
In collaboration with anthropologist Stephen Lansing and his team, we repeated the analysis presented in [140, 141] first by using MCA and then using
FI. This is presented in Fig. 4.3. The four aforementioned outliers remain so
in the MCA analysis (see right-hand side of Fig. 4.3). In addition, the Subak
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"Dukuh, Kapal" stands out as a possible outlier in MCA. For the FI analysis we
first conducted dimensionality analysis using a scree plot. That suggests that
the Subak data is at least eight dimensional. We therefore first obtained an
embedding without dimensionality reduction (since there are 20 subaks, they
span at most a 19-dimensional manifold which we used for the MDS) of the
Subaks on the statistical manifold. We then reduced the dimensionality of the
embedding to two, for visualization purposes, using PCA, retaining 51% of the
variance. This is presented on the left hand side plot in Fig. 4.3.
As we saw in our simulation results, our method shows more structure in
comparison with MCA (or PCA), which has most Subaks collapsed together.
In comparison with the outliers mentioned above, the Subak "Pakudui" stands
out repeatedly (also when analyzing subsets of the questionnaires, data not
shown). We then looked back into the ethnographic data and find the reason
why Pakudui stands out. Pakudui is composed of two social groups of farmers.
There has been a long standing dispute between the two groups about some of
the lands of the Subak that are near the temple on the grounds of the Subak.
The dispute is so severe that one group refused to allow a member of the other
group to be buried in the cemetery for two days until police intervened. This
remarkably does not impact the ability of the groups to work together and
maintain the Subak 3 .

4.6

HELIUS study

The HELIUS study is a large scale epidemiological health study conducted in
the city of Amsterdam [143]. Its main goal is to understand the differences
between health outcomes for people of different ethnic origin who live in Amsterdam. Amongst others, the participants were asked to fill in the standard
SF-12 questionnaire [146, 147]. The questionnaire, which is composed of 12
questions, estimates the self-reported health of participants in the physical and
mental health dimensions.
We used data from 23, 056 individuals of Dutch, South-Asian Surinamese,
African Surinamese, Ghanaian, Turkish, and Moroccan ethnic origin, all residing in Amsterdam. We use these six ethnicities together with other data to
construct the groups necessary for our analysis. The additional data included
smoking (non-smoker, ex smoking, smoker), educational level (divided into four
categories), sex, and chronic disease count (0, 1, 2, and 3 or more). We obtained different embeddings based on different choices of categorical variables
3 Private

communication from Stephen Lansing.
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Figure 4.3: Comparison of MCA and FI in the analysis of the data collected
on the Subaks in Bali. The Subaks that were previously identified as belonging to different regimes are highlighted, in addition to newly discovered outliers
"Pakudui" and "Subak Dukuh, Kapal". The color scale indicates the elevation
of the Subaks which indicates their dependence on other Subaks to provide water.
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and compared the results with MCA for the same groups as well as previous
results obtained using Factor Analysis 4 .
As was observed in our simulation studies and in our work on the Subaks,
generally speaking, MCA and our embeddings seem to agree on the general
structure of the data, however, some significant outliers stand out in our method
which are not captured by MCA. For example, when dividing the participants
into groups based on ethnicity and smoking, the resulting embedding is mostly
concentrated along a line. As is seen in Fig. 4.4, however, the group of Ghanaian
ethnicity stands out away from the line in our embedding but not in MCA. The
difference of the Ghanaian from all other ethnic groups has also been observed
by other, more elaborate, analysis. The advantage of our method is that it
points immediately to these differences resulting from the non-linearities in the
dataset, without much effort, and allows to pursue more elaborate analysis in
order to understand the origin of these differences. In the SI we discuss the origin
of the Ghanaian difference by iteratively removing questions from the analysis
and measuring the distance of the Ghanaian cluster’s center of mass from a
linear regression fit of the rest of the ethnicities. There were six questions that
contributed the distance between the Ghanaian’s and the rest of the ethnicities.
Of these six, three have come up in previous studies using Factor Analysis 5 .
In addition to the nontrivial difference between the Ghanaian and the other
ethnic groups, we see that in the FI picture, the ethnic groups hardly overlap. This can be interpreted to indicate that the differences between the ethnic
groups is more important than that between smokers and non-smokers.

4.7

Conclusions

In this chapter we present a method for the exploratory analysis of questionnaires based on the statistical manifold. To apply the method we first divide the
respondents of the questionnaire into groups, estimate the statistical distribution
of responses in each group, calculate the Fisher (cosine) distance between the
distributions and then perform dimensionality reduction using multidimensional
scaling. We also present a simulation framework for validating the method and
compare our results with MCA. We then analyze two different real data sets,
the Balinese Subak questionnaire and the SF-12 questionnaire from the Helius
study and show that in both cases our method is better able to detect outliers
than MCA.
4 H.
5 H.

Galenkamp, private communication
Galenkamp, private communication
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Figure 4.4: Low-dimensional embedding of the responses, divided into ethnic
groups and smoker status. Smoker status is designated by square, triangle and
circle which stand for "never smoked", "quit smoking" and "currently smoking"
respectively. The Ghanaian group is highlighted by an ellipsis on the left plot.
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In comparison with MCA, our method tends to show more meaningful structure for the different groups. We observed in our simulation studies that MCA
tends to collapse distributions whose multipartite information is low, whereas
our method did not. Since one of the premises of MCA is that the questions
should be correlated, this is to be expected. Our method, however, does not
have such limitations.
Most steps of the application of the method may be altered and combined
with other methods to fit the circumstances. The probability estimation step
can be expanded to deal with highly correlated questions if there are sufficient
data points to estimate joint distributions and can be extended to continuous
variables. Classical MDS can be replaced with other dimensionality reduction
techniques depending on the circumstances [89] or combined with PCA (as in
the Subak example). Dimensionality estimation techniques such as a scree plot
can be replaced with more sophisticated methods such as multiscale geometric
methods [148].
The method yields good results with a relatively low number of groups and
respondents per group, in sizes that are comparable to real-life questionnaire
group sizes (25 respondents per group with 20 groups). This is an important
result of this study, since the FINE algorithm that inspired this method, requires
the statistical manifold to be well-sampled (i.e. that the number of groups and
data points per group to be large) [89].

4.8

Supporting Information

4.8.1

The Simulation Framework

Additional details for the simulation framework
The simulation framework that was presented in the main text is a one-dimensional
curve on the statistical manifold which is parametrized by a generalization of
spherical coordinates to higher dimensions. In order to simulate questionnaires
based on Eqs. (4.4) and (4.5) in the main text we follow the following steps.
We first choose the number of questions NQ to include in the questionnaire and
chose the number of possible answers per question. In principle this can vary
for each of the questions, but for simplicity we fix it at NA for all questions.
The number of possible answer strings (designated as I in the main text) is then
N
N = NA Q . This defines the dimensionality of the hyper-sphere and the number
of angles necessary to define the parametrization.
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We now need to choose the parameters of the curve we want to use for the
simulation. These include the non-linearity parameter m, the angle which will be
proportional to the sine function κ and the number of groups K on the curve.
To simulate answers to the questionnaire, we first calculate the probabilities
K 2
pK
i = (ξi ) according to (4.5). Then, for each response we obtain a random
number which is uniformly distributed on the interval [0, 1]. By dividing the
K
K
interval to N parts, with pK
1 being the first division point, p1 + p2 the second,
and so on, we obtain a number between 0 and N − 1 according to which part
the random number is (zero for the first segment, i.e. if the random number
K
K
K
r ≤ pK
1 , one if p1 < r ≤ p1 + p2 and so on). This number we then encode into
the string I according to the following scheme, as exemplified in Table (4.1) for
three questions and three possible answers per question, encoded as a, b or c.

Table 4.1: Example of an encoding for a questionnaire with three questions
and three answers per question.
Number

Q1

Q2

Q3

0
1
2
3
4
···
25
26

a
a
a
a
a
···
c
c

a
a
a
b
b
···
c
c

a
b
c
a
b
···
b
c

We then repeat this procedure according to the number of responses we
want to simulate for each group. To then apply our method on the simulated
questionnaires, we estimate the probability distribution for each group from
the simulated responses. For the example given in the main text, we use the
frequency counts for each question to estimate the marginal distribution per
question in the group, and then multiply them to obtain the joint distribution
assuming each question is independent from the rest. From then on we proceed
as in the main text, calculating the distance and applying MDS to obtain the
lower dimensional embedding.
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Dimensionality analysis
As a first step when using our method, it is recommended to perform dimensionality analysis on the data set in order to set the number of dimensions of
the MDS. As mentioned in the main text, there are many ways to perform this.
Here we use a scree plot on our simulated results. We compare three quantities,
which are all indicative of the dimension, in order to see how they perform and
whether they all agree. The results are presented in Fig. 4.5. The first is the
stress. This is a standard measure from the theory of MDS and indicates the
difference between the true distance matrix and the embedded one in the given
number of dimensions. A good measure of the dimensionality is to plot this as
a function of the dimension and look for the point where the reduction in stress
becomes small. Alternatively, one should look for a point where there is an
“elbow” in the plot, i.e. a point where the rapid reduction in stress is replaced
with a much slower one.
The second measure is the correlation between the distance matrix at a low
dimension and that at the maximum possible dimension. The maximum possible
dimension for N groups is N − 1, since any group of N points can always be
embedded in an N − 1 dimensional space. The intuition behind this measure
is that the correlation between the highest dimensional possible embedding and
a lower dimensional one will continually increase as the number of dimensions
increase. When the correlation curve flattens, there is no new information that
can be gained by going to higher dimensions.
The third one, which can only be calculated in our simulation framework is
the correlation with the true distance matrix. This is indicative of how much
“ground truth” is obtained by embedding. We added this as a control, since if
this graph indicated a different dimensionality than the other ones, we would
need further investigation as to the causes of this discrepancy. Unlike the correlation with the maximal dimension embedding, we do not expect this to reach
1.0 at the high-dimensional limit.
Our interpretation of the scree plot results is that all three measures indicate
that the best embedding is two dimensional, with small increases when turning
to three dimensions.
Parameter variation studies
In this section we present results of a systematic study of the performance of the
method for varying the non-linearity parameter m, the number of responses per
group and the total number of groups. We use the Pearson correlation between
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Figure 4.5: Scree plot to determine the dimensionality of the data set.
the theoretical embedding and the FI/MCA embedding (as described in the
main text) to gauge the accuracy of the methods.
In Fig. 4.6 we present the results of 100 repetitions of the simulation for each
value of the parameters where we select parameter values m = 3, κ = 1, NQ =
3, NA = 3 and vary the number of responses per questionnaire. As we expect,
the accuracy of our method increases with the number of respondents, since
the probability distribution estimate is improved with for a larger number of
samples.

Pearson Correlation

0.9
FI
MCA

0.8
0.7
0.6

20

40
60
80
Responses per group

100

Figure 4.6: Correlation between FI/MCA embeddings and the theoretical curve.
Computed for κ = 1, m = 3, number of questions NQ = 3, number of answers
NA = 3. The error bars were computed after 100 repetitions of the simulations
for each value of the number of responses.
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Pearson Correlation

In Fig. 4.7 we vary the number of groups, keeping the number of responses
fixed at 50, and the other parameter values m = 3, NQ = 3 and NA = 3
and κ = 1. We performed 100 repetitions of the simulation for each number
of groups. We see that, while slightly improving, in general the dependence
on the number of groups beyond 20 does not increase the correlation with the
theoretical curve but rather flattens out, while MCA slightly improves.

0.8

FI
MCA

0.6
0.4

10

20
30
40
Number of groups

50

Figure 4.7: Correlation between FI/MCA and theoretical curve, with κ =
1, m = 3, NQ = 3, NA = 3. Error bars were calculated after 100 repetitions per
value of the parameters.

Comparison of FI and MCA at high multipartite information regions
In order to study the assumption that at areas with higher multipartite information the MCA method will fit the theoretical curves better, we replaced the
parametrization Eq. (4.5) with:
(
φi (t) =

π
2
π
2

sin2 (mπt)

1
3
4t + 4

i=1
i 6= 1.

(4.7)

An example of the low dimensional embedding we obtained using this parameterization is shown in Fig. 4.8. We see that the “bunching” effect in MCA is
completely gone and the correlation is quite high. Surprisingly, the FI method
does not suffer from this, as could be expected since the probability estimation
technique we use assumes independence of the questions.
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Figure 4.8: Example of an embedding calculated for a curve with high Multipartite information, as explained in the text. The parameters of the simulation
were K = 20, m = 3, 50 responses per group, NQ = NA = 3.
Comparison with PCA
We also use PCA to obtain a low dimensional embedding. Fig. 4.2 of the main
text is reproduced with PCA calculated on the samples, in addition to FI and
MCA in Fig. 4.9. The answers were encoded using non-negative integers and
prior to using the PCA algorithm, we standardized the data (by subtracting the
mean and dividing by the standard deviation).
Observing the embeddings and the correlation values we see that generally
PCA performs slightly better than MCA, but not much better. Since PCA
is sensitive to the encoding scheme we chose, its advantage would completely
disappear if we chose a different encoding scheme, such as 1, 10, 100 instead of
1, 2, 3 for the values of the categorical variables (data not shown).

4.8.2

Ghanaian outliers in the HELIUS study

In order to study the origins of the distance of the Ghanaian ethnicity group from
the rest of the ethnicities in the ethnicity/smoking categories, we repeated the
analysis, removing questions from the analysis until the difference disappeared.
To do so, for each embedding, we fit a linear function to the embeddings of
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Figure 4.9: Here we show a comparison of the embeddings, similar to the one
showed in the main text, but here we add also the results obtained from using
PCA on the same dataset.
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all ethnicities but the Ghanaian, then calculated the normal distance of the
Ghanaian “center of mass” from the linear fit.
We first removed only one question, choosing the one that reduces the distance of the Ghanaian from the line the most. Then we performed the same
analysis by removing all possible combinations of two questions, selecting the
two that maximally affect the distance, and repeated until the distance was
essentially negligible. This happened after removing six questions. The embeddings with increasingly removed items are plotted in Fig. 4.10.
The questions that were removed, in order of importance, are: “How much
time in the past four weeks have you felt calm & peaceful? (9)”, “How much time
in the past four weeks did you have a lot of energy? (10)”, “Does your health
now limit you in performing the following activities: Climbing several flights
of stairs? (3)”, “How much time during the past 4 weeks have you felt downhearted and blue? (11)”, “Does your health now limit you in these activities:
Moderate activities such as moving a table, pushing a vacuum cleaner, bowling,
or playing golf. (2)” and “During the past 4 weeks, how much of the time has
your physical or emotional problems interfered with your social activities (like
visitng friends, relatives, etc.)? (12)”. The number in brackets is the SF-12
question number and the English version of the question was taken from the
web 6 . A previous analysis by H. Galenkamp showed that the most important
terms for the difference of the Ghanaian from the Dutch are 2, 3, 9, which were
all detected by our method, but with additional items 7 .

6 https://www.hss.edu/physician-files/huang/SF12-RCH.pdf
7 H.

Galenkamp, private communication
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Figure 4.10: Finding the largest contributors to the difference between the
Ghanaian and other ethnic groups. Each figure excludes an increasing number
of items from the SF-12 questionnaires, in the order described in the main text.
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Chapter

5

Conclusions and Outlook
5.1

Summary

In this thesis I presented the results of my work on the use of IG to study
phase transitions in complex systems. I started with a method to measure the
Fisher Information of a system from data without assuming a specific family of
probability distributions. Even for the simple case of the univariate Gaussian
this has proved to be a non-trivial task. I have shown, however, that by the
use of a sophisticated density estimation procedure (Denstiy estimation using
field theory (DEFT)) it is possible to measure the FI if the data is collected at
an optimal lattice spacing, which, through Sanov’s theorem, depends on the FI
itself.
In an example of the Gray-Scott reaction-diffusion system I studied the usage
of a probabilistic description that remains at the macroscopic level of description, and yet is able to capture the transitions between the various patterns of
the system. From this example we learned that by choosing a description wisely,
we can indeed use FI to obtain the phase map of the system (earlier constructed
by hand by Pearson).
The first two examples required the explicit knowledge of the parameters
underlying the dynamics of the system to calculate the FI. Many complex systems have, however, underlying parameters that are unknown and inaccessible
to us. A very striking example is the human mind. Here we looked into the
analysis of questionnaires. It is safe to assume that when people fill in question-
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naires, their answers are affected by some set of parameters 1 . Many of them
are hidden. By assuming that the questionnaire respondents can be meaningfully divided into groups, and that each group has its own set of parameters
that are of interest to us, we could use a version of the Fisher information nonparametric embedding (FINE) algorithm to extract the SM. We were then able
to detect meaningful differences between groups of respondents that other types
of analyses did not directly detect, or that required much more effort to extract.

5.2

Conclusions and Outlook

As is often the case in science, taking a step forward by answering a question
tends to raise many new ones. This work is no exception. We have seen that
FI can be a useful tool in some examples of complex systems.
There remain, however, many open questions. The interactions between elements in complex systems, which are studied in physics using correlation functions, are often studied in complex systems using various information measures.
Foremost of those is the Mutual Information [52]. This quantity is computed
from the joint probability distribution of the elements of the system. We have
studied the IG of the global system (i.e. distribution over the entire system).
What can we learn from the IG of the distribution of the interactions through
the joint probability function?
The distribution of blob-sizes for the Gray-Scott reaction-diffusion system
was chosen by knowledge of what the different patterns are and that this quantity typically varies between different types of patterns. This is akin to an order
parameter (very similar, in fact, to the volume per molecule that is an order parameter in the vapour-liquid transition). Order parameters arise from the SSB
process as the Goldstone modes of the broken generators of the symmetry. Can
we use this similarity to find a deeper justification for the choice of probabilistic
description? Can this be derived analytically?
The emergence of scale (or hierarchy) in complex systems can also be viewed
as a phase transition (through SSB). What would be the IG description of
this process? Can we use FI together with a probabilistic description that has
as parameters the scale in which the system is viewed (e.g. a coarse-graining
parameter) to detect the scales of the system?
Related to the two questions above, the probability distribution p(x; θ) might
have x as the microscopic DOF. However, as we have seen, objects of larger scale
emerge in a complex system. Then some of the DOF will be constrained and
1 We

might also call them reasons, mood, beliefs, thoughts or circumstances
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the object of interest will be a higher-level object, that might be a function of
the microscopic DOF X(x). X(x) can be seen as a form of self-organization of
the system. A very interesting and important question would then be: can we
use IG and SSB to study the coarse-graining process that yields X(x)? What
kind of functions are admissible? How does p(x; θ) relate to p(X(x); θ)?
As mentioned in the introduction, the SM itself might be dynamic. What
would be its dynamics? One approach would be to impose symmetries on a
functional of the FIM and use it to derive probability distributions that obey
the resulting EOM. This approach was explored in [149]. There the functional
that was chosen was the same that is used to derive Einstein’s equations of
motion for the space-time metric in GR. A different approach would be to
calculate the SM for a dynamical equation such that it would depend on time.
An example for this is the Uhlenbeck-Ornstein process studied in [85] and the
correlated random walk model studied in [86, 87]. It is however still an open
question whether there exist general EOMs that can be useful for the study of
complex systems.
Information geometry is rapidly becoming an integral part of complexity
science. Its combination of statistics and geometry can prove to be the mathematical language necessary to create a complete theory of complex systems. In
this thesis I was able to make a few first steps, and it is my hope that this line
of research will continue to grow into a full-blown theory of complex systems.

98

99

Acknowledgements
I would like to start by thanking my promotors Peter Sloot and Alfons Hoekstra
for giving me the opportunity to pursue a PhD in their group and for giving
me the freedom to explore and develop my own approach. Peter, thank you for
creating opportunities and opening doors for collaborations, for pushing me to
think big, and for always keeping the larger picture in mind. Alfons, thank you
for the many discussions which really helped frame and develop my research and
gave much needed encouragement when the task seemed too large to cope with.
I’d also like to thank my M.Sc. supervisor, Antonino Di Piazza for teaching me
a lot and putting me on the path of doing a PhD.
Throughout my PhD, the person I’ve worked closest with is Rick. Thank
you Rick for keeping our mealtimes and coffee breaks punctual, for the great
adventures we had with frog-leg porridge and durian, for teaching me what a
real Dutchman is and for being a good friend. I already miss 12:00 lunchtime
and the 15:00 coffee!
I want to thank my colleagues and friends at the Computational Science Lab
for the scientific discussions, lunch breaks and good times we spent together. My
time in Amsterdam would not have been the same without good friends to share
it with. Mikołaj, thanks for the weird movie recommendations, for pushing to
complete this red route and another and another, and our great Fontainebleau
trip together. Emiliano, thanks for the wonderful home-cooked meals, games
and warm hugs. Eva, thanks for the conversations after lunch with coffee we had,
and game nights! And for being the first visitor to meet Aya. For the bouldering
sessions, international movie nights, game nights. Lampros, thanks for the many
insights you gave me into doing a PhD, for the bouldering sessions and movie
nights. Macs, Lucy, Yu, Charlotte and the rest of the bouldering group - thanks
for all the good times at Monk. Fredrik, thank you for the weird scientific
knowledge you have and together with Johanna, thanks for introducing us to

100

ACKNOWLEDGEMENTS

Carcasson and Finnish food. Guusje, thank you for the good times. Debraj,
thank you for your insights and tolerating seeing plot after plot from my latest
paper. Jurjen, thank you for your warm heart and for being on team hugs
with Emiliano. Mike, thank you for sharing your insights into parenthood with
me. Drona, thank you for bringing me into the group. Yuki, thank you for the
Japanese lessons. Thank you also to Kees, Brechtje, Gabor, Britt, Vishnu and
all the rest of the CSL members. Louis, thank you for your friendship. In the
relatively short time we know each other we have become very close and I have
come to rely on your support and understanding. It wouldn’t have been the
same without you!
I would also like to thank my good friends that are scattered around the
world, especially Julia Poerting, Verena Wolf, Christoforous Diakulakis, Lena
Mutschler, Matan and Lital Mussel, Orit Nakar and Benjamin Grieb. Knowing
you are out there makes the world feel less big.
Last and most important I would like to thank my families. My parents
Ehoud and Ronit and my siblings Efrat, Doron and Nir—your support, love
and encouragement has been a constant source of comfort and has always been
the driver that pushed me on. Even living far away, you are always close to my
heart.
My life here in Europe would never have been the same without the warm
welcome of my wife’s family that have provided a second home for me. Wolfgang,
Elfy, Olli und Hanna—seit ich euch das erste Mal getroffen habe, habt ihr mich
als Teil der Familie akzeptiert und alles getan, damit ich mich hier wohl fühle.
Ich schätze es sehr, dass ihr mir wirklich ein zweites Zuhause gegeben habt.
I would also like to thank my daughter Aya. You are such an incredibly
sweet and great daughter! Thank you for sleeping through most nights when I
had to concentrate on writing my thesis.
Above all, however, I would like to thank my beloved wife, Lisa. Lisa, thank
you for pushing me when I needed pushing, for encouraging when I needed
encouragement. For always believing in me. For reading all my papers and my
thesis and giving wise and helpful feedback. For the long discussions we had.
For being able to explain my work better than I can. For shouldering most of
the household burden in the long weeks I spent writing this thesis. For sharing
your life with me. I love you.

101

List of Abbreviations
DEFT Denstiy estimation using field theory
DOF Degree of Freedom
EOM Equations of Mmotion
FI Fisher Information
FIM Fisher Information Matrix
FINE Fisher information non-parametric embedding
GC Giant Component
GR General Relativity
IG Information Geometry
SM Statistical Manifold
SSB Spontaneous Symmetry Breaking
SOC Self Organized Criticality

102

103

Publications

[1]

Omri Har-Shemesh, Rick Quax, Borja Miñano, Alfons G. Hoekstra, and
Peter M. A. Sloot. “Nonparametric estimation of Fisher information from
real data.” Physical Review E 93.2 (2016), p. 023301. arXiv: 1507.00964.
My contribution: I conceived the research, carried out most of the simulations did all of the analytical computations and wrote the manuscript.

[2]

Omri Har-Shemesh, Rick Quax, Alfons G. Hoekstra, and Peter M. A.
Sloot. “Information geometric analysis of phase transitions in complex
patterns: the case of the Gray-Scott reaction-diffusion model.” Journal
of Statistical Mechanics: Theory and Experiment 4 (2016), p. 043301.
arXiv: arXiv:1512.02077v2.
My contribution: I conceived the research, carried out all simulations and
analytical computations and wrote the manuscript.

[3]

Omri Har-Shemesh, Rick Quax, Stephen Lansing, and Peter M. A. Sloot.
“Questionnaire analysis using information geometry.” in preparation for
Proceedings of the National Academy of Sciences of the United States of
America (PNAS) (2017).
My contribution: I conceived the research, conceived the simulation framework, performed all simulations and analysis of the real data and wrote
the manuscript.

[4]

Thijs Jung, Filippos Vogiatzian, Omri Har-Shemesh, Carlos Fitzsimons,
and Rick Quax. “Applying Information Theory to Neuronal Networks:
From Theory to Experiments.” Entropy 16.11 (2014), pp. 5721–5737.

104

PUBLICATIONS

My contribution: I performed some analytical computations for the error
in mutual information estimation and wrote that part of the manuscript.
[5]

Rick Quax, Omri Har-Shemesh, and Peter Sloot. “Quantifying Synergistic Information Using Intermediate Stochastic Variables.” Entropy 19.2
(2017), p. 85.
My contribution: I helped performed some of the analytic computations
that appear in the manuscript.

105

Bibliography

[6]

W Weaver. “Science and complexity.” American scientist (1948).

[7]

P. W. Anderson. “More Is Different.” Science 177.4047 (Aug. 1972),
pp. 393–396.

[8]

Seth Lloyd. “Measures of complexity: a nonexhaustive list.” IEEE Control
Systems Magazine (2001).

[9]

James Ladyman, James Lambert, and Karoline Wiesner. “What is a
complex system?” European Journal of Philosophy of Science 3 (2013),
pp. 33–67.

[10]

B. T. Werner. “Complexity in Natural Landform Patterns.” Science 284.5411
(1999), pp. 102–104.

[11]

Richard Foote. “Mathematics and complex systems.” Science (New York,
N.Y.) 318.5849 (2007), pp. 410–412.

[12]

R S Mackay. “Nonlinearity in Complexity Science.” Publishing Ltd and
London Mathematical Society 21.Sept 2005 (2008), pp. 273–281.

[13]

T. O’Connor and H.Y. Wong. “Emergent properties.” The Standford Encyclopedia of Philosophy. 2002. url: http : / / plato . stanford . edu /
archives/win2002/entries/properties-emergent/.

[14]

Y Bar-Yam. “A Mathematical Theory of Strong Emergence Using Multiscale Variety.” Complexity 9.6 (2004), pp. 15–24.

[15]

Robin C. Ball, Marina Diakonova, and Robert S. Mackay. “Quantifying Emergence in Terms of Persistent Mutual Information.” Advances in
Complex Systems 13.03 (June 2010), pp. 327–338.

106

BIBLIOGRAPHY

[16]

Hermann Haken. Information and Self-Organization: A Macroscopic Approach to Complex Systems. Berlin: Springer Verlag, 1988.

[17]

Stuart Kauffman. The origins of order: Self-organization and selection
in evolution. New York: Oxford University Press, 1993.

[18]

James P. Crutchfield. “Between order and chaos.” Nature Physics 8.1
(2011), pp. 17–24.

[19]

Chris G Langton. “Computation at the edge of chaos: phase transitions and emergent computation.” Physica D: Nonlinear Phenomena 42.1
(1990), pp. 12–37.

[20]

JT Lizier, Mikhail Prokopenko, and AY Zomaya. “The Information Dynamics of Phase Transitions in Random Boolean Networks.” ALife. 2008.

[21]

Herbert a Simon. “The Architecture of Complexity: Hierarchic Systems.”
Proceedings of the American Philosophical Society 106.6 (1962), pp. 467–
482. arXiv: 0205649 [cond-mat].

[22]

Jarosław Kwapień and Stanisław Drożdż. “Physical approach to complex
systems.” Physics Reports 515.3-4 (June 2012), pp. 115–226.

[23]

Stuart Kauffman. “Beyond Reductionism: Reinventing the Sacred.” Edge
(2006).

[24]

Robert E. Ulanowicz. Ecosystem Development: Symmetry Arising? 1996.

[25]

Sven Erik Jørgensen. “An Integrated Ecosystem Theory.” Annals of the
European Academy of Sciences 2006-2007 (2007), pp. 19–33.

[26]

Marten Scheffer, Jordi Bascompte, William A Brock, Victor Brovkin,
Stephen R Carpenter, Vasilis Dakos, Hermann Held, Egbert H van Nes,
Max Rietkerk, and George Sugihara. “Early-warning signals for critical
transitions.” Nature 461.7260 (Sept. 2009), pp. 53–9.

[27]

John M Drake and Blaine D Griffen. “Early warning signals of extinction
in deteriorating environments.” Nature 467.7314 (Sept. 2010), pp. 456–9.

[28]

Christian Kuehn. “A mathematical framework for critical transitions: Bifurcations, fastslow systems and stochastic dynamics.” Physica D: Nonlinear Phenomena 240.12 (2011), pp. 1020–1035. arXiv: 1101.2899.

[29]

Vasilis Dakos et al. “Methods for detecting early warnings of critical
transitions in time series illustrated using simulated ecological data.”
PloS one 7.7 (Jan. 2012). Ed. by Bülent Yener, e41010.

BIBLIOGRAPHY

107

[30]

Rick Quax, Drona Kandhai, and Peter M a Sloot. “Information dissipation as an early-warning signal for the Lehman Brothers collapse in
financial time series.” Scientific reports 3.Idl (May 2013), p. 1898.

[31]

Steven H. Strogatz. Nonlinear dynamics and chaos: with applications
to physics, biology, chemistry and engineering. Reading, Massachusetts:
Perseus Books Publishing L.L.C., 1994.

[32]

JP Sethna. Entropy, order parameters, and complexity. Oxford: Oxford
University Press, 2011, p. 371.

[33]

Jeffrey Goldstone, Abdus Salam, and Steven Weinberg. “Broken symmetries.” Physical Review 127.3 (1962), pp. 965–970.

[34]

Katherine Brading and Elena Castellani. “Symmetry and Symmetry Breaking.” The Stanford Encyclopedia of Philosophy. Ed. by Edward N. Zalta.
Spring. 2013. url: https://plato.stanford.edu/archives/spr2013/
entries/symmetry-breaking/.

[35]

E. Jaynes. “Information Theory and Statistical Mechanics.” Physical Review 106.4 (May 1957), pp. 620–630.

[36]

John E. Shore and Rodney W. Johnson. “Axiomatic Derivation of the
Principle of Maximum Entropy and the Principle of Minimum CrossEntropy.” IEEE Transactions on Information Theory 26.1 (1980), pp. 26–
37.

[37]

Steve Pressé, Kingshuk Ghosh, Julian Lee, and Ken a. Dill. “Principles of
maximum entropy and maximum caliber in statistical physics.” Reviews
of Modern Physics 85.3 (July 2013), pp. 1115–1141.

[38]

Josiah Willard Gibbs. Elementary Principles in Statistical Mechanics:
developed with especial reference to the rational foundations of thermodynamics. New Haven, CT: Yale University, 1902. arXiv: arXiv:1011.
1669v3.

[39]

K Binder. “Theory of first-order phase transitions.” Reports on Progress
in Physics 50.7 (July 1987), pp. 783–859.

[40]

Paula Villa Martín, Juan a. Bonachela, Simon a. Levin, and Miguel a.
Muñoz. “Eluding catastrophic shifts.” Proceedings of the National Academy
of Sciences 112.15 (2015), p. 201414708.

[41]

Andrea Roli, Marco Villani, Alessandro Filisetti, and Roberto Serra. “Dynamical criticality: overview and open questions” (2015), pp. 1–17. arXiv:
1512.05259.

108

BIBLIOGRAPHY

[42]

Jean Zinn-Justin. Quantum Field Theory and Critical Phenomena. New
York: Oxford University Press, 1989.

[43]

Kenneth G. Wilson and J. Kogut. “The renormalization group and the 
expansion.” Physics Reports 12.2 (1974), pp. 75–199.

[44]

P Bak and M Paczuski. “Complexity, contingency, and criticality.” Proceedings of the National Academy of Sciences of the United States of
America 92.15 (July 1995), pp. 6689–96.

[45]

S. Dorogovtsev, A. Goltsev, and J. Mendes. “Critical phenomena in complex networks.” Reviews of Modern Physics 80.4 (Oct. 2008), pp. 1275–
1335. arXiv: 0705.0010.

[46]

Dimitrije Marković and Claudius Gros. “Power laws and self-organized
criticality in theory and nature.” Physics Reports 536.2 (2014), pp. 41–
74.

[47]

James D. Fraser. “Spontaneous Symmetry Breaking in Finite Systems.”
Philosophy of Science 83.4 (2016), pp. 585–605.

[48]

P.C. Hohenberg and A.P. Krekhov. “An introduction to the Ginzburg–Landau
theory of phase transitions and nonequilibrium patterns.” Physics Reports 572 (Apr. 2015), pp. 1–42.

[49]

Dorje C Brody and Daniel W Hook. “Information geometry in vapourliquid equilibrium.” Journal of Physics A: Mathematical and Theoretical
42.2 (Jan. 2009), p. 023001.

[50]

S.-I. Amari and Hiroshi Nagaoka. Methods of Information Geometry;
Translations of mathematical monographs, Vol. 191. American Mathematical Society, 2000.

[51]

A. Bhattacharyya. “On a measure of divergence between two statistical populations defined by their probability distribution.” Bull. Calcutta
Math. Soc 35 (1943), pp. 99–109.

[52]

Thomas M. Cover and Joy A. Thomas. Elements of Information Theory.
John Wiley & Sons, 2006, p. 640.

[53]

VG Ivancevic and TT Ivancevic. Applied Differential Geometry: A Modern Introduction. 2007.

[54]

Ray A. D’Inverno. Introducing Einstein’s Relativity. Oxford: Clarendon
Press, 1992.

[55]

Sean M. Carroll. Spacetime and geometry : an introduction to general
relativity. Addison Wesley, 2004, p. 513.

BIBLIOGRAPHY

109

[56]

George Ruppeiner. “Thermodynamics: A Riemannian geometric model.”
Physical Review A 20.x (Oct. 1979), pp. 1608–1613.

[57]

Dorje Brody and Nicolas Rivier. “Geometrical aspects of statistical mechanics.” Physical Review E 51.2 (1995), pp. 1006–1011.

[58]

H. Janyszek. “Riemannian geometry and stability of thermodynamical
equilibrium systems.” en. Journal of Physics A: Mathematical and General 23.4 (Feb. 1990), pp. 477–490.

[59]

R.S. Ingarden and H. Janyszek. “Information geometry of quantum statistical systems.” Tensor (NS) (1982).

[60]

Henryk Janyszek. “On the geometrical structure of the generalized quantum Gibbs states.” Reports on Mathematical Physics 24.1 (1986), pp. 11–
19.

[61]

H. Janyszek and R. Mrugala. “Riemannian geometry and stability of ideal
quantum gases.” en. Journal of Physics A: Mathematical and General
23.4 (Feb. 1999), pp. 467–476.

[62]

H. Janyszek and R. Mrugala. “Riemannian geometry and the thermodynamics of model magnetic systems.” Physical Review A 39.12 (June
1989), pp. 6515–6523.

[63]

George Ruppeiner. “Riemannian geometry in thermodynamic fluctuation
theory.” Reviews of Modern Physics 67.3 (July 1995), pp. 605–659.

[64]

George Ruppeiner, A. Sahay, T. Sarkar, and G. Sengupta. “Thermodynamic geometry, phase transitions, and the Widom line.” Physical Review
E 86.5 (Nov. 2012), p. 052103.

[65]

Prashant Kumar, Subhash Mahapatra, Prabwal Phukon, and Tapobrata
Sarkar. “Geodesics in information geometry: Classical and quantum phase
transitions.” Physical Review E 86.5 (Nov. 2012), p. 051117.

[66]

Mikhail Prokopenko, Joseph T Lizier, Oliver Obst, and X Rosalind Wang.
“Relating Fisher information to order parameters.” Physical Review E
84.4 Pt 1 (Oct. 2011), p. 041116.

[67]

I. R. Yukhnovskii. Phase transitions of the second order: collective variables method. Singapore: World Scientific Publishing Company, 1987.

[68]

Joseph T. Lizier, Siddharth Pritam, and Mikhail Prokopenko. “Information dynamics in small-world Boolean networks.” Artificial life 17.4 (Jan.
2011), pp. 293–314.

110

BIBLIOGRAPHY

[69]

X Rosalind Wang, Joseph T Lizier, and Mikhail Prokopenko. “Fisher
information at the edge of chaos in random Boolean networks.” Artificial
life 17.4 (Jan. 2011), pp. 315–29.

[70]

Albert-László Barabási and Márton Pósfai. Network science. Cambridge:
Cambridge University Press, 2016.

[71]

Roberto Franzosi, Domenico Felice, Stefano Mancini, and Marco Pettini.
“A geometric entropy detecting the Erdös-Rényi phase transition.” EPL
(Europhysics Letters) 111.2 (2015), p. 20001.

[72]

Per Bak, Chao Tang, and K Wiesenfeld. “Self-organized criticality: an
explanation of 1/f noise.” Physical review letters 59.4 (1987), pp. 381–
384.

[73]

P Bak, C Tang, and K Wiesenfeld. “Self-organized criticality.” Physical
review A (1988).

[74]

Ronald Dickman, Miguel A. Muñoz, Alessandro Vespignani, and Stefano
Zapperi. “Paths to self-organized criticality.” Brazilian Journal of Physics
30.1 (2000), pp. 27–41. arXiv: 9910454 [cond-mat].

[75]

Nils Bertschinger and Thomas Natschl. “Real-Time Computation at the
Edge of Chaos in Recurrent Neural Networks.” Neural computation 16.7
(2004), pp. 1413–1436.

[76]

Thierry Mora and William Bialek. “Are Biological Systems Poised at
Criticality?” Journal of Statistical Physics 144.2 (June 2011), pp. 268–
302.

[77]

Jorge Hidalgo, Jacopo Grilli, Samir Suweis, Miguel a Muñoz, Jayanth R
Banavar, and Amos Maritan. “Information-based fitness and the emergence of criticality in living systems.” Proceedings of the National Academy
of Sciences of the United States of America 111.28 (June 2014), pp. 10095–
100.

[78]

David J. Schwab, Ilya Nemenman, and Pankaj Mehta. “Zipf’s Law and
Criticality in Multivariate Data without Fine-Tuning.” Physical Review
Letters 113.6 (2014), p. 068102.

[79]

I N Sanov. “On the probability of large deviations of random variables.”
Matematicheskii Sbornik 42(84).1 (1957), pp. 11–44.

[80]

Iacopo Mastromatteo and Matteo Marsili. “On the criticality of inferred
models.” Journal of Statistical Mechanics: Theory and Experiment 2011.10
(Oct. 2011), P10012.

BIBLIOGRAPHY

111

[81]

Audrey L. Mayer, Christopher W. Pawlowski, and Heriberto Cabezas.
“Fisher Information and dynamic regime changes in ecological systems.”
Ecological Modelling 195.1-2 (May 2006), pp. 72–82.

[82]

Brian D. Fath and Heriberto Cabezas. “Exergy and Fisher Information
as ecological indices.” Ecological Modelling 174.1-2 (May 2004), pp. 25–
35.

[83]

C. E. Shannon. “A mathematical theory of communication.” The Bell
System Technical Journal 27 (Jan. 1948).

[84]

R. A. Fisher. “On the Mathematical Foundations of Theoretical Statistics.” Philosophical Transactions of the Royal Society A: Mathematical,
Physical and Engineering Sciences 222.594-604 (1922), pp. 309–368.

[85]

Tsunehiro Obata, Hiroaki Hara, and Kunio Endo. “Differential geometry
of nonequilibrium processes.” Physical Review A 45.10 (1992), pp. 6997–
7001.

[86]

Tsunehiro Obata, Hiroshi Oshima, and Hiroaki Hara. “Curvature tensor of a statistical manifold associated with a correlated-walk model.”
Physical Review E 56.1 (July 1997), pp. 213–226.

[87]

Tsunehiro Obata, H Oshima, and H Hara. “Differential-Geometry of Discrete Stochastic Processes.” JOURNAL-KOREAN PHYSICAL SOCIETY 32.6 (1998), pp. 773–785.

[88]

AE Kristian Lindgren and KE Eriksson. “Flows of information in spatially extended chemical dynamics.” Artificial Life IX: Proceedings of
the Ninth International Conference on the Simulation and Synthesis of
Artificial Life. 2004.

[89]

KM Carter and Raviv Raich. “Fine: Fisher information nonparametric
embedding.” Pattern Analysis and Machine Intelligence 31.11 (2009),
pp. 2093–2098.

[90]

Valerii Vadimovich Fedorov. Theory of optimal experiments. New York
City: Academic Press Inc., 1972.

[91]

George Ruppeiner and Christopher Davis. “Thermodynamic curvature
of the multicomponent ideal gas.” Physical Review A 41.4 (Feb. 1990),
pp. 2200–2202.

[92]

S a Frank. “Natural selection maximizes Fisher information.” Journal of
evolutionary biology 22.2 (Feb. 2009), pp. 231–44.

112

BIBLIOGRAPHY

[93]

Jorge Hidalgo, Jacopo Grilli, Samir Suweis, Amos Maritan, and Miguel
A. Munoz. “Cooperation, competition and the emergence of criticality in
communities of adaptive systems” (2015). arXiv: 1510.05941.

[94]

James C Spall. “Monte Carlo Computation of the Fisher Information Matrix in Nonstandard Settings.” Journal of Computational and Graphical
Statistics 14.4 (2005), pp. 889–909.

[95]

S. Amari and a. Cichocki. “Information geometry of divergence functions.” Bulletin of the Polish Academy of Sciences: Technical Sciences
58.1 (2010), pp. 183–195.

[96]

Visar Berisha and Alfred O Hero. “Empirical Non-Parametric Estimation
of the Fisher Information.” Ieee Signal Processing Letters 22.7 (2015),
pp. 988–992. arXiv: 1408.1182.

[97]

Jerome H. Friedman and Lawrence C. Rafsky. “Multivariate Generalizations of the Wald-Wolfowitz and Smirnov Two-Sample Tests.” The
Annals of Statistics 7.4 (1979), pp. 697–717.

[98]

Peter J. Huber. “Fisher Information and Spline Interpolation.” The Annals of Statistics 2 (1974), pp. 1029–1033.

[99]

Lubomir Kostal and Ondrej Pokora. “Nonparametric estimation of informationbased measures of statistical dispersion.” en. Entropy 14.7 (July 2012),
pp. 1221–1233.

[100]

IJ Good and RA Gaskins. “Nonparametric roughness penalties for probability densities.” en. Biometrika 58.2 (Aug. 1971), pp. 255–277.

[101]

Bernard W Silverman. Density estimation for statistics and data analysis. Vol. 26. CRC press, 1986.

[102]

Eric Walter and Luc Pronzato. Identification of parametric models. Springer
Verlag New-York, 1997.

[103]

William Bialek, C. G. Callan, and S. P. Strong. “Field theories for learning probability distributions.” Physical review letters 77.December (1996),
pp. 4693–4697. arXiv: 9607180v1 [arXiv:cond-mat].

[104]

Justin B. Kinney. “Estimation of probability densities using scale-free
field theories.” Physical Review E 90.1 (July 2014), p. 011301.

[105]

Lars Onsager. “Crystal statistics. I. A two-dimensional model with an
order-disorder transition.” Physical Review 65 (1944), pp. 117–149.

BIBLIOGRAPHY

113

[106]

P C Hohenberg and A P Krekhov. “An introduction to the GinzburgLandau theory of phase transitions and nonequilibrium patterns” (2014),
pp. 1–80.

[107]

Franz J. Wegner. “Duality in Generalized Ising Models and Phase Transitions without Local Order Parameters.” Journal of Mathematical Physics
12.10 (1971), p. 2259.

[108]

Harald Cramér. Mathematical Methods of Statistics. Princeton, N.J.:
Princeton University Press, 1946.

[109]

C R Rao. “Information and Accuracy obtainable in the estimation of
statistical parameters.” Bull. Calcutta Math. Soc. 37 (1945), pp. 81–91.

[110]

RS Ingarden, Y Sato, K Sugawa, and M Kawaguchi. “Information thermodynamics and differential geometry.” Tensor NS (1979).

[111]

George Ruppeiner. “Application of Riemannian geometry to the thermodynamics of a simple fluctuating magnetic system.” Physical Review A
24.1 (July 1981), pp. 488–492.

[112]

Dorje C. Brody and Adam Ritz. “Information geometry of finite Ising
models.” Journal of Geometry and Physics 47.2-3 (2003), pp. 207–220.

[113]

W Janke, D A Johnston, and R Kenna. “Information geometry and phase
transitions.” Physica A: Statistical Mechanics and its Applications 336
(2004), pp. 181–186.

[114]

Reevu Maity, Subhash Mahapatra, and Tapobrata Sarkar. “Information
geometry and the renormalization group.” Physical Review E 92.5 (Nov.
2015), p. 052101. arXiv: 1503.03978v1.

[115]

P Gray and S.K. Scott. “Autocatalytic reactions in the isothermal, continuous stirred tank reactor: Oscillations and instabilities in the system
A + 2B → 3B; B → C.” Chemical Engineering Science 39.6 (1984),
pp. 1087–1097.

[116]

J E Pearson. “Complex patterns in a simple system.” Science (New York,
N.Y.) 261.5118 (July 1993), pp. 189–92.

[117]

WN Reynolds, JE Pearson, and S Ponce-Dawson. “Dynamics of selfreplicating patterns in reaction diffusion systems.” Physical review letters
72.17 (1994), pp. 2797–2800.

[118]

Juncheng Wei. “Pattern formations in two-dimensional Gray–Scott model:
existence of single-spot solutions and their stability.” Physica D: Nonlinear Phenomena 148 (2001), pp. 20–48.

114

BIBLIOGRAPHY

[119]

Juncheng Wei and Matthias Winter. “Existence and stability of multiplespot solutions for the Gray–Scott model in R 2.” Physica D: Nonlinear
Phenomena 176 (2003), pp. 147–180.

[120]

Hongli Wang and Qi Ouyang. “Spatiotemporal Chaos of Self-Replicating
Spots in Reaction-Diffusion Systems.” Physical Review Letters 99.21 (Nov.
2007), p. 214102.

[121]

R E Jones and G H Gunaratne. “Characterization of Labyrinthine Patterns and Their Evolution.” J. Stat. Phys. 93.3-4 (1998), pp. 427–447.

[122]

Haye Hinrichsen. “Nonequilibrium Critical Phenomena and Phase Transitions into Absorbing States.” Advances in Physics 49.7 (2000), pp. 815–
958. arXiv: 0001070 [cond-mat].

[123]

W. Mazin, K.E. Rasmussen, E. Mosekilde, P. Borckmans, and G. Dewel.
“Pattern formation in the bistable Gray-Scott model.” Mathematics and
Computers in Simulation 40.3-4 (Apr. 1996), pp. 371–396.

[124]

Jeff S. McGough and Kyle Riley. “Pattern formation in the Gray-Scott
model.” Nonlinear Analysis: Real World Applications 5.1 (Feb. 2004),
pp. 105–121.

[125]

Yasumasa Nishiura and Daishin Ueyama. “A skeleton structure of selfreplicating dynamics.” Physica D: Nonlinear Phenomena 130.1-2 (1999),
pp. 73–104.

[126]

Yasumasa Nishiura and Daishin Ueyama. “Spatio-temporal chaos for the
Gray-Scott model.” Physica D: Nonlinear Phenomena 150.3-4 (2001),
pp. 137–162.

[127]

M Prokopenko, F Boschetti, and AJ Ryan. “An information-theoretic
primer on complexity, self-organization, and emergence.” Complexity 15.1
(2009), pp. 11–28.

[128]

Nobuyuki Otsu. “A Threshold Selection Method from Gray Level Histograms.” IEEE Transactions on Systems, Man and Cybernetics. SMC9.1 (1979), pp. 62–66.

[129]

I J Myung, V Balasubramanian, and M a Pitt. “Counting probability
distributions: differential geometry and model selection.” Proceedings of
the National Academy of Sciences of the United States of America 97.21
(Oct. 2000), pp. 11170–5.

[130]

Samuel J Best, Brian Krueger, and Clark Hubbard. “An Assessment of
the Generalizability of Internet Surveys.” Social Science Computer Review 19.2 (2001), pp. 131–145.

BIBLIOGRAPHY

115

[131]

Samuel D. Gosling, Simine Vazire, Sanjay Srivastava, and Oliver P. John.
“Should We Trust Web-Based Studies? A Comparative Analysis of Six
Preconceptions About Internet Questionnaires.” American Psychologist
59.2 (2004), pp. 93–104.

[132]

I Borg and PJF Groenen. Modern Multidimensional Scaling. 2nd Editions. 2005.

[133]

Bruce Thompson. Exploratory and confirmatory factor analysis: Understanding concepts and applications. Washington: American Psychological
Association, 2004, p. 195.

[134]

Brigitte Le Roux and Henry Rouanet. Multiple correspondence analysis.
Vol. 163. Sage, 2010.

[135]

C. Guinot, J. Latreille, D. Malvy, P. Preziosi, P. Galan, S. Hercberg,
and M. Tenenhaus. “Use of multiple correspondence analysis and cluster
analysis to study dietary behaviour: Food consumption questionnaire in
the SU.VI.MAX. cohort.” European Journal of Epidemiology 17.6 (2001),
pp. 505–516.

[136]

SA Frank. “Natural selection. V. How to read the fundamental equations
of evolutionary change in terms of information theory.” en. Journal of
evolutionary biology 25.12 (Dec. 2012), pp. 2377–2396.

[137]

Omri Har-Shemesh, Rick Quax, Alfons G. Hoekstra, and Peter M. A.
Sloot. “Information geometric analysis of phase transitions in complex
patterns: the case of the Gray-Scott reaction-diffusion model.” Journal
of Statistical Mechanics: Theory and Experiment 4 (2016), p. 043301.
arXiv: arXiv:1512.02077v2.

[138]

J Stephen Lansing and Karyn M Fox. “Niche construction on Bali: the
gods of the countryside.” Philosophical transactions of the Royal Society
of London. Series B, Biological sciences 366.1566 (2011), pp. 927–934.

[139]

J. Stephen Lansing and Thérèse A. de Vet. “The Functional Role of
Balinese Water Temples: A Response to Critics.” Human Ecology 40.3
(2012), pp. 453–467.

[140]

J. Stephen Lansing, Siew Ann Cheong, Lock Yue Chew, Murray P. Cox,
Moon-Ho Ringo Ho, and Wayan Alit Arthawiguna. “Regime Shifts in
Balinese Subaks.” Current Anthropology 55.2 (2014), pp. 232–239.

116

BIBLIOGRAPHY

[141]

H. S. Sugiarto, J. S. Lansing, N. N. Chung, C. H. Lai, S. A. Cheong, and
L. Y. Chew. “Social Cooperation and Disharmony in Communities Mediated through Common Pool Resource Exploitation.” Physical Review
Letters 118.20 (2017), pp. 1–5.

[142]

J Stephen Lansing, Stefan Thurner, Ning Ning Chung, Aurélie CoudurierCurveur, Çağil Karakaş, Kurt A Fesenmyer, and Lock Yue Chew. “Adaptive self-organization of Bali’s ancient rice terraces.” Proceedings of the
National Academy of Sciences of the United States of America 114.25
(2017), p. 201605369.

[143]

K Stronks, M B Snijder, R J G Peters, M Prins, A H Schene, and A H
Zwinderman. “Unravelling the impact of ethnicity on health in Europe:
the HELIUS study.” BMC public health 13 (2013), p. 402.

[144]

Robert E. Kass. “The Geometry of Asymptotic Inference.” Statistical
Science 4.3 (1989), pp. 233–234.

[145]

Kevin Michael Carter. “Dimensionality Reduction on Statistical Manifolds by.” PhD Thesis. The University of Michigan, 2009.

[146]

John E Ware, Susan D Keller, and Mark Kosinski. Sf-12: How to Score
the Sf-12 Physcial and Mental Health Summary Scales. QualityMetric
Incorporated, 1998.

[147]

Barbara Gandek et al. “Cross-validation of item selection and scoring
for the SF-12 Health Survey in nine countries: Results from the IQOLA
Project.” Journal of Clinical Epidemiology 51.11 (1998), pp. 1171–1178.

[148]

Anna V Little, Mauro Maggioni, Lorenzo Rosasco, and Multiscale Svd.
Multiscale Geometric Methods for Data Sets I : Multiscale SVD , Noise
and Curvature Multiscale Geometric Methods for Data Sets I. Tech. rep.
Computer Science and Artificial Intelligence Laboratory, MIT, 2012.

[149]

Xavier Calmet and Jacques Calmet. “Dynamics of the Fisher information
metric.” Physical Review E 71.5 (May 2005), p. 056109.

