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“On a cosmic scale, our life is insignificant, yet this brief period
when we appear in the world is the time in which all meaningful questions arise.”
Paul Ricoeur
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1

Introduction

In daily life, we experience a limited part of the world. We cannot distinguish anything
smaller than 0.1 millimetre or compare our length with an object of more than a few
metres. Likewise, reaction times start at 0.1 seconds and our lifespan is bounded to 80
years - although our attention and reasoning spans are considerably less. This is our
scale, the human scale. Even at these scales, the human race needs instruments like
rulers and clocks to have a common understanding of length and time.
Imagine the shock when Pasteur discovered that organisms a lot smaller than us
were causing our diseases. We were simply not able to reason intuitively about these
new bacteria - but after the discovery a lot of epidemics started to make sense. On
an even smaller scale, Ancient Greek philosophers imagined something like an atom
should exist, but their inability to do any measurements on that scale lead to the concept of an elemental atom. And although modern atomic and even quantum theory
have been accepted for a while, the scales below that (string theory? cause of gravity?)
are completely abstract and not at all certain. Distances over 10,000 kilometres and
forces larger than experienced in a roller-coaster become unimaginable and hard to
1

evaluate - but they are essential to any meaningful astrophysics.
We have the measuring instruments and theory to reason about scales far from our
experience and the computational resources to do the arithmetic. For many phenomena in physics, a mathematical model was around far before it could be simulated.
Since the computer was invented, these mathematical models have been discretised
so they can be simulated on our binary computers. Current computers are powerful enough to calculate many of these models with arbitrary precision – often more
precision than the accuracy of the available data justifies.
The converse phenomenon appears when we understand, more or less, what rules
govern a system on a fine scale, but to execute those rules for a interesting time and
space scale would require far too much computing power. Take molecular systems,
where we have an exact model for the forces between parts of molecules. For example,
although H2 O molecules can be simulated in small quantities, a realistic volume and
composition of flowing water simply cannot be computed by its H2 O molecules. For
most circumstances, however, more efficient hydrodynamics models are used, taking
into account only the flow of the water and not the H2 O molecules.
By combining models on different scales, a coarse scale model gains accuracy by
informing certain detailed dynamics with a fine scale model. The coarse and fine
scale models can be validated at their own scale, usually with data that is collected
with instruments catered for that scale. By excluding certain fine dynamics from a
coarse-scale model, it can be computed faster, and by judicious use of fine-scale models,
additional computations are done only where they give more accuracy.
Now as simple as it may sound to just use different scale models together, combining or coupling models in a physically realistic way is a complex challenge in itself.
Although the models might be validated individually, their combination is not; and
even though they can be computed in combination, this requires a suitable software
and hardware ecosystem.
Europe has a large and fast network of computer centres, some aimed at performance, others at quantity, and several European projects strive for interoperation and
connectivity between those computers. In this infrastructure it makes sense to choose
the most suitable computational resource (a supercomputer, cluster, or single computer) to run a simulation on. And since a multiscale model is composed of models at
different scales, it is worthwhile to explore whether those models should be run at a
single location or distributed over multiple resources.
2

At this point we arrive at the thesis’ title: distributed multiscale computing. Can
we distribute simulations of multiscale models, and more importantly, should we? Of
course, this dissertation also covers the how part of the question. The fact that this
dissertation was defended, and taking into account a positive results bias, obviously
means the answer to the first part of the question is yes. Whether we should do
distributed multiscale computing turns out to be more subtle.
In this dissertation I will start by clearly defining what a multiscale model is and
what type of couplings can be used between scales. Having a clear definition, the computational requirements of different parts of the multiscale model will be specified in
an unambiguous way, a necessity for any kind of general software ecosystem. I will
show that this specification can be used for modelling the performance and execution
of a simulation, and for actually running the simulation. Running a simulation is
aided by a user interface, middleware for executing software on distributed computer
systems, and a runtime environment for the model to be implemented in. A multiscale model of in-stent restenosis is taken through this process as a proof of concept.
The performance of other applications that took this approach is measured, giving an
indication of when distributed multiscale computing is beneficial.

1.1

Multiscale applications

Multiscale modelling has seen a surge in recent years, measured in involved projects [62],
and e.g., papers from mathematics [56], biology [41, 125, 127] physics [44, 50, 82, 118],
engineering [50, 75, 76]. Listing all papers would be unproductive, just enumerating
them is a feat in itself [62]. Taking out application-specific details, these papers have
similar concerns: how to couple scales without introducing too much error and how
to compute the resulting multiscale models efficiently.
The type of models ranges from single small and integrated mathematical models
to large model repositories maintained by multidisciplinary consortia. In the former,
the multiscale model can follow from mathematical functional decomposition, by scaling part of the function up or down. In the best-case scenario, the gains and errors
introduced by making a multiscale model are then analytically solvable. Frequently
though, models on different scales already exist and need to be coupled rather than
decomposed. Neither the mathematical nor the computational methods to do this are
straightforward, as the models may use different formalisms, such as continuum mod3

elling versus grid-based modelling, and the codes may be implemented with different
programming languages, libraries, or tools. This type of model often uses an ad-hoc
solution for the mathematical and computational couplings. In large projects, consortia, or communities, usually the partners involved agree in advance on the scientific,
mathematical and computational methods that will be used. This allows interoperation of models from different partners, but may hinder progress if the methods are
ill-fitted or not thought out.
An example of purely mathematical multiscale model is the reaction-diffusion analysed in Caiazzo et al. [31]. This model consists of a pre-defined large scale reaction
and of local diffusion, and it could model, for example, the effect of large external heat
sources and sinks on a poorly conducting homogeneous material. When considering
that the reaction (heating up the material locally) is much faster than the diffusion
(conducting the heat nearby in the material), it turns out that these processes can be
computed independently, after which the result is applied to a the same domain. And
since the reaction time is lower and the time scale of the reaction is thus finer, this
saves many calculations for the diffusion process, since it only needs to be applied every so many reaction time steps. The error that is introduced by reducing the number
of diffusion time steps can then fairly accurately be estimated.
Another example is the heterogeneous multiscale method used for advection-diffusion
problems with highly oscillatory coefficients [3]. Advection-diffusion processes are
found in any moving liquid or gas, and are of interest for example in building aerodynamic cars or efficient engines, in understanding blood flow or magma movement,
and in processing food, oil, paint, or concrete. Without going into details, the model
uses the framework of the heterogeneous multiscale method (HMM) to give accurate
results and error estimates. HMM in general focuses on well-defined macro-micro
couplings, by computing variables needing little detail on a coarse scale and variables
that (perhaps locally) need more detail on a micro-scale [4, 44, 94].
The previous models have a regular description and their properties are fairly well
understood mathematically and physically. In current multiscale blood flow models
that take into account red blood cells or platelets, for example, these kinds of properties are more experimental. In the simplest case (and this is not simple at all), cells in
the blood are modelled as point particles with a mass and velocity. To do this fairly
accurately, for example the following three scale model was proposed [48]: on the
coarsest scale, blood is treated as a simple fluid and simulated with the Navier-Stokes
4

equations, which generates a velocity field over the domain; on the finest scale, the particles exert some repulsive and attractive forces on each other and on the boundary;
and in between, a mesoscopic scale calculates the interaction between the particles and
the fluid. The error introduced compared to the blood flow in a living blood vessel
cannot easily be established, but it can be compared with certain mathematical models
that model some of the same properties, such as Pouseuille flow and Couette flow.
Blood modelling is also being done using the immersed boundary method [85,
107, 108], which models boundary of a cell with certain forces and lets it interact with
a fluid dynamics model [116]. However, these methods so far require both cells and
fluid to be calculated throughout the entire domain, limiting the size of blood vessels
that can be simulated. Indeed, this is a good reason for decomposing a model into
multiple submodels: being able to define where to use a certain accuracy by providing
a more complex cell model, and using coarser and faster submodels elsewhere.
In the European MAPPER project, six medium to large multiscale applications
instigated the need for distributed multiscale computing. The models came from the
disciplines nanomaterials [132], fusion [53], biomedicine [60], hydrology [114], and
systems biology [135]. These are described in Chapter 5 and in Appendix C, and one
of these, a multiscale model of in-stent restenosis (ISR3D) will be handled with more
detail in Chapter 4.
The model of in-stent restenosis, ISR3D, regards a porcine coronary artery applied
with stent-assisted balloon angioplasty [32, 46]. The main goal of the model is to
understand how a blood vessel responds to a stent, and most importantly why its
response results in a stenosis in certain cases. Since this process is not completely
understood, and even the key drivers of the process are not irrefutably identified [79],
a model of the process will test hypotheses of likely key factors [137, 139]. In ISR3D,
the growth of tissue by proliferating smooth muscle cells is taken as a driving force
of the stenosis. The growth is assumed to be inhibited by the shear stress exerted by
blood flow and by the drugs the stent is coated with, if any. The multiple scales are
found on the temporal axis, since the proliferation of smooth muscle cells is perceived
at a much coarser time scale than changes in shear stress from the blood flow: in the
order of hours to months, and in the order of microseconds to a second, respectively.
To make the model truly multiscale, we assume that the stresses from the blood do not
change as long as the blood vessel has the same geometry and assuming that the only
changes in geometry are caused by proliferating smooth muscle cells. The result is that
5

the blood flow needs to be recalculated only when the smooth muscle cells proliferate,
rather than continuously during the runtime of the model. Since the assumptions are
simplifications of the actual process, we introduce some error, and since the model is
complicated and there is no reference model to compare it with, this error can only be
roughly estimated. This is a problem for modelling of complex problems in general,
and exacerbated by linking multiple complex models together. Understanding what
error is actually propagated through such a multiscale system will be a key problem
in the coming years.
Large-scale modelling initiatives try to specify in advance what the error of certain
models is, given certain circumstances. Examples are earth systems modelling by
the ESMF1 for weather and climate prediction [8, 11], heart and organ modelling by
CHASTE2 for a deeper understanding the human body [115], astrophysics modelling
by AMUSE3 [118] and modelling tokamak reactors for fusion as organised by the
EUFORIA project4 [53].
Each of these projects first need a common understanding of how they want to
model different parts of an overall system. Without such an understanding, partners
will not be able to combine their efforts, or worse, they will combine models but with
incorrect results. When their models can theoretically be combined, the implementations of the models still need a shared computational technique for communicating.
First, the data types and units need to match, and second, the transport media needs to
be compatible. The projects listed above solve this by implementing their own computational framework, which is their uniform computational mechanism for communication. Often, this framework is designed specifically for the problem it means to
solve, and combines only with the tools that their community is currently using. In
the context of one project that may be efficient and clear, however, it is obvious that
this practice introduces redundancies between projects. Moreover, as a project progresses, a framework can become too specific, raising the bar for other partners to
join. There is no doubt that having such a framework does solve computer science issues that domain experts have no interest nor expertise in, resulting in a clear division
of labour. In the smaller multiscale models outlined above, such a division is usually
not present and modellers need to possess very good computational skills in addition
1 URL:

http://www.earthsystemmodelling.org/
http://www.cs.ox.ac.uk/chaste/
3 URL: http://amusecode.org/
4 URL: http://www.euforia-project.eu/
2 URL:
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to their domain expertise.
Communities like those in the EUFORIA project have been doing simulations
on supercomputers for decades and as a result, that is the age of some simulation
codes [53]. These codes are well-tested, efficient – and very complex. To get new
results out of them, they may be coupled to other codes, while running them on
a computing architecture compatible with the code. To avoid introducing errors in
the code, it should be modified as little as possible. In the past decades, the ease
of use of programming languages and libraries has increased, as well as automatic
optimisation techniques of code, but these do not integrate well with old codes. Also,
new codes can be optimised for different computer hardware architectures. These type
of applications put specific demands on any multiscale framework: to be able to reuse
and integrate old codes, and to be able to use multiple hardware architectures in a
single multiscale model.

1.2

Theory of multiscale modelling and computing

Given the output from these large projects, as well as resulting from dedicated efforts,
there are a number of computational frameworks to do multiscale simulations. Because of the limited overlap in their theoretical underpinnings, these frameworks are
generally not compatible. A number of theoretical frameworks have been created to
fill this gap. Some are categorisations of existing models [75, 76, 90, 141]. These categorisations observe at typical macro-micro couplings, with a model with fine spatial
and temporal scales coupled to a model with coarser scales. They then focus on how
these models tend to be computed, in parallel, as separate programs, sequentially, or a
combination thereof.
Others contain more fundamental multiscale modelling theory [22, 28, 44, 68, 70,
151], based on possible multiscale phenomena and their interactions in nature, and
how these could be implemented as multiscale models. These theories each separate
phenomena by their scale, and assign special importance to the interactions between
the scales. Hoekstra et al. [68] treat scales as properties of abstract Cellular Automata,
and their combination as so-called Complex Automata (CxA). The grid size and fixed
time steps are used as the scales of the system. Complex Automata are the basis for
work in Borgdorff et al. [22], in Chapter 2, which generalises the models of the scales
beyond cellular automata while maintaining a fixed computational structure. In both
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theories, the interaction is captured in coupling templates. Yang and Marquardt [151]
approach multiscale models from a ontological perspective, yielding hierarchical multiscale models with pre-defined laws to which interaction must adhere. Brandt [28]
proposes a method for deducing the scales from mathematical equations that are used
in a large system, and therewith gives an approach to make a model multiscale, rather
than directly modelling a multiscale system. Finally, E et al. [44] focus on macromicro models, combining a model with macroscopic temporal and spatial scales with
a microscopic one. The approach is quite specific and therefor open for thorough
analysis [4], but it cannot be used for all systems.
All of the approaches above deal with the concepts and practicalities of modelling
and simulations, not with the question of whether scales are inherent to a system or
purely the modellers choice. For physics and philosophy, it is an essential question.
If scales are inherent to nature, that would mean that atoms, life, and the universe are
necessarily confined to certain sizes and timespans – the mathematical, continuous,
infinitely scalable universe that many physics equations describe could not exist. Interpretations of quantum mechanics and the speed of light hint that this might indeed
be true, and of course there are enough detractors to such a controversial theory. This
is the domain of digital physics [156]; see [128] for a philosophical review. Although
I am deeply interested in the subject, it is not the subject of this thesis, and I do not
think the issue can ever be proved either way.
To visualise the scales of a system, the scale separation map was introduced on several occasions [41, 68, 76], and informally used in numerous applied papers. For example, Figure 1.1 shows the classical micro to macro axis, scaling from the atomic scale
to our galaxy. For many processes, the temporal and spatial scale are positively correlated, for instance, in many systems atoms have much faster dynamics than molecules.
However, for instance when modelling smooth muscle cell proliferation in an arterial
wall, coupled to the velocity and shear stresses of pulsatile blood flow that it receives
from the human body, scales are diametrically opposed. The blood flow, modelled
using the forces that the heart produces and propagates through the system of blood
vessels, has a fine time scale (microseconds up to a second) but a coarse spatial scale
(centimetres up to a metre) whereas smooth muscle proliferation has a fine spatial scale
(micrometres up to a millimetre) and a coarse temporal scale (hours up to months).
In an example from astrophysics, models of two bodies with a large mass and some
velocity that exert gravity on each other, like a planet and a moon, go through stable
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Figure 1.1: In (a) is the classical example of the universe as a micro to macro system; it
is not accurate and does not distinguish between the granularity and total size of a system, and it represents objects rather than concrete processes with a time scale. In (b) is a
simplified model of a segment of a coronary artery, combining cell proliferation in the vessel wall and the shear stress that the blood flow induces, covered in more detail in Chapter 4; it does not match this classical axis.
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motions and do not require a fine time scale to extrapolate their movements. However, when increasing the problem size to three bodies, suddenly the model becomes
chaotic and a very fine time scale is needed. For both models, choosing the correct
time scale is necessary to efficiently calculate an accurate result. A scale separation
map visualises which scales are relevant for a given model, and whether these scales
are significantly different, i.e., separated. Edges between the phenomena on different
single scale models indicate what kind of interaction the scales have, making the model
truly multiscale.
Closely related to the term multiscale, multilevel assumes that each level is built
up from the level below it [151]. ‘Multilevel’ distinguishes the coarse and fine representations of a system but it does not necessarily associate them with a unit. The idea
behind the term multilevel is clearer than that of multiscale: a level is made of a number of systems, and the combined dynamics of elements on a level is different than the
dynamics of the individual elements, yielding one element on a higher level. Using
multilevel modelling it clearly delineates the subsystems and restricts the possibility
for interaction, but it hampers interoperability between other systems (including realworld data) since there are no physical units to compare two systems with. This view
may be contrasted with the one posed by Li et al. [90], which describes a multilevel
model as composing a number of submodels with a scale (and thus with a unit) into
structural levels. This makes the system comparable with others, and using levels provides a way of bringing structure into a set of models. Moreover, both approaches to
multilevel modelling assume a hierarchical view of the world that will not be found in
many natural systems. Finally, Ryan [122] links scale, level and emergence by posing
that the level is not the distinguishing factor for having emergence, the scale is (combined to the resolution and scope). If the inherent property of a scale would be that it
has emergent properties different from the scales finer than it, this would certainly be
an interesting argument for using the term multiscale.
To model the interaction between scales, researchers in many fields try to define
standard scale bridging methods: mathematical descriptions of how to transform information on one scale and project it to another scale. However, by focussing on a
single discipline, some of these methods only reinvent or rename existing methods
from another field. Through dialog, and based on analysis of the function of these
scale bridging methods, the multiscale modelling community would benefit from creating a consensus on their naming and purpose.
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Table 1.1: Terms used for scale bridging.

fine-/coarse-graining
up-/downscaling
projection
lifting
interpolation
prolongation

filtering
homogenisation
splitting
micro-macro methods
refinement
averaging

time-splitting
amplification
condensation
constitutive models
restriction
injection

An informal survey held at a Multiscale Modelling and Computing workshop5
among specialists from different disciplines yielded a range of coupling operators,
listed in Table 1.1. For example ‘upscaling’ and ‘downscaling’ are used by Brandt
[28] while their equivalents ‘coarse-graining’ and ‘fine-graining’ are used in Complex
Automata theory [68, 70]. This thesis does not intend to clear the matter up, but it will
restrict itself to the terms coarse- and fine-graining. Coarse-graining means translating
data on a fine scale, with a fine resolution, to a coarse scale, with a coarser resolution, fine-graining means the opposite. The terms ‘small-’ or ‘large-scale’ are avoided,
since these refer to the total size of a system and not to its resolution – the usual interpretation of modelling at a scale. The relation of up and down between scales is
ambiguous; on the other hand, so is the notion of a grain in continuum models. I will
use the latter nonetheless, since without a resolution (grain), the term ‘scale’ becomes
rather meaningless6 . Other terms in the table, such as ‘interpolation’ or ‘averaging’
have a scale bridging function besides describing a relation between scales. Since their
meaning is generally accepted, the application to multiscale models is less ambiguous.
Having identified the need for models with different scales and for scale-bridging
methods, there are two solutions to making this possible. The first is integrating the
models with the scale-bridging method into a single methodology and model. The
second is making models and scale-bridging methods into separate communicating entities. This approach amounts to component-based modelling [8, 55, 92, 146]. The
frameworks mentioned in the previous section all use this approach, as do many soft5 Multiscale Modelling and Computing Workshop at the Lorentz Center, Apr. 8–12, 2013, Leiden, The
Netherlands. Related special issue Multiscale systems in fluids and soft matter: approaches, numerics, and
applications pending at R. Soc. Phil. Trans. A. URL: http://www.lorentzcenter.nl/lc/web/
2013/569/info.php3?wsid=569
6 I could introduce the terms ‘resolving’/‘zooming in’ and ‘expanding’/‘zooming out‘ to complicate
matters further.
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Figure 1.2: Ecosystem for high performance simulation. A user may interact with a
graphical user interface, the middleware or directly with the means of doing a task, in
order of increasing complexity.

ware in the next section. This thesis uses the same approach, and a multiscale model
is therefor defined as a set of coupled single scale models.
Naively, a component-based model can be translated directly from a scale map.
However, the scale map does not include information on how to convert data from
different scales, nor how many processes should be simulated on each scale. Finally,
no information about the computational aspects of each model is available. Of course,
these aspects can be manually implemented in the code and externally documented.
Another possibility is to include scale information in an existing computational description of the model. An integrated approach is proposed through the Multiscale
Modelling Language, described in Section 2.3. In this language, components with their
scales are well-defined, as well as the type of data to be transferred and the scale bridging components used. Using the description, models can be analysed and executed, as
described in Chapter 2.

1.3

Multiscale computing

To do a simulation of a mathematical model on a high-performance computer, a few
steps have to be taken, as per Figure 1.2. First, the submodels for each scale must
be implemented, and then coupled. Then any input data and files for the simulation
need to be transferred. The model code also needs to be compiled, taking into account
the target architecture. Finally, a job that that runs the simulation will be started and
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afterwards the output data can be collected.
Some types of single scale models, like specific types of physics equations or protein interaction networks, can be defined in a graphical user interface created for this
purpose. This tool will generate program instructions. When a tool is not available
or it does not cover all aspects of a problem, the user has to choose a programming
language to implement the model with. This choice may be determined by the programming experience of the users and their peers, the languages expressiveness, the
availability of domain-specific libraries, and its performance. Although it is practical
to use the same language for all single scale models, some models may strongly benefit
from using a different programming language.
The coupling of the submodels may be done within the submodel code, or defined
externally through handover points. A frequently used method is simple file-based
communication, since files are ubiquitous and it places no demands on the programming language that is used, or on the time intervals that codes are running; and the
files can be viewed in any file browser. Communication via files is, however, relatively slow. Another method is tight and direct integration, for example using shared
memory or MPI communication. This requires all submodels to use a compatible
language, and all submodels need to be active simultaneously for communication to
occur. Moreover, it binds a multiscale model to a single cluster or machine. A slightly
more loose coupling is one using TCP/IP, the protocol used over the internet, since
it places no requirements on the programming language and can communicate to the
outside world. This method is slightly slower than MPI or shared memory, it also
requires simultaneously active submodels, and it is potentially insecure since the communication can be intercepted. Because of this last caveat, many supercomputers and
cluster place firewall restrictions on this type of communication.
A user may benefit from choosing a runtime environment for coupling a multiscale model, since many component-based runtime environments already exist and
they solve many known communication issues (see Sec. 3.1). Usually, the runtime environment determines the type of communication between submodels that will take
place, and it will have a internal representation of the couplings. In Chapter 3 the
Multiscale Coupling Library and Environment 2 (MUSCLE 2) is presented, which
has support for a number of programming languages and uses TCP/IP and shared
memory communication for the coupling.
Many countries in Europe have an organisation with a supercomputer, and most
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universities and some research groups additionally have some clusters of computers.
Although each supercomputer and cluster is maintained by a local organisation, many
supercomputers in Europe and the fast networks between them are federated in the
PRACE project, and clusters are federated in the EGI project. Although the federated
organisations and their computers differ, these projects mandate a minimum level of
compatibility, connectivity, and service.
Scientists can apply for computing resources directly at an affiliated organisation,
usually their own university or research institute. Generally this is an application
requiring little effort and reporting, and the awarded computing resources will have
limited performance. Alternatively, with some more effort, they can apply for any
European computing resources through the PRACE or EGI projects. Computing
resources in these project are abundant and some yield high performance, and moreover, the computers are connected with fast networks. Because these computers are
semi-public, the security is tight and resource scheduling policies are in place to provide a certain service level. For demanding simulations these projects are useful - but
individual users need to estimate if the resources are worth the cost.
All computer systems that are used in this thesis have a scheduler to divide computing resources between users. Modellers are required to describe their simulation
by the program that it runs in and the amount of resources that it needs; this is called
a job. The scheduler decides on which computer to actually run the program within
a cluster or supercomputer. If too many jobs are already running, the job is put into
a queue for later processing. The scheduler assumes that the program and any input
data is locally available, that the output data will be collected after the job finishes,
and it will stop the job if the program generates an error. Computers and clusters that
are linked together, have similar software environments, and can be used by the same
scheduler, are also known as grids [52].
To make use of the grid in a high-level way, several tasks can be composed into
a directed graph, called a scientific workflow [15], and these tasks are then scheduled
to wherever on the grid computers are available. Coupling descriptions made with
the Multiscale Modelling Language can be converted in such a graph, to make use
of the scheduling heuristics and software already available. Without going into the
details, scheduling jobs is a hard problem [38, 45, 87, 99, 119, 152, 153], and an optimal
schedule takes exponential time to find7 .
7 Unless,

of course, P = NP.
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Interacting with the scheduler and passing the security measures can be tedious so
several so-called middleware have been created to aid users in these steps. Middleware
can usually distribute and collect data and programs and authenticate themselves on
behalf of the user. Some also act as meta-schedulers by directing schedulers on multiple
systems, or perform advance reservation of computing resources. These possibilities
are limited by the policies and functionalities offered by the actual clusters.
Globus [51] middleware is installed on all clusters from EGI and PRACE, and it
is a solid and secure basis for users to rely on. Because of its widespread installation
base and many stakeholders, it needs to compromise on many aspects, and can be
slow to get new functionality implemented. It is nevertheless a solid base that other
middleware and user interfaces make firm use of. It can transfer data and run jobs,
and it is actively supported by system administrators. A venerable low-level middleware Condor [91, 142] is used to schedule jobs on grids and is also the basis for some
workflow systems, but is not a standard in EGI, and will not be used in this thesis.
Smaller middleware may provide additional functionalities like flexible co-allocation
and advance reservation, in the QCG software stack [6, 84], but it needs to be installed
on a site-by-site basis. The Application Hosting Environment [154] can upload an application to a designated site and run it. It is designed to make middleware more user
friendly rather than expanding on their functionality, and it includes a graphical user
interface.
While the middleware interacts with clusters and supercomputers, a user interacts with a possibly separate program, the user interface. The user interface may
provide an easy means to direct middleware and to configure and track simulations.
It may be web-based, like GridSpace 2 [39], a desktop program like Kepler [95] and
Taverna [150], or complete virtual machines, like SimFlowny [10], the Application
Hosting Environment and GridSpace 1 [39]. They can be completely integrated, including middleware, simulation configuration and tracking, like Kepler or Taverna, or
be a tool to just start a simulation, by cooperating with other tools, like GridSpace.
Integrated user interfaces, that handle composition of simulations, data transfers and
executions are also called scientific workflow suites [15]. The benefit for users is that
all information about a simulation is centralised into a single tool. However, it may
also lead to lock-in, in the sense that it can be hard to move away from such a tool if it
misses certain features or is no longer supported.
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1.4

Distributed multiscale computing

Clusters and supercomputers have different specialities. Most clusters focus on computing many jobs on relatively cheap hardware, some have a focus on general purpose
GPUs, others on large amounts of memory or very fast data retrieval. Supercomputers focus on computing jobs as fast as possible, by providing a very large amount of
fast multi-core CPUs with fast connections between them, in combination with fast
data retrieval and storage, and large amounts of memory. The number of CPU-cores,
or simply cores, determines how good programs must be at parallel processing. Programs that use supercomputers need to prove that they are capable of scaling to the
number of cores that these computers offer. Indeed, with a multiscale model, it would
be ideal to compute the submodels that scale well on a supercomputer, and others on
a small cluster. Also, a single cluster may not provide enough computing power to
calculate an entire multiscale model. These observations form the basis for distributed
multiscale computing.
A limiting factor for doing distributed computing is the ratio between communication time and compute time. Fortunately, networks between large compute centres
are generally fast, but if communication happens very frequently or in very large volumes, communication time will dominate and a distributed simulation will actually
run slower than a local one. In fact, this is a general limitation of component-based
modelling: since the communication between components happens at pre-defined
handover points, there are fewer opportunities to tightly integrate the data of two
components, thus potentially increasing communication time.
Even if distributed computing decreases the time to finish a simulation (its makespan), access to a cluster or supercomputer is usually associated with a limited allocation of compute time per user or project. This compute time is usually measured in
time used per compute core, using the unit core-hours or core-years. So a job using 32
cores during one hour costs the same as using one core during 32 hours: 32 core-hours.
Decreasing the makespan of a simulation by using more cores locally or by using distributed computing, usually increases the communication time and consequently the
resource usage, measured in core-hours. On the other hand, choosing the appropriate
machine for each submodel may actually decrease both makespan and resource usage,
since one submodel may benefit only from fast data access, and another only from a
large number of cores.
This part of distributed computing is not new for component-based systems [142].
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However, scale map and the multiscale modelling language provide a limited set of
coupling types, with which we can predict the runtime properties of a multiscale
simulation. Using the concepts scale overlap and scale separation, parallelism within
a multiscale model can be exploited and a runtime system that minimises the resource
usage can be chosen. This exercise was done for six multiscale applications in the
MAPPER project in Chapter 5.

1.5

Outline of this thesis

This thesis investigates key aspects related to distributed multiscale computing.
First, what does the community mean by multiscale modelling and how can we
accurately describe concepts in multiscale modelling. This description must take into
consideration how a multiscale model will be computed. These topics are addressed in
Chapter 2, by defining multiscale modelling concepts, applying them to the Multiscale
Modelling Language (MML), and creating a runtime model of multiscale simulations
using a task graph.
In Chapter 3, a runtime environment for distributed multiscale simulations, MUSCLE 2, is described, and the performance of MUSCLE 2 is tested. It deals with three
questions: what obstacles does European e-Infrastructure present to portability and
distributed computing, how can a runtime environment couple very heterogeneous
submodels, and is the communication overhead low enough so that it feasible to do
distributed simulations?
To run a distributed multiscale simulation, an ecosystem of theory, software, and
hardware is necessary. In Chapter 4, a multiscale model of in-stent restenosis, ISR3D,
is described and taken through that ecosystem, consisting of a model specification and
implementation, user interface, middleware, reservation and execution. A preliminary test of its distributed performance is also presented.
Whether distributed multiscale computing is a viable paradigm, will depend on
its performance. A full test of the performance of distributed multiscale simulations
is done in Chapter 5. In it, six multiscale simulations are executed on local and distributed infrastructure, measuring their execution speed and the amount of resources
consumed.
Software that was developed as part of this work is listed in Appendix D.
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2

Theory of distributed multiscale
computing1

Abstract Inherently complex problems from many scientific
disciplines require a multiscale modelling approach. Yet its practical contents remain unclear and inconsistent. Moreover, multiscale models can be very computationally expensive, and may
have potential to be executed on distributed infrastructure. In
this chapter we propose firm foundations for multiscale modelling
and distributed multiscale computing. Useful interaction patterns of multiscale models are made predictable with a submodel
execution loop (SEL), four coupling templates, and coupling
topology properties. We enhance a high-level and well-defined
1 The contents of this chapter are based on:
• J. Borgdorff, J.-L. Falcone, E. Lorenz, C. Bona-Casas, B. Chopard, and A. G. Hoekstra. Foundations
of distributed multiscale computing: Formalization, specification, and analysis. Journal of Parallel and Distributed Computing, 73:465–483, 2013. doi: 10.1016/j.jpdc.2012.12.011
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Multiscale Modelling Language (MML) that describes and specifies multiscale models and their computational architecture in a
modular way. The architecture is analysed using directed acyclic
task graphs, facilitating validity checking, scheduling distributed
computing resources, estimating computational costs, and predicting deadlocks. A proposal for how the theoretical results
apply to distributed execution is outlined. The methodology is
applied to a selected application in nanotechnology, showing its
capabilities.

2.1

Introduction

Nature is a complex system that we wish to unravel, understand and sometimes control. Traditionally, science followed the highly successful approach of studying nature
as detailed as possible, one part of the puzzle at a time. Extensive data and knowledge
have been accordingly accumulated on all spatiotemporal scales, separately. Now we
have started to put the pieces back together by studying natural processes holistically
as complex multiscale systems. Driven by the availability of abundant amounts of
data on all scales, multiscale modelling and simulation of physical, chemical, biomedical, biological and ecological phenomena has become a major activity in science and
engineering.
Despite the evident success and relevance of multiscale modelling in many areas
of science such as biology and physiology [41, 49, 110, 125–127], material science
[29, 50], chemistry [90, 113, 148], and applied mathematics [56], there is little attention to generic multiscale modelling paradigms [67], and related methods of multiscale
computing [41, 44]. Moreover, many multiscale models are so computationally expensive that advanced computing capabilities are required, but few initiatives take advantage of the multiscale character of the models to help in this matter [41]. In part, this
is because there is no single formal background for multiscale modelling that might
help with this [151]. The need for advanced multiscale computing capabilities is expressed by the MAPPER project, representing five different scientific communities
facing the need for distributed computing for multiscale models [144]. The main argument for using distributed architecture is that the computational requirements of
the single scale models that make up the multiscale model are very heterogeneous,
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calling for distinct computing resources. As we will argue, our multiscale modelling
paradigm naturally maps to a distributed computing ecosystem, resulting in what we
call Distributed Multiscale Computing (DMC).
This idea builds upon the earlier COAST project [143]. That project resulted in
a theory of Complex Automata (CxA) [36, 67–70], where several single scale cellular
automata that are coupled form a multiscale model. The exact computational architecture of the CxA model can be specified using a Multiscale Modelling Language (MML)
[47]. The CxA theory was accompanied by a practical counterpart, a computing environment, first called the Distributed Space Time Coupling Library (DSCL) but later
renamed to the MUltiScale Coupling Library and Environment (MUSCLE) [64, 65].
Although CxA and MML only cover coupled single scale cellular automata, here
we propose that both concepts can be generalised to cover coupled single scale models. Similarly, MUSCLE is capable of coupling any type of single scale model in a
multitude of programming languages, rather than only cellular automata.
Furthermore, for doing distributed multiscale computing MUSCLE already works
on self-maintained clusters [65] and it is our goal to extend it for computing on heterogeneous grid environments. In order to achieve this, the computational and communicational requirements of given multiscale models must be adequately predicted
and scheduled. If the computation of a multiscale model can be represented by a task
graph, by partitioning it into indivisible tasks, quite some research has shown how it
can be scheduled on a given set of distributed computing resources [12, 33, 45, 87].
In Section 2.2 we will lay the foundations for distributed multiscale computing by
generalising from CxA theory to a formal and comprehensive multiscale modelling
theory. The aim of this theory is to be able to define what scales are and how they
can be used in multiscale modelling, as well as indicate which interaction patterns
are possible in multiscale models. Given these firm modelling foundations, a multiscale model and its computational architecture can be exactly specified with MML, as
shown in Section 2.3. This specification can be used for analysis of runtime properties of a multiscale model implementation, and as a guideline for actually executing
the model. In Section 2.4 we propose a method to automatically convert an MML
specification to a task graph. This task graph serves as an analytical tool to facilitate
scheduling decisions on distributed computing resources or as an input to workflow
systems. With these tools it is feasible to set up a distributed execution system, using
MUSCLE as a coupling library and low-level runtime environment. This approach
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is sketched in Section 2.5; However, the practicalities and difficulties of distributed
execution of multiscale models are outlined in later chapters.
In Section 2.6 the concepts in this paper will be illustrated by a selected scientific
application: a model of the formation of clay-polymer nanocomposite materials [132].

2.1.1

Related work

A number of methodological papers on multiscale modelling exist, each generalising
multiscale modelling concepts known so far from the perspective of their respective
disciplines, physics [43, 44] and chemical process engineering [76, 113]. They draw
from multiscale methods applied to applications so far but do not rigorously define
the concepts they use or combine the modelling methodology with concepts useful
for implementation. Likewise, Dada and Mendes [41] evaluate the current state of
multiscale methodologies and software solutions for multiscale modelling in systems
biology and conclude that an all-encompassing solution does not yet exist.
On the other hand, a great number of multiscale concepts, so far loosely described,
have been formalised by Yang and Marquardt [151], who define multiscale terms on a
conceptual basis rather than an application-driven one. Unfortunately, a fundamental
part of their theory considers only spatial scales, which is reflected in their way of
representing a hierarchy of submodels based on scale. The formalisation in Section 2.2
offers an alternative to defining multiscale models that considers spatial and temporal
scales. One of the achievements of their specification is that they associate it with a
machine-readable format in the form of an ontology.
The frameworks classification by Ingram et al. [76] distinguishes different types
of couplings between pairs of single scale models. Although this classification shows
properties of different frameworks, it does not show why these properties are present.
However, by formalising what single scale models are and how they are coupled in
Section 2.2, the classification follows from the multiscale properties of a model.
A notable multiscale method, the Hierarchical Multiscale Method (HMM) [42]
consists for a large part of strategies to decompose a phenomenon to a multiscale phenomenon. It gives guidelines for when to split certain scales, what methods may be
appropriate to certain types of decomposition. Indeed, these strategies are complementary to the methodology proposed in this paper, and mostly adds to Section 2.2.3.
Rather, this paper adds to HMM in terms of theoretical scale, and explicit high-level
submodel coupling, specification, analysis and distributed computing.
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Although MML is a description language of the multiscale domain of discourse, it
is not formalised as an ontology to avoid introducing additional terminology. Other
languages that describe how components of a program are coupled exist, such as several Architecture Description Languages (ADL’s) [5, 9, 55], or the Common Component Architecture (CCA) [7, 8]. Even though both of these architecture descriptions form a respectable basis that influences MML, unfortunately neither describe
multiscale properties, which do offer additional insight in multiscale model coupling.
Given the additional detail in formalisation since previous work on MML by Falcone
et al. [47], we see opportunity to more precisely define MML elements, making them
suitable for analysis.
As a general coupling library MUSCLE has alternatives, but as a general multiscale
coupling library it does not have an equivalent. Coupling libraries include the open
source problem solving environment Cactus[58] CCA-based Ccaffeine [7], the meshbased MpCCI [78], and earth system modelling frameworks Prism [145] or BFG2 [11],
none of which support multiscale models explicitly or directly.
To analyse a distributed execution multiple tools exist besides the task graph, including Petri nets [117, 147] and process calculi [66, 106]. Depending on future needs,
the task graph could also be converted to a Petri net, although it is more verbose and
tedious in use. The same limitation holds for process calculi, where the latter is also
less flexible. Scientific workflows could also be generated from a task graph, to make
use of the multitude of workflow software that already exists [15].

2.2

Multiscale modelling formalisation

To make sense of nature’s complexity and to do so in a uniform, rigorous, and general way is a difficult task. Multiscale modellers may approach this complexity by
functionally decomposing a problem into a set of single scale models that exchange
information across the scales, at the same time taking advantage of data available for
those scales. Especially when single scale models represent sufficiently different scales,
this approach can simplify a problem and strongly reduce the computational cost of
a multiscale model. This approach would benefit greatly from firm foundations that
make full use of the multiscale character of the system under study. By determining
the multiscale character of a model these foundations may offer directions for specific
multiscale methods and establish the runtime behaviour of the model.
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Figure 2.1: An overview what our aim with Distributed Multiscale Computing is: taking
multiscale models, defining a formal background to specify them, and running them on
heterogeneous infrastructure assisted by their specifications.

Table 2.1: Symbols used in this paper with their type and meaning. Regular and point
scale formation have a shorthand notation but represent a special case of a scale specification. The type E is an abstract type for events and type F is an abstract type for
submodel states. The last three lines are not mathematical functions but procedures that
may have side-effects outside their scope.

Symbol
τ, ξ
δ, ∆
ω, Ω
S(δ, ∆, ω, Ω)
S(∆, Ω)
S(Ω)
e, t (e)
ϑ, ϑi
finit
S, B

Type
R+
R+
R+
R4 → Bool
shorthand for R4 → Bool
shorthand for R4 → Bool
E, E → R
P (E)
R → F × P (E)
F × E × P (E) → F × P (E)

Oi , Of

F ×R×R→;
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Meaning
characteristic temporal and spatial scale
minimum and maximum scale granularity
minimum and maximum scale total size
scale specification (Def. 4)
regular scale specification (Def. 4)
point scale specification (Def. 4)
event and time of that event
time series and future time series
state initialisation SEL operator (Alg. 1)
solving step and boundary conditions
SEL operators (Alg. 1)
intermediate and final observation
SEL operators (Alg. 1)

‘A multiscale model is,’ to quote Ingram et al. [76], ‘a composite mathematical
model formed from two or more submodels that describe phenomena at different
scales. In this context, we define a submodel [. . . ] as a component model that describes only one scale of the system.’ According to this definition, a multiscale model
is functionally decomposed into submodels describing phenomena at different scales.
How to decompose a model into a multiscale model is not specified and as the underlying terms are not well-defined this remains vague. Thus, to adequately work with
the terms used in the definition, each of those terms will have to be clearly defined.
This includes the terms scale, phenomenon, domain, scale specification and separation (‘different scales’), single scale model, multiscale model, submodel and finally the
‘composite mathematical model’. The symbols that are introduced in these definitions
and in the text are listed in Table 2.1.

2.2.1

Process

In this contribution we restrict our attention to models of physical processes that
are bounded in time and space; in short, natural processes. Studying a natural process
means that temporal and spatial coordinates can be assigned to it relative to the natural
world. Note that this does not include man-made processes. Also note that by taking
a more abstract notion of coordinates, other types of processes could also fit into the
methodology, but such issues are not explored in this paper.
In the following definitions, we will take the terms natural, process, and observation as primitive terms, and they will not be further defined. Furthermore, we assume
that one process can be a part of another. The next term, scale, is defined here on an
abstract level and not yet quantified.
Definition 1. A scale is an order of magnitude along a coordinate.
Temporal and spatial scales are commonly used, but a scale could also be assigned
along an abstract dimension, such as a fractal dimension or the number of elements
in a set. For natural processes, however, at least temporal and spatial scales are considered.
To quantify the intuition of a scale, the notion of a characteristic scale was conceived [68, 76]. A characteristic scale refers to a process assigns a single number to a
scale that can be used as a variable in some models. For instance in reaction-diffusion
equations this would be a characteristic temporal scale for diffusion, determined by
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the diffusion coefficient, and a characteristic temporal scale for reactions determined
by the reaction coefficient [31]. Although in this example the characteristic scale has a
well-defined meaning as a model parameter, it will not be defined further here.
The characteristic scale is not set in the process, rather, it is a modelling choice.
Even though the characteristic scale may serve intuition, it is difficult to determine
how to relate several characteristic scales, or, how far a single scale reaches. Is the
characteristic spatial scale of a walking human of 2 meter fundamentally larger than
the characteristic spatial scale of the moving legs, of for instance 1 meter? And muscles
in the foot, of 2 decimetre? On the other hand, the same human body can be viewed
as a single object with some properties or as a collection of cells. In both views the
total size is the same, but the scale is intuitively different, even though the body itself
does not change during this observation. The issue here is that it is hard to justify
that a natural process itself acts only on a certain scale, as opposed to our observation
of that process. This is precisely where the term phenomenon is useful: it describes
dynamics over an object in the same manner as the term process, but it includes the
notion of observation. It is then our assumption that most observations can in some
way be discretised, thereby limited to a certain granularity, determining how far a
scale reaches.
Definition 2. A phenomenon is a finite amount of data describing a natural process on
a given set of scales.
So a phenomenon is a discretisation of a process, since it is finite. Likewise, a
domain is the discretisation of the object of the phenomenon at a certain time. As
such, it encompasses all but the temporal dimension of the phenomenon.
Definition 3. Data of a phenomenon that describes a process at a given time point is a
domain.
A domain D 0 is a subdomain of domain D iff they have the same time point and the
process that D 0 describes is part of the process that D describes.
In contrast to processes, phenomena and domains can be specified by a modeller
based on factors such as available data, numerical error, or computational complexity. Concretely, the discretisation may for example depend on microscope resolution,
measurement precision or sizes of objects within the phenomenon. The collection
of scale specifications is thereby a modelling choice that will be useful for analytic
study of the multiscale model, as they are more precise than the characteristic scale.
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The following paragraphs will be devoted to clarifying what the collection of scale
specifications involves.
We assume that the observed phenomenon has a certain size and a discrete granularity, given the data known about it. Thus, a scale specification should include at
least a granularity and a total size, forming the minimum and maximum of that scale.
Because the granularity may fluctuate within a single phenomenon, a minimum and
maximum may be given to the granularity of a scale specification as well, and likewise
for the total size. By providing this range of granularity and total size, the bounds
of single scale models become specified. This specification will form the basis for
interaction patterns between single scale models in Section 2.2.6.
For example, on a sample of artery tissue of 1.5×1.5×1.5 mm data was gathered on
the lumen size, cell type distribution, and cell sizes. Specifications of the spatial scale
of this tissue would have a total size as size of the sample and a variable granularity
based on the diversity of cell sizes. If measurements taken are fundamentally more
precise than the size of the smallest cell, this can be reflected by taking a very fine
granularity. A temporal scale can not be determined in this example, since data only
exists of one time point and most importantly only an object of study was identified,
not a process. On the other hand, the spatial scales can be fully specified based on the
data available.
For some domains, for instance a regular Cartesian grid, it is not necessary to
consider a minimum and maximum granularity; rather, such a grid has a regular scale,
with the same step size for each grid point. More extreme, a single value could be seen
as a grid with a total size equal to its step size, giving a point scale.
Definition 4. (δ, ∆, ω, Ω) ∈ R4 is a scale specification, denoted by S(δ, ∆, ω, Ω) = True
or by S(δ, ∆, ω, Ω), iff
0 < δ ≤ ∆ ≤ Ω and δ ≤ ω ≤ Ω.
A scale specification S(δ, ∆, ω, Ω) is regular iff δ = ∆ and ω = Ω; its shorthand notation
is S(∆, Ω). A regular scale specification S(∆, Ω) is point iff ∆ = Ω; its shorthand notation
is S(Ω).
A scale specification S(δ, ∆, ω, Ω) quantifies a scale of a phenomenon by giving it
specific bounds along a coordinate. Here δ and ∆ are the minimum and maximum
observed granularity, respectively, and ω and Ω the minimum and maximum total
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observed size, respectively.
spatial scale
Ωx
ωx
ξ
∆x
δx
temporal scale
δt

ωt Ωt

∆t τ

Figure 2.2: A scale map with a spatial and temporal axis indicating the scale specifications and characteristic scales of the phenomenon. The area within the scales of the phenomenon is coloured; the area between minimum and maximum granularity and total size
is a lighter colour. The characteristic spatial scale is denoted by ξ and the characteristic
temporal scale by τ.

Notably, a temporal scale specification is denoted as S(δ t , ∆ t , ω t , Ω t ) and a spatial
scale specification as S(δ x , ∆ x , ω x , Ω x ) as is shown in Figure 2.2. In the rest of the
paper, scales are implicitly described by scale specifications.

2.2.2

Scale separation

An important part of multiscale modelling is how the scales of different phenomena relate to each other. As will become clear later this relative scale also affects the
structure of the multiscale model and its computation.
Three types of relations will be defined: scale overlap, contiguous scales, or scale
separation, each illustrated in Figure 2.3. With these three types of scale relations,
it is possible to do meaningful multiscale modelling. Scale separation, for instance,
is actively exploited with methods such as scale-splitting [31] or the heterogeneous
multiscale methods (HMM) [44].
Definition 5. Given scale specifications s = (δ, ∆, ω, Ω), s 0 = (δ 0 , ∆0 , ω 0 , Ω0 ), for convenience with Ω > Ω0 or if Ω = Ω0 then ∆ ≥ ∆0 :
• s and s 0 are overlapping iff ∆ < ω 0 and ∆0 < ω;
• s and s 0 are separated iff Ω0 < δ; and
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Figure 2.3: Contiguous scales, scale separation, and scale overlap according to the scale
specifications of given submodels µ, µ0 , M , and M 0 , plotted on an arbitrary logarithmic SI
scale.

• s and s 0 are contiguous iff ∆0 ≤ δ ≤ Ω0 ≤ ∆.
The above definition of scale separation is more strict than the word different,
which means non-equal.
Theorem 1. Two regular scales are either overlapping, separated, or contiguous.
Proof. Take two regular scales S(∆, Ω), S 0 (∆0 , Ω0 ), for convenience with Ω > Ω0 or if
Ω = Ω0 then ∆ ≥ ∆0 . Because the scales are regular, the condition for being overlapping simplifies to ∆ < Ω0 and ∆0 < Ω, for being separated to ∆ > Ω0 , and being
contiguous to ∆ = Ω0 . These conditions are clearly mutually exclusive.
To show that they are all inclusive, ∆ < Ω0 must imply ∆0 < Ω. When Ω > Ω0 ,
combining it with the scale specifications condition that Ω0 ≥ ∆0 , it follows that Ω >
∆0 . When Ω = Ω0 , using the assumption ∆ ≥ ∆0 and the premise Ω0 > ∆, this implies
Ω > ∆0 . Thus, the three conditions are mutually exclusive and all inclusive for regular
scales.
A motivation for defining scale separation as above can be found by taking two
interacting phenomena A and B of a certain granularity and total size, depicted in Figure 2.4. For example, let them be phenomena acting on living tissue, both represented
by a rectangular grid. If the grid cells of A are smaller than the total size of B and
the other way around, then for them to interact correctly they will need to exchange
information about multiple grid cells. In doing so, they resolve at least part of each
others domain. In this case, A and B have spatial scale overlap. When submodels of A
and B are treated as black boxes, unaware of each others structure, they will need to
exchange information about the entire part of the domain where they overlap at once.
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∆

AB
(a) Scale overlap

Ω

A

B
B'

(b) Scale contiguity

A

B
B'

(c) Scale separation

Figure 2.4: Two phenomena A and B, both having a rectangular grid as a domain, with
different scale relations. Phenomenon B 0 is of the same type as B, and in Fig. 2.4b it
might interact with B, while in Fig. 2.4c it would not. The granularity ∆ and total size
Ω of B are indicated in Fig. 2.4a.

On the other hand, if one grid cell of A is exactly the total size of B, and B represents exactly one grid cell of A, they have contiguous scales and B will only need
information from the one cell in A it represents, and possibly its neighbours. This
behaviour is more local, but a submodel of B might need to interact with submodels
in neighbouring cells.
When the total size of B is strictly smaller than a grid cell of A, scale separation
occurs. It means that B interacts with few grid cells of A, but also that to fully resolve
one cell of A, multiple instances of B might be necessary. Since the scale of A is not fine
enough to fully resolve B, B might be treated as a canonical example for a single grid
cell of A, using its results throughout the cell and not only where B itself is located.
This final scenario is used to calculate multiscale speedup [69].

2.2.3

Multiscale model and single scale models

Multiscale modelling takes advantage of data available at distinct scales by modelling
interaction between those scales, accordingly managing the complexity of phenomena
involved. Practically, first a multiscale phenomenon is functionally decomposed into
single scale phenomena, which will then form the basis for several coupled submodels.
Having coupled submodels instead of a monolithic multiscale model has the additional
advantage of aiding modular development, which in turn benefits implementation
[129]. At this stage, however, submodel implementation is not considered, only the
model formulation. Given Definition 2, three types of functional decomposition are
relevant: decomposition by process, finite observation (or discretisation), and scale.
First, a process consists of dynamics over an object within a time interval. If
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any of these terms differ, a different submodel could be used. In practice, the same
submodel can be used if the dynamics are sufficiently similar. For example, in two
human cells similar processes might occur and those might be represented by the
same type of submodel. If the cells have differentiating properties such as cell type or
contents, however, a different submodel could be used. Also, if the dynamics of an
object change over time, such as when the division of one cell starts, then a different
submodel might be used for that.
Second, the discretisation of the phenomenon may be a reason for functionally
decomposing a phenomenon. For instance a grid-based model and a agent-based model
might both represent the same process, but they allow different aspects of a process to
be modelled.
Third, decomposing by scale, also called scale splitting, is possible if several phenomena are taking place on different scales, especially if they have scale separation.
For instance, one phenomenon might be changing intrinsically faster than another.
A spatial example is suspension flow, which behaves like a fluid on a coarse scale but
where the viscosity is determined on a fine scale.
Except scale splitting, none of these functional decomposition methods have a
particular dependency on multiscale modelling and arguments for them can be found
in components-oriented literature [8, 9, 58]. Nevertheless, we consider it good practice
to do functional decomposition and it will help while doing distributed multiscale
computing.
Once a multiscale model is decomposed into submodels, each of these submodels
should be single scale models. The term single scale model has the intuitive notion
of a scale that spans only few orders of magnitude and on which scale splitting is no
longer useful to apply. An alternative sense of the term single scale submodel is that
the multiscale model additionally contains submodels with different scales.
Finally, when considering model implementation, practical issues may make decomposing a submodel implementation necessary. For instance, take a submodel implementation with computational requirements that scale with the size of its domain,
and suppose the submodel turns out to be computationally too expensive to run on
a single machine. In order to reduce the computational time, domain decomposition
may be performed to split the submodel into multiple instances, each computing only
part of the total domain. Although domain decomposition in this case is inspired by
practical considerations, generally the submodel on which domain decomposition is
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performed also needs to change. This allows it to correctly and efficiently interact
between different parts of the domain.
Apart from single scale models, a multiscale model also consists of the interactions
between its submodels, indeed, without them a multiscale model would not add anything beyond being a collection. Identifying which phenomena significantly interact
is highly domain-specific and is up to the modeller to decide.

2.2.4

Scale separation map

A way to assess the scales of the phenomena involved in a multiscale phenomenon is to
draw its scale separation map (SSM). It is actively used in Complex Automata theory
[69] but it can be extended to multiscale modelling in general, as a more basic version
of the scale map by Ingram and Cameron [75] shows. Besides helping to gain intuition
about the phenomena and their scales, the SSM also communicates the structure of
the multiscale model to others.
Concretely, the SSM is a log-log plot of the scales of involved phenomena, with
the temporal scale on the horizontal axis and the spatial scale on the vertical axis; a
simple example with one phenomenon is shown in Figure 2.2. Once the scales of
the phenomena are visualised with an SSM, interactions between phenomena can be
indicated by drawing directed edges between their scales. Edges may be labeled with
the type of interaction that is involved. For the sake of clarity, phenomena may be
removed from the map or merged if they cause confusion or cluttering. During later
phases of modelling it may become apparent that the SSM is over- or underspecified
and it may be redrawn.
An example of an SSM of a nano materials model [132] is shown in Figure 2.5,
with a macro phenomenon of the materials processes on a tangible macro scale and
a micro phenomenon of molecular dynamics of the material. These two phenomena
have scale separation in both their temporal scale (fast quantum mechanics dynamics
versus slower molecular dynamics) and their spatial scale (molecules versus fibres).
Another example, a model of In-stent Restenosis (ISR) as seen in figure 2.6, does
not exhibit spatial scale separation: the smooth muscle cell proliferation and blood
flow are observed at the same spatial scale. There is temporal scale separation, as
blood flow spans a second of a heart beat and a cell cycle lasts a day. The phenomena
leading up to ISR, notably the stent placement, are omitted from the map to prevent
cluttering.
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Figure 2.5: An example SSM of a classical macro-micro model, showing on the axes
spatial and temporal scale, with granularity ∆ x , ∆ t ; and total size Ω x , Ω t respectively.
In 2.5a the multiscale model without separating the scales, in 2.5b macro single scale
model A and micro single scale model B.

2.2.5

Submodel Execution Loop

In the SSM, edges are drawn to indicate an interaction between phenomena, without
stating when information between submodels should be exchanged. To evaluate when
information should be exchanged, we will define a few interaction patterns that may
be used; and to define these, we will first need to formalise execution patterns of
individual submodels. Both submodels and later their implementation should follow
these execution patterns.
Of course, a submodel A should only exchange information to submodel B if a
state change in A occurs or B triggers a state change in A. The state change itself
can be modelled by an event e ∈ E, with a model time t (e) ∈ R associated to it. In
contrast with the definition by Lamport [88] these events are associated with a model
time and not with an execution time. The events are then aggregated into a time series
that captures all dynamics of a submodel. By relating the time series to the temporal
scale specification S(δ t , ∆ t , ω t , Ω t ) of the underlying phenomenon, δ t prescribes the
minimum time step for events to occur.
Definition 6. A time series ϑ = {e0 , . . . , en } is a finite well-ordered set of events with
t (ei ) < t (ei+1 ) for all 0 ≤ i < n. A future time series ϑi contains events occurring after
event ei , so ϑi = {e ∈ ϑ | t (ei ) < t (e)}. Modifications to ϑi affect ϑ and vice versa.
Time series ϑ adheres to temporal scale specification S(δ t , ∆ t , ω t , Ω t ) iff δ t ≤ t (ei +1 )−
t (ei ) ≤ ∆ t for all 0 ≤ i < n and ω t ≤ t (en ) − t (e0 ) ≤ Ω t . A time series adhering to a
regular scale specification is regular; one adhering to a point scale specification is a point
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Figure 2.6: The SSM of the ISR model, containing four submodels: blood flow, drug diffusion, thrombus formation and smooth muscle cell proliferation. All submodels act at the
same spatial scale S(1 µm, 1.5 mm) and at a different temporal scale, from S(100 µs, 2 s)
(blood flow) to S(1.5 hr, 30 days) (smooth muscle cells).

time series.
Event e0 and en in the definition above are used to determine what the initial and
final state of the submodel is, respectively.
Corollary 1. If a time series ϑ adheres to a scale specification, then |ϑ| ≥ 2. A point time
series has |ϑ| = 2.
Because a time series indicates exactly when a state change is observed, it forms
a natural guide for executing a submodel. A submodel initialises its state, including
boundary conditions, at model time t0 , after which it observes its own initial state.
For each subsequent event, the submodel is solved up to that event and the boundary
conditions are updated, after which, again, the intermediate state is observed. During
updating the state an event might cause changes in future events, hence the future time
series are also updated. The time series should then still adhere to the temporal scale
of the submodel. When the last event has been processed a final observation of the
state is made, thereby concluding the time series and ending the submodel.
The above description of submodel flow can be formalised in terms of a Submodel
Execution Loop (SEL).
Here f is the current state of the model, ϑ the time series, i the current iteration,
ei the current event, and t0 the starting time of the submodel. Five operators are
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Algorithm 1: General submodel execution loop
Input: Starting time t0
i ←0
f , ϑ ← finit (t0 )
while |ϑi | > 0 do
Oi ( f , t (ei ), t (ei +1 ))
i ← i +1
f , ϑi ← S( f , ei , ϑi )
f , ϑi ← B( f , ei , ϑi )
end
Of ( f , t (ei ))

used in the SEL: finit for initialisation of the state and the boundary; S for solving
one modelled step or processing up to the time point of the current event; B for
re-establishing the boundary conditions; and Oi and Of for an observation of the
intermediate and final state, respectively. Each of the operators may contain part
of a model or procedures. They are not necessarily mathematical functions, rather
they may have side-effects such as reading parameters or writing output. Of these
operators, finit , S, and B modify the state f and future events ϑi . Each observation
is accompanied by the time point of the last event, and intermediate observations can
also take into account the time point of the next event.
Within the SEL, the behaviour of a model is determined by how a modeller specifies the operators, i.e. which actions an operator should perform to reflect the specifics
of the phenomenon. Also the way the state or the future events are modified is a modelling choice; the only requirement is that the time series still adheres to the temporal
scale specification. However, the execution order of the operators is fixed. This should
be reflected both in the submodel itself and in its implementation.
The SEL listed in Algorithm 1 can accommodate different types of models. Eventdriven modelling is quite obviously possible, by using the time series as an event
queue. Time-driven modelling is also possible, by using a regular time series. Implicit functions, without a time step, can be modelled in several ways, depending on
the underlying phenomenon and the flexibility and realism of the function. If the
phenomenon has a point time series then there is only one event after e0 that needs
to be solved, so the S operator can just contain that function. More specific types of
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models also may fit, for example agent based modelling or cellular automata [70]. This
wide range of possible model types will allow most multiscale modellers to make use
of the SEL formalism.
Each of these modelling types may use an adapted SEL, as long as the order of the
operators remains the same as in Algorithm 1. For a time-driven submodel that does
not explicitly consider events and that has a regular temporal scale, Algorithm 2 can
be used. Since it has a regular time scale and does not need events, the time series will
not be changed during the run and can be abstracted away. The SEL operators S and
B could then be specialised to disregard the time series; in the algorithm these versions
are denoted S0 and B0 . For example, a submodel computing a new state each discrete
time step, based only on its previous state, could use this SEL.

Algorithm 2: SEL of a time-driven submodel
Input: Starting time t0 and temporal scale S(∆ t , Ω t )
t ← t0
f ← finit (t )
while t − t0 < Ω t do
Oi ( f , t , t + ∆ t )
t ← t + ∆t
f ← S0 ( f , t )
f ← B0 ( f , t )
end
Of ( f , t )

A submodel that consists of single function with point scale S(Ω t ) can for largely
be computed in S; other operators can then be left almost empty. As shown in Algorithm 3, the time series can again be abstracted away, and having only two events,
even the loop can be removed. This SEL could be used by a submodel that computes
a state only once or does not generate meaningful intermediate results.
The SEL can also be rewritten to that of a cellular automaton, as used in CxA
theory [67]. Generally, as long as the execution order of the operators stays the same
it can be rewritten to a range of different forms if that facilitates comprehension or
implementation.
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Algorithm 3: SEL of a single function
Input: Starting time t0 and point temporal scale S(Ω t )
f ← finit (t0 )
Oi ( f , t0 , t0 + Ω t )
t ← t0 + Ω t
f ← S0 ( f , t )
f ← B0 ( f , t )
Of ( f , t )

2.2.6

Coupling templates

As mentioned, the interaction between submodels is essential to create a multiscale
model from a collection of single scale models. Indeed, this coupling of submodels
may be the primary object of interest in the model and may be as computationally
expensive as the submodels themselves. In contrast to scale bridging techniques used in
a coupling, which may differ from one model to the next, we argue that the frequency
of interaction between single scale models exhibits regularity. Analysing patterns in
the frequency of interaction gives insights into the dynamics of the multiscale model
itself as well as its runtime behaviour.
Coupling templates, defined as a data transfer between the SEL operators of two
submodel instances, are a means to specify these patterns. To limit the number of
possible data flow patterns, and thus coupling templates, the operators Oi and Of
are only allowed to send data while the operators finit , B and S may only receive
data. This restriction makes coupling templates inherently unidirectional, as they are
defined only between a pair of operators, transferring data from one to the other.
There are six possible combinations of operators, each with its own interpretation,
four of which are listed in Table 2.2.
The B operator is not listed separately among the coupling templates in Table 2.2,
having a similar role as S concerning the frequency of interaction. Instead, their role
is distinguished by the concepts of multidomain and single domain coupling.
Definition 7. A coupling between two submodels A and B with domains D and D 0 ,
respectively, is single domain (sD) iff D is a subdomain of D 0 or D 0 is a subdomain of D.
Otherwise, the coupling is multidomain (mD).
The general distinction between boundary operator B and solving operator S in
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Table 2.2: Coupling templates between submodels A and B, listing: its name and operator; what the temporal relation between the operators in A and B is; what the temporal
scale relation between A and B is; and a common scenario in which the template is used.

1.
2.
3.
4.

Coupling template
interact OiA → SB
B
call
OiA → finit
release
OfB → SA
B
dispatch OfA → finit

Time
tA < tB
tA ≤ tB
tB ≤ tA
tA ≤ tB

Temporal scale
overlap
contiguous/separation
contiguous/separation
any

Scenario
reciprocated by the same template
reciprocated by template 3
B was started by template 2
loosely coupled or stateful

coupling templates is that B is used to receive messages in mD couplings while S is
used in sD couplings. The motivation for this distinction is that boundary conditions
generally should not deal with what happens within their own domain, but rather
what happens when interacting with another domain.
For example in the ISR model, the blood flow in the lumen has two type of boundaries: the first is the blood vessel wall, which is defined by the smooth muscle cell
proliferation; the second is the artificial boundary of the vessel, with a certain amount
of blood flowing in and out of the domain. In this case, the artificial boundary is
resolved within the blood flow model, whereas the blood vessel wall is resolved as a
mD coupling with the smooth muscle cell domain. On the other hand, the drug diffusion submodel in the uses the same domain as the smooth muscle cell proliferation
submodel, making it an sD coupling.
The use of coupling templates can be interpreted to a certain extent. First, if two
single scale models A and B have temporal scale overlap then they will need to resolve
multiple time steps of each other. Within the SEL this is possible by using the Oi
and S (or B) operators, so they will interact for each event in both submodels. This
interaction will only occur after the event has happened, so calling Oi will happen at
an earlier time than that it is processed by S. Conversely, if the single scale models are
scale separated and A has a larger temporal scale than B, then there is the possibility
that B needs to be resolved completely once per time step of A. Hence, A may call B
during each time step and when B is finished it may release its observations and send
them to A. When calling B, A gets the time of Oi as starting time, and it must release,
according to their contiguous or separated scales, before the next solving step of A. If
A is an initialisation or ab-initio single scale model and it is finished, it may dispatch its
state to B, which will continue computation at the time that A left off. Alternatively,
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Figure 2.7: Graphical overview of different coupling topology properties, like being cyclic
or acyclic, having a fixed or dynamic number of submodel instances, and having a fixed
or dynamic number of synchronisation points. Shown here are only examples with two
submodels, but this can be generalised to any number of submodels.

A may just dispatch part of its state to a next instance of itself, making A stateful.
These interpretations of the coupling templates are not all-encompassing but do
in our view provide the main reasons for using them.
In the example of the ISR model, none of the submodels has temporal scale overlap with another, so the interact template is not used. The dispatch template is used
when a submodel calculates the initial conditions for the model and sends them to the
smooth muscle cell proliferation submodel. This submodel then calls thrombus formation, which in turn dispatches to blood flow and drug diffusion. These submodels
then release to smooth muscle cell proliferation, after which the loop continues.

2.2.7

Coupling topology

Coupling templates indicate what data flow may occur between a pair of submodels,
but for interpreting a multiscale model its full topology has to be considered. A
coupling topology can be defined as a graph representation of a multiscale model,
with coupling templates as its edges, weighted by the number of times data is sent
over them, and instances of submodels as its nodes. This is similar to a scale separation
map, although the latter does not have submodels instances but only submodels, and
does not know how often couplings are used. This edge weight, combined with the
SEL, will help understand how often a particular part of a model will be run.
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A few properties of coupling topologies are of interest when computing or distributing a multiscale model. Three properties are are listed here and visualised in
Figure 2.7.
1. Is the coupling topology cyclic or acyclic, or does only parts contain cycles?
2. Are there multiple instances of certain submodels, and if so, can the number of
instances be statically determined?
3. Can the number of synchronisation points be statically determined?
If a multiscale model has an acyclic coupling topology, computation becomes quite
straightforward: the submodels can then be ordered and executed consecutively. Otherwise, a more complicated execution model has to be used, like dynamic execution
or one that predicts which parts of submodels are scheduled when. When the interact
coupling template is used and reciprocated, a coupling topology is cyclic, but a cycle
can also be formed with any of the other coupling templates. A cycle can include any
number of submodels.
The second property, multiplicity, gives an indication for the number of submodel
instances that are needed. If there is more than one instance per submodel, these
instances need to be addressed separately and a means for forking and joining data
might be necessary. If the multiplicity is determined during the runtime of the model,
there needs to be a mechanism for the model to spawn new instances of submodels,
increasing the complexity of the model and the framework that would run the model.
Having spatial scale separation can be a reason for needing multiple instances of
a submodel. Take two submodels A and B with spatial scale separation and A being
the larger of the two. The domain of A can then contain a multitude of subdomains
modelled by B, needing many instances of B to model them all. If the phenomenon
modelled by A is not regular in time or space it might not be predictable how many
instances of B are needed and the number of instances needed could even change over
time.
Finally, the third property indicates the number of times each submodel will transfer data and do computation. If static, such as when the temporal scales of all submodels are regular, data transfers and submodel execution times can be predicted and thus
scheduled. Otherwise, if the model communication is self-organised within the model
then the amount of running time is harder to estimate, or if communication is sched40

uled then the scheduler must be informed of the number of communications and
calculations that will take place.
The three properties defined here have a large impact on the complexity of software to compute the multiscale model, where a more dynamic property means more
complex software.

2.3

Specifying a multiscale model

The previous section introduced scales, submodels and coupling templates and topologies. The Multiscale Modelling Language (MML) is a high-level way to describe and
specify these concepts, along with the computational architecture of a multiscale
model. [47]. First of all, MML describes the code implementation of submodels
and coupling templates as computational elements. At this stage MML only needs an
overview of the implementation, like inputs and outputs and the scale that is used.
Second, it introduces computational elements to specify how messages will be distributed between submodels and how they will be affected during transit. Finally,
code characteristics of computational elements may be specified to guide a runtime
environment in how to execute those elements.
MML has multiple forms:
• a graphical format, hereafter denoted gMML and
• a human-writable, machine-readable XML-based format, denoted xMML.
Between them, xMML is more complete and precise while gMML is more humanfriendly. First gMML can be created in a graphical editor and form part of the documentation of a multiscale model or serve as input for creating an xMML file. Then
xMML serves as input for generating a scientific workflow or a rudimentary code
implementation. Most concepts sketched here were already available in the original
presentation of MML, but below they are refined and adapted to the terminology of
the previous section. Moreover, the concepts here do not depend on Complex Automata, but rather they are extended to the multiscale modelling formalism sketched
in the previous section.
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2.3.1

Computational elements in MML

The primary computational element in MML is a submodel implementation. Both the
submodel and its implementation can be described in MML. A computational element
has input ports, on which it receives messages, and output ports, on which it sends
messages. Connections between computational elements are made with conduits. A
conduit is a unidirectional connection between an output port and an input port and
it transfers data in the form of messages. A message contains data, for instance an
observation of a submodel state, the time point of the event it is associated with, and
the time point of the next message that will be sent over the conduit, if any.
Submodels may define ports based on their SEL operator. This means, that output
ports may be defined for operators Oi and Of and input ports for finit , S and B. A
coupling template between the operators of two submodels can then be translated as a
conduit between an in- and output port defined for those operators. For predictability
and to prevent deadlocks, submodels should send a message each time the operator
that a port is defined for is reached.
A multiscale modelling software framework used with MML may be data-driven,
allowing each submodel to execute independently until a message from another submodel is needed, which the submodel will await. A multiscale model can then be
initialised by starting a subset of submodel instances, and ended by consequence of
the final operator of the SEL of a subset of submodel instances.
Submodels so far defined do not have a state once their SEL is finished. A way to
explicitly save a state outside the SEL is to have a coupling from the final observation
of the submodel instance to the initialisation of the next time that it is called. Since this
iteration will only be instantiated if another submodel needs it, it does need separate
semantics.
To increase the independence of different submodels, one submodel should not
concern itself with sending a data format that is acceptable for the other, nor should
the other submodel concern itself with what submodel it is getting data from. Instead,
MML has a conduit filter or just filter that can be applied to a conduit. The filter is
then applied to messages transferred over that conduit to ensure that both submodels handle the data in a way most convenient to themselves and still communicate
correctly. Conduit filters should not model phenomena, but rather do a physically
correct data transformation that enables each submodel to reason about its own data.
The modelling of these filters alone can be a challenging part of multiscale modelling,
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for instance when mapping grid-based data to particle based data or doing fine-graining
or coarse-graining. Filters are allowed to have a state, so they can do time averaging by
aggregating data coming in, possibly altering the associated time point in the process.
They are reactive as they may not produce data if no data is sent over the conduit,
but not inherently predictable, as they may send multiple or zero messages when receiving a single message. Instead, they are predictable by specification, the ratio of the
number of messages sent versus the number of messages received has to be specified
in advance. In contrast to submodels, filters may know exactly what kind of data the
sending submodel will generate and what kind of data the receiving submodel expects.
This allows submodels to stay modular.
Consider for instance two submodels A and B with temporal regular scales SA(2 s, 1 hr)
and SB (1 s, 1 hr) that are coupled on a single domain. They have temporal scale overlap
and should use the interact coupling templates OiA → SB and OiB → SA. However, to
allow each submodel to have their own time step and to let the coupling stay correct,
a temporal conduit filter should be used on conduits between A and B. Events should
be interpolated in the direction from A to B to ensure there are enough messages for
B to process; in the other direction, events should be aggregated to ensure that A does
not receive too many. Appendix A shows an algorithm for a temporal scale conduit
filter that does this, accompanied by a proof of being deadlock-free.
Since the filter applies to only one conduit, it can not do a data transformation
for which multiple sources are necessary, nor can it distribute the transformed data
to multiple submodels, For these situations a fan-in or fan-out mapper should be used.
A fan-in mapper has one output port and n input ports, which may accept different
types of data. Formally, a fan-in mapper is a procedure m : I n → O, where I is
an abstract data type of the input ports that may be further specified per port, and
O is the output data type. A mapper is procedure rather than a function, since it
may interact with the world. A fan-out mapper has one input port and a n output
ports, which may produce different types of data. Again, formally, a fan-in mapper
is a procedure m : I → O n , where I is the input data type, and O is an abstract data
type of the output ports that may be further specified per port. Mappers can also
have conduits to other mappers, and those conduits may also have conduit filters.
For convenience, mappers may perform non-trivial data transformations, reducing
the need for filters and thus simplifying the computational architecture. However,
combining trivial join and split operations in mappers with filters can in principle
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yield any data transformation.
When doing domain decomposition or when the number of submodel instances
is dynamic it can be useful to instantiate a number of submodel instances at the same
time. However, to maintain their modularity, a submodel should not know how
many submodel instances it should communicate with. Otherwise, the submodel
implementation would have to change each time the domain is decomposed over a
different number of submodel instances. By having an intermediate fan-out mapper
between the submodels, submodels only need to know what data to send and not how
to divide it among submodel instances. Conversely, those submodel instances should
not have to know how the workload or domain is divided among themselves, and
just send any data to a fan-in mapper that will take care of that. For the disassembly
and assembly to happen correctly, the fan-out mapper could also send a message to
the fan-in mapper on how it distributed the workload so that the fan-in mapper can
correctly reconstruct the data again. With a fan-out and fan-in mapper it is thus easy
to create multiple submodel instances simultaneously and address them throughout
the multiscale model.
Finally, each port in MML needs to be connected. To test computational elements
in isolation or in arbitrary configurations, ports that do not have a viable counterpart
may be connected to a terminal. A source terminal generates data at the time scale of
the receiving port, and a sink terminal receives data at that rate. A terminal can be
used to read or write data from or to file; to simply discard data; to read from a URL;
or to generate data according to an algorithm. By connecting a single submodel to
terminals, the response to a range of input values can quickly be explored, and output
data can easily be validated.

2.3.2

Graphical MML

Being inspired by UML, gMML is a graphical representation of MML with some
UML icons. An example of the gMML of an in-stent restenosis model is shown in
Figure 2.8. A submodel instance is shown as a rectangle with a name label inside.
Mappers are drawn as a hexagons, with their name labels inside, and a conduit filter
as a rounded square, with a name label inside or close to it. If a number of submodels
have a single domain coupling, this may be emphasised by drawing a dotted rectangle
around the involved submodels, optionally with the name of the domain involved.
Conduits are represented as edges between elements, which may be labeled with
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Figure 2.8: The gMML of the ISR3D model, which is described in Chapter 4.4. Labels
in italics indicate the different types of computational elements. The different edge heads
and tails show the operators that are used, depicted in Figure 2.9.
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Figure 2.9: The different edge heads and tails corresponding to the SEL operators. Undefined means no SEL operator is associated with the coupling.

the type of data that is sent over it. Based on coupling templates, edge head and
tail decoration depends on the SEL operator that a conduit is sending to and from,
respectively, as shown in Figure 2.9. Operators finit and Of are shown as a diamond;
operators Oi and S as a circle, being called within the loop; and operator B is shown
as an empty arrowhead. Edge tails are filled black, edge heads are empty. Since a
mapper does not have an SEL, edges from or to it have no tail or a simple arrow head,
respectively.
The submodel instances that are initially instantiated have an edge from a filled
black circle; submodel instances that determine when the model will finish have an
edge to a filled black circle with a black round border. These circle icons correspond
to the start and end state of a UML state diagram.
Limitations of gMML include having no way to see the scales involved, and not
being very detailed. Its advantage is that it is a visual way of thinking about the computational architecture of a multiscale model, and provides a quick way to compose a
multiscale model in a user interface.
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2.3.3

XML format of MML

To automatically process the specification of a multiscale model a machine-readable
format is needed, which is preferably also human-writeable. The XML specification
has the advantage that it is well-known and that there are many software tools available to edit or parse it. The xMML format is specified with an XML Schema, with
which a minimal specification can be enforced and xMML elements may be validated.
By using namespaces, the format can be extended with XML extensions such as XInclude, XPointer or RDF, adding some flexibility to the language. These specifications
combined form the basis for xMML.
The content of xMML is aimed to be both descriptive and prescriptive. It is descriptive in the sense that it describes in detail the submodels, their computational
requirements, and the couplings that they have. It is prescriptive in the sense that:
during execution submodels should conform to the scales specified; and a port of a
submodel should only be used at the SEL operator it is defined for. The descriptive part enables an execution framework to run and schedule a multiscale model by
reading its xMML specification. The prescriptive part allows predicting and possibly
enforcing when messages will be sent to which computational element. Together, the
descriptive and prescriptive sides of xMML allow a correct execution of a multiscale
model.
In Listing 2.1 an example of the xMML of a macro-micro model is given, with a
two-dimensional macro submodel A and a set B of ten one-dimensional micro submodels. The corresponding gMML is depicted in Figure 2.10. The macro submodel
starts executing, then transfers an observation in the form of a grid to a fan-out mapper, which distributes different values to the micro submodels. Afterwards, the reverse
direction is executed using a fan-in mapper, after a filter has been applied to reduce the
resulting 1D array to a single value. All this is specified within the <topology> tag.
The combination is a classical case of macro-micro scale separation, using the coupling
B
templates call (OiA → finit
) and release (OfB → SA) with a single domain coupling, since
the micro submodels use a subdomain of the macro submodel. In general, to make
the domain used explicit, an <instance> tag may contain a domain attribute.
More detailed specifications are available within the <definitions> tag. Here,
the scales of the submodels are specified using SI notation or with time notation in
terms of minutes, hours, etc. If no SI unit is given, the default SI unit is presumed,
seconds for time and meters for space. In the example, all scales are regular, except
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Figure 2.10: The gMML of a simple macro-micro coupling, corresponding to Listing 2.1.

that of the second spatial dimension of the macro submodel, which uses the complete
scale specification. In the <ports> tag, inputs and outputs of the submodel to which
conduits may attach are defined. An SEL operator is assigned to them to associate
conduits with a coupling template, and to predict, together with the temporal scale,
how often the port will be used. A data type is also assigned to the ports, to later
ensure that both the sender and receiver use the same type of data. With <mapper>
tags the ports and function of fan-in and fan-out mappers can be specified; with the
<filter> tag a datatype converter or scale reduction or interpolation may be specified; and a <terminal> defines a source or sink terminal. Moreover, a model and
submodels may be versioned, described and named, and all implementable computational elements may be given an executable class name.
The root element <model> lists the name of the multiscale model, the version of
the current document and the version of xMML that is used.
Listing 2.1: The xMML specification of a macro-micro model (continues on next page).
<?xml version="1.0"?>
<model id="MacroMicro" xmlns="http://www.mapper-project.eu/xmml" name="
Macro-micro model" version="1.0" xmml_version="0.3.3">
<description>A macro-micro model, having a macro grid representation and
a micro cell representation.</description>
<definitions>
<datatype id="lattice2DDouble" size_estimate="x*y*sizeof(double)"/>
<datatype id="latticeMapping" size_estimate="x*sizeof(int)"/>
<datatype id="valueDouble" size_estimate="sizeof(double)"/>
<datatype id="arrayDouble" size_estimate="x*sizeof(double)"/>
<filter id="microArray" type="converter"
datatype_from="arrayDouble" datatype_to="valueDouble"/>
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<submodel id="Macro" name="2D Macro model" init="yes">
<timescale delta="1 s" total="1 min"/>
<spacescale delta="1 mm" total="1 dm"/>
<spacescale>
<delta min="0.7 mm" max="1.3 mm"/>
<total min="0.7 dm" max="1.3 dm"/>
</spacescale>
<ports>
<out id="grid" operator="Oi" datatype="lattice2DDouble"/>
<in id="gridDiff" operator="S" datatype="lattice2DDouble"/>
</ports>
</submodel>
<submodel id="micro" name="1D Micro model">
<timescale delta="1E-7" total="1E-5"/>
<spacescale delta="1E-5" total="1E-3"/>
<ports>
<in id="start" operator="finit" datatype="valueDouble"/>
<out id="diff" operator="Of" datatype="arrayDouble"/>
</ports>
</submodel>
<mapper id="gridDivide" type="fan-out">
<ports>
<in id="grid" datatype="lattice2DDouble"/>
<out id="mapping" datatype="latticeMapping"/>
<out id="value" datatype="valueDouble"/>
</ports>
</mapper>
<mapper id="gridCombine" type="fan-in">
<ports>
<in id="value" datatype="valueDouble"/>
<in id="mapping" datatype="latticeMapping"/>
<out id="grid" datatype="lattice2DDouble"/>
</ports>
</mapper>
</definitions>
<topology>
<instance id="A" submodel="Macro"/>
<instance id="B" submodel="micro" multiplicity="10"/>
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<instance id="A2B" mapper="gridDivide"/>
<instance id="B2A" mapper="gridCombine"/>
<coupling name="grid" from="A.grid" to="A2B.grid"/>
<coupling name="values" from="A2B.value" to="B.value"/>
<coupling name="mapping" from="A2B.mapping" to="B2A.mapping"/>
<coupling name="diffs" from="B.diff" to="B2A.value">
<apply filter="microArray"/>
</coupling>
<coupling name="grid diffs" from="B2A.grid" to="A.gridDiff"/>
</topology>
</model>

In addition to the modelling aspects, the implementation and computational aspects of a multiscale model can be specified using xMML. Above, the size estimate
included in the data type, based on the scales of the involved submodels, is used to
estimate the size of messages with that data type. Instead of relying on this implied
message size, the expected size may also be explicitly listed for each coupling. With
this size estimate, submodels instances may be placed closer together in a distributed
environment based on the amount of data transferred between them. In submodels,
mappers, filters, and terminals an <implementation> tag may be added to specify
the estimated memory and CPU requirements, as well as stating library or platform
dependencies. Combined, the implementation descriptions allow scheduling software
to make more informed decisions on distributing submodels, mappers, and conduits.
In addition, the implementation of an element may be included in the XML file,
which can be used to generate the appropriate simulation code and executables. This is
especially convenient for XML-based descriptions of submodels, such as CellML [93]
or SBML [49].

2.4

Multiscale model analysis

Being able to predict the runtime behaviour of a modular program has benefits for
scheduling, estimating computational costs, deadlock detection, and overall validity
checking. A multiscale model, as we are proposing, is modular and has internal structure through the submodel execution loop, coupling templates, coupling topology,
and computational elements. In this section we obtain the coupling topology of a
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multiscale model and propose a method to predict the models data flow from its MML
specification.
Several formal models for task dependencies and data flow in general exist, for instance task graphs, Petri nets, process algebra, or I/O Automata. In addition, the more
informal scientific workflows also have associated tools to predict runtime behaviour
of modular software. All these methods importantly have some form of software support, as automation gives a feasible and consistent way to predict runtime behaviour.
We will use task graphs, being the simplest for our purposes.

2.4.1

Coupling topology: deduction and implications

The coupling topology of a multiscale model can be deduced from its xMML specification. Firstly, whether a coupling topology is cyclic or acyclic can be determined
from this specification in linear time by constructing the graph formed by submodel
instances as nodes and couplings as edges.
Secondly, the multiplicity of the submodels is explicitly specified in xMML, and
can again be verified in linear time.
Finally, whether the number of synchronisation points is dynamic can be determined by evaluating the temporal scales of the coupled submodel instances. If all
submodels with an output port at their intermediate observation have regular scales
then the number of synchronisation points will be static (or ‘fixed’).
The implications of different coupling topologies have the same tendency: a more
dynamic setting makes it more difficult to manage and predict the runtime behaviour
of a multiscale model. In each case the executing framework must anticipate dynamic
changes in the number of computational resources required, and manage communication in a dynamic environment. Moreover, since it is up to the model to decide
what the dynamic requirements are, the model must also be adapted to communicate
dynamic needs to the execution framework.

2.4.2

Predicting runtime behaviour with a task graph

In this article we analyse the runtime behaviour of multiscale models using task
graphs, a formal but concise way of representing task dependencies and data flow
between tasks. A task graph is a directed acyclic graph of tasks as nodes and their dependencies or data flows as edges, as for example in Figure 2.12a. It is used primarily
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for scheduling on parallel and/or distributed computing resources [87]. A close concept is that of the wait-for graph [103], used for deadlock detection in distributed computing. It can also be seen as a serialised or unfolded graph of the MML description,
which may be cyclic. Although task graphs themselves are well-known, converting a
problem to a task graph in a nice way is problem-specific. In this section we convert
an MML description to a task graph, which has not been done before.
A multiscale model can be subdivided into submodel instances, and those can be
subdivided into SEL operators in conjunction with the iteration of the execution loop.
These SEL operators are the main nodes of the task graph. Mappers are also explicit
nodes in the task graph, conduit filters on the other hand may be implicit as long as
they do not aggregate or interpolate over the temporal scale. Conduits are modelled
as dependencies and thereby form the edges. Submodel instances, mapper instances,
or conduit instances that are initiated multiple times, for instance from the loop of
another submodel, are distinguished by an initiation number. Multiple submodel instances that are initiated at once, for instance for purpose of domain decomposition,
form a set. Another type of dependency is that of the internal flow of a submodel,
from one of its SEL operators to the next; or more broadly, the state of a submodel
to the next in stateful submodels. These dependencies are implicit to the submodel
flow and are consequently displayed with a dashed edge instead of a solid one. Together, SEL operators and mappers form the nodes of the task graph, and conduits
and internal submodel transitions the edges.
A task graph node representing an SEL operator has a label showing that operator.
The full format is instanceName j [k](o, i), where instanceName is the name of the
computational element, o the SEL operator and i the iteration. Then j indicates the
initiation number of a submodel instance that is initiated multiple times. If a set of
submodel instances is concerned, an index k is added. This format can be simplified
by leaving out any part, as long as a task remains uniquely identifiable.
The task graph of models with a static number of synchronisation points and submodel instances can be statically generated in a linear fashion, as shown in Algorithm 4
and 5. The algorithm depends on the SEL and on the coupling of MML’s computational elements and as far as we know is an original contribution. If it were to be
dynamically generated, while the model is executed, it would not require significant
changes, other than some form of communication with that model. The algorithm
starts with a number of submodel instances that are specified to be initial, and keeps
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track of active computational elements. These computational elements have to be
well-specified, so mappers and submodels work quite straightforward, although they
do have to keep track of their timestamps. A submodel additionally has edges to its
next operator and if it is stateful, also to its next instance. Mappers need a message on
each input, and once a message has been received on that input, subsequent messages
are buffered. In a task graph, this can be modelled by sending the message to the next
instance of the mapper. For conduit filters, Algorithm 6 must be evaluated to see
where it will send its output, and when all required messages are received.
In order to keep Algorithm 4 relatively brief, it does not include the temporal
conduit filter. Support for it can be added at lines B and D, by keeping track of
how many messages the filter must receive before it sends a message, and how many
messages the filter sends when it finally does send. Likewise, the algorithm does not
support conduits with multiplicity, which could be added with a simple for loop at
line D.
Deadlock detection happens in two places: while building the task graph and afterwards. During building the task graph, a task that has been active before could be
referenced again. Since this can only happen if that task already had all dependencies
resolved before, there must be a cycle that causes a message to be sent to it twice. The
second time deadlock detection becomes active is after building the task graph, when
it can find that some elements were still waiting for input but could somehow not
receive it.
In Algorithm 4 three lines A, B, and C indicate what part of the task graph may be
distributed. At A, a computational element doing a computation at a certain operator
may decide to send a number of messages. Deadlock detection is done by the receiving
computational element, which will detect that the timestamp is not correct. At B, it
has to wait for all messages to arrive before it can do its own computation, which
is built in to the MML specification of an element. The deadlock detection at C,
however, has to be changed to distribute efficiently, seeing that it is activated only
after all operators and submodels were executed as long as they could. At this point,
alternative distributed deadlock detection algorithm should be used.
Task graph acyclicity
The task graph algorithm presented indeed gives an acyclic task graph, simply because
any cycle will throw a deadlock. Here we show that in most well-defined cases, dead52

Algorithm 4: Generate a task graph, while doing deadlock detection. Variables
a and b are potential task graph nodes. Part 1/2.
Input: A full MML specification, with a set of submodel instances Σ
Output: Task graph G(V , E), with vertices V and edges E
// initialise the graph;
add src, sink to V ;
foreach s ∈ Σ that is marked initial or has no incoming conduits do
add s(0, finit ) to active;
add src → s(0, finit ) to E;
end

A

B

C

// activate one node at a time, and calculate outgoing
edges;
while active is not empty do
a ← remove element from active;
add a to V ;
next ← nextSet(a);
foreach b in next do
if b has already been active then
Deadlock: cycle in the task graph detected;
end
add a → b to E;
add b to sleeping;
end
if next is empty then add a → sink to E;
;
while sleeping contains element b that received all required messages do
move b from sleeping to active;
end
end
if sleeping contains elements with other incoming edges than stateful edges then
Deadlock: elements in sleeping still require incoming edges but there are no
active senders;
end
Continued on the next page as Algorithm 5...
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Algorithm 5: Generate a task graph, while doing deadlock detection. Variables
a and b are potential task graph nodes. Part 2/2.
D

define nextSet[a = s j {i, o}], s is a computational element
if s is a submodel instance then
if o = Of then
if s is stateful then add s j +1 (0, finit );
;
else if o = B and |ϑi | > 0 then
add s j (i, Oi );
else
o 0 ← SEL operator after o (finit → Oi → S → B → Of );
i 0 ← i + 1 if o = Oi , else i;
add s j (i 0 , o 0 );
end
end
foreach outgoing conduit of s to operator o 0 of s 0 do
(i 0 , j 0 ) ← previous iteration and initiation number used in this conduit
(default: 0, 0);
if o 0 = finit or s 0 is a mapper then increment j 0 ;
;
if o 0 = S or o 0 = B then increment i 0 ;
;
add s j0 0 (i 0 , o 0 );
end
end
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lock as caused by a cycle will not present itself. To show this, assume that for the
interact, call, and release coupling templates; scale separation, overlap, or contiguity
is strictly adhered to. To begin with, we will show when pairs of submodels yield an
acyclic graph. Thereafter, we will show when this will also yield a total acyclic task
graph. The timelines of the different submodels, determining the eventual structure
of the task graph, are shown in Figure 2.11.
For the first part, consider submodels A and B with temporal scales S(δ t , ∆ t , ω t , Ω t )
and S(δ t0 , ∆0t , ω 0t , Ω0t ) that have temporal scale separation with Ω0t < δ t , and that they
are coupled with the call and release coupling templates. A message sent by A at Oi
at time t , arrives at B at finit at time t , a message sent by B at release arrives at time at
most t + Ω0t . By that time, it reaches the next iteration of A, which has time at least
t + δ t > t + Ω0t . In terms of task graph nodes this can be expressed as
A(i, Oi ) → B(0, finit )

···

B(nB , Of ) → A(i + 1, S),

for any 0 ≤ i < nA, nA + 1 and nB + 1 being the length of the time series of A and B.
Next, if A and B have contiguous scales instead, specifically ∆0t ≤ δ t ≤ Ω0t ≤ ∆ t ,
then it is not clear that the time t A ∈ [t + δ t , t + ∆ t ] for one iteration of A is longer
than the time t B ∈ [t + ω 0t , t + Ω0t ] for B to release. On the contrary, this might
create an overshoot of at most Ω0t − δ t ≤ ∆ t − δ t . It is up to the modeller to prevent
this overshoot; failing to do so can lead to cycles or deadlocks. With regular scales,
however, this problem does not arise.
Finally, A and B can have temporal scale overlap, with ∆ t < ω 0t and ∆0t < ω t .
As mentioned in Section 2.3.1, we only consider this case under the condition that
the granularity of the receiving submodel is fixed, so if the interact coupling template
OiA → SB is used then δ t0 = ∆0t , and if the coupling is reciprocated then also δ t = ∆ t .
This case is the most involved, and to ensure that the task graph becomes acyclic, it is
important to reiterate that the interact coupling template specifies that the observation
made by Oi at a certain time t , will only be used by the first solving step S with time
t 0 > t . However, then multiple events in B may occur before the next event of A. If
the ratio between A and B of events occurred is static, then a time filter may be used
on the conduit, which can aggregate events in one direction and interpolate between
events in the other as shown in Appendix A. This time filter must know the time step
of the receiving submodel for this to behave correctly.
So, a message is never sent backwards in time between pairs of submodels. For
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Figure 2.11: Timelines of two submodel instances A and B with temporal scales
S(∆ t , Ω t ), S(∆0t , Ω0t ). The submodels show temporal scale separation, contiguity and overlap, respectively, and they start at time t0 . Initialisation is done at opening braces (finit
and Oi ), the last solving step and finalisation at closing braces (S, B, and Of ), and each
intermediate step at a tick (S, B, and Oi ). Arrows indicate messages sent, rounded rectangles denote temporal scale conduit filters aggregating or interpolating between messages.

more submodels, the problem remains submodels with overlapping temporal scales
with a varying granularity, which can not be the receiver of the interact coupling template. Indeed, this remains true for indirect interactions, such as when submodel A
uses the call coupling template for B, which then has a release template to C . As long
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as there is no path of coupling templates starting at Oi of one submodel and ending
at S of another submodel with a varying granularity, this problem does not appear.
Likewise, when A uses the call coupling template for B, which uses the dispatch template for C , which uses the release template for A, the combined total time of B and
C might be more than the granularity of A. This problem can only be prevented by
a modeller, and it might point to a larger problem with the model: if the combined
time of B and C is more than the granularity of A, it might well be that the computed
results of B and C are not valid within the timeframe of one step of A. By constructing the task graph, the task graph will detect a cycle and prevent the mistake from
happening.
Mappers, not considered so far, can not introduce cycles that were not present in
the description above because of their behaviour of sending a message when a message
is received.

2.4.3

Task graph reduction

Task graphs can get extremely large, growing exponentially in the number of temporal scale separated submodels, exacerbated by submodels that have a lot of iterations.
A methods to reduce the number of nodes is collapsing redundant nodes as in Figure 2.12b. This reduction can be performed while the task graph is constructed or
after it is finished. The reduction is straightforward, and can be performed no matter
how dynamic the multiscale model is.
Nodes of the task graph can be collapsed only if the graph is guaranteed to remain
acyclic. For example, a submodel instance A that only has a input port at finit and an
output port at Of could list all its SEL operators for each iteration as separate nodes,
but that would not add any information regarding its dependencies on other submodels. Instead, A can be collapsed to a single node in the task graph, while retaining its
dependencies of initialisation and final observation. To mark it as a collapsed node,
a range is assigned to the iteration number and SEL operator in the label. The label
of a collapsed node encompassing iterations i0 to i1 and SEL operator o0 to o1 then
becomes instanceName(i0 –i1 , o0 –o1 ). In general, node p can be collapsed with node q,
forming node r , if the following conditions hold:
• p and q represent the same submodel instance, initialisation number and set
number;
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Figure 2.12: A task graph of a simplified ISR3D model, which is described in Chapter 4.4, before and after the reduction described in the text. The actual label text is not
important in this example, rather the structure of the task graph can be seen to remain
intact.
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• p has an edge to q; and
• p has exactly one outgoing edge or q has exactly one incoming edge.
If this is the case, p and q can be removed and replaced by r , which will have the edges
of p and q, while excluding the edge from p to q.
Above conditions ensure that dependencies between submodels remain visible,
and that no cycle is introduced in the task graph, as we will show now. Given an
acyclic task graph and a reduction from nodes p and q, and suppose a cycle is introduced in the reduction, so that besides a path from s to t , where s and t are non-equal
nodes, there is also a path from t to s. First, replacing p and q with r is equivalent
to creating an edge from q to p, while disregarding the cycle between p and q. Since
only an edge from q to p is added and this causes a path from t to s to be created,
there must be
1. a path from t to q not containing p and
2. a path from p to s not containing q.
Suppose this is the case, and suppose that the condition holds that q has exactly one
incoming edge, which is from p, then any path to q must contain p, ruling out item 1.
Now, suppose that p has exactly one outgoing edge, then any path from p must also
contain q, ruling out item 2. Combined, this contradicts that the given task graph
was acyclic. Thus, a reduction performed under listed the conditions yields an acyclic
graph.
As long as the conditions above hold, the degree of collapse can vary depending on
the intended use of the task graph. If, for example, the exact receiving SEL operator of
submodel A in the example above must be known, then submodel A can be collapsed
into two parts; one node for finit : A(0, finit ); and another for the rest: A(0–n, Oi –Of ).
The above list of conditions is then appended with
• p does not have incoming edges from a node of another submodel instance,
initialisation number or set number and
• q has exactly one incoming edge.
If the exact sending SEL operator is also of importance, then in the example Of must
also be kept separate: A(n, Of ); ensured by appending the conditions with
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• p has exactly one outgoing edge and
• q does not have outgoing edges to a node of another submodel instance, initialisation number or set number.
With these simple guidelines, it is possible to reduce the number of nodes in the
task graph of a multiscale model.

2.5

Distributed multiscale execution

A multiscale model, once specified with MML, can be executed in a multitude of
ways such as a workflow system, the GridSpace Experiment Workbench 2 [39], or
a specialised framework. Because of the modular setup we propose for multiscale
models, it is feasible to distribute the computation among multiple heterogeneous
machines. For example, a setup with a single laptop possible, but also an execution
over a university network or full use of networked supercomputers.
Acyclic parts of a coupling topology will only execute once, and executing them as
part of a workflow takes full advantage of existing grid technology. Each node of the
compacted task graph can separately be scheduled, choosing the appropriate machine
for that task. Output data then needs to be collected at the end of each job. However,
cyclic parts of the coupling topology run in this manner will cause delays, since it
produces many task graph nodes and each node has a probability of waiting in queue.
An alternative is reserving all resources for the duration of a simulation and running
each task on an appropriate machine. This requires an active runtime environment
to start tasks on those machines and to perform communication. These methods can
also be combined: in a coupling topology consisting of a number of cyclic subgraphs
that are coupled in an acyclic way, a workflow system can start each cyclic subgraph
as a job managed by an active runtime system.
The Multiscale Coupling Library and Environment 2 (MUSCLE 2), described in
Chapter 3, is a distributed runtime environment for multiscale models with a cyclic
coupling topology. It will start a computational element on a machine when requested
and will shut the element down when it indicates that it is finished. MUSCLE 2 uses
decentralised message passing, so to assure that that communication data does not need
to be stored to file or at a central server, it requires elements that will communicate to
be simultaneously active.
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The GridSpace Experiment Workbench 2 can start MUSCLE 2 for cyclic coupling topologies, and it can instruct the QCG middleware [84] to start computational
elements on several machines simultaneously. More detail on this process is given in
Chapter 3.
In this thesis, we do not consider the specifics of scheduling the different parts of
a multiscale model to a distributed infrastructure. Rather, we refer to existing task
graph literature that addresses this [12, 33, 45, 87].

2.6

Applying the multiscale concepts

The methodology outlined in this chapter is being applied to several multiscale applications in the MAPPER project [144] from five scientific communities: biomedical
physics, nano materials, hydrology, fusion and systems biology. By way of example,
we will highlight a multiscale model of the formation of clay-polymer nanocomposite
materials [132]. The description of a multiscale model of in-stent restenosis is found
in Chapter 4.4.
Clay-polymer nanocomposite materials can, in certain formations, be fire-retardant
or extremely sturdy. The multiscale model of the formation of these materials evaluates quantum mechanics (QM) for the placement of individual atoms between multiple clay sheets, fine-grained molecular dynamics (FGMD) for the placement of individual molecules, and course-grained molecular dynamics (CGMD) for the placement
of groups of molecules. The simulation starts by evaluation QM properties, then the
computed values are used in the FGMD submodel, and finally the placement of the
molecules is used in the CGMD submodel. Domain decomposition is performed on
the QM and FGMD submodels, the first into 6 instances and the second to between
10 and 20 instances.
The three submodels have a typical macro-micro coupling, from QM to FGMD
to CGMD, with spatial and temporal scale separation, and a scale ranging from picometer to micrometer and from picosecond to millisecond. Smaller submodels are
in a subdomain of larger submodels, so all couplings are sD.
The gMML of Nano materials is shown in Figure 2.13, and also features mappers to
manage information coming from the submodels with decomposition. The coupling
topology is acyclic, as can be seen from the gMML, so it also has a fixed number of
synchronisation points. Also the number of submodel instances is fixed before the
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Figure 2.13: The gMML of the Nano materials application. It starts with a few QM submodels, after which their output is collected by the C fan-in mapper. The output is then
preprocessed by fan-out mapper M to send it to a number of FGMD submodels. Their
output, and the mapping used by M, is collected by the CM fan-in mapper to be used by
the final CGMD submodel.

model starts.
The model is implemented using multiple libraries: the LAMMPS and CASTEP,
with Perl scripts acting as mappers. The workflow is straightforward to implement.
It can be run in a distributed environment using GridSpace 2 as a workflow manager
and the Application Hosting Environment (AHE) [154] as a middleware stack.

2.7

Conclusions and further work

Multiscale modelling is being embraced as a paradigm to study and better understand
nature. Models produced in this way can be computationally expensive, leading the
way to distributed multiscale computing. In this chapter, we have laid foundations
for distributed multiscale computing, from a formal background to a full computational specification, which can be analysed to execute on distributed infrastructure.
Moreover, using this methodology it is already possible to do distributed multiscale
computing.
The formal part has been inspired largely by Complex Automata theory [67] by
generalising it to multiscale modelling, and is duly influenced by the Heterogeneous
Multiscale Method (HMM) [42], Ingram et al. [76] and the multiscale ontology by
Yang and Marquardt [151]. By formally defining concepts as phenomenon, scale and
scale separation, we were able to restrict and classify the flow of a submodel and the interaction between submodels. Moreover, the definitions form a basis for decomposing
and thus modularising a multiscale model.
The frameworks classification by Ingram et al. [76] is the following: multidomain,
embedded, parallel, serial, and simultaneous. The first, multidomain integration consists of a macro-scale model M coupled to a micro-scale model µ on a separate domain.
In our methodology this is represented by a mD coupling between µ and M , and sup62

pose these models have temporal scale overlap, then the interact coupling template
with the SEL B operator will be used. If there are multiple micro-models, their data
can first be aggregated by a mapper before M processes it. In an embedded integration, µ models a subdomain of M , which is a sD interaction. The call and release
coupling templates could be used here if there is no temporal scale overlap. With
parallel integration, two submodels 1 and 2 model the same domain using a different
representation. They will have to have a cyclic coupling topology and have temporal
scale overlap, and will use the interact coupling templates. With serial integration,
one submodel is executed after the other. This is exactly what the dispatch coupling
template, and the acyclic coupling topology is meant for. Finally, with simultaneous
integration all submodels run at a micro-scale and information is integrated after they
run. In our methodology this can be achieved by computing the micro-scale models
and sending the output to a fan-in mapper, which can process and aggregate the information computed. The strength of our methodology is that it allows multiple of
these strategies to be combined, having for instance parallel integration on one part
and multidomain integration on another.
Finally, the multiscale ontology by Yang and Marquardt [151] provides a formal
background to multiscale modelling. Unfortunately, although their definitions of domain are very thorough, their definition of scale is too hierarchical to be suitable for
multiple dimensions. By redefining scale in this paper, we have a clear way to identify
the scale of a submodel and relate it to the scales of other submodels. Their definition
of a coupling is similar to ours, although we do not impose laws on the couplings.
Instead, we offer conduit filters that modellers can use to enforce a rule on a conduit,
which is a more low-level way to represent a coupling laws. Interesting definitions that
we do not reproduce are those of couplings between elements or subdomains of two
submodels and composing submodels to form a system that again acts as a submodel.
From the restricted behaviour of our formalism, a computational specification
language, the Multiscale Modelling Language (MML) [47], is refined and firmly based.
It takes advantage of scales but also includes well-defined computational elements such
as one-way conduits, conduit filters and mappers, used to interconnect the different
submodels. It is a high-level language, leaving the implementation of those elements
free. Additionally, since it is constrained by the definitions in multiscale modelling,
it is more specific and concrete than other component-based modelling specifications,
such as CCA [8].
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Given such a focused multiscale model specification with well-defined elements,
its properties can be deduced: how dynamic it is, what dependencies and possibilities
for deadlock appear between submodels, and how the model could be scheduled over
multiple resources. We propose a method to represent the execution of a multiscale
model with a task graph, which can in turn be used to schedule submodels over multiple (distributed) resources [33, 45]. Additionally, if all computational elements adhere
to the MML specification, possible deadlocks can be detected before execution while
constructing the task graph.
Finally, a properly defined and analysed multiscale model can be executed for example by the Multiscale Coupling Library and Environment (MUSCLE) [65]. Within
MUSCLE, conduits and some filters are already supplied and submodels and mappers can be implemented in Java or C++, or any programming language that has an
interface with C++, such as Fortran or C. MUSCLE is under active development,
which will be the basis for a separate contribution. MUSCLE does not do scheduling,
so for distributed multiscale computing a combination with grid middleware such as
QosCosGrid tools [84] is being explored.
Alternatives to MUSCLE for executing a multiscale model are possible, seeing that
MML is not tied to a specific implementation. Particularly, if a multiscale model has a
acyclic coupling topology then there are much simpler systems than to execute it. In
such a case, a lot of workflow composition tools would also suffice, of which multiple
are quite suited for distributed execution [7, 30].
One of the goals of the MAPPER project is to further automate the combined
workflow of specifying, analysing, and doing distributed execution of a multiscale
model by developing additional MML tools and integrating them with QosCosGrid
and GridSpace 2 [39]. This will be described in Chapter 3.
This chapter addresses how to approach distributed multiscale computing, in the
next chapters we will see it implemented and focus on the performance of doing distributed multiscale computing as opposed to local computing.
In this thesis no solution is offered for models with cyclic coupling topologies that
contain submodels with non-regular temporal scales. First of all, if two submodels
with temporal scale specifications S and S 0 (with Ω > Ω0 ∨ (Ω = Ω0 ∧ ∆ ≥ ∆0 )) have no
no overlap, separation, or contiguity, i.e.,
(∆ ≥ ω 0 ∨ ∆0 ≥ ω) ∧ Ω0 ≥ δ ∧ (∆0 > δ ∨ Ω0 > ∆),
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they will not abide by the defined coupling templates. If they have scale overlap and
more than two submodels with non-regular temporal scales are interacting, advanced
synchronisation schemes must be employed [54, 77], which are not covered by the
theory in this thesis. If two submodels have scale separation, there is no problem
since the coarse scale submodel is not exposed to event-based state changes, and the
fine scale model is restarted for each event. Allowing non-regular temporal scales in
cyclic task graphs may introduce non-determinism for the dependencies in the task
graph, and the full implications will need further study.
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3

Distributed multiscale runtime
environment1

Abstract We present the Multiscale Coupling Library and Environment: MUSCLE 2. This multiscale component-based execution environment has a simple to use Java, C++, C, Python
and Fortran API, compatible with MPI, OpenMP and threading
codes. We demonstrate its local and distributed computing capabilities and compare its performance to MUSCLE 1, file copy,
MPI, MPWide, and GridFTP. The local throughput of MPI is
1 The contents of this chapter are based on:
• J. Borgdorff, M. Mamonski, B. Bosak, K. Kurowski, M. Ben Belgacem, B. Chopard, D. Groen, P. V.
Coveney, and A. G. Hoekstra. Distributed Multiscale Computing with MUSCLE 2, the Multiscale Coupling Library and Environment. Journal of Computational Science, in press, 2014. doi: 10.1016/j.jocs.2014.
04.004
• D. Groen, J. Borgdorff, C. Bona-Casas, J. Hetherington, R. W. Nash, S. J. Zasada, I. Saverchenko, M. Mamonski, K. Kurowski, M. O. Bernabeu, A. G. Hoekstra, and P. V. Coveney. Flexible composition and execution of high performance, high fidelity multiscale biomedical simulations. Interface Focus, 3(2):20120087,
Apr. 2013. doi: 10.1098/rsfs.2012.0087
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about two times higher, so very tightly coupled code should use
MPI as a single submodel of MUSCLE 2; the distributed performance of GridFTP is lower, especially for small messages. We
test the performance of a canal system model with MUSCLE 2,
where it introduces an overhead as small as 5% compared to
MPI.

3.1

Introduction

The conceptual framework in the previous chapter describes the process of constructing a multiscale model by identifying and separating its scales. The Multiscale Modelling Language (MML) then specifies how the model can be computed [22, 47]. In this
chapter we present a means to implement multiscale models: the Multiscale Coupling
Library and Environment 2 (MUSCLE 2). It takes a component-based approach to
multiscale modelling, promoting modularity in its design. In essence, it treats single
scale models as a separate components and facilitates their coupling, whether they are
executed at one location or multiple. It is open source software under the LGPL version 3 license and is available at http://apps.man.poznan.pl/trac/muscle.
MUSCLE 1 [65] generally had the same architecture and it was based on the Complex
Automata theory [67, 70] and focussed on multi-agent multiscale computing; however,
MUSCLE 1 and 2 share only 4% of their code, and their differences are discussed in
Appendix B.3.
Distributed computing is a way to take advantage of limited and heterogeneous
resources in combination with heterogeneous multiscale models. There are several
motivations for distributing the computation of a multiscale model: to make use of
more resources than available on one site; making use of heterogenous resources such
as clusters with GPGPUs, fast I/O, highly interconnected CPU’s, or fast cores; or
making use of a local software license on one machine and running a highly parallel code on a high-performance cluster. Projects such as EGI and PRACE make distributed infrastructure available, and software that uses it is then usually managed by a
middleware layer [155]. The QCG-Coordinator [27] middleware, for example, allows
users to use computational resources at multiple locations in Europe, and it supports
MUSCLE 2 for this purpose.
Quite a few open and generic component-based computing frameworks already
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exist, for instance the CCA [8] with CCaffeine [7], the Model Coupling Toolkit
(MCT) [83, 89], Pyre [34], or OpenPALM [35]; see the full comparison by Groen
et al. [62]. The Model Coupling Toolkit has a long track-record and uses Fortran
code with MPI as a communication layer so it potentially makes optimal use of highperformance machines. OpenPALM uses TCP/IP as a communication layer and it
is packaged with a graphical user interface to couple models. Both frameworks provide some built-in data transformations. MUSCLE 2 uses shared memory for models
started in the same command and TCP/IP for multiple commands. An advantage over
the other mentioned frameworks is that it provides additional support for distributed
computing and for Java. However, it has fewer built-in data transformations available
and does not provide tools for implementing the contents of single scale models, so it
should be combined with domain-specific libraries.
There are many libraries for local and wide-area communications, apart from MPI
implementations and the ubiquitous TCP/IP sockets. MPWide [59], for instance,
is a lightweight library that optimises the communication speed between different
supercomputers or clusters; ZeroMQ [74] is an extensive communication library for
doing easy and fast message passing. To use them for model coupling these libraries
have to be called in additional glue code. MUSCLE 2 optionally uses MPWide for
wide area communication because of its speed and few dependencies.
So far MUSCLE 2 is being used in a number of multiscale models, for instance a
collection of parallel Fortran codes of the Fusion community [53], a gene regulatory
network simulation [134], a hydrology application [16], and in a multiscale model of
in-stent restenosis [20, 32, 60].
In this chapter, we introduce the design of MUSCLE 2 in Section 3.2, including
its conceptual background, MUSCLE 2’s API (Application Programming Interface)
and runtime environment. The performance and startup overhead of MUSCLE 2 is
measured in Section 3.3 in a number of benchmarks. Finally, in Section 3.4 two applications that use MUSCLE are described, principally a multiscale model of a complex
canal system, for which additional performance tests are done.

3.2

Design

MUSCLE 2 is a platform to execute time-driven multiscale simulations. It takes advantage of the separation between the submodels that together form the multiscale
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Figure 3.1: Overview of the approach presented in this paper. First, use the multiscale
modelling and simulation framework to characterise a multiscale model: create a scale
separation map (for example with macro model M and micro model µ), and translate it
to the computationally oriented multiscale modelling language, including any mappers
f1 and f2 to do scale bridging and/or data conversions (Sec. 3.2.1). The architecture is
implemented and coupled with MUSCLE 2 (Sec. 3.2.2 and 3.2.3), and finally, executed on
a single machine or cluster with plain MUSCLE 2 (Sec. 3.2.4), or cross-cluster using the
MUSCLE Transport Overlay (MTO, Sec. 3.2.5).

model, by treating each submodel as a component in a component-based simulation.
The submodels individually keep track of the local simulation time, and synchronise
time when exchanging messages.
A strict separation of submodels is assumed in the design of MUSCLE 2, so the
implementation of a submodel does not dictate how it should be coupled to other submodels. Rather, each submodel sends and receives messages with specified ports that
are coupled at a later stage. When coupling, modellers face their main scientific challenge: to devise and implement a suitable scale bridging method to couple single scale
models. MUSCLE 2 supports the technical side of this by offering several functional
components, described in Sec. 3.2.1.
The runtime environment of MUSCLE 2 executes a coupled multiscale model on
given machines. It can run each submodel on an independent desktop machine, local
cluster, supercomputer, or run all submodels at the same location. For instance, when
one or more submodels have high computational requirements or require alternate
resources such as GPU computing, these submodels can be executed on a suitable
machine, while the others are executed on a smaller cluster. A requirement is that a
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connection can be established between submodels, and that a message can only be sent
to currently running submodels. For some models a local laptop, desktop or cluster
will suffice; MUSCLE 2 also works well in these scenarios. Technical details about the
runtime environment can be found in Appendix B.
MUSCLE 2 is separated into an API, which submodel code uses, a coupling scripting environment that specifies how the submodels will be coupled, and a runtime
environment, that actually executes the multiscale model on various machines. The
library is independent from the coupling, which is in turn independent from the runtime environment. As a result, a submodel is implemented once and can be coupled
in a variety of ways, and then executed on any suitable set of machines. Additionally,
future enhancements to the runtime environment are possible without changing the
library.

3.2.1

Conceptual background

To generally couple multiscale models, a framework describing the foundations of
multiscale modelling [19, 36, 75, 76] (see Ch. 2) and its repercussions on multiscale
computing [22, 47] was conceived. It starts by decomposing a phenomenon into multiple single scale phenomena using a scale separation map as a visual aid. Based on
these single scale phenomena, single scale models are created; see Fig. 3.1. Ideally,
these single scale models are independent and rely only on new messages at specific
input ports, while sending messages with observations of their state at output ports.
By coupling output ports to input ports using so-called conduits, a multiscale model
is formed. Assuming a time-driven simulation approach, each message is associated
with a time point, which should be kept consistent between single scale models.
The conceptual framework distinguishes between acyclically and cyclically coupled models. In the former, no feedback is possible from one submodel to the other,
while in the latter a submodel may give feedback as often as needed. This distinction
has many computational implications, such as the need to keep submodels active in
cyclically coupled models, or the recurring and possibly dynamic need for computing
resources. MUSCLE 2 focusses on cyclically coupled models by keeping submodels active during the entire simulation, whereas workflow systems tend to focus on
acyclically coupled models.
To facilitate consistency, submodels each have a fixed submodel execution loop:
consisting of initialisation, a loop with first an observation and then a solving step,
71

Listing 3.1: Submodel execution loop in MUSCLE 2
do {
init()
while (!endCondition()) {
intermediateObservation()
incrementTime()
solvingStep()
}
finalObservation()
} while (restartSubmodel())

and then a final observation. This loop can be restarted as long as a submodel with
a coarser time scale provides input for the initial condition. During initialisation and
solving steps, only input may be requested, and during the observations, only output
may be generated. Although this is the general contract, submodel implementations in
MUSCLE 2 may diverge from this loop, for example if it would increase performance.
Submodels should remain independent and as such the data expected by a submodel will not automatically match the observation of another. For this purpose data
can be modified in transit, thus implementing scale bridging methods, either by lightweight conduit filters, which change data in a single conduit, or by mappers, which
may combine the data of multiple sources or extract multiple messages from a single
observation. Finally, the input for a submodel may not be available from another submodel but rather from an external source, or conversely, an observation might only
be used outside the model. In that case, terminals may be used: sources to provide
data and sinks to extract data.
Each of the concepts mentioned in this paragraph is defined in the multiscale modelling language (MML). In MML these concepts are well-defined and accessible for
automated analysis, for example to predict deadlocks or the total runtime of a simulation. The configuration file of MUSCLE 2 and a code outline can be generated from
MML.

3.2.2

Library

The library part of MUSCLE 2 consists of Java, C, C++, Python, Fortran APIs
and coupling definitions in Ruby. The API’s for these languages can each: send and
receive arrays, strings, and raw bytes; do logging; and stage in- and output files. Other
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Table 3.1: Sending (first row) and receiving (second row) a message in MUSCLE 2 in
programming languages Java and C++.
Java

C++

double[] dataA=new double[100];
out(”portA”).send(dataA);

double* dataA=new double[100];
muscle::env::send(
”portA”, dataA, 100, MUSCLE DOUBLE
);
delete [] dataA;

double[] dataB = (double[])
in(”portB”).receive();

size t len;
double* dataB = (double*)
muscle::env::receive(
”portB”, (void*)0, len, MUSCLE DOUBLE
);
muscle::env::free data(dataB, MUSCLE DOUBLE);

programming languages and additional libraries may use the MUSCLE 2 API as long
as it can interface with one of the listed programming languages. Send calls have nonblocking semantics whereas receive calls are blocking by default but may be used as
non-blocking instead. An example of sending and receiving data with MUSCLE 2
is shown in Table 3.1. The formal submodel loop in Listing 3.1 is advised but not
enforced.
The Java API, in addition to the API’s of the other languages, allows implementing
formal MML constructs such as formal submodels, filters, and mappers, and sending
and receiving advanced data structures like Java classes. Because MUSCLE 2 allows
multiple languages in a multiscale model, filters and mappers can also be used in models that otherwise do not use Java. In all cases, the API is non-invasive and does not
force a certain programming paradigm, which makes it straightforward to incorporate
in existing code.

3.2.3

Configuration

The configuration of a multiscale model and the coupling is done in a Ruby file. In
this file, submodels and their scales are specified, parametrised, and coupled to each
other. Mappers, conduit filters, sources and sinks are also added to the coupling topology here. A conduit can be configured with multiple filters; predefined-filters such
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as data compression, or custom filters such as data transformations or conversions.
Because the configuration is a Ruby script the coupling topology can be automatically
generated, for instance to set up a ring or grid topology, or to read a network from a
file.
Below is an example of the configuration of a multiscale model with one macromodel and one micro-model, with a single coupling from macro to micro.
# Add the classpath of the submodels, using
# environment variable $MODEL_HOME
add_classpath ENV[’MODEL_HOME’] + ’/build/classes’
# Create a submodel instance ’macro’ with
# implementing Java class ’mypackage.Macro’
macro = Instance.new(’macro’, ’mypackage.Macro’)
# Set the macro timestep to 1 hour, and
# the total simulation time to 1 day
macro[’dt’] = ’1 hour’
macro[’T’] = ’1 day’
# For ’micro’, use a predefined MUSCLE MPI submodel and
# specify the executable
micro = Instance.new(’micro’,
’muscle.core.standalone.MPIKernel’)
micro[’command’] = ENV[’MODEL_HOME’] + ’/build/micro’
# Couple the port ’macroscopicVariable’ of macro to
# port ’environmentValue’ of micro
macro.couple(micro,
’macroscopicVariable’ => ’environmentValue’)

3.2.4

Runtime environment

The runtime environment of MUSCLE 2 is designed to be light-weight and portable,
and to provide high performance. MUSCLE 2 is supported on Linux and OS X. Data
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is transmitted between submodels and mappers, both called instances, using direct and
thus decentralised message passing.
Each MUSCLE 2 simulation has a single Simulation Manager and one or more
Local Managers, as shown in Fig. 3.2. The Simulation Manager keeps track of which
instances have started and what their location is. The Local Manager starts the instances that were assigned to it in separate threads and listens for incoming connections. Instances will start computation immediately but they will block and become
idle as soon as they try to receive a message that has not yet been sent, or try to send
a message to an instance that has not been started.
A so-called native instance is a compiled instance that runs as a separate executable.
Its controller is still implemented in Java and therefore the executable will try to establish a TCP/IP connection with this controller, which will then do all communication
with other instances and with the Simulation Manager. A native instance may be
serial or use threading, OpenMP, or MPI.
Message-passing mechanisms that are used are shown in Fig. 3.3. Messages within
a Java Virtual Machine are sent using shared memory. To insure independence of data
between instances, the data is copied once before it is delivered from one instance
to the other unless otherwise specified. Messages between Local Managers and between the Local and Simulation Managers are sent over TCP/IP, which is available
everywhere and inherently allows communication with between machines. The MessagePack serialisation library [104] is used for these communications because of its
efficient packing. The connection between a native instance and its controller uses
the XDR [131] serialisation library because it is already installed in most Unix-like
systems.

3.2.5

Cross-cluster computing

Because MUSCLE 2 uses TCP/IP for message passing between instances, it can communicate over the internet and within clusters. However, most HPC systems prevent
direct communication between submodels running on different clusters. Therefore,
MUSCLE 2 provides the user space daemon MUSCLE Transport Overlay (MTO). It
runs on an interactive node of an high-performance cluster and will forward data from
MUSCLE 2 instances running on the cluster to the MTO of another cluster, which
will forward it to the intended MUSCLE 2 instance. By default, it does this with
plain non-blocking TCP/IP sockets, but it can also use the MPWide 1.8 [59] library.
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Figure 3.2: An example of the MUSCLE runtime environment, explained in Section 3.2.4,
doing a distributed execution of the multiscale model described in file model.cxa.rb on
machines host1 and host2. The register and data arrows are both TCP/IP connections.
The Macro and Micro rectangles make up a multiscale model.
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Figure 3.3: Different ways in which MUSCLE 2 can be executed. A box with the MUSCLE label indicates a Local Manager. Blue arrows indicate communication between instances. They are labeled with the means of communication.
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Table 3.2: Computing resources used in performance testing. Cores are listed per node.
Name

Infrastructure

Location

Processor

Cores

iMac
Zeus
SuperMUC
Huygens
Cartesius
Gordias
Scylla

local desktop
PL-Grid, EGI
PRACE Tier-0
PRACE Tier-1
PRACE Tier-1
local cluster
local cluster

Amsterdam, The Netherlands
Krakow, Poland
Munich, Germany
Amsterdam, The Netherlands
Amsterdam, The Netherlands
Geneva, Switzerland
Geneva, Switzerland

Intel i3 3.2 GHz
Intel Xeon 2.4 GHz
Intel Xeon 2.7 GHz
IBM Power6 4.7 GHz
Intel Xeon 2.7 GHz
Intel Xeon 2.4 GHz
Intel Xeon 2.4 GHz

2/4∗
4
16/32∗
32/64∗
12/24∗
8
12

∗ Two

HyperThreads per core

MPWide’s goal is to optimise the performance of message-passing over wide-area networks, especially for larger messages.
Because the MUSCLE 2 instances that make up a distributed simulation have to
run concurrently and their in- and output files have to be managed, cross-cluster simulations are tedious to do manually. For this reason the MUSCLE 2 framework was integrated with the QosCosGrid (QCG) middleware stack [27]. The QCG middleware
stack offers users advanced job management and resource management capabilities for
e-Infrastructure. It will manage the execution of a distributed MUSCLE 2 simulation
from a central location, reducing the input and management needed from the user.

3.3

Performance

The main benefit of MUSCLE 2 is the library and coupling environment that it provides. However, for many if not all multiscale simulations, performance is equally important. The performance of MUSCLE 2 has two aspects: the overhead it introduces
and the messaging speed that it provides. These were measured on four resources: an
iMac (a local desktop machine), Zeus (a community cluster accessible through EGI
or PL-GRID), Huygens (a PRACE Tier-1 resource from SurfSARA, the Netherlands)
and SuperMUC (a PRACE Tier-0 resource from Leibniz-Rechenzentrum, Germany).
See Table 3.2 for their details.

3.3.1

Overhead

With MUSCLE’s runtime overhead figures, a user can estimate what the impact of
MUSCLE will be on the execution time and memory for a given multiscale model.
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To test the overhead we will start a varied number of submodels and conduits, to
evaluate their impact on CPU and memory usage. The overhead will be measured on
an iMac and on SuperMUC.
To test the overhead in execution time, MUSCLE is started with 30 different submodel counts n, from 1 to 1000, and 36 different conduit counts m, from 0 to 50.000.
The submodels are created in a configuration script, in which each submodel adds a
conduit to each of the following m/n submodels, wrapping around to the first submodel if there are less than m/n succeeding submodels. Once the simulation has
started, each submodel sends and receives one empty message through each conduit,
and then exits. This way, all submodels must be active simultaneously for a small
amount of time, like they would be in a normal simulation. Since a submodel with
native (C/C++/Fortran) code needs to start an additional executable, it is measured
separately. The amount of time spent on Java garbage collection is not separately measured. Software versions on iMac are Java 1.7.0_7 and Ruby 1.9.3; on SuperMUC they
are Java 1.6.0_32 and Ruby 1.8.7. The minimal overhead a is determined by taking
the minimum value encountered. The additional runtime overhead b per submodel
and c per conduit is determined by fitting the data to the equation a + b n +c m, where
n are the number of submodels and m are the number of conduits. The additional
runtime per native submodel was fitted to a linear curve separately. The minimum
memory overhead was taken as the memory of running with one submodel, all other
values were separately fitted to a linear curve.
The results for this experiment are listed in Table 3.3. With the highest number
of submodels and conduits (1000 and 50.000 respectively), execution took 7.1 seconds
on the iMac and 6.6 seconds on SuperMUC; the lowest runtimes were 0.68 and 1.2
seconds respectively. For most if not all multiscale simulations, even 7.1 seconds overhead will not be significant compared to the overhead of running the simulation, and
for multiscale simulations with less than 10 submodels, the overhead will be close to a
second.
The memory consumption was measured in a similar way as runtime overhead,
except here ten submodel counts from 1 to 1000 where used, and separately thirteen
conduit counts from 0 to 50,000, each started four times. The Java Virtual Machine of
the Local Manager was set up with an initial heap size of 1 GB and with a maximum
heap size of 3 GB. Since MUSCLE uses Java and Ruby, exact memory consumption
will differ per execution and it will include free space that their respective runtime en78

Table 3.3: Runtime and memory consumption2 of MUSCLE, on a local iMac and the
PRACE machine SuperMUC (see their details in Table 3.2). Entries marked ‘–’ were not
measured. We assume that the total memory consumption on both machines is similar,
since they both use 64-bit Intel processors. The first row (Overhead) indicates the overhead of MUSCLE without starting any submodels, the other rows show additional overhead to this baseline.

Overhead
Per submodel
Per local conduit
Per port with remote
coupled port
Per native submodel

iMac runtime

SuperMUC runtime

iMac memory

0.77 s
1.6 ms
0.11 ms
–

1.2 s
1.6 ms
0.10 ms
–

73 MB
168 kB
3.4 kB
1.1 MB

24 ms

–

1.7 MB

gines have reserved. However, with enough memory allocation a trend does emerge.
If multiple MUSCLE instances are started for a single multiscale model, additional
buffers need to be reserved for communicating with other Local Managers. Therefore ports that are coupled to a port of a submodel with another Local Manager are
measured separately, as are submodels with native code.
The results are listed in Table 3.3. With these figures, and taking into account the
memory consumption of the individual submodels, a user can estimate how many
submodels will fit in the memory of a single machine. As a result of the allocated
buffers, ports coupled to a port on an other Local Manager take a large amount of
memory, 1.1 MB. Similarly, a native executable linked to MUSCLE uses at least 650
kB of memory, and in Java an additional serialisation buffer is allocated. On a machine
with 4 GB of memory per core, each core could accommodate up to 20,000 submodels
with 10 local conduits each, up to 350 submodels with 10 remote conduits, or up to
300 native submodels with 10 remote conduits. In most scenarios this is more than
sufficient, and the number of submodels will instead be limited by the computational
cost of the submodel code.

2 Stated

memory sizes are multiples of 1024 (kilo)bytes.
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3.3.2

Message speed

The performance of MUSCLE communication is compared with approaches that
modellers would usually use for composite models. The two most prevalent methods of communication of our current users are file-based or MPI-based. The former
is often used to couple different codes together, whereas the latter is used to form fast
monolithic codes. For remote communication, GridFTP is a popular alternative and
MPWide is a well-optimised one. We will compare these methods with the communication speed offered by MUSCLE 2. Both latency and throughput of the methods
will be computed.
Single machine
For the local communications we will compare speeds of file copy, MPI, MUSCLE 1
and MUSCLE 2. Each of the tests is done with message size 0 kB and 2i kB, with i
ranging from 0 to 16, which is up to 64 MB. Since MUSCLE 1 will not send messages
larger than 10 MB, its measurements are limited to i ranging from 0 to 13 (8 MB). Per
message size, a message is sent back and forth 100 times, so it makes 100 round trips.
The time to send one message of a certain size is calculated as the average over the
round trip times, divided by two. The latency is calculated as the minimum time to
send a message. The message times are then fitted to a linear curve a x + b for message
size x, where throughput is calculated as a1 and b is taken as the latency.
For applications without a coupling library, a simple way to transfer data from
one process to another is to write to a file which another process may read. The
operating system might cache this file so that the read operation is fast. This scenario
is simulated by creating files as messages. One round trip is taken as copying a file and
copying it back using the systems file copy, which is equivalent to writing and reading
a file twice.
For a monolithic model, possibly with multiple substructures or threads, MPI is
a well-known and very fast option. This paradigm, however, gives none of the plug
and play advantages that MUSCLE 2 has, nor does it keep time in sync between submodels, nor is it easy to combine resources of different providers. In our experiment,
messages are sent by one MPI process, then received and sent back by another with
the same executable.
To test MUSCLE 2, first we take the situation that all instances have a Java implementation and a single machine is sufficient to run them. As described in Section 3.2.4,
80

messages are then sent through shared memory. Next, we take two MUSCLE 2 processes that communicate with TCP/IP, for when a user wants to prioritise one process
over the other, for instance. Finally, we take two instances that both have a C++ implementation.
The file copy, MPI and MUSCLE 2 scenarios are tested on the iMac (local desktop), Zeus (cluster), and SuperMUC (supercomputer). MUSCLE 1 is only tested on
the iMac due to portability issues.
The results are plotted in Fig. 3.4. The standard deviation for the latency is
very low and is not shown. Obviously, copying data has a higher latency and lower
throughput than the alternatives. The latency of MPI is clearly the lowest and MPI
has the highest throughput as well, which would be expected because it uses highly
optimised native code. MUSCLE falls in the mid-category, and is thus a serious contender if neither a monolithic nor a file-based simulation is desired. These results do
signal that for optimal performance of a very tightly integrated code, MPI could be
preferred over MUSCLE 2. Of course, this MPI code can then be used in MUSCLE 2
as a single submodel, so that MUSCLE can take care of starting the submodel and
coupling it with other codes.
Comparing the run-modes of MUSCLE, and MUSCLE 1 and MUSCLE 2, a few
remarks can be made. First, the latency of C++ is lower than having two Local
Managers, which is surprising: with C++ a message is first serialised with XDR,
sent, passed through shared memory in Java and then serialised again to be sent to
another C++ program. With two Local Managers, a message is serialised once with
MessagePack and directly used. So although the throughput of MessagePack is higher,
its latency is worse. Second, MUSCLE 1 falls far behind MUSCLE 2 in all cases, since
it uses the JADE system to send messages and overall has a less optimised code. That
the performance of MUSCLE 1 is most similar to MUSCLE 2 in the C++ scenario,
is because the Java Native Interface ( JNI) transfers data between Java and C++ faster
than TCP/IP sockets can. JNI was removed in MUSCLE 2 due to the portability
issues that it caused, see Appendix B.3 for the details.
Distributed computing
Besides local message speed, distributed message speed is also important for computing
on large infrastructures. Although the main bottleneck will usually be the available
network bandwidth, software does have an influence on message speed. In this section
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Figure 3.4: The performance of the communication methods described in Section 3.3.2.
(a) shows a plot of the time to send a single message, along with linear fit. (b) and (c)
show the performance of sending a message within a machine, for three machines (the latency is averaged as it showed little variation). (d) and (e) show the performance of sending messages on a local machine with MUSCLE 1 and MUSCLE 2, by starting a model: in
a single MUSCLE instance; with two coupled MUSCLE instances; or, with C++ submodels. The standard error of the latency measurements was negligible so it is only shown for
the throughput.

we will compare the speed of three possible technologies to do wide area network communication: MPWide 1.8, GridFTP 0.8.9, and MUSCLE 2 with the MTO. MPWide
is designed specifically for optimally making use of the available bandwidth by using
packet pacing, multiple streams per connection and adapted buffer sizes. GridFTP [57]
is a dedicated file transfer service run by EGI and PRACE sites. MUSCLE uses the
MTO, which by default uses a single plain TCP/IP socket per connected MTO but
can also be used in conjunction with MPWide.
Each test was performed between a PRACE Tier-1 site Cartesius in Amsterdam
and the PRACE Tier-0 site SuperMUC in Garching, Munich (more details in Table 3.2). They send a message from Amsterdam and back again, using message sizes
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0 kB and 2i kB, with i ranging from 0 to 20, which is up to 1 GB. For each message
size up to 1 MB, hundred messages were sent, for messages ranging from 2 MB to 1
GB ten messages were sent. The TCP/IP route from Cartesius to SuperMUC uses the
high-speed PRACE network. The average ping time over 50 consecutive pings on this
route was 15.2 ms.
In all applications the standard settings were used. For MPWide the number of
streams must be specified and was set to 128 streams. Although GridFTP can open
multiple TCP streams for a transfer, firewall settings prevented it to do so from SuperMUC to Cartesius, so in this experiment it used only one.
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Figure 3.5: The performance of sending a message between Huygens and SuperMUC.
(a) shows the time to send a message on a kilobyte scale, and excludes GridFTP which
fluctuates around 890 ms. (b) shows the time to send a message on a megabyte scale.
The other two plots show the fitted values of the data.

The results of the test are shown in Fig. 3.5. For very small messages both MUSCLE 2 with the MTO and MPWide come very close to the ping time, adding up to 2
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Figure 3.6: How a 3D cavity can be split into equal parts for use with MUSCLE, where
L x is its length, Ly its width and L z its depth, and d x the resolution at which it is resolved.

ms. When the MTO uses MPWide internally the latency goes up considerably because
it uses an additional management layer. GridFTP has to do a certificate hand-shake
before when connecting, which takes significantly longer at about 890 ms. With large
messages its performance is much better, at 90 MB/s, although it does show an occasional bump when the hand-shake can not be processed immediately. MUSCLE 2
with the MTO did a bit worse and MUSCLE 2 with the MTO using MPWide did a
bit better. Plain MPWide performance was much better than the other methods for
messages larger than 128 kB. This indicates that further efforts to integrate the MTO
and MPWide may be beneficial.

3.4

Use cases

To show the real-time usage of MUSCLE 2 as well as its practical performance we
will show how it is applied to a multiscale model of a canal system and specifically to
the submodel of one canal section. In the next chapter, a multiscale model of in-stent
restenosis shows the heterogeneity of submodels that can be coupled.

3.4.1

Hydrology application

An optimal management of rivers and waterways is a necessity in modern society to
ensure an adequate supply of water, in particular for agriculture, electricity production
or transportation [102]. An important requirement is to control the water level and
sediment transport in populated areas [97]. These problems can be addressed through
computer simulation in combination with optimisation methods.
Many of such hydrology problems can be implemented using a “Lego based philosophy” [16, 17], where river or water sections are modelled by submodels and con84

nected with mappers, based on the topology of existing canal systems. A submodel
can for instance implement a 3D Free Surface (3DFS) model and be connected to a
1D shallow water submodel. Because of their different resolution and time step this
gives a multiscale system. The decomposition into submodels allows a distributed
execution, which may be necessary for larger canal systems.
Our use case consists of a 3D cavity flow problem solved with the Lattice Boltzmann (LB) [130] numerical method. The submodels are implemented with the Palabos
toolkit2 , which uses MPI for parallelisation. The aim is to evaluate the time overhead
induced by the use of the MUSCLE API when performing distributed computations
of hydrodynamical problems. As illustrated in Fig. 3.6, the computational domain
(here a 3D cavity) is divided across several parallel clusters and information should be
exchanged between them at each iteration. This use case itself has full scale overlap
but will be coupled to different time scales when a canal system is simulated.
Listing 3.2: Pseudo-code of the cavtiy3d example.
1
2
3
4
5
6
7

f_init()
for (iterations < maxIteration) {
collideAndStream()
gatherBoundaryData()
sendReceiveBoundaryData()
updateBoundaryData()
}

Listing 3.2 gives the pseudo-code of the algorithm used by the numerical method.
During each loop iteration (line 2), the submodel computes the flow on line 3 using
the parallel Lattice Boltzmann method. On Line 4, each submodel retrieves boundary
data from all MPI processes in the same job and submodel. Line 5 establishes the coupling between submodels. In this case, the submodel sends and receives boundary data
using the MUSCLE API hidden in the sendReceiveBoundaryData() function.
On line 6, each section updates its boundary according to the data received from the
other submodels.
To show the performance of MUSCLE 2 when it is used in an actual problem,
we will consider the performance of the 3D cavity submodel described above. Our
benchmark will consist of running a monolithic code first and comparing its run2 Palabos:

http://www.palabos.org/
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time with using two MUSCLE submodels. A detailed treatment has been made by
Ben Belgacem et al. [17]; here we show some results obtained by using more CPUs.
The computational domain of the canal we will use, as depicted in Fig. 3.6, has a
length L x of 13000 metres, a width Ly of 40 metres and a depth L z of 10 metres. The
spatial resolution ∆x may vary and will determine the problem size: decreasing ∆x
implies increasing the domain size.
For the benchmark, we will evaluate three scenarios:
1. a monolithic simulation of the canal on a single cluster;
2. a simulation with two canal submodels on the same cluster, coupled using MUSCLE; and
3. a simulation with two coupled canal submodels on different clusters, coupled
using MUSCLE 2.
The first case shows what the performance of a usual monolithic model with MPI
is, the second what the cost is in splitting that into multiple parts using MUSCLE,
and the third what the cost is of distributing it with MUSCLE.
The execution time of these scenarios is indicated Tmono , Tlocal , and Tdistr , respectively. In scenarios 2 and 3, the canal section computed in scenario 1 is split equally
amongst the submodels called left and right. Each simulation carries out 100 iterations, and this is repeated three times. We varied the number of grid points per metre
1
N = ∆x
from 0.5 to 4, with a step size of 0.5. For the total domain this means varying the problem size from under 820 thousand grid points to over 340 million points,
scaling with N 3 . The MUSCLE communication volume, however, only scales with
N 2 , so computation will dominate computation for increasing N .
The simulations are run on the Gordias and Scylla clusters (for their details see
Table 3.2). The monolithic execution is done with 100 cores of the Gordias cluster.
Likewise, the MUSCLE execution is done with 100 cores, but here the left and right
section run on 50 cores each. The local MUSCLE execution is run on Gordias whereas
the in distributed one, both clusters are used. In the local execution we first ran the
MUSCLE Simulation Manager in a separate node so that it had a fixed address before
the job started. In the distributed scenario, QCG-Broker takes care of queuing the
jobs and starting the Simulation Manager.
Fig. 3.7a shows the results of the benchmark of Tmono , Tlocal and Tdistr on Gordias
cluster. We measured the average time per iteration. If we compare Tmono and Tlocal ,
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Figure 3.7: The performance of the three execution scenarios of the cavity 3D model, for
the number of grid points per metre N , as described in Section 3.4.1.

we see that the difference between execution times varies very little over all values of
∆x. The main bottleneck seems to be a fixed synchronisation overhead due to waiting
for messages between submodels.
Regarding the distributed execution (Fig. 3.7b), the efficiency values "distr = Tmono /Tdistr
and "local = Tmono /Tlocal show the same behaviour; i.e, we observe a large communication ratio with small values of N , and vice versa. This goes to the extent that for
N = 4, using only MPI is just 5% more efficient than using MUSCLE. "distr is smaller
than "local for smaller problem but for large values of N "distr is slightly higher, which
can be explained if we look at the detailed plots.
The runtimes of the two sections on the Gordias cluster, per operation of the
pseudo-code 3.2, are very similar, as shown in Fig. 3.8a and Fig. 3.8b. For large N , the
fraction of time spent actually calculating increases steadily. For smaller N , however,
most of the time is spent in waiting for messages from the other submodel, so if one
submodel was slower then the other would have to wait until it was finished and viceversa. In the distributed experiment however, the submodel on Scylla (Fig. 3.8d) was
computed consistently faster, which means the submodel on Gordias (Fig. 3.8c) needs
to wait far less. This gives a lower average time per iteration for situations that depend
more on computational time than on communication time.
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Figure 3.8: The runtime of different operations in the local and distributed cases,
where (a)–(c) run on the Gordias cluster and (d) runs on the Scylla cluster, and (a)–
(b) are run concurrently as are (c)–(d). The operations match the pseudo-code in
Listing 3.2: collideAndStream() [Collide]; getBoundaryData() [Gather];
sendReceiveBoundaryData() [Send/Receive]; and updateBoundaryData() [Update].

3.5

Conclusions

In this chapter, we have introduced and discussed the component-based and flexible
design of MUSCLE 2, and its distributed computing capabilities. It is based on a general approach to multiscale modelling and simulation [22, 67, 70] combined with the
multiscale modelling language [22, 47]. Because of its modular setup, clearly separating API, coupling, and runtime environment, users can modify parts of a multiscale
model without affecting the rest. A multiscale model implemented with MUSCLE 2
can be executed on distributed computing resources at any stage. Moreover, submodel code written in Java, C, C++, Python, or Fortran, and using serial code, MPI,
OpenMP, or threads can freely communicate with other submodels using different
technologies.
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The overhead of starting MUSCLE 2 for multiscale models with a reasonable
amount of submodels is shown to be low, both time- and memory-wise. For local
computing MUSCLE 2 is shown to be more efficient than file based message passing,
but it has a factor two lower throughput than MPI and up to 30 µs higher latency. For
parts of a multiscale model where MPI is better suited, such as performing a lattice
method or doing agent based simulations, MUSCLE 2 can simply run that part as a
submodel with MPI, and the multiscale model will still have the advantages of flexible
coupling and execution.
For distributed computing, the MUSCLE Transport Overlay transfers data from
one high-performance computing centres to another. Its efficient transfers easily surpass GridFTPs speed for smaller messages and give performance similar to GridFTP
for large messages. Using MTO with MPWide gives slightly better performance on
the high-speed PRACE network, but plain MPWide still much faster, so the integration between the MTO and MPWide will be further examined.
For a canal system model, MUSCLE 2 makes it easier to generate canal topologies
by flexible coupling and being able to distribute different parts of the canal system.
Moreover, for canal sections with sufficiently large problem sizes, the performance
of MUSCLE 2 is competitive with using a single monolithic code. It will need distributed computing for larger problems when a local cluster does not provide enough
resources; this turns out not to be very detrimental to performance.
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Applying distributed multiscale
computing to in-stent restenosis1

Abstract
Nature is observed at all scales; with multiscale modelling, scientists bring together several scales for a holistic analysis of a
phenomenon. The models on these different scales may require
significant but also heterogeneous computational resources, creating the need for distributed multiscale computing. A par1 The contents of this chapter are based on:
• J. Borgdorff, C. Bona-Casas, M. Mamonski, K. Kurowski, T. Piontek, B. Bosak, K. Rycerz, E. Ciepiela,
T. Gubała, D. Harezlak, M. Bubak, E. Lorenz, and A. G. Hoekstra. A Distributed Multiscale Computation of a Tightly Coupled Model Using the Multiscale Modeling Language. Procedia Computer Science, 9:
596–605, 2012. doi: 10.1016/j.procs.2012.04.064
• D. Groen, J. Borgdorff, C. Bona-Casas, J. Hetherington, R. W. Nash, S. J. Zasada, I. Saverchenko, M. Mamonski, K. Kurowski, M. O. Bernabeu, A. G. Hoekstra, and P. V. Coveney. Flexible composition and execution of high performance, high fidelity multiscale biomedical simulations. Interface Focus, 3(2):20120087,
Apr. 2013. doi: 10.1098/rsfs.2012.0087
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ticularly demanding type of multiscale models, cyclically coupled models, brings with it a number of theoretical and practical issues. In this chapter, a cyclically coupled model of instent restenosis is first examined for its multiscale merits using
the Multiscale Modelling Language (MML); this is aided by a
toolchain consisting of MAPPER Memory (MaMe), the Multiscale Application Designer (MAD), and GridSpace Experiment
Workbench. It is implemented and executed with the general
Multiscale Coupling Library and Environment (MUSCLE). Finally, it is scheduled on heterogeneous infrastructures using the
QCG-Broker. This marks the first occasion that a cyclically coupled multiscale model uses distributed multiscale computing in
such a general way.

4.1

Introduction

Models of biomedical systems are inherently complex; properties on small time and
length scales, such as the molecular or genome level, can make a substantial difference
to the properties observed on much larger scales, such as the organ, full-body and
even the population level [125]. We therefore need to apply multiscale approaches
when modelling many biomedical problems. Example biomedical multiscale challenges include predicting the impact of a surgical procedure [137], investigating the
effects of pathologies (e.g. arterial malformations or fistulas [105]), or assessing the
effects of a targeted drug on a given patient [111]. In all these cases, we need to examine processes that not only occur across several time and/or length scales, but that
also rely on different underlying physical and/or biological mechanisms. As a result,
modelling these processes may require substantially different algorithms and varying
levels of computational effort.
Historically, these problems have often been modelled using single scale approaches,
focussing on those aspects of the problem which are deemed most relevant. However,
applying a single scale model is frequently insufficient to fully understand the problem
at hand, as additional processes occurring on different scales must be incorporated to
obtain sufficient accuracy. It is this need for understanding the composite problem,
rather than its individual subcomponents alone, that has driven many research groups
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to explore multiscale modelling, see e.g. [41, 49, 110, 127].
From a computational point of view, different parts of a multiscale model may
have different, even contradictory, hardware and software requirements. For example,
take a model with one submodel using a highly-parallel fluid dynamics flow solver,
requiring a cluster with InfiniBand interconnects; another submodel, an agent-based
simulation parallelised with OpenMP, performing best on a large SMP machine; and
finally, a cellular automaton using GPU-powered calculations. Moreover, two submodels might require different specialised proprietary software, while having no sites
available with licenses for both. This situation is only exacerbated if the multiscale
model is cyclically coupled, requiring frequent communication between its submodels. Such a case demands distributed multiscale computing, as was recognised by five
scientific communities behind the MAPPER project2 .
From the biomedical domain, a three-dimensional model of in-stent restenosis,
ISR3D, is an example of a cyclically coupled multiscale model with heterogeneous submodels [32]. It models a stenosed blood vessel after stenting to determine if and how
a restenosis could occur. The two-dimensional version, ISR2D, already has published
results [137, 139, 140], but ISR3D is far more computationally demanding and requires
distributed multiscale computing. Preliminary computational results of ISR3D have
been reported by Tahir [136].
This chapter shows how a cyclically coupled multiscale model can be described,
specified, and executed, exemplified by ISR3D. First, ISR3D is described with the
high-level multiscale modelling language (MML) [19, 22, 47]. Once this is done, it can
be specified using the MAPPER Memory (MaMe), Multiscale Application Designer
(MAD), after which the application is managed by GridSpace Experiment Workbench
[17, 39, 123]. Meanwhile, ISR3D is implemented using the multiscale coupling library
and environment (MUSCLE 2, see Chapter 3) [26], which handles the communication
between submodels. Finally, the application is then scheduled on distributed resources
using the QosCosGrid stack [86], including EGI, PRACE, and a local resource. To
our knowledge, this is the first time that a cyclically coupled multiscale application
had a distributed execution in such a general and automated way. The case of ISR3D
forms a validation point for the aforementioned MML, the tools to convert MML into
an executable experiment, and for distributing a cyclically coupled multiscale model.
2 http://www.mapper-project.eu/
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4.2

Multiscale modelling language (MML)

To bridge the gap between multiscale modellers and execution environments, the multiscale modelling language (MML) was conceived [19, 22, 47]. This language introduces
a well-defined multiscale modelling terminology that can be used to describe, verify,
analyse, and execute a multiscale model. MML is defined in detail in Chapter 2.3, but
will be summarised here from the perspective of the application and tools.
As a basis, MML defines a multiscale model as a set of coupled single scale models.
The way submodel instances are coupled is called the coupling topology. When a
coupling topology is cyclic, it means that there is a feedback loop within the model
and that certain submodels will be revisited; we call this a cyclically coupled model.
In a loosely coupled model, without a cycle, a submodel can be considered finished
when it has sent its information. However, in a cyclically coupled model, submodels
repeatedly depend on input from other submodels. So while submodel A is waiting
for input, a runtime environment should either stop A and restart it when input is
available, or keep A running during this period.
With MML it is possible to specify submodels and submodel instances but also
their scale, computational requirements, and implementation details. Couplings are
made explicit using the concept of conduits that bind to specific ports of submodels.
For distributing or collecting messages between submodels, so-called fan-out and fanin mappers are used.
For human interaction, MML has a graphical representation called gMML. This
representation features the elements listed above, as shown in Figure 4.1, but does not
contain any implementation details or information on scales. It is useful for composing or communicating the architecture of a multiscale model.
For machine interpretation, the XML format xMML captures these features, but
also a wide range of metadata. This includes scale information, possible parameter
settings, a datatype system, implementation details such as number of cores needed
per submodel, but also descriptive and documentation facilities. In contrast to gMML,
xMML can be automatically processed and it acts as an exchange format of a model.
Once a multiscale modeller has implemented a model and fully described it with
MML, it is possible for software to verify, analyse, and execute it.
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Figure 4.1: The elements that make up gMML. In (a) the computational elements are
shown, in (b) are the edge terminals corresponding to the current operation in the submodel.

4.3

Software

The conceptual framework summarised above needs a software ecosystem to be put
into practice. The software ecosystem needed to do distributed execution of a multiscale model, consists of roughly three parts: model specification and composition; a
simulation runtime environment; and distributing and managing the execution.

4.3.1

High level composition and execution tools

To facilitate MML-based composition and execution of multiscale applications such as
ISR3D, a set of supporting tools have been developed, depicted in Figure 4.2. First,
MAPPER Memory (MaMe)3 is a semantics-aware persistence store to record the MML
specifications of submodels and their scales. The information from MaMe is then
fetched by the Multiscale Application Designer (MAD)4 – a user friendly visual composition tool that can connect single scale models to form a multiscale model. MAD
can transforms a high-level MML description into an executable experiment, containing a MUSCLE configuration file, that can be executed in the GridSpace Experiment
Workbench.
MaMe is based on the idea of semantic integration [63]. It supports the exchange
and reuse of MML specifications by other tools via a REST (Representational State
Transfer) interface, but also provides a web-based user interface.
3 http://gs2.mapper-project.eu/mame
4 http://gs2.mapper-project.eu/mad
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Figure 4.2: Multiscale composition and execution tools. MAPPER Memory (MaMe) registers information about MML submodels and mappers; Multiscale Application Designer
(MAD) supports a user in composing simulation from those submodels and transforms
MML into an executable experiment executed in GridSpace Experiment Workbench

MAD supports application composition which is implemented as a sequence of
drag-and-drop operations on graphical representations of MaMe components. On a
conceptual and visual level, it is used to create gMML. When connections are created between the nodes MAD is able to perform various export procedures including
xMML and the GridSpace executable format. Exported xMML contains MAD annotations about the positions of the elements in the MAD tool, so that when importing
xMML, the visual composition persists.
The GridSpace Experiment Workbench (EW)5 [39] supports execution and result
management of infrastructure independent experiments. Experiments are applications composed of code fragments (called snippets) that can be expressed either in
general-purpose scripting programming languages (Bash, Ruby, Perl etc.) or domainspecific languages (CxA in MUSCLE, LAMMPS, Matlab, etc). Snippets are evaluated
by respective programs called interpreters. GridSpace provides also set of so called Executors that are responsible for snippets execution on various computational resources
- servers, clusters, grid via direct SSH on User Interface (UI) machine or interoperability layer such as QCG (see Section 4.3.3). Each snippet can then be run on different
resource.

4.3.2

MUSCLE

Implementing a multiscale model in a modular way is possible in several coupling
environments; due to a close compatibility with MML we have chosen to use the
multiscale coupling library and environment (MUSCLE 2) [26] to implement ISR3D
5 https://gs2.mapper-project.eu
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with (see Chapter 3). For a multiscale model, MUSCLE is in charge of handling communication between different submodels. As such, submodels, mappers and conduits
are explicitly defined in MUSCLE, as are conduit filters. Its core is programmed in
Java but it also supports C, C++, Fortran, Python, and MATLAB, using threads,
OpenMP, or MPI.
Cross-cluster communication
Majority of clusters use private IP addresses for their worker nodes, thus accessing any
process running within a job is not possible without additional effort. In addition,
some of sites impose restrictions on outgoing traffic. In order to distribute multiscale
applications that among many clusters, MUSCLE had to be adapted for firewalls and
local IP-range environments. Firstly, a solution based on the port-range technique [96]
was implemented, a mechanism which limits the ports numbers MUSCLE uses to
some predefined range.
Secondly, communication between worker nodes of two clusters located in different administrative domains had to be enabled. This was solved by implementing a
user-space daemon: MUSCLE Transport Overlay (MTO), depicted in Figure 4.3. This
daemon is deployed at an interactive node, or any other node that is accessible from
both external hosts and worker nodes, of all clusters involved in a multiscale simulation. Every MTO listens on a separate address for external and internal requests.
The external port must be either accessible from all the other interactive nodes or
the MTO must be able to connect to the external ports of all the others MTO (i.e.
uni-directional connection is needed between every pair of MTOs).
Huygens
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worker
node M
worker
node M
worker
node

Interactive node

worker
node

Interactive node

Muscle
Transport
Overlay

port: 20000

Muscle
Transport
Overlay

M
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node
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Figure 4.3: Muscle Transport Overlay (MTO) Architecture

Another issue was that private IP addresses used for worker nodes are not globally
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unique. Consequently, MUSCLE port ranges are enforced to be disjoint among all
sites. Under this assumption the tuple (IP address, port) is unique for participating
clusters.

4.3.3

Cross-cluster execution with QosCosGrid

Running multiscale application in cross-cluster environment requires addressing the
following issues: co-allocation of heterogeneous resources; coordination of spawning
application processes at multiple sites; and finally, enabling communication between
systems with firewalls and Network Address Translation (NAT).
Co-allocation of heterogenous resources
All modern HPC systems are managed by Local Resource Management Systems [84],
often referred to as batch systems. In such environments a user will submit an application for execution (called a job), together with its resource requirements instead of
running it directly. At a later time, a batch system will start the application when
the requested resources are available and all local policies are met, thus preventing
oversubscription of resources. With cross-cluster multiscale applications, submodels
that are cyclicly coupled must be started at approximately the same time. However,
the start time of jobs are not known prior to submission. One possible solution of
this problem, known as resource co-allocation, is exploiting the advance reservation
mechanism. An advance reservation consists of a list of users, a time slot and a set of
resources. Once a reservation is created, the system guaranties the availability of those
resources for the listed users during the given time slot, as long as no system failure
occurs.
The QCG-Computing service6 [98] uses the programmatic advance reservation
mechanism available in almost every modern batch system, in order to co-allocate
resources belonging to two or more resource providers. The whole process is managed
by the QosCosGrid meta-scheduler: the QCG-Broker service7 [86]. Users provide an
upper limit on application runtime and a time window within which the application
should start. QCG-Broker tries to find the earliest time when the requested amount
of resources can be booked, and creates an advance reservation for it through the
QCG-Computing service.
6 http://www.qoscosgrid.org/trac/qcg-computing
7 http://www.qoscosgrid.org/trac/qcg-broker

98

MUSCLE
Mavrino (UCL)

...

...

jobx-1

Drug diffusion
QCG reservation

...

Reef (PSNC)

...

joby-1

Smooth muscle cell

jobx+1

...

reservation
joby+1

QCG reservation
Huygens (SARA)

...

jobz+1

Blood flow

jobz-1

Admin reservation

Figure 4.4: An example of resources co-allocation at three sites

Sites that do not have the QCG-Computing service installed can accept manually
created advance reservations. QCG-Broker then tries to create a schedule based on
the manual reservation and availability of other resources as depicted in Figure 4.4.
This process has some similarities with the Two Phase Commit Protocol [149] known
from transactions systems, i.e., when advance reservations are created successfully at
all sites, the job is submitted (COMMIT); otherwise, all reservations are cancelled
(ROLLBACK).
Coordination of application spawning
In most parallel toolkits used within single clusters there is a master process that
spawns worker processes either using SSH or batch systems native interfaces. This
make the task of exchanging contact information (e.g. listening host and port) between master and workers relatively easy as the master is always initialised before
the workers. With a co-allocated distributed application the master and workers are
started independently, and exchanging information is less trivial. In the QosCosGrid
stack, the QCG-Coordinator service accepts contact information from the master,
and provides it to any requesting workers. This relaxes the requirement that MUSCLE instances must be started in a particular order.

4.4

A three-dimensional model of in-stent restenosis

Coronary heart disease (CHD) causes about 7.3 million deaths per year worldwide,
and it is one of the most common causes of death [112]. Typically, CHD is expressed as
arteriosclerosis, which corresponds with a thickening and hardening of blood vessels
caused by build-up of atheromatous plaque. Where arteriosclerosis causes a significant
decrease in luminal area of the blood vessel, it is called a stenosis. A common inter99

vention for stenosis is stent-assisted balloon angioplasty, where a balloon with a stent
is inserted in the blood vessel and inflated at stenosed location, consequently deploying the stent. The stent acts as a strut or scaffold for the blood vessel, compressing
the plaque and holding the lumen open. Occasionally, however, this intervention is
followed by in-stent restenosis (ISR), an excessive regrowth of tissue due to the injury
caused by the stent deployment [80, 109]. The pathophysiological mechanisms and
risk factors of in-stent restenosis have not yet been fully elucidated, although there
have been multiple suggestions [79].
By modelling in-stent restenosis with a three-dimensional model (ISR3D) it is possible to explore which mechanisms and risk factors are likely to be main contributors
to in-stent restenosis. After evaluating the processes involved in in-stent restenosis [46],
ISR3D is modelled with the hypothesis that smooth muscle cell proliferation drives
the restenosis, and that this is affected most heavily by wall shear stress of the blood
flow regulating endothelium recovery and by growth inhibiting drugs diffused by a
drug-eluting stent. With the model, the effect of different drug intensities, physical
stent designs, vascular geometries and endothelium recovery rates can be evaluated.
The predecessor of ISR3D, a two-dimensional model of in-stent restenosis (ISR2D),
has a similar model architecture [32] and has published results [137, 138]. These clearly
show correlations with re-endothelialisation and deployment depth are being reproduced in ISR3D. However, ISR2D is inherently limited by its two-dimensional design,
which could not account for a full stent design, realistic cell growth, or exact blood
flow. On the other hand, ISR3D requires far more computation; both cell proliferation and blood flow calculation are an order of magnitude more expensive in 3D.
From a multiscale modelling perspective, ISR3D spans multiple timescales with
four submodels: smooth muscle cell proliferation on a timescale from hours to days,
which explicitly models the cell cycle, cell growth, and physical forces between cells;
initial thrombus formation due to the back-flow of blood, in the order of hours; blood
flow (BF) and the resulting wall shear stress on individual smooth muscle cells, in the
order of a second; and, drug diffusion of the drug eluding stent through the tissue and
applied to the individual smooth muscle cells, in the order of minutes. The smooth
muscle cell submodel is an agent based model on the cellular scale, which is in addition
validated on the tissue level. All other submodels act on a cartesian grid representation
of those cells. Figure 4.5 shows the cell proliferation in a simulation; in it, each sphere
individually interacts with other spheres.
100

(a) Blood vessel at the start of the
simulation

(b) Blood vessel after 100 iterations
of the simulation

Figure 4.5: Cell growth simulated by ISR3D. The grey structure models the stent, the
dark blue spheres model smooth muscle cells, the light blue spheres model endothelial
cells and the red spheres form a layer that models the tunica externa.

Figure 4.6 shows the MML description of ISR3D. It shows that the model has
a cyclic coupling topology, with smooth muscle cell proliferation as the coarse-scale
submodel, which needs additional information in each iteration on wall-shear stress
and drug diffusion. For each iteration, the smooth muscle cells locations are converted
to a cartesian grid, and after wall-shear stress and drug diffusion is calculated those
values are mapped back to the original cells.
The submodels act independently, apart from exchanging messages, and are heterogeneous. Smooth muscle cells proliferation has a C++ code, drug diffusion Java,
thrombus formation Fortran, and blood flow uses the external C++ Lattice Boltzmann library Palabos8 . Only blood flow uses MPI. The MML specification of ISR3D
contains a few mappers not mentioned above, which do simple data transformations
but are necessary to ensure that the different single scale models are not aware of other
submodels and their internal representation or scales.
Clinical directions
The ISR3D models main goal is to suggest which biological pathways dominate in the
process leading to in-stent restenosis. If successful, this will have two effects on clinical
8 http://www.palabos.org/
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Figure 4.6: The MML description of ISR3D. SMC simulates smooth muscle cell proliferation, voxel maps its particle description to a grid and sends the mapping to in. Blob
simulates initial thrombus formation and sends it to add, which combines the original geometry with the thrombus. The out mapper send the geometry to DD and BF for computing drug diffusion and wall shear stress, and they send their values back to in, which
maps them to the particle description of SMC.

practice: first, it suggests which factors are important for in-stent restenosis which in
turn gives clinicians more accurate estimates of what the progression of the disease
will be; second, it may spur further directed clinical research of certain pathways,
which will help the next iteration of the model give more accurate results.
The methods to achieve this are divided in two directions: general model validation and experiments; and, virtual patient cohort studies. For general model validation the literature and experiments are consulted. For ISR3D, this concerns porcine
data. When this is done, virtual patient cohort studies assess the in-stent restenosis
risk factors of virtual patients with different characteristics. In the clinical practice,
this will not lead to personalised estimates, but rather to patient classifiers on how
ISR3D will progress. Once the determining factors leading to in-stent restenosis are
more evident, a simplified model could be made based on ISR3D, which takes less
computational resources and runs within a hospital.
Both model validation and cohort studies need a large amount of computing resources, which why the MAPPER infrastructure is required for this application. Since
no personalised data is used, there are no legal or ethical issues with distributing ISR3D
over multiple European computing resources.
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4.5

Results

In Section 4.4 an MML description of ISR3D was created. To create a software application it needs to be integrated with a software framework that can run a cyclically
coupled multiscale model. To this end, each of the submodels and mappers of ISR3D
use the MUSCLE library.
The information on ISR3D that is presented in Section 4.4, such as its scale separation map and MML, could be entered in straightforward manner in MaMe and
MAD. First, the individual submodels and mappers are entered in MaMe, including
information on scales, submodel ports and datatypes. In MaMe, it is also possible
to enter preliminary or default parameter settings. Once this is done, the gMML of
ISR3D was constructed using MAD, by connecting the respective ports of submodels and mappers of ISR3D together, and exported to a MUSCLE configuration file
in GridSpace EW. This configuration file contained all parameters set in MaMe and
all couplings defined in the MAD. In the GridSpace EW, the machines that different
submodels should be scheduled on can be specified. Then, it was straightforward to
run the simulation by simply pressing start.
An example scenario of a cyclically coupled model, ISR3D, running on distributed
resources, will be described below and is depicted in Figure 4.7. One of the unique
features of this scenario is the integration of resources provided by EGI, PRACE and
local infrastructures. As can be seen from the figure, both drug diffusion and blood
flow were computed on different hosts from the other submodels. For BF there is a
very good reason, it is the only submodel of ISR3D that is extremely well parallelised,
and which can make use of a many-core machine. DD could also have been computed
on the same host as SMC, however, this scenario is also to show the viability of the
approach sketched.
With MUSCLE handling the communication between submodels, problem described in Section 4.3.3 presented itself, where Huygens did not allow MUSCLE to
open ports of worker nodes to the outside. This was fixed by using the MUSCLE
Transport Overlay to relay communications to the Reef machine, which had a more
liberal security policy.
Meanwhile, QCG-Broker made the reservations to the machines that were scheduled in GridSpace EW, aiming to create a co-allocation. It started by using the manual
reservation on Huygens and then proceeded to make an advance reservation on Zeus.
Using the reservation, it then submitted jobs to both systems to start MUSCLE, with
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Figure 4.7: Overall architecture of a distributed simulation of ISR3D.

the blood flow submodel on Huygens and the other submodels on Zeus. MUSCLE
communicated between both systems using the MUSCLE Transport Overlay. The IP
address of the main MUSCLE instance was registered at the QCG-Coordinator and
provided to the other instance. Once the submodels were finished, QCG-Broker collected the generated data and returned it to a host accessible to GridSpace, where it
can be collected by the user.
During the time that the model was running, two hosts were reserved, however,
not all resources were used efficiently in this process. Notably, the Huygens machine
sat idle when BF was not computing, for instance when SMC was computing. During
the run, only few iterations of ISR3D were performed, for scientific results more
iterations will be run.
ISR3D runtimes have been measured in several settings. First of all, each of the
submodels are used and tested locally. However, to do a coupling between the sub104

Table 4.1: Machines that are referred to in the text.

Name

Location

Huygens
Zeus

Amsterdam, NL
Krakow, Poland

Type

Processor

HPC
cluster

IBM Power6 4.70 GHz
Intel Xeon 2.40 GHz

Cores
64
8

models a more advanced machine is needed, since then multiple submodels will run
at once. The goal is to know both the runtime and the efficiency of the setup used.
Performance test setup
For testing the performance of ISR3D, it is executed in four different scenarios, on a
Polish national grid resource Zeus and on a PRACE tier-1 machine Huygens. Table 4.1
lists their statistics. Since the runtime behaviour ISR3D is cyclic, determined by the
number of smooth muscle cell iterations, we measured the runtime of a single iteration
for each. Queuing times are highly variable and do not add to the asymptotic runtime,
so they are not measured.
It was first run on only Zeus and Huygens, and then on a combination of Zeus
and Huygens. On Huygens, MPI was used to compute blood flow (BF), and all other
submodels ran sequentially.
To use the reservation on Huygens efficiently, we created a setup which alternates
the blood flow calculations of one simulation with the blood flow calculations of
another, both running in the same reservation. This would in principle doubling the
efficiency of the model on resource usage. Efficiency is defined here as CPU time used
divided by CPU time reserved. This scenario treats the two blood flow calculations
as mutually exclusive, as enforced with wait/notify semantics. This is implemented as
two light-weight wait/notify mappers with no busy wait.
Results
In Table 4.2 the runtimes of the scenarios above are given. The efficiency is calculated
as the CPU time taken, divided by the cores reserved times the time taken per iteration. The purpose of this measure is to ascertain what percentage of a reservation was
actually used.
By using the PRACE resource the runtime went down drastically, but the efficiency was also severely decreased. This was somewhat ameliorated by using a scheme
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Table 4.2: Runtimes with different scenarios. The first column is the scenario, the final
column the efficiency and the others are runtimes in minutes.

Scenario

BF

Other submodels

Coupling

Total

Efficiency

Zeus
Huygens
Huygens-double
Zeus-Huygens
Zeus-Huygens-double

35
8
8
8
8

19
21
22
16
18

1
1
2
2
3

55
30
40
26
29

80%
27%
45%
32%
56%

where two simulations alternated on the same resource. Interestingly, the distributed
simulation between Zeus and Huygens was faster and more efficient than running
on Huygens alone. The reason is that the Blob submodel, which is a serial Fortran
code, only compiled with the GNU gfortran compiler, which is not fully optimised
for the IBM Power6 processor of Huygens. Zeus, however, has an Intel processor and
since gfortran is well optimised for this Blob ran 3 times faster (reduced from 12 to 4
minutes). In all cases, the time spent in coupling code such as mappers and conduits,
including communication time, took about 1/10th of the total time.
These numbers will be put into context in the next chapter, where we compare
the performance of a number of multiscale models, including ISR3D.

4.6

Conclusions and discussion

In this contribution we believe to have shown the first generalisable distributed multiscale execution of a cyclically coupled multiscale model, in this case, ISR3D. This was
achieved by using recent foundations by way of the Multiscale Modelling Language,
and tools based on that language: MAPPER Memory and the Multiscale Application
designer. Since these tools were integrated with the application manager GridSpace
Experiment Workbench, that in turn supported MUSCLE and QCG-Broker as execution tools, ISR3D was executed on heterogeneous infrastructure.
For ISR3D, doing distributed multiscale computing is a viable option. Compared
to running on a general cluster, distributed multiscale computing cuts the runtime cost
by more than a factor 2, although it is only 70% as efficient. Coupling cost played a
small role in this, taking about 1/10th of the total time. The resource management
cost is larger though, so another viable option is to do only computation on Zeus,
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where we could launch many jobs at once and have a very decent efficiency. Once the
SMC code is parallelised, these options should be reevaluated.
By executing this scenario, ISR3D has the possibility to generate many more results. Other cyclically coupled multiscale models in the MAPPER project are anticipated to follow the same approach, further steadying and substantiating it. With
this approach gaining more users, also its performance will have to be measured and
compared with others.
One aspect in particular, resource usage and scheduling, should be explored further. In the scenario that was sketched here, the Huygens machine was partially idle
while the blood flow submodel was not active. By using more advanced load balancing mechanisms, such as running multiple applications simultaneously to keep all resources active, this may be circumvented. Alternatively, by supporting the task graph
for MML [22], and dividing an execution of a multiscale model, submodels could be
dynamically scheduled to resources, creating no unnecessary idle reservations.
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5

Performance of distributed multiscale
computing1

Abstract Multiscale simulations model phenomena across natural scales using monolithic or components-based code, running
on local or distributed resources. In this work, we investigate the
performance of distributed multiscale computing of componentsbased models, guided by six multiscale applications with different characteristics and from several disciplines. Three modes of
distributed multiscale computing are identified: complementing
local dependencies with large-scale resources, load distribution
over multiple resources and load balancing of small- and largescale resources. We find that the first mode has the apparent
1 The contents of this chapter are based on:
• J. Borgdorff, M. Ben Belgacem, C. Bona-Casas, L. Fazendeiro, D. Groen, O. Hoenen, A. Mizeranschi, J. L.
Suter, D. P. Coster, P. V. Coveney, W. Dubitzky, A. G. Hoekstra, P. Strand, and B. Chopard. Performance
of Distributed Multiscale Simulations. Phil. Trans. R. Soc. A, accepted, 2014
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benefit of increasing simulation speed and the second mode can
increase simulation speed if local resources are limited. Depending on resource reservation and model coupling topology, the
third mode may result in a reduction of resource consumption.

5.1

Introduction

Multiscale modelling and simulation is a field receiving wide interest [62], from mathematics [56], biology [41, 125, 127] physics [44, 50, 82, 118], engineering [75, 76], and
many other disciplines. A small number of theoretical frameworks provide an overarching view on multiscale modelling [22, 44, 151], some of these take a scale-aware
component-based modelling approach.
This work adopts one such approach, the Multiscale Modelling and Simulation
Framework (MMSF) [22, 36, 67, 70] (see also Chapter 2), which defines a multiscale
model as a set of coupled single scale models. The framework distinguishes between
cyclic and acyclic coupling topologies, dependent on the presence or absence of feedback loops [22].
Over the last few years we have developed a large collection of multiscale models
[16, 20, 53, 60, 132, 135] and have found that these multiscale models are computationally intensive. These models can be executed on a single cluster or supercomputer,
however, when considering multiple coupled submodels, a single resource may not
be suitable or sufficient to run all submodels. This may be because: the submodels
have different (licensed) software dependencies; need specific hardware such as GPGPUs, fast I/O or a very large number of processors to compute efficiently; or need
access to a local database. Even a single submodel may need more processors than are
available on any one cluster. On the other hand, to simply run all submodels on an
HPC resource that provides for all needs is not always possible and certainly not always efficient, since the submodels may have highly heterogeneous characteristics. In
a components-based approach, submodel code may be replaced to match a given architecture without changing other parts of the model, or submodels may be distributed
over the resources that fit their needs. The former approach may be desirable, but the
latter is less invasive to the code and the model, and, depending on the communication
overhead, would also be beneficial for efficiency.
This chapter analyses the advantages of the component-based approach and as110

sesses the overhead involved in doing distributed multiscale computing. This is motivated by the recently completed MAPPER project, which aimed to facilitate large
multiscale simulations on distributed e-Infrastructure2 . The project was driven by
seven multiscale applications from the following disciplines: nano materials [132], fusion [53], biomedicine [60], hydrology [114], and systems biology [135]. In multiscale
models with a cyclic coupling topology, all submodels are active during most of the
simulation, whereas otherwise a scientific workflow engine is used. We divide our
applications into three categories based on how they may benefit from distributed
computing: (a) by increasing simulation speed by supplementing local dependencies
(e.g., specific software or hardware) with large resources (e.g. supercomputers); (b)
by increasing simulation speed through using more resources than available to a single computer or cluster; and (c) by increasing resource efficiency through running
each submodel on appropriate computing resources. In MAPPER, we have chosen
for MUSCLE 2 [23] and MPWide [59] as coupling technologies for cyclic models and
the GridSpace Experiment Workbench (EW) [20, 39] for acyclic coupling topologies.
These technologies all have local and distributed computing capabilities.

5.2

Multiscale Modelling and Simulation Framework

We define multiscale models as coupled single scale models [22, 36, 67, 70]. We characterise coupling topologies as cyclic or acyclic. A cyclic coupling topology involves
feedback between single scale models, whereas acyclic coupling topologies do not.
Moreover, pairs of interacting single scale models are characterised by having either
temporal scale separation or overlap. According to MMSF coupling templates, submodels with temporal scale overlap exchange messages during their executions and are
able to run in parallel. Indeed, they may need to run concurrently to be able to exchange data. In contrast, submodels whose time scales are separated run sequentially,
so they will generally not be able to compute in parallel.
In MAPPER, we have defined a tool-chain [17, 20] to compute multiscale models that can be described with the MMSF. It starts by specifying the architecture
with the Multiscale Modelling Language (MML) [22] in a dedicated user interface and
then executing it with the GridSpace experiment workbench [39] for acyclic coupling
topologies, and MUSCLE 2 [23] (see Chapter 3), if needed in combination with MP2 MAPPER

project website: www.mapper-project.eu
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Wide [59], for cyclic coupling topologies. Distributed multiscale simulations are coordinated by middleware, in our case QCG-Broker [84] and the Application Hosting
Environment [154]. Zasada et al. [155] describe the MAPPER infrastructure in more
detail. Middleware is likely to play an important role to ease the transition to distributed computing by managing the resources from a central location and arranging
co-allocated resources.

5.3

Performance context

When is distributed multiscale computing a valuable addition to multiscale modelling
and simulation? We identify three key aspects to this question: how will the understanding and development time of a multiscale model benefit from modularisation,
how long does it take to complete a simulation, and how many resources are used in
the process. Ideally, the development time, time to complete a simulation (makespan),
and the amount of required resources are minimised. In practice, these aspects have
to be balanced, so as to not increase resources usage exorbitantly for a small gain in
performance, or to sacrifice performance for the sake of lowest cost.
Already when modelling, a multiscale model may benefit from modularisation
by dissecting it in multiple coupled single scale models, because this also signifies a
separation of concerns common in components-based software design [9, 55]. Each
submodel in a multiscale model should be independently correct, which will in some
cases be easier to validate than validating an entire monolithic model at once. Better
yet, a well-validated model may already exist for part of the multiscale model. Separating the multiscale model into single scale submodels also makes it easier to replace
part of the model if, e.g., more detail or a faster solving method is needed. However,
it may be very hard, both theoretically and computationally, to separate a model into
multiple parts if these are intrinsically and closely linked. For example, two submodels that need to exchange large quantities of data every few milliseconds may benefit
from faster communication methods by putting them in a single submodel and code.
Regarding the implementation of a multiscale model, having parts of the model
available as separate submodels makes it possible to use techniques that are most useful for one submodel but not another, as outlined in Figure 5.1. Thus, it possible to
implement a multiscale model combining several programming languages (an existing
Fortran code with a C++ library) or techniques (GPU computing with scalable MPI
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and OpenMP). During execution of the multiscale model, submodels should ideally
run on the hardware that is best suited for them, for example, scalable MPI code on a
supercomputer and a GPU code on a GPGPU cluster, and in a suitable environment,
with the required software site licenses and software dependencies. All these preconditions might not be satisfied on a single machine while they may be on a (distributed)
set of machines. While combining codes may help modelling and code reuse, the
communication between submodels should not become a bottleneck.
Applications can be grouped based on what advantage distributed computing has
for them. In the first category, tied multiscale simulations have at least one submodel
tied to a certain machine, and by using distributed computing other submodels are no
longer tied to that machine so they can run more efficiently elsewhere. In the second
category, scalable multiscale simulations can take advantage of using more machines
to run simulations faster or with a larger problem size. In the third category, skewed
multiscale simulations may run on supercomputers but they consume fewer resources
by running less demanding submodels on machines with fewer cores.
Consider a multiscale model as a set of coupled submodels s1 , . . . , sn . The time to
compute a submodel depends on the architecture of the resource it runs on, and the
number of cores that it uses on that resource. A submodel si may run on architecture
a j ∈ A(si ), where A(si ) denotes the set of admissible architectures for si . The time
to compute submodel si on a j with p cores is then ti (a j , p). We assume that local
communication time clocal is less than distributed communication time cdistr . The
makespan (total time a model takes to completion) on local resources is Tlocal , using
Rlocal CPU hours3 , the makespan on distributed resources is Tdistr , using Rdistr CPU
hours. The speedup S p and relative resource use U of distributed computing are
defined as
Rdistr
Tlocal
;U=
.
Sp =
Tdistr
Rlocal
For simplicity, the performance models are reduced to submodels si and architectures ai with i = 1, 2. Much more detail is possible for each of the applications
individually, and this will be reported elsewhere. For our current purposes, considering two submodels on two architectures is sufficient.
3 The number of core hours is calculated as the number of cores reserved multiplied by the time for
which they are reserved. For example, on a local resource it becomes simply, Rlocal = p · Tlocal .
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Figure 5.1: Scenarios to use components-based modelling or distributed computing. At
the top is a monolithic model incorporating all codes A, B, C into one code-base. In the
middle, the model is decomposed into submodels and the codes are separated by function,
also separating the runtime dependencies per submodel. At the bottom shows how the
components could be distributed to increase the resources effectiveness.

5.4

Results

The multiscale applications in this study are divided into three groups based on the
benefits they derive from distributed multiscale computing, as mentioned in the introduction. The multiscale models consist of:
tied multiscale models a Tokamak plasma model (Transport Turbulence Equilibrium
or TTE) from the fusion community [53] and a cerebrovascular blood flow
model (HemeLB) from the biomedical community [60];
scalable multiscale models a model to reverse-engineer gene-regulatory networks (Multi114

Table 5.1: Resources used for performance measurements in Section 4. The total amount
of cores is listed in the right-most column, although practically a fraction of that can be
used in a single reservation.

Resource

Location

Type

CPU architecture

Cores

Mavrino
Gordias
Gateway
Scylla
Inula
Reef
Zeus
Cartesius
Helios
HECToR
SuperMUC

London, UK
Geneva, Switzerland
Munich, Germany
Geneva, Switzerland
Poznań, Poland
Poznań, Poland
Krakow, Poland
Amsterdam, NL
Aomori, Japan
Edinburgh, UK
Munich, Germany

Cluster
Cluster
Cluster
Cluster
Cluster
Cluster
HPC
HPC
HPC
HPC
HPC

Intel Xeon X3353
Intel Xeon E5530
Intel Xeon E5-2670
Intel Xeon Westmere
AMD Opteron 6234
Intel Xeon E5530
Intel Xeon L/X/E 56XX
Intel Xeon E5-2695 v2
Intel Xeon E5-2680
AMD Opteron Interlagos
Intel Xeon E5-2680 8C

64
224
256
368
1,600+
2,300+
12,000+
12,500+
70,000+
90,000+
150,000+

Grain) from the systems biology community [135], and an irrigation network
model (Canals) from the hydrology community [114]; and
skewed multiscale models a model of in-stent restenosis (ISR3D) from the biomedical community [20, 60] and a clay-polymer nanocomposites model (Nano) from
the nanomaterial community [132, 133].
The details of these models can be found in Appendix C.

5.4.1

Tied multiscale computing

The TTE application depends on a local database and HemeLB on specific Python
modules, forcing the use of low performance computing resources to execute at least
part of the computations. Examples dealing with similar restrictions include the need
for specific hardware or a software site license. By using distributed multiscale computing, small resources are still used to satisfy these dependencies, but they can be
supplemented with larger resources where possible to decrease the simulation time.
For tied multiscale models consider the following model: A(s1 ) = {a1 }, A(s2 ) =
{a1 , a2 }, and t2 (a1 , p1 ) > t2 (a2 , p2 ), where pi is the number of used cores on ai . Locally,
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on a1 , the makespan would be
Tlocal,sequential = t1 (a1 , p1 ) + t2 (a1 , p1 ) + clocal
for two sequentially executing submodels and
Tlocal,concurrent = max {t1 (a1 , q), t2 (a1 , p1 − q)} + clocal ,
for two concurrently executing submodels, where 1 ≤ q < p1 cores are assigned to one
submodel, and the remaining cores to the other submodel. The resource used would
be Rlocal,mode = p1 · Tlocal,mode . In a distributed setting, that would be
Tdistr,sequential = t1 (a1 , p1 ) + t2 (a2 , p2 ) + cdistr ,
Tdistr,concurrent = max {t1 (a1 , p1 ), t2 (a2 , p2 )} + cdistr ;

(5.1)
(5.2)

with Rdistr,mode = ( p1 + p2 )·Tdistr,mode . For sequentially executing submodels, distributed
multiscale computing will yield a shorter makespan if
cdistr − clocal < t2 (a1 , p1 ) − t2 (a2 , p2 ).
The makespan is shorter for concurrently executing submodels, if
cdistr − clocal < t2 (a1 , p1 − q) − max {t2 (a2 , p2 ), t1 (a1 , q)}.
In both cases, the resource usage may increase since usually p1 ·t2 (a1 , p1 ) < p2 ·t2 (a2 , p2 ),
which may be acceptable if the decrease in makespan is significant.
The performance for Turbulence Transport Equation (TTE) and HemeLB is listed
in Table 5.2. The TTE application needs to use a local database on the Gateway
cluster (Table 5.1) from which experimental and simulation data is accessed through
an application specific library. At each iteration, a short serial 1D computation is
performed on such data before a 3D parallel computation is required. The database
is located in a cluster in Germany with 256 available cores, but the application also
has access to Helios, a community-dedicated supercomputer in Japan (Table 5.1). Per
iteration, the serial part takes less than a second on the local cluster, but the parallel
part takes over 390 seconds. If simulations can be distributed between Gateway and
Helios, the parallel submodel can scale up to 1024 cores on such use cases, so that the
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Table 5.2: Performance measures of tied multiscale models TTE and HemeLB. Due to
the supercomputer policy restricting connections, the distributed communication speed of
TTE could not be experimentally verified. Distributed communication time is estimated as
cdistr ≈ 5 s, based on network speeds from Germany to Japan (with a latency up to 0.5 s
and throughput at least 20 MB/s).

Simulation

p1

Tlocal (s)

128

397

256

201

4

14481

TTE

HemeLB

p1 + p2

Tdistr (s)

Speedup

Usage

16+512
16+1024
16+512
16+1024
4+512
4+2048

98
56
98
56
298
157

4.0
7.1
2.0
3.6
48.6
92.2

1.0
1.15
1.0
1.13
2.7
5.6

parallel part takes less than 56 seconds, while increasing the communication time to
about 9 seconds. Despite this increase, the distributed scenario is seven times as fast as
the local one.
For HemeLB, a local machine with full access is used to install the necessary dependencies for part of the calculations. Since this machine only has four cores, running
one iteration of a very well parallelised code there takes four hours, whereas pairing
the simulation with the HECToR supercomputer reduces the runtime to a few minutes. HemeLB has been shown to scale linearly up to 32,768 cores for simulation
domains of ∼ 90M lattice sites [61]. However, here we used a simulation domain of
limited size (4.2M lattice sites). As a result, we observe an increase in resources used
for the 512 core run and, especially, for the 2048 core run.

5.4.2

Scalable multiscale computing

The calculations of MultiGrain revolve around a multi-swarm particle swarm optimisation, which as the parameter space gets larger benefits in accuracy and convergence
from larger number of particles grouped in a larger number of swarms. However,
Java processes with file-based communication were used for the simulations, essentially limiting the computations to a single machine. This setup is still possible using
MUSCLE 2, but if needed distributed computing can be used to involve more nodes in
the computation to scale it up. For the Canals application, although the canal sections
in an irrigation network are simulated with fully parallelised code, a supercomputer
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or multiple clusters are necessary to simulate realistic irrigation network topologies
within acceptable timespans. By using distributed multiscale computing, the total
number of compute nodes may scale with the size of the network, or a single canal
section may be solved faster to provide real-time feedback to a user.
Scalable multiscale models can be modelled with A(s1 ) = A(s2 ) = {a1 , a2 }, with p
cores used on both machines, and can be approached with a weak or strong scaling
approach: scaling the problem size to the available resources, or keeping the problem
size constant. For multiscale models in this category where s1 and s2 execute sequentially, there is no performance benefit, only a large increase in resource consumption.
Instead we compare running s1 and s2 simultaneously on a1 (taking time t1 , t2 ), with
s10 and s20 running on a1 and a2 , respectively. Canals uses strong scaling, implying
that si = si0 , while GRNModel uses weak scaling, so that si0 does twice the number of
computations as si . The modified submodels si0 take time ti0 .
For concurrently executing submodels, the local and distributed time are
Tlocal = max {t1 (a1 ,

p

), t2 (a1 ,

p

)} + clocal
2
2
Tdistr = max {t10 (a1 , p), t20 (a2 , p)} + cdistr
p

(5.3)
(5.4)

p

With weak scaling, if t1 (a1 , 2 ) ≈ t10 (a1 , p) and t2 (a1 , 2 ) ≈ t20 (a2 , p), it is possible to
increase the problem size by a factor of 2 without significantly increasing the compute
time, as long as the compute time is larger than the communication time. With strong
p
p
scaling, if t1 (a1 , 2 ) > t10 (a1 , p) and t2 (a1 , 2 ) > t20 (a2 , p), and the communication time is
not too long, the compute time may decrease.
The results for the applications in this category are shown in Table 5.3. For Canals,
a speedup is not realised for a low resolution domain size, since the computation time
is too short compared to the communication time. For a high resolution, combining
the Gordias cluster with the Scylla cluster means computing the same problem 1.4
times faster, consuming 1.4 times more resources. When comparing a distributed
run an equivalent monolithic model, the gain is even larger, with 1.8 times faster
calculation. For time-dependent runs where high accuracy is required, distributed
computing turns out to be advantageous for Canals. For MultiGrain, it simply means
moving from a local desktop to the grid, by being able to use multiple nodes. With
the additional computational power, it can search larger parameter spaces in a more
stable timeframe, at the expense of consuming more CPU hours.
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Table 5.3: Performance measures of scalable multiscale models Canals and MultiGrain.
The Canals simulation is performed on the Gordias cluster and the Scylla cluster, with
Tlocal taken as the average of the Tlocal of Gordias and Scylla. It is compared with running
two smaller submodels (on 50+50 cores) and with running a single monolithic model (on
100 cores). The time listed for Canals is the time per iteration. The time listed for MultiGrain is the average over ten simulations and includes the standard error from the mean
caused by the stochastic optimisation method used. It combines a node of the Zeus cluster and one from the Inula cluster.

Simulation

plocal

Tlocal (s)

pdistr

Tdistr (s)

Speedup

Usage

Canals (low
resolution)
Canals (high
resolution)
MultiGrain
MultiGrain

50+50
100
50+50
100
7
11

0.015
0.011
0.99
1.31
27±7
43±16

100+100
100+100
100+100
100+100
7+4
11+8

0.023
0.023
0.71
0.71
20±3
36±10

0.63
0.47
1.4
1.8
1.4
1.2

3.2
4.2
1.4
1.1
1.1
1.5

5.4.3

Skewed multiscale computing

Although the ISR3D and Nano models run on a single large machine without problems, they do not make efficient use of the available CPUs, since some submodels
scale very well while others scale hardly at all. There is a large difference between the
resource usage of cyclic and acyclic coupling topologies in this case: cyclic coupling
topologies involve feedback and thus force resources to be used for the duration of the
entire simulation, whereas acyclic coupling topologies do not have feedback so each
submodel may be scheduled for exactly the time slot that it needs. Both cluster policies
and software would need to be adapted to allow online scheduling of simulations with
cyclic coupling topologies, by allowing frequent short reservations, running single
iterations of submodels.
The performance model is A(s1 ) = A(s2 ) = {a1 , a2 }, with pi resources used on
ai , p1 > p2 , t1 (a1 , p1 )  t1 (a2 , p2 ) and t2 (a1 , p1 ) ≈ t2 (a1 , p2 ) ≈ t2 (a2 , p2 ). For local
sequentially executing submodels, the makespan equation is
Tlocal,sequential = t1 (a1 , p1 ) + t2 (a1 , p2 ) + clocal ;
for concurrently executing submodels, it is
Tlocal,concurrent = max {t1 (a1 , p1 − p2 ), t2 (a1 , p2 )} + clocal .
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The resources usage becomes Rlocal,mode = p1 · Tlocal,mode .
For distributed submodels, the makespan equations become:
Tdistr,sequential = t1 (a1 , p1 ) + t2 (a2 , p2 ) + cdistr ,
Tdistr,concurrent = max {t1 (a1 , p1 ), t2 (a2 , p2 )} + cdistr .

(5.5)
(5.6)

For both the sequential and the concurrent case there is no real benefit to makespan
with distributed computing, unless submodel 2 computes much faster on another architecture (t2 (a2 , p2 )  t2 (a1 , p2 )) or if the simulation is slower due to contention
between submodels when they run on the same resource (t1 (a1 , p1 )  t1 (a1 , p1 − p2 )).
The negative effects of this may be negligible if the distributed communication time
(cdistr −clocal ) is relatively small. The value may come from lower resource usage, which
for the distributed case depends very much on whether the coupling topology is cyclic
or acyclic:
Rdistr,mode,cyclic = ( p1 + p2 )Tdistr,mode ,

(5.7)

Rdistr,mode,acyclic = p1 · t1 (a1 , p1 ) + p2 · t2 (a2 , p2 ) + ( p1 + p2 )cdistr .

(5.8)

The Nano model [133] has an acyclic coupling topology, and by running each submodel on an appropriate resource with an appropriate number of processors, its resource usage is much less than running all codes in a single reservation. This is primarily because the atomistic calculations, and especially the quantum mechanics calculations, do not run as efficiently on high core counts as the coarse-grained molecular
dynamics calculations. In Table 5.4, Nano has a speedup of 1.7 (equates to multiple
days) by going from a single 128 core reservation to combining that with a reservation
with 1024 cores. Using multiple distributed reservations instead of one reservation of
1024 or 2048 cores, reduces the amount of resources used by 5 or 9 times, respectively.
The two most demanding submodels of ISR3D run sequentially, in a cyclic topology. Thus, simulations would not become more efficient by using distributed computing, were it not for a technique that allows the submodels run concurrently: running
two simulations at once, coordinated so that their submodels alternate their execution.
This increases the makespan (originally Tlocal,sequential ) and may decrease the resource
usage (originally Rlocal,sequential ), since two simulations are calculated at once. In equa120

tions:
Tlocal,alternating = 2 · Tlocal,concurrent > Tlocal,sequential ,
p1
· Tlocal,alternating = Rlocal,concurrent ,
Rlocal,alternating =
2
Tdistr,alternating = 2 · Tdistr,concurrent > Tdistr,sequential ,
p1 + p2
Rdistr,alternating,cyclic =
· Tdistr,alternating = Rdistr,concurrent,cyclic .
2
The speedup stays close to 1, S p =
usage decreases, U =

Rdistr,alternating,cyclic
Rlocal,sequential

Tlocal,sequential
Tdistr,alternating

>

1
1+ε

(5.9)
(5.10)
(5.11)
(5.12)

for a small ε, and the resource

< 1, if

|t1 (a1 , p1 ) − t2 (a2 , p2 )| + 2cdistr − clocal < ε · Tlocal,sequential ,
p2
|t1 (a1 , p1 ) − t2 (a2 , p2 )| + 2cdistr − clocal < (1 − )Tdistr,concurrent ,
p1

(5.13)
(5.14)

respectively. In words, the increase in makespan is limited and the resource usage is decreased as long as the two submodels take a similar amount of time and the
distributed communication time is relatively small.
The benefit in this case is more subtle, and presents itself only on certain architectures. As shown in Table 5.4, there was a benefit for ISR3D when distributed a
simulation over Huygens and Zeus [20, 60], but not when using Cartesius and Reef
(see Table 5.1 for resource details). This was caused by changes in the submodel codes,
making them compute one iteration faster and more efficiently, and in the hardware
architectures, where a Fortran code would be slower on Huygens than on Zeus due to
the compiler and processor type.

5.4.4

Common benefits

Besides the performance benefits outlined in the previous sections, the applications
each benefit from the modularity of MML and the scale separation map [22, 67, 70].
This is clearly seen for MultiGrain, Canals, ISR3D and TTE, which make active use
of the plug-and-play character of MML. The first two do this by changing the coupling topology based on the problem under study, ISR3D and TTE by easily turning
on and off certain submodels for validation purposes and by interchanging similar
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Table 5.4: Performance measures of skewed multiscale models Nano and ISR3D. The
time listed for ISR3D is the time per iteration. The last two rows, for ISR3D*, concern
the measurements made in Chapter 4

Simulation

plocal

Tlocal (s)

pdistr

Tdistr (s)

Speedup

Usage

Nano
Nano
Nano
ISR3D
ISR3D vs. alt.
ISR3D*
ISR3D* vs. alt.

128
1024
2048

9.8 × 105
5.7 × 105
5.4 × 105

144

281

32

1813

128+1024
128+1024
128+2048
144+8
144+8
32+4
32+4

5.7 × 105
5.7 × 105
5.4 × 105
283
531
1532
1804

1.73
1.0
1.0
0.99
0.53
1.18
1.00

0.88
0.19
0.11
1.06
1.00
0.95
0.56

solvers with different numerical properties. For TTE, it is a way to allow combining
legacy code into a modern application, whereas HemeLB is able to combine separately
developed codes.

5.5

Conclusions

The overheads incurred by distributed multiscale computing have been discussed in
the literature [16, 60]. In this study, we highlight the benefits, which clearly depend
on the details of the application. We identified three types of benefits: supplementing
local dependencies with HPC resources, increasing the total number of available processors, and increasing the efficiency of resource use. For tied multiscale models, the
speedup is highly dependent on the power of the local resources: if the core count is
high locally, the speedup will be less than if the local core count is very low, but there
will be a speedup nonetheless. For scalable multiscale models, distributed multiscale
computing decreases the computation time while consuming a few more resources if
ratio of computation versus communication is high enough. In practice, this turns out
to be at least a second of computation for every message sent. For skewed multiscale
models, the main advantage of distributed computing is realised in acyclic coupling
topologies, where each submodel can easily be distributed with workflow software,
choosing appropriate computing resources for each step of the simulation.
However, for cyclic coupling topologies an advantage is realised only if part of a
model computes faster on one resource and the other part on another. It may still
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benefit from faster compute times by using more (distributed) resources, though, like
in category 2. Getting more efficient simulations for cyclic coupling topologies would
require a change in the way jobs are scheduled and coupling software is implemented.
First of all, advance reservation would have to be used to separately schedule each
iteration of a model, possibly using a task graph representation of the execution [22].
Second, a runtime environment would have to start and restart submodels for single
iterations, preferably interacting with the model to get the timings of the reservations
right. While the second can be implemented in software, the first also requires a policy
change for existing clusters and supercomputers. The gain of this approach is that only
the resources that are really needed are reserved. Since a separate reservation needs to
be made for each iteration, those reservations may as well be made on several, and
suitable, resources.
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6

Conclusions and discussion

In this thesis, distributed multiscale computing has been treated from multiple angles:
devising a conceptual basis; providing a coupling library and runtime environment;
setting up a toolchain and infrastructure; implementing and executing a multiscale
model of in-stent restenosis; and testing the performance of distributed multiscale
computing. Each part has evolved due to the varying needs of different multiscale
models and limitations of the available hardware.
The conceptual and computational framework described in this thesis, dubbed the
multiscale modelling and simulation framework (MMSF) [17, 36], is summarised in
Figure 6.1.
The conceptual foundations in Chapter 2 allows describing, specifying, and categorising multiscale models. It elucidates how a scale may be interpreted, as a granularity or resolution and a total size or scope. It shows how scales apply to modelling,
by modelling phenomena as a set of interacting phenomena, each with a definite scale.
Correspondingly, a multiscale model is a set of coupled single scale models. Ideally,
each single scale model is independent and each instance of it represents a definite part
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Figure 6.1: Overview of the multiscale modelling and simulation framework described in
this thesis.

of the domain. A single scale model is then described by a fixed submodel execution
loop and by coupling templates based on the scales of the participating submodels.
These constructs allow modelling a multiscale simulation, a meta-model as it were,
for example by constructing a task graph of a multiscale model. The coupling topology, the way that submodel instances are coupled, has a number of properties that
determine its complexity: being cyclic or not, having a dynamic number of instances
and a dynamic number of iterations. At later stages, this thesis focusses on cyclic
coupling topologies, with a static number of instances and a dynamic number of iterations. This is the most complex case that was handled.
The architecture of a multiscale model is described with the Multiscale Modelling
Language (MML). The XML format of MML, xMML, can be used as an input for a
task graph, a simulation, a basic model implementation, or a graphical representation
of the model. An XML schema and output tools were created as part of this thesis
(see Appendix D), and web interfaces Mapper Memory (MAME) and Multiscale Application Designer (MAD) were created by ACK Cyfronet AGH, Kraków, Poland in
collaboration.
The theoretical framework provides a specification for an implementation, but
multiple implementations are possible. In this thesis, MUSCLE has been used as the library for implementation and as the runtime environment. Its main focus is local and
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distributed computing of cyclic multiscale models. This idea was first implemented in
the COAST project [143], originally by the name DSCL [65]. Putting DSCL to the test
in realistic scenarios gave ample room for improvement, such as: portable installation;
a succinct API; extensive documentation; support for MPI and OpenMP; support for
heterogeneous clusters, supercomputers and their firewalls; well-performant communication; removal of deadlock conditions; asynchronous submodel execution; support
for common programming languages like Fortran and Python; and complete and understandable logging and error reporting. The Java API was first slightly simplified
and then slowly updated with the latest theoretical concepts. The C and C++ APIs
were overhauled at the start of the development of MUSCLE because of their previous
tight integration with the MUSCLE runtime system, and then kept stable. Because
of the subsequent loose coupling between the API and the runtime system, the runtime system could be thoroughly improved without affecting users of the MUSCLE
API. These improvements have been implemented in the duration of this thesis, and
the performance of the current library has been thoroughly tested (see Chapter 3).
The performance of MUSCLE is shown to be superior to file-based communication,
GridFTP and DSCL, but slower than MPI.
Distributed multiscale computing, the rightmost box in Fig. 6.1, is showcased in
Chapter 4 by example of ISR3D, a model of in-stent restenosis. It involves not only a
runtime environment and a model, but also an infrastructure, execution coordinator,
and user interface. This thesis shows how these elements can be combined – and that
the elements do require some integration. The execution coordinator needs to know
about the policies, firewalls and available services of distributed hardware, a user interface needs to expose available resources to a user, and the runtime environment must
be able to accept commands from the coordinator. In the MAPPER project, these elements have successfully been brought together, truly enabling distributed multiscale
computing.
The final test, the most important question, should we do distributed multiscale
computing is addressed in Chapter 5. That multiscale simulation as proposed in this
thesis is most useful is demonstrated by the number of models that adopted it: the separation of concerns that it provides is essential for any complex project. Distributed
multiscale computing, however, depends on the characteristics of the models coupling
topology, scale relations, submodel implementation and available infrastructure. The
answer provided by Chapter 5 is: yes – situationally. We should do distributed multi127

scale computing if: 1) we have too few computational resources available locally and
we have additional resources elsewhere; 2) submodels are sufficiently heterogeneous in
their hardware or software requirements; or 3) computational needs differ sufficiently
within a simulation. An exact equation for “sufficiency” is expressed in Ch. 5 for pairs
of submodels.

6.1

Limitations

The models described in this thesis all have a fixed temporal granularity, regular spatial
scales, and a static number of submodel instances. This means that limited experience
has been acquired with reactive submodel interaction, dynamic domain decomposition, and dynamic work distribution.
First, reactive submodel interaction is useful in distributed discrete event modelling, where interaction between submodels is not governed by a time step but by
direct reactions to each others events. In this type of modelling, heuristics have to be
employed to avoid or revert temporal inconsistencies [54, 77, 121]. Not only does this
introduce theoretical difficulties, such as the need for discrete events with infinitely
fine temporal granularity, submodels that are completely dependent on each others
events invalidate the assumption that submodels are largely independent – which is
the basis for the conceptual work and multiscale modelling at large. Multiple solutions to fit these event-based models exist, each consisting of a weakening of the
discrete event paradigm. The first solution is to set a minimal time difference between
events. This way, the time scale granularity is bounded. In practice, the minimum
time difference means that the submodel execution loop can rely on taking small steps
to accommodate the timing of the events. The second is to limit the impact of events
to within submodels, and exposing a regular temporal granularity to other submodels.
In practice, this means applying a temporal conduit filters to all conduits of an eventbased model. These filters may aggregate and interpolate between messages to provide
a steady stream of messages for other submodels. Finally, if the number of event-based
submodels is limited to two, the time of the next event can be communicated between
them. This means that a third submodel cannot inject an additional event that will
change the times between two messages, invalidating the submodel execution loop.
Second, regular spatial scales mean that the domain size of a model is going to be
the same during a simulation. For many submodels, the problem size increases with
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the domain size. Having regular scales means that their problem size stays about the
same, and in turn the machines that are able to run the submodel will be sufficient
during the entire simulation. In this work there was no need to change a machine
during simulation, or start and stop a submodel to use more processor cores, or in
general, to do dynamic domain decomposition. Domain decomposition, splitting a
domain into multiple submodel instances, is possible in theory and in practice, but in
practice it must be performed in advance and remain static during a simulation.
Finally, in dynamic modelling approaches like stochastic computing and heterogeneous multiscale modelling (HMM) [44], the number of problems to be solved may
depend on the specifics of a macro-scale model, like having an irregular geometry. The
parts of the geometry of interest may be modelled in micro-scale models. The number
of micro-scale model instances depends on the specific geometry, which may depend
on the course of the simulation. Although these types of models are accounted for in
the theoretical framework, none of the software solutions mentioned in this thesis do,
except by disregarding the assumption that a submodel instance has a fixed domain.
Concretely, a submodel instance may simulate multiple disparate domains, thereby
acting as multiple submodel instances. A mapper may assign a variable number of
domains to a fixed number of submodels, thereby alleviating the need for a variable
number of submodel instances.
In the conceptual framework, a dynamic number of submodel instances can only
be coupled to a mapper that knows about the number of couplings. This is severely
limiting to submodel instances that form a network. The conceptual problem with
coupling a dynamic number of submodel instances between submodels, is that the
framework does not assign a way to couple conduits between ports without being
predefined. Network and graph models have ways of solving this, either by adding
a centralised authority deciding on which nodes should be connected, or by adding
some way for submodels to explicitly recognise each other. These methods are deemed
out of the scope of the multiscale modelling and simulation framework and this thesis.
Those are the main limitations of the theory and the runtime environment. Still,
both theory and software are applicable to the multiscale models described in Chapter 5, and to a large class of multiscale models that originated from a single scale or
bi-scale model.
A more practical limitation to this work is the infrastructure. The European computing infrastructure, eInfrastructure, is a complex federation of clusters and super129

computers, consisting of heterogeneous software, hardware, and services, and governed by a variety of access and security policies. Moreover, the infrastructure is
dynamic, limiting the lifetime of any given framework to a few years. The only way
to keep using a framework, is by co-evolving it with the infrastructure. Moreover, in a
set of interacting software components, the components must keep in line with both
the infrastructure and each other. It is therefor imperative that software developed in
an infrastructure project, such as MAPPER, can also operate independently, so that
it is still usable if one of the interacting components fails to keep up. And, a framework as a whole that aims to outlive its project will need dedicated efforts for each
participating component. The solution of distributed multiscale computing proposed
in this thesis therefor also has a limited lifetime. The theoretical basis is steady, but
xMML, user interface tools, the runtime environment, the coordinator and user interface form a fragile assortment. Fortunately, the QCG software stack, MUSCLE, and
xMML are usable for multiscale modelling and simulation in isolation. In fact, having
only MUSCLE already makes it possible (but not necessarily easy) to do distributed
multiscale simulation. Also, the framework as it is Chapter 4 will be reproducible for
only a while, but the setup in terms of functional components is generally applicable.

6.2

Directions for further research

Distributed multiscale computing and multiscale modelling are progressing fields, and
many aspects are not yet well developed or understood [71]. Two theoretical problems
about multiscale modelling strike me as most urgent: can the effect of single scale
models on each other be described in a general way based in their scale relation, and
can scales be extracted from a phenomenon in an objective and accurate way.
First, single scale models may have different kinds of interactions, like reinforcing
or diminishing each others dynamics. Moreover, a fine and coarse scale model with
the same domain must be correlated in some manner. In the dynamics between single
scale models, phenomena like error propagation or emergence from fine to coarse
scales are not generally understood. A current effort to describe the effect that single
scale models have on each other is by using information propagation and processing
as proposed by Quax et al. [120]. It remains unclear whether a general solution can be
found for this question or that each solution will be largely based on domain-specific
and ad-hoc methods.
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Second, there are a limited number of explanations of why we observe scales. One
of these explanations takes the complexity profile as a measure Bar-Yam [13]. It divides a domain into a number of same-sized subdomains, and calculates the entropy
of the domain with the subdomains as elements. It repeats this process for a range of
subdomain sizes, creating a complexity profile. According to this method, the subdomain sizes where the profile peaks, and entropy is highest, are the characteristic
scales of the system. In other words, the scales of a system are the subdomain sizes
that explain most of the system. This algorithm scales factorially, however, so it is not
a tractable method. A successor to this method scales polynomially but it does not
detect strongly emergent scales [14]. In addition, variants of these methods are only
descriptive so they do not explain why a certain size explains a lot of the system. A
clear physical understanding of this question would be of great benefit to multiscale
modelling. Methods developed to this effect may yield good advances in understanding the nature of scales, and how objective they are.
Computational questions include how well the task graph is suitable in practice
for the scheduling of distributed multiscale simulations, given the time that it takes
a node in the task graph to start. Moreover, this question could be explored using
stochastic times of execution and queuing.
A few requests have been made to make MUSCLE suitable for dynamic work
distribution. Since this requires a significant interaction with a resource manager, it
would need to cooperate with a component that knows how to interact with different
resource managers, including cloud infrastructure. A dedicated effort in that direction
would be necessary for success.
With this work, the theory on how to characterise multiscale models is welldeveloped, and distributed simulation software is available, leading to potentially large
performance gains; a complex approach for demanding multiscale models. As long as
research groups and infrastructure providers continue to develop and support distributed multiscale computing, it will be an attractive paradigm.
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A
An algorithm for a temporal conduit
filter

The conduit filter used as a computational element in MML and described in Section 2.3.1 can alter the data flow between submodels. As such, it is good to explore
what algorithm would be good to do this, and show that this algorithm does not
introduce deadlocks.
Consider again, two submodels A and B with temporal regular scales SA(2 s, 1 hr),
SB (1 s, 1 hr) that are coupled on a single domain. They have temporal scale overlap
and use the interact coupling templates OiA → SB and OiB → SA. To allow these
submodels to have their own time step, while still handling the coupling correctly, a
temporal conduit filter should be used on conduits between A and B. Messages from
A to B should be interpolated to give B enough messages to process, and in the other
direction messages should be aggregated to ensure A does not receive too many, as
shown in Algorithm 6.
The filter in the direction from A to B has to know the time series ϑ = (e0 , . . . , en )
of B, in order to send the correct number of messages, for instance by the modeller
specifying it. It does not need to know the time step of A, as A sends, with each
message, both the timestamp of the message and the timestamp of the next event.
Thus, the filter can decide whether the next event of A will need to be aggregated, or,
that a message can be sent to B immediately.
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Algorithm 6: Example of a temporal scale conduit filter, where i is the index of
the last event ei for which the receiving submodel already received a message.
Input: Time series ϑ = (e0 , . . . , en ) of receiving submodel
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

i ← 0;
while i < n do
m ← receive();
add m to messages;
t m∗ ← time of message after m, or ∞ if m is the last message;
if t (en ) ≤ t m∗ then
i 0 ← n;
else
i 0 ← k such that t (ek ) ≤ t m∗ < t (ek+1 );
end
if i 0 > i then
(si +1 , . . . , si 0 ) ← interpolate within messages;
send(si+1 ), . . ., send(si 0 );
i ← i 0;
end
end

The communication from A to B is correct if the filter sends the right number of
messages at the right time. This statement can be assessed by three filter properties,
with filter f and events e1 , . . . , en of the receiving submodel:
1. for each event ei with 1 ≤ i ≤ n, f sends exactly one message;
2. if f receives a message with time t ≥ t (ei ), 1 ≤ i ≤ n, it has already sent a
message for event ei ; and
3. if f receives a message with time t < t (ei ), 1 ≤ i ≤ n, it has not yet sent a
message for event ei .
Due to the well-ordering of time series, messages received are in-order. Also given, is
that a conduit filter may only send messages if a message is received. Then the first
two properties combined prevent a deadlock, while the third property ensures that
messages sent to B can be meaningful, that is, it prevents the trivial algorithm where
upon the first message received, n messages are sent.
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The first property is straightforward and prevents a deadlock for B, without considering other submodels or couplings. The second property prevents a deadlock that
would occur if: the filter waits for a message from A; B waits for a message from the
filter; and A waits for a message from B. Suppose that all properties above hold, and
that a deadlock occurs due to the filter. Submodel A and B would have model time
tA and tB , respectively, which is, by their SEL, also the time of the next message they
will send. Because of property 2, the conduit filter can not receive a message with
time tA if tA ≥ tB , so tA < tB . Now A would only wait for a message from B if tA > tB ,
following the definition of the interact coupling template in Table 2.2. Combined,
these statements imply that tA > tB and tA < tB , contradicting that a deadlock can
occur under the stated conditions.
Take Algorithm 6 as filter f and apply it to the conduit from A to B. Assume that
A starts at model time t0 < t (e1 ), with event e1 of B. In words, A must start before or
at same model time as B, approximately, since a conduit filter can not produce output
without input.
Before showing that f satisfies the properties of a deadlock-free conduit filter, observe that lines 13 and 14, combined with ϑ being well-ordered and messages of f
being sent in-order, ensure that at the end of each loop, exactly i messages are sent.
First, A will send a last message since it has a finite number of time steps. At
that point line 5 will assign t m∗ ← ∞. After that, line 7 will ensure that i = n at
the end of the algorithm, fulfilling property 1. Second, starting time t0 of A has
t0 < t (e1 ) by assumption, so the first message f receives will obey property 2 with
time t = t0 < t (e1 ). Suppose message m with next event time t m∗ obeyed property 2,
then the next message m 0 has time t m 0 = t m∗ . Now suppose that f violates property
2, by assuming that it sent a message for ek and that t m 0 > t (ek ). Then in the previous
iteration of the while loop, t m∗ > t (ek ). Because time series ϑ is well-ordered, the
conditions on line 6 and 9 will ensure that i 0 ≥ k. Now line 13 ensures that a message
has been sent for ek before m 0 is received. This is a contradiction, showing that f
fulfils property 2. Finally, suppose f has sent a message for event ek . Then line 13 has
been executed with i 0 ≥ k, so lines 6 or 9 had t m∗ ≥ t (ek ). Since f receives messages inorder, this means it can not receive a message with time t m < t (ek ), fulfilling property
3.
This shows that the three properties for a deadlock-free filter have been satisfied
by Algorithm 6.
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B
Technical details of the MUSCLE 2
runtime environment

To increase the separation between the model and the runtime environment each mapper or submodel has its own instance controller that will do the actual communication
with other parts of the simulation. When an instance controller starts up it first tries
to register to the Simulation Manager. It then queries the Local Manager for the location of all the instances that it has a sending conduit to. The Local Manager will then
query the Simulation Manager in a separate thread if it does not know the location.
When an instance is finished, its instance controller will deregister it at the Simulation
Manager.
Although each instance controller and thus each instance uses a separate thread by
default, it is also possible to implement submodels asynchronously. MUSCLE 2 will
be able to manage a large number of light asynchronous submodels in a small number
of threads. This leads to both lower memory usage and faster computation since there
are far fewer thread context switches but it makes the submodel code slightly more
complex and, if not properly coded, prone to race conditions.
Error handling, throughout the program, is designed to work fail-fast. If an uncaught exception occurs in one instance, MUSCLE 2 assumes that continuing the
simulation will not yield valid results and it will try to shut down all other instances.
This behaviour was implemented to prevent wasting resources on systems that charges
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end users for the total wall-clock time used by a simulation. It also prevents deadlocks
when an instance still expects data from another that has already quit. MUSCLE 2
does not provide error recovery, instead each submodel should handle its own checkpointing, if needed.

B.1

Implementation of the MUSCLE Transport Overlay (MTO)

The MUSCLE 2 Transport Overlay (MTO) is a C++ user space daemon. It listens for
connections from MUSCLE 2 on a single cluster, and keeps in contact with MTO’s on
other clusters. It forwards any data from MUSCLE 2 intended for another cluster to
that clusters MTO. To identify the MTO associated to a MUSCLE 2 TCP/IP address,
each MTO mandates a separate port range to MUSCLE 2.
The default connection between MTO’s uses plain non-blocking TCP/IP sockets, and this is well tested. To optimise speed over wide area networks, it has a local
buffer of 3 MB and it will prefer sending over receiving up to the point that it will
not allow more incoming data if the send buffers are too large or numerous. The MPWide 1.8 [59] library is optionally enabled for connections between MTO’s. MPWide
is a library to optimise message-passing performance over wide-area networks, especially for larger messages. This option currently only works between a pair of MTO’s
and the performance depends on the connection between the clusters, but there are
ongoing efforts to increase the compatibility.

B.2

QosCosGrid and MUSCLE 2 integration

We identified two main integration points of the QosCosGrid software stack and
MUSCLE 2. First, the location (IP address and port) of the MUSCLE Simulation
Manager can be exchanged automatically with other MUSCLE Local Managers via the
QCG-Coordinator service - a global registry that offers blocking call semantics. Moreover, this relaxes the requirement that the Simulation Manager and Local Managers
must be started in some particular order. The second benefit of using the QosCosGrid
stack with MUSCLE is that it automates the process of submission of cross-cluster
simulations by: co-allocating resources and submitting on multiple sites (if available,
using the Advance Reservation mechanism); staging in- and output files to and from
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every system involved in a simulation; and finally, allowing users to peek at the output
of every submodel from a single location.

B.3

Comparison between MUSCLE 1 and MUSCLE 2

The largest changes in MUSCLE since MUSCLE 1 involve decoupling functionalities. The separation between the library and runtime environment makes the system
more usable, since users now do not need to go through MUSCLE internals to do
basic operations like getting model parameters, and this in turn makes submodel code
less susceptible to being incompatible with newer versions of MUSCLE. The separation of C/C++/Fortran code from the main Java code makes compilation much
more portable. Finally, the separation of message passing code and the communication method allows choosing more efficient serialisation and communication methods
when able.
In terms of portability, MUSCLE 2 comes with all Java prerequisites so they do
not have to be installed manually. Moreover, the number of required Java libraries
has been drastically reduced. Notably, MUSCLE 2 no longer relies on the Java Agent
Development Environment ( JADE) for its communication. This way, the MUSCLE 2
initialisation sequence and communication routines are more transparent, which in
turn lead to numerous performance enhancements to communication protocols and
serialisation algorithms. As a result, MUSCLE 2 can handle messages up to a gigabyte,
while MUSCLE 1 will not handle messages larger than 10 MB. Although distributed
execution was already possible with MUSCLE 1, it only worked for specifically set up
environments, whereas MUSCLE 2 will run with most standard environments.
In MUSCLE 1 the Java Native Interface ( JNI) was used to couple native instances.
Although JNI is an efficient way to transfer data from and to Java, it gave MUSCLE 1
usability and portability issues and introduced incompatibilities with OpenMP and
MPI. In MUSCLE 2, submodels must link to the MUSCLE 2 library instead, at a
penalty of doing communications between Java and C++ with the somewhat slower
TCP/IP.
Additional new features of MUSCLE 2 include a CMake-based build system, having standardised and archived I/O handling, more flexible coupling, and automated
regression tests.
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C
Application and model details

C.1

Tokamak plasma (TTE, fusion)

The chosen Fusion application TTE [72] simulates the time evolution of profiles in the
core plasma of a Tokamak. This application consists of three submodels: a transport
equations solver to evolve the profiles, a fixed-boundary equilibrium code to provide
geometry of the plasma and a turbulence code to calculate anomalous transport coefficients. Different versions of such submodels have been developed within the EDFA
Task Force on Integrated Tokamak Modelling (ITM1 ). The structured data for these
submodels are stored in a local database and accessed through a specific library on
the Gateway cluster in Garching (DE). The coupled application is implemented using
MUSCLE 2.
We have chosen to run this benchmark using only two submodels for sake of conciseness (the equilibrium is considered fixed during this simulation): the transport
solver coming from the ETS [40] and turbulence coming from a gyrofluid approximation flux-tube code GEM [124].
The use case corresponds to a small Tokamak plasma (e.g ASDEX-Upgrade), where
ETS evolves temperature and density profiles for electrons and one ion species, and
GEM runs on 8 flux surfaces, each of which is calculated independently, using time averaging to provide transport coefficients on transport timescale. We have run this case
1 ITM:

http://portal.efda-itm.eu/itm/portal/
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on the Gateway cluster in Germany (GEM up to 256 cores) using fully the database
access, and on the Helios supercomputer in Japan (GEM up to 1024 cores) using a
tedious ad-hoc setting to simulate the database. With a transport time step at 0.01s,
such application can simulate 10s of physical time in less than 17 hours on 1024 cores
(Helios). The model has improved our understanding of the different submodel parameters impact on simulation stability at longer time frames (time averaging, equilibrium model limitations, geometric representation), which is one of the main obstacle
to overcome before applying such models to predictive simulations on ITER sized
tokamaks. When distributed simulations will be allowed on Helios supercomputer, it
will be possible to run routinely such simulations on small to medium Tokamak cases
in order to validate the approach using experimental data stored in the local database.
Finally, the main goal is to run large Tokamak cases (ITER will require a grid at least
64 times bigger), to replace the gyrofluid approximation by a gyrokinetic code and use
additional submodels (e.g heating sources) to complete the description of the physics.

C.2

Cerebrovascular blood flow (HemeLB, biomedicine)

In this application we use distributed multiscale computing to connect flow models
of the major vessels arterial tree to models of local cerebral vasculature [60]. We do
this to improve the accuracy of our simulations of cerebral aneurysms [18], and to
understand the effect of patient-specific properties (e.g., heart rate or the structure of
the circle of Willis) on the flow dynamics in local cerebral vasculature and aneurysms.
Our main motivation to rely on MAPPER is to allow each code to be used in an
optimal environment, and to minimise the time to completion for the overall system.
The HemeLB model couples two submodels together: PyNS and HemeLB. We
use PyNS [100] to model the arterial tree in the human body, and HemeLB to model
a local network of arteries in the brain. The two applications exchange pressure values
at the boundaries, with the HemeLB simulation domain being a small subset of the
overall network modelled in PyNS.
We configured PyNS, which is a 0/1 dimensional Discontinuous Galerkin solver,
with a 70 bpm heart rate, 90 mmHg mean pressure, and 5.98 L/min cardiac output.
The submodel runs for 4,000 time steps on a local desktop at UCL in London (4
cores), as it has a number of Python dependencies and does not scale to large core
counts. PyNS exchanges pressure values with HemeLB at every time step.
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We configured HemeLB, which is a 3 dimensional lattice-Boltzmann simulation
environment, with a vascular network model with 4.2 million lattice sites, each site
sized 3.5×10−5 m. It is run for 40,000 time steps on the HECToR supercomputer (512
or 2048 cores), which is located at EPCC in Edinburgh. HemeLB exchanges pressure
values with PyNS at every 10 time steps (for a total of 4,000 exchanges).
The codes are coupled with the MPWide communication library.

C.3

Irrigation network (Canals, hydrology)

The water service demands are keeping increasing rapidly. They are driven by several
factors like the impact of climatic conditions, agriculture, overpopulation, etc. [102].
Today, the technical heritage to manage resources water and complex irrigation systems becomes somehow insufficient to cope with the new urgent needs and to predict
in advance solutions for emergency cases (e.g. natural hazards). One way to deal with
this is to use numerical models and computer simulations as decision making tool.
One of our interest in collaboration with the Geneva electricity company is to
simulate a section of the Rhone river (13 km), from the Geneva city down to Verbois
water dam [114]. This simulation investigates the possibility to study specific questions namely the way to flush sedimentation in some critical area by changing the
water levels. This requires a 3D free surface (3DFS) model with sediment to study
these critical areas and 1D shallow water to study areas where the flow behaviour is
stable. The 3DFS model requires supercomputers capabilities contrary to 1D model
which can be executed on clusters or desktop machines. Coupling 3DFS and 1D
models results in a multiscale models and simulation [16]. In addition, using 3DFS
with high resolution to get more accurate results can not be afforded by what a local
centre can provide in term of computing power. The MAPPER framework allows
to easily connect these different components and run them on a distributed grid of
supercomputers [17].

C.4

Reverse-engineering of gene-regulatory networks
(MultiGrain, systems biology)

Gene regulation networks (GRNs) can be viewed as the “cognitive architecture” in
living cells, they control how much product (protein, RNA) is synthesised and when
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in response to input from the external or internal environment. Modelling and simulation of GRNs is an unsolved problem [101]. Furthermore, future models of GRNs
are likely to be considerably more complex (number of genes, biochemical and physical levels involved) than their current counterparts. Our vision is to enable modelling
and simulation of large gene-regulation networks that exhibit an inherent sub-division
particularly in the time dimension. Such gene networks typically consist of dozens or
hundreds of genes. They are difficult to handle with conventional modelling and simulation approaches due to the conceptual and computational complexities involved.
MultiGrain/MAPPER is a distributed multiscale computing application, designed
for modelling and simulation of large GRN systems based on MAPPER multiscale
computing solutions. MultiGrain is a Java library providing a number of GRN
reverse-engineering features, including flexible specification of GRN rate laws, flexible
algorithms separating GRN structure inference and time-course data fitting, and distributed optimisation based on a particle swarm optimisation [81] approach enabled
by MAPPER components including MUSCLE 2 and QosCosGrid. Consequently,
MultiGrain is able to run on a variety of hardware from personal computers to multiprocessor architectures, computer clusters or even supercomputers.

C.5

Clay-polymer nanocomposites (Nano, nanomaterials)

In this application we assess the materials properties of clay-polymer nanocomposites.
The nanocomposites fall within the realm of the emergent area known as nanotechnology, where materials are designed and built at the atomic level, an area of science
currently at the forefront of academic, industrial, health and public interest. Tailoring
the clay structure on the nanometer scale produces composites with novel material
properties, which can be significantly different from bulk properties and have already
been applied in numerous commercial applications, such as in the automotive industry, biodegradable food packaging and in oil drilling fluids.
Our multiscale model involves 4 stages of execution:
1. Parametrising the potentials of clay sheet edges with CPMD [1], using up to 64
cores on a local cluster (Mavrino at University College London).
2. Modelling basic clay sheets and polymers using LAMMPS [2] in All-Atom mode
161

(the former with the previously calculated potentials), using up to ∼ 1024 cores
on HECToR.
3. Iteratively coarse-graining and optimising the potentials using the Iterative Boltzmann Inversion (a few of the potentials were done using force matching), to
construct accurate coarse-grained potentials, using ∼ 32 cores on Mavrino or
HECToR.
4. Executing coarse-grained production simulations using these newfound potentials, using 1000s or 10000s of cores on HECToR.
In this paper we presented the performance of our simulations for one particular
production system, which contains montmorillonite clay and uncharged polyvinyl
alcohol.

C.6

In-stent restenosis (ISR3D, biomedicine)

A common expression of coronary heart disease is arteriosclerosis: thickened and
hardened blood vessels caused by a build-up of atheromatous plaque. This is associated
with a partial occlusion of the blood vessel lumen, called a stenosis. A common
intervention to open up the lumen is balloon angioplasty, assisted by a stent that
keeps the lumen open after the intervention. An adverse response to the stent, a
regrowth of tissue, may result in a re-occlusion of the lumen, called in-stent restenosis
[80, 109]. The exact causes and key factors of in-stent restenosis are not yet known
[46]. The three-dimensional model of in-stent restenosis ISR3D models the response
to the stent-assisted angioplasty, taking into account tissue damage due to the stent
placement, smooth muscle cell proliferation and migration, shear stress caused by
blood flow, and the effect of local drug diffusion if a drug-eluting stent [32, 137, 139].
ISR3D has a cyclic coupling topology, alternating mainly between a smooth muscle cell submodel and a blood flow submodel. The smooth muscle cell code is parallelised with OpenMP, limiting it to a single compute node, while the blood flow code
uses a lattice Boltzmann library, Palabos2 , that has MPI parallelisation and scales well
[20]. Depending on the blood vessel geometry and the resolution of the blood flow
solver, a simulation consisting of 1500 time steps takes a few days to more than a week.
2 Palabos:

http://palabos.org
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D
Software resulting from this thesis

For this thesis, a number of software products were developed. This appendix lists the
contributors to the software and where it can be found.

D.1

xMML

The xMML format is described in detail in Chapter 2. It is described by an W3C
XML Schema that was developed as part of this thesis, in collaboration with JeanLuc Falcone and Bastien Chopard, University of Geneva, Switzerland. The latest
specification can be found on http://github.org/blootsvoets/xmml.

D.2

jMML

The jMML library is a Java library that handles MML. Specifically, it can: read and
write the XML format xMML; generate the graphical description gMML; generate a
scale separation map; generate a basic MUSCLE project layout and configuration file.
The jMML library is a Maven project with three modules:
1. A utilities module jmml-util that contains data structures such as lists and
graphs, and SI unit and formula handlers.
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2. A specification module jmml-specification converts from and to xMML
using the Java Architecture for XML Binding ( JAXB). It has custom classes that
facilitate easy manipulation of xMML.
3. An API jmml-api to create a coupling topology, code skeleton, task graph or
scale separation map from a xMML specification. It can also output a task graph
or gMML to pdf.
The main part of the jmml-specification is generated from the W3C XML
Schema of xMML by the xjc tool of JAXB. This means that when a new version
of xMML is released, jMML can easily adapt. It also means that it can always read,
modify and write a certain version of xMML. On top of these generated sources, verification of couplings and datatypes is performed. xMML files should be validated
against the XML Schema before being passed to the jmml-specification module, since the module does not perform strict validation of the XML structure.
The jmml-api module can analyse the xMML specification in several ways. First
of all, it can detect which submodels need to be started initially for the model to
calculate correctly by constructing the coupling topology. It can output the coupling
topology as a Graphviz file, which can then be converted to PDF by the dot tool
of Graphviz. The resulting PDF then contains gMML. It can also generate the task
graph of a specification, assuming that the time scales of all submodels are regular. If
a model will run into a deadlock, given the xMML specification, this will be detected
and reported on the command line and, if converted to PDF, in the resulting PDF file.
The task graph algorithm is memory-efficient and a task graph can be manipulated
after it is generated. Graphviz and PDF viewers, on the other hand, cannot always
handle graphs that are as large as a full task graph. Finally, it can detect the scales
of the different submodels, and whether they are separated or not, and make a scale
separation map. The map can be viewed as a window or converted to SVG using the
Batik SVG converter.
The jmml-api includes a command-line tool that can generate a coupling topology, task graph, or scale separation map from a given xMML file. The only prerequisite is that such an xMML must have all XInclude files processed in advance using the
command:
$ xmllint -xinclude FILE.xml > NEWFILE.xmml
which is part of the libxml2 package.
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To manipulate xMML in Java, use Maven to import the jmml-util and
jmml-specification modules. To also generate a task graph or coupling topology in Java, the jmml-api module can be imported. The jMML library is open
source, and available from http://github.org/blootsvoets/jmml. It was
developed by myself as a research tool as part of this thesis.

D.3

MUSCLE

MUSCLE is fully described in Chapter 3. Its current development started with the
DSCL package left as part of the COAST project [65]. Since then, development
by myself and Mariusz Mamonski and Bartosz Bosak, Poznan Supercomputing and
Network Centre (PSNC), Poland, transformed it to a more usable, faster, and more
portable package. Of the current 30,000 lines of code, 1,200 come from the original package (counting 23,000 lines of code). In collaboration with Derek Groen,
University College London, UK, wide-area communications can be performed with
the MPWide library [59]. MUSCLE is open source software, available at http:
//apps.man.poznan.pl/trac/muscle.

D.4

ISR3D

The in-stent restenosis model ISR3D is fully described in Chapter 4. The original
code was developed as part of the COAST project [32]. As part of this thesis, I updated it to use the latest constructs in the multiscale modelling theory described in
Chapter 2, e.g., fan-in and fan-out mappers, and to make use of the latest features in
MUSCLE, e.g., MPI, full Fortran and C++ support, and logging. The models scientific contents were largely updated by Carles Bona Casas, University of Amsterdam,
the Netherlands. The code of ISR3D is currently not published.
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Summary

Multiscale models combine knowledge, data, and hypotheses from different scales.
Simulating a multiscale model often requires extensive computation. This thesis evaluates distributing these computations, an approach termed distributed multiscale computing (DMC). First, the process of multiscale modelling is examined, in order to
describe it in a general and effective way. Then, multiscale models are described with
a scale-aware component-based approach, treating them as a set of coupled single scale
models. The computational architecture of multiscale applications is then specified
with the multiscale modelling language. Such a specification can be analysed for its
structural and computational characteristics, using a task graph, and it can be used
as the basis for an implementation with Multiscale Coupling Library and Environment 2 (MUSCLE 2). MUSCLE 2 executes multiscale applications on local and distributed machines with a low overhead. As a use case, a model of in-stent restenosis
(ISR3D) is described as a set of coupled single scale models, specified with the multiscale modelling language, and implemented and executed with MUSCLE 2. When
doing distributed computing, this lead to a decrease in resource consumption under
specific circumstances. Five other applications from several domains evaluated DMC,
and derived different benefits from it: an increase of simulation speed or a decrease in
resource consumption by using heterogeneous machines; or an increase in simulation
speed by using more resources altogether. Given these results, DMC is deemed viable for heterogeneous multiscale models and for users with limited local computing
resources.
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Samenvatting

Multischaal modellen combineren kennis, data en hypotheses van verschillende schalen,
zoals tijds- of ruimteschalen. Bijvoorbeeld, simulaties van het weer nemen vaak het
klimaat in beschouwing, gesimuleerd op een groffe tijdsschaal van dagen of weken
en een ruimteschaal van tientallen kilometers, maar ook dagelijkse neerslag met een
fijne tijdschaal van minuten en een ruimteschaal van kilometers. Het simuleren van
zulke modellen vereist vaak veel rekencapaciteit. Dit proefschrift gaat over het distribueren van deze simulaties over meerdere computers of computerclusters, onder
de noemer distributed multiscale computing (DMC). Het proefschrift bestudeert het
proces van multischaal modelleren, zodat het proces op een generieke en effectieve
manier beschreven kan worden. Vervolgens wordt een multischaal model beschreven
als een gekoppelde verzameling van modellen met een eigen schaal. De structuur
van de koppeling wordt gespecificeerd met de zogenaamde multiscale modelling language. Deze specificatie kan worden geanalyseerd op haar structurele en computationele eigenschappen, onder andere met behulp van een task graph. De specificatie dient ook als beginpunt voor een implementatie met de Multiscale Coupling Library and
Environment 2 (MUSCLE 2). MUSCLE 2 voert multischaal simulaties uit op lokale
en gedistribueerde infrastructuur, zonder veel extra tijd te kosten. Als voorbeeld van
de aanpak wordt een model van in-stent restenose (ISR3D) beschreven als multischaal
model. Het model van in-stent restenose richt zich op het proces dat plaatsvindt na
dotteren met een stent. Hierbij vindt in sommige gevallen een restenose plaats, wat
een verminderde effectiviteit van de ingreep tot gevolg heeft. Door computersimulatie
te gebruiken om dit proces te analyseren, kunnen we aspecten van dit proces bestuderen zonder dat er aanvullende (ingrijpende) metingen op patiënten of dieren nodig
zijn. In het proefschrift wordt ISR3D gespecificeerd met de multiscale modelling language en geïmplementeerd en uitgevoerd met MUSCLE 2. In dit proefschrift is ook de
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snelheid van DMC gemeten. Het gebruik van gedistribueerde simulaties leidde daarbij onder bepaalde omstandigheden tot verminderde gebruikskosten. Vijf applicaties
uit meerdere vakgebieden gebruikten ook DMC en haalden daar een aantal voordelen
uit: kortere simulaties of een lagere gebruikskosten door het gebruik van heterogene
computers; of kortere simulaties door gewoonweg meer processoren te gebruiken.
Concluderend is DMC bruikbaar bevonden voor heterogene multischaal modellen en
voor gebruikers met een beperkte lokale rekencapaciteit.
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