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Preface

The 4th of July in 2012 was a remarkable day in the history of particle physics when
two experiments at the Large Hadron Collider (LHC) reported the observation of a
new particle in a mass region compatible with the long sought Higgs boson predicted
by the Standard Model. This successful achievement implies that we are now capable
to produce all Standard Model particles in a controllable environment, allowing us to
study those particles in more detail and eventually discover a deeper nature of our
universe that is still unknown to us.

Following the discovery at Tevatron in 1995, the top quark is one of the interesting
Standard-Model particles to be studied at the LHC. The heaviness in mass makes the
top quark itself play an essential role in the connection between the Standard Model
and theories beyond it. Focusing on the top quark, this thesis will present a search for
a rare process in which a top quark is produced in association with a W boson (a.k.a.
single top Wt-channel production) through the electroweak interaction.

Being a rare process, the search of single top Wt-channel production is confronted
with two main challenges. Firstly, the signal is buried in a large amount of background;
hence it requires method to be developed for efficient signal extraction. Secondly, large
amount of data needs to be included in the analysis to compensate low signal rate. It
means that efficiency and throughput of data processing become important to achieve
the analysis. Aiming for addressing these two challenges, the analysis described in
this thesis is, to our understanding, one of the first cross-section measurements1 for
single top Wt-channel production.

1Just recently the CMS experiment reported a 6 σ observation of the single top Wt-channel
production in the di-lepton final state, using the LHC data of p− p collisions at

√
s = 8 TeV.
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Layout of thesis

This thesis consists of seven chapters. Following a short introduction to the top quark,
interests of single top quark production and its close connection to physics beyond the
Standard Model will be discussed in Chapter 1.

Figure I: Layout of this thesis in correlation with the data processing pipeline.

The rest of the thesis is organized to follow a general data processing pipeline illustrated
in Figure I to highlight the data flowing through various steps of the analysis. Based
on this picture, we discuss firstly in Chapter 2 the experimental setup of the LHC
and the ATLAS experiment by which the data entering our analysis is produced and
recorded. Theoretical predictions are also put in the form of data using Monte-Carlo
simulation. How the simulation is conducted for our analysis will also be presented in
Chapter 2.

With data and simulated events in a raw format of the detector signals, the first part
of Chapter 3 will describe the event reconstruction. It is a necessary step toward
physics analysis as it transforms detector signals into measurements of physics objects.
Following the reconstruction, our analysis starts from selecting signal-like events. The
selection criteria will be discussed in the second part of Chapter 3.

We then make a detour in Chapter 4 and Chapter 5 to discuss the computing aspect
of the data processing involved in our analysis. In Chapter 4, we revisit the steps
of simulation and event reconstruction with emphases of managing large-scale data
processing on a distributed computing infrastructure developed with the “Grid Com-
puting” technology. We carry on in Chapter 5 and present a study that is conducted
to evaluate the data analysis throughput on the grid. We will point out a general
throughput issue with the grid technology and demonstrate how one can benefit from
using on-demand computing resources provided by the so-called “Cloud Computing”
technology.

Given large theoretical uncertainty and technical challenges in the simulation, contri-
butions of the QCD multi-jet and the W+jets backgrounds have to be determined
in light of the data. The “data-driven” methods developed along with our analy-
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sis for estimating these two background contributions in data will be discussed in
Chapter 6.

Following the background estimation, we discuss in Chapter 7 the techniques used by
our analysis for enhancing the signal-to-background (S/B) ratio and for measuring
the cross section of single top Wt-channel production. Finally, we will present the
measured cross section and draw the conclusion of this study.
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1
Single Top Quark Production at the LHC

In the modern picture of particle physics, every ordinary matter in our universe is
made of twelve fundamental building blocks called elementary particles and their
interactions are governed by four fundamental forces. Our best understanding on the
relations between these elementary particles and fundamental forces is encapsulated
in a theory called the Standard Model of Particle Physics.

The key actor of this thesis, the top quark, will be introduced in this chapter. Being
one of the elementary particles of the Standard Model, we start in Section 1.1 with a
brief introduction of the Standard Model and present other elementary particles that
will become co-actors of this thesis. The top quark is then introduced in Section 1.2
with focus on its properties and the dominant top-antitop pair production in the
hadron collider. Focusing on the main subject of this thesis, the single top quark
production and its sensitivity to physics beyond the Standard Model will be discussed
in Section 1.3.

1.1 The Standard Model of Particle Physics

The Standard Model [1, 2, 3, 4] is a Quantum Field Theory [5] that summarizes
our current knowledge of the physics of elementary particles and their interactions.
Developed in 70’s last century, it has become an established theory with its successful
explanation on experimental results and precise prediction on all observed phenomena
in particle physics.

The building blocks of the Standard Model are the twelve elementary particles that
make up every matter in our universe. They are summarized in Table 1.1. These
elementary particles are called fermions in the Standard Model as they are spin 1/2

1



Chapter 1. Single Top Quark Production at the LHC

particles following the Fermi-Dirac statistics. The fermions are categorized into three
generations, each of them consists of two leptons and two quarks. The electron (e)
and electron neutrino (νe) are the two lightest leptons; together with the two lightest
quarks, the up (u) and down quarks (d), they form the first generation of the fermions.
The four particles in the first generation have their own heavier relatives that are
classified in the second and third generations. In view of the electric charge, electron
as well as its heavier brothers, muon (μ) and tauon (τ) have −1 elementary charge
equivalent to −1.60× 10−19 Coulomb; while their partner neutrinos are charge neutral.
Among the six quarks, the up, charm (c) and top (t) quarks carry the electric charge
of +2/3 forming the so-called up-type quarks. On the other hand, the down, strange
(s) and bottom (b) quarks with electric charge −1/3 make the family of the down-type
quarks. The quarks carry a color charge in addition. The color confinement restricts
the color-charged particles from being isolated singularly; therefore at lower energy
quarks are bound together to form color-neutral particles called hadrons. The proton
and neutron are two example hadrons.

I II III

Leptons

e μ τ
0.511 MeV 105.7 MeV 1.777 GeV

−1 −1 −1

νe νμ ντ
< 2.2 eV < 0.17 MeV < 16 MeV

0 0 0

Quarks

u c t
2.4 MeV 1.3 GeV 173 GeV

2/3 2/3 2/3

d s b
4.8 MeV 104 MeV 4.2 GeV
−1/3 −1/3 −1/3

Table 1.1: The elementary particles of matter with mass and electric charge.

There are four fundamental interactions of nature: the gravitational, electromagnetic,
weak and strong interactions. A remarkable achievement of the Standard Model is
the discovery of the fact that the electromagnetic, weak and strong interactions can
be described in the subatomic level with the same mathematical structure called the
gauge theory1. A picture arising from the gauge theory is that the interaction of
two particles can be effectively seen as a energy transfer in between, through the
exchange of a mediator, the force carrier. Depending on the type of interaction, there

1The integration with the gravitation is still a challenge to physicists. However the gravitational
interaction is negligible in the subatomic level given that its strength is negligible comparing to other
three interactions.
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1.1. The Standard Model of Particle Physics

are different force carries. They are photon, W±/Z and gluon in corresponding to the
electromagnetic, weak and strong interactions, respectively. Those force carries are
called bosons as they are spin 1 and follow the Bose-Einstein statistics. The photon
and gluon are massless while the W±/Z bosons are on the other hand massive. Among
these force carries, only the W± boson carries an electric charge of ±1. The gluon, as
it acts exclusively on quarks, carries a color charge. The four interactions as well as
their corresponding force carries are summarized in Table 1.2.

Gravitational Weak Electromagnetic Strong

Strength 10−41 0.8 1 25

Force carrier graviton W± Z γ (photon) g (gluon)
mass 0 80.4 GeV 91.2 GeV 0 0

electric charge 0 ±1 0 0 0

Table 1.2: The four fundamental interactions of nature and their corresponding force
carriers. The strengths are shown relative to the electromagnetic force between two u
quarks separated by a distance of 10−18 m. Graviton is a postulated particle in analogy
with those for the other three interactions.

The successful integration of the three fundamental interactions of nature with the
gauge theory came with a controversial statement in the early development of the
Standard Model: the fermions and the W±/Z bosons are massless. This issue was
resolved by a proposed mechanism (the Higgs mechanism) through which the W±/Z
bosons acquire masses in the process of the spontaneous symmetry breaking in the
gauge theory. As a result, the Higgs mechanism predicts an additional boson (the
Higgs boson) in the Standard Model and consequently the fermions receive their mass
via the interaction with the underlying Higgs field.

The triumph of the Standard Model came from the fact that the hypothetical particles
in the model were revealed by experiments one after one. The observation of the b
quark [6] and the τ lepton [7] confirmed the existence of the third generation fermions.
Furthermore, the discovery of the W± and Z bosons in 1983 [8, 9] with astonishing
agreement on their predicted mass made a strong commitment to the foundation of the
Standard Model. With those successful achievements, the existence of the Higgs boson
was generally believed and expected for a long while within the physics community
. In July 2012, when the two experiments at the LHC announced their discovery
of a new type boson with properties compatible with the Higgs boson [10, 11], the
Standard Model showed again its prediction power.

3



Chapter 1. Single Top Quark Production at the LHC

1.2 Top Quarks in Hadron Colliders

In order to explain the CP-violation in the Standard Model, Makoto Kobayashi and
Toshihide Maskawa proposed the third generation of quarks in 1973 [12]. In 1975,
when Haim Harari made the first statement on the six quarks model of the hadron
spectrum [13], the names of “top” and “bottom” of the two third-generation quarks
were introduced to reflect the fact that the two were the “spin-up” and “spin-down”
components of a weak isospin doublet. Following the observation of the bottom quark
in 1977, the existence of the top quark has been expected for a long while. With the
mass of 173.5 GeV [14], it is by far the heaviest elementary particle in the Standard
Model. Thus, the production of it requires high energy. Due to this reason, the top
quark is for the first time observed by the CDF and D0 collaborations at Tevatron in
1995.

In view of its large mass, the top quark plays an essential role in the Standard Model
and various theories beyond. Following the top quark discovery, main interest around
this heaviest SM particle is to measure its properties in a high precision. Since the top
quark has a very short lifetime, information of those properties are directly imprinted
in the decay particles of the top quark and can be directly measured in the hadron
colliders.

As of today, top quarks are produced at the Tevatron and the LHC. Tevatron, a
proton-antiproton collider, was operated at a center-of-mass energy of

√
s = 1.96 TeV

with a luminosity of L = 1032 cm−2 s−1. Before its shutdown in 2011, it has delivered
about 10 fb−1 integrated luminosity of data to the CDF and D0 experiments. Being
the successor of the Tevatron, the LHC started its full operation in late 20092. Unlike
the Tevatron, it’s a proton-proton collider. It has been operated at a larger centre-of-
mass energy of

√
s = 7 TeV and

√
s = 8 TeV in 2010/11 and 2012, respectively, with

luminosity almost 2 magnitudes higher than Tevatron. In the years to come, the LHC
will be operated at

√
s = 14 TeV as its designed collision energy.

With higher centre-of-mass energy and luminosity, the top quark production rate
at the LHC is significantly increased. The theoretical predictions on the particle
production cross sections at the Tevatron and the LHC are shown in Figure 1.1. In
terms of the top quark production, it is nearly 2 order of magnitudes higher at the
LHC than at the Tevatron.

In the hadron collider, top quarks can be produced in two different ways. The primary
is the top-antitop quark (tt̄) pair production through the strong interaction; while the
other is the single top quark production via the electroweak interaction. This thesis
will focus mainly on the physics around the single top quark production, the main
interests of which will be discussed in Section 1.3. For the moment, we will discuss
briefly few top quark properties relevant to our studies as well as its main production

2The first operation of LHC was actually in September of 2008 followed by an accident causing a
year-long break for the recovery.
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1.2. Top Quarks in Hadron Colliders
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Figure 1.1: Predictions for cross sections at the Tevatron and the LHC. Discontinuities
in the curves come from the differences between proton-antiproton and proton-proton
collisions. Figure taken from [15].
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Chapter 1. Single Top Quark Production at the LHC

process, the tt̄ pair production.

1.2.1 Pair Production

In the hard scattering of two colliding protons, top quarks are mostly produced in tt̄
pairs through the strong interactions between partons. Using the parton model, this
process can be illustrated schematically as Figure 1.2. The figure shows a collision of
two energetic protons P1 and P2 with momentum p1 and p2 respectively. The hard
scattering of the two protons can be seen as interaction between two partons from the
protons. The probability of finding parton i (j) carrying momentum fraction x1 (x2)
in proton P1 (P2) is described by fi (fj), the parton distribution function (PDF). The
universal PDFs are not predicted by theory, but have been measured in experiments
and can be evolved to the appropriate scale at which the proton is effectively probed.
Therefore, the PDFs have an extra dependency on the factorization scale μF , which
connects the PDFs with the partonic cross section σ̂ij→tt̄ that can be calculated in
perturbative QCD.

P1

P2

x1p1

x2p2

σ̂ij→tt̄

t

t̄

fi

fj

i

j

Figure 1.2: The top quark pair production of a hard scattering in the parton model.

Summing over all possible flavors and species of the incoming partons i and j, the
total tt̄ production cross section can now be written as

σP1P2→tt̄ =
∑

i,j=q,q̄,g

∫ 1

0

dx1dx2fi(x1, μF )fj(x2, μF )σ̂ij→tt̄(x1, x2,mt, αs(μR), μF )

(1.1)

In perturbative QCD, the partonic cross section σ̂ij→tt̄ has additional dependency on
the top quark mass mt and αs(μR), the coupling constant in QCD with dependency
on the renormalization scale μR [16].

To avoid spoiling the QCD perturbative calculation, a commonly used convention
is to set both μF and μR to the order of the hard-scaling energy characterizing the

6



1.2. Top Quarks in Hadron Colliders

production process, which is mt for the top quark production. With αs(mt) < 1, the
partonic cross section can be expanded in a fixed-order series in αs as

σ̂ij→tt̄ = α2
s

[
σ̂
(0)
ij→tt̄ + αsσ̂

(1)
ij→tt̄ + α2

sσ̂
(2)
ij→tt̄ + · · ·

]
(1.2)

where the first term in square brackets is referred to as leading-order (LO), the
second term next-to-leading-order (NLO), the third term next-to-next-to-leading-order
(NNLO), and so on.

Each term of Equation 1.2 can be calculated using the Feynman diagrams and the
Feynman rules [16]. Example Feynman diagrams contributing to the LO term are
illustrated in Figure 1.3.

g

g

t

t

g

g

t

t

g

g

t

t

(a)

q

q

t

t

(b)

Figure 1.3: Feynman diagrams contributing to the leading order (LO) tt̄ productions
via (a) gluon fusion and (b) quark-antiquark annihilation.

In LO, tt̄ events are only produced by the interactions of either two gluons (gluon fusion)
as in Figure 1.3(a) or two quarks (quark-antiquark annihilation) in Figure 1.3(b); the
quark-gluon interactions happen only in NLO. Some examples of the NLO contributions
to the tt̄ production are shown in Figure 1.4.

As a physical observable, the total cross section σP1P2→tt̄ should not depend on the
choice of the scales; but in the QCD perturbative calculation it does. One reason is
that the calculation of Equation 1.2 is usually truncated to certain fixed order, and
the truncated part has dependency on αs(μR). Possible deviations due to the choice
of the scales and the PDFs are usually evaluated as theoretical uncertainties.

Theoretical calculations up to NLO have been available a while ago. Going higher to
NNLO, the amount of Feynman diagrams makes the QCD calculation a challenging
task. In the meantime, the cross section accounting NNLO can only be calculated
approximately [17]. Through out this thesis, we quote the tt̄ cross section of
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q

q

t

t

(d)

Figure 1.4: Feynman diagrams contributing to the next-to-leading order (NLO) tt̄
productions.

σtt̄(
√
s = 7 TeV,mt = 172.5 GeV) = 166.8+17.3

−18.4 pb (1.3)

from the approximate NNLO calculation [18] and note that the uncertainty taking
into account contains the variations on the QCD scale, PDF and the top quark mass3,
and results in an order of 10%.

Contributions from different partonic reactions at the Tevatron and the LHC were
also studied by [19]. Given the momentum fractions x1 and x2 are relatively high at
Tevatron, about 85% of tt̄ production is coming from the quark−antiquark annihilation
(qq̄ → tt̄) followed by ∼15% contribution from the gluon fusion (gg → tt̄), while the
quark−gluon reaction is only at the percent level. In contrast, x1 and x2 are small
with the high center-of-mass energy of the LHC. Thus, the gluon fusion at the
LHC contributes nearly 90% of the tt̄ production followed by the quark−antiquark
annihilation, and the quark-gluon reaction is also at the percent level.

Measurements on tt̄ cross section were performed by experiments at the Tevatron
and the LHC. Results are summarized in Figure 1.5. Within the uncertainty, those
measurements show an agreement with the Standard Model prediction.

1.2.2 Decay

In the Standard Model, the only two-particle decays of the top quark which are possible
to lowest oder are t → bW+, t → sW+ and t → dW+. Their rates are proportional to

3We will discuss in Section 1.2.3 that the theoretical prediction on the tt̄ cross section depends
on the top quark mass given as a parameter in the calculation.
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Figure 1.5: Experimental measurements on the tt̄ cross section at
√
s = 1.8 and 1.96

TeV by CDF and D0, and
√
s = 7 TeV by CMS and ATLAS. Figure taken from [14].

the squares of the CKM matrix elements |Vtq|2 where q = b, s, d, respectively. Using
the unitarity of the CKM matrix, the analysis of data from weak decays of hadrons
yields 0.9990 < |Vtb| < 0.99992 which implies that the Standard Model top decay is
dominated by the process of t → bW+.

Taking the intermediate W boson to be on-shell and neglecting the mass of the b
quark, one gets the top decay width to the Born approximation:

Γt ≡ Γt(t → bW ) =
GF

8π
√
2
m3
t |Vtb|2

(
1− m2

W

m2
t

)2 (
1 + 2

m2
W

m2
t

)
(1.4)

where GF is the Fermi constant. Using mt = 171 GeV and mW = 80.40 GeV,
Equation 1.4 gives the approximate top decay width of 1.44 GeV. Thus the average
proper lifetime of the top quark to be τt = 1/Γt � 5 × 10−25 seconds which is an
order of magnitude smaller than the hadronization time τhad = 1/ΛQCD ≈ 3× 10−24

seconds. It means that the top quark will mostly decay before the QCD hadronization
takes place; therefore it’s properties will be imprinted in the final state particles of the
top quark decay and can be precisely measured.

1.2.3 Mass

In the Standard Model, the top mass is one of the parameters in the theory. The
value depends on the choice of the QCD renormalization scheme. With its short
decay width, it is reasonable to chose a scheme such that the top quark is treated
as a free fermion. The top mass definition in this scheme is called pole or on-shell
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Chapter 1. Single Top Quark Production at the LHC

mass. Due to the perturbative calculation of QCD, the pole mass has an ambiguity of
O(ΛQCD) ∼ 200 MeV.

 120

 140
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 200

 220

 168  169  170  171  172  173  174  175  176  177  178

σ
to

t 
[p

b
]

mtop[GeV]

tt+X (LHC,7TeV)

MSTW2008NNLO(68c.l.)

NLO+NNLL

ATLAS l+j, L=0.7fb
-1

CMS l+j, L<1.1fb
-1

Figure 1.6: Theoretical tt̄ cross section with dependency on the top quark mass
calculated for LHC at center-of-mass energy of 7 TeV. The central value of the theoretical
prediction is presented as the continuous sold curve. The cross-hatched area around the
central value shows the scale uncertainty, while the PDF uncertainty is added around
with the filled area. Two measurements by CMS and ATLAS experiments are also
shown. The horizontal bars on the measurements reflect the uncertainty in the measured
top mass. Figures taken from [20].

While choosing a different renormalization scheme, one ends up with a different value
of the top mass. For example, the top mass derived with a so-called MS scheme is
known to be about 10 GeV lower than the pole mass. Because of this, theoretical
predictions on physical observables, e.g. the tt̄ cross section, are usually evaluated as a
function of the top quark mass. In Figure 1.6, theoretical tt̄ cross section is presented
with the dependency on the top quark mass.

Combining the direct measurements performed by the Tevatron and LHC experiments,
the up-to-date top quark mass referred by the Particle Data Group (PDG) is 173.5±
0.6(stat.)± 0.8(syst.) GeV [14]. This value is generally assumed to be the pole mass.
Strictly speaking, the mass measured in these direct measurements is the mass used
in the Monte Carlo generator. The relation between the Monte Carlo generator mass
and the pole mass has an uncertainty of ∼ 1 GeV [21], which is at the same level of
the measurement uncertainty.

One loop QCD corrections on the W boson mass have quadratic and logarithmic
dependencies on the top quark mass and the Higgs boson mass, respectively. Hence,
precise measurements on the top quark mass can already set the constrain on the
Higgs boson mass. Figure 1.7 combines the precise mass measurements of the W
boson and top quark to set the constrain on the Higgs boson mass and it overlaps with
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1.3. Single Top Quark Production

Figure 1.7: Constraints from experimental measurements of MW (LEP and Tevatron
combination) and mt (latest combination between CDF and D0 measurements) on the
Higgs mass within the Standard Model. The green bands show the regions in mass of
the Higgs boson that are not excluded after the direct searches at LEP, Tevatron and
LHC. Figure taken from [22].

the low-mass region that is not excluded by direct Higgs boson searches in early 2012.
Later on the Higgs-like boson observed at the LHC [10, 11] in July 2012 falls into this
overlapping region showing the agreement with the constrain set by the precise mass
measurements.

1.3 Single Top Quark Production

In addition to the tt̄ production discussed in Section 1.2.1, the top quark can be
also produced through the weak interactions during the hard scattering. In this
process, only one top quark is produced thus it is usually referred as the “single-top”
production. In the Standard Model, the top quarks here are produced in charged
current interactions via the Wtb vertex, which contributes to the scattering matrix-
element by the factor

− i
gw

2
√
2
|Vtb|γμ(1− γ5) (1.5)

11



Chapter 1. Single Top Quark Production at the LHC

where gw is the electroweak coupling constant, |Vtb| the CKM matrix element describing
the strength of the electroweak coupling between the b and t quarks through the charged
current W±, and γμ(1− γ5) the vector-minus-axial-vector (V-A) structure indicating
the electroweak interaction is left-handed4. As a result, the single top quark production
cross section is directly proportional to |Vtb|2.
Based on the way the W boson is involved in the reaction, the single-top production
can be categorized into three production modes naming the t-, s- and Wt-channels.
They are discussed in the following.

1.3.1 The t- and s-channels

In the t-channel the top quark is produced via the exchange of a virtual, space-like
W boson (q2W < 0 GeV2 where qW is the four-momentum of the W boson), while the
s-channel is processed by changing a virtual, time-like W boson with q2W � (mt+mb)

2.
The leading oder Feynman diagrams of these two modes are illustrated in Figure 1.8
and Figure 1.9 for t- and s-channels, respectively.

q q’

b

b

t

g

W+

(a)

q q’

b t

W+

(b)

Figure 1.8: Leading order Feynman diagrams for single-top t-channel production in
(a) 2 → 3 and (b) 2 → 2 processes.

q

q b

t

W+

Figure 1.9: Leading order Feynman diagrams for single-top s-channel production.

In the QCD calculation, the treatment of the b quark involved in the reaction initial

4The term 1− γ5 comes from the Dirac projection operator PL = 1
2
(1− γ5) which projects the

fermion field into its left-hand component. The left-handed feature of the electroweak interaction
provides the theoretical explanation to the parity symmetry violation.
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1.3. Single Top Quark Production

state leads to two LO schemes in the t-channel. Figure 1.8(a) is the so-called 4-flavor
scheme where (anti)proton is considered to be composed of only four light quarks
(u, d, c, and s); the b and b̄ quarks arise from the splitting of a virtual gluon into
nearly collinear bb̄5. The cross-section calculation with this scheme is of the order
αs ln(m

2
t/m

2
b). Additional gluon radiations add contributions to the total cross section

proportional to the higher powers of αs ln(m2
t/m

2
b). Thus αs ln(m

2
t/m

2
b) serves as the

expansion variable for the perturbative calculation in QCD. Unlike αs in Equation 1.2,
this expansion variable is close to 1 which makes the perturbative calculation unreliable.
A general approach to tackle this issue is to sum up the logarithmically enhanced
terms into a b-quark PDF, which is perturbatively derived from the gluon distribution
function. This approach leads to the 5-flavor scheme as illustrated in Figure 1.8(b). In
the 5-flavor scheme, the process in Figure 1.8(a) becomes the NLO QCD contributions
to the LO cross section.

The NLO cross sections for both t- and s-channels have been calculated by [23]. Using
the soft-gluon resummation technique, the NNLO correction can be approximated
with accuracy up to the next-to-leading logarithm (NLL) [24, 25] and the next-to-
next-to-leading logarithm (NNLL) [26, 27].

Tevatron LHC

t (t̄) t t̄

t-channel 2.08+0.00
−0.04 ± 0.12 41.7+1.6

−0.2 ± 0.8 22.5± 0.5+0.7
−0.9

s-channel 1.046+0.002+0.060
−0.010−0.056 3.17± 0.06+0.13

−0.10 1.42± 0.01+0.06
−0.07

Wt-channel 0.28± 0.04+0.02
−0.04 7.8± 0.2+0.5

−0.6 7.8± 0.2+0.5
−0.6

Table 1.3: Approximate NNLO cross-section of the three single-top production modes
at the Tevatron (

√
s = 1.96 TeV) and at the LHC (

√
s = 7 TeV). For LHC, cross

sections corresponding to exclusive t and t̄ productions are shown separately to present
the charge asymmetry in the t- and s-channels. The two uncertainties correspond to the
scale variation and the PDF uncertainty, respectively.

Table 1.3 summarizes the approximate NNLO cross-section for both s- and t-channels
at the Tevatron and the LHC. At both the Tevatron and the LHC, the t-channel
is the most important one since its cross section is the largest among the three
single-top production modes. The s-channel in the Tevatron yields the second largest
contribution, while it is the smallest at the LHC due to the fact that the ū and d̄ at
the initial states have to come from the quark-gluon sea of the proton.

One noticeable feature in the t- and s-channels at the LHC is the asymmetric production
of top and antitop quarks which can be understood as a consequence of the fact that
there are more valence u than d quarks in the proton-proton collisions. Using the
t-channel as an example, the dominant partonic processes for t quark production

5It is why the t-channel reactions are sometimes called the ‘W−gluon fusion’ in literature.
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Chapter 1. Single Top Quark Production at the LHC

involve u or d̄ in the initial states; while the production of t̄ quark requires ū or
d. Assuming that the d̄ and ū quarks have to come from the quark-gluon sea of
the protons and they have a similar probability density, the ratio between t and t̄
productions is approximately the ratio between the valence u and d quarks of the two
protons. In the proton-antiproton collision at the Tevatron, the t and t̄ production is
symmetric taking into account the d̄ and ū valence quarks of the antiproton.

Experimental measurements

Observations of the single top production in t- and s-channels were firstly reported at
the Tevatron in 2009 [28, 29]. Due to the relatively small signal significance and similar
kinematic signatures with backgrounds, precise cross section measurement requires
more sophisticated data analysis techniques to be developed. In both CDF and D0, the
measurement employes various multivariate data analysis techniques for discriminating
signal from backgrounds. The cross section measurements by CDF [30] and D0 [31]
collaborations using integrated data luminosity of 7.5 fb−1 and 5.4 fb−1, respectively,
are summarized in Table 1.4. Both measurements are in an agreement with the
Standard Model expectation with top quark mass of 172.5 GeV. A combination using
earlier CDF and D0 measurements [32] yields an inclusive t+s-channel cross section
of 2.76+0.58

−0.47 pb, assuming the top quark mass of 170 GeV.

t-channel s-channel

CDF 1.49+0.47
−0.42 1.81+0.63

−0.58

D0 2.90+0.59
−0.59 0.98+0.62

−0.63

Table 1.4: Single-top quark production cross sections in t- and s-channels measured
by CDF and D0 collaborations of the Tevatron with unit in picobarn.

The measurement of the t-channel cross section has also been carried out at the LHC
by the ATLAS [33] and CMS [34] experiments using more than 1 fb−1 of data collected
in 2011. By fitting the distribution of a multivariate discriminant constructed with a
neural network, ATLAS extracts the t-channel cross section of 83± 4(stat.)

+20
−19(syst.)

pb. The measurement of CMS combines an analysis exploiting the pseudo-rapidity
distribution of the light jet scattered off the top quark with two multivariate analyses
and yields the cross section of 67.2±6.1 pb. Since the s-channel production is relatively
small at the LHC, recent measurement performed by ATLAS with 0.7 fb−1 data only
set the upper limit of 26 pb.

With the t-channel cross section measured at both the Tevatron and the LHC,
Figure 1.10 compares the theoretical predictions with those experimental measure-
ments.

14



1.3. Single Top Quark Production

 (TeV)s

0 2 4 6 8 10

 (
pb

)
σ

1

10

210

-1CMS, 1.17/1.56 fb
-1ATLAS, 1.04 fb

-1D0, 5.4 fb
-1CDF, 7.5 fb

NLO QCD (5 flavour scheme)

 PDF)⊕theoretical uncertainty (scale 

Campbell, Frederix, Maltoni, Tramontano, JHEP 10 (2009) 042

NLO+NNLL QCD

 PDF)⊕theoretical uncertainty (scale 

Kidonakis, Phys. Rev. D 83 (2011) 091503

Figure 1.10: Experimental measurements of the t-channel cross section at the Tevatron
and the LHC in the comparison with the Standard Model predictions. Figure taken
from [34].

1.3.2 The Wt-channel

The single top quark can be also produced in association with a real W boson in the so-
called Wt-channel. The main partonic processes for t and t̄ productions are gb → tW−

and gb̄ → t̄W+ respectively, since other CKM-suppressed contributions from gs and
gd initial states are negligibly small. The Feynman diagrams representing the leading
order partonic processes are shown in Figure 1.11 in the 5-flavor scheme.

b

g

t

W-

b

(a)

b W-

g t

t

(b)

Figure 1.11: Leading order Feynman diagrams for single-top Wt-channel production.

A key issue to be tackled when considering the NLO corrections is the separation
of final states arising from Wt-channel and tt̄ intermediate states. One example
is illustrated in Figure 1.12. The QCD correction taking into account the process
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gg → tW−b̄ where one gluon splits into a virtual b and a real b̄ (Figure 1.12(a)), can
be also processed via a intermediate tt̄ state where not only the t, but also the t̄ is
on-shell and decays into W−b̄ (Figure 1.12(b)). When integrating over the phase
space, the tt̄ contribution has to be subtracted in order to determine the ‘genuine’ Wt
cross section.

g

g

b

b

W-

t

(a)

g

g

b

W-

t

t

(b)

Figure 1.12: Feynman diagrams corresponding to (a) the Wt-channel NLO correction
and (b) the intermediate tt̄ state.

Several methods were proposed and studied in literature. For example, [35] performed
a cut on the invariant mass of the W−b̄ system close to mt to prevent the t̄ from
becoming resonant, while [36] subtracted the leading order tt̄ contribution by σLO(gg →
tt̄)B(t̄ → W−b̄). Using the later subtraction approach, the NLO corrections to the
bg → tW− (5-flavor scheme) were calculated by [37]. The approximate NNLO cross
section with accuracy up to the NNLL calculated recently by [38] is given in Table 1.3.
Unlike the t- and s-channels, the t and t̄ production is symmetric in the Wt-channel
at both the Tevatron and the LHC.

The Wt-channel plays no role at the Tevatron, but the observation of it is expected
at the LHC as the Wt-channel becomes the second largest source of the single top
production given the increased gluon luminosity. Searching for the Wt-channel signal
at the LHC is nevertheless still challenging due to fact that the cross section of it is
still relatively small comparing to its background processes.

Using the data collected by the ATLAS experiment at the LHC, it is indeed the aim
of this thesis to measure the cross section of the single-top Wt-channel production at
the centre-of-mass collision energy of 7 TeV.

Event signature

In the Wt-channel, the top quark is produced in association with a W boson. The top
quark decays further into a b quark through the weak interaction emitting another
W boson. Since a W boson can decay into a lepton-neutrino pair or two quarks, the
final state of a Wt-channel event depends on the decay of the two W bosons. We will
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concentrate our discussion on the so-called “lepton+jets” mode as it is the mode we
will be looking at throughout the thesis.
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Figure 1.13: Two possible topologies of a single top Wt channel event decaying into
the lepton+jets mode.

The signal event topology in the lepton+jets mode is shown in Figure 1.13. Here
one W decays into a lepton-neutrino pair while the other into two quarks. Together
with the b quark decayed from the top quark, this decay mode is characterized by 3
quarks, a lepton and a neutrino. Through the QCD hadronization, quarks are formed
into hadrons, each of them decays subsequently into a cluster of particles recognized
as a “jet” in the detector. The lepton6 decayed from the massive W boson will be
energetic and isolated, while the energetic neutrino will not be undetectable but leaves
its signature in terms of missing energy.

Background processes

There are various physics processes with the same or similar event signature as the
Wt-channel signal. In addition, processes not necessary to have the same or similar
event signature can also contribute to the background due to the limitation of the
detector acceptance or miss-reconstruction. Focusing on the the lepton+jets decay
mode, we discuss in the following the processes being part of the background to the
Wt-channel signal.

The top-quark pair production As discussed in Section 1.2.1, top quarks are
produced predominantly in tt̄ pairs in the hadron collider. At the LHC, the production
cross section is about an order of magnitude larger than the signal. Comparing to the
leading-order Wt-channel production, the tt̄ process should be distinguished by an
additional b-jet from the decay of the second top quark in the event; however, the b-jet
may not be identified properly making the tt̄ events look similar to the signal. On the

6Concerning the lepton flavors, only the e and the μ are considered here (and in this thesis) as
the τ lepton has relatively short lifetime and decays further into a W and a ντ resulting a different
event signature.
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other hand, if one considers the NLO Wt-channel production shown in Figure 1.12(a),
an extra b-jet can be added to the signal event topology making the signal itself more
like a tt̄ event. Due to these reasons, the tt̄ process is rather an irreducible background
even though its total cross section is not the largest among other backgrounds.

The W+jets production The W boson can be produced during the hard scattering
together with additional quarks or gluons forming multiple jets in the final states. The
total cross section of it is approximately 10 nb per lepton flavor [39], more than 500
times larger than the signal. Given the presence of the b-quark in the signal event,
the W+jets events that have similar signature to the signal are those with 1 or 2
b-quarks produced together with the W boson. They are referred to as Wb+jets or
Wbb̄+jets events, respectively. Example diagrams of them are shown in Figure 1.14.
For this reason, the fractions of the Wb+jets and Wbb̄+jets events within the overall
W+jets background are essential to the measurement of the signal cross section. Once
the fraction is determined, those events can be further separated, for example, by
considering the invariant mass of the Wb system as it will deviate largely from the
top quark mass. In contrast, the Wb invariant mass in the signal event would be
close to the top quark mass provided that the selected W is decayed from the top
quark.

b
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jet

jet

l+

νl

b

W+

(a)

q

q

jet

jet

jet

l+

νlW+

b

b

(b)

Figure 1.14: Example Feynman diagrams of (a) the Wb production with 2 additional
jets and (b) the Wbb̄ production with 1 additional jet.

The QCD multi-jet production At the LHC, an anomalous amount of QCD
events is produced with the cross section in an order of 1 mb. The majority of them
is originated from the 2 → 2 QCD process resulting in 2 energetic jets of particles
in the event. The initial and final state radiations from the propagating quarks and
gluons also add additional jets leading to events with more than 2 jets. With the
expectation of an lepton in the signal, the QCD multi-jet events become signal-like
when an “extra” lepton appears in the event. Examples such as a jet being misidentified
as a “fake” electron or a “real” lepton (electron or muon) being produced in the decay
of a heavy-flavor quark are shown in Figure 1.16.
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Figure 1.15: Example Feynman diagrams of the QCD multi-jet events with an extra
lepton coming from (a) the decay from a heavy flavor quark or (b) a misidentified jet.

Single top-quark production in the t- and s-channels With the presence of
the top quark, single top-quark production in the t- and s-channels also contributes
to the background. Apart from the relatively small cross section comparing to other
background processes, it can be distinguished from the signal by topological features.
For example, two b-jets in the s-channel events and a forward jet originating from the
q′ in Figure 1.8 in the t-channel events.

Other Standard Model backgrounds With the leptonic decay of the W and Z
bosons, there are two other Standard Model processes contributing to the background,
namely the Z+jets and di-boson productions. Figure 1.16(a) shows an example
diagram of the Z+jets event with the Z boson decaying into a pair of leptons. At
the LHC, the cross section of Z+jets production with the Z boson decaying into two
leptons is about 1 nb per lepton flavor. Nevertheless, the Z+jets events only become
similar to the signal when one of the leptons from the Z decay is not identified. The
di-boson production also take part of the background when one of the bosons decays
leptonically. Example diagrams corresponding to the productions of WW , WZ and
ZZ are illustrated in Figure 1.16(b), 1.16(c) and 1.16(d), respectively. The inclusive
cross section of di-boson production at the LHC is about 70 pb. The majority of
di-boson events can also be suppressed by requiring events to contain multiple jets
and an isolated lepton.

1.3.3 Physics beyond the Standard Model

Because of its large mass, the top quark itself has tight connection with theories
beyond the Standard Model through the coupling with heavier new particles predicted
by the theories. New physics would essentially modify the Wtb vertex of the SM top
quark decay and affect the top quark’s decay width. In principle, Equation 1.4 would
already serve the purpose of probing new physics. However, it is difficult to measure
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Figure 1.16: Example Feynman diagrams of (a) Z+jets and (b)-(d) the di-boson
production processes. The dashed-line indicates the lepton not being identified due to
imperfections of the detector acceptance or the event reconstruction.

the top quark decay width in the hadron collider since the experimental resolutions
are much larger than the width itself [40].

Physics beyond the Standard Model can also be probed by the top quark production
through the electroweak interaction, the single-top production, as its cross section is
directly proportional to the top quark’s weak coupling. The sensitivity of the single top
production to new physics was argued by [41] as the following. If new physics appears
at some energy scale Λ, its effect on the single top production would scale as (

√
s/Λ)n

where
√
s is the centre-of-mass energy of the reaction and n is either a positive integer

or 0, while the effect on the top quark decay would scale as (mt/Λ)
n. At high energy

colliders such as the Tevatron and LHC,
√
s can be considerably larger than mt, thus

enhancing the relative importance of new physics in single top production.

Testing the Standard Model itself serves as a way to probe physics beyond the Standard
Model. For example, the assumptions of the three-quark-generation model and the
weak universality in the Standard Model imply that the |Vtb| of the CKM matrix
should be close to 1. With the cross section directly proportional to |Vtb|2, the single
top production provides the only direct measurement of |Vtb|. Certain new physics
scenarios, such as the presence of the 4th generation quarks [42], would lead the |Vtb|
to deviate from the unity.

New physics can be assessed in various forms in the three single top production
channels with different sensitivities. Hereafter we will go through the three channels
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1.3. Single Top Quark Production

and discuss the new physics they are most sensitive to.

t-channel

In the Standard Model the flavor quantum number of fermions can be changed by
charged currents, i.e., through the weak interactions mediated by the exchange of
a W± boson. Flavor changing neutral currents (FCNC) processes such as t → qX0

where X0 is a charge-neutral boson (photon, Z, gluon or H) are absent at tree level.
FCNC can happen in higher-order loop diagrams with the help of a virtual W -boson;
however this kind of processes is highly suppressed through the GIM [43] mechanism
to the branching ratio of 10−10 ∼ 10−14. Several new physics beyond the Standard
Model suggest that the FCNC branching ratio can be significant enhanced by 7-10
orders of magnitude [44].

q q

u/c t

Z/g/γ

Figure 1.17: Feynman diagram of the flavor changing neutral currents contribution to
the single-top t-channel production.

The t-channel is sensitive to the FCNC. The corresponding tree-level Feynman diagram
is illustrated in Figure 1.17. Since the required c or u parton at the reaction initial
state has higher density than the b-parton, it would compensate the smaller FCNC
coupling. Also the FCNC operators involves a different set of spectator quarks in the
reaction, they do not interfere with the SM t-channel process; therefore, the presence
of the FCNC beyond the SM will be seen as an enhancement of the t-channel cross
section.

FCNC may also be seen in the s-channel through reactions such as qq → Z → tc;
however, those new physics signals may be difficult to extract in practice as it requires
identification on the c quark in association with the top quark. As the Wt-channel
requires the W± to be on-shell, it receives no contribution from the FCNC.

s-channel

A simple extension of the SM is to postulate the existence of a larger gauge group
which somehow reduced to the SM gauge group at low energies. Theories along this
line predict additional heavier gauge bosons and some of them will couple with the
top quark.
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q

q b

t

W′+/H+

Figure 1.18: Feynman diagram of the top quark coupling with heavier gauge bosons
contributing to the single-top s-channel production.

The single-top s-channel would be an ideal place to probe the top quark coupling
with heavier gauge bosons. For example, the appearance of W ′ will contribute to
the s-channel production through the process of qq̄ → W ′ → tb̄ with exchange of a
virtual W ′. The corresponding Feynman diagram is shown in Figure 1.18. Because
of the interference with the SM process exchanging a virtual W , the net rate of the
s-channel production can be increased or decreased. However, if enough energy is
available, the W ′ may be produced close to on-shell resulting as a signature on the
resonance spectrum.

Top quark coupling with W ′ is possible in t-channel, but it is suppressed by 1/M2
W ′ as

the virtual W ′ must have a spacelike momentum. In the Wt-channel, exotic production
such as gb → tW ′ can happen, however, one would expect W ′ decays dominantly
to bt resulting in a quite different final state with two top quarks and one b quark.
One should note that such argument applies to the coupling with other heavier gauge
bosons such as the charged Higgs bosons.

Wt-channel

In the Standard Model, the Wtb coupling is entirely left-handed. New physics beyond
the Standard Model may precent itself in a different type of the Wtb coupling. It
can be investigated by considering the general form of the Lagrangian for the Wtb
interaction [45]:

L = − gw√
2
Vtb

[
b̄γμ(fL1 PL + fR1 PR)tW

−
μ + b̄

iσμνqν
MW

(fL2 PL + fR2 PR)tW
−
μ

]
+h.c. (1.6)

where MW and qν are the mass and the four-momentum of the W boson, respectively.
PL = (1− γ5)/2 and PR = (1 + γ5)/2 are the left-handed and right-handed projection
operators, respectively, and iσμν = − 1

2 [γ
μ, γν ]. The Standard Model contribution

expressed by Equation 1.5 is a reduction of the general Lagrangian if one sets the form
factors fL1 = 1 and fR1 = fL2 = fR2 = 0. Anomalous Wtb coupling due to new physics

22



1.4. Summary

beyond the Standard Model can be studied by examining the possible deviations of
those form factors from their Standard Model settings.

Although the anomalous Wtb coupling should display its effect on the production cross
sections of the three single-top production channels, the Wt-channel is the purest one
to probe it given the fact that the possible contaminations from the FCNC and the
coupling with new heavier gauge bosons are negligible as discussed before.

1.4 Summary

Top quark, the heaviest Standard Model particle, was described in this chapter. The
large mass makes the top quark one of the interesting particles to be studied at the
hadron colliders with high energy. After two decades of its prediction by theory, the
top quark was observed at the Tevatron. Intensive studies on its properties have just
begun at the LHC where physicists will benefit from a significant amount of the top
quarks produced in pairs.

Apart from the top quark pair production, single top quark production through
electroweak interaction was also discussed. Searching for single top quark production
is of an interest as it serves not only as a test to the Standard Model but also a
probe of new physics beyond the Standard Model. Among the three channels of
the single top production, only the t- and s-channels were observed recently at the
Tevatron. The Wt-channel production is expected at the LHC although the search
of it is nevertheless a challenge due to its low cross section overwhelmed by large
backgrounds. Motivated by the challenge, we will present in this thesis one of the first
cross section measurements on the single top quark production in the Wt-channel,
using the data of the LHC p − p collisions at

√
s = 7 TeV collected by the ATLAS

detector in 2011.
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2
Experimental Setup and Simulation

Like most of the experimental particle physics studies, the data used by our search
for single top-quark production in the Wt-channel is compared to the simulation
representing the theoretical expectation.

Our data is produced by the p− p collisions at the LHC and recorded by the ATLAS
detector in 2011. In Section 2.1, we will give an overview of the experimental setup of
the LHC. Concerning the data taking in 2011, we will focus on the detector operation
in this chapter, while the performance of the ATLAS detector will be demonstrated
later in Chapter 3 when we compare the reconstructed physics objects between data
and simulation.

The simulation is used to evaluate detector effects and provides a reference for the
theoretical interpretation of the results. How the simulation is implemented will
be discussed in Section 2.2 followed by an overview of the simulated event samples
generated for our analysis in Section 2.3.

2.1 LHC and the ATLAS experiment

2.1.1 The Large Hadron Collider

Located on the French-Swiss border near the city of Geneva, the Large Hadron Collider
(LHC) [46] is designed to accelerate and collide proton beams with a center-of-mass
energy of 14 TeV and an unprecedented luminosity of 1034 cm−2s−1. With the high
collision energy and luminosity, the LHC is the most powerful tool in the world
up-to-date for particle physics researches as it has produced all predicted particles
with mass up to the top-quark mass. It also provide opportunities in searching for
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Chapter 2. Experimental Setup and Simulation

rare phenomena such as the single-top production in the Wt-channel, and possibly
open a window to new physics scenarios that predict new particles with masses well
above TeV scale.

The LHC is a 27 km long ring of superconducting magnets designed to control the
trajectories of two proton beams circulating in opposite directions. Protons within the
beams are grouped in bunches. They are firstly accelerated to an energy of 450 GeV
by a chain of smaller accelerators before being injected into the LHC. In the LHC,
protons are further accelerated to the collision energy. At the design capacity, each
proton beam consists of 2808 bunches with a separation of 25 ns in time. Each bunch
contains a population of 1011 protons. At four locations on the LHC, the two proton
beams are collided with each other. Around each collision point, a detector is located
to record experimental data. The detectors are ATLAS and CMS, which are both
equipped to conduct multi-purpose experiments, ALICE to study the quark-gluon
plasma, and LHCb to measure B-meson decays.

The LHC is operated at the European Laboratory for Particle Physics (CERN). Due
to an incident in 2008 [47], the operation of the LHC was delayed for a year and
re-started in December 2009 with collisions at a lower center-of-mass energy of 900
GeV. On 30th of March 2010, the p−p collisions at center-of-mass energy of 7 TeV was
started and continued until the end of 2011 with the proton luminosity increased over
time. In order to deliver the maximum possible amount of data for physics researches
before the planned shutdown in 2013, the center-of-mass energy of the p− p collisions
was increased to 8 TeV in 2012. In February 2013, the LHC entered its first long
shutdown period (LS1) to prepare for its full design capacity expected in 2015.

parameter 2011 design

beam energy (TeV) 3.5 7
max. proton bunches 1331 2808
min. bunch spacing (ns) 50 25
bunch population (1011 protons) 1.2 1
peak luminosity (1033cm−2s−1) 3.6 10
integrated luminosity (fb−1) 5.61 -

Table 2.1: The LHC parameters achieved in 2011 during the p − p collisions at√
s = 7 TeV [49]. The numbers are compared with those corresponding to the design

capacity.

The analysis described in this thesis is based on the data produced by the LHC
runs in 2011. The data are collected by the ATLAS detector. Figure 2.1 shows the
evolution of the peak and integrated luminosity delivered by the LHC as well as the
total luminosity recorded by the ATLAS detector in 2011. Parameters concerning the
LHC achievement during the operation in 2011 are summarized and compared with
their design capacity in Table 2.1.

26



2.1. LHC and the ATLAS experiment
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Figure 2.1: Daily evolution of (a) the peak luminosity per LHC proton-beam fill
and (b) the integrated luminosity delivered by the LHC in 2011. In the evolution of the
integrated luminosity, the amount of luminosity recorded by the ATLAS detector is also
shown. Figures taken from [48].
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2.1.2 The ATLAS detector

Coordinate system

The ATLAS experiment uses a right-handed coordinate system with the z-axis along
the LHC beam pipe in the anti-clockwise direction. The Cartesian x-axis lies in the
LHC ring plane and is directed towards the center of the ring; while the y-axis is
directed upward.

In most cases it’s more useful to work with the pseudo-spherical coordinate system. A
vector �r (e.g. a particle’s direction of flight) projected on the x−y plane is represented
by the azimuth angle φ([−π, π]). The polar angle θ([0, π]) between �r and the z-axis
(i.e. beam pipe) is transformed into the pseudo-rapidity η defined as

η ≡ − ln

(
tan

θ

2

)
(2.1)

which is 0 when �r is right perpendicular to the beam (i.e. θ = π
2 ). The advantage of

using the pseudo-rapidity instead of the polar angle is that over an equal distance in
η the particle flux is approximately a constant1. In addition, the Δη between two
vectors is Lorentz invariant.

Using the pseudo-spherical coordinate system, the distance ΔR of two vectors in the
pseudorapidity-azimuthal angle space is given as

ΔR =
√

(Δφ)2 + (Δη)2 (2.2)

Detector overview

The ATLAS detector [50] is one of the general-purpose detectors at the LHC. It is
made for a wide range of particle physics researches from the search of the Higgs boson
to the detection of physics beyond the Standard Model. The design of the ATLAS
detector is determined by the physics performance requirements in the p− p collisions
at the LHC center-of-mass energy and the luminosity.

One benchmark process of the ATLAS detector is the search for the Higgs boson. In
the LHC environment, important decay channels of the Higgs boson are H → γγ, H →
ZZ → l+l−l+l− and H → W+W− → l+νl−ν. For achieving the best performance in
the search of the Higgs boson in these channels, the ATLAS detector is required to
have outstanding identification of leptons and reconstruction of missing transverse

1It is under the assumption that the particle is taken massless so that the pseudo-rapidity η is
equivalent to the rapidity y = 1

2
ln

(
E−pz
E+pz

)
. For massive particle such as the top-quark, η and y do

not coincide.
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2.1. LHC and the ATLAS experiment

energy. In addition, an outstanding jet reconstruction is also required by the detection
of SUSY with high pT jets. These requirements make the ATLAS detector also a
good instrument for studying the top quark and measuring its properties to a high
precision.

Figure 2.2 shows the cut-way view of the ATLAS detector. It is the joint system of
three sub-detectors (inner detector, calorimeter, muon spectrometer) and a magnetic
system. The design performance of the sub-detectors are summarized in Table 2.2.
A brief overview of the sub-detectors as well as the magnetic system is given as
follows.

Figure 2.2: A cut-way view of the ATLAS detector. Figure taken from [50].

The inner detector is made for measuring the momentum, the trajectory and the
sign of the electric charge of the particles. It also provides a good reconstruction
resolution of the primary (from the hard-scattering of two colliding protons) and the
secondary (from the particle decays) vertices. A cut-way view of the ATLAS inner
detector is shown in Figure 2.3. The most inner part of it is the semiconductor pixel
tracker (Pixel) detector consisting of 1,744 silicon pixel modules arranged in three
concentric barrel layers and two end-caps of three disks each. The pixel tracker is
wrapped by the semiconductor tracker (SCT) detector [51] made of 4,088 modules of
silicon-strip detectors arranged in four concentric barrels and two end-caps of nine
disks each. Both the pixel and the semiconductor trackers are embedded inside the
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Sub-detector Required resolution η coverage

measurement trigger

Tracking (inner detector) σpT /pT=0.05%pT ⊕ 1% ±2.5

EM calorimeter σE/E=10%
√
E ⊕ 0.7% ±3.2 ±2.5

Hadronic calorimeter

- barrel and end-cap σE/E=50%
√
E ⊕ 3% ±3.2 ±3.2

- forward σE/E=100%
√
E ⊕ 10% 3.1 < |η| < 4.9 3.1 < |η| < 4.9

Muon spectrometer σpT /pT=10%pT at pT = 1 TeV ±2.7 ±2.4

Table 2.2: Summary of the design performance of the ATLAS sub-detectors in terms
of the required resolution of energy/momentum measurement and the η range in which
the particles can be measured by the sub-detectors. The η range used for triggering
event is also shown.

Figure 2.3: A cut-way view of the ATLAS inner detector.

transition radiation tracker (TRT) detector [52] consisting of 298,304 proportional
drift tubes.

The calorimeter is made for measuring the energy of electrons, photons and
hadronic jets based on the energy deposition on the detector materials. It is usually
divided into an electromagnetic (EM) part and a hadronic part since different materials
are needed for measuring electrons and photons on one side and hadronic jets on
the other side. Showing in Figure 2.4 is a cut-way view of the ATLAS colorimeter.
The EM calorimeter is a lead-LAr (i.e. lead as absorber and liquid argon as active
material) detector and divided into a barrel part (|η| < 1.475) and two end-caps
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(1.375 < |η| < 3.2). The hadronic calorimeter covers the range |η| < 4.9 using different
techniques. The iron-scintillating-tiles technique is used for the barrel and extended
barrel Tile calorimeters in the range |η| < 1.6; while in the range 1.5 < |η| < 4.9
the LAr calorimeter takes over. The LAr calorimeter in the very forward region
(3.2 < |η| < 4.9) is designed to measure energy of the beam remnants after the
proton-proton collisions as close as possible to the initial directions of the colliding
beams, providing important measurement for the precise determination of the missing
transverse energy.

Figure 2.4: A cut-way view of the ATLAS calorimeter which completely surrounds
the inner detector as can be seen in the figure.

The muon spectrometer of the ATLAS detector is shown in Figure 2.5 together
with the toroid magnets. It surrounds the calorimeter and provides the measurement
of the muon momentum and trajectory [53]. It consists of three layers of the muon
chambers arranged with the azimuthal symmetry and divided into the barrel and two
end-cap segments. In the barrel the muon chambers are arranged in three concentric
cylinders around the beam axis. The end-cap chambers form four disks on each
side of the interaction point, concentric around the beam axis. With the capability
of generating signals in a time resolution of few nanoseconds, the Resistive Plate
Chambers (RPC) in the barrel region and the Thin Gap Chambers (TGC) in the
end-caps are used for event triggering and bunch-crossing identification. For the precise
measurement, the Monitored Drift Tube chambers (MDT) cover 99.5% of the area;
while the Cathode Strip Chambers (CSC) are used in the remaining, a very small
forward region 2 < |η| < 2.7 where particle fluxes are high.
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Figure 2.5: A cut-way view of the ATLAS muon spectrometer.

The magnet system of the ATLAS detector [54] is a superconductive magnet
system made for bending charged particles in the sub-detectors for the measurements
of the momentum and the sign of the electric charge of the particles. It consists of
25 coils grouped in four sub-systems of a central solenoid, a barrel and two end-cap
toroids. The central solenoid has a cylindrical shape and is integrated with the cryostat
of the LAr electromagnetic calorimeter. It covers the η range of the inner detector and
provides the axial magnetic field of 2 Tesla (T). Each of the barrel and the end-cap
toroid systems consists of 8 coils arranged in an azimuthal symmetry and provides
magnetic field for the muons spectrometers mounted around and inside it. The magnet
field generated by the toroids is at most about 0.5 T for the barrel and about 1 T for
the end-cap.

Detector operation in 2011

In 2011, the ATLAS detector operated according to expectations. As summarized in
Table 2.3, the whole ATLAS detector consists of 88 M readout channels. The fraction
of operational channels is given in pair referring to the status before and after (the
one in parentheses) the data taking in 2011. During the data taking, it is expected
that the number of operational channels can decrease slightly over time due to failures
of equipments. For all sub-detectors, a fraction higher than 96% is maintained after
the data taking in 2011.

With the high operational fraction, the ATLAS detector achieved an overall data
taking efficiency of 94% in 2011. The efficiency is given by the ratio between the
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recorded and delivered total luminosities shown in Figure 2.1(b).

The data recorded by the ATLAS detector in 2011 is categorized into periods according
to the operation condition of the LHC and the ATLAS detector. The data periods
are summarized in Table 2.4 with properties of integrated luminosity, peak luminosity
and the peak average number of proton-proton interactions per bunch crossing.

Sub-detector Number of channels operational fraction (%)

Pixels 80 M 97.2 (96.4)
SCT 6.3 M 99.2 (99.2)
TRT 350 k 97.5 (97.5)

LAr EM calorimeter 170 k 99.9 (99.8)
Tile calorimeter 9800 98.8 (96.2)
Hadronic endcap LAr calorimeter 5600 99.8 (99.6)
Forward LAr calorimeter 3500 99.9 (99.8)
LVL1 Calo trigger 7160 99.9 (99.9)

LVL1 Muon RPC trigger 370 k 99.5 (99.0)
LVL1 Muon TGC trigger 320 k 100 (100)
MDT 350 k 99.8 (99.7)
CSC 31 k 98.5 (97.7)
RPC barrel muon chambers 370 k 97.0 (97.0)
TGC endcap muon chambers 320 k 99.1 (97.9)

Table 2.3: Number of sub-detector readout channels and the approximate operational
fraction at the beginning and in the parentheses the end of 2011 data taking.

data period Int. luminosity
(pb−1)

peak luminosity
(1030cm−2s−1) peak μ

A 8.7 154 7.1
B 18 247 9.2
D 182 659 7.3
E 52 832 7.6
F 156 1100 8
G 566 1263 7.9
H 283 1264 6.8
I 406 1887 9.1
J 237 1995 9.6
K 676 2328 11
L 1599 3252 16
M 1160 3848 32

Table 2.4: Data periods recorded by the ATLAS detector in 2011. Listed are the
integrated luminosity, the peak luminosity and the peak average number of proton-proton
interactions per bunch crossing.
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2.1.3 The trigger and data acquisition system

At the design capacity of the LHC, there will be approximately 40×106 bunch crossings
of two proton beams per second. For each bunch crossing, about 25 inelastic proton-
proton interactions take place, producing ∼1.5 megabytes of data per event. The
requirement for storing and processing all of the events is far beyond the anticipated
computing capacity. Thus, the trigger and data acquisition (TDAQ) system of the
ATLAS detector is designed to pick up only interesting events and throw others
away.

The TDAQ system is required to be “selective” (event rate must be reduced signifi-
cantly), “inclusive” (we must expect unexpected, and avoid missing events that might
reveal new physics) and “flexible” (we must be able to change the selection criteria if
necessary). To fulfill these requirements, the TDAQ system is implemented in such
that the event selection is achieved by a chain of three trigger systems: the Lever-1
(L1) and Level-2 (L2) triggers followed by the Event Filter (EF).

• The L1 trigger is designed for fast identification of the “Region-of-Interest
(RoI)” based on the energy deposit in the calorimeter and the muon spectrometer.
The time for decision making on whether the event should be kept or rejected is
less than 2.5 μs. The L1 trigger is implemented in electronics and embedded in
the detector hardware with the capability to reduce the event rate from 40× 106

Hz to 75× 103 Hz.

• The L2 trigger has access to information from all sub-detectors within the
RoIs identified by the L1 trigger. Using the information, the L2 trigger attempts
to reconstruct objects and perform an improved selection with respect to L1.
The particle tracks based on the inner detector information are also firstly
reconstructed by the L2 trigger. It is designed to reduce the event rate to a level
of 3× 103 Hz. The average decision time of L2 trigger is about 40 ms.

• The Event Filter makes use of the full detector information and event recon-
struction algorithms to build the entire event. It performs a complete analysis
on the event and makes event selection within a time frame of 4 s. The target
rate is about 200 Hz corresponding to an average data rate of 300 megabytes per
second. The selected event is then assigned to different streams, depending on its
characteristics. For example, an event with a high-pT muon and three high-pT
jets will be stored both in the muon stream and the jet-tau-Emiss

T stream. This
grouping makes it easier to select a set of events for a particular offline analysis.
For the analyses in this thesis, we look into the e/gamma stream and the muon
stream, respectively, for the events with e+jets and μ+jets final states.

The data streams out of the EF are then stored into the storage facility at CERN
waiting for the first-pass data processing. The computation involved in the TDAQ
system is referred to as the “online” computing.

The selection criteria applied on each TDAQ sub-system is adjusted depending on
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the LHC luminosity conditions and the needs of physics analyses. Events passing
a certain combination of selection criteria implemented in the TDAQ sub-systems
are labelled accordingly to reflect the selection requirements. For example, the label
“EF_mu18_medium” indicates that the muon in the event passes the online momentum
threshold of 18 GeV, and its quality identification is “medium”.

Trigger performance

The increasing luminosity at the LHC gives raises on the event rates and the required
processing time for event selection. The trigger selections have to be tightened in
order to allow smooth data-taking, but on the other hand maintain still a high event
selection efficiency. It requires certain optimization in the trigger configuration.

For the data-taking in 2011, the L1-trigger threshold on the EM calorimeter cluster
energy was set to 14 GeV in the beginning of 2011 which was later raised to 16 GeV for
the single-electron trigger. The ET threshold of the reconstructed electron in the EF
was also raised from 20 GeV to 22 GeV when the luminosity exceeded 2×1033cm−2s−1.
For the single-muon trigger, the L1 requirement was also stringent by raising the
number of coincident hits in the muon spectrometer chambers to keep the event rates
under control. Studies [55] showed that high trigger efficiency (> 90%) can still be
achieved for high pT particles after tightening the trigger selections.
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Figure 2.6: The L1, L2 and EF trigger rates in a typical run of p− p collisions in 2011.

Figure 2.6 shows the total L1, L2 and EF trigger rates during a typical run of the
p− p collisions in late 2011. In this run, an integrated luminosity of 100.8 pb−1 was
delivered by the LHC with 98.5% of which (i.e. 99.3 pb−1) recorded by the ATLAS
detector. The bunch-crossing rate of the run was about 15× 106 Hz corresponding
to 1317 proton bunches. With the optimized trigger configuration, the L1 rate was
kept below 65× 103 Hz in order to prevent high dead-time, while on average the L2
and EF rates were about 5× 103 Hz and 300 Hz, respectively. The L2 and EF rates
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Figure 2.7: The evolution of the average EF recording rate by physics stream in 2011.

were slightly higher than the designed targets given that the computing resources were
increased by 50% during the operations in 2011.

In Figure 2.7 the evolution of the event rate per physics stream in 2011 is shown.
Together with the luminosity evolution in Figure 2.1(a), one can see a general trend of
the increasing rate following the raise of the luminosity. It also shows that the TDAQ
system maintains successfully the rate below 500 Hz throughout the optimization of
the trigger configuration while the luminosity is increased by a factor of 10.

2.1.4 First-pass data processing at Tier-0

The RAW data recorded by the TDAQ system are organized in the following three
categories of data streams by their purpose:

• the calibration stream usually containing only partially built events for calibration
and alignment purposes

• the express stream containing a subset (about 5%) of data selected by physics
triggers, used for calibration processing and to provide a rapid alert on some
high-profile physics triggers

• physics streams aiming for physics analyses

The RAW data are firstly processed “offline” on the Tier-0 computing infrastructure
at CERN to derive required data formats for offline analyses.

Fast processing on the calibration and express streams is performed as soon as the
data is available, in order to provide the groups working on detector calibration and
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alignment with necessary input to obtain suitable calibration/alignment constants for
the first-pass processing on the physics streams.

Following the fast processing is the bulk processing on the physics streams which is
usually started with a latency of 24 to 48 hours after the arrival of the RAW data. It
performs the event reconstruction (to be discussed in Chapter 3) and produces Event
Summary Data (ESD), Analysis Object Data (AOD), primary Derived Physics Data
(DPD), event metadata (TAG) and various n-tuple and histogram files as outputs.
Output files in small size are further merged into large ones. Data (both the RAW
and the derived ones) are eventually archived on tape. In general, the bulk processing
takes 1-2 days. Thus, the data ready for first analysis will be available 3-4 days after
the LHC runs.
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Figure 2.8: Cumulative amount of data registered at Tier-0 from January 2010 to end
of 2012.

Data produced by the Tier-0 facility are registered in the ATLAS Distributed Data
Management system and distributed to data centers around the globe using the Grid
technology. Figure 2.8 shows the weekly evolution of the amount of data processed
and produced by the Tier-0 facility. During 3 years of operation, about 8 petabyte
of the RAW data (red in the figure) has been recorded by the ATLAS detector and
processed by the Tier-0 computing facility. Together with the derived datasets from
the Tier-0 first pass processing, the total amount of data is accumulated to more than
22 petabytes.

Figure 2.9 shows the number of running data processing jobs at Tier-0 over the period
of 2011 and 2012. The CPU requirement for processing data event raises over the
time as the number of proton-proton interactions per bunch-crossing increases. In
order to cope with the increasing demand on the computing power, the computing
capacity at Tier-0 has been increased from 3000 CPU cores in 2010 to 6000 CPU cores
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Figure 2.9: Number of running jobs at Tier-0 for first-pass data processing in 2011
and 2012.

in 2012.

Data processing jobs at Tier-0 are monitored through a sophisticated web interface
allowing shifters and experts to rapidly spot, isolate and resolve issues caused by
infrastructure problems or software bugs. While software issues cannot be fixed
immediately, certain amount of data can miss the first-pass data processing. A data
reprocessing later on the World-wide LHC Computing Grid (WLCG) (See Chapter 4)
will recover it provided that the software issue is resolved. In 2011, the amount of
data missed the first-pass data processing is about 0.02% [56].

2.2 Experimental simulation

Every experimental instrument has imperfections which can result in bias of observa-
tions, so does the ATLAS detector. The simulation of the ATLAS experiment provides
theoretical references for quantifying the level of understanding of the observation.
On the other hand, physics theory itself has limitations. Comparing the simulation to
data allows us to study theoretical limitations in the light of data.

Experimental Simulation

Digitization
Event 

Generation
Detector 

Simulation

Figure 2.10: Illustration of the three major steps involved in the experimental simula-
tion.

As illustrated in Figure 2.10, the simulation of the ATLAS experiment consists of steps
of generating collision events as they are produced by the p− p collisions at the LHC
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(event generation), simulating particle decays and their interactions with the ATLAS
detector (detector simulation), and converting the interactions into sub-detectors’
responses in terms of electronic signals (digitization). These steps are discussed in
more detail below.

2.2.1 Event generation

The “event generation” is responsible for producing events with particles emerging
from the p− p collisions, including decays before their interactions with the ATLAS
detector. The output of the event generation consists of essentially a set of “stable”
particles. In the ATLAS experiment, particles are considered “stable” on the generator
level if their proper time cτ > 10 mm.

Hadronization

Jet of particles

μ+

μ-

Z

qg Hard 
Scattering

Parton 
Shower

Underlying Event

Proton Proton

Figure 2.11: Schematic illustration of a proton-proton collision event involving a
quark-gluon scattering that leads to a final state consisting of a Z boson and a hard jet.
Elliptical boxes indicate the separated processes simulated by the event generation.

Figure 2.11 illustrates an inelastic p− p collision event with breakdown to the parton
level. The QCD factorization theorem allows possible particle reactions in an event to
be simulated separately as processes of hard scattering, parton showers, hadronization
and the underlying event created by beam remnant.

Hard scattering

Hard scattering is the core process that characterizes the generated event. It describes
the interaction between two incoming partons of the colliding protons and the outgoing
particles emerging from the interaction. The process takes place at the largest energy
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scale where the matrix elements of the scattering can be calculated perturbatively
using Feynman diagrams.

Partons participating in the hard scattering are generated randomly according to the
parton density distributions [57]. Each event is associated to a weight, the differential
cross section, referring to its probability of occurring with respect to the matrix element,
the phase space measure, and the PDFs. An unweighting procedure is then applied
to produce events of unit weight according to the appropriate kinematic distribution
predicated by the theory.

In the case the short-lived resonances (e.g. top quark, W/Z bosons) are produced in
the hard scattering, their decay into partons or stable particles are simulated according
to the branching ratios. Both incoming and outgoing partons are subject to the QCD
parton showering.

Parton shower

Before undergoing interactions, an energetic parton has a probability to radiate quarks,
gluons or photons (e.g. q → qg). It is an important process for additional jet
production in the event. As depicted in Figure 2.12, radiations from the incoming
partons involved in the hard scattering are called “Initial State Radiations (ISR)”,
while those from the outgoing partons are called “Final State Radiations (FSR)”. The
radiation is dominated in the region collinear to the parent parton and can continue
down to certain energy scale, resulting a shower of partons.

ISR
b

g

FSR

t

W-

b

Figure 2.12: Illustration of the hard scattering process of bg → Wt with initial and
final state radiations.

In the simulation, the probability of an initial parton a to be split into parton b and
c with momentum fraction z and 1 − z, respectively, is governed by the splitting
functions [58] with the Sudakov form factor derived from the QCD perturbative
calculation. The evolution is applied subsequently to the outgoing partons of the
splitting, down to a cutoff energy scale. The cutoff energy scale is usually set to the
level where the QCD coupling constant αs is close to one (e.g. Λ2

QCD ∼ 1 GeV2).
Different setting of the cutoff energy can result in a varying number of parton showers,
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affecting the jet measurement (e.g. the jet energy) in the final state. For physics
analyses relying on the jet measurement, such as the single-top analysis described in
this thesis, the effect needs to be evaluated as part of the uncertainty.

Hadronization

Below the cutoff energy of the parton showering, hadronization of color-charged partons
takes place. Since the QCD perturbative calculation is no longer valid in this energy
regime, the hadronization process is modeled in a non-perturbative approach called
fragmentation. The two mostly used fragmentation models are “string fragmentation”
and “cluster fragmentation”.

In the string fragmentation [59], a “string” between a quark-antiquark pair is created
to carry the color field. The potential energy corresponding to the color field is stored
on the string and it increases when the two quarks move apart. The gluons between
the quark-antiquark pair act as kinks on the string, carrying additional energy. When
the energy is large enough, the string breaks and results in two quark-antiquark pairs.
The process of breaking up the strings continues as long as there is enough energy
stored in the color field. Hadrons are formed from the remaining quark-antiquark
pairs.

In the cluster fragmentation, gluons are firstly split non-perturbatively into quark-
antiquark pairs. They are combined with neighboring quark pairs to form color-neutral
clusters. Given the universal mass distribution of the clusters [60], most of the clusters
have mass of few GeV and undergo two-body decays, resulting in two hadrons from
each cluster. In the modeling, the decay is assumed isotropic in the rest frame of the
cluster and the hadron type is determined by the available phase space.

The decay of the hadrons is also simulated to create jets of particles that are considered
as stable on the generator level. They are typically photons, leptons, mesons and
baryons.

Underlying event

The partons not involved in the hard scattering (a.k.a. beam remnant) can interact
with each other. The interactions are collectively called the “underlying event”.

The modeling of the underlying event is based on a principle that the 2 → 2 parton-
parton interaction is the dominant process in the leading oder. The model is then
tuned according to the data from previous experiments, such as the Tevatron experi-
ments [61].

The incoming and outgoing partons of the underlying event are also taken into account
in the simulation of the parton showering and the hadronization processes, which
contribute to the event with extra jets. Nevertheless, the effect is considered to be
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marginal for high-pT processes, such as the top-quark production, given the fact that
the underlying event produces particles with energy much lower than those created by
the hard scattering.

Generators

The event generator is a software framework responsible for the event generation.
Based on theoretical models, it uses Monte Carlo techniques to produce lists of particles
emerging from the p− p collisions, before any interaction with the detector takes place.
Various event generators exist nowadays and can be distinguished in two types.

The generators that can produce complete events are categorized as general purpose
generators. Pythia [62] and Herwig [63] used by ATLAS are such type of generators.
They start with a hard scattering process calculated to the lowest order in QCD,
add additional parton radiations in a shower approximation, perform a fragmentation
approach to obtain hadrons and their decays, and finally model the underlying
event.

On the other side, there are specialized generators made for improving the accuracy
for specific decays or specific final states. The specialized generators usually focus on
part of the event generation chain, for example, simulating the hard scattering process
with higher order calculations, and hence they have to be used in conjunction with
one of the general purpose generators to produce complete event.

Various specialized generators are used in ATLAS for generating events of different
physics processes. AlpGen [64] is specialized to perform LO QCD calculation for the
hard-scattering processes with multiple partons in the final state such as W/Z+jets.
Focusing on the Standard-Model processes in the p − p collisions at the LHC, Ac-

erMC [65] provides tree-level calculation using massive matrix element. AcerMC is
used as an alternative generator for tt̄ and single-top processes, which includes the
full spin information of the top-quark. For the NLO QCD calculation of the hard
scattering, MC@NLO [66] and Powheg [67] are two mostly used generators.

2.2.2 Detector simulation

With the particles created by the event generator, the next step is to simulate their
propagation in the ATLAS detector. The simulation can be roughly divided into tasks
of laying out the detector structure, modeling of the particle interactions with various
detector sub-systems, calculating particles’ trajectories under the magnetic field and
recording the energy deposition in the sensitive portions of the detector. In ATLAS,
the detector simulation is handled by the Geant4 [68] simulation toolkits.

The geometry of the ATLAS detector is constructed in fine detail with more than
316 thousand different types of physical volumes [69]. Each physical volume contains
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essentially a group of basic shapes with properties of name and material. In total,
the full detector description consists of nearly 5 million physics volumes. During the
simulation, the geometry layout can be modified to account real detector “conditions”,
such as the calibrations, mis-alignments, dead channels, etc.

When particles propagate through the detector, various processes, e.g. photo-electric
effect, ionization, Compton scattering, can take place by the interactions with detector
materials, creating more (secondary) particles in the detector. Also the decays of
long-lived particles take place in the simulation step. Modeling those processes
and calculating particles’ trajectories under the magnetic field makes the detector
simulation the most time-consuming computation among others.

In the simulation, particles passing through sensitive regions of the detector produce
“hits”, which are essentially records of energy deposition with information of position
and time. They are stored in files and served as input to the next step of the simulation,
the digitization.

2.2.3 Digitization

Digitization is a step to emulate the electronic readout system of the ATLAS detector.
It converts the hits from the detector simulation into the detector’s response, the
“digit”, which is typically a signal produced when the voltage or current on a particular
readout channel rises above a preconfigured threshold within a particular time-window.
The digits are written out in a format compatible with the data recorded by the real
detector.

Other events from, for instance, multiple p− p interactions in a bunch crossing or the
cavern background, can appear and influence the detector’s response. Such types of
events are treated separately at the event generation and detector simulation stages;
but their hits and energy depositions are firstly overlaid with those from the hard-
scattering event to emulate the so-called “pile-up” effect, before the digitization takes
place.

2.3 Simulated event samples for analysis

For supporting various physics analyses in the whole ATLAS collaboration, simulated
events corresponding to a wide range of physics processes are centrally produced. Those
events are organized in samples according to the hard scattering process involved
and the generators used in the event generation. For this thesis, we use the event
samples corresponding to the signal and background processes of the single top-quark
production in the Wt-channel as we discussed in Section 1.3.2. These samples are
summarized as follows.
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2.3.1 Single top-quark and tt̄ production

The simulated event samples concerning the processes of the single top-quark and the
top-quark pair productions are listed in Table 2.5 with their corresponding generators
and cross sections used for event generation. In the analysis, the K-factors listed
on the table are used to scale the cross section to approximated NNLO. For the tt̄
production, events are separated into samples of fully hadronic and no fully hadronic
(i.e. l+jets). For the single top-quark production, the sample of the Wt-channel
production accounts inclusively all possible decay modes, while the samples of the s-
and t-channels consist of only events in the l+jets final state.

Sample Generator σ [pb] K-factor

baseline
for analysis

Single top Wt-channel MC@NLO+Herwig 14.59 1.079
Single top t-channel (l+jets) AcerMC+Pythia 24.17 0.865
Single top s-channel (l+jets) MC@NLO+Herwig 1.41 1.079
tt̄ no fully hadronic MC@NLO+Herwig 79.01 1.146
tt̄ fully hadronic MC@NLO+Herwig 66.48 1.146

variations in
ISR/FSR

Single top Wt-channel AcerMC+Pythia 10.08 1.561
Single top t-channel (l+jets) AcerMC+Pythia 19.24 1.088
Single top s-channel (l+jets) AcerMC+Pythia 0.9 1.669
tt̄ no fully hadronic AcerMC+Pythia 41.01 2.208
tt̄ fully hadronic AcerMC+Pythia 34.44 2.213

alternative
generators

tt̄ fully hadronic Powheg+Herwig 66.58 1.145
tt̄ fully hadronic Powheg+Pythia 67.34 1.132
Single top Wt-channel (DS) MC@NLO+Herwig 14.59 1.079

Table 2.5: Simulated event samples used in this thesis concerning various top-quark
production processes. The cross section used for event generation is shown on the table
together with the K-factor for scaling the cross section to approximated NNLO.

The baseline samples are used to provide the Standard-Model expectations of the tt̄
and single top-quark productions in the p− p collisions. In this set of samples, events
of the tt̄ production and the single top-quark production in the Wt- and s-channels are
generated with MC@NLO for the hard scattering. The matrix elements are calculated
up to NLO with the CTEQ6.6 [70] PDF set and the top-quark mass of 172.5 GeV.
Parton shower and hadronization of those events are modeled by Herwig together
with Jimmy [71] for the generation of the underlying event. For the single top-quark
production in the t-channel, we make use of the sample generated by AcerMC in
conjunction with Pythia, due to a known issue that the parton-shower modeling of
Herwig causes unphysical η distribution of b-hadrons not from top decay [72].

Apart from the baseline samples, a set of samples generated by AcerMC in combina-
tion with Pythia is utilized to evaluate the effect concerning the amount of parton
showers in ISR/FSR. In the generation of this set of samples, the ISR/FSR modeling
of Pythia is tuned to explore the full experimentally allowed parameter space. Two
independent samples concerning more and less parton showers are generated for each
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top-quark production process. The half difference between the two samples is taken
as systematic effect.

The tt̄ events are also generated by Powheg interfaced separately with Herwig

and Pythia, providing two additional samples for evaluating the dependency on the
parton shower modeling. In addition, uncertainty of the tt̄ background concerning
different matrix element calculations is also evaluated by comparing the two samples
made with Powheg and MC@NLO interfaced with Herwig.

For resolving the interference between the NLO single top-quark Wt and the LO tt̄ pro-
ductions (See Figure 1.12), two different schemes are implemented in MC@NLO [73].
Alternative to the diagram-removal (DM) scheme used in the baseline sample, another
single top Wt-channel sample is generated with the diagram-subtraction (DS) scheme.
By comparing it to the baseline sample, differences between the two schemes are
evaluated.

2.3.2 W/Z+jets, diboson and QCD backgrounds

Simulated samples concerning the background processes of W/Z+jets, diboson, and
QCD are list in Table 2.6.

Sample Generator σ [pb]

W → lν+jets Alpgen+Herwig 31450.7
W → lν + bb̄+jets Alpgen+Herwig 128.5
W → lν + cc̄+jets Alpgen+Herwig 361.5
W → lν + c+jets Alpgen+Herwig 1408.2

Z → ll+jets Alpgen+Herwig 3217.9
Z → ll + bb̄+jets Alpgen+Herwig 38.7

WW Herwig 17.5
WZ Herwig 5.5
ZZ Herwig 1.3

QCD dijet (ET (jet) > 17 GeV) Pythia 9.2× 106

QCD light jets (pT (μ) > 10 GeV) Alpgen+Herwig 71029.5
QCD bb̄+jets (pT (μ) > 10 GeV) Alpgen+Herwig 28456.4

Table 2.6: Simulated event samples used in this thesis concerning W/Z+jets, diboson
and the QCD backgrounds.

The W+jets and Z+jets events are modeled with the Alpgen generator using the MLM
matching scheme [64] and CTEQ6L [74] PDF set. Parton shower and hadronization of
the events are modeled by Herwig supplemented by Jimmy for the underlying event.
These samples contain inclusively events of W/Z+light quarks (u,d,s) and W/Z+heavy
quarks (c,b). In addition, the W/Z+jets samples contain exclusively heavy quark
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production, such as the processes of W + bb̄, W + cc̄, W + c, and Z + bb̄, are also
generated separately. The events from the inclusive W/Z+jets that contain heavy
quarks are assigned to the exclusive samples. Events that have the same associated
quarks and that kinematically overlap are removed. The cross sections are normalized
to NNLO calculations from the FEWZ program [75].

The diboson samples of WW , WZ and ZZ productions are generated with Herwig

and normalized to NLO cross section calculations with MCFM [76].

For the QCD background, the dominant QCD 2 → 2 (dijet) events are generated by
Pythia. Due to the large cross section in the LHC environment, the simulation filtered
out events containing jets with transverse energy less than 17 TeV. This sample is
known as the “JF17” dijet sample which contains events with jets that are likely to fake
electrons and contaminate the signal events in the e+jets final state. The QCD events
containing an extra muon decayed from a jet are generated by Alpgen interfaced
with Herwig. They contaminate the signal events in the μ+jets final state. Since the
generation of QCD events with many jets and high-pT muon is very inefficient, only
events with muon pT larger than 10 GeV are processed. As the extra muon is mostly
coming from a b-hadron, events with b-quarks are treated separately.

Given the relatively small contribution of the Z+jets and the diboson backgrounds
after applying the signal event selection (see Section 3.2), their expected contributions
are directly taken from the simulated samples. For the W+jets background, the exact
normalization is determined from data (see Section 6.2). Both the distribution and the
normalization of the QCD background are estimated from data using the data-driven
techniques (see Section 6.1), the simulated samples are only used to validate the
procedure.

2.4 Summary

We discussed the setup of the LHC and the ATLAS detector for collecting the
experimental data used by the analysis described in this thesis. The experimental data
are produced by the p−p collisions at the LHC in 2011. With the center-of-mass energy
of 7 TeV and the peak luminosity raised to 3.6× 1033 cm−2s−1, the total luminosity
delivered by the LHC is about 5.61 fb−1. Given the high operational efficiency of the
ATLAS detector, about 94% of data are recorded. With high bunch-crossing rate in
2011, we showed that the TDAQ system has the capability to maintain efficiently the
event rate on a level at which the data can be managed and processed on-time by the
computing facility at Tier-0.

For understanding the measurements in data, we use simulated events produced
through steps of event generation, detector simulation and digitization. Samples
based on a wide range of physics processes are produced and used in the further
analysis.
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Object Reconstruction and Event Selection

In the previous chapter, we have discussed how the p− p collision events are recorded
by the ATLAS detector, and how the the collisions and recording of the collisions
are simulated with the Monte-Carlo method. In order to restore final state particles
produced by the hard scattering in the form of energy-momentum vectors for physics
analysis, digital signals from various sub-detectors have to be combined. This is
the so-called “event reconstruction” process. Focusing on the physics objects that
constitute our event of interest, the single top Wt-channel event, we will discuss in
Section 3.1 how physics objects are reconstructed and identified.

Based on the decay topology and kinematic properties of the signal event, the aim of
event selection is to accept (reject) as many as possible the signal (background) events
out of the data sample. In Section 3.2, we will discuss the criteria of object and event
selections.

3.1 Object reconstruction

In the search of single top production in the Wt-channel, the physics objects of interest
are the lepton (electron or muon), jets and Emiss

T . In this section, we will describe
how those objects are reconstructed from the digital signals recorded by the ATLAS
detector.

After the reconstruction, studies are carried out by various performance groups
within the ATLAS collaboration. Instructions and tools are provided to calibrate
measurements of the reconstructed objects, making sure that possible deviations
between data and simulation are not biased by imperfections of the ATLAS detector
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and the reconstruction algorithms. The calibrations applied to our analysis will be
also discussed in this section.

3.1.1 Electron reconstruction

The offline reconstruction of electrons relies on cluster-finding in the electromagnetic
calorimeter and the track reconstruction in the inner detector [77, 78]. Seed clusters
of longitudinal towers with total transverse energy above 2.5 GeV are searched for by
a sliding-window algorithm. The window size is 3× 7 in units of 0.025× 0.025 in η×φ
space. If a seed cluster matches an inner-detector track with pT > 5 GeV within a
window of η × φ = 0.05× 0.1, an electron candidate is formed.

The four-momentum of the electron candidate is computed using the information from
the EM cluster and the track matched to it. The electron energy is determined [79]
from the EM cluster by summing four different contributions: (1) the estimated energy
deposit in the material in front of the EM calorimeter, (2) the measured energy deposit
in the cluster, (3) the estimated external energy deposit outside the cluster, and (4)
the estimated energy deposit beyond the EM calorimeter. The φ and η directions are
taken from the corresponding track parameters at the vertex.

Electron candidates are classified by a cut-based selection using calorimeter, tracking
and combined variables that provide good separation between isolated or non-isolated
signal electrons, background electrons and jets faking electrons. Three standard sets of
cuts are defined to identify electrons as loose, medium and tight at increasing levels
of fake-electron rejection. Re-optimized selections based on the three standard ones,
referring to as loose++, medium++ and tight++, are introduced in 2011 with improved
performance in the high pileup environment. The selection criteria corresponding to
these electron identifications can be found in [78].

Calibration of efficiency

The efficiency of the electron measurement is decomposed into three components. Each
component represents the efficiency of one step in the chain of the trigger matching, the
electron reconstruction and the identification for background suppression. Using the
tag-and-probe method with the well-known processes, such as Z → e+e− or W± →
e±ν, these 3 components are measured separately from data and simulation [77].

Figure 3.1 shows the electron reconstruction efficiency measured with the Z → e+e−

in data and simulation. In Figure 3.1(a), the drop of efficiency in |η| > 0.8 region is
understood as an effect of applying an additional requirement on the track quality
that is the numbers of pixel and SCT hits should exceed 1 and 7 respectively [77]. In
Figure 3.1(b) the reconstruction efficiency is measured with dependency on electron
ET . Although the efficiency is lower with low ET electrons, the trend in data is well
described by simulation.
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(a) (b)

Figure 3.1: The electron reconstruction efficiency measured with the tag-and-probe
method using the Z → e+e− events. Its dependencies on electron η and ET are shown
respectively in (a) and (b). Measurements in data (filled markers) and simulation
(open markers) are compared with each other. The total (statistical and systematic)
uncertainty is displayed. Figures taken from [80].
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Figure 3.2: Efficiencies of the three re-optimized electron identification schemes mea-
sured with the tag-and-probe method using the Z → e+e− events. Efficiencies are
shown as function of number of primary vertices in the event. Measurements in data
(filled markers) and simulation (open markers) are compared with each other. The total
(statistical and systematic) uncertainty is displayed. Figure taken from [81].
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In Figure 3.2, efficiencies corresponding to the three re-optimized electron identification
schemes are shown as function of number of primary vertices, using again the Z → e+e−

events in data and simulation. With the optimization for high pile-up environment, a
constant identification efficiency is obtained.

One would have perfect agreement between the efficiencies measured in data and
simulation with an ideal detector. In reality, as shown in Figure 3.1 and Figure 3.2,
differences between data and simulation can happen given that the response and
acceptance of sub-detectors can only be simulated approximately. Thus, simulation
needs to be calibrated to match the efficiencies in data.

By multiplying the data-to-simulation ratios for the three efficiency components, the
scale factor is measured as functions of electron η and ET . The correction is below
2% on average. Uncertainties of the efficiency measurements are propagated to the
scale factor uncertainty and are accounted for part of the systematic variations in our
final analysis.

Calibration of energy scale and resolution

Following the electron reconstruction, an in-situ calibration is applied to scale the
measured energy Emeas

T to the true electron energy Etrue
T using the formula

Etrue
T = Emeas

T

(
1

1 + α

)
(3.1)

where α is the correction factor to be obtained. Using the Z → e+e− process, the
correction factor is derived by fitting the invariant mass spectrum of the two electrons
in data to the Z lineshape [77]. The measurement is performed in various ranges of
electron η. For electrons with |η| < 2.5, the correction is observed to be below 1% (i.e.
α < 0.01).

The total uncertainty of the energy scale depends on the electron η and ET . It ranges
between 1% and 1.5% for electrons with |η| < 2.5 [82]. Dominant sources are the
uncertainties from the additional detector material in front of the EM calorimeter and
the pre-sampler energy scale.

After applying the calibration for the electron energy scale, a good agreement between
data and simulation on the distribution of the reconstructed Z → e+e− invariant mass
is shown in Figure 3.3.

On top of the energy scale calibration, the calibration of energy resolution is also
applied. It is done by smearing the electron energy of the simulated events by a random
fraction within the deviation of the resolutions measured in data and simulation. Using
again the Z → e+e− process, the resolutions are derived from fits to the invariant mass
distribution using a Breit-Wigner convolved with a Crystal Ball function in a range
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Figure 3.3: The reconstructed Z → e+e− invariant mass after applying the calibration
of electron energy scale. The fit of a Breit-Wigner convolved with a Crystal Ball function
is shown in red curve. The Gaussian width σ of the Crystal Ball function is taken as
the resolution of the electron energy measurement. Figure taken from [83].

around the Z-boson mass (i.e. 80-100 GeV) [77]. The Breit-Wigner width is fixed
to the Z width from the precise measurement [84] and the experimental resolution
is described by the Crystal Ball function. The fit as well as the energy resolution
measured from data and simulation are shown in Figure 3.3.

3.1.2 Muon reconstruction

Muon reconstruction uses information from the muon spectrometer (MS) and the
inner detector (ID). In the muon spectrometer, series of hits in a muon chamber are
combined and a straight track is fitted through. Straight tracks are further grouped
into segments. Tracks in the muon spectrometer are reconstructed by connecting
the obtained segments. With the tracks in the muons spectrometer, one can already
reconstruct the so-called “stand-alone (SA)” muon candidates by extrapolating the
tracks back to the beam line taking the energy loss of the muon in the calorimeters
into account.

Instead of using the SA muons, our muon candidates are reconstructed alternatively by
combining the tracks in the muon spectrometer with the inner detector tracks. They
are the so-called “combined (CB)” muons and known to have higher purity than the SA
muon candidates [85]. The momentum of a CB muon is reconstructed by combining
the energy measurements in the muon spectrometer and in the inner detector; while
the direction of flight and the impact parameter of the muon at the interaction point
are provided by the inner-detector track.
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Chapter 3. Object Reconstruction and Event Selection

Calibration of efficiency

The efficiency of muon measurement consists of 2 components regarding to the trigger
selection and the muon reconstruction. For each efficiency component, a calibration
is performed to match the efficiency measurement in the simulation to the one in
the data. The calibration is derived as a scale factor to be applied on the simulated
events.
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Figure 3.4: Efficiency of the trigger chain mu18_medium in (a) the barrel and (b) the
end-cap regions. Figures taken from [86].

The trigger efficiency is measured with the tag-and-probe method in the Z → μ+μ−

decay, requiring a pair of oppositely charged CB muons with a di-muon invariant mass
near a mass of the Z boson. While the tag muons are required to pass the trigger
selection, the efficiency is taken as the fraction of probe muons with associated EF
trigger tracks that pass also the muon trigger chain.

Figure 3.4 compares the trigger efficiency measurement in the data and in the simulation
under the trigger chain mu18_medium. It shows that the trigger reaches its full efficiency
with muon pT > 20 GeV. The lower efficiency in the barrel region is caused by the
loss of the L1 geometric acceptance due to the crack in the detector for the cabling,
and the holes for the inner detector feet and calorimeters support ribs.

Showing in Figure 3.5 is the trigger scale factor parametrized in η and φ of the muons
with pT > 20 GeV. The scale factor is close to 1 in the end-cap region (|η| > 1.05),
while the ratio is lower than 1 in the barrel region (|η| < 1.05) due to non-optimal
modeling in the simulation of efficiencies and conditions of the RPC detectors during
the 2011 data taking period [86]. Variations on the scale factor are evaluated with
factors of, for example, the pT dependency, sensitivity to different event generators,
and pile-up modeling, resulting in an overall uncertainty of about 1% on the scale
factor.

The reconstruction efficiency for CB muons is the product of three efficiencies: the
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Figure 3.5: The η − φ dependence of the efficiency ratios between data and simulation
for the mu18_medium trigger. The amount of data used for the measurement corresponds
to 2.8 fb−1. Figure taken from [86].

muon reconstruction efficiency in the inner detector, the reconstruction efficiency in
the muon spectrometer and the matching efficiency between the ID and MS tracks.
The three efficiencies are measured independently using the tag-and-probe method
in the Z → μ+μ− decay with the probe muons selected differently depending on the
efficiency to be measured [85].

The CB muon reconstruction efficiency with pT > 20 GeV is shown in Figure 3.6 as a
function of muon η. The calibration scale factor at the bottom is given as the ratio
between the measurements in data and simulation. For our analysis, scale factors
corresponding to three ranges of the 2011 data are listed in Table 3.1 together with
the total uncertainty.

B - K J - K L - M

0.999±0.007 1.000±0.008 1.001±0.007

Table 3.1: The scale factors for calibrating the reconstruction efficiency of CB muons,
derived for three data-period ranges in 2011. The quoted uncertainty includes both
statistical and systematic uncertainties.
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PreliminarySALTA

 Ldt=193 pb−1∫ 2011
Chain 2

Figure 3.6: Reconstruction efficiency of the CB muons. Uncertainties are statistical
only. Figure taken from [87].

Calibration of momentum scale and resolution

The calibration on the muon momentum scale is determined by matching the Z boson
mass measured in the simulation to the one measured in the data [88]. Using the
Z → μ+μ− decay, the Z boson mass is measured by fitting the di-muon invariant
mass distribution around the Z mass range, imposing the peak of the distribution to
be in the nominal Z mass value. The calibration is derived as a scale factor to be
applied on the muon momentum measurement in the simulation and parametrized as
a function of η. For the 2011 data, the value is above 0.998 with an uncertainty lower
than 1%.

The calibration on the momentum resolution is measured with the Z → μ+μ− process
using a Monte-Carlo template technique. Using a global fit procedure, the templates
constructed from the simulation are fitted to the data on the reconstructed Z lineshape
and the distribution of q/pIDT −q/pMS

T where q is the muon electric charge, pIDT and pMS
T

are the transverse momentum measured in the ID and in the MS, respectively.

The templates are constructed with a smearing on the muon transverse momentum in
the simulation as

p′T = pT (1 + gΔpID,MS
1 + gΔpID,MS

2 ) (3.2)

where p′T indicates the simulated muon pT after the smearing, g is a normally dis-
tributed random number with mean 0 and width 1. ΔpID,MS

i are correction factors on
the momentum resolution that are determined from the fitting. Results of the fit and
more details about method can be found in [89].
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3.1. Object reconstruction

Figure 3.7: Di-muon invariant mass distribution in the Z boson mass range. Data
is compared to simulation corrected with calibrations of muon momentum scale and
resolution. Figure taken from [89].

After applying the calibrations on the muon momentum scale and resolution, a
good agreement between the data and the simulation on the di-muon invariant mass
distribution in a range close to the Z boson mass is shown in Figure 3.7.

3.1.3 Jet reconstruction

Through the showering and hadronization, partons (quarks or gluons) are measured in
the detector as jets of particles depositing energy on the calorimeters. Jet reconstruction
is to assemble the particles originating from a single parton and restore the measurement
of the original parton. Various jet reconstruction algorithms used by ATLAS are
discussed in [90]. Hereafter we describe briefly the one utilized by our analysis.

The inputs to the jet reconstruction are topological clusters of the energy deposition
on the calorimeter. The topological cluster is seeded with a calorimeter cell on which
the signal-to-noise ratio (S/N) of the energy deposition is above 4. Cells neighboring
the seed cell in 3D with S/N above 2 are added iteratively. In this way a cluster of
cells with S/N > 0 is formed. The energy of the cluster is given as the sum of the
energy deposition on all included cells, while the direction is obtained from a weighted
average of the angular position of the constituent cells. The mass of the cluster is set
to 0.
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Our jet objects are reconstructed from the topological clusters using the so-called
“anti-kT ” algorithm. The anti-kT algorithm employs an iteration procedure. In each
iteration, the distance di,j between any pair of clusters i and j is defined as

di,j = min
(
1/k2T,i, 1/k

2
T,j

) ΔR2
i,j

R2
(3.3)

where kT,i is the transverse momentum of cluster i, ΔRi,j the geometrical distance
between clusters i and j in the η− φ space, and R a free distance parameter set to 0.4
for our analysis. For a given cluster i, a value dmin is obtained as the minimal among
di,j and di =

1
k2
T,i

. In the case of dmin = di, a jet object is formed from the cluster i.
On the other hand, if dmin = di,j , clusters i and j are merged into a new cluster to
be accounted for the next iteration. The iteration continues until all clusters become
part of a jet or a jet itself.

The output of the anti-kT algorithm is a set of well-defined jet objects. As they
are reconstructed from the energy deposit on the calorimeter, they are referred as
“calorimeter jets” to distinguish them from the “track jets” reconstructed from the inner
detector tracks. One also notes that the energy of calorimeter jet is measured at the EM
scale, which accounts the energy deposited by particles produced in electromagnetic
showers in the calorimeter. It needs to be calibrated to restore the jet energy scale of
the original parton.

Jet calibration

The jet energy at EM scale is firstly corrected to remove the pile-up effect induced
by multiple p − p interactions in a bunch crossing. The pile-up effect can be seen
in Figure 3.8(a) as the dependency between the number of primary vertices (NPV)
and the pT measurement of the calorimeter jet with respect to its corresponding
track jet pT range. With the fact that inner-detector tracks can be well associated
with vertices, track jets are independent of pile-up and hence provide rather stable
kinematic reference for their matching calorimeter jets. The correction [91] of pile-up
effect is derived from the simulation as an energy offset with dependency of NPV.
After applying the correction, the linear dependency is removed effectively as shown
in Figure 3.8(b).

Calorimeter jets are reconstructed using the geometrical centre of the ATLAS detector
as reference to calculate the direction of jets. Following the correction of the pile-up
effect, the geometrical origin of the calorimeter jet is also adjusted to the primary
vertex of the interaction.

The calibration for restoring the jet energy scale of the original parton is determined
from the simulation as a correction relating the EM-scale energy of calorimeter jets
to the energy of truth jets. The truth jets are reconstructed by running the anti-kT
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Figure 3.8: Calorimeter jet pT as a function of number of reconstructed primary
vertices (NPV) for (a) before and (b) after the correction for pile-up. Calorimeter jets
reconstructed at the EM scale are associated to track jets in bins of pT . Each point
shows the most probable value of calorimeter jet pT , for a specific track jet pT range
and NPV. Figures taken from [92].

algorithm directly over the stable particles1 produced after the hadronization in the
simulation. A calorimeter jet is matched to a truth jet if their relative distance dR is
smaller than 0.3 and the response REM

jet is measured as

REM
jet =

EEM
jet

Etruth
jet

. (3.4)

The response measured in the simulation is shown in Figure 3.9 as function of the
detector |η|. The correction is taken as the inverse of the response. It is applied to the
jet measurement in data to obtain the energy scale at the parton level, or the so-called
EM+JES scale in literature.

Finally, a residual in-situ calibration is applied to the reconstructed jets in data. The
jet pT in data is compared to the one in simulation, exploiting the pT balance between
the jet and a reference object such as a photon or a Z boson. The correction on the
jet energy scale is about 2% for jets with pT < 100 GeV and it decreases to 1% for
higher pT jets (pT > 200 GeV) [93].

Apart from the calibration on the jet energy scale, the jet energy resolution (JER) is

1A particle is defined as stable if its lifetime is longer than 10 ps. Muons and neutrinos are not
included as input of truth jets as they interact weakly with the calorimeters.
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also measured with the di-jet balance and the bi-sector techniques. It is observed that
the measurements in the data and the simulation agrees within the uncertainty [94].
For this reason, we do not apply the calibration on the JER, but the uncertainty of
JER is evaluated as part of the systematics in our analysis.

Jet reconstruction efficiency

A tag-and-count method is developed to measure the reconstruction efficiency of
calorimeter jets relative to track jets. Using the minimal bias events where two
back-to-back track jets are found, the one with higher momentum and matches a
calorimeter jet serves as the tag object; while the other is used as the probe. The
efficiency is measured as the fraction of probe track jets can be matched with calorimeter
jets.

Figure 3.10 shows the jet reconstruction efficiency as a function of the calorimeter
jet pT . The measurement uses the data collected in 2010 and is compared with the
simulation. The efficiency reaches a plateau of 100% around 25 GeV. Since the data
agrees with the simulation within the uncertainty, we only evaluate the uncertainty in
our analysis and no additional correction is applied to the jet measurement.

3.1.4 Emiss
T reconstruction

The four energy-momentum components are conserved quantities. While the z-
component of the momentum is unmeasurable due to the beam pipes, the energy-
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momentum balances in the transverse (i.e. x − y) plane. However, undetectable
particles, such as neutrinos, result in an energy-momentum imbalance on the transverse
plane that is measured as the Emiss

T . In our analysis, the Emiss
T is taken to be equal to

the transverse energy of the neutrino from the top decay as the neutrino is expected
to be the main contributor to the Emiss

T . A precise Emiss
T reconstruction is essential

for our analysis.

The Emiss
T reconstruction in ATLAS includes contributions from energy deposits in the

calorimeters and muons reconstructed in the muon spectrometer. Tracks are added to
recover the contribution from low-pT particles which are missed in the calorimeters.
Muons reconstructed from the inner detector are used to recover muons in regions not
covered by the muon spectrometer. The x- and y-components of the Emiss

T can be
written in a combination of two terms as

Emiss
x(y) = Emiss,calo

x(y) + Emiss,μ
x(y) . (3.5)

The calorimeter term, Emiss,calo
x(y) , is calculated with calorimeter cells calibrated accord-

ing to the reconstructed high-pT object (e.g. electron, photon, hadronically decaying
τ -lepton or jet) to which they are associated. Cells associated with low-pT objects
such as jets with 7 GeV < pT < 20 GeV, or not associated with any objects are also
taken into account in the Emiss

T calculation. The muon energy loss in the calorimeter
is also considered as part of this term.

The muon term, Emiss,μ
x(y) , is computed as the negative sum of the momenta of muon

tracks reconstructed with |η| < 2.7. In the range |η| < 2.5, only well-reconstructed
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muons in the muon spectrometer with a matched track in the inner detector are
considered, i.e. the CB muons.

The final Emiss
T measurement is then given as

Emiss
T =

√
(Emiss

x )2 + (Emiss
y )2 (3.6)

with the azimuthal coordinate

φmiss = arctan

(
Emiss
y

Emiss
x

)
. (3.7)

The performance of the Emiss
T reconstruction is studied using the processes of Z → l+l−

and W± → l±ν [95, 96]. Figure 3.11 shows the comparison between data and simulation
in the distribution of the Emiss

T reconstructed from Z → μ+μ− (left) and W± → e±ν
(right) events. In Z → μ+μ−, apart from a small contribution from the semi-leptonic
decay of heavy-flavor hadrons in jets, no genuine Emiss

T is expected; therefore most
of the Emiss

T reconstructed is a direct result of imperfections in the reconstruction
process or in the detector response. In this case, a good agreement between data
and simulation is observed. In the W± → e±ν process, disagreement between data
and simulation observed in the low Emiss

T region is mainly due to the fact that the
background from jets misidentified as electrons is not included in the MC expectation
shown here [96].
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Figure 3.11: Distribution of Emiss
T reconstructed from (a) Z → μ+μ− and (b) W± →

e±ν events. The expectation from simulation is superimposed and normalized to data.
At the bottom of each figure, the data-to-simulation ration is shown. Figures taken
from [96].
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3.2 Object and event selection

We search for single top-quark production in the Wt-channel using events with e/μ+jets
final state. Following the event reconstruction, the analysis proceeds with object and
event selection which is the step to identify events that have the same signature as
our signal.

3.2.1 Object selection

Objects in our signal events are expected to have certain kinematic properties. Recon-
structed objects with required kinematic properties are selected and accounted in our
analysis. The selection criteria are discussed below.

Electron selection

The signal event in the e+jets final state is triggered by requiring a high pT electron.
Therefore, we require the electron to have certain trigger signature. The names of
various electron trigger signatures used for our analysis are listed in Table 3.2.

data period electron muon

B-I e20_medium mu18
J e20_medium mu18_medium
K e22_medium mu18_medium

L-M e22vh_medium1 mu18_medium
OR EF_e45_medium

Table 3.2: Names of the trigger signatures used in this analysis for selecting electron
and muon in different periods of LHC runs in 2011. Definition of the names and their
corresponding trigger criteria are explained in [78] and [86] for electron and muon
respectively.

At L1 trigger, the energy deposit on an EM calorimeter cluster is required to be
larger than 14 GeV (16 GeV for later data periods). The EM cluster matching to
an inner-detector track is seeded to an EF trigger where the ET of the electron is
required to be higher than 20 GeV(22 GeV for later data periods).

For the data periods L-M, a hadronic leakage requirement is applied to the L1 trigger.
It consists of a veto on the events with hadronic energy � 1 GeV deposited in the
hadronic layers of the calorimeter, within a region of 0.2 × 0.2 in η × φ behind the
EM calorimeter cluster (therefore the “vh” is added to the signature name) [78]. To
avoid efficiency loss due to the veto, especially for electrons with pT � 100 GeV,
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electrons passing an EF trigger with requirement of ET > 45 GeV are accepted in
addition.
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Figure 3.12: Efficiencies for e20_medium at each trigger level (L1, L2 and EF) measured
with Z → e+e− events in data using the tag-and-probe method. The vertical dashed-line
indicates the ET threshold of 25 GeV. Figure taken from [97].

In the offline selection, we require the electrons passing the trigger to be further
identified as tight++ as it rejects most of mis-identified electrons and the electrons
from photon conversion. Additional requirements are ET > 25 GeV and |η| < 2.47
(excluding the transition region of 1.37 < |η| < 1.52 in the calorimeter) where the
trigger efficiency is nearly a constant of about 98% as shown in Figure 3.12.

We also require the electron to be isolated. It is done by requiring both the sum
of ET on the EM calorimeter (

∑
ET ) and the sum of pT from inner-detector tracks

(
∑

pT ) within a cone in the η − φ space (ΔR) around the electron candidate to be
smaller than certain thresholds. In our analysis, the cone sizes we account are 0.2 and
0.3 for the EM calorimeter and the inner detector respectively, and the

∑
ET and∑

pT thresholds are given in such that an uniform efficiency of 90% is achieved after
applying the isolation selection.

Muon selection

In the μ+jets final state, it is expected that the signal event is triggered by a high pT
muon. Thus, we require the event to have a trigger signature of muon pT > 18 GeV in
the EF. The trigger requirements for muon selection is listed in Table 3.2 corresponding
to different data periods in 2011. The trigger signature mu18 differs from mu18_medium
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essentially by the muon pT threshold in the L1 trigger selection, the former is 10 GeV
while the later is 11 GeV.

We use CB muons for our analysis. In the offline selection, we require the CB muon
to have pT larger than 25 GeV. It is partially motivated by the fact that the trigger
efficiency reaches its maximum above 20 GeV as shown in Figure 3.4. In addition, one
can see from Figure 3.13 that raising the pT threshold from 20 GeV to 25 GeV allows
us to reduce nearly 60% of the QCD multi-jet background with 10% loss on the signal
event efficiency.

The muon from our signal event should be also isolated. For the isolation in the EM
calorimeter, we require the sum of ET around the muon within a cone of ΔR < 0.2 to
be smaller than 4 GeV. For the isolation in the inner detector, the sum of pT of the
tracks around the muon within a cone of ΔR < 0.3 is required to be less than 2.5 GeV.
This isolation requirement has been studied to have higher muon acceptance efficiency
on the Z → μ+μ− events and independent to the number of p− p interactions in the
event [82].

For rejecting the case in which an isolated muon originates from a jet, we require the
muon to be away from any jet objects in the event. The distance between the muon
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and a jet in the η − φ space has to be larger than 0.4, i.e. dR(μ, jet) > 0.4.

Jet selection

As suggested by the reconstruction efficiency shown in Figure 3.10, jets for our analysis
are required to have pT > 25 GeV. Jet quality criteria are then applied to remove
so-called “bad jets” referring to those caused by various sources ranging from hardware
problems in the calorimeter, LHC beam-gas interactions, and cosmic-ray induced
showers [98]. Moreover, only jets with |η| < 2.5 are selected. In addition, jets are
removed when their geometrical distance to a selected electron, dR(e, jet), is smaller
than 0.2.

For rejecting the jets from additional p − p interactions in a bunch crossing, the
“jet-vertex fraction (JVF)” [99] turns out to be a powerful variable for discarding jets
from the pileup vertices. Using the reconstructed tracks, jets and primary vertices in
an event, the JVF of a single jet i with respect to vertex j is calculation as

JVF(jeti, vtxj) =

∑
k

pT (trk
jeti
k , vtxj)∑

n

∑
l

pT (trk
jeti
l , vtxn)

(3.8)

which is essentially a fraction of the total matched-track momentum of jet i originating
from vertex j. A simplified illustration for an event with 2 vertices, 2 calorimeter jets
and few associated tracks is shown in Figure 3.14. Jets from the pileup vertices can
be removed by imposing a lower-bound threshold on JVF calculated with respect to
the signal vertex.

JVF(jet2, vtxs) = 0

JVF(jet2, vtxp) = 1

vtxp vtxs

jet1jet2

f JVF(jet1, vtxs) = 1− f

JVF(jet1, vtxp) = f

Figure 3.14: Simplified illustration for jet-vertex fraction. The figure shows an event
with 2 primary vertices, 2 reconstructed jet objects with association to tracks (solid
arrows) from the inner detector. The JVF with respect to possible combinations of
jet-vertex pairs are calculated using Equation 3.8. In this illustration, jet2 will be
discarded if one requires JVF to be larger than 0 with respect to the signal vertex.

In our analysis, jets with |JVF| > 0.75 are selected. Figure 3.15 shows that this
threshold removes successfully the pile-up jets, keeping the average number of jets
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Figure 3.15: The average number of jets (Njet) before (black) and after (red) requiring
|JVF| > 0.75 on jet selection, as a function of the number of primary vertices in the
Z → l+l− events.

(Njet) to remain independent of the number of primary vertices.

Both efficiency and inefficiency of applying the JVF requirement are accounted as
additional scale factors applied on the jet measurement in simulation. Deviations
between data and simulation are evaluated as part of systematic variations in the final
analysis.

Emiss
T selection

With the neutrino decayed from one of the W bosons, we expect our signal event will
have large Emiss

T . Therefore, we requires the Emiss
T to be larger than 25 GeV. As we

will see later, an additional requirement on Emiss
T will be taken when it is employed

for rejecting QCD multi-jet events.

3.2.2 Event selection

With the selected objects, we now proceed on selecting events with signal-like properties
and topology. We distinguish the selection criteria in four parts. They are discussed
below.
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Event cleaning cuts

The event cleaning cuts reject low quality events or events not coming from p − p
collisions. Low quality events can happen when unphysical objects are reconstructed
due to problems with detector hardware or reconstruction software. In the ATLAS
experiment, events are tagged with data-quality flags aiming for removing events with
unphysical objects. In our analysis, low quality events are rejected by applying a
so-called “Good-Run Lists (GRLs)” constructed from examining carefully the data
quality flags of events for top-quark related analyses [100]. After applying the GRLs,
the integrated luminosity of data entering our analysis is calculated to be 4.66 fb−1.
For rejecting events not coming directly from p − p collisions, we require events to
have at-least one primary vertex reconstructed from at-least five tracks.

Object counting

Given the signal event topology, we require events to have certain combination of
selected objects. For instance, there should be exactly one lepton in the event and
it has to be a selected electron/muon in the e/μ+jets final state. The event is also
required to have more than one selected jets in addition. At the same time, the Emiss

T

of the event should be higher than 25 GeV.

Rejection of QCD multi-jet events

Although the QCD multi-jet process is one of the large backgrounds to the single top
Wt-channel production, it can be suppressed by various kinematic selections such as
the muon pT and Emiss

T cuts discussed before in the object selection.

With one of the W boson decaying leptonically in the signal event, another efficient
way to reject QCD multi-jet events is to apply a kinematic cut on a transverse mass
reconstructed from the lepton and the Emiss

T of the event. The transverse mass is
defined as

MT (W ) =
√
(2pT (l)Emiss

T (1− cosΔφ)) (3.9)

where pT (l) is the transverse momentum of the lepton and Δφ the azimuthal angle
between the lepton and the Emiss

T . We expect the distribution of signal events to
peak around the W boson mass of 80 GeV, given that the Emiss

T represents the
transverse momentum of the neutrino decayed from the W boson. For the QCD
events, the MT (W ) distribution will, on the other hand, not be related to the W
boson mass.

Distributions of the QCD and signal events in the MT (W )− Emiss
T phase space are

shown in Figure 3.16. The QCD events can be distinguished from signal as they
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dominate a region where both Emiss
T and MT (W ) are low. As indicated by the

solid lines, the requirements of MT (W ) and Emiss
T in rejecting QCD multi-jet events

are:

• MT (W ) > 30 GeV and Emiss
T > 30 GeV for e+jets final state,

• MT (W ) + Emiss
T > 60 GeV and Emiss

T > 25 GeV for μ+jets final state.
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(c) QCD multi-jet, μ+jets
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Figure 3.16: Normalized distributions of the QCD multi-jet (left column) and the
single top Wt-channel (right column) events in the MT (W )−Emiss

T phase space. Figures
in the top row show the events in the e+jets final state; while those in the bottom row
are for events in the μ+jets final state. Kinematic cuts for rejecting QCD events are
shown in solid lines with arrows indicating the region in which events are selected for
analysis. Labels on the color palettes are in unit of percentage.
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Identification of events with b-jets

The identification of jets originating from b-quarks (b-tagging) is an important tool
for selecting top-quark events. Jets from b-quarks can be distinguished from jets from
lighter quarks utilizing the long-lifetime feature of b-hadrons. The relatively long
lifetime of b-hadrons results in a significant flight path length, leading to measurable
secondary vertices and impact parameters as b-hadrons decay at a distance from the
primary vertex.

Based on this feature, several discriminating algorithms are developed in ATLAS [101].
The IP3D tagger uses a likelihood ratio technique in which the signed transversal
and longitudinal impact parameter significance from a jet are compared to their
distributions for both b- and light-jet hypotheses obtained from simulation. In the
JetFitter algorithm, a Kalman filter is use to find a common line on which the
primary vertex and the b- and c-vertices lie, as well as their position on this line, giving
an approximated flight path for the b-hadron. Using this approach, discrimination
between b-, c-, and light-jets is done with a likelihood using the flight length significance
of the vertices and additional variables such as the invariant mass of tracks associated
with a vertex. The SV1 algorithm uses the information from a reconstructed secondary
vertex. The secondary vertex mass, the ratio of the sum of the energies of the tracks
in the vertex to the sum of the energies of all tracks in the jet, and the number of
two-track vertices are combined using a likelihood ratio technique.

For our analysis, outputs of IP3D, JetFitter and SV1 are combined into the so-called
MV1 algorithm for a better discriminating power. The combination is based on artificial
neural network technique with additional variables related to the decay topology.
The MV1 algorithm provides an output weight w, discriminating between b-jets and
non-b-jets. Lower values of w are assigned to c- and light-jets, whereas the purity of
b-jets increases with w. The threshold of w is set as such that the b-tagging efficiency
in the simulated tt̄ sample is obtained to be 70%. At this working point, the light-jets
rejection factor is about 137. In the event selection, we require the signal event to
contain exactly one b-jet, corresponding to the one from the top decay.

In the analysis, calibrations accounting both tagging and mis-tagging efficiencies in
data are measured by [102] and [103] respectively. The data-to-simulation ratios of
the efficiencies are derived as scale factors with dependency on jet pT . They are
applied to weight jets in simulation to reproduce the efficiencies in data. For the
tagging efficiency, the scale factor is ranged from 0.89 to 1.04; while it is ranged from
1.37 to 1.53 for the mis-tagging efficiency [82]. Uncertainties concerning tagging and
mis-tagging efficiencies are accounted as part of systematic variations in the final
analysis.

68



3.3. Summary

3.3 Summary

We described the algorithms used to reconstruct physics objects of the proton collisions,
from the digital signals recorded by the ATLAS detector. By comparing data with
simulation, performance of object reconstruction was studied to calibrate measurements
concerning imperfections of the detector and the reconstruction algorithms.

Based on the signature and kinematic properties of the single-top Wt-channel event
decaying into the l+jets final state, we also discussed the criteria of object and event
selection, picking up signal-like events for further analysis.
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4
Offline Data Processing

The “offline data processing” here refers to processing the data into a format that
is required for physics analysis. It is distinguished from the “online data processing”
in the trigger system of the ATLAS detector. For instance, simulation and event
reconstruction discussed in previous chapters are two major steps of the offline data
processing. Given the amount of data, their executions are challenging in terms of
computing.

In this chapter, we address the computing challenges of running the offline data
processing on large amounts of data. In Section 4.1 we introduce the platform, the
World-wide LHC Computing Grid (WLCG), on which the offline data processing is
performed. We discuss in Section 4.2 the approaches and the tools developed by the
ATLAS experiment to tackle the computing challenges in processing and managing
massive amounts of data. Based on the accounting information collected during the
operation, performance and efficiency will be shown in Section 4.3.

4.1 The World-wide LHC Computing Grid

The LHC experiments are international collaborations, thousands of physicists around
the world expect to access to the experimental data as soon as they are produced.
Estimations [104, 105, 106, 107] showed that large computing power and storage
capacity are needed to make the LHC data available for physics researches. Having
data and computing resources located centrally leads to issues of scalability and
unaffordable management cost.

Given the fact that institutes in the collaboration facilitate computing resources to
support the LHC experiments, a system that can integrate and make use of those
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distributed resources will provide a scalable approach for solution, spread management
cost over institutions, and to some extent, encourage collaborations.

With resources managed by different administration domains, a number of issues have
to be addressed to build such a system. First of all, a security mechanism has to be
established and enforced to protect individuals and facilities from vulnerabilities in
sharing resources over their administration boundaries. Secondly, the system, as a
whole, has to remain stable while facilities may attach or detach themselves dynamically
to the system. Furthermore, the integration has to go beyond one technology given
the resource heterogeneity. Aiming for addressing these issues, the grid computing
technology [108] is adopted for developing the largest distributed computing system
in the world, the WLCG.

4.1.1 Computing resources

The computing resources of the WLCG consist of distributed computing clusters and
storage facilities. They are presented in units of Computing Element (CE) and Storage
Element (SE). Depending on the funding, resources on the WLCG are operated under
three organizations of European Grid Infrastructure (EGI) [109], Open Science Grid
(OSG) [110] and the Nordic Grid (NorduGrid) [111].

A CE refers to a group of CPUs managed by a job scheduler. To use the CPU
power, computing tasks are prepared as user jobs submitted to the job scheduler. Job
priority as well as resource allocation are managed by the job scheduler based on the
administrative policies defined by the data center. Depending on the choice of the
data center, various job schedulers are operated on the WLCG.

A SE refers to a storage facility managed by a storage manager. There are sev-
eral storage managers made available for the WLCG collaboration. For instance,
Castor [112] and dCache [113] are designed to integrate with tape-based archival
systems, while DPM [114], Storm [115] and EOS [116] focus more on disk-only storage
facilities. Each technology has its own data access protocol and develops its own
approach for managing the scalability and reliability of the service under intensive
data access.

A grid site is defined as a collection of CEs and SEs located, usually but not necessarily,
at a data center. Given the grid sites are different in resource capacity and network
connectivity, they need to be organized in such that resources are used properly for
their best performance. After analyzing possible scenarios of organizing grid sites
for the LHC computing, the most feasible model proposed by the study [117] is to
structure the grid sites in a tiered hierarchy. Each tier is then given a special function
in the LHC computing. There are four tiers in the hierarchy:

• Tier-0 is the data center at CERN which provides the main computing power
for prompt data processing and the archival facility for the collision data.
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• Tier-1 sites facilitate backup storages for the collision data. As a consequence
of that, the main responsibility of Tier-1 sites is to reprocess the collision data
whenever necessary. With relatively larger computing capacity, Tier-1 sites also
contribute to the simulation and data analysis activities.

• Tier-2 sites provide auxiliary computing powers for the simulation. A fraction
of data is also replicated to Tier-2 sites to support data analysis activities.

• Tier-3 sites are small computing facilities. Resources at Tier-3 sites are mostly
reserved for the data analysis activities locally within institutions. Thus, they
are not officially accounted as part of the WLCG resources.

The tiered hierarchy indicates not only the resource capacity and the level of the
operational support a site has to provide, but also the requirements of the network
connectivities between grid sites. In general, Tier-0 and Tier-1 sites facilitate more
resources with more advanced operational support. They are also connected with high-
speed, private optical networks [118] to ensure reliable and performant data flow during
the data taking. Large resource capacity and advanced network connectivity at Tier-2
and Tier-3 sites are certainly useful; but they are generally not mandatory.

Figure 4.1: Distribution of the WLCG grid sites around the globe. The Tier-0 at
CERN is shown in yellow. Tier-1 sites are marked in blue; while Tier-2 sites are in red.

According to the accounting by July 2013 [119], the WLCG consists of 13 Tier-1
and 143 Tier-2 sites. They are operated by 153 data centers across 37 countries in
the world. Together with the Tier-0 at CERN, the WLCG provides approximately
430 thousands of CPUs, 2031 petabytes of online (disk) storage and 271 petabytes
of archive (tape) storage. The distribution of grid sites around the globe is shown in
Figure 4.1. Most of them are located in Europe, North America and Asia.
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4.1.2 Grid middleware

The grid middleware is a software layer aiming at connecting distributed resources of the
WLCG into one computing system. It addresses the issues of sharing resources across
administration boundaries, providing basic functionalities for managing distributed
data and computing jobs in a dynamic and secured manner.

The foundation of the grid middleware is a security infrastructure based on a concept
called the “virtual organization”. Built on top of this foundation are the three mid-
dleware components: the “information system”, “data management system” and the
“resource management system”.

Virtual organization

Introduced by Ian Foster et al in 2001 [120], a Virtual Organization (VO) is defined as
an organization of distributed individuals and institutions sharing resources with each
other in order to achieve a common goal or to solve certain scientific problem. The
sharing goes beyond simple file exchange to a level of direct computing and storage
access. The grid computing technology is to provide a secure, flexible and coordinated
way of sharing a collection of dynamic resources given the setup of the VOs.

On the WLCG, four VOs are established corresponding to the four LHC experiments.
The arrangement makes virtual boundaries between experiments in sharing the same
computing infrastructure. It also protects data produced by one experiment from being
accessible to others. Within an experiment, managers can decide how resources are
shared and prioritized among collaborators without affecting other experiments. For
the grid sites supporting more than one experiment, site managers can also organize
resources effectively to meet different requirements from the experiments.

Technically, each VO maintains a Virtual Organization Membership Service (VOMS)

to control the resource sharing. Every collaborator acquires a VO membership by
registering personal identity in the corresponding VOMS. The access to the resource
belonging to a VO can only be authorized when the issuer of the access is recognized
as a member of the VO.

Within each VO, specific roles referring to different physics groups, computing activities
or institutions are further defined for a fine-grained control of the resource sharing. For
example, a group of people working for computing operation in the ATLAS experiment
are associated with the so-called “production” role which has higher resource usage
priority than other members in the ATLAS VO.
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Information system

Given that the computing resources are not centrally controlled, the information
system is a mission-critical component on the WLCG. The information system, to
some extent, defines the scope of the grid as every resource taking part of the grid has
to present itself in the system. The system provides functionalities allowing users and
services to discover existence and characteristics of the presented resources available
in a certain moment for subsequent management or use.

The WLCG information system has a structure of three levels. The fundamental
building block used in this hierarchy is the Berkeley Database Information Index (BDII)

which is essentially a database of the Lightweight Directory Access Protocol (LDAP).
Each CE and SE is co-located with a resource level BDII providing information
concerns only the resources themselves. A site level BDII running at each grid
site aggregates information from the SEs and CEs associated to the site. The top-
level BDII collects all the information from the site-level BDIIs and hence contains
information about all grid services. Multiple instances of top-level BDII are deployed
at various Tier-1 centers in order to provide a fault tolerant, load balanced grid
information system. Practically speaking, the difference between resource level, site
level and top level BDIIs is just information content and scope.

The information system is bootstrapped from the site registration in the Grid Opera-
tions Center Database (GOCDB). When a site registers, it enters into the GOCDB

the LDAP URL to its site level BDII. A list of LDAP URLs generated by the GOCDB

is downloaded by the information provider running on the top level BDII and used
to query all the site level BDIIs. The result is then used to populate the top level
BDII.

Data management system

Data on the grid are stored in files and spread over distributed storage facilities. In
order to organize them and to be able to access to them regardless of their physical
locations, the data management system of the grid middleware provides functionalities
for managing storage space, indexing data files and transferring files among storage
facilities.

Given that data within the SEs are managed by various storage systems, it is necessary
to specify an uniform interface as well as the functionalities to be provided by different
storage systems for meeting the data management requirements of the LHC experiments.
After analyzing the data management use cases of the LHC experiments, the Storage
Resource Management (SRM) specification is designed for this purpose.

For example, moving data between two SEs requires several actions at both SEs.
Before the file transfer can start, the file at source SE may need to be staged from a
nearline storage (e.g. a tape library) to a online disk. A necessary amount of storage
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space at the destination SE also needs to be reserved. Upon the finish of the transfer,
a proper integrity check has to be made as data can be corrupted due to various issues.
Once the transfers are confirmed to be complete, both source and destination SEs are
notified to continue the necessary post-processes of management, such as assigning
lifetime to the new replica, migrating files to backend storage. Those management
works are encapsulated in the SRM specification.

Files on the grid are identified at different level using different naming scheme. The
Site URL (SURL) is used to name a file within a SE. With SURL, files in a SE can
be conveniently identified without having to know where and how they are stored
in the underlying storage facility. For indexing identical copies (replicas) of a grid
file on various SEs, the Globally Unique IDentifier (GUID) is introduced. When a
new file is created on the grid, it is assigned by the system with a GUID. Replicas of
the file will acquire new SURLs; while they share the same GUID. As the GUID

is a 40-bytes hashed string, a more user-friendly alternative to GUID is the Logical
File Name (LFN). A GUID can be associated with multiple LFNs to create aliases
referring to the same file and its replicas. Figure 4.2 illustrates the relations between
SURL, GUID and LFN. Those relationships are managed by an indexing service
called the LCG File Catalogue (LFC).

︸︷︷︸︸︷︷︸
Figure 4.2: Three different naming schemes of a grid file and their relations.

Bookkeeping large scale data movement and recovering transfer failures are tedious
works for applications and users. In addition, the amount of data transferred between
two SEs at a given time has to be controlled in order to achieve better throughput and
network utilization. To enable the control and ease the bookkeeping work, the File
Transfer Service (FTS) was introduced to deal with all necessary complexities. Through
the FTS, file transfers are scheduled on predefined “channels” connecting source and
destination SEs of the transfers. Network utilization between source and destination
SEs is then throttled by controlling the number of concurrent transfers on the channels.
The FTS also tracks transfer progresses and retries failed transfers.
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Resource management system

The “resource” we are referring to here is the computing power provided by the CE.
The uniform interface for managing jobs on the computer cluster behind a CE was
originally defined by the Globus Toolkit. It was succeeded by the Computing Resource
Execution And Management (CREAM) interface in 2011. The defined functionalities
include job submission, deletion and status checking as well as necessary file staging
mechanisms for input and output sandboxes.

With multiple CEs, it’s necessary to find the one that is capable to execute a given
job. In addition, bookkeeping on distributed jobs on multiple CEs as well as retrying
jobs upon failures are common management tasks that can be done automatically in
a systematic way. A system offering those functionalities is the so-called “workload
management system”. In the WLCG grid middleware, two workload management
systems are popularly used nowadays. Condor [121] interacts mainly with CE for
collecting resource information and uses its own resource advertising mechanism based
on ClassAds [122] for resource selection and job brokering. Built on top of Condor,
the gLite Workload Management System (gLite WMS) cooperates with the grid
information system providing more dynamic and complex algorithms for resource-job
matching.

4.1.3 Operational dynamics

One distinct feature of the WLCG is its living structure. Availability of resources
can change dynamically due to infrastructure maintenance, hardware and software
upgrades and random, unscheduled events that are expected to happen at anytime
during the application runtime.

The GOCDB is provided as a system where sites may declare scheduled and unsched-
uled downtimes. A study [123] based on the site availability statistics tracked by
the GOCDB showed that there were nearly 15,000 site interventions in the EGEE
grid during 7 years of the operation. Among those interventions, 64% are scheduled
for a planned intervention and the other 36% are unscheduled due to unexpected
incident on services. The typical duration of interventions is below 3 hours, but in
some occasions, may take up to weeks. The weekly accumulated downtime across
all grid sites is fluctuating between 100 and 200 days indicating the availability of
resources is dynamically changing at rather large scale. Some interventions are well
planned and announced few weeks in advance, but large majority of interventions is
registered vey late meaning that in most of cases users are only notified shortly before
interventions start.

Large-scale applications not taking the operational dynamics into account can suffer
by failures, resulting in serious degradation on performance. Thus, developments have
to take place on the application level to account the dynamics.
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4.2 Offline data processing on the Grid

The grid middleware discussed in previous section connects distributed computing
resources and provides basic functionalities for file and workload managements. As the
grid middleware is designed to be generic for applications, it leaves two optimization
issues to be addressed by the application running on top of it. Given an application
workflow, the first issue concerns how data should be organized in such that the
storage usage and the data-processing throughput are both optimized. Secondly,
the application should also develop strategies to deal with possible failures due
to the operational dynamics which is not fully addressed by the grid middleware.
Developments for addressing these issues need to orchestrate grid middleware services
in an application-specific way.

Focusing on the ATLAS offline data processing as one of the WLCG application, we
will discuss the developments in the ATLAS experiment for processing and managing
large amount of data on the grid. We give firstly an overview of the computing
activities involved in the workflow and discuss the challenges arising from the amount
of experimental data.

4.2.1 Activities and challenges

Figure 4.3 illustrates the entire ATLAS data processing workflow. The offline data
processing is a pipeline of three computing activities drawn in solid-lined boxes in
the figure. They are activities for “simulation”, “event reconstruction” and “group
production”.

Figure 4.3: The schematic diagram of the ATLAS data processing pipeline. The three
computing activities involved in the offline data processing are shown in solid-lined
boxes.

The activity for simulation involves computations for generating physics events and
simulating their interactions with the detectors as discussed in Section 2.2. Given the
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detector complexities, this is the most CPU intensive step of the whole data processing
pipeline. The output of this process is stored as raw data objects (RDO) providing
comparable information to the detector readouts from real collisions.

The activity for event reconstruction applies the algorithms discussed in Section 3.1 on
both simulated and data events to reconstruct physics objects from detector signals.
A detailed output of the reconstruction is written to an event summary data (ESD)
file; while less detailed summary is written to an analysis object data (AOD) file.
The reconstruction is expected to be repeated several times as physicists have better
understanding of the detector or improvements on the reconstruction algorithms.

Physics analyses can already start with data in AOD and ESD formats as the event
information is provided inclusively for the majority of analyses. In practice, analyses in
a physics group utilize only a subset of the event information. The activity for group
production is to process data in AOD and ESD formats into more lightweight ones in
which only the event information necessary for analyses in a physics group is preserved.
The lightweight data formats are distinguished in three types. DAOD and DESD are
essentially the same formats as AOD and ESD with reduced event information, while
D3PD is a format with event information stored in a n-tuple structure to be discussed
later in Section 5.1.

Computing challenges

Generally speaking, each computing activity of the offline data processing performs
as a parameter-sweep application in which the same data processing program runs
independently over data events. Thus, the computation of each activity is carried out
by independent computing jobs executed in parallel on the grid. Given the amount of
data to be processed, managing these parallel jobs through the pipeline is a challenging
task.

One challenge is to manage a massive amount of computing jobs distributed on the
grid. For instance, there were about a billion collision events collected by the ATLAS
detector in 2011. For preparing physics analyses on this amount of events, more than
30 million computing jobs were performed on the grid for the simulation and the
event reconstruction1. Given the operational dynamics of the grid resources, jobs can
fail with various reasons causing the pipeline to be blocked. Furthermore, maintaing
the software packages required by those jobs on more than 150 grid sites is also not
trivial.

Yet another challenge is to organize and maintain a large amount of data throughout the
data processing pipeline. For instance, the execution of a job relies on the availability
of the outputs from its predecessor jobs. An issue arising here is about optimizing
data movements between jobs to achieve a best data processing throughput out of

1The number is given by querying the job historical view dashboard [124] on the total number of
jobs submitted for the “MC production” activity in the context of the “MC11_7TeV” project.
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the pipeline. Furthermore, outputs from jobs need to be organized according to their
management properties such as the privilege and the lifetime. The accessibility of
outputs should be also made available to the whole ATLAS collaboration as soon as
the they are produced on the grid.

Physics studies relies on a successful offline data processing. To tackle the computing
challenges of the offline data processing, certain technical approaches and methodologies
have been developed by the ATLAS computing group through years of preparation.
We will discuss these developments in the contexts of data management, workload
management, software distribution and operation.

4.2.2 Data management

Building on top of the data management system provided by the grid middleware, the
ATLAS data management concentrates mainly on two tasks. One is to decide how to
organize data within a storage and among storages, the other is to develop an efficient
way for transferring data between grid sites. The development results in the ATLAS
data management system called Don Quijote2 (DQ2). The architecture and technical
implementation of the DQ2 system are discussed in [125]. Hereafter we focus on the
key features implemented in this system.

Dataset

The data of the ATLAS experiment consists of events. They are stored in files to be
managed by the grid middleware. For organizing the data by experimental properties,
i.e. events collected in a period of run or generated by simulation for certain physics
process, the “dataset” is introduced to group files in which events with the same
experimental property are stored. Dataset is also provided as the granularity of the
ATLAS data management given the fact that how data should be managed within the
collaboration is closely related to their experimental properties.

In view of data management, files are grouped into datasets according to their man-
agement purpose. A file can be part of multiple datasets at the same time in the
system when it is involved in various data management activities. For example, the 3
data files on site A in Figure 4.4 are grouped into dataset 1 as a primary grouping;
while two of them are also grouped into dataset 2 for the purpose of moving part
of the dataset 1 to site C. Associations between datasets and files are maintained
internally by the DQ2 system which also translates dataset managements into file-level
operations in the grid middleware layer.

In addition to the dataset-file association, each dataset replica has two important
properties for data management. The first one is the replica status indicating the data
completeness of a dataset at a given site. A dataset replica is “complete” if all the
consisting files are presented at a site or “incomplete” when some files are missing or
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Figure 4.4: An illustration showing that 3 data files at site A are grouped into two
datasets. It also shows two replication operations where dataset 1 is replicated to site B
and dataset 2 to site C. The datasets are replicated to specific storage classes according
to their retention policies. The replica of dataset 1 at site B is incomplete since file 3 is
not yet transferred to the site.

still to be transferred. In Figure 4.4, the replica of dataset 2 at site C is complete,
while the replica of dataset 1 at site B is incomplete since file 3 is not yet available
there.

The second property of a dataset replica indicates the data retention policy at a
given site. A “custodial” replica must be kept available as long as the dataset is still
valid in the system. A “primary” replica can only be deleted upon decisions from
managers. Temporary copies are marked as “secondary” replicas and they can be
removed whenever necessary to reclaim storage space.

Storage class

Datasets need to be managed differently according to their retention policy, ownership
and access permission. For instance, raw datasets from the ATLAS detector are
required to remain available until the end of the ATLAS experiment, while temporary
datasets should be removed regularly if they are no longer needed.

In the ATLAS data management, storage class refers to space on SE satisfying certain
set of data management requirements; the SE implements such a class by providing the
necessary technologies and services. For example, by placing datasets into a space on
SE of storage class “ATLASDATATAPE”, the system makes sure that those datasets
will be stored permanently on a tape archive.
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Figure 4.4 shows one example where the datasets are replicated to a different storage
class according to their retention policy. The custodial version of dataset 1 is located
at the “ATLASDATATAPE” at site A, while a primary replica of it is stored at the
“ATLASDATADISK” at site B. Dataset 2 is created for a temporary purpose therefore
its replication to site C is placed to a storage class considered as a scratch space, the
“ATLASSCRATCHDISK”.

Grid site association

Data transfer is more efficient and performant if flowing through a network path with
better reliability and larger bandwidth. In order to define and utilize the optimal
network paths among grid sites, the Tier-1 and Tier-2 sites are grouped into associations
following the tiered architecture of the WLCG. Each association consists of one Tier-1
site with several satellite Tier-2 sites. Tier-2 sites are usually associated with a Tier-1
in the same country as the network connectivity within a country is usually better
than across countries. For those Tier-2 sites not having a Tier-1 in the same country,
the association is carefully made to have decent network connectivities between the
associated Tier-1 and Tier-2 sites. Given the number of the ATLAS Tier-1 sites, 10
associations are defined2.

Following the site association, data transfers between associations is by default re-
stricted to flow through their corresponding Tier-1 sites connected with an advanced
network. One consequence of it is that, as illustrated in Figure 4.5, data transfers
between two Tier-2 sites “i” and “iv” should take a detour over their associated Tier-1
sites “A” and “B”. For the Tier-2 sites where good network connectivity is available,
this restriction is loosened to allow the direct data transfers between Tier-2 sites
across associations. These transfers are shown in Figure 4.5 as the lines labelled with
“T2D”.

Site association helps to distribute the load of managing massive file transfers globally.
In the setting of the ATLAS data management, each Tier-1 site hosts a WLCG FTS

to handle the file transfers within and into its representing association, while the
transfers to and from the Tier-0 site are managed by another FTS instance right at
CERN.

Site association also forms the structure around which the management of the ATLAS
computing activities is organized. We will discuss later how this structure plays a role
in data distribution, workload management and operation.

2Each association is nicknamed as “X-cloud” where “X” runs over a list of CA, DE, ES, FR, IT,
ND, NL, TW, US and UK, corresponding to the ATLAS Tier-1 sites at Canada, Germany, Spain,
France, Italy, Nordic countries, the Netherlands, Taiwan, the United States and the United Kingdom,
respectively. The choice of “cloud” here is unfortunate, as it is sometimes confused with the “cloud
computing” which is completely different.
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Figure 4.5: A simplified diagram illustrating the possible data transfers among Tier-0
and two associations of Tier-1 and Tier-2 sites. Transfers are presented as the arrowed
lines between sites. The direction of the data flow is indicated by the arrow, while the
line style refers to the FTS instance by which the transfer is managed. Lines labelled
with “T2D” are direct data transfers to a large Tier-2 site (i.e. site ii) without going
through its associated Tier-1 site (i.e. site A).

Data distribution

As soon as the data is produced by the offline data processing jobs, it has to be
distributed to grid sites. Data distribution serves the purposes of delivering data to
physicists around the globe, making backup copies of data, and implementing the data
flow for the data processing pipeline. To which sites should a dataset be replicated?
How many replicas of a dataset should be maintained? These are questions to be
addressed by the data distribution model of the ATLAS data management.

Following the static site association, data distribution among sites in early operation
(before 2011) was carefully planned in advance. In practice, this is an exercise of
deciding number of copies to be made available on the grid and calculating what
fraction of data a site should receive based on the storage capacity it offers. This
approach is simple and works fine as long as the amount of ATLAS data is lower than
the grid storage capacity; but when the amount of data grows significantly, it turns
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out to be an inefficient resource utilization as not all datasets are equally popular. Not
only the static data pre-placement can filled up the storage with copies of unpopular
data, it can also lead to a situation of unbalanced resource utilization in data analysis.
A site may receive lots more user jobs than the other just because some popular
datasets were transferred to it by chance.

With the direct data transfer enabled between Tier-2 sites from two associations (the
lines labelled with “T2D” in Figure 4.5), a more dynamic data distribution scheme is
introduced in 2011. When a dataset is produced, it’s only replicated up to a reduced
number of copies or even not replicated at all. Further data replication can be triggered
dynamically by the usage of it. If the dataset is highly requested by user (i.e. lots
of jobs request to run on the same dataset), a background process will replicate it
automatically to a new location to reduce the load on the original replica. Since
the dataset popularity is time dependent, the automatically replicated copies are
considered to be deletable after certain period of time when space is needed.

Apart from the pre-placement and dynamic replication, datasets can also be transferred
upon users’ requests. This on-demand data transfer provides a flexibility allowing
physics groups to plan an ad-hoc data distribution for certain data processing purpose.
Individual users can also replicate datasets to a site close by for interactive data
analysis. To avoid possibly unorganized transfers generated by on-demand requests,
requests have to be approved by managers before turning into actions. Additional
copies of data created this way is also taken into account for future data replication
and processing on the grid.

In addition, data distribution are also triggered on-demand by the ATLAS workload
management system for managing the data flow of the data processing pipeline.

4.2.3 Workload management

The ATLAS offline data processing activities are organized as computing tasks. A
computing task, in its abstract form, consists of a data processing algorithm, an input
dataset to be processed, and a resulting output dataset. A computing task breaks
down into workloads, each of them runs the data processing algorithm over certain
files belong to the input dataset, producing output files becoming part of the output
dataset.

For managing the workloads in conjunction with the ATLAS data management, a data-
centric workload management system called the PanDA Production ANd Distributed
Analysis system (PanDA) is developed. In contrast to the generic resource management
systems in the grid middleware, workload management within the PanDA system
takes into account aspects that are specific for the ATLAS computing, for instance,
the data processing pipeline, the grid site association, and the software availability.
Since the architecture and technical implementation of the PanDA system have been
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discussed elsewhere in [126], we will just highlight the key features of the system
below.

Workload brokering

In the ATLAS workload management system, each computing task is given a priority
depending on how urgent the output of it is needed by physics groups and its relative
position in the entire data processing chain. The task is then assigned to a site
association providing that all input files have at least one replica within the association,
and the corresponding Tier-1 site will have sufficient storage capacity for the output
files by the moment the whole task is finished. When there are more than one site
associations capable to run the task, the one with the least estimated waiting time for
the task to start is chosen.

Once the task is assigned to a site association, the workloads are distributed to the sites
within the association taking into account more detailed resource information. That is
by considering the resource requirements of the workloads, software availability, the
local storage capacity, computer node capacity, site downtime, the estimated waiting
time and the locations of input files.

The workloads are assigned to a grid site by putting them into a queue corresponding
to the site, waiting for necessary provisioning works to be done for executing the
workload. One of the provisioning works is to dispatch input files to the site’s local
storage if some of them are not presented at the site. Remember that the data transfer
in ATLAS acts only on datasets, moving input files requires to create temporary
datasets and replicate them to the site where the workload will be executed.

The workload is activated only when all input files are presented at the site. This is
to avoid massive and uncoordinated data access through the WAN, which is known to
be problematic and inefficient. It also opens up a possibility to utilize the native data
access protocols supported by the storage technology for performance.

Pilot-job framework

Workload execution on the grid is carried out by “grid jobs”. Generally speaking, a grid
job consists of a workload and some setups on the computer node, such as inspecting
the configuration of the computer node and setting up the runtime environment, to
ensure the workload can be executed properly on a remote resource. In a typical
approach, a grid job is configured in a way that those setups are attached to a specific
workload before it is submitted to a grid site. In the ATLAS computing, a different
approach is taken. In this approach, the setups on the computer node are detached
from the workload and generalized into a lightweight grid job called the “pilot” job.
Pilot jobs are submitted constantly to the grid sites. Upon the finish of the setup works,
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they pull activated workloads from the PanDA system and execute the workloads on
the computer nodes.

The pilot-job framework has several advantages for scalability and performance. Firstly,
the pilot jobs ensures the computer nodes are well prepared and available immediately
for executing the workloads thus the failure rate is reduced. Secondly, the pilot jobs
can be instrumented to perform workload bookkeeping or result validation making the
system scalable. Moreover, as the pilot jobs are light-weighted, job submission and
bookkeeping are less complex. The bookkeeping on the pilot jobs actually becomes less
important and can be even ignored in the sense that the pilot job status is independent
to the workload status that is the main concern of the users.

Furthermore, with the detachment between workload and pilot job, the system sepa-
rates the scheduling of workloads from the scheduling of grid jobs, the later can be
largely uncertain given the job scheduling policy varies among grid sites. A benefit of
it is that when, for example, a workload’s priority has to be increased, the system can
quickly re-schedule it on the workload level and attach it to the next available pilot
job, resulting a shorter turnaround time of the arrangement.

The pilot-job framework relies on a steady but not too aggressive supply of the pilot
jobs. A shortage of pilot jobs can generate a huge backlog of workload execution,
while the computing resources can be overwhelmed by lots of “do-nothing” pilot jobs if
they are too many comparing to the actual workloads to do. In the pilot-job supplier
(a.k.a. the pilot factory), communications with the workload manager are established
to achieve a better balance in submitting pilot jobs to the grid sites.

4.2.4 Software distribution

The ATLAS software has to be made available on a grid site for executing workloads.
Considering the analysis phase of a large physics experiment continues for several
years after the last data is acquired, the software will have long lifetime. In addition,
every 6 months there is a new release, which provides the basis of the software used in
the next round of simulation, event reconstruction and the following data analysis.
How to distribute a release efficiently to all grid sites and maintain various releases
globally are key issues to be addressed in this context.

Before 2011, the deployment of a ATLAS software release was done by submitting sets
of high priority jobs to the grid sites to run a software installation process. It assumes
that the storage for software (a.k.a. the software area) is prepared and shared by all
the computer nodes within a site; therefore, the installation job only needs to be done
once on one of the computer nodes. The installation job runs a procedure consisting
of fetching software packages from a central repository, installing packages to the
software area, configuring packages with respect to the site specification, and finally
validating the installation. Sites passing the validation will receive a new software
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tag published to the grid information system indicating the availability of the new
software release.

The software area is provided differently across grid sites in terms of space and
technology. Sites running out of space cannot receive any new releases. In this case,
additional jobs have to be submitted to those sites for removing few older releases. The
removed releases may still be used by the ATLAS community; removing them from a
site implies resource reduction for certain data processing activities. Furthermore, new
release installation at the site is delayed by the turnaround time of the deletion jobs.
Technology used for building the shared software area also affects the site scalability
and job efficiency. For instance, the widely used NFS version 2 from 1990s wasn’t
designed in the first place for handling the scale of the computer clusters nowadays,
causing a limitation factor to the number of computer nodes a site can expand without
overloading the shared software area.

In 2011, a virtual filesystem called the CVMFS [127] is adopted to deliver software
to distributed computer nodes in a fast, scalable and reliable way. The design of the
CVMFS exploits the following properties:

• Software release has fixed content. Once a release is made and deployed, none of
its consisting files will be modified.

• For one single data processing job, only part of the files and libraries from one
release are used.

• A more recent software release is usually used more often than earlier releases;
or there are usually some releases more popular than others.

Instead of installing software releases physically at sites, they are installed centrally
in a very large software repository. Using the CVMFS, files added to this repository
appear immediately in all computer nodes on the grid; while their contents are only
fetched when they are opened on the computer nodes.

Given the fact that fetching file contents from the central repository is simply a reading
process, the system employs the reliable and scalable HTTP protocol, by which the
load on the central software repository can be easily delegated to the proxy servers
provided by the grid sites. The file contents used by previous jobs are cached on the
proxy server as well as the computer node’s local disk. The following jobs using the
same contents will benefit from reduced latency for content fetching. Integrity of file
contents between the central repository and caches are maintained by the CVMFS
system.

CVMFS provides immediate availability of software releases since it only needs to
be installed physically once at the central repository and the delivery to the site is
triggered by the actually usage. It also removes the scalability limitation coming from
having large amount of computer nodes sharing a common software area within a
site.
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4.2.5 Operation

The “operation” here refers to the management of the systems and services we discussed
before to ensure that the outcome of the offline data processing meets the requirement
from the physics community. The requirement can be a data delivery deadline,
workload priority, or how data should be distributed among grid sites.

The ATLAS offline data processing is executed on a complex system built upon
distributed services. The scale of data to be processed for enabling physics analysis
also pushes the system to its limitation. Any issue concerning resource and service
reliability can result in significant delay of physics analysis, affecting consequently
the quality of physics measurement. In order to deliver the data required by physics
analysis in time, the operation of the ATLAS computing plays an essential role for a
smooth offline data processing. We will discuss in the following how the operation is
organized.

Operational hierarchy

Given the layered structure and the scale of the system, the operation of the ATLAS
computing is structured in a three-level hierarchy as illustrated in Figure 4.6. From
top-down, they are “central operation”, “regional operation” and “site operation”.

Figure 4.6: The operational hierarchy of the ATLAS offline data processing.

In terms of the scope, the central operation is more workflow oriented making sure
the requirements from the physics community are fulfilled and the data is delivered in
time, while the site operation is more resource oriented concerning more about the
accessibility and reliability of the computing resources at the grid sites. Being aware
of the data processing requirements and the resource capability, the regional operation
in the middle coordinates necessary configurations to achieve better data processing
performance within a grid site association.

Following the distributed nature of the grid, operation also takes place in a distributed
manner. The central operation is performed centrally by a small group of experts.
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In contrast, the site operation is rather distributed as it has to be carried out by
system administrators at the grid sites. The distributed efforts are communicated and
coordinated via several means, such as regular meetings, mailing lists, ticketing systems,
in order to achieve a smooth and successful operation for the data processing.

Operational shifts

Since the offline data processing runs 24 hours a day and 7 days a week, shifts are
introduced to achieve round-the-clock monitoring and issue reporting to the operation
units mentioned above. A central operation shift is setup to monitor the first-pass
data processing at CERN as well as the following data distribution to Tier-1 and
Tier-2 sites. In addition, the Atlas Distributed Computing Operations Shift (ADCoS)
is organized in three different timezones: Asia-Pacific Timezone (00-08 CET), the
European Timezone (08-16 CET) and the American Timezone (16-24 CET), overseeing
the data processing activities taking place at Tier-1 and Tier-2 sites. Shifters are
supervised by on-call experts.

When an issue is observed, shifters and on-call experts provide first-line investigation,
trying to identify the cause of the issue. Once the cause is identified, they make contact
with relevant operation units through well-defined tools (e.g. a ticketing system) for
necessary operational actions to resolve the issue. Before the site functional test (dis-
cussed below) is introduced, shifters are also responsible for excluding malfunctioning
sites and services from being used by the data processing, and including them back
once issues are resolved.

System monitor and functional tests

In a distributed system, the system monitor helps operation to spot issues happening at
a remote site or service. It also provides auxiliary information for finding the cause of
an issue. Monitoring the data processing activities requires integration of information
provided by services in the grid middleware layer, the DQ2 data management system,
and the PanDA workload management system. The dashboard system [128] is designed
to be the common framework for retrieving, processing, integrating and displaying
the information for various operational purposes. Based on the dashboard system, a
collection of monitoring pages [129] has been developed in the context of the ATLAS
distributed computing.

Given the latency of collecting and processing distributed information for system
monitor, before an issue appears on the monitor, it may have already caused massive
failures. In addition, excluding/including sites and services for being used by the data
processing is a routing work that can be automated to reduce manual interventions
from the shifters and on-call experts. Thus, functional tests are introduced to run
in the background of the actual data processing activities, providing early detection
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of failures due to malfunctioning sites in particular. The tests cover a range from as
basic as transferring a dummy file to as advance as running a data processing job at a
site. By assessing regularly the “baseline” services provided by sites, issues detected
by the functional tests are taken into account by an automatic mechanism to exclude
malfunctioning sites from being used by the actual data processing activities. A
notification is also sent automatically to the responsible operation units to draw their
attentions on the observed issues. Later on, when excluded sites pass again the tests,
they are automatically included again for the data processing. The HammerCloud
framework [130] is developed for generating the tests and reporting problematic
sites.

4.3 Performance and efficiency

The ATLAS offline data processing has been running in production mode on the
WLCG since the first ATLAS data taking in 2009. The success has already been
shown by its capability and efficiency in delivering data for various physics researches
to take place, and proven to be essential for the research of this thesis.

Based on the bookkeeping and accounting information collected during years of
operation, we will demonstrate the performance and efficiency that has been achieved
in managing data and workloads of the offline data processing.

4.3.1 Data management

Figure 4.7(a) demonstrates that ATLAS is capable to produce and manage data in
petabyte scale. A notable increase on the data production rate around March 2010
corresponds to the first data taking on collisions at 7 TeV. With a continuous LHC
operation from 2010 to 2012, the data grows in a steady rate of 30-40 petabytes per
year. By the end of 2012, the total amount of ATLAS data on the grid storages has
been accumulated to more than 120 petabytes.

Concerning the number of datasets, Figure 4.7(b) shows that there are more than 5
million datasets managed by the DQ2 system. The number of datasets is in general
increasing over the time; nevertheless, the fluctuations show that datasets are also
removed regularly, in particular a more intensive dataset deletion can take place at the
beginning of each year to make room for the new data to be produced in the coming
year.

The monthly average of the data transfer throughput as well as the success rate
between March 2009 and the end of 2011 are shown in Figure 4.8. The throughput is
calculated as total amount of data being transferred in a month divided by the length
of the month; while the success rate is defined as the ratio between successful and total
transfers in a month. The transfer throughput before March 2010 was relatively lower
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Figure 4.7: Monthly evolution of the total amount of the ATLAS data on the grid
storages in terms of (a) size in petabytes and (b) number of datasets. Both the size and
number of datasets include dataset replicas.

as the data was produced in a lower rate with the 900 GeV collision energy. With
the site exclusion mechanism implemented in early 2010 to prevent data transfers to
malfunctioning grid sites, the data transfer success rate was improved from 80% to
90%.
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Figure 4.8: Monthly evolution of the throughput and success rate of the ATLAS data
transfer activities from March 2009 to December 2011.

Starting from the 7 TeV data taking in March 2010, the ATLAS data management has
been running a steady data transfer rate of 2 gigabytes per second over years with an
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overall efficiency of 90%. In certain occasions when data are more intensively produced,
one can see the system is capable to achieve a throughput up to 4 gigabytes per second
without the degradation on the efficiency. The significant drop of success rate in
November and December 2010 was caused by the loads from both an intensive event
re-reconstruction on full 2010 data and the first data taking on heavy-ion collisions
(as one can see the throughput was pushed up to 5 gigabytes per second), and an
unexpected power cut at CERN in December.

Data transfer can fail due to transient issues such as temporary high load on the
SE or persistent issues such as disk failure. Failed transfers are retried by the FTS.
For transient issues, they usually succeed with the following attempts. For those not
managing to succeed with the retry mechanism, operational efforts are involved to
investigate the main cause and resolve the issues.

4.3.2 Workload management

The ATLAS offline data processing has achieved a remarkable scale. The accounting
in Figure 4.9 shows that the data processing in 2011 has been carried out by 78
million grid jobs consuming more than 46 thousands years of wall-clock time for the
computation.
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Simulation Event reconstruction

Group production Output merging

total number of jobs: 78,382,023

(a)
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total wall-clock time consumption: 46,804 years
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Figure 4.9: The scale of the ATLAS offline data processing activities on the WLCG
in terms of (a) total number of completed grid jobs and (b) the accumulated wall-clock
time consumption in year 2011.

With the responsibility of simulating the interactions between particles and the complex
ATLAS detector, the simulation is not surprisingly the most time consuming process
among all activities. The event reconstruction and group production also utilize a
significant amount of computing power. In addition, one notes from the figure a
special type of “output merging” process taking less than 1% computing power. It is
the process responsible for merging small output files into larger ones, recognizing
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that managing and accessing larger files on the grid storage is more efficient and
cost-effective.

During the workload execution, there is an overhead for staging input/output data
from grid storage to the computer node. The averaged CPU utilization fractions of the
grid jobs shown in Figure 4.10 reflect to this I/O overhead concerning different data
processing activities. The CPU utilization fraction of a grid job is calculated as the
fraction of the CPU time consumption over the elapsed time of the job. As expected,
the simulation is the most CPU intensive process. For the event reconstruction and
group production, the CPU utilization fraction reaches more than 80%. As an I/O
intensive process, the output merging have significant I/O overhead and utilize just
35% of the CPU.

CPU utilization fraction

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

Output merging

Group production

Event reconstruction

Simulation

Figure 4.10: CPU utilization fraction of the grid jobs corresponding to different data
processing activities. All completed jobs shown in Figure 4.9(a) are taken into account.

Figure 4.11 shows that the success rate of the grid jobs is in general higher than 90%
as the workloads are centrally prepared and tested carefully before they are launched
in scale. By analyzing the error codes collected by the PanDA system, job failures
are categorized in Figure 4.12.

The largest category of “input/output error” indicates that jobs failed mostly during
the input and output staging. This type of failure usually has connection with issues on
the SE. It can be due to high load on the SE, issues with the network communication
between the SE and the computer node, or hardware problems of the SE resulting in
missing or corrupted input files.

The second largest type of failure is caused by the “runaway jobs”. Runaway jobs are
those killed either by the PanDA system when they are running longer than expected
or by the batch system behind the CE as their resource usage exceeds the limitation.
Hardware problems on the computer node can cause the workload execution to idle,
resulting in long running jobs. Jobs can run over the resource limitation because they
require longer wall-clock time or more memory to process certain data events with
more complex structure in it, or due to a bug in the data processing software. In
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Figure 4.11: Fractions of grid jobs in different status corresponding to different data
processing activities. All completed jobs shown in Figure 4.9(a) are taken into account.
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Figure 4.12: Categorization of grid job failures based on the error code and job logs
in the PanDA system. All failed jobs in Figure 4.11 are taken into account. See text
for the explanation on the categories.

addition, jobs losing contact with the PanDA system due to network issues are also
counted into this category.

Failures during the execution of the workload fall mostly into the following two
categories. The “runtime failure” considers those with error codes recognized by the
system; others are counted into the “undocumented error”. Both types of failures are
somehow related to the configurations of the data processing algorithms and hence, they
require careful inspections from the operation and the algorithm developers.

The type of “software missing” sums up the failures in loading necessary software release
or libraries for executing the workload, while the workloads not being processed more
than 3 days after their creation are counted as the “expired jobs”. “DDM failure” refers
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to the case when jobs fail to cooperate with the DQ2 system for data management
such as replicating output datasets to a target SE. Rarely happened problems are
categorized as “misc”.

Job failures due to transient issues can be recovered automatically by the retry
mechanism built in the PanDA system. For the rest of failures, operational efforts
are required to coordinate necessary fix to cure the problem.

Conclusion and outlook

With the developed system, the offline data processing has been performed in large
scale using the grid technology. Massive data transfers and workload executions are
managed with a 90% success rate, though operational efforts are required to overcome
the remaining 10% of failures. Due to the dynamics of the grid and the complex
of the system, some issues are unfortunately unavoidable. Lessons learned from the
operation [131] provide valuable input for developing advanced services in the system
to work around those issues efficiently without the need for manual intervention.

Although the offline data processing has been successfully delivering data in time for
physics analysis, new computing challenges are waiting ahead when the LHC will be
restarted in 2015. Not only the machine will reach its design capacity, the trigger
rate of the ATLAS detector is also targeted at 1 kHz (about 2 times faster than
data taking in 2011 and 2012) to give big advance to physics studies. Therefore, the
amount of computing resources required for the offline data processing is foreseen to
be significantly larger than it is today [132]. Apart from requesting more resources
from the collaborating grid sites, new systems aiming for better resource utilization in
the data and workload managements are under development. Possibilities of exploiting
additional computing resources provided by, for example, the super computer or the
cloud computing system (see Chapter 5), are also of interest. Various R&D activities
have been conducted in the context of the ATLAS computing to investigate the use of
those resources for the offline data processing in the future.

4.4 Summary

The offline data processing is a necessary step to prepare data for all physics analyses of
the ATLAS experiment. Given the high collision rate of the LHC and the remarkable
efficiency of the ATLAS detector, it requires a world-wide collaboration to tackle the
computational challenges arising from the massive amount of data to be handled.

How the distributed computing resources are integrated for the LHC computing were
introduced. The integration results in the WLCG system in which the middleware layer
provides necessary protocols and interfaces allowing applications to access distributed
resources seamlessly as a single infrastructure.
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We also discussed the data and workload management systems developed specifically
for the ATLAS experiment in order to achieve an ultimate goal of the offline data
processing: delivering data in time for physicists world-wide to carry on for researches
and discoveries.

The goal, as demonstrated, has been achieved successfully given the fact that a remark-
able number of physics studies has been carried out within the ATLAS collaboration
since 2009. Without the achievement, the Higgs boson would not have been found
and our search for single top quark production would not be possible. Building on
this achievement, new developments are taking place now in the ATLAS computing,
aiming for addressing new challenges in 2015.
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With the data prepared by the offline data processing, subsequently physics analyses
are carried. Due to its small cross section, the search for single top quark production in
the Wt-channel requires thorough analysis on large amounts of data. The throughput
of the data analysis has impact not only on the time it takes to make the measurement,
but also on the feasibility of repeating the analysis for improving the quality of the
measurement .

Looking into the data analysis workflow of our search for single top quark production
in the Wt-channel, the aim of this chapter is to obtain an optimal setting in computing
for better data analysis throughput. In Section 5.1, we introduce the workflow of our
user data analysis utilizing the D3PD datasets and discuss the computations required
for a complete analysis. In Section 5.2 and 5.3, we analyze the timing information
collected at runtime and compare the optimization of the data analysis throughput on
two different computing systems: the WLCG and a system called “the cloud”.

5.1 The workflow

Our data analysis in the search for single top quark production in the Wt-channel
uses the D3PD datasets, produced centrally by the top-quark research group in the
ATLAS collaboration (referred hereafter as TopD3PD).

Figure 5.1 shows a schematic illustration of the TopD3PD format. The TopD3PD is a
n-tuple with elements of event properties essential to the top-quark related studies.
There are event-wise properties such as the detector run number and event id, and
properties of reconstructed objects such as the four-momentum of final state particles.
For the events generated by the Monte-Carlo simulation, properties of the generated
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︸︷︷︸ ︸︷︷︸ ︸︷︷︸
Figure 5.1: Schematic illustration showing the layout and the contents of the TopD3PD
n-tuple.

Figure 5.2: The data analysis workflow using the TopD3PD datasets.

particles (the truth information) are also presented. Each event is represented as a
entry in the table of the n-tuple.

Our data analysis workflow on TopD3PD datasets is illustrated in Figure 5.2, and it
consists of four subprocesses:

• The EventLoop process runs over all events in the TopD3PD datasets. The
main purpose of this process is to apply the event selection criteria we have
discussed in Section 3.2 to select signal-like events. In order to give flexibility for
applying different object calibration algorithms, some calibrations discussed in
Section 3.1 take place in this process. In addition, derived observables needed for
physics studies in later steps are calculated here using the information available
in the TopD3PD datasets. For example, the mass of a W boson decaying into
two quarks is reconstructed within the EventLoop process by summing up the
four-momenta of two properly selected jet objects.

• The histogram making process runs over the signal-like events selected by
the EventLoop process. It creates histograms to represent event distributions for
physics observables, and it is our first examination on how well a physics process
is described by simulation. Subsequently, our search will be narrowed down to
an area in the phase space where the signal is more clear and significant (see
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Chapter 7).

• The physics analysis process consists of physics studies based on the event
distribution histograms. They are studies of estimating the QCD and the W+jets
backgrounds from data (see Chapter 6), performing the measurement on the
signal cross section and studying possible uncertainties on the measurement (see
Chapter 7). In the case of the QCD and the W+jets estimation from data,
results are provided back to the histogram making process for another iteration
to include the corrected QCD and W+jets backgrounds.

For a complete analysis, the three processes have different characteristics in terms of
number of iterations and the required computing power:

• The EventLoop process needs to be repeated if there are changes of event
properties in the TopD3PD datasets. This happens each time the ATLAS or
simulated data are reconstructed with improved algorithms. For evaluating the
systematics, additional iterations are performed on the simulated events, each of
them adjusts event properties to account a source of the systematics. Given the
processing rate of 40 events per second on a single computer (to be discussed
later in Figure 5.3), running one iteration over the full TopD3PD sample with
760 million events in total requires more than 200 CPU days of computing power.
Taking into account a minimal number of 10 iterations on the simulated events
for evaluating the systematics, the EventLoop process requires at least 3 CPU
years for a complete data analysis.

• The histogram making process is repeated whenever the event distribution
is modified following a new iteration of the EventLoop process or an update
on background measurements, e.g. better estimates on the QCD multi-jet and
W+jets backgrounds. With the amount of events reduced by the EventLoop
process, the total computing power needed for one round of this process is about
few CPU days.

• The physics analysis process takes few CPU hours for one iteration. During
the analysis, several interactive iterations are necessary to adjust settings of
algorithms for optimizing the measurement and evaluating the uncertainties of
the measurement.

As the majority of the computation is involved in the EventLoop process, the through-
put of our user data analysis depends on how fast the EventLoop process can be done.
Moreover, the faster the EventLoop process can be done, the more feasible it is to
repeat the analysis to improve the quality of the measurement, by either fine-tuning
the analysis method or including the latest reconstructed data. For those reasons, we
will concentrate on the EventLoop process for the rest of this chapter and discuss how
it’s performed on different computing systems.
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5.1.1 The EventLoop program

The logical structure of the EventLoop program is illustrated as Algorithm 1. The
program loops over event entries in the D3PD n-tuple. For each event, kinematic
properties of physics objects are firstly adjusted accordingly for object calibration
or systematic variations. Based on the adjusted properties, objects are selected.
If the event fulfills the event selection criteria, calculations take place to derive
additional observables needed for physics studies. Finally, object properties and
physics observables of the selected events are written to a smaller n-tuple as output.

Algorithm 1 The pseudocode of the EventLoop program
Input: D3PD event n-tuple in
Input: calibration algorithm a
Input: object selection criteria o
Input: event selection criteria s
Output: output n-tuple out
1: repeat
2: read next event from in
3: adjust kinematic properties of physics objects by a
4: select physics objects by o
5: if s is fulfilled then
6: calculate additional observables
7: write observables and object properties to out
8: end if
9: until end of in

After profiling the EventLoop program, Figure 5.3 shows that the time spent on the
event reading (i.e. line 2 in Algorithm 1) takes up to 43% of the total processing time.
One notes that the profiling is done with D3PD events already present on the disk
of the computing node. In a realistic case, the data event has to be staged from a
remote storage by either transferring whole data file to the computer node before event
reading, or performing the event reading over network, which adds an extra amount
of time to the event reading. Thus, the performance of the EventLoop program is
determined by the efficiency of the event reading.

Factors affecting throughput

To analyze the EventLoop throughput, we formulate it here in relation with key factors
we will be measuring and discussing in the chapter.

Generally speaking, an EventLoop process is divided into multiple workloads, each
of them runs the EventLoop program independently over an equal amount of events.
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Figure 5.3: Distributions of the total elapsed time for processing an event (line 2-8
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Figure 5.4: An EventLoop process split into 4 identical workloads executed in parallel
by two identical processors. The total core time consumed by the whole process and the
total elapsed time to finish the process are indicated accordingly as Tcore and Telapsed

along the time line.
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As illustrated in Figure 5.4, the elapsed time of the EventLoop process (Telapsed) is
related to the total core time consumption (Tcore) and the number of processors being
used in parallel (Nproc) as

Telapsed ∝ Tcore

Nproc
(5.1)

With the elapsed time of the EventLoop process, the EventLoop throughput is then
defined as

throughput =
Nevents

Telapsed
(5.2)

where Nevents is the total number of events to be processed. Given Nevents a constant,
the throughput is discussed in terms of Telapsed throughout this chapter.

Assuming the wall-clock time of executing workload i is twall
i , the total core time

consumption Tcore in Equation 5.1 is now written as

Tcore =
∑
i

twall
i (5.3)

In a practical situation, system overhead and I/O latency experienced by workload i
take part of twall

i . For understanding their impact on the EventLoop throughput, we
relate twall

i further to the CPU utilization fraction, ri, defined as

ri =
tcpui

twall
i

(5.4)

where tcpui is the CPU time consumed by workload i.

ROOT I/O optimization for event reading

As mentioned earlier, event reading efficiency is essential to the EventLoop performance.
Thus, it’s important to understand the data structure of the D3PD n-tuple and apply
possible optimizations for event reading.

As illustrated in Figure 5.5, the D3PD n-tuple is represented by an object called
“TTree” of the ROOT [133, 134] framework. The TTree object contains branches, each
of them is associated with a n-tuple element to hold data of the corresponding event
property. Each branch has a memory buffer called “basket”. The buffer has a fixed
size of 32 kilobytes by default. When filling the event data into the n-tuple, event
properties are firstly stored in their corresponding baskets. Data in a basket is then
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Figure 5.5: Schematic illustration showing how the properties of two events in a D3PD
n-tuple are structured into a ROOT file. Each n-tuple element is associated with a
TTree branch by which the data of event property is stored in a fixed-sized memory
buffer called basket. Baskets are colored to indicate their associations with different
n-tuple elements. Data in a basket is flushed out to the ROOT file when the basket
is full, and hence they are drawn in unit of basket in the ROOT file with numbers
indicating the events whose data is contained in the basket. The data structure in the
ROOT file illustrated here shows a case that the baskets for properties el_pt and el_E
are flushed twice before baskets for other properties are flushed out to the file.

flushed out to the ROOT file on disk whenever the basket is full. Optionally the data
can be compressed before being written to disk.

Since the event properties can vary in size, branches are not filled up and flushed out
to the file at the same time. This leads to a situation that the properties of a single
event may not be placed continuously in the ROOT file. Therefore, reading the event
data requires multiple seek and read operations on the file, which turns out to be
inefficient.

For addressing the inefficiency, ROOT introduces a so-called “TTreeCache” that
manages a memory buffer for caching the event data read from the file. Details about
how TTreeCache plays a role in optimizing the ROOT I/O performance are discussed
in [135]. Essentially, it allows ROOT to plan ahead and fetch more event data in
a system’s read() call on the file. With more event data already presented in the
memory cache, following requests of event data can then be served from memory
rather than doing seek and read operations on the file.
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The optimal size of the TTreeCache depends on the content of the D3PD n-tuple and
the way data is read into the analysis. To determine the optimal size for our EventLoop
program, a simplified test is conducted to perform only the event reading (i.e. skipping
line 3-8 of Algorithm 1) from a TopD3PD file consisting of 10,000 physics events. We
also compare the event reading on local disk with the reading over network.

The event reading rate in relation to the TTreeCache size is shown in Figure 5.6. As
suggested [135], event reading over network benefits largely from having the TTreeCache
enabled. Up to the size of 100 megabytes, the event reading rate increases promisingly
while enlarging the TTreeCache size. The improvement becomes uncertain or rather
marginal if going further to more than 100 megabytes. Based on the observation, we
set 100 megabytes as our optimal TTreeCache size.
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Figure 5.6: Rate of reading events from a TopD3PD file consisting of 10000 events.
The rate is measured with different configurations of the TTreeCache size. Event reading
on local disk is compared with the reading over network using storages and protocols
provided by the data centers at SARA, NIKHEF and CERN.

We also observed that the overall network traffic generated by the event reading is
reduced by enabling the TTreeCache. Figure 5.7 shows the network traffic during two
tests of reading a 1-gigabyte TopD3PD file 10 times. The total amount of data being
read over the network can be seen as the area under the histograms. It is about 40
gigabytes when the TTreeCache is disabled (the histogram on the left), 4 times larger
than necessary. This is due to the fact that ROOT intrinsically reads data from file
in unit of basket. When an event property is requested, ROOT actually reads in the
entire basket from file in which the property is stored. Without the TTreeCache, same
basket has to be read several times from file if event properties are requested by the
analysis in a random order. Enabling the TTeeCache prevents multiple reading on the
same basket and hence reduces the network traffic. On Figure 5.7, the histogram on
the right shows the network traffic when the TTreeCache is enabled. The area under
the histogram is about 10 gigabytes which is close to the amount of data one actually
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needs for the test.
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Figure 5.7: Network traffic generated by two tests of reading a 1-gigabyte TopD3PD
file 10 times over network. The time axis shows the clock time on the day when the two
tests were conducted.

5.2 Data Analysis on the Grid

As suggested by Equation 5.1, the more processors (Nproc) we can mobilize in parallel,
the shorter the EventLoop elapsed time. Although the majority of the resources on the
WLCG are taken by the offline data processing, there is still a considerable amount
of resources available for user data analysis. To benefit from this large amount of
computing resources, our primary approach is run the EventLoop program on the
WLCG.

As we have mentioned earlier, an EventLoop process consists of multiple workloads.
The execution of workloads on the WLCG are carried out by the grid jobs.

5.2.1 The user toolkits

Unlike the offline data processing that is centrally managed and operated, data
analyzers are responsible for managing the workloads as well as the data themselves
on the grid since the analysis program is mostly developed for a specific study.

On the other hand, user analysis on the grid can benefit from the achieved efficiency
in data and workload management by taking advantage of the development and
operational effort investigated for the offline data processing. As a result, users are
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provided with two toolkits, pathena and Ganga, that are integrated with the data and
workload management systems developed for the offline data processing.

The two toolkits distinguish themselves from each other by their design principle,
featuring different approaches of workload management for users to chose. An overview
of possible ways to manage data analysis workloads using Ganga and pathena are
shown in Figure 5.8. These two toolkits serves as interfaces to various workload
management systems, enabling data analyzers to utilize distributed resources provided
by the WLCG or a local computer cluster.

Figure 5.8: Overview of possible ways to manage data analysis workloads on distributed
computing resources using the two user toolkits: pathena and Ganga. The arrow indicates
the flow of the workload submission.

User toolkit: pathena

The pathena toolkit is designed explicitly to performe data analysis workloads through
the PanDA system. It is developed as a light-weight client consisting of a set of
command-line tools allowing users to interact with the PanDA system for workload
submission and bookkeeping.

The tool for workload submission translates user arguments, such as user algorithms,
input and output datasets, into analysis workloads and sends them to the PanDA
server together with sandboxes in which user codes are presented. Each workload
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is given by the PanDA server an unique ID as the reference for bookkeeping. The
interface of the workload submission tool is customized in such that the usage of it
is similar to running the data analysis interactively on a desktop computer. With
the similarity, the tool can be adopted quickly to migrate analysis workloads from a
desktop computer to the grid.

With the workload ID, one can use the bookkeeping tool to retrieve the workload
status or to cancel the workload in the PanDA system if needed. The bookkeeping
tool has an interactive interface with scripting capability for performing workload
management in batch.

User toolkit: Ganga

Different to pathena, the design of Ganga [136] aims at providing a general and
extensible end-user framework for managing workloads on various distributed systems.
With the object-oriented design, Ganga defines a computing task1 as a composition of
six basic abstract objects as illustrated in Figure 5.9.

Figure 5.9: Abstract objects of a computing task in Ganga and their example imple-
mentations (plugins) supporting the ATLAS data analysis.

The “Application” object describes the actual computation (i.e. the workload). Inputs
and outputs of the workload are defined respectively by the “InputData” and the
“OutputData” objects. The “Backend” object specifies the computing system on
which the task is executed. The “Splitter” and “Merger” objects are used to specify

1Since Ganga was originally designed to interface with the batch system of a computer cluster, a
computing task is actually called “job” in Ganga. It should not be confused with the “grid job” we
are referring to in this thesis, which is the one performs the workload execution on a computer node.
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mechanisms for parallelizing the task into workloads and for combining outputs into
final results. Concrete implementations of those abstract objects are plugins. As
the implementation follows a well-defined schema and interface, plugins of the same
abstract object are highly inter-changeable. By exploiting this feature, Ganga offers
possibilities to migrate data analysis computations from one system to another by
replacing the “Backend” plugin interfacing with a different workload manager.

GANGA provides a simple but flexible programing interface allowing users to create,
manipulate and manage workloads programmatically in scripts or interactively through
a command-line interface. Bookkeeping and routine works of management such as
status checking, output downloading, failure recovering are handled automatically by
the core of the framework.

5.2.2 Efficiency of global user data analysis

Within the ATLAS collaboration, many data analyses are performed on the WLCG.
According to the statistics [137], more than 1,500 users have run their data analysis
workloads on the WLCG and the average data analysis throughput is approximately
366,000 workloads per day. Figure 5.10 indicates that user data analysis utilized about
22% of the grid resources in 2011 in terms of the wall-clock time consumption. It is
interesting to note that this fraction is not too far from the 29% predicted by the
ATLAS computing technical design report in 20052 [105].

Figure 5.11(a) shows that the success rate is about 77% for the grid jobs running the
data analysis workloads. A breakdown of failures is given in Figure 5.11(b). Unlike
the offline data processing (Figure 4.12), the runtime failure becomes the dominant
issue. It can be understood as the fact that user analysis codes are usually developed
on a specific computing system; they may not be properly tested at the first place to
cope the heterogeneity of the grid resources. Despite the failures coming from the user
analysis codes, a study [137] showed that only 13% of the failures can be successfully
retried. To help users deal with the rest of failures, a discussion forum is setup to
establish the communication between the users, the experts (i.e. experienced users),
and the operational shifters.

Similar to the offline data processing, grid sites are also tested regularly by the
HammerCloud system [130] to protect users against temporarily malfunctioning sites.
Sites failing any functional tests on two or more successive runs are temporarily
excluded so that no further analysis workloads will be brokered to the sites.

2The prediction in the ATLAS computing technical design report assumed 600 active analysis
users, each of them requires an average of 15 KSI2k CPU resource concerning possible user analysis
scenarios. With the assumption of 60% analysis efficiency, it adds up to totally 15 MSI2k of the CPU
resource consumption for user analysis, which is equivalent to 29.6% of the predicted 50.6 MSI2k for
all ATLAS grid computing activities summarized in Table 7.2 of the report.
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Figure 5.10: The total wall-clock time consumption on the WLCG in year 2011 split
into the offline data processing and the user data analysis activities. Other computing
activities such as software validation are ignored here as they consumed negligible
amount of wall-clock time.
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Figure 5.11: Statistics of the grid jobs running the data analysis workloads in 2011:
(a) the fractions of completed grid jobs in different status, and (b) the categorization of
failures.
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5.2.3 Throughput of the EventLoop process

Although the overall throughput and success rate of the global user analyses on the grid
is promising, out main interest is what it implies for the throughput of the EventLoop
process.

To answer this question, we setup a study to analyze the throughput of a EventLoop
task running over the simulated events of the tt̄ process. The task is split into 271
workloads, each of them processes 60,000 events. To simulate the real situation during
the data analysis lifecycle, the same task is repeated several times to investigate the
effect coming from the dynamics of the grid system.

In a heterogeneous system like the grid, the time spent on executing the workload can
vary depending on the resource capacity. Figure 5.12 shows the distributions of the
CPU time and wall-clock time of the workloads running on the WLCG. The CPU
time consumption is closely related to the processor capacity. According to the the
means and the standard deviations of the distributions, one sees that the variation of
the CPU time consumption is about 15% of the mean value indicating that the effect
from the processor capacity is not significant.
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Figure 5.12: Distributions of the CPU and wall-clock time of the EventLoop workloads
running over 10,000 events on the WLCG. The mean values and the standard deviations
are shown in the legend.

On the other hand, the deviation on wall-clock time is about 40% of the mean value
suggesting that the event reading performance and other system overhead are widely
different between grid sites. This observation is supported by the CPU utilization
fraction shown in Figure 5.13 with relation to grid sites. Not only the mean value
ranges from 0.48 to 0.88 across grid sites, the error bars also indicates that large
deviation can happen at the same grid site.
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Figure 5.13: Comparison of CPU utilization fractions between workloads running at
different grid sites. For a given site, the mean value as well as the standard deviation of
the CPU utilization fraction among the workloads running at the same site are shown.
Grid sites are indexed by alphabets “A”-“S” and categorized into various I/O protocols
used for event reading. From left to right, sites “A”-“H” and “I”-“P” are two groups of
sites using dcap and rfio protocols provided by dCache and DPM storage technologies,
respectively. Site “Q” uses the GSI-secured dcap protocol with dCache, site “R” uses
the GSI-secured FTP protocol with DPM and site “S” uses file protocol with STORM
storage technology. Site indices followed by “:d” indicate that workloads at these site
read event data directly over the network, while workloads at other sites copy firstly
the event data file to the computer node and read events from the local disk. Within a
category, sites are sorted by the measured CPU utilization fraction.

We also observed that widely varying CPU utilization fraction has direct impact on
Tcore. Measured from 20 runs of the same EventLoop task, Figure 5.14(a) shows a
trend that the higher the CPU utilization fraction, the lower Tcore the task consumes.
On the other hand, the expected correlation between Tcore and Telapsed in Equation 5.1
with an assumption of a constant Nproc is not observed, as we see in Figure 5.14(b)
that Telapsed is rather independent to the CPU utilization fraction or even largely
uncertain with a given CPU utilization fraction. We need to inspect the profile of
Nproc to understand its impact on the throughput.

On the grid, Nproc is in fact not a constant value as the resource available for processing
workloads changes dynamically. Therefore it can only be assessed alternatively by
looking into the evolution of the number of running workloads. In Figure 5.15, the
number of running workloads as well as the accumulated number of finished workloads
are shown along the timeline of the task execution. Time 0 is taken as the moment
the first workload is submitted to the PanDA system. The two sub-figures correspond
to two runs of the same task started at different moment in time.

Comparing the maximum Nproc, the run in Figure 5.15(a) managed to reach as many
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Figure 5.14: Measurements of (a) Tcore and (b) Telapsed from 20 runs of the same
EventLoop task, as a function of the averaged CPU utilization fraction taken as the
mean of the CPU utilization fractions of the workloads in a run.
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Figure 5.15: Time evolutions of the number of running workloads and the accumulated
number of finished workloads from two runs of the same EventLoop task. The two
runs are taken from those providing measurements in Figure 5.14. Time 0 indicates the
moment when the first workload is submitted to the PanDA system.
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as 200 processors, while the run in Figure 5.15(b) utilized only up to 100 processes at
maximum. A more distinct difference is that there is always processors available for
the run in Figure 5.15(a); in contrast, the run in Figure 5.15(b) cannot be processed
continuously due to the lack of available processors. As a result, the total elapsed time
of the same task differs largely between the two runs: 9,000 versus 55,000 seconds. We
also checked that the total core time consumption of these two runs differ by only 6%
(219 versus 232 hours). Thus, the large difference on task elapsed time is mainly due
to the resource availability at certain moment in time which can be understood as
follows.

As the grid resources have to be shared among data analysis users, the PanDA system
schedules user analysis workloads to avoid resources being occupied by a single user.
For every fresh user, the first set of workloads will have the highest priority in the
system, while the priority decreases gradually as the number of waiting workloads from
the same user increases. The prioritized workload is assigned to a site according to
its input locality and the estimated turnaround time of the workload. The workloads
assigned to a site are processed in order of their priorities.

With this mechanism, the user’s first set of workloads are usually started as soon
as the resource provisioning works (i.e. runtime environment setup and user code
compilation) are completed. With the decreased priority, the following workloads may
not be started immediately since the resources can be taken by the workloads from
other users with higher priorities. The competition in getting resources for workloads
results in the peaking structure in the evolution of the running workloads over the
time.

When the number of high-priority workloads waiting at the site is little, the resources
are mostly taken again by the following workloads thus a reasonable number of running
workloads can be maintained as shown in Figure 5.15(a). If the site happens to be
occupied by high-priority workloads or has a system downtime, the following workloads
have to wait for resources to become available again, causing an idle between two
batches of workload executions as in Figure 5.15(b) and a longer task elapsed time as
the consequence.

Due to this reason, we see that the throughput on the grid is unfortunately rather
unpredictable from the user’s point of view since it’s hard to estimate how busy a
site will be during the task execution. A possible workaround one can take is to
resubmit the waiting workloads to different grid sites; however, this requires additional
efforts for workload bookkeeping and management, and the improvement is not
guaranteed.

Figure 5.16 shows the evolution of Nproc for a real-life EventLoop task running over
the full set of the simulated sample, about 20 times larger than the tt̄ sample.

Since the total number of workloads are 20 times larger, they are distributed to more
grid sites to utilize more resources. Given a higher number of Nproc is reached at the
“initial phase” (i.e. time < 16,000 sec.), the throughput is increased significantly. One
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Figure 5.16: Time evolution of the number of concurrent running workloads and the
accumulated number of finished workloads of an EventLoop task running over the full
set of the simulated samples.

can also see that nearly 70% of the workloads are completed within this phase.

However, when the workload priority becomes lower, Nproc drops down and the
throughput decreases. This can be recognized as a “tail phase” (i.e. time > 16,000
sec.) where the rest 30% of the workloads takes very long time to finish. Better
throughput can be achieved if the workloads can be migrated to a system where Nproc

is more under user’s control. For this, we look into an alternative system powered by
an emerging technology called the “cloud computing”.

5.3 Data analysis on the Cloud

In the previous section, we see that the data analysis throughput on the grid depends
on the evolution of Nproc during the task runtime. The throughput can be high at the
beginning; but it decreases due to the competition on resource sharing, resulting in
long and unpredictable elapsed time of the task execution. In certain circumstance it
can be a serious issue.

In the high-energy physics community, result publication is usually aligned with some
particular event such as a conference. It implies that workloads from one data analyzer
will encounter a strong competition with those from other analyzers in sharing the
grid resources as many of them will be working for the same deadline.

Institutes and data centers usually provide various computing resources (e.g. super-
computer, PC clusters, etc.) to support scientific researches taking place in their own
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country. One advantage of those resources is that the system configuration is rather
uniform and the management policy is more transparent to their users. However,
some local systems may unfortunately have an environment incompatible with the
complex of the analysis software, making the adoption of them either hopeless or
effortful. Furthermore, those domestic resources are still shared among national users.
The competition on resource sharing can still impact on the throughput although it’s
not as strong as on the grid.

Cloud computing [138] is a technology emerged recently for delivering computing
power “as a service”. One indispensable ingredient of this technology is the resource
virtualization by which virtual instances of computing resources (e.g. processors,
storages and services) can be created and scaled dynamically in capacity by their users
whenever needed. The aim is to provide elastic capacity and the illusion of infinite
resources [139]. In addition, certain level of operation and configuration of the virtual
resources are under users’ control.

Given these features, the cloud computing has been investigated recently by several
data centers operating the WLCG resources. As the resources are virtualized, they
can be migrate quickly from one hardware to another. An immediate advantage is the
possibility to eliminate service interruption during the hardware maintenance. With
the non-interrupted services, data analysis will benefit from continuation of the data
processing during the hardware maintenance. Furthermore, infinite resources (even
though it’s an illusion) and flexible resource control are attractive features to data
analysis users.

For this reason, we tested our data analysis on a cloud system (referred to as the
“BigGrid HPC cloud” [140] hereafter) offered by the WLCG Tier-1 center at the
Netherlands3. We will demonstrate an approach to integrate virtual resources into
the PanDA system and use the virtual resources as extra computing power for data
analysis. Furthermore, the throughput of the EventLoop process on this cloud system
is also evaluated.

5.3.1 The Infrastructure-as-a-Service (IaaS) cloud system

Generally speaking, computing power can be delivered to user in the form of a
computing “machine”, a “platform” providing certain computing capability, or an
“application” performing a specific computation. The cloud system that delivers
computing power in the form of Virtual Machines (VMs) is called the Infrastructure-
as-a-Service (IaaS) cloud system. The BigGrid HPC cloud is one of the IaaS cloud
systems provided by the WLCG data centers for scientific computing.

3The infrastructure of the Tier-1 center at the Netherlands is operated by two institutes, naming
Nikhef and SARA. The cloud system is hosted at SARA providing on-demand high-performance
computing power for scientific researches.
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Figure 5.17: The IaaS cloud architecture.

Hardware resources (e.g. CPU, memory, disk) on a computer need to be firstly
virtualized so that they can be arranged into virtual machines. Thus, the hardware
virtualization forms the basic layer of the IaaS cloud, and it’s achieved by a piece of
software called the Virtual Machine Manager (VMM).

The VMs need to be managed in a way to allow rapid and dynamic resource provision
within an IaaS cloud system. Being the key component, the Virtual Infrastructure
Manager (VIM) interfaces VMM and features dynamic VM placement and man-
agement on a pool of physical resources, automatic load balancing, and dynamic
infrastructure resizing and partitioning.

At the top of the architecture is the service interface allowing user to interact with
the VIM for managing the VMs in the cloud. It can be a web-based interface, a
command-line interface or programming APIs.

For the user, resources in a IaaS cloud are acquired by launching VMs. Different to
the physical resources on the grid or in a cluster where users are restricted to certain
configuration given by the system manger, virtual machines are highly customizable for
user applications thanks to the virtualization technology. The customization is achieved
by providing a so-called “virtual appliance” which packs application environments such
as the operating system and software stacks (e.g. libraries, compilers, databases, etc.).
Virtual appliances are commonly packaged as VM disk images which can be directly
deployed into the VMM. This approach eases software customization, configuration,
and patching.
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Architecture of the BigGrid HPC cloud

The physical resource of the BigGrid HPC cloud is a computer cluster consisting of 19
high-end computing nodes. They share 400 terabytes storage hosted on 2 centralized
file servers on which the VM disk images are managed. Each computing node is
equipped with 32 CPU cores, 256 gigabytes of memory and 4 network connections of
10-gigabit ethernet. The computing nodes are connected via a centralized network
switch providing an end-to-end bandwidth of 40 gigabits between the nodes. The 2
file servers are also connected to the computer nodes via the same switch sharing a
bandwidth of 40 gigabits.

On top of the physical resource layer, the BigGrid HPC cloud uses KVM [141] for
hardware virtualization and OpenNebula [142] for virtual infrastructure management.
User can deploy, manager and monitor VMs in the cloud through a self-service web
portal, or using a programing interface based on the XML-RPC protocol.

Integration with the PanDA system

To make the adoption of the cloud resource transparent to our data analysis workflow,
we integrate the virtual resources into the PanDA system so that the developments
we have discussed before can be fully reused.

With the pilot framework, the integration is simply done by presenting the BigGrid
HPC cloud to the PanDA system as a “virtual” grid site. Workloads to be processed
by the BigGrid HPC cloud are then assigned by the PanDA system to this virtual
grid site, waiting for VMs to be started in the cloud and configured to run the pilot
jobs.

The Ganga toolkit is extended to interface with the BigGrid cloud, providing a faster
and scalable way of launching, monitoring and shutting down VMs. Once the VMs

are launched in the cloud, they are configured to form a computer cluster running the
Condor batch system. Pilot jobs are then submitted constantly to the cluster to run
on the virtual machines, and the workload execution through pilot job runs as it does
on the grid.

5.3.2 Throughput of the EventLoop process

We evaluate the EventLoop throughput on the cloud using the same task defined
before for measuring the throughput on the grid. Figure 5.18 shows the distributions of
the CPU and wall-clock time of the workloads running on the cloud. Comparing to the
workloads on the grid (Figure 5.12), both the CPU and wall-clock time have relatively
smaller deviations on the cloud. The reason has two folds. Firstly the resources on the
cloud is completely uniform in terms of hardware specification. Secondly the resources
are also customized uniformly from the operation system to the application.
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Figure 5.18: Distributions of the CPU and wall-clock time of the EventLoop workloads
running over 10,000 events on the cloud. The mean values and the standard deviations
are shown in the legend.

We also notice from the Figure 5.18 that the average CPU time consumption on
the cloud is close to it on the grid (Figure 5.12), suggesting that the cost of CPU
virtualization is negligible to the EventLoop process.
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Figure 5.19: Comparison of the CPU utilization fractions between workloads on the
grid sites and on the BigGrid HPC cloud. Grid sites are indexed by alphabets, while
the BigGrid HPC cloud is indicated by “CL”.

However, the wall-clock time consumption is the main concern for the throughput;
and on the cloud, the value (701 sec.) is larger than the average on the grid (569 sec.).
This implies a lower CPU utilization fraction. Figure 5.19 adds the CPU utilization
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fraction for the cloud to the plot of Figure 5.13. It shows that the fraction for the
cloud (site indexed with “CL”) falls actually into the lower side and it is just about
50%.

Given that the virtual machine’s local disk is actually a file (i.e. disk image) stored on
the centralized file server, the workloads on the cloud are configured to read events
over the network, for avoiding disk I/O on the virtual machine. As Figure 5.6 suggests
that the I/O protocol has influence on the event reading performance, we investigate
further its impact on the throughput. From Figure 5.20, we observe that the CPU
utilization fraction can be increased by utilizing a different I/O protocol for event
reading.
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Figure 5.20: Comparison of the CPU utilization fractions between workloads using
different I/O protocols for event reading. The point of “gsidcap@SARA” corresponds to
the point of “CL” in Figure 5.19.

The comparisons on Tcore and Telapsed for different I/O protocols are also shown in
Table 5.1. Unlike our observation on the grid, we notice here that Telapsed reduces
as the increase of the CPU utilization fraction, suggesting that the throughput of
the cloud can be enhanced effectively by increasing the CPU utilization fraction. It
can be done by, for instance, switching to a different I/O protocol. We also notice
that the throughput on the cloud system can be tuned in this way to have higher
throughput than the average on the grid. But one should keep in mind that the
numbers presented on the table are measured with a task representing only 1/20 of
the full data analysis.

Table 5.1 also shows the expected correlation between Tcore and Telapsed given the fact
that Nproc for the cloud is rather a constant and under users’ control.

In Figure 5.21, the time evolution of the number of running workloads shows that the
Nproc has a ramping-up phase at the beginning due to the overhead of the virtual
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Tcore

(hour)
Telapsed

(hour)
throughput

(events/second)

gsidcap@SARA 310 16 282

rfio@NIKHEF 228 12 376

xrootd@SARA 181 9 502

grid (mean) 242 12 369

Table 5.1: Total core time consumption and the elapsed time of the EventLoop task
running on the BigGrid HPC cloud with different I/O protocols, comparing to their
means of 20 runs on the grid. The throughput is calculated as Equation 5.2 where
Nevents is 1.626× 107. The EventLoop task is performed on the cloud with 20 virtual
machines.

machine deployment. Once the resources are occupied, they remain available for the
entire task thus a constant value of Nproc is maintained. With this feature, one can
increase Nproc by deploying more virtual machines in the cloud and expect the total
elapsed time to be shortened accordingly.
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Figure 5.21: Time evolutions of the number of running workloads and the accumulated
number of finished jobs from two runs of the same EventLoop task on the cloud, using (a)
20 and (b) 40 virtual machines. For both runs, the same I/O protocol (gsidcap@SARA)
is used. Time 0 indicates the moment when the first workload is submitted to the
PanDA system.

Although the comparison between Figure 5.21(a) and Figure 5.21(b) shows a reduction
of the elapsed time by roughly a factor of 2 after doubling the number of processors,
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our question here is how the throughput is actually improved in accordance with the
increase of Nproc. To answer the question, we measure the “speedup” defined as

speedup =
Telapsed(Nproc = 10)

Telapsed(Nproc = n)
;n = 20, 40, 80 (5.5)

Here the speedup is defined with respect to Nproc = 10 instead of Nproc = 1 since it is
simply take too long (320 hours in estimation) for one virtual machine to complete
the task.

From Figure 5.22, we observe that the speedup increases linearly up to 40 processors,
which implies that the demonstrated throughput for the cloud in Table 5.1 continues
to scale by a factor of 2. However, a significant deviation from linear occurs with 80
processors, indicating that the cloud system is not able to cope with the scale required
for running over the full set of data.

In Figure 5.16, we see that running over full data set on the grid takes roughly 18 hours
of elapsed time. According to Table 5.1, the smallest Telapsed achieved on the cloud
for our test task running on 1/20 of the full data set is 9 hours using 20 VMs, which
can be reduced linearly to 4.5 hours with 40 VMs. With the guaranteed resource
availability, the needed Telapsed on the cloud for analyzing a full data set is estimated
to be 20× 4.5 = 90 hours, 5 times longer than it takes on the grid.
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Figure 5.22: The speedup of the task execution with respect to Nproc = 10.

Further investigation reveals that the bottleneck is on the central file server where
all the virtual machine images are stored. One should note that the virtual machine
image serves as a local disk, every disk I/O from the operation system and applications
generates load to the file server. When the load exceeds the file server’s capability, all
the virtual machines in the cloud will be slowed down.
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5.3.3 Outlook

Since the cloud computing is a relatively new technology to the LHC computing, this
study investigates only a small aspect of the cloud system. Although the guaranteed
resource availability is beneficial to mission critical analysis, there are still issues to be
addressed in the future.

Given the typical setup as the BigGrid HPC cloud system, we have observed a
scalability issue due to the centralized file system. One workaround to avoid the
scalability bottleneck is to configure the IaaS cloud system in such that the virtual
machine image is copied to the disk of the physical machine on which the virtual
machine runs. However, it introduces an extra overhead of virtual machine deployment
and sacrifices the live migration feature4 of the IaaS cloud system. Another possible
solution would be hosting virtual machine images on a distributed file system, by
which the load from intensive disk I/O on virtual machines is distributed across
file servers. With this solution, hardware cost and maintenance effort are two main
concerns.

In this study, we assume that data is close to the cloud system so that the event
reading over network utilizes only the Local Area Network (LAN). Given the fact that
data is distributed around the globe, how to arrange the access to remote datasets for
best event reading performance is still an open question. We see several developments
nowadays with potential to address this question in the future.

There is an on-going development of the EGI Federated Cloud [143] which integrates
the cloud systems offered by the WLCG data centers for international scientific
collaborations. According to its blueprint [144], user will be able to launch virtual
machines in a remote cloud system that is relatively close to data.

With the improved connectivity between grid sites, another possibility is to perform
event reading right over the Wide Area Network (WAN). On this subject, efficient
directory service for data lookup and advanced data caching mechanism are required
for reliability and performance. As of today, two approaches are being developed within
the WLCG community. Although the common goal is to establish a storage federation
in which users are able to access distributed data using one single namespace, the two
approaches adopt different I/O protocols. FAX [145] choses the XROOTD protocol
which is natively supported by the ROOT framework and well optimized for the HEP
applications; while another development [146] choses the HTTP/WebDAV protocol
which is nowadays widely supported by various grid and cloud storage technologies. It
would be interesting to see how the user analysis throughput will be affected when
data access over WAN is enabled within the storage federations.

4The live migration feature refers to the process of moving a virtual machine from one physical
hardware to another without disconnecting the clients and the applications running on it.
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5.4 Summary

In the search for single top quark production in the Wt-channel, the data analysis
workflow is decomposed into steps where the most time consuming computations are
involved in the EventLoop process. Given its direct impact on the performance of our
data analysis and the quality of physics measurements, we evaluated and optimized
the throughput of the EventLoop process using the grid and the cloud computing
technologies.

For analyzing a large amount of data, the needed EventLoop throughput can only be
achieved by distributing workloads widely on the grid. However, due to competitions
in resource sharing, the amount of resources available for user analysis can vary largely
from time to time during the life cycle of the user analysis, causing the throughput on
the grid to be largely uncertain.

We showed how a more predictable throughput can be achieved by using an IaaS cloud
system. With more control on resource allocation, we observed that the throughput
on the cloud can be increased by either adopting a different I/O protocol for event
reading or employing more virtual machines. On the other hand, we also observed
that the centralized file system enabling the live migration feature of the IaaS cloud
can become a scalability bottleneck when the file system experiences high load from
intensive disk I/O on the virtual machines. For our analysis, the cloud is missing the
scalability by a factor of 5 to truly compete with the grid due to the bottleneck. This
bottleneck as well as the question about how to access efficiently a remote datasets
from the cloud need to be addressed in the future for exploiting the full capacity of
the cloud system. The challenge will be to achieve the scalability while retaining the
advantages of the cloud.
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6
Estimating QCD and W+jets Backgrounds in Data

In Section 3.2, we selected events from data that “look like” the single top Wt-channel
signal. However, the genuine single top Wt events are contaminated by those from
background processes having similar detector signature as the signal. For isolating the
signal, contributions of background processes need to be determined.

Out of the background processes, the QCD multi-jet and W+jets backgrounds are
known to have a large uncertainty in their yields [147, 148] due to the limitation of
the theoretical modeling. To determine the contributions of these two backgrounds,
we discuss in this chapter an approach utilizing the characteristics of data. It is the
so-called “data-driven method”.

6.1 QCD multi-jet background estimation

The QCD multi-jet events become signal-like when an additional lepton is presented
in the event’s final state. Possible sources of the extra lepton are:

• fake leptons: Due to the inefficiency of the object identification, jets originated
from light-flavor quarks (i.e. u, d, s-quarks) with high electromagnetic fraction
can be mis-identified as leptons. Since the extra lepton from this source is not
“real”, we distinguish it as “fake” lepton.

• non-prompt, non-isolated leptons: The extra lepton can be the decay
product of a hadron formed within jets through the hadronization process, for
example, a D- or B-meson. We classify this type of leptons as “non-prompt”
leptons opposed to those “prompt” ones decayed from the top quark and the W/Z
boson produced through the hard scattering. As the extra lepton produced this
way is surrounded by many activities within the jet, it is mostly “non-isolated”.
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• non-prompt, isolated leptons: In the presence of the detector materials,
photons can convert into lepton pairs, mostly in e+e−. Inefficiencies in identifying
these converted leptons also result in extra leptons. We also categorize this
type of extra leptons as “non-prompt”. Comparing to the previous source of
the non-prompt leptons, the extra lepton due to photon conversion is mostly
“isolated”.

Previous study on the simulated QCD events showed that more than 95% of the extra
leptons in the μ+jets final state are “non-prompt, non-isolated” and decayed mostly
from jets originated by b-quarks [147]. In the e+jets final state, although a study [82]
suggested that the majority of extra electrons is caused by mis-identified jets (the fake
leptons), contributions from other two sources are not insignificant.

Due to the inefficiency in generating the QCD events with many jets and an extra
lepton with high pT, the simulated QCD sample provides only sufficient statistics for
studying the characteristics. Theoretical prediction for the QCD multi-jet production
is also known to have large uncertainty due to the dependency on the factorization
(μF ) and the renormalization (μR) scales, and the complexity of including high-order
terms in the perturbative QCD calculation [149, 150]. Hence, the exact contribution of
the QCD multi-jet background in data has to be estimated directly from data.

For our analysis, the total amount of QCD events (referred as the QCD normalization)
as well as the distribution of QCD events in the phase space (referred as the QCD
shape) are estimated from data using two different methods, namely the matrix method
and the jet-lepton model. We will firstly give an introduction to these two methods
followed by a discussion on how they are applied in both μ+jets and e+jets final
states. Results from both methods are then compared to choose the one used for our
analysis.

6.1.1 The matrix method

The matrix method has already been used by the D0 experiment in 2007 [151]. As
illustrated in Figure 6.1, the matrix method is based on two event samples defined by
two event selection criteria. Events passing the criteria defined in Section 3.2 for data
analysis (referred as the analysis selection) form the “tight” sample. By loosening the
criteria of the analysis selection, the “loose” sample is constructed such that the tight
sample becomes a subset of it. In both samples, events are simply divided into two
categories: the QCD events refer to as “fake” events, and the non-QCD events from
other processes are called “real”.

Since the tight sample is a subset of the loose sample, the number of events in both
samples can be formulated as
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εfake εreal

Figure 6.1: Illustration of the matrix method.

N loose = N loose
real +N loose

fake

N tight = N tight
reak +N tight

fake = εrealN
loose
real + εfakeN

loose
fake (6.1)

where εreal (εfake) represents the probability for a real (fake) event that satisfies the
loose criteria, to also satisfy the tight one. Therefore, these efficiencies are defined
as

εreal =
N tight

reak

N loose
real

; εfake =
N tight

fake

N loose
fake

. (6.2)

Solving the system of equations in Equation 6.1, one gets the number of the QCD
events in the tight sample as

N tight
fake =

εfake
εreal − εfake

(N looseεreal −N tight). (6.3)

Thus, the contribution from the QCD multi-jet process can be measured if εfake and
εreal are known. In fact, these two parameters have to be measured using control
samples.

In practice, it is more useful to turn Equation 6.3 into a weighting factor applied to
each data event in the loose sample to estimate the distribution of the QCD multi-jet
events in the phase space. In fact, the weighting factor has two possible values, wtight
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and wloose, depending on whether the event passes also the tight selection. These two
weighting factor values are

wtight =
εfake(εreal − 1)

εreal − εfake

wloose =
εfakeεreal

εreal − εfake
(6.4)

If the event in the loose sample passes also the tight selection, wtight is derived
from Equation 6.3 by substituting both N loose and N tight with 1. In contrast, if the
event does not pass the tight selection, we substitute N loose and N tight with 1 and
0 respectively to derive wloose. With this formulation, uncertainties of εfake and εreal
can be propagated into variation on the event weight, by which the uncertainty of the
QCD estimate is calculated.

Given the tight sample defined already by the analysis selection, the values of εfake and
εreal depend on the choice of the loose sample. Apart from the requirement that the
loose sample should be a superset of the tight sample, it should also account properly
the possible sources of extra leptons so that the εfake measurement is not biased to a
particular source.

Ideally, εreal and εfake should be both measured in the signal region, a region defined by
the analysis selection. However, given the amount of QCD events is largely suppressed
by several event selection cuts, the measurement of εfake is usually done in a control
region where the number of QCD events is enhanced. This QCD-enriched control
region is defined by reversing certain event selection cut.

6.1.2 The jet-lepton model

An alternative approach to determine QCD contribution from data is to fit templates
of all physics processes, including the QCD background, simultaneously to data. The
templates representing the signal and other non-QCD background processes can be
taken from the Monte-Carlo simulation. The challenge of this approach is modeling a
proper template that presents the distribution of the QCD multi-jet background.

The idea of the jet-lepton model is to construct the QCD multi-jet template such that
instead of a lepton in the analysis selection, it identifies a jet with a similar detector
signature as the lepton. In this way high-statistics template of the QCD distribution
is made.

For example, to mimic an electron, it requires that 80 − 95% of the jet energy is
deposited in the electromagnetic calorimeter, the jet object should pass the lepton
isolation and acceptance requirements. The jet is then re-labelled as a lepton and the
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Figure 6.2: Illustration of the template fit approach with the jet-lepton model. Figure
taken from [82].

Emiss
T of the event is recalculated accordingly. The template can be constructed from

data or even from the simulated QCD di-jet sample.

As illustrated in Figure 6.2, the fitting to data is performed in a phase space where
the QCD is dominant (referred to as sideband). The fit result is then extrapolated to
determine the QCD estimate in the signal region. In this analysis, Emiss

T is chosen as
the discriminant given that the QCD multi-jet events tend to have low Emiss

T . The
binned likelihood fit is performed on the Emiss

T distribution after applying all event
selection requirements, but leaving out the requirement of Emiss

T .

6.1.3 Estimate QCD in the μ+jets final state

In the μ+jets final state, the additional muon is mostly from the decay of a jet
originating from a b-quark. This extra muon is in fact a genuine muon; but in contrast
to one from prompt W or top quark decay, it is likely to be non-isolated. A loose
sample constructed by removing the muon isolation requirement from the analysis
selection has been shown to be a reasonable choice for applying the matrix-method
in the μ+jets final state [147]. The εreal and εfake are measured based on this loose
definition.
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εreal measurement

To derive εreal from the data, a method called “tag-and-probe” is used by selecting
candidate events of the Z → μ+μ− process: the events must have a pair of muons
with reconstructed invariant mass close to the Z mass window (e.g. 91± 10 GeV). In
the selection, one of the two muons has to fulfill the muon isolation requirement, and
the εreal is measured as the probability of the other muon passing also the isolation
requirement.

Given that the muon isolation is the only requirement distinguishing the tight from the
loose sample, εreal is essentially the efficiency of the muon isolation cut on the prompt
muons decayed from the top quark and the W/Z boson. Therefore, the efficiency can
also be derived from the simulated events of, for example, the tt̄ process.

Figure 6.3 compares the εreal measured by these two approaches. The measurements
are done according to the muon η in order to account for the dependency on the muon
detector acceptance. Both measurements agree well with each other, while the largest
deviation in the range of 0.5 < |η(μ)| < 1.1 is counted into the uncertainty of the
εreal.
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Figure 6.3: Comparing εreal measurements from the data using the Z → μ+μ−

tag-and-probe method and the simulated events.

εfake measurement

In the μ+jets final state, the QCD-enhanced control region for εfake measurement is
selected by reverting the triangular cut on the Emiss

T - MT (W ) plane since we knew
already that the QCD events can be rejected strongly by this cut, see Section 3.2.

In addition, as the extra muon is mostly decayed from a b-hadron (e.g. a B meson)
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6.1. QCD multi-jet background estimation

within a jet, it is produced away from the primary vertex of the event. Therefore,
the impact parameter (d0) of the extra muon with respect to the primary vertex is
expected to be larger than the prompt muons decayed from the top quark and the
W/Z boson. This feature is exploited to measure εfake.

For this measurement, we use the impact parameter significance (dsig0 ) instead of d0.
The dsig0 is defined as

dsig0 =
d0
σd0

(6.5)

where σd0 is the uncertainty of d0. Figure 6.4 shows the normalized dsig0 distributions in
the QCD-enriched region, MT (W )+Emiss

T < 60 GeV, for data and a simulated sample
consisting of non-QCD processes. As muons in the non-QCD processes decay from top
quarks and prompt W/Z bosons, their dsig0 are usually small and hence the distribution
of dsig0 for non-QCD processes drops faster than it is for data in high dsig0 region. From
a rough indication of the QCD contribution constructed by subtracting non-QCD
processes from data, we see that the the distribution for data above dsig0 = 5 (the third
bin from the left) is indeed dominated by the extra (non-prompt) muons from the
QCD process. We also note that the majority of extra muons has small dsig0 , suggesting
that extra muons with small dsig0 are essential for the εfake measurement.
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Figure 6.4: Normalized dsig0 distributions in the QCD-enriched region (i.e. MT (W ) +
Emiss

T < 60 GeV) for data and a simulated sample consisting of non-QCD processes.
The hatched distribution represents the data after subtracting the simulated sample,
providing as an rough indication of the QCD contribution.

By counting the tight and loose muons with dsig0 larger than a given threshold xsig
0 , a

loose-to-tight efficiency is constructed with dependency on xsig
0 ,
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Chapter 6. Estimating QCD and W+jets Backgrounds in Data

ε(xsig
0 ) =

N tight

N loose

∣∣∣∣
dsig0 >xsig

0

(6.6)

from which we extract the εfake measurement in data. For illustrating how the εfake is
extracted from this efficiency function, we use a pseudo-data combining the Monte-
Carlo prompt muon samples and the simulated QCD multi-jet sample (referred to as
“full MC sample”). By sampling the dsig0 threshold xsig

0 , the two curves made of filled
circles and filled squares in Figure 6.5(a) represent the efficiency function ε(xsig

0 ) on
the pseudo-data and the simulated QCD multi-jet sample respectively.

We observe that above xsig
0 > 2, the curve from the pseudo-data approaches asymp-

totically to the one from the simulated QCD sample. This is expected as the muons
having large dsig0 are mostly from the QCD. In fact, one simple approach to measure
εfake from this loose-to-tight efficiency curve is to take the value of ε(xsig

0 ) at a fixed
point of xsig

0 . However, we observed that the choice of this fixed point has dependency
on the event selection. In addition, it neglects contributions from dsig0 < xsig

0 where
the majority of QCD events is presented as we have shown before.

In order to measure the εfake from ε(xsig
0 ) in a more systematic way and to take into

account possible effect from the QCD events with low dsig0 , we parametrize ε(xsig
0 ) with

an empirical function

f(xsig
0 ) = p0e

−p1(xsig
0 )2 + p2x

sig
0 + p3 (6.7)

where p0, p1, p2 and p3 are the parameters to be determined by a χ2 fit to ε(xsig
0 ). The

parametrization assumes that the contributions to ε(xsig
0 ) from prompt and non-prompt

muons can be approximated by a Gaussian and a linear function, respectively.

The dashed curve in Figure 6.5(a) shows the empirical function after fitting it to ε(xsig
0 ).

One point to note here is that the true εfake to be extracted from the pseudo-data
is indicated by the filled square at xsig

0 = 0 where all the extra muons in the tight
and loose QCD samples are taken into account. To approach this point, we simply
extrapolate the linear part of Equation 6.7 to xsig

0 = 0 and hence the parameter p3
from the fit is taken as the εfake measurement.

Figure 6.5(b) shows the efficiency function ε(xsig
0 ) constructed from data and the

parametrization of it. The curve behaves similar to the one from the pseudo-data
suggesting that the parametrization assumption is valid for measuring the εfake from
data.

There are uncertainties on εfake measured this way. The error from the χ2 fit takes
one part of the uncertainty. In addition, prompt muons from top quarks and W/Z
bosons can also be in the QCD-enriched control region where the εfake is measured.
Uncertainties of these prompt muons contributions can modify the loose-to-tight
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Figure 6.5: The loose-to-tight efficiency measured from (a) the full MC sample (filled
circles) and the simulated QCD multi-jet sample (filled squares), and (b) the real data
as a function of dsig0 threshold xsig

0 . The dashed curve shows the parametrization with
Equation 6.7 using a χ2 fit, while the εfake measured from the fit is indicated by the
horizontal line.

function (Equation 6.6) and influence the εfake measurement. The impact is evaluated
by remeasuring εfake after varying N tight and N loose in Equation 6.6 by a fraction of
tt̄,W/Z+jets events according to their theoretical cross-section uncertainties. The
variation on εfake due to the prompt muon contamination takes another part of the
uncertainty.

The same as εreal, εfake is also measured in different muon |η| ranges to account for the
dependency on the muon detector acceptance. Figure 6.6 shows the measured εfake for
events with 2 and 3 jets in the final state. The dependencies on muon η before and
after applying b-tagging requirement are observed to be similar. The εfake is in general
lower after applying the b-tagging selection. It is expected as non-isolated extra muons
accepted in the loose sample originate mostly from a b-hadron, events containing extra
muons are likely to have a b-jet. The b-tagging requirement will select more events in
the loose sample than in the tight sample, resulting to a lower εfake.

Results for the QCD background estimates in μ+jets

With the εreal and εfake determined in previous section, the QCD background estimates
based on the matrix method and the jet-lepton model can now be evaluated. The
contribution of the QCD multi-jet background estimated by the matrix method is
shown on Table 6.1 in terms of the number of QCD events. The uncertainty is
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(b) μ+2 jets after b-tagging cut
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(c) μ+3 jets before b-tagging cut

)|μ(η|

0 0.5 1 1.5 2 2.5

fa
ke

∈

0

0.05

0.1

0.15

0.2

0.25

(d) μ+3 jets after b-tagging cut

Figure 6.6: The εfake measured for events with μ+2 and μ+3 jets in the final state,
before and after the b-tagging cut. The uncertainty takes into account the error of χ2

fit in parametrizing Equation 6.6 with Equation 6.7, and the effect of the prompt muon
contamination.

calculated by propagating the uncertainties of εreal and εfake to the QCD event weight
in Equation 6.4 given that their measurements are independent to each other. From
the table, we see that the uncertainty calculated this way is small. However, one
should note that this uncertainty is very likely to be underestimated. For instance,
uncertainty to account for the dependency of εfake on various physics observables
is not considered. While applying the εfake measured in the QCD-enriched region
(Emiss

T +MT (W ) � 60 GeV) as it is in the signal region (Emiss
T +MT (W ) > 60 GeV),

an addition uncertainty on εfake may also be needed to cope the possible difference
between the two regions.

To cover these systematics, we performed the jet-lepton model to assess the background
as well. The jet-lepton model uses a template fit on the full Emiss

T distribution; thus
its measurement is independent to the matrix method. In the comparison with the
matrix method, we see in Table 6.1 that both estimates are in general compatible with
each other. Deviations between these two estimates can be well covered by a 50%
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6.1. QCD multi-jet background estimation

uncertainty on the QCD normalization. Motivated by this comparison, we assign a
conservative 50% uncertainty on the matrix method estimate.

matrix method jet-lepton model

Pretag
μ+ 2 jets 19051 ± 977 (4.1%) 18130 ± 9065 (3.9%)
μ+ 3 jets 5064 ± 329 (4.2%) 3725 ± 1863 (3.1%)
μ+ 4 jets 1326 ± 144 (3.4%) 1300 ± 650 (3.3%)

Tag
μ+ 2 jets 3683 ± 147 (8.2%) 2955 ± 1478 (6.6%)
μ+ 3 jets 1305 ± 89 (5.8%) 925 ± 463 (4.1%)
μ+ 4 jets 373 ± 48 (3.4%) 308 ± 154 (2.8%)

Table 6.1: Number of QCD events in the μ+jets final state estimated by the matrix
method and the jet-lepton model. The percentage in the parentheses indicates the
fraction of QCD events in data. Pretag and Tag refer to the cases before and after
applying the b-tagging selection respectively. The uncertainty of the estimate from the
matrix method is propagated from the uncertainties of the εreal and εfake measurements,
while a 50% uncertainty is assigned to the estimate from the jet-lepton model motivated
by the comparison with the matrix-method estimate.

6.1.4 Estimate QCD in the e+jets final state

In addition to the decay of heavy-flavor hadrons, extra leptons in the e+jets final state
can also be the result of photon conversion or jets mis-identified as electrons. Having
multiple sources of extra leptons makes the loose sample definition more difficult.
In addition, the composition of these sources may be different in the signal and the
QCD-enriched control region. Thus, the extrapolation of the εfake measured in the
QCD-enriched region to the signal one required by the matrix method may introduce
a bias. Due to these difficulties, the jet-lepton model has been used as a default
within the ATLAS collaboration to estimate the QCD contribution in the e+jets final
state.

Nevertheless, driven by the attempt of applying the matrix method to the analyses
utilizing events with two leptons in the final state (a.k.a. di-lepton final state),
effort [82] has been made to measure the εfake and εreal based on a loose sample defined
by loosening the electron quality criteria and the electron isolation criteria. Loosening
the electron quality criteria enhances the amount of extra electrons from mis-identified
jets and photon conversions. Measurement of εfake takes the contributions of these
two additional extra-lepton sources into account. We will discuss how it is done in
practice later in this section.

Although the jet-lepton model is taken as the baseline approach to estimate the QCD
background contribution in ATLAS, we discuss briefly the measurement of εfake and
εreal, and the results of applying the matrix method in the e+jets final state. In the
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Chapter 6. Estimating QCD and W+jets Backgrounds in Data

comparison with the jet-lepton model, we will argue difficulties of the matrix method
in the e+jets final state that still to be addresses in future development.

εreal measurement

In a manner similar to the muon channel, εreal is measured with the Z → e+e− tag-
and-probe method using the data. After subtracting the background contamination in
the Z → e+e− selection, the distributions of the loose and tight events on the e+e−

invariance mass are fitted to measure the signal events in the loose and tight samples.
The εreal is extracted as the ratio between the amount of signal events in the loose
and tight samples around the peak of the Z-boson mass.

η

-2 -1.5 -1 -0.5 0 0.5 1 1.5 2

 (
%

)
re

al
∈

50

55

60

65

70

75

80

85

90

95

100

 = 7 TeVsData 2011, 

-1
 L dt = 4.66 fb∫ real∈

(a) εreal

η

-2 -1.5 -1 -0.5 0 0.5 1 1.5 2

 (
%

)
fa

ke
∈

0

5

10

15

20

25

30

35

40

45

50

 = 7 TeVsData 2011, 

-1
 L dt = 4.66 fb∫

bf sample

cf sample

mf sample

fake∈

(b) εfake

Figure 6.7: Measurements of (a) εreal and (b) εfake of the QCD matrix method in
the e+jets final state. The measurements are indicated by filled markers with hatched
areas illustrating the total uncertainty. In the εfake measurement, efficiencies for three
sub-samples are shown as well. See texts for the definition of the three sub-samples.
Figures made with data in [82].

Figure 6.7(a) shows the measured εreal as function of the electron η. The uncertainty
take into account various approaches in background subtraction, different selections
on the fitting range and the Z-mass window size.

εfake measurement

The εfake is measured in a QCD-enriched region defined by reversing the cut on
Emiss

T (i.e. Emiss
T < 20 GeV). Contaminations from single leptons from W and Z

decays in this region is corrected in data based on the simulation [82].
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6.1. QCD multi-jet background estimation

In order to account different sources of the extra electron, both the loose and tight
samples are divided into 3 sub-samples, each of them contains events with certain
flavor of extra electrons enhanced. In the sub-sample (referred to as the “bf ” sample)
where the extra electrons from heavy-flavor hadron decays are enhanced, events are
required to have the electron close to a b−jet. Events with the electron close to a
conversion vertex are categorized in the second sub-sample (the “cf ” sample) in which
extra electrons are assumed to be mainly from photon conversions. Finally, events
not falling into the previous two sub-samples are collected in the third sample (the
“mf ” sample) in which extra electrons are considered to be mis-identified jets. For
each sub-sample, εfake is measured as the fraction between the amount of events in
the tight and the loose sample.

Figure 6.7(b) shows the three εfake measurements as function of muon η. The cf sample
shows a higher efficiency which is expected as it contains real electrons (from conversion)
which can be isolated as well. On the other hand, electrons from heavy-flavor decays
are not well isolated which give a much lower efficiency in the bf sample.

Given the actual combination of the three extra-electron flavors is hardly known, the
mean value of these three efficiencies is taken as the final εfake measurement to be used
in the matrix method, and its uncertainty is derived as half the distance between the
highest and lowest efficiencies among the three samples. The final εfake measurement
is also shown on Figure 6.7(b) in filled markers with the uncertainty illustrated by the
hatched areas. We note that the εfake uncertainty obtained here is relatively larger
than the one measured in the μ+jets final state shown in Figure 6.6.

Results for the QCD background estimates in e+jets

The estimate from the matrix-method is shown on Table 6.2 with its uncertainty
propagated from the uncertainties of εreal and εfake. Given the large uncertainty of
εfake, the result shows an uncertainty as large as 50% of the estimate. This large
uncertainty reflects the difficulty of applying the matrix method to the e+jets channel,
and it originates from an issue that the exact composition of the three extra-lepton
flavors is hardly known.

Apart from that, one can see from Table 6.2 that the matrix method gives much higher
estimate in terms of normalization, comparing to the estimate from jet-lepton model.
To judge the quality of the two estimates, we compare event distributions in data
against an expectation combining non-QCD contributions taken from simulation and
the estimated QCD.

Figure 6.8 compares the event distributions in the dimension of the electron ET with
the QCD multi-jet background estimated from two different methods. When using the
estimate of the jet-lepton model, Figure 6.8(a) shows that the data is well described.
In addition, as we expected, most of the extra electrons from the QCD background
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matrix method jet-lepton model

Pretag
e+ 2 jets 39100 ± 17805 (12.6%) 17661 ± 8831 (5.7%)
e+ 3 jets 11145 ± 5102 (13.3%) 4859 ± 2430 (5.8%)
e+ 4 jets 3280 ± 1550 (11.8%) 891 ± 446 (3.2%)

Tag
e+ 2 jets 4343 ± 1617 (14.9%) 1871 ± 936 (6.4%)
e+ 3 jets 2050 ± 741 (13.3%) 755 ± 378 (4.9%)
e+ 4 jets 511 ± 376 ( 6.6%) 200 ± 100 (2.6%)

Table 6.2: Number of QCD events in the e+jets final state estimated by the matrix
method and the jet-lepton model. The percentage in the parentheses indicates the
fraction of QCD events in data. Pretag and Tag refer to the cases before and after
applying the b-tagging selection respectively. The uncertainty of the estimate from the
matrix method is propagated from the uncertainties of the εreal and εfake measurements,
while a 50% uncertainty is assigned to the estimate from the jet-lepton model.

have lower transverse energy and the amount of QCD events goes down as the electron
ET increases.
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Figure 6.8: Distributions of data and simulated events in the dimension of the electron
ET . Simulated events of the single top Wt signal and non-QCD backgrounds are stacked
on top of the QCD multi-jet background estimated from data using (a) the jet-lepton
model and (b) the matrix method.

In contrast to the jet-lepton model, the distribution with the matrix method estimate
in Figure 6.8(b) exhibits two deviations in the comparison with data. Firstly, the
amount of QCD events looks overestimated; hence the overall expectation (the stacked
histograms) is higher than the observation in data. Another issue is that the matrix
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method suggests a striking feature of the QCD distribution in which the QCD events
peaks up with electron ET around 45 GeV, which is not seen in data. Due to these
two issues, we select the jet-lepton model estimate for our analysis.

Motivated by the 50% uncertainty assignment in the μ+jets channel, here we also
quote 50% uncertainty on the jet-lepton model estimate in the e+jets channel. We
see from Figure 6.8(a) that this 50% uncertainty covers the deviation between data
and the total expectation in the low electron ET region in which the majority of QCD
events is presented.

6.2 W+jets background estimation

Given the limitation in the event generation, it’s known that the theoretical model-
ing of the W+jets process only predicts well the kinematic distribution; while the
overall normalization is significantly off [152]. Therefore, a correction on the overall
normalization of the W+jets process has to be determined with hints from data.

In addition, the generation of W+jets events containing heavy-flavor jets (b/c-jets)
in the final state requires special treatment. That is to take into account the mass
of the heavy-flavor quarks in the cross section calculation. Furthermore, combining
different flavors of simulated W+jets samples is rather complicated, leading to large
uncertainties in the prediction of the flavor composition.

In this section, we will apply a data-driven technique being developed within the
ATLAS collaboration to determine both the overall W+jets normalization and the
flavor compositions from data. The main strategy of this technique is the following.
Firstly, the composition between different flavors of the simulated W+jets samples
are corrected using a so-called “tag-counting method”. Once the flavor composition
is corrected, the overall normalization is then determined by exploiting the charge-
asymmetry property of the W+jets events produced by the p− p collisions.

6.2.1 Flavor composition

The W+jets events can be distinguished into flavors depending on the origins of the
jets. The events with only gluons, u, d or s-quarks produced in association with the
W boson is called “light-flavor” and denoted as Wl. In opposite, events containing c-
and b-quarks fall into the “heavy-flavor” (denoted as WHF ) that is divided further into
three sub-flavors: Wbb and Wcc categorize those events with at least 2 b- and c-quarks
respectively; while Wc for events with one c-quark.

The tag-counting method is used to determine the flavor composition from data. The
method is based on two data samples: data before and after applying the b-tagging cut.
They are referred as “pretag” and “tag” samples, respectively. The QCD background
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and other non-W backgrounds are subtracted from these two samples, resulting in the
W+jets contributions in data as

Npretag
j = Npretag

data,j −Npretag
QCD,j −Npretag

non−W+jets,j

N tag
j = N tag

data,j −N tag
QCD,j −N tag

non−W+jets,j

(6.8)

where j indicates the number of jets in the event’s final state. Taking into account the
b-tagging probability (Px,j) and the flavor composition fraction (Fx,j), the relation
between Npretag

j and N tag
j can be formulated as

N tag
j = Npretag

j

∑
x=bb,cc,c,l

Fx,jPx,j (6.9)

where the sum of the composition fraction Fx,j is required to be unity.

∑
x=bb,cc,c,l

Fx,j = 1 (6.10)

Since we expect events of Wbb and Wcc will have similar behavior given the similarity in
their production Feynman diagrams, we can relate their composition fraction as

Fbb,j = rbb→ccFcc,j (6.11)

where rbb→cc is taken from the simulated events.

Since the next-to-leading order (NLO) calculation required for a reliable W+jets
normalization is at the present time only available up to events with 2 jets [148], the
normalization uncertainty is larger in higher jet multiplicity as the generation of events
with more than 2 jets relies on the parton showering. It can be seen in Figure 6.9
where the cross-section uncertainty due to parton shower modeling increases with the
number of jets. For this reason and the fact that the Wbb and Wcc events have 2 jets
in the lowest order, we use events with 2 jets to solve Equations 6.9−6.11.

Limiting to events with 2 jets (j = 2), we now result in 4 unknown variables (Fx,2;
x = bb, cc, c, l) to be solved from 3 equations. Based on the electric charge of the W
boson, we divide events into two samples, allowing us to expand Equation 6.9 into
two equations and solve the variables analytically.

When the Fbb,2, Fcc,2, Fc,2 and Fl,2 are determined, the correction factor on the flavor
composition fraction Kx,2 is given as

Kx,2 =
Fx,2
FMC
x,2

; x = bb, cc, c, l (6.12)

140



6.2. W+jets background estimation
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Figure 6.9: The cross section of the simulated W+jets events as function of the jet
multiplicity, after the event reconstruction and the event selection. The W+jets events
are generated by AlpGen interfaced with Herwig for parton showering. The hatched
area shows the largest variation among different settings for MLM matching and the
hard scattering energy scale (Q2) in the simulation. The number on top of each bin
indicates the relative variation. Figure made with data provided by [153].

where FMC
x,2 is the flavor composition fraction suggested by the simulation.

The correction factor on the flavor composition for events with j jets is then extrap-
olated from Kx,2 using the ratio of the flavor composition fractions given by the
simulation. That is

Kx,j = Kx,2

FMC
x,j

FMC
x,2

; x = bb, cc, c, l (6.13)

with an additional normalization on Kx,j to ensure the following unity is also pre-
served.

∑
x=bb,cc,c,l

Kx,jF
MC
x,j = 1 (6.14)

One should note that this extrapolation approach comes at a price: the extrapolation
factor in Equation 6.13 has uncertainty. We take a conservative 25% uncertainty on
the extrapolation factor that is suggested by a previous study1.

1A more recent study has been carried out with a thorough comparison between different
configurations of the event generator. It suggests that the extrapolation uncertainty has dependency
on the W+jets flavor, and the extrapolation to events with less than 5 jets has in general an uncertainty
lower than 25%.
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6.2.2 Normalization

When the flavor composition among the W+jets events is determined, we can proceed
to correct the overall normalization of the W+jets background. The method utilizes
the asymmetry between the production cross sections of W+ and W−, which is an
unique feature of the p− p collision.

The asymmetry, represented as a ratio r ≡ σ(pp→W+)
σ(pp→W−) , is well understood in theory [154].

In fact, the main theoretical uncertainty on r is due to the uncertainty of PDFs. Thus,
r is predicted to within a few percent at LHC energies, better than the prediction
of the total cross section of the W boson production in association with more than
three jets. Therefore, we assume the ratio given by the simulated W+jets events, rMC,
predicts well the ratio in data. The total amount of W+jets events in data is now
given by

NW+ +NW− =

(
NMC
W+ +NMC

W−

NMC
W+ −NMC

W−

)
(NW+ −NW−)

∼
(
rMC + 1

rMC − 1

)
(D+ −D−) (6.15)

where D+ and D− are number of events in data with positive and negative lepton
electric charge respectively.

μ+ μ− μ+/μ−

Wt-channel 29208 28962 1.00
s, t-channel 7846 4215 1.86

tt̄ 29208 28962 1.01
W+jets 1311850 905651 1.45
Z+jets 55180 51049 1.08
di-boson 7111 6357 1.12

QCD 52155 51127 1.02

data 1515080 1093880 1.39

Table 6.3: Number of selected events in the simulated samples and data before
applying the b-tagging selection, separated by the muon charge. The QCD background
is estimated from data.

Equation 6.15 is valid when NW+ −NW+ ∼ D+ −D− to be a good approximation.
In other words, we assume the charge asymmetry in data is mostly dominated by the
W+jets process. From Table 6.3, we see this is almost true except that the single top
s, t-channel production is also charge asymmetric as we have discussed in Chapter 1.
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6.2. W+jets background estimation

To handle this exception, the approach is to subtract its contribution from data2

before calculating D+ −D−.

The correction factor on the overall normalization of the W+jets events is then given
as

Knorm =
NW+ +NW−

NMC
W+ +NMC

W−
(6.16)

The correlation between the flavor composition and the overall normalization can
be utilized to improve the W+jets estimation from data. For instance, the flavor
composition can be more precisely determined if the overall normalization corrected
from data is used for N tag

j and Npretag
j in Equation 6.9. In the other direction, the

ratio rMC can be adjusted when correcting the flavor composition, resulting in the
change on the overall normalization. To take into account this relation, a procedure
is introduced to iterate the cycle until the results on the fraction composition and
overall normalization measurements converge.

6.2.3 Results for the W+jets background estimates

Multiplying the correction factors for flavor composition (Equation 6.12) and the
overall normalization (Equation 6.16), one gets the final scale factors to be applied on
the cross section of the simulated W+jets samples. These scale factors are summarized
in Table 6.4 for different W+jets flavors. Given the fact that the W+jets events in the
e+jets and μ+jets final states are similar in terms of the production cross section and
the event topology, separate measurements in these two final states yield consistent
results.

Wbb Wc Wl

μ
2 jets 1.26 0.92 0.92
3 jets 1.13 0.83 0.83
4 jets 1.18 0.87 0.87

e
2 jets 1.24 0.90 0.88
3 jets 1.11 0.80 0.79
4 jets 1.15 0.83 0.82

Table 6.4: Scale factors (Knorm × Kx,j ;x = bb, c, l; j = 2, 3, 4) to be applied on the
cross section of the simulated W+jets samples in the e+jets and μ+jets final state.

2This approach can be used as long as the s, t-channel cross section is not our main concern,
otherwise subtracting it from data can introduce bias to the measurement. Therefore, in the
measurement of the t-channel production cross section, fitting the W+jets distribution to data [155]
is taken as an alternative approach to measure the W+jets normalization from data.
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Chapter 6. Estimating QCD and W+jets Backgrounds in Data

Since the determination of the flavor composition and the overall normalization makes
use of several characteristics in the simulated samples, various uncertainties that
can influence the characteristics of the simulated samples, such as the object energy
scale, identification efficiency, cross section uncertainty, etc., have been evaluated
thoroughly [82]. However, to avoid a double-counting issue when the same set of
uncertainties is propagated to both the W+jets scale factors and the signal cross
section measurement, we account here only the statistical uncertainty of the simulated
W+jets events and the 25% extrapolation uncertainty for events with more than 2
jets in the final state.

The total uncertainty calculated this way is summarized in Table 6.5 as relative
variations on three independent components. ΔWtot accounts for the overall normal-
ization uncertainty on the entire W+jets background. The uncertainty on the flavor
composition is decomposed into Δ(WHF

Wtot
) and Δ( Wbb

WHF
), corresponding to, respectively,

the uncertainty of the overall heavy flavor fraction in the total W+jets background
and the uncertainty of the Wbb fraction in the overall heavy-flavor events. The reason
of evaluating uncertainties on these three components is that anti-correlation between
flavors can be accounted in a straightforward manner. For instance, the increase of
WHF

Wtot
implies intrinsically the decrease of Wl

Wtot
to maintain the unity of the total fraction.

Comparing ΔWtot to the cross-section uncertainty from simulation shown in Figure 6.9,
we note that a lower uncertainty is obtained by the data-driven method.

ΔWtot Δ(WHF

Wtot
) Δ( Wbb

WHF
)

2 jets +5.61%/− 5.61% +1.70%/− 1.82% +6.45%/− 6.41%
3 jets +13.4%/− 12.9% +5.20%/− 6.07% +15.6%/− 16.8%
4 jets +14.0%/− 13.9% +4.74%/− 5.80% +11.9%/− 13.5%

Table 6.5: Uncertainty of the scale factors represented as relative variations on the
overall W+jets normalization, ΔWtot, the heavy flavor fraction among all W+jets events,
Δ(WHF

Wtot
), and the fraction of Wbb among heavy flavor events, Δ( Wbb

WHF
).

6.3 Event distribution in data

Once the contributions of the QCD and W+jets backgrounds are determined using the
data-driven methods, we can now classify data events into different processes based
on the expectation of the signal and other backgrounds predicted by the theoretical
modeling. Table 6.6 summarize the classification in terms of the number of events
in various processes after applying the analysis selection. Events are separated in
according to the lepton type as well as the number of jets in the final state.
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6.3.
E

vent
distribution

in
data

e+jets μ+jets

2 jets 3 jets 4 jets 2 jets 3 jets 4 jets

Wt 731±8 701±8 295±5 987±9 962±9 397±6
s, t-channel 1939±8 822±6 256±3 2679±10 1137±7 358±4

tt̄ 4081±23 6604±30 5179±27 5549±27 9084±35 7147±32
W+HF jets 14949±837 4504±604 1358±190 23041±1290 7032±942 2179±305
W+light jets 4195±235 1098±147 342±48 6811±381 2003±268 590±83
Z+jets 1091±18 645±10 257±5 1456±17 606±10 213±5
diboson 381±3 134±2 31±1 565±4 191±2 44±1
QCD 1871±935 755±377 200±100 3683±1841 1305±652 373±186

Total Exp. 29243±1277 15270±728 7923±222 44777±2280 22325±1181 11305±368

Data 29243 15424 7718 44777 22571 11015

S/B Exp. 2.6% 4.8% 3.9% 2.3% 4.5% 3.6%

Table 6.6: Number of events in e+jets and μ+jets final state after applying the analysis selection. The simulated events are
classified into signal and various background processes. The QCD multi-jet and W+jets backgrounds are measured from data
using the data-driven methods. The uncertainties of QCD and W+jets are 50% assignment and the normalization uncertainty
respectively; while the uncertainties of other processes account only Monte-Carlo statistics.
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