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6
Background on Information Retrieval

In Chapter 2 we saw that in the late 1940s, driven by a need to manage the increasing
amount of information, two lines of information behavior research emerged: the user
centered line, i.e., information science, and the system centered line, i.e., information re-
trieval (IR). In the first part of the thesis we focused on supporting humanities researchers
in exploring archival collections. Exploration is a process in which a user learns about a
collection and gains new insights through interactions with a search system. We therefore
focused on the user and investigated the utility of IR systems that allow richer means of
interaction for exploration.

In this chapter we provide background material for the work in the second part of
the thesis, which is focused on contextualization. Here, we focus on work from the area
of IR that motivates our contextualization methods in later chapters based on related
concept finding. We start with a brief overview of the key concepts in standard IR in
Section 6.1. We then move beyond the traditional unit of retrieval in IR, i.e., documents,
and discuss retrieval tasks that return information related to a particular concept, e.g.,
events, questions, or entities in Section 6.2. Finally, we discuss work on semantic search
related to the use of structured data to support related concept finding in Section 6.3.

6.1 A Brief Overview of Information Retrieval
The field of IR concerns the development of efficient and effective systems to search
and manage information. The classic model of an information retrieval system considers
four factors: (i) the input, usually a query representing a user’s information need; (ii) a
repository containing information objects; (iii) a matching rule that determines which
information objects are relevant to the query; and (iv) a result output, which is typically
a ranked list of information objects, and its evaluation [22, 75]. Below we discuss each
of these factors individually.

6.1.1 Information Objects
In traditional IR the information objects returned to a user in response to a query are
commonly referred to as documents, e.g., web pages, scientific papers, or news arti-
cles. This is in contrast to, for example, database systems that return data in response
to a query or question answering systems that select a particular piece of information
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6. Background on Information Retrieval

from a document. More generally, information objects capture information in a partic-
ular format, e.g., a painting, a video, or a CV. These information objects, however, are
not directly retrievable and require some form of representation. In IR a term-based
representation is predominant, e.g., a web page may be represented by the terms (un-
igrams) or phrases that occur on the web page. Information objects that do not have
an innate textual representation, such as paintings or videos, are often assigned certain
categories, tags or descriptions that serve as metadata. These metadata annotations may
then be used as a representation for a information object, e.g., a video [92]. A vocabu-
lary determines the set of terms that may be used to represent information objects. The
vocabulary may be controlled or uncontrolled. Examples of controlled vocabularies are
subject heading lists and thesauri that define a particular set of keywords that may serve
as representations of information objects. An uncontrolled vocabulary allows the use of
natural language terms. Controlled vocabulary terms are generally manually assigned
while an index created automatically from the terms within a document will result in an
uncontrolled vocabulary.

The creator of a vocabulary needs to decide how he/she represents the information
objects in a collection and which terms to use. Terms should be chosen in such a way
that a user with a particular information need is likely to use the same terms to request a
particular information object as the vocabulary creator used to represent it. On the one
hand, an uncontrolled vocabulary provides the most flexibility in representing informa-
tion objects but also introduces ambiguity [84, 314]. On the other hand, the terms from
a controlled vocabulary have high precision, but may not match a user’s expectation of
how information objects in a collection are represented. A technique to improve preci-
sion is to use more specific terms to represent information objects, e.g., to use phrases
or sequences of terms [131]. Other techniques focus on improving recall. For exam-
ple, when information objects have sparse descriptions it has been found that document
expansion can help improve retrieval performance [316]. Using morphological variants
of terms [177] or applying stemming [156] are techniques also often applied to improve
recall. In order to efficiently access information objects an inverted index is used. An
index is a specific data structure that allows for fast lookup of documents that contain
specific terms or phrases. It provides a mapping from the vocabulary of terms used to
represent information objects to the actual information objects themselves [22].

Representations of information objects are rarely unstructured, e.g., web pages are
build using HTML markup, books have chapters and sections, and in metadata descrip-
tions a distinction is made between information in different parts of the document (fields).
Indexing of documents that contain some kind of structure as separate fields allows users
and retrieval methods to focus on the relevance of a particular part of a document. One
difficulty with nested structures, e.g., such as present in XML documents, is that one
has to choose between indexing individual elements or collapsing elements. By indexing
individual elements context is lost, but collapsing multiple elements dilutes the influence
of a particular element [22].

6.1.2 Information Needs
Analogous to information objects, information needs (cf. §2.2) require a (machine-inter-
pretable) representation that is compatible with the representation of the information
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objects. Taylor [317] defined four levels of information need: (i) the actual, but un-
expressed, need for information; (ii) the conscious within-brain description of the need;
(iii) the formal statement of the question; and (iv) the question as presented to the infor-
mation system. In information retrieval the focus is on the last level of information need,
i.e., the information need as presented to a system.

There are various ways in which an information need can be expressed, but generally
this happens in the form of a number of keywords, i.e., a query. Queries as formulated
by users have been found to be short with the majority of queries consisting of one or
two keywords [179]. This representation is not necessarily adequate to represent a user’s
information need. To obtain a more accurate representation of a user’s information need
various techniques to perform query expansion are used. In a relevance feedback sys-
tem terms are selected from documents based on relevance judgements, e.g., as obtained
through clicks in a previous search iteration, and used for expansion [284]. In the lack of
user feedback, one might assume that the top ranked documents are relevant. This tech-
nique is known as blind relevance feedback. It uses terms from the top ranked documents
for query expansion and was shown to be effective when the top ranked documents are
relevant [1, 248].

Other techniques do not assume a relevance feedback scenario. Instead, they identify
clusters of related terms based on term co-occurrence data and expand a query with the
clusters that contain a query term [207, 247]. Another technique is thesaurus-based query
expansion where terms with similar meanings are mapped to a thesaurus term [275].

Structured query languages such as common in database systems provide an alterna-
tive way to express queries, but are less prominent in an information retrieval setting as
the semantics of the structure contained in documents is not as well defined. An early ex-
ample of an SQL-like query language for the Web is W3QS that allowed users to specify
the type of a document to search and constraints on hyperlinks [195]. Through use of in-
formation extraction techniques some structure can be imposed on web documents [83],
however, these techniques suffer from a lack of coverage. Some collections contain doc-
uments with (semi-)structured data such as information objects with metadata held in
archives and libraries. This structure allows users to query specific metadata fields and
hence increase the control over the results that are returned [101]. One difficulty with
structured query languages is that users have to be familiar with the underlying struc-
ture. A way to aid users in formulating structured queries is through using specialized
interfaces with query assistance services [40]. Instead of providing a structured query,
users might provide structural hints to supplement a keyword query. For example, by
specifying a date range, a target category, or entities (see Chapter 8 and 9).

Zloof [384] suggested a query technique based on examples. Query by example, also
referred to as find similar or related article finding, allows a user to find additional infor-
mation objects by presenting a search system with an example of a relevant information
object. For example, Smucker and Allan [308] found that in simulating browsing patterns
using find-similar achieved improvements in precision over patterns that do not. Lin and
Wilbur [213] also found improvements in terms of precision over a probabilistic retrieval
model (BM25) on a task to find articles that discuss the same topic in a collection of
medical literature.
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6.1.3 Retrieval Models

Given a representation of a user’s information need, i.e., a query, and representations of
the information objects the retrieval model determines the relevance of the information
objects to the query in order to obtain a ranking of the information objects. For text-based
retrieval three types of classic models are distinguished: the boolean model, the vector
space model, and the probabilistic model.

The classic boolean retrieval model assumes that the query and document represen-
tations are sets of terms. A query is specified as a boolean expression and matching is
based on whether the documents contain the query terms. The advantage of the model
is that the matching principle is transparent and intuitive [22]. Disadvantages, however,
are that it is hard to differentiate between documents of different quality and to impose
an ordering on the result set. In later versions of the boolean model term weighting was
introduced to overcome some of these issues [349].

The vector space model was first used by Salton [293] in the SMART system, an
information retrieval system which was used for the development and experimentation
with various retrieval models. In the vector space model documents and queries are rep-
resented by vectors of weighted terms. The matching is based on the similarity between
document and query vectors and these similarity values are used to obtain a ranking of
results [295]. One effective term weighting scheme is TFIDF. It is a combination of the
term frequency (TF) of a term in a document, which promotes frequent terms, and the
inverse document frequency (IDF) of the term in the collection, which promotes terms
that are rare. We discuss this model in more detail in Chapter 7, where we experiment
with linking records from different archives based on whether the records discuss the
same or related events.

The probabilistic model was first proposed by Robertson and Spärck-Jones [285] as
an alternative retrieval approach based on a probabilistic framework. The central as-
sumption in the probabilistic model is the probability ranking principle (PRP) that states:
“given a user query q and a document dj in the collection, the probabilistic model tries to
estimate the probability that the user will find the document dj interesting (i.e., relevant).
The model assumes that this probability of relevance depends on the query and the doc-
ument representations only, i.e., on the information available to the system. Further, the
model assumes that there is a subset of all documents which the user prefers as the answer
set for the query q. Such an ideal answer set is labeled R and should maximize the overall
probability of relevance to the user. Documents in the set R are predicted to be relevant
to the query documents not in the set are predicted to be non-relevant” [283]. Two issues
with the PRP are: (i) it does not consider information outside of the system; and (ii) it
relies on relevance judgements to estimate the probability of relevance of a document to
a query, which are not available for new queries. In the absence of relevance judgements
the probabilistic model reduces to a similarity function based on IDF term weighting.
The lack of a term frequency weighting component or document length normalization
were addressed in an extension of the probabilistic model, i.e., BM25 [282].

There are several other families of probabilistic models in IR such as language mod-
els [273], divergence from randomness [7], and Bayesian networks [334]. Language
models capture regularities in language usage by modeling the distribution of linguistic
units, e.g., words. Language models were first used in speech recognition to predict the
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likelihood of the next unit in a sequence of previous units. In information retrieval lan-
guage models are used to capture the language usage in documents and to predict the
likelihood that a document would generate a query. We discuss language models and
their estimation in more detail in Chapter 8 and 9.

The advantage of Bayesian networks is that other types of evidence can be taken into
account such as term co-occurrence, user clicks and location, to decide on the relevance
of a document, next to the current query. We use this formalism in Chapter 9 to develop
models for related entity finding.

6.1.4 Evaluation
An important part of IR research revolves around evaluation of retrieval models and the
various ways of representing information needs and information objects. IR systems are
evaluated based on their ability to return relevant information objects in response to var-
ious information needs. There are various definitions of relevance in IR. Mizzaro [249]
defined each relevance as a point in a four dimensional space, where the four dimensions
are: (i) a manifestation of the information source, i.e., a document representation, an
actual document, or a piece of information; (ii) a manifestation of the information need,
i.e., the real information need, perceived information need, a formulation of a perceived
information need into a request, and translation of a request into a query to an IR system;
(iii) time, i.e., the change of relevance over time; and (iv) components, i.e., the relevance
with respect to a certain task, topic, and context. For example, in Chapter 7, where we
investigate a method to link archival records from a news archive to a television archive
based on events, relevance has been judged based on representations of records and not
on the actual content. In this case only the representation is used as the IR system does
not have access to the content of the records, e.g., video data, and the representation is
assumed to be adequate. In Chapter 8 and 9 relevance is judged based on topicality, i.e.,
the relevance of a representation of a document to a request. This is the type of relevance
generally used to evaluate IR systems.

Topical relevance was at the heart of the Cranfield experiments that were conducted
in the 1960s and resulted in the Cranfield paradigm, which prescribes a methodology
for the evaluation of information retrieval systems [95]. It assumes that the same set of
documents and queries can be used to evaluate different IR systems once relevance judge-
ments for all documents in relation to these queries have been obtained. A collection of
documents with associated information needs and relevance judgements is referred to as
a reference collection. Early reference collections were rather small, e.g., the Cranfield
collection (1.2K documents) and communications of ACM collection (3.2K documents).
A problem with this methodology arises when document collections become larger and
judging all documents for relevance to a set of queries becomes unfeasible.

This changed in 1992 when the Text Retrieval Conference (TREC) was started as
part of the TIPSTER Text program, co-sponsored by the National Institute of Standards
and Technology (NIST) and the U.S. Department of Defense. The goal of TREC is to
provide a common evaluation platform for IR systems Harman [157]. To be able to create
judgements for larger collections a method called pooling is used where only the top k
results for various systems are collected and assessed for relevance. TREC follows a
particular yearly cycle to create reference collections: (i) organizers provide a collection
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of documents and a list of questions (topics); (ii) participating teams run their IR systems
on the topics and return results in the form of a list of ranked documents; (iii) human
assessors judge the documents in the result list on relevance to the topics and the systems
are evaluated based on these judgements; and (iv) NIST organizes the TREC workshop
where participating teams exchange ideas about implementation and approaches. In later
years the focus of TREC changed from the evaluation of document retrieval in general to
the creation of reference collections for more specific types of retrieval tasks. Some of
the tasks considered are legal document retrieval, chemical document retrieval, question
answering and expert finding. Several other evaluation campaigns have since emerged
to address different retrieval challenges such as the Initiative for the Evaluation of XML
Retrieval (INEX), which is focused on XML retrieval, and Conference and Labs of the
Evaluation Forum (CLEF) (formerly known as the Cross-Language Evaluation Forum),
which was originally directed at multilingual aspects of retrieval.

6.2 Beyond Document Retrieval

Up to this point we have discussed work that considers individual documents as the unit
of retrieval. Documents, however, are only the carrier of what users are generally after,
i.e., information. For example, someone interested in learning about information retrieval
may ask: “which books are a good starting points to learn about information retrieval?”
An answer to this question would be a list of recommended book titles instead of a list
of documents that may or may not contain references to these book titles. Alternatively,
someone may not be interested in just a single document but a set of documents related to
a particular topic. For example, an infrequent news reader that would like to catch up on
the current state of the economy requires a selection of articles that are non-redundant.
Such a scenario violates the assumption of the PRP that the relevance of a document is
independent of other documents [150].

Since the 1990s an increasing number of Cranfield style evaluation campaigns have
emerged within the IR and natural language processing (NLP) communities aimed at
creating reference collections for tasks that go beyond document retrieval such as news
summarization, question answering, and entity retrieval. This has resulted in a myriad of
tasks each with variations in the setup of the task such as the input to the system, e.g.,
keywords or examples, and the type of corpus operated on, e.g., web pages or structured
data.

Table 6.1 provides an overview of the major evaluation campaigns and some of the
tasks they have put forward. We do not review the work aimed at addressing tasks at
the MUC, the ACE program, the TAC, and the CoNLL as these forums focus on com-
putationally intensive NLP techniques to extract information in structured form from
relatively small collections of well written documents. We refer the reader to overview
papers of the respective campaigns for further details [51, 111, 112, 121, 152, 154, 226,
234, 322, 323]. We also forgo a discussion on work on multilingual retrieval or re-
trieval in other languages than English as pursued at CLEF, the NTCIR, and the FIRE,
see [17, 144, 185, 227, 270] for more on these campaigns.

Instead we focus on tasks from the TDT campaign, INEX, TREC, and SemSearch as
far as they provide an IR setting, go beyond document retrieval, and/or operate on struc-
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6.2. Beyond Document Retrieval

Table 6.1: Overview of major NLP and IR evaluation forums that include English collections.

Forum Summary

MUC [154] Originally focused on IE technology to extract information from military messages.
Later editions included tasks such as template filling and co-reference on a corpus
of Wall Street Journal articles. Ran from 1987–1997 and paved the way for ACE.

ACE [121] Ran from 1999–2008 and aimed at further improving IE technology. Objectives in-
cluded the detection and characterization of entities, relations, and events. Focused
on computationally intensive NLP techniques on smaller collections (500K words)
of broadcast transcripts, newswire and newspaper data. Later merged with TAC.

TAC [51,
111, 112,
234]

Started in 2008 to encourage research on particular sub-problems in NLP, i.e., ques-
tion answering, textual entailment, summarization, and knowledge base population.
Data included blogs [226] and newswire articles [152].

CoNLL
[322, 323]

Investigates machine learning methods applied to NLP tasks. Since 1999, each year
a shared task is organized to compare approaches to a certain NLP problem.

TDT [2] A forum running from 1997–2004 for the development of topic detection and track-
ing techniques, e.g., story segmentation. first story detection, and link detection.

TREC
[346]

Explores various sub-problems in IR organized in tracks. Some dedicated to various
aspects of document retrieval, e.g., the Web Track. Others focus on special docu-
ment collections, e.g., the Legal, Medical, and Microblog Tracks. Several tracks
have investigated interaction, i.e., Interactive, Relevance Feedback, and Session
Track. Finally, some tracks investigate tasks that go beyond document retrieval,
e.g,. the Enterprise, Question Answering, and Entity Tracks.

CLEF [17,
144, 270]

Encourages research on retrieval systems for multilingual, multimodal, and struc-
tured data. Examples of tracks are: GeoCLEF, focused on geographic IR; WePS,
focused on people search; and CHiC, focused on cultural heritage data.

INEX
[143]

Explores evaluation of focused retrieval tasks that go beyond documents, e.g., in the
Book and Entity tracks. Other tasks focus on structured data, e.g., in the Link the
Wiki and Linked Data tracks.

SemSearch
[327]

A workshop series aimed a evaluating IR approaches to retrieval tasks on Linked
Data that organized two entity search tasks in 2010 and 2011.

QALD
[219]

A series of challengese aimed to answer natural language questions (e.g., “Who is
the mayor of Berlin?”) using Linked Data sources, i.e., DBpedia and MusicBrainz.

NTCIR
[185]

Started in 1997 and with goals similar to TREC but aimed at enhancing IR research
for Asian languages.

FIRE [227] Information retrieval evaluation forum like TREC but for Indian languages.

tured data collections. One type of task, that we consider in Section 6.2.1, asks systems
to recommend, link, or group documents related to the same concept, e.g., TDT Link
Detection tasks. Systems that address this type of task could support users in gathering
related material and is relevant to our work on linking archives in Chapter 7.

A second type of task, discussed in Section 6.2.2 and 6.2.3, asks systems to return a
specific bit of information instead of documents such as the question answering, expert
search, and entity search tasks at TREC and INEX. Such systems would support identi-
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fying the concepts and relationships that exist within the domain of a research topic and
motivate our work on entity oriented search tasks in Chapter 8 and 9.

Finally, in Section 6.3 we discuss work on tasks in which systems make use of or
link to structured data such as seen at the INEX Link the Wiki, SemSearch Adhoc Object
Retrieval, and TREC Entity List Completion (ELC) tasks, which are specifically related
to our work in Chapter 8. Table 6.2 provides an overview of the tasks we consider in
Chapter 6, 7, 8, and 9.

Table 6.2: Overview of the tasks considered in Chapter 6, 7, 8, and 9. For each task we
specify the input, output, data collection used, and forum that organized the task.

Task Input Output Collection Forum

topic
tracking

documents about a topic up
to a certain point in time

subsequent documents
judged as on topic or not newswire;

broadcast
news

TDT
[135]link

detection
pair of documents each
about an event

whether the documents are
about the same event

question
answering

a natural language question 5 answer strings each with
an answer to the question

TREC
disks 1–5

TREC
[348]

expert
search

a description of an area of
expertise

a list of experts in that area W3C
corpus

TREC
[103]

related
entity
finding

source entity, the type of the
target entities, and a rela-
tionship description

homepages of entities that
satisfy the relationship and
target type constraint

Clueweb09 TREC
[29]

entity
search

keyword query
representing an entity

URI representation of the
entity BTC2009

Sem-
Search
[274]list

search
natural language
description of a group of
entities

group of entities that match
the description

entity
ranking

description of a group of
entities and a set of
Wikipedia categories

set of entities that satisfy
the constraints

Wikipedia

INEX
[114]entity list

completion
description of a group of
entities and a set of
examples entities

set of entities that satisfy
the constraints

entity
linking

a Wikipedia page links from phrases in the
text to Wikipedia pages

INEX
[171]

6.2.1 Related Article Finding
Related article finding also referred to as find similar, query by example, and more like
this, is the general task of returning additional documents related to an initial document
about a certain topic. It shares similarities with relevance feedback. However, in re-
lated article finding a user query is not necessarily involved. Recommender systems also
provide this type of functionality using approaches based on collaborative filtering, i.e.,
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overlap between user interests, and information filtering, i.e., finding items with similar
characteristics as previous items a user liked [280]. We focus on information filtering
approaches within the context of news archives.

Topic Detection and Tracking was a multi-site research project to develop techniques
for news summarization systems that ran from 1997 to 2004. A number of techniques
were studied to enable finding topically related material in streams of data such as topic
segmentation, detection, and tracking. Most relevant to the work in Chapter 7 are tech-
niques for the topic tracking and the link detection tasks. In the topic tracking task,
where given a document about a certain news topic, the goal is to find other documents
that discuss the same seminal event or related events [2].

In the link detection task the goal is to detect whether a pair of documents discuss the
same topic. Here, a seminal event is a high impact news event that generates follow-up
events, and a related event is caused or predicts the seminal event but is not a semi-
nal event by itself. Topic tracking may be done within a collection consisting of a sin-
gle news source [138] or a collection consisting of various sources such as newswire
text, broadcast news speech transcriptions, closed captioning, and machine translation
results [276, 377]. Some approaches in topic detection and tracking focus on detecting
novelty and redundancy using language models [377]. Others support new event detec-
tion by using an adaptation of the vector space model and assigning more importance to
named entities [199].

With respect to event linking, expansion on both the initial document and candidate
document side by selecting representative terms from the documents most relevant to
those documents was found to be especially effective [205]. Further, it has been found
that when faced with very short documents (i.e., documents with sparse text), document
expansion can help improve retrieval performance [316]. Document expansion refers to
combining text from related documents with the text of an original document. The focus
of work on document expansion, however, has been in the context of traditional document
search [120]. Document expansion is one of the techniques further investigated to enable
cross-archive linking of records based on events in Chapter 7.

In a more general context of finding related material across news sources work has
been done on linking news articles to blog posts. It was found that using the structure of
news articles (title, lead, body, etc.) to model a query helps in identifying related blog
posts [328]. An early paper on the topic of cross-media linking investigates generating
connections between news photos, videos, and text on the basis of dates and named
entities present in texts associated with the items [87]. Ma et al. [225] investigated cross-
media news content retrieval to provide complementary news information. This was done
on the basis of news articles and closed captions from news broadcasts, and focused on
differences in topic structure in the captions to find complementary news articles for
broadcasts. Also relevant is work on linking passages from the closed captioning of
television news broadcasts to online news articles [167]. Here, the focus was on the
time-based aspect of identifying articles about the news subject being discussed at any
particular point in time. An interesting finding was that term selection was valuable in
identifying the correct relevant articles. We investigate the effects of term selection as
well as document expansion and utilizing document structure further in Chapter 7.
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6.2.2 Focused Retrieval
Traditional information retrieval returns documents in response to an information need
and leaves the task of locating relevant information within those documents to users [184].
The aim of focused retrieval is to return a particular piece of information to the user. We
discuss three areas of work related to the entity oriented search tasks addressed in Chap-
ter 8 and 9: (i) question answering, where entities may be returned as answers; (ii) expert
search, which is a specific type of entity search; and (iii) entity retrieval.

Question Answering

The goal of question answering (QA) is to return answers, rather than documents con-
taining answers, in response to a question, e.g., factoid questions and list questions [345].
Factoid questions require a single answer in the form of a snippet, e.g., “550 calories”
in response to the query: “How many calories are there in a Big Mac?” To answer list
questions, systems have to return instances of the class of entities that match the descrip-
tion in the question, e.g., “What are 12 types of clams.” A prototypical pipeline for a
QA system consists of four components: query analysis, document retrieval, document
analysis and answer selection [250]. In the query analysis component the question is
analyzed and classified into a certain class of questions, e.g., a “who” or “what” ques-
tion. Next, the document retrieval component identifies documents that are relevant to
the questions and the document analysis component selects candidate answers from these
documents. The candidate answers are send to the answer selection component which
selects the most likely answer from the candidates. An issue with most systems, how-
ever, is the use of knowledge intensive techniques for these components [93, 200], which
makes them unsuited for efficient processing of large volumes of data. An alternative
lightweight approach exploits the redundancy of the web to extract answer strings. The
fact that answers occur multiple times in different forms allow for the creation of simple
answer selection patterns based on the question [125].

Expert Search

The TREC 2005–2008 Enterprise track [31] focused on answering a more specific type
of question, i.e., finding experts on a particular topic. Two important families of retrieval
models for expert finding have emerged: candidate-centric models that first compile a
textual representation of candidate experts by aggregating the documents associated with
them and then rank these representations with respect to the topic for which experts
are being sought; and document-centric models that start by ranking documents with
respect to their relevance to the query and then rank candidate experts depending on the
strength of their association with the top ranked documents [23, 25]. Many variations on
these models have been examined, for a range of expertise retrieval tasks, exploring such
features as proximity [26, 269], document priors [383], expert-document associations
[24] external evidence [303], and co-occurrence [85]. While expert finding focused on a
single entity type (“person”) and a specific relation (“expert in”), the proposed methods
are typically not limited to these relations. Therefore, most of the approaches devised
for expert finding have also been applied to the more general task of entity search. A
comprehensive overview of expertise retrieval is given in Balog et al. [37]
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6.2.3 Entity Retrieval

The roots of entity retrieval go back to natural language processing, specifically to IE.
One typical IE task is to find all entities for a certain class, for example “cities.” The
general approach taken uses context based patterns to extract entities; e.g., “cities such
as * and *,” either learned from examples [281] or created manually [165].

A range of commercial providers now support entity oriented search, dealing with
a broad range of entity types: people, companies, services and locations. Examples
include TextMap,1 ZoomInfo,2 Evri,3 and the Yahoo! correlator demo.4 They differ
in their data sources, in the entity types they support, functionality, and user interface.
Common to them, however, is their ability to rank entities with respect to a topic or to
another entity. In web search engines it is also increasingly common to present users with
information about a specific entity or a list of entities for specific queries, e.g., “Chinese
restaurants in Amsterdam.” Little is known, however, about the algorithms underlying
these applications.

Early work by Conrad and Utt [100] introduced techniques for extracting entities
and identifying relationships between entities in large, free-text databases. The degree
of association between entities is based on the number of co-occurrences within a fixed
window size. A more general approach is also proposed, where all paragraphs contain-
ing a mention of an entity are collapsed into a single pseudo document. Raghavan et al.
[277] re-state this approach in a language modeling framework and use the contextual
language around entities to create a document-style representation, that is, entity lan-
guage model, for each entity. This representation is then used for a variety of tasks:
fact-based question answering, classification into predefined categories, and clustering
and selecting keywords to describe the relationship between similar entities. Sayyadian
et al. [299] introduce the problem of finding missing information about a real-world en-
tity from text and structured data. Results show that entity retrieval over text documents
can be significantly aided by the availability of structured data, e.g., Google’s Knowledge
Graph (cf. §6.3.3).

Entity Retrieval at INEX

Since 2006 INEX features an entity track that consists of two tasks: entity ranking and
list completion. In the entity ranking task the input question consists of a query (“Paul
Austen novels”) and a Wikipedia category (“Novels”); the expected output is a ranked list
of Wikipedia pages representing relevant entities. The list completion task is similar but
takes as extra input a number of example entities [114, 116]. These tasks extended earlier
work on entity retrieval in Wikipedia that only considers the surface forms of entities and
does not attempt to use documents associated with those entities or category informa-
tion [374]. Fissaha Adafre et al. [136] addressed an early version of the entity ranking
and list completion tasks and explored different representations of list descriptions and
example entities (using textual descriptions plus descriptions of related entities); other

1http://www.textmap.com/
2http://www.zoominfo.com/
3http://www.evri.com/
4http://sandbox.yahoo.com/correlator
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early work on the topic is due to Vercoustre et al. [342]. Most approaches to the en-
tity ranking task use the query to retrieve relevant entities (Wikipedia pages) and use the
categories as a filter [32]. The Wikipedia category structure, however, is not a strict hier-
archy making expansion of the input category necessary. Vercoustre et al. [342] expand
with categories that match the terms in the query, while others [178, 330, 352] use the
category structure to expand categories.

There is a wide range of approaches looking for evidence in other documents, that is,
besides the Wikipedia page corresponding to the entity. Both Zhu et al. [382] and Jiang
et al. [182] employ a co-occurrence model, which takes into account the co-occurrence of
the entity and query terms (or example entities) in other documents, by borrowing meth-
ods from the expert finding domain ([381] and [25], respectively). Many entity ranking
approaches utilize the link structure of Wikipedia, e.g., as link priors [186] or using
random walks to model multi-step relevance propagation between linked entities [329].
Fissaha Adafre et al. [136] use a co-citation based approach; independently, Pehcevski
et al. [267] expand upon a co-citation approach and exploit link co-occurrences to im-
prove the effectiveness of entity ranking. Likewise, Kamps and Koolen [183] show that
if link-based evidence is made sensitive to local contexts, retrieval effectiveness can be
improved significantly.

In the list completion task several participants use the categories of example enti-
ties for constructing or expanding the set of target categories, using various expansion
techniques [104, 178, 182, 341, 352, 382]; some use category information to expand
the term-based model, see, e.g., [186, 352]. Balog et al. [35] introduce a probabilistic
framework that can incorporate most of the approaches for both tasks and show the ef-
fectiveness of (blind) relevance feedback on the entity ranking and list completion tasks.
A challenge in these tasks is to find parameters for weighting the query, category and
example entity information. A commercial service, Google Sets, also tackles the list
question task. Here, a user provides a number of examples of a class as input and the
service retrieves entities that closely match the examples [149]. Ghahramani and Heller
[145] developed an algorithm for completing a list based on examples using machine
learning techniques.

Another method combines the two approaches using a linear combination, where the
mixing parameter depends on the difficulty of a topic [340]. A model is trained to pre-
dict each topic’s difficulty and the combination weight is set accordingly. We investigate
a variant of the entity list completion task in Chapter 8 in the context of the Linking
Open Data cloud. We also propose a query dependent method that combines text-based
retrieval with additional structure, but differ from supervised machine learning based ap-
proaches [304] in that our method does not require any training data. Moreover, machine
learning based approaches do not necessarily outperform unsupervised approaches in this
setting [141].

Entity Retrieval at TREC

A major development in evaluating entity oriented search was the introduction of the
Entity track at TREC in 2009 with the aim of performing entity oriented search tasks on
the web [29]. The first edition featured the Related Entity Finding (REF) task: given a
source entity, a relation and a target type, identify home pages of target entities that enjoy
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the specified relation with the source entity and that satisfy the target type constraint [29].
For example, for a source entity (“Michael Schumacher”), a relation (“Michael’s team-
mates while he was racing in Formula 1”) and a target type (“people”) return entities
such as “Eddie Irvine” and “Felipe Massa.”

A general pipeline for REF is to first collect documents or text snippets from the
collection that are relevant to the REF query, next obtain entities by performing named
entity recognition on the snippets, implement some sort of ranking step and finally find
home pages. A popular method to rank entities is to use a language modeling approach,
where the entity model is constructed from snippets containing the entity and the query
is the relation [369, 371, 378]. Mccreadie et al. [232] present a successful adaptation
of the voting model for people search to REF. Fang et al. [132] use a hierarchical rele-
vance retrieval model that linearly combines relevance scores of the query given either
the document, a passage or an entity. They further improve their model by exploiting
list structures, training logistic regression models for type filtering and applying several
heuristic filtering and pattern matching rules. Zhai et al. [376] propose a probabilistic
framework to estimate the probability of an entity given a REF query, with two compo-
nents: the probability of the relation given an entity and source entity, and the probability
of an entity given the source entity and target type.

The dataset used for the REF task is the ClueWeb09 Category A web crawl [96],
consisting of about 500 million documents, including English Wikipedia. The size of
the corpus limits the complexity of document analysis and entity extraction techniques
that can be used. As a result a number of approaches rely heavily on Wikipedia, i.e., as
a repository of entity names, to perform entity type filtering based on categories, and to
find home pages through external links [187, 232, 302]. We will investigate methods to
address the challenge of performing entity search on a web corpus and the effectiveness
of various heuristics commonly applied in Chapter 9.

6.3 Semantic Search

The information retrieval models discussed up to this point operate on strings and have
a limited understanding of what concepts these strings refer to. For example, “Michael
Jackson” could refer to a famous pop star or a computer scientist. Moreover when we as
humans think of a person, we know that he/she has certain attributes, i.e., was born on a
particular day and lives in a certain place, while this knowledge is generally unavailable
to retrieval models. The aim of semantic search is to use Semantic Web technologies to
improve traditional web searching [155, 228]. Below we first describe methods to map
strings to concepts. We then discuss linked data and the Semantic Web initiative to create
a web of data. Finally, we detail some of the approaches to entity search in the web of
data.

6.3.1 From Strings to Concepts
Named Entity Normalization (NEN) is the task of finding an unambiguous referent for a
string representing an entity. Entity normalization has a long tradition in the context of
databases, where it is also known as record linkage [366]. The structured way in which
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entities are represented in databases allows entities to be normalized if they have more
than a certain number of relations, or type of relations, in common with another entity
in the database [49]. For example, when combining databases of customer data of two
companies a person that is registered with both may be matched based on name and
telephone number even when the address data does (fully) not match.

Pure string-distance based matching methods [97] are not enough to reliably nor-
malize entities. Köpcke et al. [196] characterize eleven entity matching frameworks for
structured and semi-structured data in terms of four criteria: (i) the entity data considered,
i.e., XML or relational; (ii) the blocking method used, i.e., clustering candidate entities
together in order to reduce the matching space; (iii) the matching function, i.e., based on
attributes and or context; and (iv) whether the framework uses examples for training.

To be able to do entity normalization it is necessary to have a knowledge source
with referents against which entities can be compared. In a web setting it is difficult to
find a referents list that provides enough coverage of entities found on the web. Often,
knowledge bases such as DBpedia5 or Freebase6 are used.

The INEX Link the Wiki Track introduced the task of finding phrases in Wikipedia
pages that are likely to be anchor text and link those to their corresponding Wikipedia
page [139]. Wikipedia has since been heavily used in entity normalization approaches.
One successful approach to identify candidate phrases was based on how likely a phrase
was to be used as an anchor in Wikipedia [244]. Milne and Witten [246] identified the
utility of using unambiguous entities from the surrounding context of a surface form of an
entity on a Wikpedia page as features to normalize entity surface forms. Cucerzan [106]
showed that Wikipedia data can be used to derive context models to disambiguate entities
in news articles. He et al. [161] found how previous Wikipedia based linking approaches
failed when applied to linking medical terms from radiology reports to Wikipedia due
to the frequent occurrences of modifiers and conjunction in noun phrases. They showed
that identifying sub-sequences is the key to resolving this issue. Meij and de Rijke [236]
addressed the challenge of linking entities from queries to DBpedia. This work was later
extended to also identify and link entities in tweets [239].

6.3.2 The Web of Data

The Semantic Web initiative is a movement that aims to turn the unstructured web of
documents into a web of data that is understandable by machines [13]. In order to realize
the Web of Data web pages need to be associated with metadata. To this end the World
Wide Web Consortium (W3C), an organization responsible for standards on the Web, has
proposed standards for metadata annotation of web pages such as XML and the Resource
Description Framework (RDF).

Providing an XML document that for each web page provides its information in struc-
tured form is one solution to this problem. For example, a HTML page with the time table
of the university library opening hours could be accompanied by an XML document that
offers this data in structured form. Another approach is to mark up HTML documents
with microformats to identify strings as a specific type of object, e.g., a location or a date.

5http://dbpedia.org/About
6http://www.freebase.com/
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Microformats are gaining popularity as the markup is directly applied to the web docu-
ment and does not require an additional metadata document next to the web page [193].

A disadvantage of these markup approaches is that relations between objects can only
be expressed through nesting of elements and that the interpretation associated with a par-
ticular way of nesting is up to the application. RDF has been suggested as a data model
for describing relations between objects. RDF allows statements to be made about a do-
main in terms of triples. An RDF triple consists of a subject, a predicate, and an object.
A subject is always a URI and represents a thing. Subject URIs serve as unique identi-
fiers for entities. An object is either a URI referring to another thing or a string holding a
literal value. Predicates are also always URIs and specify the relations between subjects
and objects. The RDF Schema defines the classes of things and the predicates that exist
in a certain domain as well as the relations between classes. It defines the semantics of
being an object of a particular class in terms of relations to other classes in a domain, e.g.,
a person has a date of birth. The definition of classes and their organization in hierarchies
in the RDF Schema allows inference mechanisms to derive new information. Although
the expressiveness of RDF(Schema) is rather limited, it allows a reasoner to derive infor-
mation such as that an object in a sub-class of class A will have the properties associated
with objects of class A. We do not further consider this aspect of RDF(Schema) as rea-
soning over large collections of RDF data remains impractical and instead investigate
methods that do not depend on reasoning.

Linked Open Data7 is data that is published openly on the web following the linked
data principles: (i) use URIs to identify “things”; (ii) make URIs dereferenceable; (iii) at-
tach “useful” information to URIs; and (iv) link URIs to other URIs. Linked Data is
typically represented using the RDF format. Many organizations and companies have
published their data as linked data resulting in the so called Linking Open Data (LOD)
cloud.8 At the center of the LOD cloud is DBpedia as it provides information spanning
multiple domains and connects data from different domains into a single data space [18,
54]. A problem with the LOD cloud is that data quality control is based on trust and left
to the person publishing his/her data. As the number of contributers to the LOD cloud
increases so does the number of RDF Schemas used to define the classes and properties
of datasets. Appropriately linking a new data set to objects already present in the LOD
cloud is becoming increasingly difficult [4]. This is also complicating the development of
applications that use linked data as each schema introduces new requirements. In Chap-
ter 8 we will investigate how to overcome this challenge in an entity search application.

6.3.3 Entity Search in the Web of Data
Using structured data to provide contextual information about entities is gaining popular-
ity as evidenced by the recent introduction of Google’s knowledge graph (KG). The KG
is used in various applications, e.g., to present a KG biography9 or a KG image carousel10

with additional information related to a query. Given a query, e.g., Asta Nielsen, the KG

7http://linkeddata.org
8http://lod-cloud.net/
9http://googleblog.blogspot.nl/2012/05/introducing-knowledge-graph-

things-not.html
10https://plus.google.com/+google/posts/KpsbyvHUotN
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biography will display images of her, a short summary describing her as a 1910 Danish
movie star, and some facts such as her date of birth. However, the concepts and facts that
are presented are limited to the information available in sources such as Wikipedia and
Freebase. The KG image carousel provides a set of images of related concepts given a
particular concept, e.g., actors in a film or books by an author. The carousel only appears,
however, for a specific set of relations such as books by author X or actors in movie Y
and when a certain popularity threshold is met.11 Furthermore, little is known about the
methods behind these applications.

A traditional way of obtaining information about an object from collections of linked
data is through structured query languages such as SPARQL that express queries through
constraints on relations (links) between URIs. These languages, however, are difficult
to use and require knowledge of the underlying ontologies. More recent user-oriented
approaches address this issue by automatically mapping keyword queries to structured
queries [326, 380]. A number of services provide keyword based interfaces to search in
Linked Data for URIs of entities [55]. Other approaches use keyword queries against a
free text index of Linked Data [274, 331].

Hybrid approaches to ranking entity URIs exploit the link structure and textual in-
formation contained in Linked Data. For example, one approach returns both URIs that
contain query terms as well as URIs that link to those URIs [286]. Yet others propose a
combination of structured and keyword-based retrieval methods [34, 113]. Common to
the text-based and hybrid approaches mentioned here is their focus on retrieving URIs
for entities given a name or a description.

A hybrid method able to retrieve entities that engage in a certain relation with another
entity is proposed by Elbassuoni et al. [127]. This method uses a language modeling
approach to construct exact, relaxed, and keyword augmented graph pattern queries. In
order to estimate the language models, RDF triple occurrence counts and co-occurring
keywords are extracted from a free text corpus.

Adhoc Object Retrieval

As a first step towards evaluating these approach to search Linked Data the Semantic
Search Workshop launched the “adhoc object retrieval task” [57, 274], which was fo-
cused on retrieving URIs for entities described by free text. Ad-hoc object retrieval
differs from entity list completion in its focus on resolving entity names to URIs in the
LOD cloud, instead of locating entities that stand in some specified relation. A popular
approach to this task is to adapt standard retrieval models to operate on Linked Data. For
example, by using a linear combination of the language model scores for different textual
entity representations or applying a variant of the BM25F model that takes into account
various statistics of the attributes in entity representations [56]. One promising approach
is to combine both traditional retrieval techniques and structure-based queries in a hybrid
system as demonstrated by Tonon et al. [325].

11http://searchengineland.com/googles-image-carousel-and-knowledge-
graph-search-results-167007
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Entity List Completion

The TREC Entity track’s variation on the ELC task extends the INEX ELC task in that
entities are no longer Wikipedia pages but URIs in a sample of the LOD cloud. Ap-
proaches to this task where evaluated on a limited (8) number of topics. They include
a text-based [133] method using a filtering approach based on WordNet and link-based
methods [66, 110] using link overlap and set expansion techniques.

In the entity list completion task of the 2011 Semantic Search Challenge entities
are represented by URIs as well, but no example entities are given and only a textual
description of the common relation between the target entities is provided. Approaches
to this task are predominantly text-based [36]. A notable exception is an approach that
re-ranks an initially retrieved list of entities using spread-activation [94].

There are other unsupervised approaches to combining results, also known as late
data fusion, that use different ways of weighting the scores from various result lists [137].
These, however, do not exploit features other than those available in the result lists, i.e.,
they do not consider example entities.

We investigate structure-based, text-based, and hybrid approaches to the entity list
completion task in Chapter 8. Different from other work we do not consider a fixed set
of examples: instead, we study the effect of varying the composition of the set of example
entities on the retrieval performance of these methods.
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