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7
Linking Archives Using Document

Enrichment and Term Selection

Words are an example of the more general notion of signs, i.e., things we use to refer
to our surroundings. As signs may originate within different situations their meaning
varies [271]. Interpretation is the process of deriving the meaning of a sign and contextual
information is the information necessary to establish the meaning of a sign at a particular
time [339].

Users of archival records such as humanities researchers as well as the archivists
responsible for maintaining collections of such records, have long recognized the impor-
tance of contextual information. Lytle [224] described the need for contextual informa-
tion within archives as follows: “Items in isolation from an archival body lose part of
their meaning; the reason for this is that the file, not information in the records alone, is
related to activity.” To this end archives often organize records according to the entity
that created them, i.e., the provenance method [123, 224]. This type of organization,
however, does not necessarily meet the needs of humanities researchers. For example,
historians require information about how a record associated with a particular event re-
lates to other events in the particular period under study to be able to determine its signif-
icance [123]. In Chapter 3 we observed a similar need for contextual information about
events in the media studies research cycle, where researchers use newspapers to obtain
reflections about events.

One way to support locating contextual material over (multiple) archives is to create
links between individual records. On the web this is supported through hyperlinks be-
tween documents that allow users to move from one document to the next and to obtain
background information about topic of interest. In an archival setting the creation of
links has received little attention, likely due to the focus on annotation and preservation
of provenance information, rather than on supporting browsing behavior.

We examine the linking problem in an archival setting, focusing on events. Here, we
aim to connect a record from one archive to records in another archive that discuss the
same or related events. Links to records describing the same event allow users to access
different views of the same event, while links to records describing related events provide
potential contextual information about the build-up and impact of events.

We focus on a specific instance of the task as introduced in Chapter 1: linking records
from a newspaper archive with a rich textual representation to records from a multimedia
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7. Linking Archives Using Document Enrichment and Term Selection

archive that tend to have sparse annotations, see Figure 1.2. Our scenario is characterized
by two somewhat complementary challenges. First, the targets of our linking task are
multimedia records. Retrieval models, generally, do not have access to the actual media
content of such records due to unresolved challenges in multimedia retrieval [208, 370].
Therefore, we investigate methods for document expansion to address the challenge of
low recall introduced by the relatively sparse metadata representation of these records (cf.
§6.2.1). Second, the source of a link in our task is a news article in a news archive. Such
articles are textually rich and may contain interviews and debates next to accounts of an
event. To alleviate the potential of irrelevant terms to give rise to a precision problem, we
investigate methods for term selection (cf. §6.2.1). These two challenges motivate our
fourth research question, which we recall from Chapter 1:

RQ 4. How can we automatically generate links from a record in a newspaper archive
with a rich textual representation to records in a television archive that tend to have sparse
textual representations?

a. Does expanding sparse record representations with text from other sources improve
linking performance?

b. What effect does modeling reduced versions, e.g., by selecting informative terms of
the original richly represented records from the source archive, have on linking perfor-
mance?

We approach the linking task as a retrieval problem: given a source record, retrieve target
records it should be linked to. To address our first research question we improve the rep-
resentation of target records by enriching their sparse annotations with representations
from the target archive, the source archive, and Wikipedia. To address our second re-
search question we reduce the representation of the source record by selecting a subset
of terms from the original representation, i.e., from the metadata as well as the content
of articles.

The contributions of this chapter are three-fold: (i) we define and motivate a new task,
i.e., linking archives based on events, and identify future directions; (ii) we report on a
set of experiments investigating the effect of record representation along two dimensions;
and (iii) we demonstrate the effectiveness of linking based on enrichment of sparsely
annotated records with content from a different archive.

We describe our record enrichment and linking approaches in Section 7.1. In Sec-
tion 7.2 we describe our data sets and experimental setup. We report the results of our
experiments and provide a discussion in Section 7.3. We conclude in Section 7.4.

7.1 Approach
We formally define the variants of the linking archives tasks addressed in this chapter:
same event linking and related event linking. Let As = {ds,1, . . . , ds,n} be a set of source
archive records, and Ag = {dg,1, . . . , dg,m} be a set of target archive records. From now
on we drop the n and m indices for clarity in our notation, but note that ds and dg denote
individual records from the source and target archive respectively. Let fs(ds, dg) be a
binary function that is true if ds and dg are about the same event. We define a similar
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7.1. Approach

function fr(ds, dg) that is true if ds and dg are about related events. The notions of same
and related event will be defined in §7.2.

In the same event linking task we aim to identify all pairs (ds, dg) for a given source
record ds describing a certain event e, where each dg describes the same event e as dg .
In the case of related event linking we aim to find all pairs (ds, dg), where each target
record dg describes an event e

� that is related to e, which is described by a given source
record ds.

A record is textually rich when its representation consists, on top of human-annotated
metadata from a controlled vocabulary also textual content from an uncontrolled vocab-
ulary (cf. §6.1.1). Sparse representations only contain human-annotated metadata. In the
specific setting in which we are working, source records are news articles, hence textually
rich, and target records are sparsely represented records in a video catalog (§7.2).

Linking Model

In choosing a linking model we have two considerations. First, computing the functions
fs(ds, dg) and fr(ds, dg) for all (ds, dg) pairs is computationally expensive, and scales
exponentially with the size of the data set. Second, if we base our binary linking decisions
on a similarity measure then we require a threshold parameter that determines when
records should be linked. Setting this threshold is a nontrivial as it varies per collection
and type of linking task.

Instead of making binary decisions for pairs of elements, we model the task of linking
archives as finding a ranked list of target records whose representation is most similar to
the representation of the source record. For each source record we generate a ranked list
of same/related events described by target records based on their similarity to the source
record. This approach has a number of advantages. First, it is computationally more
efficient. Second, a single model can be used for finding both same events and related
events. Third, it doesn’t involve a threshold parameter, instead, it presents a ranked list
of link targets and allows the user to select which link to follow.

In our linking model we represent records from the source archive (ds) and target
archive (dg) as vectors. Each dimension of our vectors relates to the weight (w) of a term
in the respective records, i.e., �ds = [ws,1, . . . , ws,n] and �dg = [wg,1, . . . , wg,n], where
n is the number of terms in the vocabulary. We use the vector space model [295] as our
similarity function:

sim(ds, dg) =
�ds · �dg

|�ds|| �dg|
=

�n
i=1 ws,iwg,i��n

i=1 w
2
s,i

��n
i=1 w

2
g,i

. (7.1)

Here, the weight wd of each term t in record d is given by its TFIDF score:

TFIDF(t, d) = wd =
tf(t, d)

|d| · log
�

|D|�
d∈D δ(t, d)

�
,

where tf(t, d) gives the count of term t in record d, |d| is the length of a record, |D| is the
number of documents in the collection and δ(t, d) is a binary indicator function defined
as:

δ(t, d)
�

0 if term t occurs in d

1 otherwise.
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7. Linking Archives Using Document Enrichment and Term Selection

The term frequency (TF) component is given by the first factor, the inverse document
frequency (IDF) is given by the second factor in Equation 7.1.

To obtain a ranked list of link targets we compute the similarity between a fixed
source record ds and every potential target record in the target archive collection accord-
ing to 7.1.

Document Expansion

To address sparseness of the representation of a target record dg we use a set of additional
records for expanding the representation of dg . Below we consider multiple sources Ax

for the expansion records: the source archive As, the target archive Ag , and an external
archive Ae. Let dgx be an expanded representation for a target record. Given dg , we
obtain dgx as follows. We compute the similarity between dg and each record dx in an
expansion achieve Ax, using the same similarity function as defined in (7.1). Then, we
obtain a set of expansion records Xdg by iteratively selecting records dx into Xdg such
that

dx = arg max
dx∈Ax

sim(dt, dx), dx /∈ Xdt .

We limit the size of Xdg with a threshold parameter on the number of expansion
records and sim(., .) is the same similarity function as in (7.1). We then obtain the ex-
panded target record vector as �dgx = [wgx,1, . . . , wgx,n] where the weight for a term t is
defined as:

wgX =
tf(t, dg) +

�
dx∈Xdg

tf(t, dx)

|dg| +
�

dx∈Xdg
|dx| · log

�
|D|�

d∈D max(δ(t, d), δ(t, Xd))

�
.

Here, Xdg is the set of expansion records for dg . The total number of records |D| remains
the same, however, each record is associated with a set of expansion records. Therefore,
to arrive at an inverse expanded record frequency (IDF) for a term t, we count an occur-
rence of t when it occurs in the original records or any of its expansion records Xd for
each record in D.

Selecting Representative Terms

Recall that our source records are textually rich. Although we apply TFIDF weighting
in our similarity function, the high dimensionality of the documents may result in poor
similarity values. To address the potential of topic drift that may result from textual
richness, we investigate the effect of automatically selecting a reduced set of terms R

from the text associated with a source record ds (instead of using all terms) when ranking
candidate target terms. For a source record ds, we select a reduced set of terms R by
iteratively select the top K terms from ds into R, according to their TFIDF scores:

t = arg max
t∈V

TFIDF(t, ds), t /∈ R,

where t is a term and V is the set of terms in the vocabulary. Given the set of selected
terms R and a reduced record representation �dsR = [wsR,1, . . . , wsR,n], the weight of a
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7.2. Experimental Setup

term in the reduced record vectors is defined as:

wsR =
tf(t, ds) · δ(t, R)

|
�

{t�∈R:b(t�,ds)} tf(t�, ds)|
· log

�
|D|�

d∈D δ(t, d) · δ(t, R)

�
.

Here, δ(t, R) results in 1 if term t occurs in R and 0 otherwise.

Selecting representative entities

We experiment with the selection of representative terms by only considering named
entities. Named entities are a special type of term found to be important in identifying
related events [199]. To select entities we apply a named entity recognizer [134] based
on conditional random fields to the content of all source archive records. We then select
the top K entities based on their TFIDF value as with the terms.

Date Filter

Finally, we also examine the use of the date field present in the metadata of both source
and target records. Not only is the date field one of the most consistently used fields
in archival data, but it has also been shown that dates are useful when detecting same
events [211]. We use a simple date filter that only allows a link from a source record s

to a target record t if t’s date is within an N day window around the date of s. That is,
target archive records with a publication date within s− N

2 and s + N
2 days of s.

7.2 Experimental Setup
In this section we describe our experimental setup. We start by describing the collection
used for evaluating the linking rich-to-sparse archive task, and follow with a description
of our experiments with document expansion and term selection.

7.2.1 Evaluation Collection
Our evaluation collection consists of a source archive containing textually rich newspaper
articles and a target archive of textually sparse television news broadcasts to which we
want to link. We single out a set of source records as our test cases for linking, and for
each test source record, we have a set of relevance judgments indicating which records
in the target archive refer to (i) the same seminal event, and (ii) related events.

Source Archive

Our source archive consists of 346,559 newspaper articles published by a Dutch news-
paper, the NRC Handelsblad,1 from 3 Jan. 2005 to 8 Jun. 2010. Each article consists of
the article text (article title and body) and a series of metadata fields created by editors at
the newspaper. These metadata fields comprise of the persons, locations, organizations,
events and keywords that are the subject of an article. Rather than exploiting the specific

1http://www.nrc.nl/
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7. Linking Archives Using Document Enrichment and Term Selection

structure of the metadata schema of NRC’s archive, we combine all of the data from the
metadata fields for an article together into a single representation; we refer to this aggre-
gated set of fields as the metadata for a source archive record s. We refer to the article
text as the content of s. On average, source record content has 409 terms and metadata
has 8 terms, for a total of 417 terms per record.

Target Archive

Our target archive in this chapter consists of 73,666 television news stories obtained from
the Netherlands Institute for Sound and Vision, the Dutch national audiovisual broadcast
archive.2 We restrict the target archive to news stories broadcast during a period that
encompassed the period of the source article collection, (1 Jan. 2005–20 Dec. 2010). We
limited the target archive to news stories as other program categories, e.g., game shows
and soap operas, are unlikely to yield suitable link targets for news articles. Each news
story is manually described by professional archivists, with free-text description and
summary fields and structured fields describing persons, locations, keywords and other
names that are the subject of the news story. Once again, rather than considering the text
of all these fields individually, we combine them to form the metadata representation
for a given target record t. On average, target record metadata consists of 13 terms,
illustrating the relative sparsity of text in the target archive as compared to the source
archive.

Archive Statistics

Table 7.1 provides an overview of the type of fields present in the records in the source
and target archive. Relatively few of the records in the target archive have annotations
other than the title and date field resulting in a sparse event representation for the target
records. In contrast about a third of the source records have explicitly annotated enti-
ties and more than half have keywords assigned to them. On top of that each source
record has a content field containing the article text and a title field, yielding rich event
representations for source records.

Table 7.1: Statistics of the fields present in the items in the source and target archives.

Field Source Target Field Source Target

id 346,559 73,666 content 346,559 –
date 346,559 73,666 persons 117,742 2,042
title 346,559 73,618 locations 123,412 4,736
description – 8,632 other names 114,726 2,601
summary – 26 keywords 269,691 4,770

2http://instituut.beeldengeluid.nl/
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Events

We use the definition of event used at the Topic Detection and Tracking (TDT) campaign
which makes a distinction between a seminal event, i.e., a high impact news event—
along with all its necessary preconditions and unavoidable consequences—that generates
follow-up events, and related events that are caused by or predict the seminal event but
are not seminal events by themselves.3 Let us consider the following seminal event:
In February 1998, a low-flying U.S. Marine jet sliced through the cable supporting a
funicular at a ski resort in Cavelese, Italy. The funicular then came crashing down,
killing 20 people and injuring many more. Within the TDT definition the funicular’s fall
to the ground and the subsequent deaths and injuries were all unavoidable consequences
of the jet flying into the cable, and are thus considered part of the same seminal event.

Related events are events that are directly related to the seminal event, e.g., the res-
cue efforts, statements made by the US Marines about policies for training missions in
civilian areas, and the criminal investigation that followed the cable car crash.

Test Collection of Source Archive Records

In order to evaluate our linking approaches, we select a set of source records to use as
test set in our linking task. We use two requirements for our selection: the selected
record should contain a clear seminal event (to facilitate judgments of system-generated
links) and there should be at least one record in the target archive that covers the same
or a related event. To satisfy the first requirement, we randomly select news events from
Wikipedia listings of important events per month4 and manually search the source archive
to identify a newspaper record describing the event. To satisfy the second requirement,
we search in the target archive to make sure that there is at least one television broadcast
that describes the same or a related event. If so, the record is selected as a test source
record. In total we selected 50 test source records, describing a range of events such as
16 May 2007: Nicolas Sarkozy is sworn in as the new president of France; 17 December
2009: Heavy snowfall in Belgium and the Netherlands disrupts trains and causes traffic
jams; and 7 July 2009: A memorial service is held in the Staples Center in Los Angeles
for the deceased pop icon Michael Jackson.

Relevance Judgments

We create relevance judgments using the pooling method adopted by TREC [158], the
de-facto standard for creating relevance judgments for test collections (cf. §6.1.4). We
performed pooling on the basis of the sets of results produced by different retrieval sys-
tems. For each system and source record, the top 20 ranked documents were selected for
inclusion in the pool. These results were then merged and duplicate documents were re-
moved. The merged lists of results were then shown to human assessors, with results for
each individual source record being judged by the same assessor to ensure consistency.

The assessors were instructed to make a distinction between target records that de-
scribe the same event as the source record and targets that describe related events. The
assessors’ instructions were based on instructions from the TDT assessor manual.3

3http://projects.ldc.upenn.edu/TDT5/Annotation/TDT2004V1.2.pdf
4See e.g., http://nl.wikipedia.org/wiki/Januari_2009
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7. Linking Archives Using Document Enrichment and Term Selection

All judgements in the TDT tasks are binary, i.e., related to the source record event or
not. An important difference between the TDT task and our work here is that we make
a distinction between same events and related events. This allows us to study the impact
of document expansion and term selection on linking performance for these two types
of event. In our evaluation set we find that for each source record the average number
of target records describing the same event is much lower than the number describing
related events (2.4 vs. 11.8).

7.2.2 Experimental Setup
Below we detail our experimental setup used to investigate the utility of document ex-
pansion and term selection on linking performance. Experiments are performed on the
two tasks: same event linking, i.e., linking to records that describe the same event, and
related event linking, i.e., linking to records that describe a related event. In all experi-
ments our baseline is to perform linking using the original representation of the source
and target records without document expansion or term selection.

Expanding Sparse Text Representations

We investigate the effect of increasing the number of documents used to expand target
records on linking performance. An overview of the experiments is given in Table 7.2.
We experiment with three sources of information for document expansion: the target
archive itself, expanding target records with representations from other records in the
archive; Wikipedia, an online encyclopedia; and the richly represented, news-focused
records in the source archive.

Table 7.2: Description of the expansion models. In all cases the original sparse target meta-
data is concatenated with n expansion documents to form the expanded record representation.

Exp. model Ax Description

baseline – no expansion
n target docs At add n ∈ {1, . . . , 10} documents from target archive
n Wikipedia docs Ae add n ∈ {1, . . . , 10} documents from Wikipedia
n source docs As add n ∈ {1, . . . , 10} documents from source archive

Term Selection for Rich Text Representations

We investigate the effect of reducing the amount of text in a source record on linking
performance. An overview of our term selection experiments is given in Table 7.3. First,
we experiment with using the fields in the newspaper article metadata to reduce the source
record representation, following the framework presented in [328]. We then experiment
with using only the most representative terms and entities from the content of a source
archive record. We also investigate using only the manual annotations, i.e., metadata,
of a source record. Finally, we experiment with using the optimal combination of these
options.
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Table 7.3: Descriptions of the term selection models evaluated in the term selection experi-
ments. In all experiments the number of terms in the source item representation (content and
metadata) is reduced. Target items consist of their original metadata without expansion.

TS model Description

baseline all text associated with s, including content text and metadata text
content s content text only
metadata s metadata text only
title s title
lead first 2 sentences of content s

x% terms select top x% terms from content s, using TFIDF (x ∈ {10, 20, . . . , 100})
y% ne select top y% entities in content s, using TFIDF (y ∈ {10, 20, . . . , 100})
combined combine metadata s with optimal x% terms and y% ne from content s

Evaluation Measures and Significance Testing

We use three evaluation metrics for evaluating linking performance. Mean Average Pre-
cision (MAP), the average of the Average Precision (AP) scores over all test records,
evaluates the number of correct link targets in a list (of length 100 in our case), where
correct targets higher in the list are assigned more importance. Precision at rank five
(P@5) only considers link targets in the top five. A perfect score of 1.0 indicates that all
five targets at the top are correct. When fewer correct targets exist the maximum score
will be lower. Mean Reciprocal Rank (MRR) is the average of the Reciprocal Rank (RR)
for each source record. The RR is the inverse of the first correct answer and indicates at
which rank of the list of target records the first correct target is found. We use a stan-
dard paired t-test to determine significant differences between results. We use � or � (�,
�) to indicate whether a score is significantly higher or lower than the baseline with a
significance level of α < .05 (α < .01).

7.3 Results

7.3.1 Document Expansion
We first contrast the effect of using records from different archives for expansion on
linking performance, i.e., records from the source archive, target archive, and Wikipedia.
Figure 7.1a shows the MAP scores for same event linking using different archives for
expansion. Expanding with documents from archives other than the source archive does
not result in consistent improvements over the baseline even with the optimal number
of expansion documents. Figure 7.1b shows that for related event linking expansion
with documents from all three archives improves over the baseline. Again expanding
with source archive documents achieves best performance. The performance scores for
both event linking tasks, with the optimal number of expansion documents, are given in
Table 7.4. The optimal number of documents to expand with from the source archive is
seven for same event linking and five for related event linking; both yield a significant
improvement over the baseline. We note that although optimized for MAP, the other
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Table 7.4: Results of document expansion; significance is tested against the baseline.

Same event

Exp. model detail MAP P5 MRR
baseline – .3623 .2000 .4819
n target docs n = 3 .3907 .2227 .4654
n wikipedia docs n = 2 .3964 .2136 .4425
n source docs n = 7 .4949� .2818 .5435

Related event

Exp. model detail MAP P5 MRR
baseline – .1699 .2732 .5082
n target docs n = 10 .3036� .3854 .5705
n wikipedia docs n = 7 .4266� .4537� .6988�

n source docs n = 5 .4988� .4829� .6864�

early precision metrics follow the same trend in that the optimal number of documents
for MAP is also the optimal number for the other metrics. The P5 scores for same event
linking do improve (by 40.9%), but remain relatively low; this is due to the small number
of relevant target records per test record (on average 2.4).

Let us examine the source record that benefits most from document expansion in the
same event linking task. The title of this source record is “Openness expenses Dutch
Royal Family.” The description of the target record is: “Prime Minister Balkenende
promises the House of Representatives transparency in the expenses of the Royal Fam-
ily.” The underlying event of the source and target record is the same, i.e., a parliamen-
tary discussion about transparency with respect to the expenses of the Dutch royal house.
However, the viewpoint of the event is described from a different angle in each record:
the source record focuses on a request for more transparency from the house of repre-
sentatives, while the target record focuses on the prime minister promising this trans-
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Figure 7.1: Document expansion with n documents, from the target archive, the Wikipedia
encyclopedia, and the source archive. Here 0 indicates no expansion.
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parency. Document expansion works as it adds text from multiple news articles about the
parliamentary discussion on transparency to the target record, compensating for different
views. Similarly, for related event linking, document expansion increases the number of
viewpoints of a seminal event covered in a source record to improve linking performance.

7.3.2 Term Selection
On the source record side we experiment with different term selection techniques. In
this section, we link to the original unexpanded records in the target archive. Table 7.5
shows that using only terms from a specific field, e.g., lead or title, improves over using
the whole document in terms of absolute scores for both same event linking and related
event linking, but not significantly so. We also select terms and named entities from the

Table 7.5: Results of the term selection experiments; significance tested against the baseline.

Same event

TS model detail MAP P5 MRR
baseline – .3623 .2227 .4820
content – .3582 .1955 .4800
metadata – .1636� .0636� .1863�

title – .4157 .2227 .4597
lead – .4428 .2318 .5386
x% terms x = 60% .5133� .2682 .6390
y% ne y = 100% .4374 .2091 .5592
combined x=60%, y=100% .4660 .2409 .5849

Related event

TS model detail MAP P5 MRR
baseline – .1699 .2732 .5083
content – .1583 .2634 .4838
metadata – .1768 .2000 .2887�

title – .2264 .2829 .4300
lead – .2681 .3366 .5294
x% terms x = 30% .3229 .3268 .4799
y% ne y = 90% .2796 .2829 .4724
combined x=30%, y=90% .3387 .3317 .4459

content of the source record based on their TFIDF score. Figure 7.2a shows the MAP
score for same event linking while using only the top x% of the terms (dotted line) or
named entities (solid line). We observe that removing any named entities decreases per-
formance. For selecting terms there is an optimum when only 60% of the terms (ranked
by TFIDF) are selected. Table 7.5 shows that same event linking with the optimum of
60% of the terms selected from the source record, a significant improvement over the
baseline is achieved. When linking to related events, selecting terms from the source
record does not lead to significant improvements over the baseline; this is not surprising
as related event linking is more recall oriented and benefits from having a source record
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Figure 7.2: Term selection with the top x% (ranked by TFIDF) of the original terms and
named entities from the original source item retained.

description that covers all aspects of a seminal event. When less terms from the source
record are selected, less aspects of an event are covered making linking to related events
more difficult.

We take a closer look at the source record that benefits most from term selection on
the same event linking task. The title of the source record is “Ukrainian president dis-
solves parliament.” One of the target records is described by: “President Yushchenko
of Ukraine dissolves parliament and issues new elections.” The source record content
consists of 342 words and mentions various aspects of the event, e.g., comments of the
opposition leader and protests leading to the dissolution of parliament. Each aspect po-
tentially matches with the description of a target record. As the political situation in the
Ukraine was unstable for a number of years, many target records cover aspects of this
topic. By only selecting a small number of terms specific to the seminal event, term
selection prevents a drift in topic towards other aspects of the source record description.

In the case of related event linking the benefit of term selection is less in terms of
linking performance than for same event linking. We perform the same type of analysis
as for same event linking and find the source archive records on which query modeling
performs worst. That is, given a source topic about: “Congress wants US out of Iraq”
and the following events described by target records: “US senate wants to set a timeline
for withdrawing from Iraq” and “President Bush in conflict with Senate US about leaving
Iraq.” By removing terms from the source record less aspects of the seminal event are
covered, i.e., conflict with Bush or the timeline, making linking more difficult. In con-
trast, expansion supplies additional context to the target records increasing the number
of aspects of an event that are covered and thus increasing the similarity between target
and source record.

7.3.3 Further Improving Linking Performance

In order to see how far we can push linking performance we conduct two additional
experiments: (i) by combining document expansion and term selection techniques; and
(ii) by filtering target records with dates that do not fall within a certain time window
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Table 7.6: Results of experiments of combining document expansion with term selection and
experiments with date filtering. For details about the optimal settings see Table 7.4 and 7.5.

Same event Related event

Expansion TS model MAP MAP
baseline baseline .2227 .1699
optimal baseline .4949 .4988
baseline optimal .5133 .3387
optimal optimal .4801 .4641

around the date of a source archive record.

Combining document expansion and term selection

In our first attempt to improve linking performance, we combine the best expansion and
term selection models, i.e., the best term selection is used to find targets and the target
records have been expanded with the optimal number of documents, see Table 7.6. The
combination achieves a MAP of .4801 on the same event linking task, which does not
improve over using document expansion (.4949) or term selection (.5133) by itself. We
find similar results for related event linking. We find that for records where document
expansion helps, term selection has relatively poor performance, and vice versa. This
fits the intuition that term selection and expansion have opposite effects: one makes a
record’s event description more specific, while the other broadens the description. De-
pending on whether the source record is focused on a single topic or discusses several
aspects only one of these effects may be desired.

Existing approaches to related article finding generally incorporate either document
expansion or term selection (cf. §6.2.1). Our results suggest that each of these approaches
are effective. To further improve linking performance, however, a straightforward com-
bination of these techniques is not enough. Lavrenko et al. [205] introduced an effective
approach to related article finding that first expands both source and target archive records
before selecting informative terms from these expanded representations. Their setting as
defined by the TDT task, however, is different from ours. First, we deal with rich tex-
tual descriptions in a source archive and sparse textual descriptions in a target archive.
Second, relevance judgements in our setting make a distinction between same events and
related events, while these are conflated in the TDT task. We did not observe any benefit
in a combined approach where we applied term selection on the source record side and
document expansion on the target record side. Further investigations are necessary to
determine in which setting combining document expansion and term selection is viable.

Applying a Window Based Date Filter

Our second experiment is with a date filter that restricts target records to those with
publication dates within a time window, i.e., a certain number of days, around the date of
the source record. Figure 7.3 shows the results on linking performance for the same event
linking (same ev) and related event linking (rel ev) tasks using the baseline, document
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expansion and term selection methods when increasing the number of days included in
the date filter window. The left most sides of Figure 7.3a and 7.3b show the results for our
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Figure 7.3: Results for related event linking (rel ev) and same event linking (same ev) using
the baseline, document expansion and term selection methods when increasing the window
size in terms of days. Here Ø indicates that no window based filtering is applied.

linking methods without applying the date filter (indicated with Ø). We observe that the
MAP score for the baseline method is optimal for same event linking with a window size
of 10 days, i.e., 5 days before and 5 days after the source record publication date, and
increases from .2227 to .5855. The performance of both the document expansion and
term selection methods follow a similar pattern and improve from .4949 to .7485 and
from .5133 to .7327 MAP for the best document expansion and term selection models,
respectively. Although scores for all models go up, including the baseline, the same
significant differences in performance remain between the baseline and the best models.
Increasing the window size beyond two weeks results in a drop in performance for all
methods. The effect of the date filter on performance in the same event linking task is
unsurprising: this is a high precision-oriented task where news broadcast and newspaper
articles about the same event are generally published around the same day. We note,
however, that this effect is specific to linking news based on same events and that the
optimal values for the filter window are specific for our evaluation set.

On the related event linking task using a date filter decreases performance for all
methods. Unlike the same event linking task, related events may be distributed over a
long period of time. For example, the achievements of a sports team during an interna-
tional tournament or the apprehension of a longtime fugitive.

7.4 Conclusions
The meaning of an archival record is not solely determined by the record itself but arises
through interpretation of the record within the context of related records. In this chapter
we investigated a way of providing access to contextual information by automatically
generating links between records across archives based on events. In particular, we de-
fined the task of linking archives as follows: given a representation of a record from an
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archive (the source archive), connect it to the representation of a record in another archive
(the target archive). In this setting we investigated two variants of the linking archives
task, i.e., same event linking and related event linking and asked:

RQ 4. How can we automatically generate links from a record in a newspaper archive
with a rich textual representation to records in a television archive that tend to have sparse
textual representations?

a. Does expanding sparse record representations with text from other sources improve
linking performance?

b. What effect does modeling reduced versions, e.g., by selecting informative terms of
the original richly represented records from the source archive, have on linking perfor-
mance?

In answer to (a), we find that expanding target records with documents from other
sources improves performance for both same event linking and related event linking.
Using expansion documents from the source archive, however, is most effective as the
content has the same focus as the target archive.

In answer to (b), we find that reducing the number of terms in the source record rep-
resentation is most effective for same event linking. Removing any number of entities,
however, has an adverse effect. The reduced records are more robust to topic drift and
form a better match for the short event descriptions in the target archive. Related event
linking also improves by applying term selection but not as much as with target record
expansion. Related events benefit more from rich descriptions (as obtained through ex-
pansion) that cover all aspects of an event. Further, we found no benefit in combining
document expansion and term selection techniques.

These findings have implications for the design of applications to support humanities
researchers in finding contextual material based on automatically generated links. As
observed in studies of the research habits of historians, getting an overview of the various
aspects related to a topic is an important part of their research cycle (cf. §2.3.2). We made
a similar observation in our study of the research cycle of media studies researchers in
Chapter 3. Our results here show that different methods are appropriate to link to records
that cover different aspects of a topic, i.e., same events or related events. Applications
to support contextualization based on linking should therefore not be limited to a single
method and provide users with a range of methods to discover links to different aspects
of a topic. An important observation from Chapter 4 was that the criteria on which
such links are based should be made explicit. Otherwise, a mismatch between a user’s
expectation of what constitutes a link to related information and a system’s criteria for
creating a link, may lead to frustration.

In this chapter we focused on methods that generate links between events that have
the potential to support humanities researchers in the discovery of contextual material in
news and multimedia archives. A research topic, however, is not necessarily centered
around events and may revolve around a person or an organization. In the next two
chapters we investigate methods that enable discovery of entities that share a particular
relation. Such methods could support humanities researchers in gathering contextual
material based on relations between entities. In Chapter 8 we investigate methods that
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utilize structured data to support this type of search and in Chapter 9 we explore methods
that operate on unstructured data.
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