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8
Example Based Entity Finding in the Web

of Data

To be able to arrive at an understanding of a topic it is necessary to identify the concepts
and relationships that exist within the domain of a topic. In the discussion of humanities
research habits in Chapter 2 and in our investigation of the media studies research cycle
in Chapter 3 we observed the practice of humanities researchers to embed themselves
in primary and secondary source material in order to arrive at a holistic view of their
research topic. Novak and Gowin [256] suggested that this process of learning about a
topic resembles that of creating a map in which the concepts related to a particular topic
are organized. In the case of humanities researchers such a concept map slowly evolves
as they encounter new material and identify new concepts or relationships.

In the previous chapter we developed a method that enables gathering additional ma-
terial based on links between archival records. This material provides contextual in-
formation for the interpretation of concepts and relations already identified within the
domain of a topic as well as sources for discovering new concepts and relations. Another
way to support contextualization would be to directly identify the concepts related to the
ones already identified as relevant to the topic. Once all, or sufficiently many, concepts
have been identified, contextual material may be systematically located, for example, by
using these concepts as search terms.

The Linking Open Data (LOD) cloud is part of an interconnected Web of Data that
contains information about relations between concepts. The Web of Data is formed by
connections between a multitude of knowledge bases and information repositories [53].
This type of structured data has the potential to be helpful in identifying relations be-
tween concepts. There are two general types of approach to querying the Web of Data:
structure-based and text-based approaches. Structure-based queries, e.g., using SPARQL,1
enable the retrieval of concepts by specifying the relations these concepts should have to
other concepts. Table 8.1 shows an example of a structure-based query and its results.
This query finds scientists with their associated religion and field. Such a query might
be submitted to a SPARQL endpoint interface2 by a humanities researcher to obtain a
list of concepts related to the topic of science and religion. Constructing a structure-
based query, however, requires knowledge of a structured query language as well as the

1http://www.w3.org/TR/rdf-sparql-query
2http://dbpedia.org/snorql/
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8. Example Based Entity Finding in the Web of Data

Table 8.1: An example of a SPARQL query and some of the concepts it returns. These
objects satisfy the requirement that they have both a religion and field as property and
are scientists. Variables are prefixed with a ? and we use dbpprop: and dbpont:
as abbreviations to refer to the namespaces http://dbpedia.org/property/ and
http://dbpedia.org/ontology respectively.

SELECT ?scientist ?religion ?field
WHERE { ?scientist dbpedia:property/religion ?religion .

?scientist ?p dbpedia:ontology/Scientist .
?scientist dbpedia:ontology/field ?field }

scientist religion field
dbpedia:Isaac Newton Christian Physics
dbpedia:Johannes Kepler Lutheranism Mathematics
dbpedia:Nicolaus Copernicus Roman Catholic Astronomy

schemas underlying the Web of Data to be able to specify the relationships that relevant
concepts should have to other concepts. In this case, it is required that a relevant con-
cept should have the predicates dbpprop:religion and dbpont:field relating it to some
other objects (indicated by the variables ?religion and ?field respectively) and a third un-
specified predicate (?p) relating it to the particular object dbpont:ontology/Scientist.

From a user’s point of view it is easier to specify keyword queries to retrieve infor-
mation about concepts. These text-based approaches, however, make limited use of the
potential of the available structure and instead focus on the sparse textual information
associated with objects (cf. §6.3.3).

An alternative to using keyword queries is to allow humanities researchers to submit
examples of the concepts related to their topic in order to find additional concepts. Pro-
viding examples is easier than specifying structure-based queries, while the structural in-
formation associated with the examples could be used to provide input for structure-based
methods. Possible scenarios for users to obtain examples are to use keyword queries to
retrieve examples from an initial result set or to use a schema browser allowing a user to
wander from one entity to the next until one or more examples have been found [331].

In this chapter we look into the challenge of utilizing examples to find related con-
cepts. The context in which we evaluate our methods is modeled after the entity list
completion task as seen at various evaluation platforms (cf. §6.3.3). We define the task
as follows: given a query consisting of a relation and example entities, complete the list
of examples by finding URIs of entities that all share the specified relationship with a par-
ticular concept. Given this task we now take on our fifth research question as introduced
in Chapter 1:

RQ 5. How can we exploit the structural information available in the Web of Data to find
a set of entities, that all have the same relationship with a particular concept in common,
based on a number of example entities?

a. Is a structure-based method that uses examples competitive when compared against a
text-based approach?
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8.1. Task and Approach

Table 8.2: One of the ELC test topic descriptions.

query Q

�
R : Apollo astronauts who walked on the Moon
X : dbpedia:Buzz Aldrin dbpedia:Neil Armstrong

b. Does the performance of text- and structure-based methods depend on the quality and
the number of examples that are given?

c. Can a hybrid method automatically balance between the two approaches in a query-
dependent manner?

The contributions of this chapter are three-fold: (i) a deeper understanding of the is-
sues involved in using examples for entity search; (ii) an error analysis of text-based and
structure-based methods; and (iii) the introduction of an alternative hybrid method that
is more effective in combining text-based and structure-based approaches than current
hybrid approaches, i.e., linear combinations of text-based and structure-based compo-
nents that use a fixed mixture weight for all queries. We describe the details of our
text-based, structure-based, and hybrid approaches in Section 8.1. We provide details of
our experimental setup in Section 8.2. In Section 8.3 we present our results and provide
a discussion. We conclude in Section 8.4.

8.1 Task and Approach
In the Entity List Completion (ELC) task a query (Q) consists of (i) a textual represen-
tation for the relation (R) and (ii) a URI based representation for the example entities
(X); see Table 8.2 for an example topic. The goal is to complete the list of examples by
finding URIs of entities that have the specified relation. The data we consider for this
task consists of a sample of the LOD cloud. Linked Data is typically represented using
the RDF format and defines relations between objects in the form of triples. We briefly
recall the details from §6.3.2.

An RDF triple consists of a subject, a predicate, and an object. A subject is always
a URI and represents a “thing” (in our case: an entity), such as dbpedia:Isaac Newton

which is the URI representation for Isaac Newton in DBpedia.3 Subject URIs serve as
unique identifiers for entities. An object is either a URI representing another “thing,” e.g.,
dbpont:Scientist, or a string holding a literal value, e.g., the values for the field and
religion variables in Table 8.1. Predicates are also always URIs and specify the relations
between subjects and objects, e.g., dbpprop:religion.

8.1.1 Text-based Approach
There are two choices to be considered in designing a text-based approach to entity
finding in Linked Data: (i) the representation of entities and (ii) the retrieval model.
A popular approach to representing entities is to group all triples that have the same
URI as subject together [36, 108, 218]. We follow [56, 254, 268] and use a fielded

3The dbpedia: prefix is an abbreviation for the namespace http://dbpedia.org/resource/.

135

http://dbpedia.org/resource/


8. Example Based Entity Finding in the Web of Data

Table 8.3: An example of the entity representation consisting of the aggregation of triples
with the same subject, i.e., dbpedia.org/resource/Isaac Newton. A distinction is
made between three types of field: attributes, types, and links. The abbreviations rdf:,
cyc:, owl: rdfs: and dcterms: are used for the namespaces http://www.w3.
org/1999/02/22-rdf-syntax-ns#, http://sw.cyc.com/concept/, http://www.
w3.org/2002/07/owl#, http://www.w3.org/2000/01/rdf-schema# and http://
purl.org/dc/terms/ respectively. For other namespaces see Table 8.1

predicate object

at
tri

bu
te

s

rdfs:label Isaac Newton
dbpprop:shortDescription English mathematician, physicist, and astronomer
rdfs:comment Sir Isaac Newton (25 December 1642 20 March 1727)

was an English physicist, mathematician, astronomer,
natural philosopher, alchemist, and theologian. His
monograph Philosophiae Naturalis Principia Mathe-
matica lays the foundations for most of classical me-
chanics.

ty
pe

s

dcterms:subject dbpedia:category:Christian mystics

dbpedia:category:English astronomers

dbpedia:category:Theoretical physicists

rdf:type http://umbel.org/umbel/rc/Scientist

http://schema.org/Person

lin
ks

dbpprop:nationality dbpedia:Kingdom of England

dbpprop:religion dbpedia:Christian

dbpprop:fields dbpedia:Mathematics

dbpprop:birthPlace dbpedia:Woolsthorpe-by-Colsterworth

owl:sameAs cyc:Mx4rwETmR5wpEbGdrcN5Y29ycA

representation where triples associated with an entity are grouped into a small set of
predefined categories. We consider the following three categories: (i) attributes, i.e.,
triples that have a string as object; (ii) types, i.e., triples for which the predicate is
one of a predefined set of common predicates to indicate type information (rdfs:type,
skos:subject,4 dcterms:subject); and (iii) links, i.e, triples that have another node as
object and are not of the types category. The objects of the links and types categories
are URIs. This results in an entity representation as shown in Table 8.3. To obtain a
meaningful textual representation we expand these URIs with the text associated with
an object through the rdfs:label predicate, which is widely used to provide a natu-
ral language description for Linked Data objects. For example, to convert the identifier
of object cyc:Mx4rwETmR5wpEbGdrcN5Y29ycA to the more human readable string “Isaac
Newton.”

For the retrieval model, we adopt a language modeling approach because of its prob-
abilistic foundations and effectiveness in entity-oriented search tasks [108, 127, 254].
Our goal is to obtain a ranking of document representations of entities (e), e.g., the rep-

4The skos: prefix abbreviates the namespace http://www.w3.org/2004/02/skos/core#.
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8.1. Task and Approach

resentation of Isaac Newton in Table 8.3, based on the probability of being relevant to
the relation (R) as specified in a query (Q): P (e|R). As the limited number of terms
in the relation make it hard to estimate this probability directly we apply Bayes’ rule to
reformulate this to P (R|e)P (e)/P (R). We drop the denominator P (R) as it remains the
same for all entities and does not influence the ranking. For the entity prior, P (e), we
assume a uniform distribution.

Following the language modeling framework, we model the entity document repre-
sentation e as a multinominal probability distribution (θe) over the vocabulary of terms,
i.e., the set of terms that occur in any of the entity representations in our corpus. This
model captures the regularities in the language usage for each entity representation and
allows us to predict how likely the entity model will produce the relation R. We refer to
the probability that an entity model θe generate a relation R as P (R|θe). If we assume
that terms are generated independently we obtain P (R|θe) as the product over the terms
in the relation:

P (R|θe) =
�

t∈R

P (t|θe).

What remains to be done is to estimate the probability of a term t given the Dirichlet
smoothed language model. We follow the standard language modeling approach [375]
and estimate P (t|θe) as:

P (t|θe) = tf(t,e)+µP (t|θc)
|e|+µ ,

where tf(t, e) is the term frequency of t in the representation document of e, |e| is the
number of terms in the entity representation, and P (t|θc) is the Dirichlet smoothed model
of the entire collection of triples. The smoothing parameter µ is set to the average docu-
ment length in the collection.

To obtain a ranking for different entity representations, we estimate P (t|θf
e ) for each

field type (f ) in Table 8.3, where θ
f
e is a multinomial distribution estimated over the terms

occurring in the triples of a particular field type f . Previous work on ad-hoc entity search
has shown that a linear mixture of the representation language models is effective [254].
We follow this approach and re-estimate the probability of a term given the weighted
representation language models as follows:

P (t|θw
e ) =

�
f∈{tp,lk,at} P (t|θf

e )P (f),

where P (f) is the weight given to a specific field type model, i.e., types (tp), links (lk),
and attributes (at). The w superscript indicates that this is a weighted language model.
The probability of the weighted text-based model then becomes:

P (R|θe) =
�

t∈R

P (t|θw
e ).

In summary, we have described two ways of estimating P (R|θe): using a language model
that collapses terms from all fields into a single field (LMall) and a weighted model
(LMweighted) that combines language models estimated for each field, i.e., LMlinks,
LMtypes, and LMattributes.
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8. Example Based Entity Finding in the Web of Data

8.1.2 Using Examples with a Structure-based Approach
An alternative to the text-based approach is to represent an entity by the links it has to
other entities. Taking an entity URI as starting point we consider all RDF triples that have
that URI as subject (i.e., outlinks) or object (i.e., inlinks). From these triples we extract
the predicate-object or predicate-subject pairs depending on whether our entity occurs
as subject or object respectively. For example, from the triple (dbpedia:Isaac Newton,
rdf:type, dbpont:scientist) we extract the pair set {rdf:type, dbpont:scientist}
for the entity dbpedia:Isaac Newton. Together, these pairs form the link-based repre-
sentation of an entity (el = {pr1, . . . , prm}, where pri is a pair set extracted from RDF
triples containing entity e.).

Under this representation, entities consist of sets of pairs. The set of example entities
becomes a set of sets of pairs (X = {x1, . . . , xn} and xi = {pr1, . . . , prk}). The goal
is to rank entities according to the probability of the entity’s link-based representation el

given a set of example entities X: P (el|X).
If we model X again as a multinomial distribution over pairs analogously to the text-

based method and compute P (el|X) as the product of the pairs in el, then the structure-
based method would prefer entities with smaller representations all else being equal. To
account for this and to incorporate the intuition that predicate-object pairs observed with
more examples are more important than others, we expand this term to incorporate the
pairs pr explicitly: P (el|pr, X) · P (pr|X).

This probability is difficult to estimate directly as it requires observations of pairs,
sets of pairs associated with entities, and sets of examples. Therefore, we assume inde-
pendence between the examples and the entity given the pairs which allows us to factorize
this probability as follows: P (el|pr)P (pr|X). Taking X to be a multinomial distribution
over relations, θX , and marginalizing over the relations observed with the examples we
obtain:

P (el|θX) =
�

pr∈
S

x∈X

P (el|pr)P (pr|θX),

where
�

x∈X is the union of the triples associated with each example. We estimate
P (tr|θX) as follows:

P (pr|θX) =
�

x∈X n(pr, x)�
pr�∈

S
x∈X

�
x∈X n(pr�, x)

.

Here, n(pr, x) is 1 if pr occurs in the representation of example x and 0 otherwise. For
P (el|pr) we use a function which is 1 if pr occurs in the context of el and 0 otherwise.

8.1.3 Combining Approaches
Supervised merging and learning to rank methods that combine various ranked lists have
gained in popularity [77, 217, 306]. One of the major factors contributing to their pop-
ularity is the increased availability of labeled data (relevance judgements) in the form of
clicks. Such judgements, however, are not available for emerging tasks such as searching
in the Web of Data due to the limited effectiveness of current search tools. To get past
this cold start problem effective retrieval models are needed that do not require training
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data. Therefore, we experiment with unsupervised versions of such combination methods
and focus on two prototypical approaches: (i) that use a linear combination of methods,
which is effective when multiple methods return similar lists; and (ii) that select a method
in a query dependent manner, which is effective when methods return dissimilar lists of
results. Our linear combination method combines the normalized similarity scores of
the text and structure-based method. In contrast, our query dependent selection method
uses the example entities to choose between the text-based approach, the structure-based
approach, or a combination of these two approaches.

In the linear combination approach we use the parameter λ to control the weight
assigned to the structure and text-based methods as follows:

Pcmb(e|Q) = λ · P (el|θX) + (1− λ) · P (R|θe),

where Q consists of the relation R and the set of examples X .
Our second, alternative method is to predict the effectiveness of the text-based and

structure-based techniques by capitalizing on the availability of explicit relevance feed-
back in the form of example entities. This switch method chooses between the text-based
and structure-based method depending on which method is better able to retrieve the
example entities. If both methods achieve similar performance, the linear combination
method is used.

We formalize this method as follows: given two ranked lists, one produced by the
text-based method for a query (LP (R|θe)) and one produced by using the examples with
the structure-based (LP (e|θX)), we use the example entities as relevance judgements and
calculate the average precision (AP) for each of the lists. Based on the difference between
the AP scores, λ is set to 0, to 1, or to the same value as in the linear combination method:

Pswitch(e|Q) =






P (e|θX) if overlap < γ

and AP(LP (e|θX)) > AP(LP (R|θe))
P (R|θe) if overlap < γ

and AP(LP (e|θX)) < AP(LP (R|θe))
λ · P (e|θX)+
(1− λ) · P (R|θe) otherwise,

(8.1)

where overlap is defined as:

overlap =
min(AP(LP (R|θe)), AP(LP (e|θX)))
max(AP(LP (R|θe)), AP(LP (e|θX)))

,

and γ is a threshold parameter that determines how much the performance of the two
methods is allowed to overlap, before one is chosen over the other. In case both methods
have similar performance, a combination of both methods is used; otherwise, the best
performing method is picked. Note that unlike previous work [35], we focus on using the
structure of the examples, and not the associated text, e.g., through relevance feedback.

8.2 Experimental Setup
Before we discuss our results we briefly recall our research questions for this chapter and
describe the experimental settings in which we evaluate the text-based, structure-based,

139



8. Example Based Entity Finding in the Web of Data

and hybrid methods. In Chapter 1 we asked: (a) is a structure-based method that uses
examples competitive when compared against a text-based approach; (b) does the per-
formance of text- and structure-based methods depend on the quality and the number of
examples that are given; and (c) can a hybrid method automatically balance between the
two approaches in a query-dependent manner? As there is no reference corpus available
that allows us to address these specific questions we adapted three test collections to our
setting.

The dataset in our experiments is the Billion Triple Challenge 2009 (BTC2009) data
set.5 The first set of topics we use consists of 50 semantic search challenge list com-
pletion task topics (SemSearch’11). This task was conducted on the BTC2009 data set
and the evaluation data (qrels) with relevant URIs for each topic have been made avail-
able, see Appendix A. In this specific setting no explicit examples are provided, only the
desired relation that the target entities should satisfy is specified. The relevance judge-
ments are graded on a relevance scale of 0 to 2. We consider URIs judged as either
relevant (2) or somewhat relevant (1) the same in our experimental setting as 454 of the
650 judgements are considered somewhat relevant.

In addition, we convert the original INEX’07 and INEX’08 topics to conform to
the semantic search setting. INEX topics contain a description similar to the semantic
search topic relation (R), e.g., I want a list of the state capitals of the United States of
America. The topic further contains example entities, e.g., Lincoln, Nebraska. In the
original INEX entity list completion task the goal is to retrieve entities from Wikipedia.
The evaluation data also consists only of titles of Wikipedia pages. We experimented
with several approaches to create an initial mapping of Wikipedia entities (pages) to
DBpedia URIs [161, 239, 268] and refined this mapping through manual inspection.6
The examples provided with each topic were added to the evaluation data. This results in
a set of 25 and 35 topics with 423 and 849 URIs judged as relevant, respectively. We use
the official TREC evaluation measures: R-precision (Rprec), Mean Average Precision
(MAP) and number of relevant URIs returned (rel ret). Result lists are evaluated till rank
100.

In order to obtain example entities we randomly sample relevant entities for each
topic from the evaluation data. In our experiments we select 10 random samples for each
setting of our number of examples parameter as we increase the number of examples
provided to the structure-based method. In order to make a fair comparison between
methods we remove the sampled examples from the evaluation data. This procedure
generates a different evaluation data set each time a different set of examples is selected.

8.3 Results

We first consider the results of our text-based approach. Table 8.4 shows the results of
the language modeling (LM) approaches described in Section 8.1.1. Each model uses a
different combination of field types, i.e., all terms associated with an entity collapsed into
a single field (LMall), only considering terms from the link (LMlinks), type (LMtypes),

5http://km.aifb.kit.edu/projects/btc-2009/
6See http://ilps.science.uva.nl/ecir2013elc for topics and ground truth.

140

http://km.aifb.kit.edu/projects/btc-2009/
http://ilps.science.uva.nl/ecir2013elc
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Table 8.4: Results of text-based language modeling (LM) approaches estimated using fields
within the entity representation: only attributes, only triples containing type information, only
triples linking to other nodes, all triples, and a weighted combination of the representations.

SemSearch’11

MAP Rprec rel ret rel
LMattributes .0726 .1096 193 650
LMlinks .0854 .1028 169 650
LMtypes .0891 .1176 144 650
LMall .1311 .1488 247 650
LMweighted .1632 .1935 270 650

INEX’07

LMattributes .0497 .0699 40 432
LMlinks .0746 .0673 76 432
LMtypes .0651 .0821 67 432
LMall .0713 .0942 58 432
LMweighted .1187 .1370 93 432

INEX’08

LMattributes .0173 .0330 82 849
LMlinks .0670 .0816 186 849
LMtypes .0816 .0922 197 849
LMall .0298 .0537 152 849
LMweighted .0898 .1073 217 849

or attribute (LMattributes) fields, and a weighted model (LMweighted) that combines the
language models estimated for each field,

We find that of the representations that use a specific field associated with an entity,
the type representation generally outperforms the other representations in terms of MAP
and Rprec. This is in line with our expectations as at the INEX Entity Ranking track
treating type information as a special field was a popular and effective approach [33,
340]. We observe that when using all triples as entity representation, precision and recall
improve over using any subset of triples as representation for the SemSearch’11 data set
and that results decrease for both INEX data sets.

We perform a grid search over the parameter space to obtain the optimal weight
values to combine the language models for each individual field. The best performance
is achieved with this weighted combination of the different representations. We use the
optimal weights in the remainder of this chapter. These values are the same across the
three data sets, i.e., to 0.4 for the attributes, 0.2 for the links, and 0.4 for the types entity
representation.

For the evaluation of the text-based method we use the verbatim evaluation data with
all entities included. This allows us to compare our results to those obtained at the 2011
Semantic Search Challenge. We find that our implementation of the text-based approach
is able to achieve these results, e.g., the highest pure text-based approach achieved a
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Figure 8.1: The average MAP and standard deviation achieved by the text-based method
(dotted line) and the structure-based method (solid line).

MAP of 0.1625.7 Higher performance is achieved by approaches that re-rank an initial
ranked list based on the link structure between top ranked entities. We focus on a pure
text-based approach as baseline in order to analyze the individual contributions of text-
and structure-based methods.

8.3.1 Results Using Examples With A Structure-based Approach
We now consider whether the number of examples influences performance, how the
structure-based method compares to the text-based method, and how performance varies
with the quality of the examples. The solid line in Fig. 8.1 shows the mean and standard
deviation of MAP achieved by the structure-based method over 10 samples for different
numbers of examples for the INEX and SemSearch data sets. The dotted line shows
the mean and standard deviation of MAP achieved by the text-based method. Note that
the evaluation data changes with every sample and that the results here are not directly
comparable to those in Table 8.4. We observe that on the INEX’07 and SemSearch’11
topics the text-based approach outperforms the structure-based approach, while on the
INEX’08 data set comparable performance is achieved. On the INEX’07 data the perfor-
mance of the text-based method decreases as the number of examples increases, but this
phenomenon is not observed on the other topic sets. Performance of the structure-based
method increases on all three topic sets when the number of examples is increased and
levels off when more than 4 examples are provided. With more examples the structure-
based method is better able to determine the importance of triples in the example set but
as more examples are added this results in diminishing returns.

Regarding the standard deviation of MAP scores achieved by the structure-based
method we observe no obvious pattern and performance of the structure-based method
does not become more or less robust as more examples are added. The performance of the
text-based method also varies, this as a consequence of sampling entities and removing
them from the evaluation data. This variation in performance suggests that the text-based
method is dependent on a particular set of entities being relevant.

Next we take a closer look at the per query performance of the text and structure-
based methods. Fig. 8.2 shows the difference in Average Precision (AP) achieved by the

7http://semsearch.yahoo.com/results.php#
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Figure 8.2: Barplot of the difference in AP achieved by each topic. A negative value indicates
that the structure-based method achieves better AP for that topic than the text-based method.
A positive value indicates that the text-based method performs better.

two methods per topic. A positive value indicates that the text-based method is more
effective and a negative value indicates that the structure-based method achieves higher
AP. The run on which these differences are based uses two examples and was further
picked at random. We observe that the text-based method achieves a higher AP on more
topics than the structure-based method on the INEX’07 and SemSearch’11 topics. On
the INEX’08 topics there is no clear winner. We find that a considerable number of topics
exists on which the structure-based method outperforms the text-based method. These
results suggest that the text-based and structure-based methods work well on different
queries and sets of example entities, motivating the use of a hybrid method.

8.3.2 Combined Approaches

A standard approach to combine structured information with a text-based approach is to
use a linear combination (Pcomb(e|Q)), where the contribution of each method is gov-
erned by a parameter (λ). To investigate the potential of this approach we perform a
sweep, i.e., initialize λ from 0 to 1 with steps of 0.1, and find the optimal setting of λ

over the number of examples: 0.1. For the switch method (Pswitch(e|Q)) we likewise set
γ to the optimal value (0.0 for INEX’07, 0.1 for INEX’08, and 0.0 for SemSearch’11)
and we use the same λ as for the linear combination. When γ is set to 0 the switch
method decides to mix if there is any overlap in the first 100 results of the two methods
and otherwise uses the method that was able to return the examples. Note that using op-
timal settings allows us to investigate how the performance of text- and structure-based
methods relate under ideal conditions. We leave an investigation of parameter sensitivity
as future work. Fig. 8.3 shows the average and standard deviation of the MAP achieved
by the linear combination method (dashed black line) and the switch method (dotted
black line). We observe that on all three topic sets the performance of the switch method
increases when the number of examples provided increases. In contrast, the performance
of the linear combination method decreases when more examples are provided. When
providing 3 or more examples the switch method outperforms the linear combination on
each data set. On the INEX’07 dataset using 3 or more examples results in significantly
(α = .05) better performance in terms of MAP than the text- and structure-based meth-
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Figure 8.3: Average and standard deviation of the MAP achieved by the linear combination
method (solid black line) and the switch method (dotted black line). The structure-based
method (solid grey line) and text-based method (dotted grey line) are added for comparison.

ods. On the INEX’08 dataset the same holds when using 4 or more examples. On the
SemSearch’11 dataset we find that both combination methods significantly outperform
the individual methods when using more than 1 example.

These results confirm our earlier observation that the text and structure-based meth-
ods return different sets of entities and are effective for different topics. The switch
method is able to use the examples to determine which of these two methods will be
most effective. The linear combination method performs initially better but is not able
to utilize the information provided by the structure-based method. This has implications
for such methods in a scenario where users may provide any combination of example
entities and are no longer interested in re-finding them.

We observe that the variance for the linear combination and switch method increases
compared to the structure-based approach. The methods become more sensitive to the
specific examples that are available. This adds another challenge to using examples for
entity search, i.e., how to asses the quality of the examples provided to our methods.

8.4 Conclusion
A necessary part of gaining a full understanding of a research topic is to determine the
concepts and relationships that exist within its domain. In this chapter we investigated
the utility of methods based on Linked Data to support this process in the context of
an entity list completion task. Specifically, we addressed our fifth research question as
raised in Chapter 1:

RQ 5. How can we exploit the structural information available in the Web of Data to find
a set of entities that all have the same relationship with a particular concept in common
based on a number of example entities?

a. Is a structure-based method that uses examples competitive when compared against a
text-based approach?

b. Does the performance of text- and structure-based methods depend on the quality and
the number of examples that are given?
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c. Can a hybrid method automatically balance between the two approaches in a query-
dependent manner?

In answer to a and b we found that depending on the number and quality of the ex-
amples, a structure-based approach achieves comparable performance to a competitive
text-based approach. Through a per topic analysis, however, we find that each method
returns different sets of entities, thereby motivating the use of a hybrid approach. We
have performed an analysis of the performance of two hybrid methods on repeated sam-
ples of example entities and relevance judgements. Results showed that a standard linear
combination approach is suboptimal when the set of examples and entities considered
relevant changes. This has consequences for the applicability of linear combination ap-
proaches in scenarios where a user provides examples, i.e., the particular set of entities
the text-based method is effective in finding may overlap with the examples.

Regarding c we found that a hybrid method that uses example entities to determine
whether to use a text-based, structure-based, or linear combination approach, outper-
forms a standard linear combination. We have also found that the variance in the per-
formance achieved by both hybrid methods increases over the text-based and structure-
based methods based on the specific set of examples provided. This suggests that a new
direction in using examples for entity search lies in assessing the quality of examples
provided.

These findings inform the design of applications for humanities researchers that sup-
port identifying related concepts. In §2.3.3 we discussed how start-up time in learning to
use new technology and the time gain an application is perceived to provide are factors
that determine whether an application is adopted by humanities researchers. Our results
show that both text and examples are viable as input options to an application supporting
related concept finding based on Linked Data. However, allowing users multiple input
options has additional advantages in that such an application provides more flexibility
and achieves potential gains in terms of performance when multiple options are used.

Although the hybrid methods are able to utilize Linked Data more successfully than
either text-based or structure-based methods alone, performance remains low in absolute
terms. Further investigations are necessary to determine whether this technology has
reached the level of maturity necessary for it to be incorporated in real world applications.
The dependence on Linked Data introduces other limitations as well. Therefore, in the
next chapter we investigate methods that are able to identify related concepts based on
natural language descriptions in a web corpus.
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