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Application of Planned Missingness to Psychological and

Educational Tests
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University of Amsterdam

Abstract
Due to the recent availability of advanced techniques for handling missing
data, data can be collected missing by design, and unobserved data can be
estimated. This study deals with the application of by design missingness to
psychological and educational paper and pencil tests. Test writers are usu-
ally faced with a paradox. Researchers should choose between two conflicting
test goals. First, the test should be valid for predicting a given criterion.
Second, the test should be a precise measurement of some attribute of an
individual. When applying incomplete test designs, the testing goal should
be taken into account, because techniques that handle incomplete item re-
sponses seem to optimize only one of these goals. A distinction between
two kinds of model based techniques for incomplete test data can be made.
One method is IRT, which allows for incomplete item response collection,
estimating latent traits on the basis of available responses. Another method
consists of a more general group of techniques, such as Data Augmentation
(DA), that directly estimates unobserved data, using all available informa-
tion. In this study, paper and pencil test were simulated, and a third part
of the item responses was made unobservable. Next an IRT model, DA and
two simple missing item response techniques were compared on their perfor-
mance at reconstructing total scores, test reliability and predictive validity.
All methods gave good reconstruction of total scores. IRT performed best
at the estimation of complete data reliability; DA performed best at the
estimation of complete data predictive validity. Index terms: measurement
versus prediction paradox, planned missingness, paper and pencil tests, IRT,
Data Augmentation, imputation.

In psychological and educational research, paper and pencil questionnaires are fre-
quently used. For paper and pencil test taking, the tester often has to consider the length
of the test. A long test gives much information, but takes more testing time, which increases
the respondent’s burden; consequently, the response rate may decrease. Long tests also may
leave the researcher less time for other respondent data recording. A solution is to split
the test into several item subsets and administer only one of the subsets to any respondent.
This split test design requires methods for missing item responses that yield inferences that



MEASUREMENT, PREDICTION AND MISSING ITEM RESPONSES 2

are comparable to complete test inference.
In general, data that are intentionally not recorded are called ’missing by design’

or ’planned missing’. Data that are planned missing, and that are assigned in a random
way to the sample, are generally Missing Completely At Random (MCAR) (Rubin, 1976).
In contrast, if missingness of the data depends upon the observed data, then the data are
Missing At Random (MAR). If the missingness depends on the missing values of unobserved
variables, then the data are not missing at random (Little & Rubin, 1987). For MCAR and
MAR data, many missing data methods have been developed in the last decade (see, e.g.,
Little & Schenker, 1995).

Raghunathan and Grizzle (1995), Schafer and Olsen (1998), and Graham, Hofer, and
MacKinnon (1996) applied several missing data techniques to survey questionnaires that
had planned missings. For these studies it was concluded that incomplete information could
be retrieved satisfactorily.

In general, an important difference between questionnaire surveys on the one hand
and psychological and educational tests on the other hand exists. Surveys usually ask for
concrete opinions, behavior or live events. In contrast, psychological and educational tests
generally try to measure latent constructs that do not have a directly observable nature, such
as motivation or mathematical ability. Therefore, psychological and educational instruments
need more items and some kind of measurement model, which relates the observed item
scores to the latent construct.

Methods for explicitly dealing with unavailable item responses in psychological and
educational questionnaires, have been developed (e.g., Bernaards & Sijtsma, 1999, 2000;
Huisman & Molenaar, 2001). The authors studied the performance of several techniques
for different forms of missing data mechanisms. However, planned missingness was not
explicitly discussed.

Another setting in which planned missing item responses can be handled, is Item
Response Theory (IRT). IRT consists of a general group of measurement models that has
been developed for educational and psychological testing. Planned missingness has been
integrated within IRT (e.g., Mislevy & Wu, 1996). Designs have been developed, so that
testees only make (different) parts of a test, allowing for the estimation of a common trait
for all testees. An extreme example of planned missingness in IRT, is the application of
matrix sampling in educational settings (see, e.g., Mislevy, Beaton, Kaplan, & Sheehan,
1992). In such situations, simulees only take a very small part of all items, allowing for the
estimation of population characteristics.

In psychological and educational testing, the test developer is usually faced with a
paradox. When a researcher is interested in an accurate measurement of some attribute

Niels Smits, SCHOLAR Schooling, Labor Market and Economic Development, Faculty of Economics,
University of Amsterdam; Gideon J. Mellenbergh, Department of Psychological Methods, University of
Amsterdam; Harrie C. M. Vorst, Department of Psychological Methods, University of Amsterdam, the
Netherlands.

We thank Wulfert P. van den Brink for his valuable comments.
Correspondence concerning this article should be addressed to Niels Smits, SCHOLAR, Faculteit der

Economische Wetenschappen en Econometrie, Universiteit van Amsterdam, Roetersstraat 11, 1018 WB
Amsterdam, the Netherlands. Electronic mail may be sent to nielss@fee.uva.nl.



MEASUREMENT, PREDICTION AND MISSING ITEM RESPONSES 3

of individuals, he or she should use items that make up a reliable scale. Scales with high
reliability have, by definition, high inter-item correlations. Hence, the researcher should
select items that have high inter-item correlations. On the other hand, if a researcher wishes
to predict a given criterion, he or she should look for items that have a high correlation with
the criterion, i.e., a high predictive validity. As the square root of test reliability is an upper
bound of predictive validity, it also seems desirable for this situation to select items with high
inter-item correlations. However, items with high inter-item correlations usually explain the
same part of the criterion’s variance. In order to explain as much of the criterion variance as
possible, the items should explain different parts of the variance. In other words, low inter-
item correlations are needed for high predictive validity. In order to maximize predictive
validity, the researcher has to select items that have high correlations with the criterion, and
low inter-item correlations. So, it seems to be impossible to maximize both measurement
precision and predictive validity at the same time. If measurement is maximized, reliability
is high, inter-item correlations are high, and, as a consequence predictive validity tends
to be lower. If predictive validity is maximized, inter-item correlations are low, and as a
consequence, measurement precision tends to be lower. This paradox was considered in
three classical handbooks for psychological testing (Cronbach & Gleser, 1965, pp. 136-137;
Gulliksen, 1950, pp. 380-381; Lord & Novick, 1968, p. 332). In practice, researchers have to
make a choice between either measuring precisely, or predicting accurately. Maximize either
predictive validity at the expense of measurement precision, or maximize measurement
precision, at the expense of predictive validity.

The conflict between measurement and prediction should also be considered, when
incomplete designs are applied to psychological and educational scales. Missing item tech-
niques seem to maximize only one of these two goals, at the expense of the other. Generally
speaking, measurement models like IRT, maximize relations among items, and ignore re-
lationships with criterion variables. General missing data methods, such as the techniques
Raghunathan and Grizzle (1995), Schafer and Olsen (1998), and Graham et al. (1996) ap-
plied to incomplete surveys, maximize the relationships among all variables, including a
criterion, and ignore the fact that the items are special variables that make up one scale.
Now, when item responses are missing by design, and these missings are dealt with using a
measurement model, it is very likely that predictive validity will decrease at the expense of
measurement precision. On the other hand, when general missing data methods are used,
it is very likely that measurement precision will decrease at the expense of predictive valid-
ity. The question researchers should pose is what kind of incomplete item response method
should be chosen for their testing goal.

In this study, using simulated data, it was checked what incomplete item response
techniques could best be used for measurement and prediction situations, in which miss-
ingness is planned. Several methods for handling incomplete tests were compared at their
performance on reconstructing incomplete test data, reliabilities and predictive validities.
An IRT method, and two applications of a general missing data method, Data Augmen-
tation (DA), were applied. In addition, to find out whether these model based methods
were worth the effort, two simple methods explicitly developed for missing item responses
were applied. Finally, to investigate whether it is fruitful to use theory based methods, as
opposed to using no theory to handle incomplete item responses, a base rate method was
also applied.
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Method

For this simulation study, common measurement and prediction settings were simu-
lated, like for example, the measurement of motivation in education, and the prediction of
study success with motivation as a predictor. Data matrices consisting of both item scales
and a criterion were generated. A third part of the item responses was made unobservable.
Next, it was checked which missing item response methods performed best in prediction
and measurement situations.

Generating Data

For each simulee, a value for a latent trait, an observed criterion, and a latent variable
for each item were generated. These variables all had a N(0,1) distribution. The variables
that were generated for each item, were called item specific constructs. These item specific
constructs were used in order to obtain a relationship between each item and the criterion,
that did not go through the connection between the latent trait and the criterion. The
correlations among the item specific constructs, and between the constructs and the common
latent variable were fixed at zero. The correlation between the item specific constructs and
the criterion was set at an identical nonzero positive value for all items. In short, each of the
item specific constructs had no relationship with other item specific constructs or with the
common latent trait; only a relationship with the criterion existed. The correlation between
the criterion and the latent trait was fixed at a nonzero positive value. The correlational
structure for items and criterion was identical at population level for all the matrices that
were generated.

The responses to 5 answer category items were generated using an adjusted version
of Samejima’s (1969) Graded Response Model (GRM) for polytomous items. Mellenbergh
(1995) described GRM as a model for a number of dependent dichotomizations. A model
for K + 1 answer categories, can be formulated as a model for K dependent dichotomous
variables. Each of the K dichotomies describes the probability of responding in category
k+1 or higher. GRM with 5 answer categories for a randomly selected simulee’s probability
of scoring 1 at the kth dichotomization of the jth item, is of the form

Pjk(θ) = [exp (−ajθ + bjk)]
−1 , k = 1, 2, 3, 4, (1)

where θ is the simulee’s value on the common latent trait. The parameter aj is the item
discrimination parameter. The parameter bjk, is specific for the jth item and the kth
item dichotomy, and is the item-category location parameter. For GRM, bj1 ≤ bj2 ≤ ... .
Equation 1 gives the model for 5 item categories, and hence has 4 location parameters.

The adjusted version of GRM, adds the specific construct for each item. The adjusted
model for a randomly selected simulee’s probability of scoring 1 at the k th dichotomization
of the jth item is of the form

Pjk(θ, σj) = [exp(−a1jθ − a2jσj + bjk]−1, k = 1, 2, 3, 4, (2)
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Figure 1. The simulation model for two items and a criterion. The straight arrows represent linear
relationships; the curvilinear arrows represent logistic relationships; θ represents the common latent
trait; σ1 and σ2 represent constructs that are specific for items 1 and 2, respectively.

where σj is the simulee’s value on the specific construct for item j. The parameters a1

and a2 are the discrimination parameters for the common latent trait and the item specific
construct, respectively.

The item responses were generated by calculating probabilities for each item category
on the basis of the item parameters and a simulee vector containing a value on the latent
trait and a value on the item specific construct. For each simulee, per item, an answer
category was randomly drawn from the multinomial distribution with the simulee’s item
category probabilities. So, for each item, two variables (θ and σj) were used to simulate
an item response. For a test with J items, the test is J + 1 dimensional: one latent trait,
and J item specific constructs. Figure 1 displays the simulation model for two items and a
criterion.

The correlation between the latent trait and the criterion, and the correlation between
each item specific construct and the criterion were set at .30 and .15, respectively. The
item discrimination parameters of the common latent trait were drawn from a uniform
distribution on the interval from .80 to 1.50, which are high values (Reise & Yu, 1990). The
discrimination parameters of the item specific constructs were drawn from a uniform (.40,
.80) distribution, which are low values (Reise & Yu, 1990). The four category boundary
parameters (5 answer categories) were drawn as follows: b1 from a uniform distribution on
the interval from -2.0 to -1.0, b2 uniform from -1.0 to 0.0, b3 uniform from 0.0 to 1.0, and
b4 unifrom from 1.0 to 2.0. For the maximum number of items in the simulation design,
the values of pairs of discrimination parameters, and sets of four location parameters were
drawn once, and were used throughout the simulation. In conjunction with the values of the
correlations that were reported earlier, these item parameter values lead to simulated tests
with predictive validities of about .30 to .40, and reliabilities of about .70 to .90 (depending
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upon the number of items). Data analysis of the resulting tests, cannot yield estimates of
the item specific construct parameters, because the specific constructs are not common to
other items.

The numbers of simulees of 300, 600 and 900 were used to study the performance of the
incomplete item response methods under different sample sizes. To study the performance of
the incomplete item methods under different scale lengths, tests with 9, 18 and 27 items were
used. These numbers are divisible by three, allowing for the application of the incomplete
design, that is described later. For this simulation, for every ’number of simulees - number
of items’ combination, a test with a criterion were generated ten times.

The simulated data have a 3 (Number of Simulees) × 3 (Number of Items) factorial
design with 10 observations (replications) per cell.

Generating Missing Item Responses

The missing item responses were specified according to a block-interlaced anchoring
design (Vale, 1990). For every generated test, the test was split into three equal sets of
items, A, B, and C. The simulees were split into three equal groups. For each member of
the first group, set A was deleted; for members of the second group, set B was deleted; and
for the third group, set C was deleted. So, after deletion, every group had observed data for
two thirds of the total item set. The criterion was observed for all simulees.The items were
deleted randomly, and not on the basis of characteristics of the items or simulees; therefore,
the data are MCAR, as was mentioned previously.

Incomplete Item Response Techniques

Six incomplete item response techniques and a base rate method were compared: two
versions of DA and two versions of the Graded Response model (GRM), two stochastic
versions of more simple methods (the two-way method, and personal mean imputation);
the base rate method is Random imputation (RAN). All methods, except for one of the
GRM methods (which is an estimation method), are imputation methods. Imputations were
performed once for each incomplete data file for every imputation method. The imputation
methods that were used, can all be used to create Multiple Imputations (MIs) (Rubin,
1987). However, for this study single imputations were used. It was assumed that single
imputation was sufficient for the comparison of the quality of incomplete item response
methods.

Random Imputation.
RAN selects a random value from a uniform (0.5, 5.5) distribution, and rounds it to

the nearest integer. This method is used as a base rate procedure, which is expected to give
least accurate reconstruction of the missing item responses.

Data Augmentation.
Schafer (1997), and Schafer and Olsen (1998) made use of the missing data procedure

DA. DA is an iterative procedure that alternately performs a random imputation of missing
data under assumed values of the parameters, and draws new parameters from a Bayesian
posterior distribution based on the observed and imputed data. The procedure creates a
Markov chain that eventually converges in distribution. The distribution of the missing data
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stabilizes to a predictive distribution, out of which values are drawn to create imputations
(Schafer & Olsen, 1998). Inference on the basis of DA is valid if the missing data are at
least MAR.

The Bayesian nature of DA appears in the specification of a prior distribution for the
parameters of the missing data, representing the imputer’s belief about these parameters.
In practice, Bayesian inference is more sensitive to the choice of the data model than the
choice of the prior. In DA, noninformative prior distributions can be used, that correspond
to a state of ignorance about the parameters of the missing data. In the majority of data
analyses, this noninformative prior works well (Schafer & Olsen, 1998).

DA was carried out as described by Schafer (1997) and Schafer and Olsen (1998).
Analyses were performed using an S-plus library, called NORM, written by Schafer (1998)
(downloadable at http://www.stat.psu.edu/˜jls/misoftwa.html). NORM is developed for
the imputation of multivariate continuous data under normality. Commonly, item responses
may at best be approximately normally distributed. However, DA tends to be quite robust
against departures from the imputation model (Schafer & Olsen, 1998). Two versions of DA
were applied. In the first place, the measurement situation was considered: one does not
(yet) have information about the criterion, or one is not interested in it. The major goal is
to reconstruct unavailable item responses on the basis of available responses. This version
of imputation on the basis of DA was called DA with Items only (DAI). Secondly, the
prediction situation was considered in which one is primarily interested in the relationship
between the items on the one hand, and the criterion on the other hand. Item scores are
reconstructed on the basis of available item scores and a completely observed criterion. This
version of DA is called DA with Criterion included (DAC).

For both versions of DA, ML estimates produced by the EM algorithm (Dempster,
Laird, & Rubin, 1977), were used as starting values for the incomplete data parameters.
The default noninformative prior was applied.

Graded Response Model.
IRT is a general group of models for mental and personality tests (see, for an overview

of modern IRT, e.g., van der Linden & Hambleton, 1997). IRT allows tests made up
of different sets of items (like tests with planned missing data) to be used to estimate
comparable latent trait values (θ) for examinees. The ML estimation of θ as the value
which has the highest likelihood of producing the observed responses is the same regardless
of the set of items (Thissen, 1991b, p. 4-4). For the incomplete test items, Samejima’s
(1969) GRM, which is an IRT model for polytomous unidimensional items, was used. The
model for 5 item answer categories (Equation 1) was applied to the incomplete simulated
tests.

GRM parameters were estimated with the computer program MULTILOG (Thissen,
1991a). The program gave ML estimates of item and simulee parameters for the incomplete
item responses.

In general, after IRT θ estimation, individual item scores are no longer needed. The
estimate of θ is used to scale the simulees on the latent trait. This means that for planned
missing item responses, attention can be focused at θ estimation; both observed and miss-
ing item scores can be discarded. For this simulation study, the effects of incomplete item
response techniques on data reconstruction and reconstruction of predictive validities and
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reliabilities were studied. The reconstruction of both the data and predictive validities can
be studied using the estimate of θ. However, θ estimation can not be used directly to check
the reconstruction of reliability. Therefore, to be able to compare IRT with other incomplete
item design techniques, missing item scores were reconstructed, allowing for the computa-
tion of reliability. On the basis of θ estimates, and estimated a and b item parameters,
probabilities for item categories were computed. Next, for each simulee, per missing item
response, an answer category was randomly drawn from the simulee’s multinomial item cat-
egory probability distribution, and imputed. This version of IRT was called Item Response
Imputation (IRI). The estimation of θ is called Item Response θ Estimation (IRE). For data
reconstruction and predictive validity reconstruction, IRE was primarily studied, and IRI
was considered of minor importance.

Two-Way method.
The Two-Way Imputation with residual Error (TWE) method was used by Bernaards

and Sijtsma (2000). TWE for simulee i on item j, is given by

TWEij = PMi + IMj −OM + Eij , (3)

where PMi is the simulee’s personal mean of his or her observed item scores; IMj is the mean
of the observed responses to item j. OM is the mean item score across all observed item
responses and all simulees. The last component of Equation 3, Eij , is a stochastic part; it is
drawn from a N(0,S2) distribution. S2, which is computed from the variance of the difference
between the estimated two-way imputation and the observed value for all non missing item
responses, is considered to be a known constant for randomly selecting E values. This
method has its origin in the two-way layout, used in ANOVA, by imputing a row-effect
(person effect), plus a column-effect (item effect), minus an overall effect (Bernaards &
Sijtsma, 2000).

Personal Mean Imputation.
Personal Mean imputation with residual Error (PME) was used by Bernaards and

Sijtsma (2000), and is a stochastic version of the simple method, personal mean imputation
(e.g., Huisman, 1999), PMi in Equation 3. PME replaces missing item responses with the
mean of the responses that were observed for the simulee. To this imputation an error is
added, that is generated in an identical way as the error in the TWE method.

Goodness of Imputation

Complete tests (before deleting), and reconstructed tests, were compared, using mea-
sures for the recovery of both test data and test quality measures.

Data recovery.
Before checking the methods’ performance of reconstructing reliabilities and predic-

tive validities, it was studied whether the methods were at all able to reconstruct the data.
The discrepancy between complete item total score and the reconstructed item total score
of the completed items were checked for each simulee. As measures for the discrepancy
between complete data and reconstructed data total scores, three measures were used: the
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Table 1: Mean Simulation Data Reliabilities and Predictive Validities.
Nr Items 9 18 27
Nr Simulees 300 600 900 300 600 900 300 600 900
Reliability .73 .74 .73 .84 .85 .85 .89 .89 .89
Validity .33 .31 .33 .34 .37 .35 .38 .36 .37

Correlation between complete data total Score and reconstructed data total Score (CORS)
(for IRE, CORS was computed as the correlation between the complete data total score
and the estimated θ); Root Mean Squared Error for complete data and estimated data
total Scores (RMSES), and the Difference between complete data and estimated total Score
(DIFS). RMSES and DIFS cannot be computed for IRE.

Test Quality Measure Recovery.
Cronbach’s alpha, and the predictive validity (correlation between the total test score

and the criterion), are test quality measures. These quality measures were calculated for the
complete and reconstructed tests. Two measures for the discrepancy between complete test
and recovered test reliability were used: the Difference between complete and reconstructed
test Reliability (DIFR), and the Absolute Difference between complete and reconstructed
test Reliability (ADIFR). For the discrepancy between complete and reconstructed pre-
dictive validity, the Difference between complete and reconstructed test Predictive validity
(DIFP), and the Absolute Difference between complete and reconstructed test Predictive
validity (ADIFP) were used. ADIFR and DIFR cannot be computed for IRE.

Data Analysis

The recovery measures that resulted from this simulation study can be analyzed using
a 3 (number of simulees) × 3 (number of items) × 6 repeated measures (methods) factorial
design with 10 observations (replications) per cell. The six theory based incomplete item
methods were compared. In addition, in the results section, for each recovery measure, the
performance of RAN is reported to give an impression of what happens if it is not tried to
handle planned missing items in some theory driven way. It is to be expected that RAN is
the worst method. The effects were mainly studied by inspecting the differences between
methods for different levels of Number of Simulees and Number of Items. However, to get
some formal impression of the effects, ANOVAs were performed. Three-factor ANOVAs
with repeated measures on the Method factor were applied to each of the data and test
quality measures (see, e.g., Winer, 1962, p. 337).

Subsequently, the analyses were repeated for each of the three data blocks that were
deleted. The results of the data block analyses were very similar to the previous analyses,
but were less stable because of smaller numbers of items and simulees. As a consequence,
these results are not reported.

Results

Mean reliabilities and predictive validities per simulation cell are reported in Table 1.
The ANOVAs produced Method and Number of Items main effects. Method (which

is a repeated measures factor) × Number of Items interaction effects were also found;
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Table 2: Over-all Discrepancy Measure Means and Standard Deviations.
Measure

Method CORSa RMSES DIFS ADIFR DIFR ADIFP DIFP

RAN 0.89 7.13 2.95 0.20 0.20 0.04 0.04
(0.83-0.94) (2.29) (1.29) (0.05) (0.05) (0.03) (0.03)

DAI 0.92 5.00 0.00 0.01 0.01 0.03 0.03
(0.85-0.96) (1.20) (0.22) (0.01) (0.01) (0.02) (0.02)

DAC 0.93 4.95 -0.03 0.01 0.01 0.01 0.00
(0.87-0.96) (1.23) (0.21) (0.01) (0.01) (0.01) (0.02)

TWE 0.94 4.59 0.01 0.03 -0.03 0.02 0.02
(0.90-0.97) (1.03) (0.24) (0.02) (0.02) (0.01) (0.02)

PME 0.94 4.59 -0.01 0.03 -0.03 0.02 0.02
(0.90-0.97) (1.05) (0.19) (0.02) (0.02) (0.01) (0.01)

IRI 0.93 4.87 0.00 0.01 0.00 0.02 0.02
(0.88-0.97) (1.09) (0.25) (0.01) (0.01) (0.02) (0.02)

IREb 0.95 - - - - 0.02 0.02
(0.90-0.97) - - - - (0.01) (0.01)

aFor CORS the range is reported instead of SD. bFor IRE, RMSES, DIFS,
ADIFR and DIFR cannot be computed.

therefore, tests on simple main effects of the factors Method and Number of Items were
performed. Testing simple main effects for two factors involves testing main effects of one
factor at all levels of the other factor, and vice versa (see, e.g., Winer, 1962, p. 175).
However, inspection of the graphical representations of these effects showed no substantial
interaction effects1.

Discrepancy measure means and standard deviations for each method are reported,
over all levels of Number of Simulees and Number of Items (Table 2), for different levels of
Number of Items (Tables 3 to 5), and different levels of Numbers of Simulees (Tables 6 to
8). Instead of standard deviations, the range associated with discrepancy measure CORS
is reported.

Data recovery

RAN gave lowest CORS values. RAN produced an overall average CORS of .89 (Table
2). However, the difference between RAN and theory based methods was smaller for higher
number of items (Tables 6 to 8).

A main effect of Method on CORS was found. The overall mean of CORS was highest
for IRE, i.e., .95 (Table 2). For PME and TWE, CORS was somewhat lower than for IRE,
but higher than for IRI, DAI and DAC. A Number of Items main effect was also found;
larger scales produced higher CORS values, for all methods. Inspection of Tables 6 to 8
shows, that differences between methods were smaller for larger scale lengths. A Number
of Simulees effect was not found (Tables 3 to 5). However, the range of the correlations was
smaller for higher numbers of simulees.

RAN produced higher RMSESs than the theory based methods. This difference was
higher for larger scales.

It was mentioned before that for IRE, RMSES computation was unfeasible. As a
consequence, only five theory based methods were compared with respect to RMSES. A

1Results from the ANOVAs are obtainable from the first author.
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Table 3: Discrepancy Measure Means and Standard Deviations, Fixed at Number of Simulees 300.
Measure

Method CORSa RMSES DIFS ADIFR DIFR ADIFP DIFP

RAN 0.89 7.16 3.04 0.20 0.20 0.03 0.03
(0.83-0.94) (2.35) (1.37) (0.05) (0.05) (0.03) (0.03)

DAI 0.92 5.05 0.07 0.01 0.01 0.03 0.03
(0.85-0.96) (1.26) (0.27) (0.01) (0.01) (0.02) (0.03)

DAC 0.93 5.00 0.02 0.01 0.01 0.02 0.01
(0.88-0.96) (1.28) (0.21) (0.01) (0.01) (0.01) (0.02)

TWE 0.94 4.57 0.05 0.03 -0.03 0.02 0.02
(0.90-0.97) (1.02) (0.26) (0.03) (0.03) (0.02) (0.02)

PME 0.94 4.61 0.02 0.03 -0.03 0.02 0.02
(0.90-0.97) (1.05) (0.21) (0.03) (0.03) (0.02) (0.02)

IRI 0.93 4.89 0.09 0.01 0.00 0.02 0.02
(0.89-0.97) (1.16) (0.31) (0.01) (0.01) (0.02) (0.02)

IREb 0.95 - - - - 0.02 0.01
(0.90-0.97) - - - - (0.02) (0.02)

aFor CORS the range is reported instead of SD. bFor IRE, RMSES, DIFS,
ADIFR and DIFR cannot be computed.

Table 4: Discrepancy Measure Means and Standard Deviations, Fixed at Number of Simulees 600.
Measure

Method CORSa RMSES DIFS ADIFR DIFR ADIFP DIFP

RAN 0.90 7.04 2.82 0.19 0.19 0.04 0.04
(0.83-0.94) (2.23) (1.24) (0.05) (0.05) (0.03) (0.03)

DAI 0.93 4.97 -0.07 0.01 0.00 0.02 0.02
(0.88-0.96) (1.19) (0.21) (0.01) (0.01) (0.02) (0.02)

DAC 0.93 4.92 -0.07 0.01 0.01 0.01 0.00
(0.89-0.96) (1.23) (0.22) (0.01) (0.01) (0.01) (0.01)

TWE 0.94 4.58 -0.04 0.03 -0.03 0.02 0.02
(0.91-0.96) (1.06) (0.26) (0.02) (0.02) (0.01) (0.01)

PME 0.94 4.58 -0.04 0.03 -0.03 0.02 0.02
(0.90-0.96) (1.09) (0.20) (0.02) (0.02) (0.01) (0.01)

IRI 0.93 4.84 -0.10 0.01 0.00 0.02 0.02
(0.88-0.96) (1.07) (0.21) (0.01) (0.01) (0.01) (0.01)

IREb 0.95 - - - - 0.01 0.01
(0.93-0.97) - - - - (0.01) (0.01)

aFor CORS the range is reported instead of SD. bFor IRE, RMSES, DIFS,
ADIFR and DIFR cannot be computed.
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Table 5: Discrepancy Measure Means and Standard Deviations, Fixed at Number of Simulees 900.
Measure

Method CORSa RMSES DIFS ADIFR DIFR ADIFP DIFP

RAN 0.89 7.18 2.97 0.20 0.20 0.04 0.04
(0.84-0.93) (2.35) (1.37) (0.05) (0.05) (0.03) (0.03)

DAI 0.93 4.98 0.01 0.01 0.01 0.03 0.03
(0.87-0.96) (1.20) (0.16) (0.01) (0.01) (0.01) (0.01)

DAC 0.93 4.93 -0.02 0.01 0.01 0.01 0.00
(0.87-0.95) (1.20) (0.20) (0.01) (0.01) (0.01) (0.01)

TWE 0.94 4.61 0.01 0.03 -0.03 0.02 0.02
(0.90-0.96) (1.05) (0.21) (0.02) (0.02) (0.01) (0.01)

PME 0.94 4.60 0.00 0.03 -0.03 0.02 0.02
(0.90-0.96) (1.06) (0.15) (0.02) (0.02) (0.01) (0.01)

IRI 0.93 4.88 0.00 0.00 0.00 0.02 0.02
(0.88-0.96) (1.06) (0.19) (0.01) (0.01) (0.02) (0.02)

IREb 0.95 - - - - 0.02 0.02
(0.91-0.97) - - - - (0.01) (0.01)

aFor CORS the range is reported instead of SD. bFor IRE, RMSES, DIFS,
ADIFR and DIFR cannot be computed.

Table 6: Discrepancy Measure Means and Standard Deviations, Fixed at Number of Items 9.
Measure

Method CORSa RMSES DIFS ADIFR DIFR ADIFP DIFP

RAN 0.85 4.32 1.44 0.25 0.25 0.05 0.05
(0.83-0.87) (0.15) (0.19) (0.02) (0.02) (0.03) (0.03)

DAI 0.89 3.51 -0.01 0.02 0.01 0.04 0.04
(0.85-0.91) (0.16) (0.15) (0.02) (0.02) (0.02) (0.02)

DAC 0.90 3.42 -0.06 0.02 0.00 0.02 0.00
(0.87-0.92) (0.11) (0.14) (0.01) (0.02) (0.01) (0.02)

TWE 0.91 3.28 -0.02 0.06 -0.06 0.03 0.03
(0.90-0.93) (0.09) (0.15) (0.01) (0.01) (0.02) (0.02)

PME 0.91 3.26 -0.01 0.06 -0.06 0.03 0.03
(0.90-0.93) (0.11) (0.12) (0.01) (0.01) (0.01) (0.02)

IRI 0.90 3.50 -0.07 0.01 0.00 0.03 0.03
(0.88-0.92) (0.11) (0.16) (0.01) (0.02) (0.02) (0.02)

IREb 0.93 - - - - 0.02 0.02
(0.90-0.94) - - - - (0.02) (0.02)

aFor CORS the range is reported instead of SD. bFor IRE, RMSES, DIFS,
ADIFR and DIFR cannot be computed.
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Table 7: Discrepancy Measure Means and Standard Deviations, Fixed at Number of Items 18.
Measure

Method CORSa RMSES DIFS ADIFR DIFR ADIFP DIFP

RAN 0.90 7.16 2.90 0.18 0.18 0.04 0.04
(0.89-0.92) (0.25) (0.33) (0.02) (0.02) (0.01) (0.01)

DAI 0.93 5.11 0.04 0.01 0.01 0.03 0.03
(0.91-0.95) (0.22) (0.18) (0.01) (0.01) (0.01) (0.02)

DAC 0.93 5.06 0.03 0.01 0.01 0.01 0.01
(0.92-0.95) (0.19) (0.19) (0.01) (0.01) (0.01) (0.01)

TWE 0.95 4.72 0.07 0.02 -0.02 0.02 0.02
(0.93-0.95) (0.14) (0.21) (0.01) (0.01) (0.01) (0.01)

PME 0.94 4.73 0.05 0.02 -0.02 0.02 0.02
(0.93-0.95) (0.13) (0.17) (0.00) (0.00) (0.01) (0.01)

IRI 0.94 5.00 0.03 0.00 0.00 0.02 0.02
(0.91-0.95) (0.17) (0.22) (0.00) (0.01) (0.01) (0.02)

IREb 0.96 - - - - 0.02 0.02
(0.93-0.96) - - - - (0.01) (0.01)

aFor CORS the range is reported instead of SD. bFor IRE, RMSES, DIFS,
ADIFR and DIFR cannot be computed.

Table 8: Discrepancy Measure Means and Standard Deviations, Fixed at Number of Items 27.
Measure

Method CORSa RMSES DIFS ADIFR DIFR ADIFP DIFP

RAN 0.93 9.91 4.49 0.15 0.15 0.02 0.02
(0.91-0.94) (0.32) (0.42) (0.01) (0.01) (0.02) (0.02)

DAI 0.95 6.39 -0.02 0.01 0.01 0.02 0.01
(0.94-0.96) (0.26) (0.30) (0.00) (0.00) (0.01) (0.02)

DAC 0.95 6.37 -0.04 0.01 0.01 0.01 0.00
(0.94-0.96) (0.22) (0.28) (0.00) (0.00) (0.01) (0.01)

TWE 0.96 5.76 -0.03 0.01 -0.01 0.01 0.01
(0.95-0.97) (0.18) (0.33) (0.00) (0.00) (0.01) (0.01)

PME 0.96 5.79 -0.06 0.01 -0.01 0.01 0.01
(0.95-0.97) (0.18) (0.24) (0.00) (0.00) (0.01) (0.01)

IRI 0.96 6.11 0.02 0.00 0.00 0.01 0.01
(0.94-0.97) (0.20) (0.34) (0.00) (0.00) (0.01) (0.01)

IREb 0.97 - - - - 0.01 0.01
(0.96-0.97) - - - - (0.01) (0.01)

aFor CORS the range is reported instead of SD. bFor IRE, RMSES, DIFS,
ADIFR and DIFR cannot be computed.
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Method main effect was found (Table 2). TWE and PME produced lowest RMSESs, fol-
lowed by IRI. Highest values of RMSES were produced by DAI and DAC. For RMSES, a
Number of Items main effect was also found. Higher numbers of items gave higher RMSES
values (Tables 6 to 8). No Number of Simulees effect was found. However, variances were
smaller for higher numbers of simulees (Tables 3 to 5).

RAN produced highest DIFSs. DIFS values were higher for larger scales (Tables 3 to
8).

All of the theory based methods gave DIFS values that were approximately equal to
zero, for all levels of number of items and number of simulees (Tables 3 to 8).

Test Quality Measure Recovery

Reliability.
RAN produced highest values for ADIFR and DIFR. It systematically produced reli-

abilities that were too low. RAN underestimated reliability with .20 on average (Table 2).
Underestimation was smaller for scales with more items (Tables 6 to 8).

A main effect of Method on ADIFR was found (Table 2). IRI produced lowest AD-
IFRs. PME and TWE produced the highest ADIFR values. A Number of Items main effect
was also found. ADIFR became smaller for larger scale lengths (Tables 6 to 8). Differences
between methods became smaller for larger scales.

A main effect of Method on DIFR was found. Both PME and TWE overestimated
reliability (Table 2). DAI and DAC gave somewhat conservative estimates of reliability.
IRI gave a mean DIFR of zero, which means that this method gives good estimates of the
reliability coefficient. A Number of Items effect was also found. DIFR was smaller for larger
scales. IRI produced DIFRs with a mean of approximately zero for all test lengths (Tables
6 to 8).

Predictive Validity.
RAN produced highest discrepancies between complete and reconstructed data pre-

dictive validities. However, the underestimation was not large (.04 on average), and it was
smaller for larger number of items.

A main effect of Method on ADIFP was found (Table 2). ADIFP was lowest for DAC;
it produced an overall average of .01 (Table 2). ADIFP was somewhat higher for PME,
TWE, IRE and IRI. DAI produced the largest ADIFP. A Number of Items main effect was
also found. The larger the scale length, the lower ADIFP. The differences among theory
based methods was smaller for larger scale lengths.

For DIFP, a Method main effect was also found (Table 2). DIFP was equal to .0
for DAC. PME, TWE, IRE and IRI somewhat underestimated predictive validity. The
underestimation was highest for DAI. A Number of Items effect was also found. DIFP was
smaller for larger scales (Tables 6 to 8). DAC produced DIFPs with a mean that is very
close to zero for all test lengths and number of simulees (Tables 3 to 8). However, for all
methods discrepancies between complete and reconstructed predictive validities are small.

Discussion

In this planned missing test data simulation study, Method and Number of Simulees
main effects were found for the reconstruction of total scores, test reliability, and test
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predictive validity.
IRE produced highest correlations between complete and reconstructed data total

scores. This can be explained by IRE not reconstructing a total score but estimating θ
which reduces measurement error. TWE and PME also gave good results, producing lowest
RMSESs, and high CORS values. IRI gave somewhat lower CORS and higher RMSES
values. DAI and DAC produced lowest CORS and highest RMSES values. DAC gave
somewhat better results than DAI. All methods gave better total score reconstructions for
larger item scales.

IRI outperformed other methods at the reconstruction of test reliability, giving a mean
DIFR of zero, and lowest mean ADIFR. DAI and DAC produced very small underestimation
of reliabilities. Both TWE and PME consistently overestimated reliability. All methods
gave better reconstructions of the reliability of larger item scales.

DAC was the best method at the reconstruction of predictive validity, producing a
mean DIFP of zero, and lowest mean ADIFP. PME, TWE, IRI, and IRE underestimated
predictive validity somewhat. DAI gave worst predictive validity reconstruction. For larger
scales, reconstructed validities were closer to the complete data validities, for all methods.

As expected, base rate procedure RAN gave worse results than theory driven meth-
ods. Nevertheless, in spite of producing the worst results, RAN performed tolerably at the
reconstruction of total scores and predictive validities. However, this is not a surprise, if it
is realized that in spite of (MCAR) missingness, no less then two thirds of the scales were
observed for each simulee.

The Number of Items main effects demonstrated that the choice of incomplete item
response methods is not very crucial for longer scales. For scales with more items, complete
and reconstructed data total scores, reliabilities and predictive validities were very close.

PME and TWE produced satisfactory reconstructions of total scores. However, the
reconstructed values of reliability were consistently too high. The overestimation of relia-
bility is a consequence of the normally distributed error term that is added to the personal
mean imputation, and two-way imputation, respectively. The item scores that were gen-
erated, were mostly not normally distributed. Items with more rectangular, and bimodal
item category distributions were often found. The adding of normally distributed errors
in this simulation study, produced item responses that fell too often in the middle item
categories, leading to a relatively low item variance, and as a consequence to a Cronbach’s
alpha that was too high. However, PME and TWE can be adjusted. For practical set-
tings, distributions of observed item scores should be studied in order to find out whether
a normally distributed deviate is appropriate. If it is not, deviates may be drawn from
distributions that have other forms, such as, for example, the beta distribution (see, e.g.
Taylor & Karlin, 1998, p. 38).

In this simulation study, tests were generated for which it was possible to estimate
a measurement model. An advantage of using measurement models for test data is that
both person and item parameters can be estimated. A drawback of these models is that,
occasionally, they are too restrictive in practical settings. In such cases, measurement
models do not fit, and other methods for handling incomplete item responses, such as DAI,
need to be used. However, it should be borne in mind that the estimate of measurement
precision may be biased.

For this simulation study, it was chosen to delete a third part of the items using a
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block-interlaced anchoring design. The missing of a third part of the data is practical for
two reasons. First, a relatively large part of the data is recorded, so total scores can be
satisfactorily estimated, regardless of the method that is used. Second, administering two
thirds of the data needs three (printed) versions of the test, which is the minimal amount of
versions for the block-interlaced anchoring design. There are two advantages to the block-
interlaced anchoring design. First, the number of administrations is approximately equal
for all items. Second, each item pair combination is administered at least once.

In the presented simulation, it was assumed that all simulees were drawn from the
same population. However, in practical settings, simulees do differ on grouping variables
like gender, race and age. The incomplete item responses that were used in this study, can
be modified to add group information. For the IRT settings, multi-group analysis can be
applied. For DA, group membership variables can be added to the data matrix that is used
as input for the procedure. For the two simpler methods PME and TWE, values can be
calculated separately for different groups.

In practical settings, different research goals may exist at different points in time,
when using the same data file. Sometimes, researchers are interested in measurement at
one occasion, and interest shifts towards prediction later on. A researcher may wish to
use test data that were collected by researchers with a different research goal. For such
situations it is recommended to keep the incomplete data matrix, and fill in the missings
separately for measurement and prediction situations using appropriate methods.

This simulation study shows that with each of the methods, total scores can be
reconstructed more or less satisfactorily. However, it also indicates that for the accurate
estimation of reliabilities and predictive validities, different methods for handling incomplete
test designs should be used. The paradox of measurement versus prediction in educational
and psychological testing was mentioned as early as 1950. In this paper it was shown that
this paradox has consequences for the application of planned missing designs to paper and
pencil tests. The central implication of the paradox, is that different testing goals require
different methods for handling unavailable item responses. Measurement models like IRT
should be used, when interest lies mainly in precise measurement. Missing data methods
that take into account all the information that is available when reconstructing missing
data, such as DA, should be used when the prediction of a given criterion is the testing
goal.
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