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Chapter 1

Measuring Change: Opportunities to Learn

1.1 Introduction

Traditionally, educational data is collected from an entire classroom of students
taking the same test at the same time, using paper and pencil. However, par-
ticularly from the perspective assessment for learning (AFL) (Bennett, 2011;
Black & Wiliam, 2003), there is interest in closely measuring progress and the
individual development of ability (Wiliam, 2011). Knowledge of students’ cur-
rent ability levels facilitates the possibility of tailoring education to individual
needs, providing all students with opportunities to learn at their individual
level. The availability of up-to-date ability estimates requires frequent assess-
ment of all students, with results available to both teachers and students in real
time. Though not developed in his primer on computer adaptive testing (CAT),
Wainer (2000, p. xi) predicted that computerized measurement would serve
such new purposes: “These purposes will include continuous measurement of
dynamically changing quantities in educational settings, and other purposes
not possible with static paper-and-pencil delivery and static metaphors of mea-
surement”.

Examples of systems that involve continual measurements and dynamic
changes, are electronic learning environments. A discussion of several types
of such environments has been provided by Wauters, Desmet, and Van den
Noortgate (2010). Examples include computer adaptive learning (CAL) system
(e.g., Eggen, 2012; Veldkamp, Matteucci, & Eggen, 2011; Bloomfield, Roberts, &
While, 2010; Ecalle, Magnan, & Calmus, 2009), intelligent tutoring systems (ITS)
and adaptive hypermedia systems (e.g., Brusilovsky, 1999, 2001) and computer
adaptive practice (CAP) systems (Klinkenberg, te meier, & van der Maas, 2011).
Techniques related to CAT (e.g., Weiss, 1982; Wainer, 2000; van der Linden
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8 Chapter 1. Measuring change

& Glas, 2002; Eggen, 2004) are sometimes used in such system to facilitate
adaptive item sequencing. Though CAT on the one hand and CAL and CAP
on the other are certainly related, their focus is different. Whereas the focus of
CAT is to efficiently estimate abilities of test takers, CAL and CAP systems aim
to provide learners with (practice) items tailored to their current ability level.
See for example Ericsson, Krampe, and Tesch-Römer (1993) or Ericsson (2006)
for distinctions between practice and learning.

Education data gathered over longer periods of time poses some interesting
psychometric challenges. Quite generally it might be that measurement itself
induces change, but more specifically, we expect that data gathered from sys-
tems where learning is one of the explicit goals, e.g., through practice and
feedback, indeed involve dynamically changing model parameters and in-
tricate non-linear dynamics. For example, differential development of abili-
ties is expected due to instructional sensitivity and educational reform (Ruiz-
Primo, Shavelson, Hamilton, & Klein, 2002), effects such as the pygmalion ef-
fect (Rosenthal & Jacobson, 1968) and methods of instruction (Bloom, 1984).

In the following section, we identify two problems with psychometric mod-
els in relation to CAP and CAL systems, which are more generally also appli-
cable to ITS. First, we focus on the assumption of parameter invariance, which
is quite commonly made in psychometric models. Especially in CAP and CAL
systems, invariance of the involved pupil ability parameters and item difficulty
parameters, is both unlikely and undesirable, e.g., given that practice should
cause ability to increase. Second, we discuss that the explicit modeling of the
development of ability may not be feasible, since not much is known on how
development might take place under the influence of practice and feedback.

1.1.1 Common psychometric models

The notion that certain abilities or traits can be considered as fixed is deeply
rooted in educational measurement, specifically in item response theory (IRT).
Though Lord and Novick note in their seminal work on psychometrics “ability
does not change” (1968, p. 13) and “[the true score of a person] is a constant”
(1968, p. 30), usually, it is implicitly assumed in their work, and in educational
measurement in general, that quantities such as one’s ability do not change, at
least not during testing. In the same year, the promises for measuring progress
using computerized item banks are made explicit: “The item bank could pro-
vide [. . . ] a single scale for measuring progress throughout secondary school–
and in principle there is no reason why the scale should not be extended in
both directions” (Choppin, 1968, p. 872). The idea of an invariant measurement
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scale is expressed explicitly here. Apparently, such a measurement scale, and
the characteristics of the items underlying such a scale, were considered to be
unchangeable by feedback, learning, or intricate non-linear dynamics taking
place in measurements over longer periods of time.

While the assumption that such effects do not take place might be reason-
able and pragmatic for many situations, it is our contention that, in an increas-
ing number of applications such as CAP and CAL, this assumption no longer
holds. Consequently, many of the statistical methods that are commonplace
in educational measurement are not suitable for these contexts. Though it is
easily asserted that the ability of students changes through time, it is likely that
other concepts also change, such as item difficulty and the measured construct.
The statistical models that are currently used, such as classical test theory and
IRT (Lord & Novick, 1968), and the inferential tools associated with them, e.g.,
maximum likelihood (ML) estimation, are not appropriate for this type of data
owing to their assumptions that parameters are time invariant (e.g., Kane, 2011,
p. 13). The common use of models that implicitly assume parameter invariance
on data that might not support this assumption seems to be a typical case of the
law of the instrument (Kaplan, 2004), and was already expressed as a concern
by Roid (1986, p. 34): “. . . the indiscriminant application of IRT models to any
tests, especially those not specifically designed to fit the model, would seem to
be ‘technology gone wild’.”

The explicit modeling of change or growth does not seem to be a definite
solution to the problem of changing parameters. In a context with continual
changing model parameters such as item difficulties and person abilities, meth-
ods that are suitable for comparing ability change within a test (Verhelst & Glas,
1993; Verguts & De Boeck, 2000; Rijkes & Kelderman, 2007; Finkelman, Weiss,
& Kim-Kang, 2010), or between a few tests (Fischer, 1989; Embretson, 1991;
Keuning & Verhoeven, 2008), are not generally applicable.

Though in many educational contexts little is known about what growth
patterns to expect, cf. McArthur and Choppin (1984), many models have been
developed to deal with possibly complex developmental patterns, see for exam-
ple the collection by Collins and Sayer (2001). However, the principle problem
with modeling change addressed in this thesis, is that we expect intricate non-
linear dynamics due to both feedback and the possibility that measuring the
mind changes the mind, both important parts of CAL and CAP systems.
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1.1.2 Alternatives

To identify statistical tools that deal with the type of data described in this
introduction, we will first look at two different fields of research where fre-
quent large-scale data processing takes place, routinely reporting results in
real time on parameters that change over time. We will describe and evaluate
the possible uses of techniques from these fields for educational measurement.
We will then discuss several alternative approaches, designed to utilize the
strengths but resolves the weaknesses of the existing methods, and hence be
more suitable for this field of research.

1.2 Measuring change

1.2.1 Sports

Sports is a field in which we typically deal with changing abilities, with mea-
surements over longer periods of time. As a specific example, we consider
chess playing, were a tradition has developed to measure the changing abil-
ities of chess players over time. Though apparently unrelated to educational
measurement, certain developments in the rating of chess players are of inter-
est. As early as the beginning of the previous century, there were developments
in rating chess players which resulted in the formulation of one of the very
first latent trait models by Zermelo (1929), who proposed a model that is now
known as the Bradley-Terry-Luce (BTL) model (Bradley & Terry, 1952; Luce,
1959), see Glickman (2013) for a historical perspective. In the early 1960s, Elo
developed a method for tracking individual and idiosyncratic changes in chess
playing proficiency over long time periods in which individual players played
at irregular intervals with irregular frequency (Elo, 1978; Batchelder & Bershad,
1979). Currently, many chess federations, such as the The United States Chess
Federation (USCF) and the World Chess Federation (FIDE), use the Elo rating
system (ERS), or an adaption thereof, to rate their players.

The rating of chess players is of interest because chess can be regarded as a
large-scale adaptive test, with frequent measurements (van der Maas & Wagen-
makers, 2005). It is adaptive since chess players participate in competitions of
players with similar playing strengths. When the ability of a player increases,
this player will likely participate in other competitions that are more suitable
to his or her playing strength. In addition, measurements occur quite frequent
because chess players usually play with some regularity. The ERS uses quite
simple calculations to provide an updated rating after every match, where the
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rating difference between a pair of players can be used to calculate winning
probabilities. The ERS has been used for over half a century in a sport where
the stakes are considered high, providing it with some external justification.

The ERS, specifically Elo’s Current Rating Formula for Continuous Measure-
ment, is introduced as follows (Elo, 1978, p. 25):

Rn = Ro + K(W −We) (1.1)

Rn is the new rating after the event.
Ro is the pre-event rating.
K is the rating point value of a single game score.
W is the actual game score, each win counting 1,

each draw 1/2.
We is the expected game score based on Ro.

In a match between two players, each of the players has a rating Ro before a
match. The rating Rn is increased if he or she wins and decreased in the case
of a loss. The amount of increase or decrease in ratings points depends on
their relative difference in ratings before the match, expressed as the winning
probability We of the player. If the player is expected to win, and he or she
does, few points are gained. However, if someone wins against the odds, more
points are gained by the winner. Though Elo (1978) modeled the expected
winning probability We using the normal distribution, as in Thurstone’s Case
V model (Thurstone, 1927), in the same work he discusses the possibilities of
using the Verhulst or logistic function, cf. the BTL model (Bradley & Terry, 1952;
Luce, 1959) or the Rasch model (RM) (Rasch, 1960). Clearly, other choices for
We are possible, e.g., involving response times (Maris & van der Maas, 2012).
The factor K determines the step size of the algorithm, where a large step size
allow the ratings to adapt quickly to changing abilities, at the cost of additional
noise.

Applications of the ERS are numerous, especially in the rating of sports
and games (Fahrmeir & Tutz, 1994; Coulom, 2008). In addition to the use of
the ERS to rate pair-wise comparisons of persons over time, one can also rate
other pair-wise comparisons, such as a person answering an item, resulting
in either a correct response (a win), or an incorrect response (a loss). This con-
ceptual extension is made in two state-of-the-art applications of AFL that rate
chess tactics, simultaneously rating both players and chess tactics items. Both
applications use an extension of the ERS developed by Glickman (1999, 2001)
to deal with rating uncertainty over time. Each player receives an immedi-
ate update of his rating after each response to an item, using a combination
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of the correctness of a response and the response time. Both applications are
websites for learning chess tactics. Both Chess Tempo (CT)1 and Chess Tactics
Server (CTS)2 provide large-scale CAP environments, consisting of a large item
bank and many players. The items generally consists of specific board posi-
tions followed by a move, after which the player has to decide what the best
following move is. The CTS item bank consists of about 37 thousand items,
and over 85 million chess problems have been served to about 65 thousand
players. The CT item bank consists of over 55 thousand items, and over 207 mil-
lion chess problems have been served to about 310 thousand players (numbers
from April, 2013).

Applications of the ERS are also found in educational measurement, such
as in training and learning environments (Wauters et al., 2010). Klinkenberg et
al. (2011) discuss a novel CAP and progress-monitoring system for arithmetic
skills called the Math Garden3. In the Math Garden, individual ability level is
estimated in real-time, while an individual answers math problems. Item are
selected using a predetermined success rate, which is based on the estimated
ability of individuals (Jansen et al., 2013). The Math Garden uses an extension
to the ERS to include response times, as described by Maris and van der Maas
(2012). In Math Garden, more than 500 thousand math problems are solved
on a daily basis, involving over 30 thousand students from 900 schools and
cumulating to over 220 million records in total (numbers from April, 2013).
Item banks of this magnitude are quite unique in educational measurement
applications.

More exotic applications of the ERS include the rating of looks (Schwartz,
2007), animal dominance (Albers & de Vries, 2001), programmers (Forišek,
2009) and plant breeding (Simko & Pechenick, 2010). Many extensions and
competing rating systems are developed for specific goals, e.g., Microsoft’s
TrueSkill algorithm to rate both players as well as groups of players in large
scale on-line games (Herbrich, Minka, & Graepel, 2006; Dangauthier, Herbrich,
Minka, & Graepel, 2007).

The large size of the databases of CT, CTS and Math Garden, and the use
of real-time rating updates, disqualify estimation methods commonly used in
educational measurement, such as ML estimation, due to computational limits.
On the other hand, rating systems such as Elo’s are tractable, computationally
simple and easily implemented. It is a valuable tool which provides ratings of
both players and items in large-scale applications of CAT and CAP. However,

1 http://chesstempo.com
2 http://chess.emrald.net
3 http://www.mathsgarden.com

http://chesstempo.com
http://chess.emrald.net
http://www.mathsgarden.com
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there is a challenge in using the ERS in educational measurement. In a tra-
ditional testing framework, we ideally let students take sufficiently long and
reliable tests so that their scores are an accurate estimate of their ability. Since
the reliability of a single-item response is low, the frequent rating updates in
rating systems such the ERS cause the ratings to be quite noisy and unstable.
The key problem with the ERS is the fact that the distribution of noise is not
well defined. Without a known distribution for ratings, no straightforward
methods are available to evaluate the reliability of ability estimates from rating
systems like Elo’s.

1.2.2 Engineering

Another field in which we see data being gathered at a high frequency, and
involving changing parameters, is engineering. We focus on a specific appli-
cation, the Global Positioning System (GPS). GPS is a widely used technique
to determine location. Navigation devices in cars, planes, or in mobile phones
use signals from a number of satellites to provide an estimated position on the
world map. This problem is related to educational measurement in that we
want to track a student’s position in a certain ability space, just as our naviga-
tion device tracks our location on the globe; a metaphor also found in Wainer
(2000, p. xi). The GPS data obtained is similar to data from CAP systems in that
a GPS capable device tracks one’s continually changing position using some-
what noisy measurements, gathered on a regular basis. We can also regard
responses to items as noisy estimates of someone’s changing ability, where we
try to pinpoint someone’s ability on our ability map. This makes the statistical
techniques used in GPS promising to look into.

One of the statistical techniques required to perform the calculations in
GPS is the Kalman filter (KF) (Kalman, 1960; Welch & Bishop, 1995; Arulam-
palam et al., 2002). KFs are a popular statistical technique with applications in,
amongst others, economics, dynamic positioning, chemistry and speech recog-
nition. The specific application of these filters to global positioning and the
use of extra information like inertia sensors is described in many engineering
textbooks, e.g., Grewal, Weill, and Andrews (2001). A KF typically consists of
two models. The first being a measurement model, relating noisy measure-
ments to an estimate of the current state (e.g., position on the map or ability
level). The second being a system model, describing the change of the state
over time. The system model in GPS can be based on other sensor input to
provide information on where someone is going, for example, data from an
accelerometer. If someone accelerates in a certain direction, the noisy satellite
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position estimate can be enhanced by this information. The basic KF is a two-
step procedure with a prediction and an update step. In the prediction step,
the system model is used to predict the next state. In GPS, this would be the
acceleration in a certain direction predicting your next position. In the update
step, Bayes theorem is used to combine knowledge on one’s predicted position
with the possibly noisy GPS position from the measurement model. Though
not introduced as such, KFs can be described as specific and tractable forms
of sequential Bayesian algorithms. The KF makes several specific assumptions,
such as Gaussian distributed states and noise, and linear regressions in the sys-
tems model and in the measurement model. If these assumptions hold, the KF
is a tractable and optimal algorithm for recursively calculating the posterior
density.

The application of a recursive Bayesian algorithm, such as the KF, to ed-
ucational measurement has several advantages over the ERS. It has several
statistical properties concerning the distribution of estimates, which can be
used for testing for change, checking model fit, and more. However, there are
also downsides. It requires the same two models as in the GPS application.
The measurement model can be some familiar item response model which is
readily available. The system model facilitates prediction, which is a growth
model in educational measurement. While rather complicated growth models
can be specified (e.g., Speekenbrink & Shanks, 2010), theories on how growth
develops throughout education are not readily available. This complicates a
straightforward implementation of recursive Bayesian algorithms in student
monitoring systems.

In addition, the KF has some quite strong assumptions, such as a Gaus-
sian distributed posterior density at every time step, and both the system and
the update model are linear functions of their parameters and include Gaus-
sian distributed independent and identically distributed (i.i.d.) errors. To relax
these assumptions one can use extensions such as particle filters. Though there
are many examples of the use of such models in educational measurement
(Fahrmeir & Tutz, 1994; Molenaar, 1987, 2004; Hamaker et al., 2005; van Rijn,
2008; Wang et al., 2013), the rather strict assumptions of the KF or the quite
intensive calculations of particle filters make these filters less suited for pro-
viding results in real time in large scale educational measurement contexts.
Moreover, it has already been mentioned that measuring someone’s mind is
likely to change it, especially through practice and feedback, which would
require changes to the measurement and system model too. The result is a
intricate non-linear dynamic system, for which filters with fixed models might
not be suitable.
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1.2.3 New tools for measuring change

There are several strengths to the two techniques that have been discussed in re-
lation to educational measurement. The application of the ERS in chess ability
estimation and, in particular, in the CTS, CT, and the Math Garden, demon-
strates that tracking ability in a testing context with many persons, items, and
frequent responses is feasible. A weakness of the system is a lack of control of
the distribution of ability estimates, which is crucial for educational measure-
ment applications. For example, without defined distributions of abilities, it is
challenging to interpret ability development since there is no clear indicator
of what is growth and what is noise. The application of GPS uses KFs, i.e.,
sequential Bayesian filters. The strength of this approach is that we can accu-
rately track changing abilities with full control of the distributions involved. A
weakness of applying such filters for tracking ability, is that growth model are
assumed to predict ability change, while information on how such a growth
model should look is not readily available and moreover, subject to change
due to feedback.

In constructing algorithms for measuring change in this thesis, we require
some specific features for our educational measurement applications. First,
such algorithms must be able to closely follow the abilities of individuals over
time, and therefore to update estimates after each response, as the ERS allows
for. Second, we require that our ability estimates be distributed in a specific
manner around the student’s true ability level, as in applications of the KF.
Third, we want to refrain from requiring a specific growth model for the de-
velopment abilities, as these are often not readily available in applications in
educational measurement.

1.3 Thesis chapters

In chapter 2: Tracking, a definition and formalization of psychometric trackers
is presented. Trackers are defined as dynamic parameter estimates with spe-
cific properties. As indicated the previous section, these properties include the
ability to adapt to parameter changes, and a specified noise distribution. Chap-
ter 3: Detecting differential development, presents a specific tracker suitable for
detecting differential development over time between pairs of items or pairs of
persons. The tracker is designed to work on data that is filtered from large data
collections, extracting only relevant information on differences between pairs
of items or pairs of persons. Since this tracker generates i.i.d. Bernoulli trials un-
der the RM, one can several statistical tools to test for differential development.
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Chapter 4: Metropolis ability trackers, introduces trackers using the Metropolis
algorithm. Two trackers are worked out, both using item responses directly
in the Metropolis algorithm, i.e., using item responses as either proposal val-
ues or to determine acceptance or rejection. In the last chapter, chapter 5: Dy-
namic estimation in the extended Rasch model, an extended marginal Rasch
model (ERM) with a Bayesian estimation procedure is presented. It allows
for parameter estimation in static contexts using fully observed data matrices
and in sequential adaptive contexts, such as CAT, where model parameters are
estimated as data becomes sequentially available. In dynamic contexts, such
as CAL or CAP environments where model parameters can change over time,
it can be used to simultaneously track the development of item and person
parameters.
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Chapter 2

Tracking educational progress: A formal
characterization

Summary

In measurements that extend over longer periods of time, we expect all sorts
of change in the parameters of the models involved. Trackers are defined as
instruments with specific properties to deal with changing parameters. First,
trackers should allow for estimating dynamically changing parameters, adapt-
ing to possible changes in ability or item difficulty. Second, if no change occurs
for some time, trackers should provide unbiased estimates with a known error
variance. Such trackers retain the strengths of both state space models and
ratings systems, while resolve some of their weaknesses. These properties are
suitable for educational measurement applications such as tracking individual
progress or any aggregate thereof, as in reporting or survey research.
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2.1 Introduction

In this chapter, we describe trackers and their use in psychometrics. For now,
we loosely define trackers as dynamic parameter estimates, adapting to pos-
sible changes in ability or item difficulty. Trackers can be especially useful
in measurements that extend over a longer period of time at irregular time
intervals, e.g., the continual measurement of abilities in computer adaptive
practice (CAP) (Klinkenberg, Straatemeier, & van der Maas, 2011), computer
adaptive learning (CAL) (Wauters, Desmet, & Van den Noortgate, 2010) or the
monitoring of item difficulties in item banks. Many actors can be involved
in the possible changes of these parameters, including the pupils themselves,
their teachers, their parents, educational reforms, etc. Moreover, change in pa-
rameters, and the model itself, is especially likely if the outcomes of the measu-
rements are used for feedback, as in assessment for learning (Black & Wiliam,
2003; Bennett, 2011; Wiliam, 2011). Since feedback is provided to many actors
in education, the result is a complex dynamical system, including all sorts of
interactions.

The development of these parameters is not easily modeled due to these
changes and feedback loops. Application of latent growth models (McArdle
& Epstein, 1987; Meredith & Tisak, 1990; Hox, 2002), change point estimation
models (Hinkley, 1970; Chib, 1998; Visser, Raijmakers, & van der Maas, 2009) or
other models that explicitly model the development of parameters is therefore
not straightforward. Also state space models such as the Kalman filter (KF)
(Kalman, 1960; Welch & Bishop, 1995; van Rijn, 2008), or the more general
particle filters (Arulampalam, Maskell, Gordon, & Clapp, 2002), include an
explicit growth model and are therefore not ideal for following educational
progress continually, as in CAP systems.

Historically, we see that in other fields where continual progress measure-
ments take place, rating systems emerged. For example, in chess, rating sys-
tems were developed for the estimation of continually changing chess playing
abilities, such as the widely used Elo rating system (ERS) (Elo, 1978; Batchelder
& Bershad, 1979; Batchelder, Bershad, & Simpson, 1992). Advantages of rating
systems such as Elo’s are that they are computationally light and do not as-
sume a growth model. After each new measurement, the parameter estimates
can be updated using the previous parameter estimate and the new observa-
tion, without having to take history into account, i.e., satisfying the Markov
property, nor assuming a model for the development of the parameters. The
ERS has found many uses, including applications in educational measurement
(Klinkenberg et al., 2011; Wauters et al., 2010). Though there are many practical
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uses of rating systems, they lack certain desirable statistical properties such as
convergence and unbiasedness.

In tracking educational progress, we are interested in several properties
from both state space models such as KFs and rating systems like the ERS, i.e.,
we like to dynamically track changes in the abilities of individuals or in item
difficulties, without having to assume specific types of development. Moreover
we require that, if ability is stable for some time, our tracker provides unbiased
estimates with a known error variance. In this chapter, we will describe a
tracker with these properties.

2.2 Methods

2.2.1 Formalizing a tracker

We formalize the representation of a tracker in the scheme in (2.1), where we
illustrate the development of someone’s unknown true ability θ over time t,
where each column represents a consecutive time point:

θ1 → θ2 → θ3 → ... → θt

↓ ↓ ↓ ↓
Y1 Y2 Y3 ... Yt

↓ ↓ ↓ ↓
X0 → X1 → X2 → X3 → ... → Xt

(2.1)

The abilities θ are related by horizontal arrows, since we assume that one’s true
ability at time point t is related at least to one’s ability at time point t− 1 and
likely influenced by many other factors, which we leave out of this scheme. At
time point t, scored responses Yt are obtained using a single item, or a number
of items. The ability estimate Xt depends only on the previous state Xt−1 and
the current item response Yt, therefore satisfying the Markov property. The
scheme in (2.1) represents Markov chains in general, including the ERS.

Since we are especially interested in the properties of unbiasedness and
convergence, we present a more specific scheme in (2.2). Here, we assume for
the moment that someone’s ability does not change, i.e., θt = θ ∀ t, and we
require X∞ to have a known distribution, for example centered around the true
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ability θ with normal distributed error E :

θ → θ → θ → ... → θ

↓ ↓ ↓ ↓
Y1 Y2 Y3 ... Y∞

↓ ↓ ↓ ↓
X0 → X1 → X2 → X3 → ... → X∞ ∼ θ + E

(2.2)

We want to create a tracking algorithm that provides estimates Xt that adapt
to changes in θt, but has a known distribution if θt is invariant for some t, as
represented in (2.2). Such a tracking algorithm is similar to KFs in that its states
have a known distribution (cf. Arulampalam et al., 2002), and similar to the
ERS, specifically Elo’s Current Rating Formula (Elo, 1978), in that it continually
adapts to changes in the underlying parameters without having to specify a
growth model, see chapter 1 of this thesis. An illustration of a simple tracker
that conforms to this definition is given in section 2.2.2, after which a proof of
convergence is given in section 2.2.3.

2.2.2 Example of a tracker

We present the simplest non-trivial case of a tracker that conforms to scheme
(2.1), i.e., it dynamically adapts to change in the model parameters, and con-
verges to a known error distribution if the scheme in (2.2) holds.

Consider the following coin tossing example:

P(Yi = 1|θ) = θ (2.3)

where the probability of tossing head, i.e., Yi = 1, is θ. If we consider a band-
width of n sequential coin flips, then we simply define the sum score X(n)

+ as
follows:

X(n)
+ =

n

∑
i=1

Yi ∼ binom(n, θ) (2.4)

Since (Y1, . . . , Yn)⊥⊥ θ|X(n)
+ , we can define an auxiliary variable Z using the

sufficient statistic X+:

P(Z = 1|X(n)
+ = x+) =

x+
n

= P(Yi = 1|X(n)
+ , θ). (2.5)

Using the auxiliary variable Z, which is the expected response given the sum
score X(n)

+ , and the observed response Y, we readily find the following sequen-
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tial update rule for X(n)
+ , which is denoted with the subscript t as an index for

time:
X(n)

t+1 = X(n)
t + Yt − Zt ∼ binom(n, θ) (2.6)

which gives us the simplest non-trivial tracker X(n)
t /n for θt meeting our defi-

nition in (2.2).
We provide some illustrations to demonstrate the workings of the tracker

in (2.6), using simulations1. First, we demonstrate the convergence of the se-
quential estimates of X(n)

t to the invariant distribution, binom(n, θ). As data,
1,000 coin tosses are simulated with θ = .3. Using the algorithm in (2.6) with
n = 30, X(n)

t was sequentially estimated on the data and its distribution plotted
in Figure 2.1. As a reference, the theoretical density of the binomial distribu-
tion (n = 30, θ = .3) was added. Clearly, this tracker nicely converged to the
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Figure 2.1: Theoretical and empirical cumulative score distribution.

expected distribution as the two lines in Figure 2.1 coincide. While the simu-
lation used an invariant probability of the coin falling heads with θ = .3, i.e.,
conforming to the scheme in (2.2), we can also simulate different changes to θ

over time, conforming to the scheme in (2.1).
We simulate a scenario where θ smoothly changes over time t, i.e., we gen-

erate 1,000 coin tosses with an increasing θ, and evaluate the development of
the tracker in Figure 2.2. Though θ is not stable at any time, it is clear that the

1 All simulation in this chapter are performed in R (R Core Team, 2013).
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Figure 2.2: Tracking smooth growth.

tracker follows the development of θ quite closely with little lag. The step size
n of the algorithm in (2.6) determines how fast the tracker can adapt to the
changes in θ, where for this specific tracker a large n corresponds to a small
step size and a small n to a large step size. Since θ is continually changing here,
the tracker does not converge, but tracks the change rather well.

Next, we simulate a change point growth model where the probability of
the coin falling heads changes from θ = .3 to θ = .8 at t = 500. The tracker is
plotted in Figure 2.3. Again, it can be seen that the tracker follows the develop-
ment of θ closely. The tracker is always lagging, i.e., its development follows
the development of θ with some delay depending on the step size n of the al-
gorithm. This lag can be observed after the change point, and its size is related
to the size of the change and step size of the algorithm.

In Figure 2.4 we illustrate the effect of varying the step size. A smooth
development of θ is simulated, developing from about .1 to just over .8. Three
different trackers are simulated using three different step sizes, n = 10, n = 50,
and n = 100, where a small n is a large step size. It can be seen that the tracker
with the most noise, having the largest step size and therefore the smallest n,
adapts quickest to changes in ability θ, where the tracker with the smallest
step size shows less noise, and therefore quite some lag. The step sizes are
straightforward bias-variance trade-offs. Large step sizes allow for a quick
adaption to possibly large changes in θ, at the cost of quite some variance if θ

is stable. Small step sizes reduce this variance at the risk of introducing bias
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Figure 2.3: Tracking a change point growth model.

under a changing θ.
This simplest non-trivial example of a tracker has demonstrated that it

tracks the development of θ, cf. the scheme in (2.1), and converges to an invari-
ant distribution if θ is stable, cf. the scheme in (2.2). We like to point out that
though this example is simple, i.e., the properties of this tracker in the case
of simple coin flips are the same as using a moving average, it is noteworthy
that such trackers differ substantively from both maximum likelihood (ML)
estimation and Bayesian estimation techniques. The tracker estimates are con-
tinually adapting to changes in the model parameters, and convergence in
distribution takes place while both the model parameter and the transition
kernel are unchanging. This property of convergence under the scheme in (2.2)
is generalized for all trackers in the following section.

2.2.3 Convergence in Kullback-Leibler distance

We provide some general proof of the convergence of Markov chains to an in-
variant distribution, given the invariant distribution does not change between
two time points, t and t + 1. We use the Kullback-Leibler (KL) distance mea-
sure (Kullback & Leibler, 1951) to quantify the distance between the current
distribution ft and the invariant distribution f∞.

Theorem 2.1. Convergence in KL distance. If the invariant distribution f∞(x) and
the transition kernel f∞(x|y) do not change between t and t + 1, the KL distance
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Figure 2.4: Trackers with step sizes n = 10, n = 50 and n = 100.

between the current distribution and the invariant distribution decreases between two
time points:

∫
R

ln
(

f∞(x)
ft+1(x)

)
f∞(x)dx ≤

∫
R

ln
(

f∞(y)
ft(y)

)
f∞(y)dy. (2.7)

if

f∞(x) =
∫
R

f∞(x|y) f∞(y)dy (2.8)

and
ft+1(x) =

∫
R

f∞(x|y) ft(y)dy (2.9)

Proof. Using Bayes’ rule, we can rewrite (2.9) as follows:

ft+1(x) =
∫
R

f∞(y|x) f∞(x)
f∞(y)

ft(y)dy (2.10)

and place f∞(x) outside the integral:

ft+1(x)
f∞(x)

=
∫
R

ft(y)
f∞(y)

f∞(y|x)dy. (2.11)
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Taking the logarithm and integrating with respect to f∞(x) gives:

∫
R

ln
(

ft+1(x)
f∞(x)

)
f∞(x)dx =∫

R
ln
(∫
R

ft(y)
f∞(y)

f∞(y|x)dy
)

f∞(x)dx.
(2.12)

Using Jensen’s inequality, we obtain:

∫
R

ln
(∫
R

ft(y)
f∞(y)

f∞(y|x)dy
)

f∞(x)dx ≥∫
R

∫
R

ln
(

ft(y)
f∞(y)

)
f∞(y|x) f∞(x)dydx

(2.13)

which we can use to simplify (2.12) into:

∫
R

ln
(

ft+1(x)
f∞(x)

)
f∞(x)dx ≥

∫
R

ln
(

ft(y)
f∞(y)

)
f∞(y)dy. (2.14)

Writing (2.14) as a KL distance, we interchange numerators and denominators
and therefore change the sign of the inequality:

∫
R

ln
(

f∞(x)
ft+1(x)

)
f∞(x)dx ≤

∫
R

ln
(

f∞(y)
ft(y)

)
f∞(y)dy. (2.15)

It was proven quite generally that trackers as described by (2.2) possesses
an attractive quality. After every item response, the ability distribution of Xt

monotonically converges in KL distance to X∞ (Kullback & Leibler, 1951). The
KL distance is a distance measure between two distributions, in our case, the
theoretical distribution of ability estimates Xt and the invariant distribution of
estimates X∞. If the KL distance is small, the ability estimates are (almost) con-
verged to the proper distribution. Monotone convergence assures this distance
decreases with every new response under the conditions of (2.2).

In Figure 2.5 we provide an illustration2 how the KL distance could develop
over time. If ability θ is stable for some time, then changing, and then stable
again, we can see how the KL distance could decrease in times of stability
and increase when ability changes. We believe this property is suitable for use
in the practice of educational measurement, where students mostly respond
to sets of items, even if they are assessed frequently (e.g., Klinkenberg et al.,

2 This serves as illustration only, no actual KL distances were calculated.
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Figure 2.5: Development of ability (dashed line) and Kullback-Leibler (KL)
distance (solid line) over time.

2011). The assumption here is that ability is stable during the relatively short
time in which a student answers a set of items, and might change between the
administrations of sets.

2.2.4 Simulating surveys

Section 2.2.2 provides some simulations to illustrate the invariant distribution
of the simple tracker and to demonstrate how the estimates track individual
development under several simulation conditions. One goal is to simulate and
track the development of groups, as might be done in survey research.

We consider a simplified scenario where an entire population consisting of
100,000 persons would answer just 5 questions in a survey that is administered
4 times, for example to track educational progress of the entire population
within a year. Using the algorithm in (2.6), that compares to 5 flips of 100,000
uniquely biased coins for each survey. The probabilities of the coins falling
heads changes for every survey, and are sampled from a beta distribution. The
parameters of these beta distribution where a = 5, 6 2

3 , 8 1
3 , 10 and b = 10 for

the 4 simulated surveys. These 4 beta distributions are plotted in Figure 2.6
from left to right, using dashed lines. A very large step size (n = 2) was used
for the algorithm, to allow the estimates X to adapt quickly to the changes
in θ. Since θ is sampled from a beta distribution, the estimates X are beta-
binomial distributed. Using ML estimation, the two parameters of the beta
distribution of θ were estimated for each of the 4 administrations, and these
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Figure 2.6: Trackers with step sizes n = 10, n = 50 and n = 100.

estimated beta distributions are plotted in Figure 2.6. The graph demonstrates
that it is possible to accurately track the development of an entire population
by administrating a limited amount of items to all individuals.

Note that this scenario is quite different from a more traditional sampling
approach where many items are administered to complex sample of individu-
als. If the total number of responses would be kept equal, for tracking the de-
velopment of the entire population it is beneficial to administer a few questions
to many individuals. On the contrary, for tracking individual development, it
is beneficial to administer many items to few individuals. For example, while
the information in the 5 items per survey described above is too limited for
tracking individual growth, especially in considering progress that is made be-
tween surveys, it is sufficient for tracking the population parameters. Though
trackers can both be used for tracking individual progress or progress of the
population, the preferred design of data collection depends on the desired level
of inference.

2.3 Discussion

In this chapter, trackers and their possible uses in educational measurement
have been described. Trackers are defined as dynamic parameter estimates
with specific properties. These trackers combine some of the properties of the
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ERS and state space models as KFs, which both have strengths and weaknesses.
The ERS is a feasible method for dealing with data with changing model pa-
rameter, i.e., ratings. It is simple, provides real-time results, and requires no
assumptions on the types of growth. However, it lacks a proper distribution of
estimates, and therefore no statistics can be used on the estimates, e.g., to test
for change, or to track any aggregate of estimates. KFs, on the other hand, do
assume specific distributions of estimates, but need specified growth models,
which are not readily available in many educational measurement applications.

Trackers should be able to adapt to changes in both model parameters
and the transition kernel, cf. the scheme in (2.1). In addition, we require that
the estimates converge in distribution if the model is invariant, cf. scheme
(2.2). A simple example of a tracker conforming to this definition has been
introduced in (2.6), with a transition kernel that creates a Markov chain with
a binomial invariant distribution. A well-known technique for obtaining a
transition kernel that creates a Markov chain with a specified distribution is
called the Metropolis algorithm (Metropolis, Rosenbluth, Rosenbluth, Teller, &
Teller, 1953; Hastings, 1970; Chib & Greenberg, 1995). The Metropolis algorithm
can be used to create a transition kernel that satisfies (2.2). The general proof
that such Markov chains monotonically converge to their invariant distribution
has been provided in Theorem 2.1.

While the simple binomial example might not have much practical use di-
rectly, other trackers can be developed to provide estimates with a known error
distribution, for example an ability estimate X which is distributed N (θ, σ2).
Such estimates could directly be used in other statistical analyses since the
magnitude of the error does not depend on the ability level itself. These as-
sumptions compare directly to the assumptions of classical test theory, where
an observed score equals the sum of the true score and an uncorrelated er-
ror. Another simple application of using these estimates directly is to look at
empirical cumulative distributions of ability estimates.

Trackers as defined in this chapter retain the strengths of both state space
models and ratings systems, while resolve some of their weaknesses. Their
properties are suitable for, among others, applications in educational mea-
surement in either tracking individual progress or any aggregate thereof, e.g.,
classes or schools, or the performance of the entire population as in survey
research. The algorithms remain relatively simple and light-weight, and there-
fore allow to provide real-time results even in large applications. They are
unique in that they continually adapt to a new transition kernel and converge
in distribution if there is an invariant distribution, which is quite different from
both ML estimation and Bayesian estimation techniques.
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Chapter 3

Detecting differential development using
filters

Summary

The amount of data available in the context of educational measurement vastly
increased in recent years. Such data is often incomplete, involves tests admin-
istered at different time points and during the course of many years, and can
therefore be quite challenging to model. In addition, intermediate results like
grades or report cards being available to pupils, teachers, parents and policy
makers likely have an influence on performance, which adds to the modeling
difficulties. We propose the use of simple data filters to obtain a reduced set of
relevant data, which allows for simple checks on the relative development of
persons, items, or both.

37
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i
0 1 1

p 0 0 1
1 1 0

Table 3.1: Complete data

i
0 1 1 · ·
0 0 1 · ·

p 1 1 0 · ·
· · 1 0 0
· · 0 1 0
· · 1 0 1

Table 3.2: Missing data

3.1 Introduction

3.1.1 Data representation

The amount and structure of data used in educational measurement has changed
in the last decades. Most of test theory, such as Rasch (1960), Choppin (1968)
or Lord and Novick (1968), has been developed assuming a complete data ma-
trix, i.e., without missing data, as represented in Table 3.1. The applications
of item response theory (IRT) extended such that not all persons answer all
items, and not all items are answered by all persons. One example is a simple
anchor test design as shown in Table 3.2. Here two test booklets with an over-
lapping subset of items are presented to two groups of candidates, therefore
the data matrix contains structural missing values. Many ways are devised to
deal with missing data in this context, such as concurrent calibration, different
ways of equating, etc. (Dempster, Laird, & Rubin, 1977; Hanson & Béguin, 2002;
Verhelst, 2004). While Table 3.2 provides a simple example, numerous appli-
cations exist where designs are more complex, involving many test booklets
administered to many candidates. Complexity is however also added on a con-
ceptual level, where different booklets are administered at different moments
in time, e.g., over different years, to different populations, across changing
implementations of educational policies and any combination of the aforemen-
tioned. Examples of complex designs are computer adaptive testings (CATs)
and on-line learning environments such as computer adaptive practice (CAP)
or computer adaptive learning (CAL) environments (e.g., Wauters, Desmet, &
Van den Noortgate, 2010; Klinkenberg, Straatemeier, & van der Maas, 2011),
which can generate sparse data like those shown in Table 3.3. A common and
efficient format of presenting sparse data matrices is a so-called long format, as
presented in Table 3.4, where we have an index for persons, p in our example,
an index i for items, and x for the scored responses. Since many applications
are sequential or administered in real time, an ordering or time index t is added.
The methodology applied to these data sets involving all sorts of change, often
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i
0 · 1 · ·
· 0 · · 0

p 1 · · · ·
· · 1 · 0
1 · 0 1 ·
· · · 0 ·

Table 3.3: Sparse data

p i x t
1 1 0 1
1 3 1 2
2 2 0 3
2 5 0 4
3 1 1 5
4 3 1 6
4 5 1 7

Table 3.4: Long format

still involves assumptions that are more suited to the situation presented in
Table 3.1 and 3.2, such as invariant model parameters. Especially if tests are
designed to inform educators how pupils, schools, or the whole educational
system is developing, it is likely that this information will evoke change at
certain levels of the educational system. For example, if a teacher is provided
with information that his or her class is performing poorly on algebra, he or
she might adapt the style and content of teaching. Hopefully, this results in
a better class performance and if so, such changes might invoke a change in
model parameters, for example inducing differential item functioning (DIF)
(e.g., Bechger & Maris, 2014) over time, often referred to as item drift. Espe-
cially when item banks are considered (Wright & Bell, 1984; Hambleton, 1986),
item difficulties are estimated and fixed. While several tests for DIF over time
exist, their use for monitoring item difficulties as data cumulates is often lim-
ited.

Feedback might be regarded as a hidden Markov model (Rabiner & Juang,
1986; Visser, 2011) applied to Table 3.4:

(θt, δt)

↓
θ̂t, δ̂t → θt+1, δt+1

(3.1)

where the estimated model parameters at time point t have an influence on the
true parameters at time point t+ 1. A hidden Markov model or any other model
that attempts to model these changes over time will obviously be complex,
given the vast amount of different actors, such as teachers, schools, but also
variables such as gender, school year, etc., which all need to be modeled leading
to intricate non-linear dynamics.

It is not attempted to define such a model here, but it serves to illustrate that
educational measurements can be invasive, especially if their goal is actually
inducing change. The result is a complex dynamic system with many actors.
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We will introduce an algorithm that takes a different approach, and allows for
testing of differential development of persons and items using filtered data.

3.1.2 Filtered data

Many applications in educational measurement produce the type of data pre-
sented in Table 3.4, e.g., learning environments, CAT, etc. Several learning en-
vironments and their modeling challenges are discussed in (Wauters et al.,
2010). A specific example discussed in section 3.3.1 is the Math Garden, an
on-line CAP environment for mathematics ability (Klinkenberg et al., 2011),
includes over 220 million responses, 500 thousand daily, produced by over 30
thousand students from 900 schools. While these examples might seem quite
large compared to the current day standard, they are quite small if we compare
them to the potential of national student monitoring systems, such as the Cito
monitoring system, which serves in the Netherlands alone close to 1.5 million
students.

Due to the size and type of these (potential) applications, modeling is in-
creasingly difficult. However, with much data at hand it can also be less nec-
essary. With quite simple mechanisms we can filter out some of the relevant
information, the strength of such an approach is in the amount of data it can
handle efficiently compared to modeling strategies. It will be shown that al-
gorithms on this filtered data can pick up differential development over time
of both persons and items. In addition, the detection of differential develop-
ment based on gender, birth month, item type, etc., is a simple extension of the
algorithm.

3.2 Methods

We introduce a method to test for differential development of pairs of items,
persons, or both. The basic units we consider are consecutive pairs of items
or persons. In longitudinal data as presented in Table 3.4, these represent two
consecutive rows where either the person index p is stable, i.e., an item pair, or
the item index i is stable, i.e., a person pair.

Quite some works in educational measurement discusses how psychome-
tric data can be regarded as pair-wise comparisons, where a response is gen-
erated by a person-item interaction (e.g., Guttman, 1946; Choppin, 1983; van
der Linden & Eggen, 1988; Zwinderman, 1995). The idea of data filtering as
mentioned in section 3.1.2 is not new in paired comparisons, specifically in
the prevalence of ties in item pairs. Concerning person pairs, Choppin (1983)
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Xpi Xpj Zij Z∗ij
0 0 1/2 0
0 1 1 1
1 0 0 −1
1 1 1/2 0

Table 3.5: Possible outcomes for a pair of items i and j.

already mentioned that it is theoretically possible to compare person pairs, just
like comparing item pairs, but found little practical application in his days. In
addition, the works that suggest adaptively calibrating item parameters using
longitudinal data (Choppin, 1968; van der Linden & Eggen, 1986; Kingsbury,
2009), hold onto the assumption of invariant item parameters over time. The
methods presented hereafter are however both useful for testing differential
or idiosyncratic development of item pairs and person pairs.

For either an item pair or a person pair, four possible outcomes are possible
in a simple dichotomous case. In Table 3.5 these outcomes are presented for
an item pair. The possible outcomes include making only one of the two items
correct, making both incorrect, and making both correct. A variable Zij is in-
troduced to classify the outcomes of these item pairs. Ties are indicated with
Zij = 1/2, 1 indicates the correctness of i over j and 0 the correctness of j over
i (van der Linden & Eggen, 1986). Z∗ is introduced as a simple reparametriza-
tion of Z that allows for an easy use of cumulative sums, as will be discussed
later. Though an item pair is considered in Table 3.5, the same is applicable to
a person pair, only changing the column names to Xpi, Xqi, Zpq and Z∗pq.

We add two assumptions to the data vector Zij. First, we assume a Rasch
model (RM) (Rasch, 1960) model holds. Second, we assume for item pairs
that the ability of person p, and for person pairs the difficulty of item i, do
not change between two consecutive item responses, while change is allowed
between these pairs. Given these assumptions, only non-ties are informative
concerning the difference in either item difficulties or person abilities (Choppin,
1968), and therefore ties can be regarded ignorable.

For item pairs, the probabilities of answering item i correct and item j in-
correct according to the RM are:

P(Xpi = 1) =
exp(θp − δi)

1 + exp(θp − δi)
(3.2)

P(Xpj = 0) =
1

1 + exp(θp − δj)
(3.3)
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Since the formula for the probabilities for person pairs is similar, it is left out.
Since we disregard ties, the probability of this specific response pattern given
the two possible non-tie outcomes is for item pairs:

P(Xpi = 1, Xpj = 0|Xpi 6= Xpj) = P(Zij = 0)

=
exp(θp − δi)

exp(θp − δi) + exp(θp − δj)

=
exp(−δi)

exp(−δi) + exp(−δj)

(3.4)

if we assume that θp does not change between answering Xpi and Xpj. Hence,
we can leave out the time index for clarity. Clearly, this probability does not
depend on θp anymore. It follows that under the RM, Zij is a Bernoulli process,
i.e., an independent and identically distributed (i.i.d.) Bernoulli distributed
sequence:

Zij ∼ Bernoulli(δij) (3.5)

with length n, i.e., the number of non-ties in Zij, and δij being the success
parameter, which can also be stated as:

Zij|Z+,n ∼ Uniform(0, 1) ∀ i, j, i 6= j , (3.6)

i.e., every sequence of Zij is equally likely given lengths n and numbers of
successes Z+,n.

Many different methods are available to test these assumptions on all item
pair sequences Zij, of which two related methods are discussed in this pa-
per. First, a graphical presentation of Z∗

ij as a Brownian bridge is discussed,
where as a reference Kolmogorov bounds are added. Second and related, the
Kolmogorov-Smirnov (K-S) test statistic is used.

Possible applications are numerous, since the method can be used for differ-
ential development in person pairs, such as detecting differences in ability from
reference groups, cheating, subpopulation drift, etc. For item pairs applications
include DIF detection, monitoring drift in item banks, detecting non-uniform
development of item difficulties due to curriculum changes, etc. Since the per-
son pair sequences are independent of the item pair chains, both can be used
jointly.
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Xpi Xqj Xpk Xqk Zij Z∗ij
0 1 1 0 1 1
1 0 0 1 0 −1

Table 3.6: Possible outcomes of non-ties for items i, j and k.

3.2.1 Extended filtering

The aforementioned filter in Table 3.5 serves as a simple example of many
different kinds of possible filters. Though it can be applied to large data ap-
plications in a straightforward manner, the amount of pair-wise observations
of pairs of items or persons can be quite small still. Especially in applications
involving some form of adaptivity, the item selection algorithm obviously in-
creases the amount of observations for some pairs, at the cost of fewer ob-
servations of other pairs. For example, the number of pair-wise observations
between a rather difficult and rather easy item involving the same person will
be very limited in data from CATs. Algorithms to control item exposure pro-
vide another example where certain item-pairs are unlikely to be observed.
We provide a straightforward extension of the filter in Table 3.5 to increase
the number of observations available after filtering. The size of this increase
will strongly depend on how the data is generated, and an example on the
efficiency of these filters is provided in section 3.3.

Consider the outcomes of two persons p and q responding to three items i,
j and k, where person p only responds to items i and k, and person q to items j
and k. The outcomes that are non-ties are shown in Table 3.6. The conditional
probability of observing one of these patterns is denoted as follows:

P(Zij = 0) =
exp(θp − δi + θq − δk)

exp(θp − δi + θq − δk) + exp(θq − δj + θp − δk)

=
exp(−δi)

exp(−δi) + exp(−δj)

(3.7)

which is clearly identical to (3.4). Therefore, this extension allows to indirectly
compare two item responses by two different persons, by introducing a com-
mon item k. The extended filter can be used in addition to the direct com-
parisons by the regular filter, and can contribute to a considerable amount of
comparisons, as will be demonstrated in section 3.3. The extended filter in
Table 3.6 demonstrates how indirect comparisons can be used too.

The assumption of this specific extended filter is that during the adminis-
tration of items i, j and k to persons p and q a RM holds with abilities θp and
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θq and difficulties δi, δj and δk being invariant.
Clearly, this extension can, in addition to its use in item pairs as in Table 3.6

and (3.7), also be used to enrich the amount of observation on person pairs. In
section 3.3.1, this extended filter is used in a data example.

3.2.2 Random walks

Under the RM, Zij are i.i.d. Bernoulli processes for each pair of i and j, and thus
the recoded paired responses Z∗

ij from Table 3.5 are Markov chains, specifically
random walks, for sequential observations of each pair of items. The drift pa-
rameters clearly depend on the differences in item difficulties between each
pair of items. The same holds obviously when considering person pairs.

It is of interest to evaluate for each of the item pairs whether they are indeed
random walks. Regardless of the method of evaluation, it allows to test for
specific kinds of misfit of the RM. For example, if sequential observations of
a single item pair Z∗

ij are sorted according to time, as in Table 3.4, deviations
from a random walk indicate that the drift rate of this item pair is changing
over time. However, many hypotheses can be tested. If for example the gender
of test takers is available, one can sort the paired responses Z∗

ij according to
gender and test whether the observations are still random walks. Any sorting
of Table 3.4 is allowed, whether it involves background variables of individuals,
such as gender, or of schools such as school type, size, etc. In addition, not only
categorical variables such as group membership can be evaluated, but also
continuous background variables are easily sorted and evaluated, as long as
the assumption of parameter invariance within each item pair or person pair
is considered.

We propose a method to evaluate whether Z∗
ij is a random walk for a spe-

cific pair of item i and j. In Figure 3.1, the cumulative sums of a specific simu-
lated item pair have been plotted1 on a time axis t. The item pair is simulated
1,000 times, and the 466 cumulative sums of the filtered Z∗

ij are plotted, ignor-
ing ties. Halfway through the simulation, a change in one of the item param-
eters is induced, making both items parallel, i.e., δi = δj. One can recognize
the initial difference in the graph in item difficulties, causing an upward linear
trend. Halfway through the simulation, this trend changes into a horizontal
line as the difference in item difficulties disappears. We can regard this Markov
chain as a Brownian bridge, i.e., the beginning and end points of the chain are
fixed. Many methods are available to evaluate such a Brownian bridge, e.g.,
one can generate many Brownian bridges using identical beginning and end

1 This figure and all following figures are created using R (R Core Team, 2013).
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Figure 3.1: Brownian bridge of simulated item pair observations, with an ini-
tial relative difference in difficulty, after which the items become parallel in
difficulty. Kolmogorov bounds are added in light grey.

points by permuting Z∗
ij many times, and use these as references. Using the

Kolmogorov distribution is another method to evaluate the extremes of a Brow-
nian bridge. The 95% one-sample Kolmogorov bounds are used in Figure 3.1,
indicating a large deviance from the reference distribution of the cumulative
sums of Z∗

ij of this specific item pair. Since the data is sorted according to time
t, in applications such a deviation might be indicative of DIF over time of item
i or j, for which it can be useful to inspect related pairs.

Though a graphical inspection of an item pair can be useful to, for instance,
detect what kind of a change occurs, one can easily apply a one-sample K-
S test to evaluate the Brownian bridge. Since many pairs of items are often
to be evaluated at the same time, we can for example construct a heat map
of the significances of all item pair K-S test statistics. Item drift would show
as lines in such a map. An illustration of such a map is given in Figure 3.2,
which displays the result of a simple simulation of 10 items, where each item
pair is answered 1,000 times. The item difficulties are drawn from a uniform
distribution ranging from -2 to 2. For each item pair, all sequential pairwise
updates were extracted, filtering out the Z∗ij = 0 outcomes from Table 3.5. The
number of remaining responses ranged between 30 and 468, with a mean of
219 responses per pair.

On the resulting Brownian bridge of each item pair, represented by a cell
in the heat map, a K-S test was performed and its p-value plotted on the map.
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Figure 3.2: Map of DIF between all item pairs.

A darker shade was used for α < .01, a medium shade for α < .05 and a light
shade for the other p-values. Halfway through the simulation DIF was induced
to a couple of items. Items H trough J became easier by subtracting 0.5 from
their item difficulties. For this set of items, the relative item difficulties with
respect to all other items changed, which can be seen as both horizontal and
vertical bands in the map in Figure 3.2 due to the symmetry of the matrix. Since
the induced DIF is uniform for items H through J, there is no difference in dif-
ficulty between these items. Therefore, for the item pairs involving only these
items, one can observe that there is no DIF in Figure 3.2. Also, the map shows
that the number of observations used in this simulation using the specified ef-
fect size is not sufficient to produce significant differences for all cells. Though
this simulation is just a simple illustration of how to use these non parametric
tests to illustrate for example DIF over time, it can easily be extended, e.g., to
illustrate differential item development in more complex training applications,
as in section 3.3.3. Obviously, such heat maps can also be used to map per-
son pairs, where idiosyncratic differences in development can be mapped and
clustered.
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3.3 Applications

3.3.1 Math garden

The methodology developed in this paper is applied to a dataset obtained from
the Math Garden, a web based adaptive training environment to practice sev-
eral mathematics abilities (Klinkenberg et al., 2011). The environment is mostly
used by pupils from primary education, who can login either from school or
from their homes, and practice basic math items. The Math Garden is adaptive
in that it continually and concurrently estimates item difficulties and pupil
abilities, and selects new items based on someone’s current ability estimate.
An adaptation of the Elo rating system (ERS) (e.g., Elo, 1978; Batchelder & Ber-
shad, 1979), including both response times (Maris & van der Maas, 2012) and
parameter variance estimation (e.g., Klinkenberg et al., 2011; Glickman, 1999,
2001), is used to provide parameter estimates.

For the data examples hereafter data from the Math Garden domain of
multiplication was selected. The item set was limited to include only the basic
multiplication tables, e.g., question texts range from 1 x 1 and 2 x 6 to 10 x 10,
100 items in total. Data from the beginning of the school year of 2009 through
the end of 2013 was used. The anonymized data was structured in a long
format, like Table 3.4, cumulating to a total of over 6.3 million responses given
by about 75 thousand pupils. Included are the background variables grade,
gender, and an identifier for school membership. The number of responses
per question ranged from just over 37 thousand to almost 80 thousand. The
number of responses given by each pupil is quite skewed, with a median of 37
items and a mean of almost 84 items. Since we like to follow a cohort of pupils
over time, we select all pupils with birth year 2004, which results in 1.4 million
responses given by about 11 thousand pupils.

We applied the extended data filter in Table 3.6 in addition to the regular
data filter in Table 3.5, where we assume parameter invariance within a single
day.

3.3.2 Cumulative sums of a single item pair

We first focus on a single item pair, namely the symmetric items 2 x 10 and
10 x 2. Of the total number of 31,444 times that these two items occur in the
data, 212 pairs remained after applying our regular filter and another 1,951
pairs were found in applying our extended filter, over 9 times more than the
regular filter. To obtain these 2,163 item-pairs, the filters used a total of 8,228
responses from 2,285 persons. Clearly, the number of item-pairs available in
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the data depend on the matchmaker, i.e., the item selection algorithm, that
is implemented. Therefore, the number of available item-pairs also depend
on the difference in estimated item difficulties used by the matchmaker. The
cumulative sums of these item-pairs are displayed in Figure 3.3. Here, the
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Figure 3.3: Cumulative sums of the item pair 2 x 10 and 10 x 2.

cumulative sums of Z∗
ij are plotted as a solid line. The plot is similar to Figure

3.1, but since we use observed time on the horizontal axis the figure is locally
stretched or condensed depending on the distribution of observations over
time. The result is that the linear one-sample Kolmogorov 95% confidence
bounds therefore appear non-linear. To illustrate the density of the data, points
are added to the graph for each day with data, and the amount of data points
per day is illustrated by a histogram positioned at the bottom of the curve. The
maximum number of observations for this specific item pair on a single day is
19.

The histogram in Figure 3.3 shows that the data is most dense after the year
2011. The graph indicates that there is a significant difference in the develop-
ment of the two items, where the pattern seems that first 2 x 10 is easier than
10 x 2, after which they become parallel from 2012 onwards. We can split the
random walk into two Brownian bridges, one prior to 2012, and one thereafter,
which can be found in Figure 3.4 and Figure 3.5. Here we can observe that
there is no significant deviance found for the chain after 2012, and indeed the
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Figure 3.4: Cumulative sums of the item pair 2 x 10 and 10 x 2 before 2012.

items are almost parallel since the relative probability correct is found to be
0.49, compared to 0.44 before the split. Such a development in item difficulties
is of interest since a cohort is followed, and apparently these two items became
just as difficult for these pupils.

We can apply the same idea to other item pairs, such as 1 x 10 and 10 x 1.
Out of the 31,317 times that one of these items is observed, the amount of item
pairs obtained using the regular filter is 240, and 2,179 item-pair observations
are added using the extended filter, again over 9 times as many. A total of
9,196 responses remain in the filtered data, generated by 4,838 persons. The
cumulative sums of this item-pair for the entire time frame can be found in
Figure 3.6. Again, we split the time frame to obtain a figure for the item pair
1 x 10 and 10 x 1 before 2012 in Figure 3.7 and one thereafter in Figure 3.8.
Again, we can observe how the item pair becomes parallel in Figure 3.8, with a
relative proportion correct of 0.49 is obtained, compared to 0.56 before the split.
It is interesting to observe that the direction of the linear trend of this item pair
before 2012 is different than for the item pair in Figure 3.4. Though both item
pairs become parallel after 2012, 1 x 10 starts out to be easier than 10 x 1, while
2 x 10 starts out to be more difficult than 10 x 2.

We like to add that some of the effects might be due to population artifacts,
or population DIF. Since the system is driven by an adaptive algorithm, the
most able pupils reach specific items at an early age, while less able pupils
possibly reach these later. It is therefore possible that looking at e.g., Figure 3.6,
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Figure 3.5: Cumulative sums of the item pair 2 x 10 and 10 x 2 from 2012
onwards.

the subset of pupils from the 2004 cohort is quite different throughout time. If
this is indeed the case, and DIF exists between different ability groups in this
cohort, than population DIF and item DIF through time can be entangled.

3.3.3 Cumulative sums for multiple item pairs

For any subset or sorting of the dataset, it is possible to draw a map as in
figure 3.2. For the cohort described in section 3.3.1, one sample K-S tests are
performed on the cumulative sums for a number of item pairs. We chose all
the item pairs of the multiplication tables of 9 and 10. Since the data is gath-
ered using an adaptive system, the matchmaker determines the differences of
item pair observations. These depend, amongst others, on the estimated item
difficulties, see Klinkenberg et al. (2011) or Jansen et al. (2013) for a discus-
sion on item selection in the Math Garden. The power of the tests is therefore
in principle not equal for each item pair. However, using the extended filter
in section 3.2.1 increased the number of responses sufficiently. All item pairs
are observed, the number of observations on ranged from 725 to 8,821, with a
rounded mean of 3,230 observations and a median of 2,896.

We created a DIF map in Figure 3.9, where each colored square indicates the
test result of a single item pair. Three different shades are used, where the dark-
est indicates a significant test statistic at α < .01, a lighter shade α < .05 and
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Figure 3.6: Cumulative sums of the item pair 1 x 10 and 10 x 1.

the lightest shade no significant deviation. White is used if no observations are
present, which is only the case here for the diagonal. The figure is symmetrical
around the diagonal, e.g., the order of items appearing within an item pair is
disregarded. In general, one might approach such a heat map to search for pat-
terns in the matrix in an exploratory fashion, e.g., using some sort of automatic
sorting of rows and columns, or by applying data reduction methods. Another
approach might be to formulate specific hypotheses concerning development
of items and learning. Though we leave the interpretation of the heat map in
Figure 3.9 to experts in learning basic arithmetic, we do observe several items
such as 2 x 9, 10 x 9 and 10 x 10 that show differential development with re-
spect to all other items in the map, and remarkably items such as 4 x 9 and 5 x
9 that barely show any differential development with the multiplication table
of 10, but quite some differential development with the multiplication table of
9. We hope that presenting results in such a way can be instrumental in aiding
discussion, especially since such maps can be made for different cohorts, years,
for specifically boys or girls, for different school types, educational programs,
and so forth.

In addition to inspecting item pair differences in item difficulty, the same
method can be used to inspect person pair differences in ability. For example,
differential growth between individuals can be used to detect drift with respect
to reference groups, as well as cheating, population drift, differences induced
by instruction method, etc.
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Figure 3.7: Cumulative sums of the item pair 1 x 10 and 10 x 1 before 2012.

3.4 Discussion

In this writing, we have described (extended) data filters to extract relevant
information from large scale longitudinal data sets, such as usually generated
by CAP or CAL environments and CATs. We regard relevant information as
data that is informative of the relative difference in item difficulties and person
abilities, regardless of their actual values. The approach as presented is non
parametric in that no parameter estimation takes place and simple cumulative
sums on the filtered data, i.e., Markov chains, are used in conjunction with
distribution tests, such as the one sample K-S test. Though simple, these filters
allow to chart differential growth between pairs of persons and items, which
can be quite challenging to model using statistical inferential methods using
maximum likelihood estimation due to two reasons. First, the idiosyncratic de-
velopments of item and persons are influenced by many actors, including the
estimations themselves due to reporting and feedback, which might result in a
complex dynamic system. Second, the amount and sparseness of the data are
typically challenging to the feasibility of methods using maximum likelihood
estimation.

The data filters and their uses as presented here can be extended in many
ways. Though we have so far ignored ties as being uninformative on the rel-
ative position of the persons or items in a pair, they do contain parameter
dependent information and can be used in the construction of extended fil-
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Figure 3.8: Cumulative sums of the item pair 1 x 10 and 10 x 1 from 2012
onwards.

ters, e.g., filters using two-parameter logistic model (2PL) models. Another
extension is the use of the filtered data for parameter estimation, e.g., using the
ERS on filtered data. For this specific context, the use filtered data solves the
problem of drift in the rating pool.

An interesting use and extension of the methodology developed here, is the
possibility to map a subset of persons or items that exhibit differential devel-
opment as a set, in comparison to the entire set. The identification of such sets
of items or persons is valuable from a diagnostic perspective, and might be es-
pecially useful in adapting education such as classroom instruction or policies.
For example, groups of pupils with accelerated or stagnating development
with respect to the group might be offered specific instruction, or items from
specific item booklets that show differential development might be suspect for
fraud. Also, the effect of a national curriculum can be evaluated over time by
studying the differential development over time of the relevant sets of items,
just as well as the effectiveness of instructional methods or programs. Many
methods for the identification of sets of items or persons exist, of which the
visual inspection of heat maps of K-S test results has been discussed already,
possibly aided by manual or automatic sorting. Obviously, reduction or clas-
sification techniques such as multidimensional scaling, principal component
analysis, k-means clustering, and many more can be used on these results to
extract relevant subsets.
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Figure 3.9: Map of DIF over time between item pairs involving multiplication
tables 9 and 10.

We like to add a note on the use of the RM in the aforementioned filters.
Though the use of RMs can be considered quite restrictive in educational mea-
surement, there are some considerations that ease some of these restrictions.
First, though a RM is assumed to hold in applying the filter, it involves only the
items and persons under consideration in any row of Table 3.5 or 3.6. Therefore,
the RM parameters should be constant only during this observation, and are
allowed to change before and after. In other words, just any RM is allowed to
hold during a specified time frame, after which any other RM can hold, allow-
ing in principle for quite some flexibility in applying such filters. Second, for an
optimal CAT, the RM is actually an over-parametrized model (Zwitser & Maris,
2013) and therefore possibly not so restrictive for the data under consideration.
However, extensions in using a more general item response models, e.g., the
2PL, can be useful in some data configurations. The appearance of ties is infor-
mative in this situation, but only preliminary research has been conducted in
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this direction.

A curious finding is the similarity between data filters described in this
writing and data filters used in the context of generating so-called unbiased
bits from unequal pairs of biased bits in the field of random number generation
(von Neumann, 1951; Peres, 1992). Conceptually this relation is interesting
in that in both applications, the filters are used to remove bias from single
observations by considering pairs.

A final note concerns the possibility to change the sorting of the data to
test for different hypothesis. Though the context that is elaborated upon in this
writing is differential development of pairs of items over time, obviously the
same methodology hold for individuals and for different ways of sorting the
data. Testing for differential development through time is just as easy as testing
for differential development of genders, of different school types, of item types,
of population subgroups, etc., which we believe to be a quite powerful feature
in the use of such filters.
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Chapter 4

Tracking ability with Metropolis
algorithms

Summary

In educational measurement, and specifically in considering computer adap-
tive learning (CAL) and computer adaptive practice (CAP) environments, we
expect parameters in item response models to change over time. We propose
two trackers for following the possible changes in ability over time. The track-
ers are constructed so that if parameters are stable for some time, the algo-
rithm converges to a known error distribution, centered around the true ability
parameters. The two trackers are both constructed using the Metropolis algo-
rithm, by directly using item responses either as a proposal value, or as an
acceptance variable. The resulting trackers are quite different in their charac-
teristics, and allow for exploratory research of growth patterns. In addition,
the known error distribution allows for an easy aggregation of parameter esti-
mates, e.g., for reporting results of groups or for survey research.

An earlier version of this text has been made available as a Cito technical report, see Brinkhuis
and Maris (2009).
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4.1 Introduction

The dominant tradition in statistical inference, especially parameter estimation,
assumes that parameters are fixed unknown quantities, the value of which is
to be estimated. While this is a very reasonable assumptions in many situa-
tions, in the field of educational measurement, however, it typically holds true
that parameters change over time. For example, it is expected and desired that
abilities of students increase over time. Moreover, differential development of
these abilities is expected, for example due to instructional sensitivity and edu-
cational reform (Ruiz-Primo, Shavelson, Hamilton, & Klein, 2002), effects such
as the pygmalion effect (Rosenthal & Jacobson, 1968), methods of instruction
(Bloom, 1984), etc.

As long as observations are collected in a relatively short period of time, any
change in the ability of students during testing can probably safely be ignored,
but see Verhelst and Glas (1993), Verguts and De Boeck (2000), Rijkes and Kel-
derman (2007), or Finkelman, Weiss, and Kim-Kang (2010) for a discussion on
learning or strategy shifts during a test. Especially when testing extends over a
long period of time, changes in model parameters seem inevitable. An example
is given in Figure 4.1, where the development of arithmetic ability of 4 indi-
viduals is shown. These trajectories were obtained from an on-line computer
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Figure 4.1: Traces of developments paths of 4 random individuals in an on-line
practice environment.

adaptive practice (CAP) environment described by Klinkenberg, Straatemeier,
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and van der Maas (2011), where we selected 4 persons born in 2004 and a sub-
set of items containing the tables of multiplication1. In this paper we consider
how parameter estimation may account for possible changes in the value of a
parameter.

A straightforward approach to dealing with parameter change is to de-
velop explicit models for exactly how parameters change. For example, (la-
tent) growth modeling (Rao, 1958; Fischer, 1989; Stoel, van den Wittenboer, &
Hox, 2004) or change point estimation (Visser, Raijmakers, & van der Maas,
2009) can be used. In addition, state space models such as Kalman filters (KFs)
(Kalman, 1960; Fahrmeir & Tutz, 2001; Speekenbrink & Shanks, 2010; van Rijn,
2008) and hidden Markov models (Rabiner & Juang, 1986; Rabiner, 1989) are
popular and widely applied methods for modeling dynamic systems. The es-
timated state of these systems changes over time using sequences of noisy
measurements and involves two models: A measurement model relating noisy
measurements to the state, and a system model relating the states over time
(Arulampalam, Maskell, Gordon, & Clapp, 2002). In educational measurement,
an item response theory (IRT) model or hidden Markov model can be used as a
measurement model, and some growth model as the system model. We can re-
gard these models as sequential or recursive in the sense that new observations
are processed sequentially in time, without the need to process the entire set
of data when new observations are made. They are Bayesian in the sense that
the posterior predictive density function is updated after each measurement,
where previous measurements and the previous state are used as a Bayesian
prior. See, for example, the work of Arulampalam et al. (2002) for a tutorial on
such filters.

For all these statistical models we can consider the model parameters as
time invariant given their specific growth models. These models are valuable
in countless applications, but their scope is limited in situations where growth
models are either unknown, very complex, or subject to change. One can again
consider the traces in Figure 4.1 as an example of the complexity of devel-
opmental paths. Though many specific theories of development exist (e.g.,
van der Maas & Molenaar, 1992), it is not well-defined how development or
growth takes place in, for example, large scale student monitoring systems,
where students are frequently tested over periods of a couple of years (e.g.,
Wauters, Desmet, & Van den Noortgate, 2010; Klinkenberg et al., 2011). Espe-
cially in large scale monitoring systems, we should encounter feedback loops,
i.e., actors such as students, teachers, parents, policy makers, etc., all act on

1 Figures are created using R (R Core Team, 2013).
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the results of the monitoring system. These feedback loops can, and should,
influence development, which results in complex dynamic development. Due
to the possible complexity of development, other approaches than modeling
development can be beneficial.

In this paper we propose an exploratory method that tracks these time
varying parameters, instead of modeling them. We specify as minimum oper-
ating characteristics that if parameters are stable for some time, the algorithm
converges to a known distribution around the true parameters and if parame-
ters change, the algorithm changes along. Such an exploratory tool allows to
shed some light upon how model parameters, e.g., ability, change over time
in the context of educational measurement. Confirmatory methods such as
growth curve modeling and filtering methods can be driven by results from
the proposed exploratory method.

4.1.1 The Elo rating system

Challenges concerning the measurement of continually changing abilities have
appeared in other fields as well. A lot of work has been done in the field of
measuring chess expertise. Already in (1929), Zermelo2 introduced a model we
now know as the Bradley-Terry-Luce (BTL) model (Bradley & Terry, 1952; Luce,
1959) to measure chess ability. The influential work of Elo (1978) describes sev-
eral methods to deal with large numbers of chess games, including a method
to dynamically track the continually changing playing strengths of chess play-
ers. His methods were adopted by the World Chess Federation (FIDE) and
several national chess federations, such as the The United States Chess Fed-
eration (USCF). Chess games are regarded as paired comparisons, where two
objects (players) are compared (play a match) and one is preferred over the
other (win or lose)3. Here we note the relation to an educational measurement
context, where students answer items. Every answered item can be regarded
as a student-item pair (e.g., van der Linden & Eggen, 1986), where we might
be interested in estimating either the ability of the students, the difficulty of
the items, or both at the same time. With the use of such pairs, we can describe
traditional examinations with a fixed item set, adaptive tests and tests that are
administered over time. The relation to educational measurement allows us to
use results from research that concerns the Elo rating system (ERS).

The ERS is a numerical system in which each player receives a rating which

2 We thank Dr. Gerhard H. Fischer for calling attention to the work of Zermelo. See Glickman
(2013) for a historical perspective on this pioneering work.

3 Draws are ignored for the sake of simplicity.



4.1. Introduction 63

may be converted into a winning probability. It consists of several different
forms with corresponding formulas. Below the Current Rating Formula for Con-
tinuous Measurement is presented (1978, p. 25).

Rn = Ro + K(W −We) (4.1)

Rn is the new rating after the event.
Ro is the pre-event rating.
K is the rating point value of a single game score.
W is the actual game score, each win counting 1,

each draw 1/2.
We is the expected game score based on Ro.

The player’s rating Ro can be updated after every match, allowing for contin-
uous measurement. In (4.1), the possible values of W are {0, 0.5, 1}, and the
positive sign of We indicates that in every case a player gains points if he wins,
and looses points if he loses. The amount of rating points that are at stake
depends on the difference between the actual game score W and the expected
game score We, multiplied by K. Consequently, a player competing against a
much higher rated opponent risks dropping few points when losing the game,
with the possibility of gaining many points when winning. The opposite holds
for the higher rated player competing with this lower rated opponent.

Properties of Elo’s sytem and alternatives are extensively discussed by
Batchelder and his co-workers in a series of papers (Batchelder & Bershad,
1979; Batchelder & Simpson, 1989; Batchelder, Bershad, & Simpson, 1992), also
noting the resemblance of the Elo’s formula in (4.1) to a linear difference equa-
tion. Many extensions to Elo’s system are available, for example by including
parameters that vary with time (Fahrmeir & Tutz, 1994; Glickman, 1999), allow
for sudden shifts in ability (Glickman, 2001), or include team ability estima-
tions in a large scale gaming application (Herbrich, Minka, & Graepel, 2006).

Formula (4.1) bases its updated state on an observed outcome and a previ-
ous state, satisfying the Markov property. Specifically, it satisfies a discrete trial,
inhomogeneous Markov process with on any trial two possible transitions, con-
cerning a win or a loss (Batchelder et al., 1992, p. 194–195). A player’s past is
only represented in the previous ability estimate, which allows for quick adap-
tation to changing ability levels. Due to this property, estimates in the rating
system do not converge to points, but remain noisy.

There are several desirable properties of Elo’s system to follow develop-
ment through time in an educational measurement context. It it a simple, self
correcting system which simultaneously tracks the ability of two opposing
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chess players, or of students and items at the same time. In the field of chess
ability estimation, it is widely accepted, applied and studied. However, if we
regard the rating system as a measurement model we find that properties
we desire from an estimator, such as unbiasedness and consistency are not
granted. The lack of such desirable properties make it quite challenging to
interpret traces from the ERS, such as when growth is statistically significant
or not. The graph in Figure 4.1 is made using the ERS, and therefore suffers
from the same shortcomings.

Batchelder and Bershad (1979) suggest an unbiased alternative to Elo’s
formula for sequential estimation, a simple linear difference system:

X̂t+1 = (1− a)X̂t + aXt+1 (4.2)

= X̂t + a(Xt+1 − X̂t) (4.3)

The linear difference system needs an unbiased estimator of ability to produce
unbiased results. Formula (4.2) displays a linear difference equation with con-
stant coefficients and random input Xt+1 (1979, p. 53). It is rewritten in Formula
(4.3) in the form of Elo’s rating system in Formula (4.1). Rating X̂t+1 is a new
rating, being assigned to each player after a tournament. X̂t is an estimate of
a players true rating, which might change over time due to update Xt+1. The
parameter a is a weighting parameter, bounded between zero and one.

The purpose of this paper is to apply well known methods from the field of
Markov chain Monte Carlo (MCMC) for the purpose of adaptive estimation of
educational progress. We will first discuss a Metropolis type of system as a flex-
ible solution to adaptive estimation in the next paragraph. In the Metropolis
system we have two logical places in which we can insert real item responses.
We will discuss in two separate paragraphs item responses as stochastic inno-
vations, and item responses as acceptance variables in the Metropolis system.
Both lead to different systems which we discuss and apply to simulations in
the succeeding paragraphs. We end with a discussion, where we suggest ex-
tensions and possible applications in several fields.

4.2 Methods

4.2.1 A Metropolis type of system

Basically, MCMC methods work in the following general way. A new state is
determined from the old state and some stochastic innovation, in such a way
that the resulting Markov chain converges to a, typically very complicated,
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invariant distribution. In adaptive estimation of ability, an obvious approach
is to let the stochastic innovation be determined by the responses of students
to items. If the random variable Xi denotes the current state of our dynamic
estimator, Yi denotes the response to the i-th administered item, and we assume,
for the moment, that the ability parameter θ does not change over time, we may
schematically represent the estimation procedure as follows:

θ θ θ ... θ

↓ ↓ ↓ ↓
Y1 Y2 Y3 ... Y∞

↓ ↓ ↓ ↓
X0 → X1 → X2 → X3 → ... → X∞

(4.4)

Our ultimate interest is in the distribution of X∞. Please note that trackers
conforming to this scheme are discussed in chapter 2, where Kullback-Leibler
(KL) convergence of such trackers is worked out in detail. Concerning X∞,
we specifically require it has a known distribution for which θ is the location
parameter, i.c.:

P(X∞ ≤ x) = F(x− θ) ≡ Fθ(x) (4.5)

where F is a distribution function that does not depend on any unknown
parameters.

The Metropolis algorithm (Metropolis et al., 1953; Chib & Greenberg, 1995)
from MCMC provides a flexible and powerful way to construct such a Markov
chain with a given invariant distribution. Formally, the Metropolis-Hastings
(M-H) (Hastings, 1970) algorithm may be characterized as follows:

Xt+1 ∼
{

Xt if Zt = 0

Yt if Zt = 1
∼ Xt ∼ Fθ(·) (4.6)

where Xt is our estimator of ability, a random variable from distribution Fθ ,
and Yt is a random variable from the proposal distribution G. The value of
zt determines whether the proposal value yt is accepted or rejected. The algo-
rithm is called the Metropolis algorithm if the distribution of Yt conditional on
Xt−1 is symmetric about the value xt, and the Hastings algorithm otherwise.

A Formal Characterization

As a courtesy to the reader we work out the consequences of this formal char-
acterization in some detail, for the case where Xt, and also Yt, is a real-valued
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random variable4. We simplify notation by using s = xt, the current state, and
t = yt, the stochastic innovation and proposal value. The schematic represen-
tation of the M-H algorithm given above translates into the following formal
characterization:

F(x− θ) =
∫ x

−∞

∫ ∞

−∞
π(s, t) f (s− θ)g(t|s)dtds

+
∫ ∞

−∞

∫ x

−∞
[1− π(s, t)] f (s− θ)g(t|s)dtds

(4.7)

where s = xt and t = yt.
π(xt, yt) = P(Zt = 1|xt, yt) is the acceptance probability, i.e., the probabil-

ity that we accept yt as a draw from Fθ , and g denotes the proposal density, i.e.,
the distribution of Yt conditionally on the value of xt.

With a change in notation, and a change in the order of integration for the
second integral we can express this equation as follows:

F(x− θ) =
∫ x

−∞

∫ ∞

−∞
π(s, t) f (s− θ)g(t|s)dtds

+
∫ x

−∞

∫ ∞

−∞
[1− π(t, s)] f (t− θ)g(s|t)dtds

(4.8)

which can further be simplified to yield:

F(x− θ) =
∫ x

−∞

∫ ∞

−∞
π(s, t) f (s− θ)g(t|s)dtds

+ F(x− θ)−
∫ x

−∞

∫ ∞

−∞
π(t, s) f (t− θ)g(s|t)dtds

(4.9)

from which we obtain the following condition:∫ x

−∞

∫ ∞

−∞
π(s, t) f (s− θ)g(t|s)dtds =

∫ x

−∞

∫ ∞

−∞
π(t, s) f (t− θ)g(s|t)dtds

(4.10)
Clearly, if the integrands on the left and right hand side are equal, the condi-
tion will hold, which gives us the following detailed balance condition (Chib &
Greenberg, 1995):

π(s, t) f (s− θ)g(t|s) = π(t, s) f (t− θ)g(s|t) (4.11)

It is important to observe that for given f and g the detailed balance condi-
tion does not admit of a single unique solution for π. For instance, both the

4 If we regard discrete distributions, integrals in formulas are simply replaced by summations.
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functions:

π(s, t) = min
[

1,
f (t− θ)g(s|t)
f (s− θ)g(t|s)

]
(4.12)

and

π(s, t) =
f (t− θ)g(s|t)

f (t− θ)g(s|t) + f (s− θ)g(t|s) (4.13)

meet the detailed balance condition. Observe that if we consider a Metropolis
algorithm, neither of these expressions for the acceptance probability π depend
on the functional form of the proposal density g.

Including item responses

A Metropolis algorithm involves three distributions: the invariant distribution
F, the distribution G of proposal values conditionally on the current state of
the Markov chain, and the acceptance probability π conditionally on both the
proposal value and the current state of the Markov chain. For the purpose of
adaptive estimation using item responses, it is important to observe that only
the distribution of item responses is given, and all three distributions needed
for the construction of a Metropolis algorithm may be chosen freely, as long as
they meet the symmetry condition on G and π satisfies the detailed balance
condition.

Since the invariant distribution f is assumed to be independent of the items
that are administered, we are left with two choices for directly incorporating
item responses. First, we may choose to use item responses as stochastic inno-
vations, where they determine the proposal distribution G which yields dis-
crete distributions for both F and G. This first system is worked out in section
4.2.2. Second, we may use item responses to determine acceptance or rejection
directly, as acceptance variables π. This second system is developed in section
4.2.3.

4.2.2 Item responses as proposal variables

Generally, a sequence of scored item responses from a single person can be
considered as a sequence of tosses of different biased coins. For example, con-
sidering the Rasch model (RM) (Rasch, 1960), the i-th item that is being ad-
ministered has difficulty δi, and hence the probability of a correct response
equals:

P(Yi = 1) =
exp(θ − δi)

1 + exp(θ − δi)
(4.14)
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Stated otherwise, the sequence of scored item responses involve independent
and non-identically distributed (i.n.i.d.) Bernoulli random variables. We show
how we may use these i.n.i.d. Bernoulli variables to construct a sequence of
dependent identically distributed (d.i.d.) Bernoulli random variables. That is,
we turn independent answers to different questions into dependent answers
to the same question using a Metropolis algorithm.

The state Xt of the Markov chain we construct is assumed to be governed
by an invariant Bernoulli distribution with parameter p:

p =
exp(θ)

1 + exp(θ)
(4.15)

The t-th item response of a person is the proposal value Yt, and is governed by
the following Bernoulli distribution:

P(Yt = 1) =
exp(θ − δI(t))

1 + exp(θ − δI(t))
(4.16)

where I(t) gives the index of the item that is administered at time t. Clearly,
if Yt equals Xt, the new state of the Markov chain will automatically be equal
to its previous value, so that the choice of π in that case is of no consequence.
If however, Yt does not equal Xt the choice of π becomes important. If we
consider the different ways the state of our Markov chain at time t + 1 can be
equal to one and require that its distribution is Bernoulli with parameter p we
obtain that:

P(Xt+1 = 1) =
exp(θ)

1 + exp(θ)
(4.17)

=[1− π(1, 0)]
exp(θ)

1 + exp(θ)
1

1 + exp(θ − δI(t))

+ π(0, 1)
1

1 + exp(θ)
exp(θ − δI(t))

1 + exp(θ − δI(t))

+ π(1, 1)
exp(θ)

1 + exp(θ)
exp(θ − δI(t))

1 + exp(θ − δI(t))

(4.18)

which, if π(1, 1) is chosen to equal unity, gives the following sufficient detailed
balance condition:

π(0, 1)
1

1 + exp(θ)
exp(θ − δI(t))

1 + exp(θ − δI(t))
= π(1, 0)

exp(θ)
1 + exp(θ)

1
1 + exp(θ − δI(t))

(4.19)
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which can be simplified to yield:

π(0, 1) exp(−δI(t)) = π(1, 0) (4.20)

We make the following choice, consistent with the detailed balance condition:

π(1, 0) = min

1,

exp(θ)
1+exp(θ)

1
1+exp(θ−δI(t))

1
1+exp(θ)

exp(θ−δI(t))

1+exp(θ−δI(t))

 = min
[
1, exp(−δI(t))

]
(4.21)

and

π(0, 1) = min

1,

1
1+exp(θ)

exp(θ−δI(t))

1+exp(θ−δI(t))

exp(θ)
1+exp(θ)

1
1+exp(θ−δI(t))

 = min
[
1, exp(δI(t))

]
(4.22)

We see that the acceptance probabilities do not depend on the unknown value
of θ, which means that as long as the item difficulties for all items are known,
we may actually generate realizations of the acceptance random variable Zt.

An implementation of the algorithm is expressed below in pseudo-code.
For each person, we estimate ability p by feeding dichotomous sequence x to
some algorithm, such as a moving average, or in this specific instance, a linear
difference algorithm.

if yt = xt−1 then xt = xt−1

else
if xt−1 = 1 and yt = 0 then

z ∼ Bernoulli(min[1, exp(−δI(t))])

if xt−1 = 0 and yt = 1 then
z ∼ Bernoulli(min[1, exp(δI(t))])

if z = 0 then xt = yt

if z = 1 then xt = xt−1

θt = (1− α)θt−1 + αxt

First, if the dichotomous item response yt is the same as the value of xt−1, we
do not change our latest estimate xt. However, if the value of yt differs from
xt−1, we draw a value z from the appropriate Bernoulli acceptance distribution.
Depending on the value of z, we either accept or reject our proposal value yt,
the item response. Finally, xt updates our ability estimate θt by means of a
linear difference equation with weight α, as presented in (4.2). While a linear
difference estimator on the d.i.d. sequence x will have a correct first moment
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(e.g., Batchelder & Bershad, 1979), results of further moments are left open for
further research. A simulation of this system is found in section 4.3.1.

4.2.3 Item responses as acceptance variables

The obvious alternative way to use item responses in a M-H algorithm is to use
the item responses a person gives as acceptance variables. Here we develop
such an approach. We now denote the response of a person to item δI(x,y) as Z,
the estimates as X and the proposal distribution as Y. Specifically, we choose

P(Zt = 1|Xt = x, Yt = y) = π(x, y) =


exp(θ−δI(x,y))

1+exp(θ−δI(x,y))
if y > x

1
1+exp(θ−δI(x,y))

if y ≤ x
(4.23)

That is, if the proposal value is larger than the current value, a correct response
implies that the new higher value will be accepted, whereas if the proposal
value is smaller than the current value, an incorrect response implies the the
new lower value will be accepted.

Moreover, we assume that the acceptance probability has the following
relation to the invariant distribution:

π(x, y) =
f (y− θ)

f (x− θ) + f (y− θ)
(4.24)

which means that the invariant distribution should satisfy the following func-
tional equation:

f (y− θ)

f (x− θ)
=

π(x, y)
1− π(x, y)

=

{
exp(θ − δI(x,y)) if y > x

exp(−θ + δI(x,y)) if y ≤ x
(4.25)

If for f the functional form of a normal distribution with variance σ2 is assumed
we readily obtain:

f (y− θ)

f (x− θ)
= exp

[
y− x

σ2

(
θ − y + x

2

)]
(4.26)

in which we can recognize an IRT model, specifically a two-parameter logistic
model (2PL) model, which means that items should be offered to the candidates
with a discrimination parameter of a = (y− xt)/σ2 and δ = (y + xt)/2. An
item bank with items with a large variety of discriminations and difficulty
indices is required for this purpose. We can restrict y− x to be equal to plus
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or minus σ2 in order to restrict the acceptance probability to a RM. Hence, if
we choose our proposal values from a symmetric distribution with half of its
probability mass at the value x + σ2 and half at the value x− σ2 by selecting
items with difficulty xt plus or minus σ2/2, then our variance parameter σ2

equals the step size of the algorithm. Clearly, we end up with a discrete Markov
chain.

We find, in contrast to the Markov chain developed in the previous section,
that this algorithm implies a definite choice for the item that is to be adminis-
tered at any given moment. Furthermore, the algorithm implies that the states
that can be reached lie on a grid, where neighboring values are σ2 separated
from each other.

Again, we provide an example of the algorithm in pseudo-code.

y ∼ N (xt−1, σ)

a = (y− xt−1)/σ2

δ = (y + xt−1)/2
candidate generates zt

if zt = 1 then xt = y
if zt = 0 then xt = xt−1

Based on the ability estimate xt−1 and variance σ2, an appropriate proposal
value is drawn from a normal distribution. An alternative distribution, as dis-
cussed earlier, can be used to obtain a RM. Item parameters for item selection
are calculated, and a response zt to this specific item is generated by the candi-
date.

Please note that though item selection is forced by the algorithm, its work-
ing is very intuitive. Consider that for any current ability estimate, a nearby
proposal ability estimate is drawn, and an accompanying item in between
the last ability estimate and the new proposal is offered to the candidate. If
for example a relatively high proposal estimate is drawn, and the selected in-
between item made correct, accepting the proposal is logical, since an item
with a difficulty lower than the proposal is made correct. If on the other hand
the selected item is answered incorrect, the last ability estimate is the more
logical choice and therefore the ability estimate is not updated. A simulation
of this system is found hereafter, in section 4.3.2.
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4.3 Simulations

We describe the results of some simulation studies to illustrate the algorithms
using item responses, as introduced in this paper. Two places were discussed
where item responses can be used directly in the Metropolis algorithm. First,
we provide a simulation where we use item responses as stochastic innova-
tions, resulting in a dichotomous sequence of states. Second, we develop an
example where item responses to specifically selected questions are used as
acceptance variables.

4.3.1 Item responses as proposal variables

We start by simulating a single student, who sequentially answers 500 different
questions. In this first study, where item responses are stochastic innovations
used as proposal variables, we have freedom in selecting what items to ad-
minister. We select 500 random Rasch items with difficulties drawn from a
uniform distribution ranging from -2 to 2. We illustrate how the algorithm per-
forms if ability is kept stable for a while, after which a sudden jump in ability
is induced.

The simulated person starts with an ability p = .2, which is the inverse-
logit of θ, cf. (4.15). The pseudo-code displayed in section 4.2.2 is applied to
the sequence of scored responses, and accepts or rejects responses such that
we obtain a d.i.d. chain as if the first item was answered many times. After
250 trials, the ability of the candidate suddenly changes so that the probability
to answer the first item correct changes to p = .8. We use a linear difference
system to estimate the probabilities back form the d.i.d. chain of responses x.

In Figure 4.2, we plot two sequences of linear difference estimates, together
with the simulated true probability of answering the first item correct. The pro-
portion of accepted proposals, i.e., item responses, is .84, which includes the
number of times when the item response yt equals the previous state xt−1. The
linear difference system needs a parameter α between zero and unity to weigh
new observations. If we choose a very small number, new updates receive a
small weight and changes therefore occur quite slow. In Figure 4.2, two se-
quences of ability estimates are plotted for two different values of α, but based
on the same dichotomous d.i.d. sequence. Note that for larger a α, indeed more
noise is observed in the estimates, but they also adapts more quickly to the
new value of p = .8.

We remark that in considering multiple persons simultaneous, mean ability
estimates are clearly less noisy than individual ability estimates. This allows
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Figure 4.2: Linear difference estimates of a single dichotomous Markov chains
from a Metropolis simulation, using item responses as proposal values.

for setting a larger α to quickly adapt to changes in the mean abilities, while
keeping a small amount of noise.

It is instructive to compare the performance of our Metropolis algorithm
with an independent and identically distributed (i.i.d.) sample to evaluate its
efficiency. Concerning the Metropolis algorithm, we simulate a new candidate
with an invariant ability, fixed at p = .5. As before, we randomly select 500
items with difficulties drawn from a uniform distribution between -2 and 2. Fol-
lowing, we simulate item responses and run the Metropolis algorithm, which
we replicate 5000 times. Concerning the i.i.d. sample, we simply flip a coin
with p = .5 500 times, and again replicate this 5000 times. Since abilities, or p
values, are stable in this simulation, we can use a running average to compare
the two sequences. We note that since we estimate the probability correct of our
first item, our Markov chain is already converged at the start and no burn-in
period needs to be considered. Since this is true, the running averages of both
sequences will become p = .5 if we let the numbers of persons increase ad
infinitum. The standard deviations of the running means of both the d.i.d. Me-
tropolis sample and the i.i.d. sample are plotted in Figure 4.3. Intuitively, one
would expect that the i.i.d. chains perform much better because observations
are independent. However, Figure 4.3 shows that our d.i.d. sequences does not
perform much worse. Obviously, the simulated d.i.d. sequences are dependent
upon choices of specific simulation conditions, such as the distribution of items
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Figure 4.3: Standard deviation over 5000 replicates of Metropolis dichotomous
d.i.d. sequences compared to replications of an i.i.d. reference sequence.

and the difference between the ability and the item pool, but it provides an
indication nonetheless.

By dividing these two sequences of standard deviations we obtain their rel-
ative efficiency, which is shown in Figure 4.4. The relative efficiency converges
to about .62, which means that we need about 2.6 times as many observations
to obtain a similar variance as the i.i.d. sample, as can be seen in the graph.
Note that the relative efficiency of the d.i.d. chain depends on many variables,
and serves here merely as an indication of efficiency.

4.3.2 Item responses as acceptance variables

In this second study, where items act as acceptance variables, we perform a
similar simulation as before, with a student answering 500 items over some
time. However, we have to assume to have a calibrated item bank available
with known difficulty and discrimination parameters of all sorts to facilitate the
item selection as proposed by the algorithm. Since the possibilities of assuming
either a RM or a 2PL model have been discussed in section 4.2.3, simulations for
both models are performed. Again, several graphs are provided to demonstrate
how the algorithm acts under stable and changing abilities.

First, we illustrate a single student with an invariant ability through the
item sequence in Figure 4.5. We assume a RM, therefore the possible outcomes
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Figure 4.4: Relative efficiency of the dichotomous Metropolis d.i.d. sequence
using item responses a proposal values, compared to an i.i.d. sequence.

of the Metropolis algorithm lie on a grid. We observe a stable ability through-
out the trials, with estimates that are clearly noisy. The step size of the algo-
rithm is determined by σ2, which is the variance of the candidate generating
density g. If we reduce σ2, the step-size and thus the amount of noise are re-
duced. We have shown that if ability is stable, the estimates converge to a
known invariant distribution centered around the student’s true ability.

More interesting is the case where there is growth of ability. The size of the
variance is more important here, since it determines whether we have a quick
or slow adaptation to changes in true ability. We use a 2PL as an IRT model, and
assume that items with all sorts of difficulties and discrimination parameters
are available. First we simulate a single student, undergoing a rather large and
sudden increase in true ability halfway the item sequence. Figure 4.6 shows the
development of the true and estimated ability over time. Though there is some
obvious lag between the change in true ability and the adaptive estimates, the
system adapts itself quite quickly to the new situation. We have selected three
marked occasions to evaluate how the algorithm adapts if we track a group of
students.

The simulation is therefore extended by simulating 500 students, and as-
signing them an ability before and after the sudden change, i.e., θ1 before the
change and θ2−3 thereafter, corresponding to the labels of the cuts in Figure
4.6. These abilities are drawn from normal distributions, where θ1 ∼ N (0, .5)
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Figure 4.5: Two trace lines of Metropolis ability estimates using item responses
as acceptance variables, simulating an unchanging ability.

and θ2−3 ∼ N (2, 1.5), and matched to the 500 students after sorting. The re-
sult is that 500 trace lines similar to the one in Figure 4.6 are obtained. Three
cross-sections of these 500 sequences are taken, noted by three vertical lines in
Figure 4.6. For each occasion, we can plot cumulative distributions of both the
true and estimated abilities of the 500 students, where the true distributions of
occasion 2 and 3 are identical.

The estimates of the algorithm contain normal distributed noise with a
fixed and determined variance σ2 = .4 for all persons. These estimates can
be compared with the true abilities either by a deconvolution of the estimates
and the normal distributed error, or by adding a normal distributed random
error to the true abilities. The latter option is applied to obtain true cumula-
tive distributions with error and compare them to the estimates with the same
distributed error in Figure 4.7. On cross-section 1 and 3 the cumulative distribu-
tions of the adaptive estimates resemble the true distribution with convoluted
error. On occasion 2, directly after the sudden shift in ability, we see a lag in
the adaptive estimates, as the distribution moves from the the distribution in
occasion 1, towards the distribution in occasion 3. Increasing the step size σ2

would allow the estimates to converge faster, but would also add to the vari-
ance of the cumulative distributions since they are plotted with convoluted
error.
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Figure 4.6: Two trace lines of Metropolis ability estimates using item responses
a acceptance variable, simulating a sudden change in ability.

4.4 Discussion

For the purpose of estimating a parameter that may change during the course
of the data collection, we developed two adaptive estimation procedures based
on the M-H algorithm. It should be clear from the specific algorithms consid-
ered here that these are surely not the only ones that could be developed. Nei-
ther the choice for the RM and 2PL model, nor the choice for the M-H algorithm
are necessary.

Applications of adaptive estimation are obvious in the field of monitoring
student progress and well-suited for a whole range of different situations. The
most obvious one, and the one that served as guiding example throughout the
paper, is that of estimating ability in situations where the ability may change
with time. A different type of application can be found on the item side, where
it may be of interest to find out whether item parameters are invariant over
time. A third variant that could be developed involves the joint estimation of
person and item parameters, both of which might change with time.

Another type of application becomes clear if we look at the characteristics of
the Markov chains that have been constructed. The state of the Markov chain,
assuming it has converged to its invariant distribution (4.5), differs between
persons only in the value of its location parameter. We can obtain that across
persons x∞ ∼

∫ ∞
−∞ f (x − θp)h(θp)dθp, where f is fully known. We can use
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Figure 4.7: Cumulative distributions of true abilities, with convoluted error,
and adaptive Metropolis estimates at cross-section 1, 2 and 3.

this to recover the unknown distribution of ability h from x. This property is
useful in applications of survey research. If the chains are converged, estimates
from a cross-section at some time point can be used in a simple regression
analysis without the introduction of bias, since the variance of estimators do
not depend on ability. Here we have made the claim of classical test theory
true: an observed score equals a true score plus an error.

This paper dealt with adaptive estimation. Specifically, based on the as-
sumption of a fitting IRT model, we developed methods to estimate possibly
changing ability parameters. An interesting open problem however concerns
the evaluation of the assumption of a fitting model. That is, how does one eval-
uate model fit in a situation where the parameters involved in the model may
be changing with time. We propose to leave this topic for further research. A
second problem, that is particularly relevant in situations where both person
and item parameters are being estimated is that of parameter identification.
It is known from experience with the ERS that the values of the ratings tend
to inflate with time. This inflation is due to many influences, including the
fact that chess players enter the system with relatively low ratings and usually
leave the system again at some point in time with much higher ratings, taking
rating points out of the system.

We began by noting that often an explicit growth model is not available.
In situations where a tentative growth model is available we can extend the
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adaptive estimation procedures to both provide estimates for the parameters
of the growth model and to track individual students.
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Chapter 5

Static, sequential and dynamic estimation
in the extended marginal Rasch model

Summary

We present an extended marginal Rasch model (ERM) with a Bayesian estima-
tion procedure that allows for estimation in static contexts using fully observed
data matrices, in sequential adaptive contexts such as computer adaptive test-
ing (CAT) where model parameters are estimated as data becomes sequentially
available, and in dynamic contexts, such as computer adaptive learning (CAL)
or computer adaptive practice (CAP) where model parameters can change
over time. Such changes are expected due to learning taking place and the
influences of feedback. The ERM is applied using data from a large scale fully
adaptive on-line learning environment.

83
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5.1 Introduction

In psychometrics, the amount and the type of data that is available for analy-
ses changed during the last decades, and is evolving still. The foundations of
item response theory (IRT) were developed with the situation in mind where
a group of students responds to a predetermined and fixed set of items (Rasch,
1960; Choppin, 1968; Lord & Novick, 1968). Later, methods were developed
to deal with incomplete data matrices, e.g., due to a simple anchor test design
(e.g., Hanson & Béguin, 2002), or by modeling non-ignorable missing data (e.g.,
Holman & Glas, 2005). The introduction of computer adaptive testing (CAT)
created again a different structure of data, where every person could in prin-
ciple make a unique item set adapted to his or her ability level (e.g., Wainer,
2000; van der Linden & Glas, 2002; Eggen, 2004). A more recent development
is the rise of computer adaptive learning (CAL) or computer adaptive prac-
tice (CAP) (e.g., Wauters, Desmet, & Van den Noortgate, 2010; Klinkenberg,
Straatemeier, & van der Maas, 2011), which are conceptually different in that
students respond frequently to items over an extended period of time, e.g.,
years, with the same student potentially responding to the same question at
different moments. The functioning of both persons and items are expected
to change during the course of measurement, since learning is the actual goal
of such environments. The possibility of providing feedback directly to the
learners, teacher or parents adds to the expectancy of changing parameters in
estimating models on such data.

In this writing, we present a simple psychometric model and an estimation
method that allows to deal with all scenarios described above. It is able to
deal with static data matrices, either fully observed or with structural missing
data, sequential data as generated by CATs and dynamic data as generated by
CAL or CAP, where both persons and item characteristics could be continually
changing.

The approach we take is based on an extension of the extended marginal
Rasch model (ERM) presented in (Maris, Bechger, & San Martin, submitted),
where an efficient Markov chain Monte Carlo (MCMC) sampler for the ERM
is used in the context of a single test with no missing data. We extend their
approach in three directions. First, we want to estimate the parameters of the
ERM for equivalent groups designs. Second, we extend the approach to ran-
dom booklet designs so it can be used for sequential estimation, e.g., for se-
quentially updating the parameters in CAT as persons are added to the data.
Third, a dynamic context is discussed where the model parameters are allowed
to change over time to accommodate for learning.
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5.1.1 Organization

This paper is organized as follows. The ERM is discussed, along with the impli-
cations of the equivalent groups design and the identification of the model, in
section 5.2. Following in section 5.3, Bayesian estimation, sequential Bayesian
estimation and dynamic Bayesian estimation are discussed here to estimate the
model. Simulations for static and sequential adaptive estimation are presented
in section 5.4, and dynamic estimation is performed using data from a fully
adaptive on-line practice environment, in section 5.5. The paper ends with a
discussion.

5.2 The extended Rasch model

The ERM is introduced by Tjur (1982) and coined as such and discussed by
Cressie and Holland (1983). Relations to other generalized Rasch models are
discussed by, amongst others, de Leeuw and Verhelst (1986) and Kelderman
(1984). The probability distribution of the responses in the ERM can be denoted
as follows (Maris et al., submitted):

P(x|b, λ) =
∏m

i=1 bxi
i λx+

∑m
s=0 γs(b)λs

(5.1)

where x is a vector of m scored responses with x+ as sum score and each
item i has an item parameter bi. With every score, there is an associated score
parameter λx+ . Elementary symmetric functions (Verhelst, Glas, & van der
Sluis, 1984; Baker & Harwell, 1996) of order s of the vector b are noted by γs(b)
and are defined to be zero if s < 0 or if s > m. Equation (5.1) concerns a
complete design, hereafter we will discuss the ERM using incomplete designs.

5.2.1 The equivalent groups design

Incomplete designs commonly used in educational measurement. For exam-
ple, one might construct different versions of a tests for security reasons, to
prevent cheating or to suppress the exposure rate. The resulting data con-
tains structural missing values, since respondents are offered only subsets of
the complete set of test items. Though many methods exist to equate the test
versions in incomplete designs, we only consider concurrent estimation (e.g.,
Hanson & Béguin, 2002).

A common incomplete design is the non-equivalent anchor test (NEAT),
where groups are allowed to differ in their ability distribution and every test
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version consists of a part that overlaps other versions, the anchor. Another com-
mon design, and the one used in this paper, is the equivalent groups design
(e.g., von Davier, Holland, & Thayer, 2004). Here the groups of respondents
should be equivalent in their ability distribution, but test versions are not re-
quired to contain an anchor. Clearly, a disadvantage of the equivalent groups
design is that groups should be equal in their ability distribution. However,
we discuss two specific advantages compared to the NEAT design.

First, the equivalent groups design in the ERM allows us to project any
score on any version of the test to the complete collection of test items, i.e., any
test score can be expressed as an item bank score. This is advantageous since
these item bank scores are directly comparable regardless of the version they
originate from and without having to assume a latent trait or specific score
distribution. We note that this projection is not possible when using the NEAT
design with the ERM, as discussed by Bolsinova and Maris (submitted). The
projection from test version score to the whole collection of items is tightly
connected to the identification of the model as discussed in section 5.A.1.

Second, the simplicity of the equivalent groups design proofs to be advan-
tageous for sequential and dynamic estimation, as discussed in section 5.3.2
and 5.3.3.

Though anchoring or overlap is not required in the equivalent groups de-
sign, overlap can be considered beneficial for two reasons. It allows to test
the assumptions that the groups are equivalent and a more connected design
causes faster convergence of the estimation algorithms, cf. the discussion in
5.3.3 and 5.5 on the fraction of missing information and convergence.

In extending the ERM to support incomplete designs, we begin to gener-
alize Formula (5.1) to support two test versions, or booklets. The number of
booklets can easily be extended, but is limited to two for clarity in the following
equations. We regard the booklets to be non-overlapping for now:

P(x, y|b, c, λ) =
∏m

i=1 bxi
i ∏n

j=1 c
yj
j λx++y+

∑m+n
u=0 γu(b, c)λu

(5.2)

Here, two booklets x and y are presented, with corresponding response vectors
x and y with sum scores x+ and y+, and vectors of item parameters b and c
with length m and n. λ denotes the vector of score parameters. Elementary
symmetric functions of order u of the vectors b and c are denoted by γu(b, c).

Under the equivalent group design, if only one booklet is made, the re-
sponse probabilities depend on the other model parameters. In a two-booklet
example, we find two formulas for the probabilities of observing responses in
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each of the two booklets, for booklet x:

P(x|b, c, λ) =
∏m

i=1 bxi
i ∑n

t=0 [γt(c)λx++t]

∑m+n
u=0 γu(b, c)λu

(5.3)

and for booklet y:

P(y|b, c, λ) =
∏n

j=1 c
yj
j ∑m

s=0
[
γt(b)λy++s

]
∑m+n

u=0 γu(b, c)λu
. (5.4)

We see that for both booklets, the implied model in (5.3) and (5.4) is an ERM
with as score parameter λ1 = ∑n

t=0 γt(c)λx++t and λ2 = ∑m
s=0 γt(b)λy++s.

Since (5.3) and (5.4) are both ERMs, they can each be identified as described in
(Maris et al., submitted). Note that since λ1 and λ2 are linear transformation of
the common score parameters λ, the model is identified if the transformation
matrix is of full column rank, see 5.A.1.

5.3 Methods

In this section, we discuss three Bayesian estimation procedures for three dif-
ferent data structures, using the equivalent groups ERM. Each of these data
structures includes a missing data problem.

The first missing data problem, in 5.3.1, concerns incomplete designs, where
different test versions, or booklets, are administered to different students. In
this scenario, the observed data matrix is fixed, or static, i.e., no data is added
during estimation. We employ Bayesian estimation, specifically a Gibbs sam-
pler (Casella & George, 1992; Maris et al., submitted), to estimate the ERM
parameters in this situation.

The second missing data problem, in 5.3.2, concerns more complicated in-
complete designs without a concise booklet structure, as those generated by
CAT. Since every candidate receives a tailored set of items, the number of book-
lets can become large. The missing data problem is different compared to a
more sparse booklet design, but in CATs we can regard the design to be ignor-
able (Eggen & Verhelst, 2011). Also, we can regard the data to be structurally
different. Individual candidates can be added naturally to the data set, since
tailored item sets are already considered for each other candidate as well. We
employ sequential Bayesian estimation to sequentially estimate the parameters
of the ERM as candidates are added to the data set.

The third missing data problem, in 5.3.3, is similar to the second in that
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we also consider complicated incomplete designs, with item sets tailored to
the individual candidates. However, we allow the data set to grow when new
observations become available, and to shrink as older data gets purged. With
the possibility to purge older data, we strike a balance in maintaining a suffi-
ciently large data set for estimation, while minimizing the amount of bias, e.g.,
as would be introduced by ability growth, item drift, etcetera. In doing so, we
allow for a dynamically changing data set, where data is added and purged
as parameters are estimated. We estimate the equivalent groups ERM on this
data using a tailored dynamic Bayesian estimation procedure. This dynamic
approach would be especially suitable for situations where we expect a change
in the model parameters, for example in pupil monitoring systems, were we
expect item parameters to change, e.g., due to curriculum changes, and expect
candidate parameters to change as well due to learning.

5.3.1 Static Bayes

In this first approach, a static data set is assumed , i.e., no changes occur to
the data during estimation. We set up a tailored Gibbs sampler for a specific
incomplete design. The approach is tailored in that a specific Gibbs sampler
is required for a specific design. As a simple nontrivial example, two non-
overlapping booklets are used. The approach can be extended easily to more
booklets with possible overlap.

In the non-overlapping two booklet example, we sample from a specific
proposal distributions for each of the two sets of item parameters, b and c. In
order to draw samples from the posterior distributions of (5.2), we choose a
proper conjugate prior by adding two rows and two columns to the data set,
a row and column with all zeros and a row and column with all ones. The
posterior distribution follows:

f (b, c, λ|x, y) ∝
∏m

i=1 bx+i
i ∏m

s=0 [∑
n
t=0 γt(c)λs+t]

mp
s[

∑m+n
u=0 γu(b, c)ληu−1

u

]mp

×
∏n

j=1 c
y+j
j ∏n

t=0 [∑
m
s=0 γs(b)λs+t]

np
t[

∑m+n
u=0 γu(b, c)λu

]np

(5.5)

where mp and np are the number of respondents in booklets x and y. Specif-
ically, mp

s is the number of respondents in booklet x with score s, and np
t the

number of people in booklet y with score t. These numbers of respondents
are all including the added rows from the prior, to simplify simplify notation.
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Similarly, we denote the sums with the added prior x+i + 1 and y+j + 1 simply
as x+i and y+j.

Gibbs sampling

The Gibbs sampler for the two booklet example is straightforward. First, item
parameters b and c of the two booklets are sampled from the full conditional
distribution for item parameters, see 5.A.2. The log-target distribution is found
to be concave with linear tails. Sampling from such a distribution can be done
in a multitude of ways. Two sampling approaches are provided in 5.A.2, using
a Metropolis algorithm with a scaled beta prime distribution as a proposal, and
a piecewise linear majorizing proposal distribution using adaptive rejection
sampling.

Second, the score parameters are sampled. Since the full conditional distri-
bution for score parameters in the equivalent groups ERM it is not an exponen-
tial family model, it is not guaranteed to be log-concave. Therefore, We choose
for a data augmentation (DA) approach (Albert, 1992; Maris & Maris, 2002; van
Dyk & Meng, 2001), where we impute the sum scores on unobserved items
given the observed sum scores, i.e., we only do imputation of the marginal
distribution. The use of DA allows us to sample λ from the target distribution
of the completed data.

Third, by adding the imputed and the observed marginals a completed
marginal is obtained, from which λ is sampled, see 5.A.2.

5.3.2 Sequential adaptive Bayes

When the design becomes complex and involves large numbers of different test
forms, extending and evaluating the approach in section 5.3.1 becomes compu-
tationally prohibitive. Therefore, we discuss a marginal DA approach not only
to facilitate the estimation of the score parameters λ, but also to estimate the
item parameters b.

The procedure starts by imputing for each person the sum score on the miss-
ing data, as in the static data case in section 5.3.1. Second, the unique missing
responses are imputed by generating plausible responses, using a method by
Marsman (2014, chapter 3), details are provided in 5.A.3. Finally, new sufficient
statistics are calculated using the imputed data, and the estimation procedure
on complete data by Maris et al. (submitted) is used to estimate item and score
parameters.

Though this approach introduces some additional autocorrelation on the
parameter estimates, it is beneficial in that it needs no tailored approach for
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different booklets designs. A simulation performed in section 5.4.2 demon-
strates that the marginal DA approach can be useful in sequential parameter
estimation, despite the increase in autocorrelation.

5.3.3 Dynamic Bayes

The method to perform dynamic Bayesian estimation in the ERM is very sim-
ilar to performing sequential estimation in section 5.3.2, with some key dif-
ferences. As mentioned in the introduction, in the context in which dynamic
estimation is applicable changes in person and item parameters are expected.
To facilitate these changes, we consider a data matrix of persons by items that
not only grows as persons are added to the system, as with sequential estima-
tion, but one that more generally only contains relevant responses. Responses
are considered relevant if they are given recently according to some definition,
e.g., a response given to an item a year ago is not considered informative for
current parameter estimation.

In the context of practice it also occurs that questions are answered mul-
tiple times, in which the last scored response is considered most relevant for
parameter estimation. The result is that the observed data in the data matrix
is allowed to change continually, and therefore the augmented data as well.
Since the ERM model parameters are estimated on the complete data matrix
after the marginal DA has been applied, the model parameters can adapt to
changes in the underlying observed data, with time lag depending on one’s
definition of what data is still recent.

Though the data matrix is allowed to change, there are some limitations.
First, the fraction of missing information is very relevant, since there is a lower
bound to the fraction of observed information that is necessary for performing
sequential DA and parameter estimation. Second, though it is possible to dy-
namically change the amount of persons, i.e., they can be added or removed
between estimations, the amount of items is less flexible due to the score pa-
rameters λ. Clearly, extensions here are possible, for example by considering
multiple booklets, as in section 5.3.2, but are not worked out in detail here.

A detailed application of dynamic estimation on a large data set is given
in section 5.5. Due to this extensive application and the similarities between
sequential and dynamic estimation, no additional simulations have been per-
formed for dynamic estimation.
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5.4 Simulations

In this section, simulations are used to demonstrate the workings of the static
and sequential estimation using the ERM. First, estimation is performed on
a static data matrix in section 5.4.1, where the influence of missing data on
the estimated score distribution is plotted, and autocorrelation is discussed.
Second, in section 5.4.2, simulation are performed for sequential estimation.
In every iteration, a new person is added to the data matrix, and it is demon-
strated how item parameters converge in this situation. Dynamic estimation is
not simulated, but applied and discussed in section 5.5.

5.4.1 Static simulations

We consider the following simulation. We simulate 10,000 persons with abili-
ties drawn from a normal distributionN (0.5, 1) and an item bank of 100 items
with parameters from U (−2, 2). Every person generates a response pattern for
20 random items, the responses on the rest of the available items are considered
missing.

To demonstrate the marginal DA described in 5.3.2, we perform a two
step procedure. First, we impute the full marginal distributions, using uniform
starting values U (0, 1) for both ln λ and ln b. Second, we estimate the ERM on
the augmented data matrix with 5 Gibbs iterations, which is a sufficient amount
to ensure convergence of the parameter estimates, due to low autocorrelation
(Maris et al., submitted).

Following this procedure, every iteration of the algorithm generates new
marginals of the complete data set with new imputations for the missing data.
On this augmented data set, the ERM parameters are estimated. We let this
Gibbs data augmentation procedure run for 200 iterations, and consider the
first 50 iterations as burn-in. In Figure 5.1, cumulative score distributions are
plotted after 50, 75, 100, 125, 150, 175 and 200 iterations. Clearly, these distribu-
tions coincide with the reference distribution, which is the score distribution
of the simulated complete data matrix without missing values. If the number
of persons is reduced to 1,000 in this simulation, we obtain similar graphs
with additional noise in the cumulative score distributions, as can be seen in
Figure 5.2. Though the amount of autocorrelation is small for the parameter
estimation on a complete data matrix (Maris et al., submitted), the use of DA
on the sparse data matrix introduces additional autocorrelation. The amount
of autocorrelation is clearly related to the fraction of missing information, and
therefore to the proportion of missing responses in the data, which is simu-
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Figure 5.1: Cumulative distribution of the sum scores based on augmented
data and the sum scores of the complete data simulating a 10,000 persons.

lated to be .8. In Figure 5.3, the estimated item parameters − ln(bt
i ) of item i

have been plotted against their lag-1 estimates − ln(bt−1
i ) for the 150 iterations

after the burn-in period of 50 iterations, in the case where 10,000 persons are
simulated. The correlation of this scatter plot is .71, which is quite high, for in
the condition of 1,000 persons it is .81.

5.4.2 Sequential adaptive simulations

In this section, a simulation similar to the one in section 5.4.1 is presented with
one key difference, we consider sequential data. We consider again an item
bank composed of 100 items, with items and persons drawn from the same
distributions as in the previous simulation in section 5.4.1, and again every
person is simulated to respond to 20 randomly selected items.

We start the procedure with 10 persons, and in every iteration we perform
data augmentation, estimate the ERM parameters using 5 Gibbs iterations, and
add a new person with 20 new responses. In the following iteration, data aug-
mentation is performed on the increased data matrix. The number of persons
is allowed to grow to 2,500 in total.

In Figure 5.4, an estimated item parameter δi is presented, as it develops
over the adding of data. Every iteration the parameter changes since all model
parameters are re-estimated. The dashed lines indicates the

√
n convergence
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Figure 5.2: Cumulative distribution of the sum scores based on augmented
data and the sum scores of the complete data simulating a 1,000 persons.

of the item parameter.

5.5 Application of dynamic estimation

5.5.1 Using data from an on-line practice environment

To illustrate the use of dynamic estimation as introduced in section 5.3.3 on
data involving changes in the underlying parameters, we used data from
the Math Garden, an on-line CAP environment for arithmetics discussed by
Klinkenberg et al. (2011). An adaptation of the Elo rating system (ERS) (e.g.,
Elo, 1978; Batchelder & Bershad, 1979), including both response times (Maris
& van der Maas, 2012) and parameter variance estimation (e.g., Klinkenberg et
al., 2011; Glickman, 2001), is used to provide parameter estimates.

From the entire data set, we selected items from the tables of multiplication,
100 items in total. Each of these were posed as open questions, for which an on-
screen or real keyboard could be used to enter the response, with a maximum
time of 20 seconds. A group of 1,000 users born between September 2003 and
October 2004, which frequently use the system, were selected for this applica-
tion. Together they accounted for 552,248 responses between September the
3rd, 2010 and October the 30th, 2013. The number of responses given by pupils
is skewed, ranging between 327 and 2,227 items, with a median of 458 items
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Figure 5.3: Lag-1 autocorrelation of item i, simulating 10,000 persons.

and a rounded mean of 552 items. The number of responses per item ranges
from 2,065 to 8,626, with a median of 5,800 observations. The mean percentage
of correct responses over the entire data set is 70%.

In a dynamic practice environment such as the Math Garden, with data
being collected over a period of 3 years, both item and score parameters are
expected to change, making older observations less suitable for estimating
their current value. We chose to purge observed responses in our 1,000 persons
by 100 items matrix after 50 days. Clearly, the augmented data is based on
the available observations and on the model parameters, and therefore the
proportion of persons with recent observations and the proportion of responses
is important. In Figure 5.5, the available proportion of persons with recent
responses out of the total 1,000 is graphed, and shown to be limited in 2011,
to increase in 2012 and and decrease again in 2013. Also, we observe sharp
decreases during summer vacations, which are displayed as vertical gray bars.
The proportion of relevant responses out of the total set of 100,000 responses
from the 100 items by 1,000 persons matrix is also plotted. The fraction of
observations on the reduced set of persons is plotted in a dashed black line,
and hovers about 20-30% through time.
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5.5.2 Functional shape of model parameters

Under the assumption of a ERM, the expected a posteriori (EAP) estimates for
ability can be directly obtained from the score parameters as follows:

λs+1

λs
=
E(exp((s + 1)θ)|x = 0)
E(exp(sθ)|x = 0)

= E(exp(θ)|x+ = s) (5.6)

which is a direct result from the Dutch identity (Holland, 1990; Hessen, 2012),
and derived in (Maris et al., submitted). Though the model allows for the λ

parameters to take any functional form, we minimally expect that these EAP
estimates are increasing in sum score, i.e., that all item-rest regressions are
positive.

Both the ln λ and the log EAP parameters for each sum score x+ are plotted
in Figure 5.6, where both the ln λ parameters and the log EAP parameters
are plotted. One can clearly observe that the log EAP estimates are generally
increasing over sum scores. Notably, an approximately quadratic relation is
observed for the ln λ parameters, of which a fitted quadratic curve is plotted as
a dashed line. Though this quadratic shape is only plotted for one specific time
point in Figure 5.6, a quadratic curve fits well on most days, since on average
R2 = .996. The parameters of the quadratic approximations are given in Figure
5.7. The parameter β1, represented by the solid line, is increasing over time,
which indicates that the item pool is generally becoming easier. Also, one can
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observe how there is a clear seasonal trend in β2, increasing after the summer
vacations, and slowly decreasing after the Christmas vacations. In the section
hereafter, section 5.5.3, Formula (5.10) shows that β2 is a general item pool
discrimination parameter, where an increase in the parameter indicates more
discrimination, therefore less noise in the data.

Due to the quadratic shape ln λx+ = β0 + β1x+ + β2x2
+, the model in For-

mula 5.1 can be written as follows:

P(x|b, β0, β1, β2) =
exp(∑m

i=1 ln bixi + β0 + β1x+ + β2x2
+)

Z
(5.7)

where β0, β1 and β2 are the intercept, slope and quadratic term of the curve and
Z is the normalizing constant that makes the expression sum to one. Please
note that the slope β1 can be absorbed in the item parameters ln b, and β0

cancels.
If we rewrite the EAP estimates in Formula (5.6) using the quadratic expres-

sion of the ERM model in Formula (5.7), we get the following linear expression
for the log EAP estimates:

E(exp(θ)|x+ = s) = exp [(β1 − β2) + 2β2s] (5.8)

which is plotted in Figure 5.6 using a dashed line. Consequently, we have used
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the quadratic relation of the score parameters to smooth the log EAP estimates.
The interesting result is that under this specific ERM, the log EAP is nothing
but a linear transformation of the score.

5.5.3 An identifiable ability distribution

If we further inspect the quadratic model in Formula (5.7), we can write the
exponent of a quadratic term as an integral with an added parameter, e.g., θ,
using an idea of Emch and Knops (1970) and Kac (1968). Using the following
well known identity:

exp(β2x2
+) =

∫ ∞

−∞

exp(2
√

β2x+θ − θ2)√
π

dθ (5.9)

which we can fill in in Formula (5.7), to obtain the following equation:

P(x|b, β) =
∫ ∞

−∞

exp(∑m
i=1 ln bixi + β0 + β1x+ + (2

√
β2x+θ − θ2))

Z
√

π
dθ

=
∫ ∞

−∞

m

∏
i=1

exp(xi(ln bi + β1 + 2
√

β2θ))

1 + exp(ln bi + β1 + 2
√

β2θ)

×
m

∏
i=1

(1 + exp(ln bi + β1 + 2
√

β2θ))
exp(−θ2)

Z
√

π
dθ

(5.10)

which is a regular marginal Rasch model (RM) with an identified ability distri-
bution, a quite remarkable result. We estimated a general ERM with a single
parameter for each sum score, and obtained an ERM with an identified ability
distribution characterized by the item parameters b and two additional pa-
rameters β1 and β2. It is possible to actually plot the population distribution
characterized in Formula (5.10), which is shown in Figure 5.8, i.c. using the last
50 days of responses.

Clearly, the population distribution of this self-selected sample is bimodal
with two well identifiable groups, separated by a vertical dashed line. The
estimated item parameters b at the same moment in time are displayed in the
same metric as the population distribution, so one can observe the relative
difficulty of these items for the low-performing group and the relative easiness
of these items for the high-performing group. The set of items is split in two
groups, where the easy item group are only the items involving multiplications
with 1 and 10, and the hard item group consists of the rest of the items.

To evaluate that this bi-modal distribution is not an artifact of the dynamic
Bayesian estimation procedure, we try to identify these two groups. There are
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Figure 5.8: Population distribution at April 1st, 2013.

many ways to identify the two performance groups in Figure 5.8, we choose to
not use model parameters directly, but to simply classify the persons according
to two criteria, namely having responded to over 50% of the easy items, and
having responded to over 50% of the hard items. Following the workings of the
adaptive algorithm, one can loosely expect that persons who answer mostly
easy items generally have a lower ability. The results are shown in Table 5.1.
In this table, the number of persons with few responses on both easy and hard

Table 5.1: Identifying high and low performance groups according to the
amount of responses (less than 50% and equal to or more than 50%) to easy and
hard items at two time points.

2012-04-01 2013-04-01
few hard many hard few hard many hard

few easy 683 112 983 8
many easy 156 49 46 8

items is large, especially for the second moment in time. Given that there are
some persons answering few question on this item set in general, this is ex-
pected. However, one can see that there are two large groups of persons at
the first time point who make either many hard items or many easy items, a
distinction that disappears at the second time point. This is consistent with the
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Figure 5.9: Development of item difficulty of item 4x9 and 9x4.

idea that as pupils grow in ability, they are offered less items from the tables of
multiplication, i.e., we expect the group answering few questions in general to
increase and the more able group to disappear. The interpretation of Table 5.1
clearly has to be related to Figure 5.5, where the amount of pupils with recent
observations is displayed.

5.5.4 Symmetric item development

The dynamic estimation technique using marginal data augmentation allows
us to easily plot the development of proportion correct of persons or items
over time. In Figure 5.9, the development of two symmetric items 4x9 and 9x4
is plotted. Clearly, one can see how the fraction of observed information in Fig-
ure 5.5 drives the amount of noise in Figure 5.9. Though we do not attempt to
discuss any theory of learning the tables of multiplication, a few observations
can be clearly made. First, the items become generally easier over time. Second,
we see a clear change in item difficulty after the summer vacations. Third, the
difference in difficulty between these items decreases over time, until the items
are almost parallel in 2013. Similar observations can be made for other symmet-
ric items in Figure 5.10 and 5.11. A difficulty in interpreting the development
in these figures, is that the percentages are based on a changing sample of
students. The sample changes because of the item selection algorithm, which
prevents easier items begin administered to the more able students, causing
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Figure 5.10: Development of item difficulty of item 5x7 and 7x5.

items to be made by specific subgroups of students. In addition, the sample is
self-selected in that students themselves, their teacher, or parents, determine
when practice takes place. If the best performing students practice the items in
2011, more regular students in 2012 and relatively weak students in 2013, than
substantive differences in sub populations might cause parameters not to be
comparable over time. The same can be happening during school vacations,
where the occasional inversion in the item difficulties of symmetric pairs might
be an indication of such a phenomena.

5.6 Discussion

In this paper, we have discussed the ERM under the equivalent groups de-
sign, as an extension to the work of Maris et al. (submitted). Three different
data structures have been discussed, on which Bayesian estimation procedures
were applied. First, a static data structure is discussed in section 5.3.1. Aspects
of the equivalent groups ERM, such as the shape of the involved distributions,
and how to sample from approximations, are discussed in the context of mul-
tiple test booklets. Second, a sequential data structure is discussed in section
5.3.2, were we consider data sets that increase, i.e., data is added during es-
timation. Typical applications that generate such data are found in the field
of CAT, where every candidate generates a new and possibly unique set of
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Figure 5.11: Development of item difficulty of item 3x6 and 6x3.

responses. It is illustrated how calibrations can be performed during data col-
lection and simulations of this situation are provided in section 5.4.2, where
the equivalent groups ERM is iteratively applied to an augmented data matrix.
Third, a dynamic data extension is discussed in section 5.3.3. We again con-
sider a data matrix involving observed and augmented data, where observed
data is purged after a certain amount of time. Purged data is then augmented
based on the other, more recent and therefore more relevant, observed data
of the candidate. This method provides a data matrix which is always up-to-
date, and on which iteratively the equivalent groups ERM can be estimated.
Data involving possibly continually changing parameters, both of persons and
items, such as CAL or CAP environments typically generate such dynamic
data structures. An application using data from a large scale on-line arithmetic
practice environment (Klinkenberg et al., 2011) is used to illustrate this method.
A quadratic relation was found in the log score parameters of the equivalent
groups ERM, which could be rewritten to a regular marginal RM involving an
identified ability distribution parameterized by the item difficulties and two
extra parameters.

We like to add a remark regarding the connection of this finding to network
models. The specific ERM is a Curie-Weiss network model, common to the field
of statistical mechanics (e.g., Ellis & Newman, 1978). The Curie-Weiss network
model can be described as a network of nodes, in this case items, which are
all interconnected. The relation is of interest because of at least two reasons.
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First, in connection to the physical context in which the Curie-Weiss model is
applied, one can estimate the temperature of the network. The temperature
in this context is the degree of randomness in the item responses, or the gen-
eral discrimination parameter, and one expects that the randomness decreases
in education over time. Second, extensions to the Curie-Weiss model, such as
the multi-dimensional Ising model, allow to simultaneous regard multiple di-
mensions in a single network. In CAP and CAL environments, and perhaps
in education in general, we expect that at certain points in time different do-
mains are represented by different dimensions, such as addition and multipli-
cation. However, as a function of practice and learning, several dimensions
are expected to collapse to form a more general arithmetic dimension, which
is consistent with the findings by van der Maas et al. (2006). The relation of
the marginal RM to network models from statistical mechanics might provide
statistical tools to explore such hypotheses, which requires further research in
this direction.

5.A Supplemental materials

5.A.1 Identification of the equivalent groups ERM

We discuss two issues in identification of the equivalent groups extended
marginal Rasch model here. First, the relation of the score parameters λ1 and
λ2 of booklet x and y to the complete set of score parameters λ∗. Second, the
relation of the item parameters b and c in the just created booklets to the item
parameters of the complete set b∗.

Identification of the score parameters

The relation between score parameters λ1 and λ∗ will be described below,
the relation between λ2 and λ∗ follows easily. The fitted model to subset x
concerning only the score parameters of this subset λ1 is:

P(x|b, λ1, x+) =
∏m

i=1 bxi
i λ1

x+

∑m
s=0 γs(b)λ1

s
(5.11)

while the full model regarding the complete set of score parameters λ∗ and
difficulty parameters c of booklet y is:

P(x|b, c, λ∗, x+) =
∏m

i=1 bxi
i ∑n

t=0 γt(c)λ∗x++t

∑m
s=0 γs(b)∑n

t=0 γt(c)λ∗s+t
. (5.12)
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We can substitute ∑n
t=0

[
γt(c)λ∗x++t

]
in the numerator and denominator of

(5.12) with λ1 from (5.11) if for all s:

λ1
s =

n

∑
t=0

[γt(c)λ∗s+t] (5.13)

and likewise concerning λ2 for all t:

λ2
t =

m

∑
t=0

[γt(b)λ∗s+t] (5.14)

The vector of score parameters of the complete set λ∗ is identified if all its
elements occur in one of the linear transformations T1 and T2:

λ1 =T1λ∗

λ2 =T2λ∗ (5.15)

which equals that the total matrix of transformations in (5.15) is of full column
rank. The identification of the item parameters is discussed next.

Identification of item difficulty parameters

The identification of the difficulty parameters b in booklet x and c in book-
let y in relation to the full set of item parameters b∗ is straightforward given
the identification of the score parameters λ1 and λ2. The relation can be di-
rectly observed in (5.13) and (5.14), where b and c are related through the score
parameters λ∗.

5.A.2 Gibbs sampling in the static data case

Full conditional distributions for item parameters

To set up a Gibbs sampler for the two booklet example, it is necessary to sam-
ple from the full conditional distributions of the item parameters. The full
conditional distribution for an item parameter bi can be written as:

f (bi|c, λ, x, y) ∝
bx+i

i ∏n
t=0 [∑

m
s=0 γs(b)λs+t]

np
t[

∑m+n
u=0 γu(b, c)λu

]mp+np . (5.16)

Since it is not straightforward to sample from this distribution, we rewrite the
elementary symmetric functions γ in (5.16) as follows (e.g., Verhelst et al., 1984;
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Baker & Harwell, 1996):

n

∑
s=0

γs(b)λs+t =
n

∑
s=0

γs(b(i))λs+t + bi

n

∑
s=0

γs−1(b(i))λs+t (5.17)

and we can rewrite γu(b, c) likewise. Since these summations are linear in bi,
we can write (5.16) as:

f (bi| . . . ) ∝
bx+i

i ∏n
t=0 (1 + ktbi)

np
t

(1 + kbi)
mp+np (5.18)

with

kt =
∑m

s=0 γs−1(b(i))λs+t

∑m
s=0 γs(b(i))λs+t

and k =
∑n+m

u=0 γu−1(b(i), c)λu

∑n+m
u=0 γu(b(i), c)λu

. (5.19)

With a change of variables δi = − ln bi, we find that the target is log con-
cave:

ln f (δi| . . . ) =− (x+i + 1)δi +
n

∑
t=0

[
np

t ln
(

1 + kte−δi
)]

− (mp + np) ln(1 + ke−δi )

(5.20)

Furthermore, the tails of the log-target are readily found to be linear.

Scaled beta prime proposal We choose as a log proposal distribution
a scaled beta prime distribution:

ln g(δi|b(i), c, λ, x, y; α, β, η) = −Aδi − B ln
(

1 + Ce−δi
)

(5.21)

where

A = x+i + αi

B = mp

C = eδ̂i
D + A

B− D− A

D =
d

dδi
ln f (δ̂i| . . . )

(5.22)

which guarantees that the tails are linear with an equal slope and the first
derivatives of the target and the proposal distribution are equal at the support
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Figure 5.12: The log target density and the log proposal density of item param-
eter δi with δ̂i = 2.

point δ̂i. One can see in Figure 5.12 how the proposal density for items (dashed
line) approximates the target density (solid line) well. Since the proposal dis-
tribution is not exactly equal to the target distribution, an additional Metropo-
lis step is needed to ensure reversibility (Metropolis, Rosenbluth, Rosenbluth,
Teller, & Teller, 1953; Chib & Greenberg, 1995). However, since the approxi-
mation is close, a rejection rarely occurs and the algorithm introduces little
autocorrelation.

Piecewise linear majorizing proposal As an alternative to using
scaled beta prime proposal distribution, it is also possible to use a majoriz-
ing function (de Leeuw, 2006) of the log-concave target distribution, so simple
acceptance-rejection (AR) sampling can be used. A majorizing function guar-
antees that:

g
f

{
≤ 1 ∀ x

= 1 x = s1, s2, . . .
(5.23)

which liberates us from using proportionality constants in AR sampling, be-
cause the acceptance probability is equal to unity at the support points s1, s2, . . . ,
and below at all other x. The log-concave shape of the target density together
with the linearity for extreme x allow us to construct a simple piece-wise linear
majorizing function as proposal log-density g(x), which is illustrated in Fig-
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Figure 5.13: Shape of the log density and a piece-wise log linear approximation
with two initial support points, and a third support point added.

ure 5.13. This linear approximation of the log-density uses two support points
s1 and s2 (van Ruitenburg, 2005), where the slopes of these lines and the log-
density are equal. More support points can be added, where the next support
point can be iteratively added by considering the intersection of the two lines
in Figure 5.13, resulting in s3. This approach is equivalent to the adaptive re-
jection sampling by Gilks and Wild (1992), which is also implemented in the
Bayesian inference using Gibbs sampling (BUGS) system (Gilks, Thomas, &
Spiegelhalter, 1994; Lunn, Spiegelhalter, Thomas, & Best, 2009).

The piecewise linear proposal density has four parameters, the two inter-
cepts sα

1 and sα
2 and two slopes sβ

1 and sβ
2 for the two lines:

g(x|α, β, ν) = esα
1 x+sβ

1 (x ≤ s2−1) + esα
2 x+sβ

2 (x > s2−1) (5.24)

which is a mixture of truncated negative exponential distributions. Sampling
from this piece-wise linear distribution requires to choose the number and
placement of support points, and to determine the sampling probabilities of
the envelopes between the support points. A straightforward AR sampler can
be used to draw weighted samples from these envelopes.

Without providing a detailed account on this approach, we want to elabo-
rate on a few points. First, concerning the adding of support points. Support
points can be added freely, but we consider a particularly efficient manner to
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introduce them. One suggestion is to add them as proposed in Figure (5.13).
The next best support point here is located at the intersection of the two two
adjacent lines. The slope of the added line determines which newly introduced
intersection is a new candidate for a support point. Following, the support
points approximate the log-concave function best in the area where the poste-
rior density is the highest. Adding support points in this case not only allows
for more efficient sampling, but also provide a Bayesian modal selection al-
gorithm for the ERM, squeezing the mode between sequential support points.
The number of support points is required is solely a concern of efficiency, where
the introduction of more support points comes at a computational cost, but re-
duced the number of rejections in AR sampling.

A second remark is made on the connection between the piece-wise linear
approximation and quadratic Bézier curves. If we consider the support points
for the linear approximation as support points for Bézier curves, we obtain a
smooth approximating curve to the target density. Such an approach could be
an alternative to the use of scaled beta prime distribution in 5.A.2, with much
more general applications.

Full conditional distribution for score parameters

To obtain the full conditional distribution for score parameters, we might
change the summations of (5.5) as follows:

λ
ηv−1
v ∏m

s=0
[
∑m+n

k=0 γk−s(c)λk
]mp

s ∏n
t=0
[
∑m+n

k=0 γk−t(b)λk
]np

t[
∑m+n

u=0 γu(b, c)λu
]mp+np (5.25)

where the elementary symmetric functions only exist if 0 < k − s < m and
0 < k− t < n, elsewhere γk−s(c) = 0 and γk−t(b) = 0. Though the shape of
(5.25) resembles the shape of (5.16), it is not an exponential family model, and
therefore it is not guaranteed to be log-concave. Since sampling from this dis-
tribution is not straightforward, we choose for a different approach to estimate
λ.

We choose for a DA approach (Albert, 1992; Maris & Maris, 2002; van Dyk &
Meng, 2001), where we impute the sum scores on an unobserved booklet given
the observed sum scores, i.e., we only do imputation of the marginal distribu-
tion. This DA allows us to obtain the complete marginal sum score distribution,
which allows to sample λ from the target distribution of the completed data.

We can write out the conditional probabilities for a specific response pattern
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y given x as follows:

P(y|x) =P(x, y)
P(x)

=
∏m

i=1 bxi
i ∏n

j=1 c
yj
j λx++y+

∏m
i=1 bxi

i ∑n
t=0 γt(c)λx++t

=
∏n

j=1 c
yj
j λx++y+

∑n
t=0 γt(c)λx++t

(5.26)

and use the sufficient statistics x+ and y+ to obtain:

P(y+|x+) =
γy+(c)λx++y+

∑n
t=0 γt(c)λx++t

(5.27)

and likewise

P(x+|y+) =
γx+(b)λx++y+

∑m
s=0 γs(b)λx++s

(5.28)

The imputed marginals provide us with op
v , the number of persons with sum

score v, based on both the observed and imputed marginals. Using this com-
plete marginal, we can simply use the complete data target distribution dis-
cussed in (Maris et al., submitted):

f (λv|λ(v), . . . ) ∝
λop

v
v

(1 + kλv)mp+np (5.29)

which is a scaled beta-prime distribution.

5.A.3 Simulating response patterns in the sequential case

To impute scores on the unobserved items, we make use of the sufficiency of
the sum score y+ in the RM:

P(y|θ) =
n

∏
j=1

eyj(θ−ln(cj))

1 + eθ−ln(cj)
(5.30)

⇓

P(y|y+ = t) =
∏n

j=0 e−yj ln(cj)

γt(e− ln(cj))
∀ θ (5.31)
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Figure 5.14: Distribution of numbers of iterations required for obtaining a re-
sponse pattern with sum score t = 70, using 100 items.

Marsman (2014, chapter 3) show a method to efficiently sample from condi-
tional distributions. The main idea is, that if we keep sampling from the dis-
tribution in (5.30) until we by chance simulate the sum score we need, then
the simulated realization is distributed according to (5.31), regardless of which
value of θ was used for the simulation. Since the probability with which the
needed sum score is generated depends on the choice of θ, we choose it to be
the maximum likelihood (ML) estimate corresponding to the imputed sum
score.

The following block of pseudo-code generates plausible response patterns
with y+ = t:

θ̂ : E(Y+|θ̂) = y+
repeat

y← P(y|θ̂)
until y+ = t

We provide a simulation to demonstrate the performance of sampling response
patterns. Response patterns with a score t = 70 are generated using an imple-
mentation based on the pseudo-code above. A sequence of 100 items, with
item difficulties ranging between -2 and 2, is used, and θ̂ is estimated with ML
estimation for t = 70. The distribution of waiting time in iterations is illus-
trated in Figure 5.14, using 10,000 replications. The graph illustrates that the



References 111

number of iterations required is limited due to the estimation of θ̂. In addition,
iterations are computationally light, i.e., the average waiting time is about 15
ms on a mainstream laptop from 2010 using a script written in R (R Core Team,
2013).
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Summary

Longitudinal educational measurement data, as typically generated by online
practice and learning environments, poses some interesting psychometric chal-
lenges. We expect that data gathered from systems where learning is one of the
explicit goals, e.g., through practice and feedback, indeed involve both learner
and item properties that change over time. Since reporting and feedback mech-
anisms in education are often driven by these properties, e.g., pupil ability
and item difficulty, we expect dynamically changing model parameters and
intricate non-linear dynamics.

In this thesis, a number of psychometric challenges related to such dynam-
ics are discussed in chapter 1: Measuring change. Several new methods to deal
with such dynamics are introduced in the chapters thereafter.

In chapter 2: Tracking, so-called trackers are introduced and defined as
instruments with specific properties to deal with changing parameters. First,
trackers should allow for estimating dynamically changing parameters, adapt-
ing to possible changes in ability or item difficulty. Second, if no change occurs
for some time, trackers should provide unbiased estimates with a known error
variance. Such trackers retain the strengths of both state space models and
ratings systems. These properties are suitable for educational measurement
applications such as tracking individual progress or any aggregate thereof, as
in reporting or survey research.

Simple data filters are introduced in chapter 3: Detecting differential de-
velopment. These filters obtain a reduced set of relevant data from large scale
longitudinal data collections, extracting only relevant information on differ-
ences between pairs of items and persons. The reduced set allows for simple
checks on the longitudinal relative development of persons, items, or both.

Two specific Metropolis trackers for tracking ability are introduced in chap-
ter 4: Metropolis ability trackers. These trackers conform to the definition in
chapter 2, i.e., if parameters are stable for some time, the algorithm converges to
a known error distribution, centered around the true ability parameters. They
allow for exploratory research of growth patterns of individuals or groups.

115



116 Summary

The thesis concludes with chapter 5: Dynamic estimation in the extended
Rasch model, where a Bayesian dynamic tracker is introduced. This method-
ology allows to robustly and simultaneously track developments in item dif-
ficulties and the entire population in static, sequential and dynamic contexts,
such as online practice and learning applications.



Samenvatting

Onderwijskundige meetgegevens die zijn verzameld in longitudinale oefen-
en leersystemen zijn vanuit een psychometrisch perspectief uitdagend. Als
gevolg van oefenen, feedback, onderwijs, etc., verwachten we dat zowel de ei-
genschappen van leerlingen als die van vragen over de tijd veranderen. Omdat
de rapportage en feedback in dit soort oefen- en leersystemen afhangt van deze
veranderende eigenschappen, zoals leerlingvaardigheid en itemmoeilijkheid,
verwachten we een complexe en niet-lineaire dynamiek in model parameters.

In dit proefschrift wordt een aantal van deze psychometrische uitdagingen
vooral besproken in hoofdstuk 1: Measuring change. Verschillende nieuwe
methoden om met deze dynamica om te gaan worden in de daaropvolgende
hoofdstukken geïntroduceerd.

In hoofdstuk 2: Tracking, worden zogenaamde trackers geïntroduceerd.
Deze trackers zijn zo gedefinieerd dat ze specifieke eigenschappen hebben om
met veranderende modelparameters om te gaan. Ten eerste verwachten we
dat trackers zich aanpassen aan parameter veranderingen zoals itemmoeilijk-
heden en vaardigheden. Ten tweede, zodra parameters stabiel zijn verwachten
we dat trackers resultaten geven die unbiased zijn met een bekende variantie.
Zulke trackers behouden de sterke punten van state space modellen en ra-
ting systemen. Deze eigenschappen zijn nuttig voor toepassingen in het meten
van o.a. individuele vaardigheid, maar ook voor populatie schattingen zoals
gebruikt in peilingen.

Eenvoudige datafilters worden besproken in hoofdstuk 3: Detecting diffe-
rential development. Deze filters reduceren grote longitudinale verzamelingen
van gegevens tot een deelverzameling met alleen relevante informatie over
verschillen tussen paren items en personen. Op deze deelverzameling kun-
nen vervolgens eenvoudige controles worden uitgevoerd ten aanzien van de
relatieve ontwikkelingen van personen en items over de tijd.

Twee specifieke Metropolis trackers voor het volgen van vaardigheid over
de tijd worden in hoofdstuk 4: Metropolis ability trackers, behandeld. Ze zijn
geconstrueerd volgens de definitie in hoofdstuk 2, namelijk, bij stabiliteit con-
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vergeren de schattingen naar een bepaalde verdeling gecentreerd rondom de
ware vaardigheid. Deze trackers faciliteren exploratief onderzoek naar groei-
patronen van individuen en groepen.

Dit proefschrift eindigt met hoofdstuk 5: Dynamic estimation in the ex-
tended Rasch model, waarin een Bayesiaanse dynamische tracker wordt geïn-
troduceerd. De methodologie in dit hoofdstuk maakt het mogelijk om zowel
de item- als de populatieontwikkelingen robuust en simultaan te volgen, in
statische, sequentiële en dynamische toepassingen, zoals longitudinale online
oefen- en leersystemen.
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