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Abstract. The rapid improvements in machine learning (ML) and the increasing
importance of ML models in numerous industries have resulted in the emergence
of MLOps (Machine Learning Operations), a discipline focusing on efficiently
managing and operationalising ML workflows. This exploratory study investi-
gates the difficulties encountered when implementing MLOps within organisa-
tions and compares MLOps to DevOps. The study begins by conducting an SLR
to identify the challenges mentioned in the literature. We then explain the results of
conducting semi-structured interviews with 12 ML practitioners working across
many industries, perform qualitative content analysis using grounded theory, and
discuss findings. Findings are organised along four distinct dimensions: Organi-
sational, Technical, Operational and Business challenges, which are explained in
eleven different themes. Our findings show that MLOps has some challenges that
overlap with DevOps as well as some specific only to MLOps, like the complexity
of data and model. In our discussion, we summarize these challenges and suggest
future recommendations.

Keywords: Machine learning Operations (MLOps) - Grounded theory - Data
Science

1 Introduction

Machine learning (ML) has advanced dramatically in the last two decades, becoming
a widely utilised practical technique in commercial use, especially within Al It is the
method of choice for creating useful software for various applications, including robot
control, speech recognition, computer vision, and natural language processing. And it
is commonly utilised in computer science and other fields that deal with data-intensive
problems (Jordan and Mitchell, 2015). As Al has grown in popularity and usage, an
increasing number of businesses have begun to rely on it as a major component of their
business models and hence on Machine Learning. The 2019 McKinsey Global Survey
on the topic found that the usage of Al in standard business activities has increased by
over 25% year over year (Arif Cam et al. 2019).
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The widespread adoption of ML-based approaches has brought a major challenge
in integrating them into production systems while ensuring reliability and efficiency in
continuously evolving ML projects (Rzig et al. 2022). However, only 13% of machine
learning projects in the industry reach production, according to a VentureBeat report (VB
Staff, 2019). The practices have shown that although appearing to be the last 10% of the
project, deploying prototypes to production can take up 90% of the time (Flaounas, 2017).
To address these obstacles, the concept of MLOps (Machine Learning Operations) has
arisen to establish a comprehensive set of practices designed to ensure the reliable and
efficient deployment and maintenance of machine learning (ML) models in production
environments (Alla and Adari, 2020).

MLOps is a modification of the DevOps discipline, which has been around for over
a decade and was developed to address similar issues with continuous deployment, but
for standard software. In contrast to DevOps, MLOps aims to address issues unique to
machine learning, such as model and data versioning, continuous training, model mon-
itoring, and model testing. Organisations are incorporating continuous practices in ML
system development through the adoption of DevOps concepts for end-to-end automa-
tion (John et al. Sep 2021) as containerised microservices and cloud-based DevOps have
proven to be successful in production deployments (Hui Kang et al. Apr 2016). Accord-
ing to Gartner’s (2022) hype cycle for data science (DS) and ML, MLOps is currently
in the “Peak of Inflated Expectations” phase (Choudhary and Krensky, 2022).

Despite MLOps’ rising popularity, scholarly literature on the adoption of automation
and its effects on modifications in ML-enabled systems is limited (Calefato et al. 2022).
Our knowledge of MLOps is now restricted to a dispersed landscape of white papers,
anecdotes, and opinion pieces (Shankar et al. 2022). John et al. (2021) also mention
that a large portion of the literature on software engineering (SE) best practices for ML
applications is non-peer-reviewed or grey literature (John et al. 2021), which includes
blog postings, presentation slides, and white papers (Serban et al. 2020). Most authors
concur that MLOps is difficult. 85% of ML initiatives fail to provide value, while 90%
of ML models never reach production (Shankar et al. 2022). In their investigation of
MLOps projects in GitHub, Calefato et al. (2022) found very few production-grade ML
projects. They also highlighted the lack of open-source ML-enabled systems utilising
MLOps tools (Calefato et al. 2022). There are papers talking about the challenges of
implementing MLOps technically (Symeonidis et al. Jan 26, 2022) and suggestions on
how to overcome these (Cardoso Silva et al. 2020) but there are very few articles on real
case studies from organisations.

In this paper, we concentrate on examining the difficulties organisations encounter
while implementing MLOps as there is limited research that contextualises the liter-
ature on MLOps, highlights the difficulties associated with MLOps, and provides a
comprehensive synthesis of recent material. Our research question is therefore:

What are the challenges organisations face while implementing MLOps?

Our findings from the SLR indicate that there is a general shortage of empirical
data on MLOps, as well as several implementation issues. While the findings from
our interviews reveal four distinct dimensions of challenges: Organisational, Techni-
cal, Operational and Business challenges, which are then explained in eleven different
themes.
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The remainder of this paper is structured as follows. Section 2 provides results from
the Systematic Literature Review. Section 3 describes our methodology, while Sect. 4
presents and analyses the results of the Interviews. Finally, in Sect. 5 we discuss and
conclude the paper with implications for research and practice.

2 Literature Background

We first conducted a systematic literature review to understand the challenges faced by
organizations while implementing MLOps. The protocol adopted to conduct the SLR
included the following activities: (1) setting a research question; (2) selecting relevant
studies; (3) extracting data; and (4) synthesising the data collected (Kitchenham, 2004).
For this SLR, a manual search through electronic research databases was used as the
search approach. Due to restrictions of time, only two major databases will be considered.
The databases chosen are SCOPUS and ScienceDirect, as these databases are extensively
used to access scholarly articles in machine learning and artificial intelligence.

Table 1. Concept matrix of challenges faced in MLOps

Articles MLOps Challenges — Concept matrix
Model Issues | Data Issue Integration Regulatory Standardization | Tools Testing | Lack of | Collaboration & | Lack of
(Scalability, | (Availability, | and Compliance Support Talent | communication | Knowledge
accuracy, quality, Infrastructure for
Versioning, privacy) MLOps
Monitoring)
Paleyes v v v v x x x x x x
etal.
(2022)
Granlund v 4 v x ® ® ® ® v v
etal.
(2021)
Lima et al. v v v x v x x x x x
(2022)
Baieretal. | v/ (4 (4 v v v x x v v
(2019)
Tamburri x v x v x x x v x v
(2020)
Painoli and | v/ v v ® x ® x x x ®
Datrike
(2021)
Schroder x 4 v x ® 3 v x x x
and Schulz
(2022)
Testi et al. [4 [4 R R v x x x x v
(2022)
Zhangetal. | v/ 4 x x x x x v x v
(2020)
Total 8 9 6 3 3 1 1 2 2 5

Since MLOps is a relatively young field and the name MLOps gained popularity with
the idea of “Hidden Technical Debt in Machine Learning Systems” in 2015 (Sculley et al.
2015), the search is restricted to only retrieving results for the years 2015-2023. The
inclusion and exclusion criteria used for the SLR are described in Table 3, and Table 4
(in Appendix A).
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The search terms “MLOps” OR “machine learning in production” OR “machine
learning operations” were used in the first box to generate the initial results and limited
from 2018 to 2023. The search yielded 229 hits in SCOPUS and 323 hits in Science
Direct. Only research articles and conference papers were selected and considered arti-
cles that had open access. This left us with 175 papers. The first author then proceeded
with a manual screening of the document abstract to look for the selection criteria. And
after reading the remaining documents to look for challenges in MLOps, ten articles
were selected for data extraction and synthesis. The process described in this section
can be found in Fig. 2 (in Appendix B).

We identified a total of nine papers that touch upon MLOps’ challenges. It is impor-
tant to note that not all these papers solely focused on MLOps, but rather addressed
related aspects within the broader context of machine learning operations. To ensure
the relevance of the selected content, we have chosen to include only those sections that
directly pertain to the challenges associated with MLOps in this study. Table 1 showcases
the concept matrix (Webster and Watson, 2002) for the challenges of MLOps.

Baieretal. (2019) analysed the MLOps in practice and discovered some of the unique
challenges that organisations face when deploying ML models in production (Baier et al.
2019). These challenges included the quality and quantity of data. They also identify data
validity as well as tackling concept drift as a unique challenge of MLOps. Besides the
technical challenges of MLOps in organisations, Baier et al. (2019) also looked at some
of the non-technical challenges of MLOps. These challenges included a lack of collab-
oration and communication among the technical and non-technical teams, Integrating
and Streamlining the ML model into existing business operations, and organisational
and national standards of ethical and legal compliance.

Tamburri (2020) covered a range of internal and external challenges that organisa-
tions face in MLOps. They list the organisational challenges when deploying MLOps,
such as integrating MLOps with existing IT infrastructure which can cause sustainability
and scalability issues, further trickling down the effect on workflows and causing disrup-
tions. The significant concerns are, ensuring MLOps alignment with the organisation’s
goals and values raises and the safety and security of the MLOps pipeline so that the
deployed ML model is compliant with the relevant regulations and standards of the areal
jurisdiction in its entirety. Another big challenge for organisations is to find relevant,
experienced, and motivated talent with the skillset needed for MLOps (Tamburri, 2020).

While there are challenges to implementing MLOps in an organisation, these chal-
lenges take a different shape when considering multiple organisations (Granlund et al.
2021). Granlund et al. (2021) note that in an organisational setting, the ML models
are continuously updated due to new data sets being generated and integrated and new
features being discovered and added to the feature set fed to the ML model. There-
fore, it becomes a pressing challenge for MLOps to produce the capability of deploying
an updated ML Model which allows for instantaneous and efficient deployment. Other
prominent challenges in MLOPs discussed in this paper are the Integration Challenge
and the Scaling Challenge. The integration challenge occurs when multiple organisa-
tions may have incompatible APIs due to different contractual obligations, data formats,
and ML features.
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Lima et al. (2022) explore the various MLOps practices and challenges in organ-
isational frameworks. These challenges include ML model versioning that deals with
deploying the correct model from a range of different versions of the ML models devel-
oped during the ML pipeline. The authors also describe the lack of standardisation as a
source of massive resistance in MLOps, even within the internal teams of organisations.
Since ML models, datasets, and feature sets can be produced using numerous tools on
a wide range of platforms (Lima et al. 2022).

Testi et al. (2022) wrote about challenges that included explainability and trans-
parency of the ML models and decisions. A proper understanding of the ML model
via transparency and explainability is fundamental in the context of MLOps for organ-
isations since the factors contributing to various decisions of the ML model must be
known accurately. Another significant problem encountered by organisations imple-
menting MLOps is limited and isolated research as well as a lack of standardisation
and best practices. Additionally, Testi et al. (2022) found that organisations were having
difficulty addressing the constantly changing data, which sometimes requires retraining
or even a complete rebuild of the model in the ML pipeline.

Painoli and Datrike (2021) focus on generic Al challenges in organisations. The
authors call attention to companies having difficulties deciding on an acceptable algo-
rithm, methods for cleaning their data, and determining which attributes to include in
their model. The authors also note that infrastructure, data privacy, and security issues
are obstacles that must be overcome for successful deployment. Organisations also have
difficulties comprehending and disseminating the model’s outcomes due to a shortage
of competent staff. The authors conclude that one of the biggest challenges in deploying
AI/ML is ensuring the model is accurate, fair, and transparent when making decisions
(Painoli and Datrika, 2021).

Paleyes et al. (2022) conduct a survey of case studies to highlight difficulties in
adopting machine learning models. They observe that businesses commonly face prob-
lems with data management, choice of models, and feature engineering. The authors
also stress the necessity for thorough testing and validation methods and the signifi-
cance of models’ interpretability and explainability. They also mention that there might
be difficulties in implementing machine learning models due to a lack of infrastructure
and experienced staff. The authors note the growing importance of data protection and
ethical concerns such as fairness and transparency when implementing machine learning
models (Paleyes et al. 2022).

Schroder and Schulz (2022) explain organisational difficulties in Monitoring ML
models while focusing on operations. Problems with data quality, mislabelling, and data
drift are highlighted. The authors also stress the necessity to monitor the performance of
the model and solve concerns of bias, fairness, and interpretability. They also point out
that it might be difficult for businesses to adopt and integrate monitoring systems into
pre-existing infrastructures (Schréder and Schulz, 2022).

Zhang et al. (2020), on the other hand, suggest that knowledge-intensive work
presents unique difficulties in developing machine learning Al systems. Resistance to
change and inefficient adoption might result from not knowing how to integrate Al with
current organisational systems and procedures. Another obstacle they mention is striking
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a balance between accuracy, accessibility, and complexity when deciding which mod-
els and algorithms to use among the many that are accessible. Since Al systems need
extensive volumes of data to learn, data quality concerns may have a detrimental effect
on performance, thus presenting another difficulty. Moreover, multidisciplinary teams
with varied skill sets are difficult to find and manage, and they are essential for building
Al systems (Zhang et al. 2020).

3 Methodology

Inductive reasoning based on qualitative data is especially appropriate when there is little
prior research or when the empirical setting is novel or understudied (Bansal et al. 2018).
We therefore first conduct a systematic literature review (SLR) to get a broad overview
of relevant research and, in parallel, do semi-structured interviews with ML experts from
various industries. The findings of the SLR are then compared with findings from expert
interviews (in the discussion section) to draw relevant conclusions.

Data for the research was collected by conducting individual interviews with partic-
ipants who have knowledge about MLOps and can provide a perspective on it. This is a
commonly used data collection strategy (Beitin, 2012). We used a purposeful sampling
technique to find participants with experience working with machine learning and/or
its operations with job titles such as Data scientist, ML Manager, MLOps engineer, or
comparable titles. Table 5 (Appendix C) shows the overview of interview participants.
We used an in-depth, semi-structured interview method which allowed us to change the
ordering of questions or ask about the relevant finding of one interview to another (Qu
and Dumay, 2011).

We used ATLAS.ti, a computer-aided qualitative data analysis software (CAQDAS),
to organise, analyse, and visualise semi-structured data. The data were analysed induc-
tively using a grounded theory approach while reflecting on the research question (Char-
maz, 2006). After the first two interviews’ transcription, we started coding the quotations,
which is also commonly known as open coding. Coding, in general, involves giving short
labels to groups of data (Boeije, 2010).

Codes were added and compared to the prior data after each interview’s transcription
was finished, illustrating underlying coding as a process of ongoing comparison. The
continual comparison of data items ensured that the data coding and the analytic process
were consistent (Saunders et al. 2012). We initially had 102 open codes, but after multiple
iterations and keeping the focus on the research question, we reached saturation and
ended up with 51 first-order codes. As saturation had been reached, the 11th and 12th
interview transcriptions did not yield any new codes, but we chose to utilise the quotes
from them to broaden the study’s applicability.

4 Results

After the analysis of the findings, a diagrammatic representation of themes and the core
categories is represented in the conceptual model (Fig. 1). This model shows the relevant
themes (blue) under the aggregate dimensions (yellow). The first-order concepts are not
explicitly shown here but can be found in the coding scheme (Fig. 3 in Appendix D).
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MLOps
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Fig. 1. The conceptual model of challenges in MLOps implementation

Table 2. Code Density

Category Themes Codes | Total density

Organizational Challenges | Human Resources and Skillset 7 23
User Engagement and Resistance 4
Slow Processes 8
Collaboration & Communication 4

Technical Challenges Infrastructure and Data Management |7 14
Standards and Framework 4
Technical tools 3

Operational Challenges Difficulties in Pipeline 4 7
Implementation Trade-offs 3

Business Challenges Business Value 2 7
Cost and Budget Constraints 5

4.1 Organizational Challenges

The data was grounded and had high-density codes for the organisational challenges, as
shown in Table 2, which consists of four themes explained in detail below.

Human Resources and Skillset: The machine learning world is new to corporates,
which brings with it the resources challenges. One of the issues raised is that the resources
hired for machine learning engineering tasks sometimes lack practical experience. What
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they studied in college or school may not be applicable in real-world settings. This
indicates a misalignment between academic education and industry requirements. As
a result, these resources necessitate a substantial amount of time for onboarding and
developing the essential skills and experience to take data ownership.

“We have been facing the problem for the last 5—-6 years regarding the resources
not being ready, and sometimes what they have learned in their college or in school is
not practical enough. So, the onboarding time for machine learning engineers is 6 to
7 months. Only after six to seven months can you trust them that they can take data
ownership,”- Participant 1.

The other challenge is not having all the relevant skills needed to build MLOps
pipelines in one team or sometimes even within the organisation leading to knowledge
gaps.

User Engagement and Resistance: As there is a lack of talent, it is important to
train existing team members in these new tools, and sometimes it leads to resistance.
“Because along with our pipeline came all the new learning to do, which was challenging
for some team members to adapt to these new tools.” — Participant 11. When the MLOps
pipelines are built, if it’s not used by the teams developing ML applications, then there
is no perceived value for these pipelines. As Participant 7 said, “I would say the biggest
challenge was keeping the teams that we worked with and for involved and interested.
We spend a lot of time involving different teams and making them feel engaged in the
process because our biggest challenge was not making the model or making the pipeline,
but getting people to just think about using it and making people see the benefits.”

Organisational culture has an impact on reducing the resistance to adoption; as Par-
ticipant 1 describes, “Culture is really here good because it is a data-based company,
and that is why the situation is better,” showcasing that they did not face any resistance
from teams for using the latest MLOps tools.

Slow Processes: A common topic spoken by multiple participants is that the way
organisations and teams are set up plays an important role in enabling MLOps. Usually,
multiple teams are involved in making MLOps a success, but they do not have the same
priorities making the dependencies last longer than anticipated. Participant 1 shared,
“Very often, it’s not one team that manages this whole thing, and that means that if you,
for example, have a data engineer that works with you from a different team, they’re
also working on other projects. And they need to manage all of those, and that means
that they always don’t always have time to help you out with whatever you need at that
time, causing delays.”

Collaboration & Communication: When there is limited knowledge about machine
learning models and data within the organisation, it can lead to a lot of collaboration issues
show the findings. MLOps need diverse teams, including data scientists, developers,
and ML engineers, who all have different priorities and objectives, making effective
coordination difficult. When all the required skillsets are not part of a single team, it
could lead to miscommunications and collaboration challenges; Participant 7 shared,
“Very often it’s not one team that manages everything that means that they always don’t
always have time to help you out with whatever you need making collaboration difficult.”
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As multiple teams are involved, communication does not always go smoothly. Also,
communicating model changes to customers who do not have a background in ML is
very difficult, participants add.

“You get a lot of miscommunications between those teams and a lack of accountability
or responsibility. Because it’s a lot easier to say. Yeah, there’s a problem. That’s not my
problem. That’s their problem. And you just start going in circles.” -Participant 7.

4.2 Technical Challenges

Implementing MLOps in an organisation involves several technical challenges. After
the organisational challenges, more codes in the data were generated about technical
challenges. These challenges arise due to multiple reasons like the complexity of machine
learning models, lack of data, or the integration of various tools and technologies. This
is explained under three themes below.

Infrastructure and Data Management: To build pipelines for ML models is a
complex task, and the underlying infrastructure plays a big role in it. It takes a reliable
infrastructure to implement machine learning models in production. To run models at
scale, organisations need to make sure that the deployment environment can accommo-
date the additional computing and storage needs. It seems to be challenging to scale up
resources, maximise hardware efficiency and manage distributed systems. If the infras-
tructure which is set up does not match the technical stack for ML applications, it also
leads to integration issues.

It seems effective data management and governance for data are critical in MLOps.
Organisations need to ensure the availability, quality, and security of data used for training
and inference. As Participant 6 says, “I think the big challenge we have is the enormous
variation in data. As I mentioned, we have half a million models, so it’s very hard. If
the data sets are very different, then the data quality is very different. Customers are not
interested in low-quality results.” MLops is as good as the data that is provided through
the pipeline; Participant 3 uses the analogy ‘garbage in garbage out’ and elaborates,
“The entire MLOps output really depends on how good your data quality is and rather
not on MLOps.”

Standards and Framework: There seems to be a “gap in the best practices provided
by industry leaders and the development of the technology”, says Participant 10. Solution
providers and industry leaders should make the standards and frameworks, but it seems
it is currently lacking in many places. The lack of detailed and accessible documentation
makes it difficult for teams to comprehend and efficiently use open-source tools, resulting
in discrepancies and implementation issues.

Writing unit tests to check code quality is a common practice in traditional soft-
ware development. However, due to the non-deterministic nature of ML models, testing
becomes more challenging in the context of machine learning. Testing machine learn-
ing systems necessitates specific approaches and procedures that extend beyond basic
software testing, adding complexity to the standardisation of testing practices.

“For regular software, I'm used to writing unit tests. For machine learning, these
tests are a bit more complex because it’s not deterministic.” — Participant 3.

Technical Tools: what is mostly mentioned by the interviewees is that having the
right technical tools is one of the important requirements while implementing MLOps.
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Two interviewees mentioned there are “a variety of tools available”, but one must choose
the right tool based on the business needs, and it is a “tough job”. And if one finds a
good MLOps platform, it is also very expensive.

Challenges regarding technical tools highlight the difficulties that organisations
encounter. Instability, lack of integration, restricted capability, and the requirement for
customisation can all impede the efficiency and effectiveness of MLOps procedures. It
emphasises the significance of thoroughly evaluating and testing tools, staying up to date
on the latest advances, and considering the organisation’s MLOps-specific requirements
and constraints.

4.3 Operational Challenges

Two themes were discovered in the interview data regarding operational challenges,
which are closely connected to technical challenges but have more emphasis on everyday
operations.

Deployment Process: There are technical challenges concerning data, tools, and
infrastructure, as mentioned before, in the deployment pipeline. But there are also some
operational challenges that interviewees mentioned. The complexity of continuous inte-
gration in MLOps versus DevOps is one operational challenge mentioned. According
to interviewees, MLOps necessitates a more comprehensive and complex approach to
continuous integration.

Another problem is generalising and automating the deployment procedure. Devel-
oping a deployment process that works well across multiple data sets with varying
statistical features is a difficult undertaking. Automating the training, algorithm selec-
tion, tweaking, and other processes to get satisfactory results over a wide range of data
sets necessitates careful design and study.

Dependencies on other teams can be a challenge in MLOps. One interviewee men-
tions that their team relies on deployment pipelines and API hosting services maintained
by other teams. If these external dependencies encounter issues, it can impact the MLOps
team’s operations.

Implementation Trade-Offs: Another aspect mentioned by interviewees in imple-
menting MLOps is tradeoffs. ML developers frequently encounter challenges when
deciding between competing criteria, such as cost versus prediction speed.

Organisations must weigh the reliability and integration benefits of off-the-shelf
items against the expenses associated with them.

In MLOps, there is a tendency to over-engineer solutions, which can result in exces-
sive time and resource waste. It is critical to strive for constant improvement and opti-
misation, but there should also be practical boundaries to avoid over-engineering, which
reduces efficiency.

4.4 Business Challenges

Resistance from Business: Obtaining top-level buy-in and support is always vital, but this
is especially true for MLOps projects shared by interviewees. Processes are becoming
more complex, and it is hard to explain the return on investment to businesses.
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On the other spectrum, some businesses see Al as an answer to all problems. This
viewpoint is frequently expressed by non-technical stakeholders who follow the latest
buzzwords without examining the context. This viewpoint can create challenges in man-
aging expectations and educating the business on the limitations and realistic outcomes
of MLOps projects. Participant 3 explains that when it is a “simple descriptive analytics
project”, the organisation should not look for AI/ML solutions but rather “building a
dashboard will suffice.”

Customers frequently have high expectations of the system, expecting 100% accu-
racy and comprehensive problem-solving. It might be difficult to manage these expec-
tations and educate customers about the limitations and risks of machine learning
models.

Cost and Budget Constraints: When businesses do not understand what value
MLOps brings, they do not allocate enough budget for it, it seems. And sometimes
budget is allocated to “market the product more than investing in the infrastructure”,
shares an interviewee. It gets difficult to “change the tools or underlying legacy systems”
as the business has a sunk cost fallacy mindset.

Management and Business may support the idea of MLOps until a budget is asked for
it, explains Participant 7, “When we started, it was open and free for us to experiment. |
didn’t feel any restrictions. Later, when we posed the question: could we have a managed
Kubeflow environment? And then we did feel the restrictions in terms of budget.”

4.5 MLOps vs DevOps

MLOps is viewed as an extension of DevOps, with the key difference being the intro-
duction of model deployment-specific components. Understanding and adapting to these
new components while exploiting existing DevOps processes seems to be the challenge.
MLOps, like DevOps, faces difficulties in developing a robust environment and pro-
moting collaboration across teams (Erich et al. 2017). It seems to be difficult to ensure
seamless integration, effective communication, and coordinated activities among various
parties. However, unlike DevOps, MLOps deals with machine learning models, which
frequently introduce unknown and complex techniques. Addressing and accounting for
these risks becomes a problem, requiring significant thought and planning.

“MLOps is DevOps that is applied to machine learning. But the challenge is there
are a lot of unknown processes that make it a bit more difficult.”-Participant 9.

5 Discussion and Conclusion

Over the past few years, machine learning (ML) applications have sparked several new
technological advancements in both academia and business. However, there are still a
lot of unsolved questions regarding the use of ML in practical applications (Shollo et al.
2022) and many projects do not make it to production (Shankar et al. 2022). MLOps,
an extension to DevOps seems to be the solution for deploying ML-based software to
production yet it has not been adopted by many organisations. In this paper, we answer
the research question “What are the challenges organisations face while implementing
MLOps” by conducting a structured literature review and a semi-structured interview
with 12 ML experts working in different organisations.
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Our findings reveal that the organisational adoption of MLOps is not without its
difficulties. It is challenging to find suitable people with the necessary skill sets in data
engineering and machine learning engineering, which are essential for creating MLOps
pipelines. High market demand makes it difficult to retain talent. The efficient use of
MLOps pipelines may be hampered by some team members’ resistance to utilising new
tools and technology. Organisations must make sure that teams creating ML applica-
tions are aware of and utilising the value of MLOps. MLOps are greatly facilitated by
organisational design and decision-making processes. Long approval processes might
limit engineers’ autonomy and delay implementation. Collaboration and communica-
tion issues develop because of insufficient skills and different goals within MLOps
teams. This is also an existing challenge of DevOps. Some of the technical challenges
discovered are managing large amounts of data within pipelines, scaling up the ML
infrastructure as data and models grow, limited availability of clean and production
data, integration issues with existing IT systems, and difficulties managing and scaling
the underlying infrastructure. Operational challenges include the difficulty of continu-
ous integration, dependency on other teams (also a recognised challenge for DevOps),
and the need to make trade-offs between priorities and optimisation efforts. And lastly,
business-related challenges found in this research are explaining the business value of
MLOps to management and getting budget allocations.

This exploratory study was designed to add knowledge about factors that hinder the
implementation of MLOps. Relating the themes to common challenges recognised in
the other technological implementations adds depth to the literature review. Literature
focuses more on technical challenges such as data availability, data drift, model ver-
sioning, scalability, and model monitoring (Baier et al. 2019; Lima et al. 2022; Testi
et al. 2022). However, this paper provides insights into the issues related to the integra-
tion of tools into existing infrastructure, managing data privacy, and not having enough
standardization of MLOps tools. It also provides insights into the challenges which are
non-technical as well. Lack of knowledge, human resources, budget constraints, and
unclear business value are some of those. By comparing MLOps challenges to DevOps,
this thesis showcases the challenges which are found in both practices. Practitioners
can look at this to get an overview of challenges and try to reduce these at an organi-
sational level. Tool vendors can look at the technical challenges mentioned to provide
possible solutions in their latest tools. The findings contribute to models or frameworks
concerning technology adoption and implementation challenges. In general, most inter-
viewees stated that they believed our research about this phenomenon is very relevant,
and hence a copy of this would guide them further. Future research could also explore
the prerequisites and benefits of MLOps (as shown in Appendix E).

Appendix A-D
Are available here: https://ashwinikn30.github.io/
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