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General equilibrium theory can state conditions for the existence,
uniqueness and optimality of the Walrasian equilibrium. However,
it cannot satisfactorily explain how this equilibrium comes about.
Experimental economists, on the other hand, claim that it takes a few
uninformed traders and a Continuous Double Auction to achieve
results that closely resemble the Walrasian equilibrium. This suggests that we can learn something profound about price discovery
from experimental trading.
This thesis seeks behavioral explanations of price formation, which
acknowledge that human choice is fallible. It analyzes experimental
data by means of simulation techniques.

Aad Ruiter

9 789463 322850

Price discovery
with fallible choice
Aad Ruiter

Price discovery with fallible choice

This book was typeset by the author using LYX.
Copyright © 2017 by Aad Ruiter, Amstelveen.
All rights reserved. No part of this publication may be reproduced, distributed,
or transmitted in any form or by any means, including photocopying, recording, or
other electronic or mechanical methods, without the prior written permission of the
publisher, except in the case of brief quotations embodied in critical reviews and
certain other noncommercial uses permitted by copyright law.
Published by Aad Ruiter
ISBN: 978-94-6332-285-0
Printed in The Netherlands by GVO drukkers & vormgevers B.V.

PRICE DISCOVERY WITH FALLIBLE CHOICE

ACADEMISCH PROEFSCHRIFT

ter verkrijging van de graad van doctor
aan de Universiteit van Amsterdam
op gezag van de Rector Magnificus
prof. dr. ir. K.I.J. Maex
ten overstaan van een door het College voor Promoties ingestelde
commissie, in het openbaar te verdedigen in de Agnietenkapel
op vrijdag 23 februari 2018, te 10 uur

door Adrianus Gerardus Jozef Maria Ruiter
geboren te Noordwijkerhout

Promotiecommissie:
Promotores:
prof. dr. J. Tuinstra
prof. dr. C.H. Hommes
Overige leden:

prof. dr. J.H. Sonnemans
prof. dr. H.M. Amman
prof. dr. M.P. Schinkel
dr. S. van der Hoog
prof. dr. D.T. Cliff

Faculteit:

Economie en Bedrijfskunde

Universiteit van Amsterdam
Universiteit van Amsterdam
Universiteit van Amsterdam
Universiteit van Amsterdam
Universiteit van Amsterdam
Universität Bielefeld
University of Bristol

To Annemieke, to my mother
and to the memory of my father

Contents
Preface

vii

1 Introduction

1

2 Price Formation
2.1 General equilibrium theory . . . . . . . . . . .
2.2 Price formation with an auctioneer . . . . . . .
2.2.1 Tâtonnement . . . . . . . . . . . . . . .
2.2.2 The computational approach . . . . . .
2.2.3 Trading at all prices . . . . . . . . . . .
2.2.4 Hybrid models . . . . . . . . . . . . . .
2.3 Price formation without an auctioneer . . . . .
2.3.1 Perfect foresight . . . . . . . . . . . . .
2.3.2 The Fisher process . . . . . . . . . . .
2.3.3 Price setting . . . . . . . . . . . . . . .
2.4 Experimental economics and ABM . . . . . . .
2.5 Discussion . . . . . . . . . . . . . . . . . . . . .
2.5.1 Disequilibrium theory . . . . . . . . . .
2.5.2 The Sonnenschein-Mantel-Debreu result
2.6 Conclusions . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

9
9
12
13
14
16
18
19
19
19
20
21
22
22
22
23

3 Experimental trading
3.1 Introduction . . . . . . . . . . . . . . . . . .
3.2 The experiments of Anderson et al. . . . . .
3.2.1 Research questions . . . . . . . . . .
3.2.2 Parameters . . . . . . . . . . . . . .
3.2.3 Market protocol . . . . . . . . . . .
3.2.4 Other design considerations . . . . .
3.2.5 Methodology . . . . . . . . . . . . .
3.2.6 Results . . . . . . . . . . . . . . . .
3.3 Data on individual offers . . . . . . . . . . .
3.4 Stylized facts of human trading . . . . . . .
3.4.1 Overview of actions . . . . . . . . .
3.4.2 Expected prices as reservation prices
3.4.3 Quantity setting . . . . . . . . . . .
3.4.4 Preference for markets . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

25
25
25
25
25
26
28
28
29
30
32
32
35
40
42

i

.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.

ii

CONTENTS
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

43
44
44
46
47

4 Robot trading
4.1 FACTS . . . . . . . . . . . . . . . . . . .
4.1.1 Design . . . . . . . . . . . . . . . .
4.1.2 Overview of robot behavior . . . .
4.1.3 Global parameters . . . . . . . . .
4.2 Calibration methodology . . . . . . . . . .
4.2.1 Criteria for assessing algorithms .
4.2.2 Consistency . . . . . . . . . . . .
4.2.3 Convergence . . . . . . . . . . . .
4.2.4 Orbiting . . . . . . . . . . . . . . .
4.2.5 Dependencies . . . . . . . . . . . .
4.2.6 End-of-period allocations . . . . .
4.3 Calibration of expectation formation . . .
4.3.1 Consistency . . . . . . . . . . . . .
4.3.2 Convergence . . . . . . . . . . . .
4.3.3 Orbiting . . . . . . . . . . . . . . .
4.3.4 Dependencies . . . . . . . . . . . .
4.3.5 End of period allocations . . . . .
4.4 Discussion . . . . . . . . . . . . . . . . . .
4.4.1 Capturing human trading behavior
4.4.2 Disequilibrium theory . . . . . . .
4.5 Conclusions . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

49
49
49
52
56
56
57
58
59
62
63
64
65
65
69
75
76
76
77
77
81
86

5 Fallible choice
5.1 Why choice is fallible . . . . . . . . . . . . . .
5.2 Prospect theory . . . . . . . . . . . . . . . . .
5.3 Entropy-sensitive preferences . . . . . . . . . .
5.3.1 Definition, justification and embedding .
5.3.2 Pre-calibration . . . . . . . . . . . . . .
5.4 Choice between opportunities . . . . . . . . . .
5.5 Mental accounting and arbitrage . . . . . . . .
5.5.1 Modeling of arbitrage behavior . . . . .
5.5.2 Calibration of arbitrage behavior . . . .
5.6 Discussion . . . . . . . . . . . . . . . . . . . . .
5.6.1 Capturing human trading behavior . . .
5.6.2 Disequilibrium theory . . . . . . . . . .
5.7 Conclusions . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

87
87
90
92
92
95
97
98
98
102
105
105
108
108

3.5

3.6

3.4.5 End of period allocations
Discussion . . . . . . . . . . . . .
3.5.1 Anderson et al. (2004) . .
3.5.2 Disequilibrium theory . .
Conclusions . . . . . . . . . . . .

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

CONTENTS

iii

6 Robustness
6.1 The unstable Gale economy . . . . . . . .
6.2 Ecological rationality . . . . . . . . . . . .
6.2.1 Learning . . . . . . . . . . . . . . .
6.2.2 Learning the markup . . . . . . . .
6.2.3 Attitudes toward a utility target .
6.2.4 Monopolistic competition . . . . .
6.2.5 Expectation formation . . . . . . .
6.2.6 Entropy-sensitive preferences . . .
6.2.7 Selecting the best opportunity . .
6.2.8 ESP versus CPT . . . . . . . . . .
6.2.9 Arbitrage . . . . . . . . . . . . . .
6.3 Efficiency . . . . . . . . . . . . . . . . . .
6.4 Discussion . . . . . . . . . . . . . . . . . .
6.4.1 Capturing human trading behavior
6.4.2 Disequilibrium theory . . . . . . .
6.5 Conclusions . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

7 Summary
A Market failure
A.1 Possible end states . . . . . . . . . . .
A.2 The likelihood of market failure . . .
A.3 Sensitivity to initial price expectations
A.4 Discussion . . . . . . . . . . . . . . . .
A.5 Conclusions . . . . . . . . . . . . . . .

111
111
112
113
115
115
116
117
117
121
121
121
122
123
123
125
125
127

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

131
131
134
138
140
141

B Algorithms
B.1 Common elements . . . . . . . . . . . . . . . . . . . . .
B.1.1 Perception of opportunities . . . . . . . . . . . .
B.1.2 Opportunities as lotteries . . . . . . . . . . . . .
B.1.3 Rules of thumb . . . . . . . . . . . . . . . . . . .
B.1.4 Other elements of robot trading . . . . . . . . . .
B.2 Pre-calibration . . . . . . . . . . . . . . . . . . . . . . .
B.2.1 Zero Intelligence and random expectations . . .
B.2.2 Adaptive expectations (eEMA) . . . . . . . . . .
B.2.3 Expectations based on bid / ask spreads (eBAS)
B.2.4 ZI-Plus . . . . . . . . . . . . . . . . . . . . . . .
B.2.5 Adaptive-Aggressive expectations . . . . . . . . .
B.2.6 Gjerstad-Dickhaut beliefs, with variations . . . .
B.2.7 MaxEnt beliefs, with variations . . . . . . . . .
B.2.8 Target utility . . . . . . . . . . . . . . . . . . . .
B.3 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

143
143
143
144
149
153
155
156
156
157
158
161
164
167
168
171

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

iv
C P dynamics
C.1 Preliminaries . . . . . . . . . . . .
C.2 Price dynamics . . . . . . . . . . .
C.3 Application to the Scarf economies
C.4 Discussion . . . . . . . . . . . . . .
C.5 Conclusions . . . . . . . . . . . . .

CONTENTS

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

175
175
178
182
182
183

D Samenvatting (Dutch summary)

185

Index

189

Bibliography

192

CONTENTS

v

vi

CONTENTS

Preface
My life has been a string of second chances and this thesis is just another example.
I want to thank the University of Amsterdam and Cars Hommes in particular, for
giving me the opportunity to pursue this long held dream.
Cars proposed that Jan Tuinstra be my first supervisor, while he himself assumed
the role of second supervisor. Together they have been a good team: Cars was mainly
focused on the process, while Jan has given me valuable suggestions on content. He
introduced me to the experiments of Anderson et al., gave constructive criticisms
when I needed it, and excellent recommendations with respect to composition. While
I could proceed as I saw fit and was given ample time for getting things right, with
hindsight I realize that his "invisible hand" has guided me throughout.
In 1984, I was very lucky to have landed a job at the Postgiro, one of the predecessors of ING. Although a distinct pleasure, working at ING has seriously interfered
with the completion of my masters, and later also with writing a thesis. Returning
to class in 1986 (while continuing to work) fortunately was also a real joy; especially
due to the lectures of Roald Ramer and of Neil de Marchi. After getting my masters degree, my first attempt at writing a thesis failed because I could not (or would
not) spend enough time on it. I do have fond memories though, of working with
Annemarie ter Veer, and of taking Frank Hahn’s lectures at the Rotterdam workshop
of the Network Quantitative Economics.
Discussing science and philosophy with Peter van den Besselaar over Thai food
has been instrumental in keeping the dream alive. Twenty five years later, when I
tried again, ING was as demanding as ever. The best course of action, it seemed to
me, was to give notice and devote myself completely to writing this thesis. I like to
thank my wife, Annemieke, for backing this decision and for bearing with me. No
one has waited longer for this thesis to be finished than she did.
I also would like to thank my mother. She and my father have always encouraged
me and believed in me. Letting me have a college education was one of their many
gifts.
Amstelveen, August 2017

vii

viii

CONTENTS

Chapter 1

Introduction
In a Walrasian equilibrium the plans of economic agents are both individually optimal
at the given prices and mutually consistent, i.e. in all markets demand equals supply.
In order to achieve such a state, trading has to be postponed until the equilibrium
prices have been determined, because trading at non-equilibrium prices would distort
the equilibrium. If someone pays too much for a commodity, or sells too cheap, then
he loses wealth to another trader and that will typically shift the equilibrium.
The so-called tâtonnement price adjustment process postpones trading. Its price
adjustments are straightforward: the price of a commodity is raised if demand exceeds
supply; if there is excess supply then the price of the commodity is lowered. In the
middle of the twentieth century, economists had high hopes that the tâtonnement
process would always converge to the Walrasian equilibrium (provided it exists). If
true, that would have provided a highly stylized but essential explanation of how the
Walrasian equilibrium can be achieved.
Herbert Scarf, however, has demonstrated that tâtonnement may fail to converge
to the Walrasian equilibrium. Scarf (1960) provides three examples consisting of a
small exchange economy with three traders and three commodities. In the stable
version, tâtonnement does converge to the Walrasian equilibrium. The other two examples are unstable; here, tâtonnement leads to prices orbiting around the Walrasian
equilibrium values, in a clockwise or counter-clockwise direction. The three examples
differ in the initial allocation only.
Algorithms that always converge to a Walrasian equilibrium (in any economy,
from every starting point) are not realistic because they have to postpone trading.
Processes with trading at non-equilibrium (or "all" or "false") prices, on the other
hand, do not necessarily converge to the Walrasian equilibrium. This leaves us in a
situation in which general equilibrium theory can state conditions for the existence,
uniqueness and optimality of the Walrasian equilibrium, but it cannot satisfactorily
explain how this equilibrium can be achieved.
The mainstream response to this lacuna in economic theory has been to downplay
the importance of how an economy evolves when it is out of equilibrium. Samuelson
considered this dynamics to be of secondary importance (c.f. Samuelson (1947)) while
Friedman even declared the subject to be "a waste of time".1 Others, like Hahn and
1 This

view was offered in a private communication to Fisher, c.f. Fisher (2011).

1

2

CHAPTER 1. INTRODUCTION

Fisher, have argued the relevance of studying economies that are out of equilibrium
and they have made significant contributions, c.f. Hahn and Negishi (1962), Fisher
(1983). Looking back at the development of stability theory, Fisher concludes that
"the search for stability (of the Walrasian equilibrium) at great levels of generality is
probably a hopeless one", c.f. Fisher (2011, p. 43).
Experimental economists, on the other hand, claim that it takes only a few, uninformed, traders and a Continuous Double Auction (CDA) to obtain results that are
approximately equal to the Walrasian equilibrium (e.g. Friedman and Rust (1993),
Smith (2008), Anderson et al. (2004)).2 This is remarkable because in order to prove
the existence of a Walrasian equilibrium and its stability one has to make strong assumptions that go well beyond "a few, uninformed, traders". Furthermore, decisionmaking in the standard general equilibrium model and in a CDA are fundamentally
different.3
The early experiments with CDAs have been conducted in an overly simple setting:
in a single financial market, in which traders are told to execute specific limit orders
(c.f. Smith (1962); Rust et al. (1993)). They can make a profit by selling above or
buying below the limit price. This limit price is a reservation price, that anchors
and greatly simplifies expectation formation. Furthermore, with only one market,
the equilibrium is artificially prevented from shifting. Anderson et al. (2004) has
taken this line of research to a higher level by letting participants trade in the famous
examples of Scarf (1960). Their results are impressive: trading by human subjects
closely approximates the Walrasian equilibrium in the stable example; in the unstable
examples there is orbiting of prices in the direction that is predicted by tâtonnement
theory. The latter appears to be robust since it has been replicated by Hirota et al.
(2005) and Goeree and Lindsay (2016). This suggests that we may learn something
profound about equilibrium discovery by studying experimental price formation.
This thesis aims to contribute to our understanding of equilibrium discovery by
trying to replicate experimental trading with the help of algorithms. We want to
know how human traders behave and how this affects equilibrium discovery. How
do they propose prices? Which opportunities do they perceive? If traders recognize alternative actions, how do they select a preferred option? Are their strategies
ecologically rational, i.e. do they survive competition with alternative strategies?
An important goal of this thesis is to find behavioral explanations that acknowledge disequilibrium and also the fallibility of human choice. In stability theory, traders
typically behave as if they can trade quantities as they desire, but this presupposes
that the economy already is in equilibrium. Furthermore, stability theory features
many price adjustment processes that appeal to aggregate excess demand, i.e. to
the difference between aggregate demand and supply. Such processes do not offer
2 In

a CDA both buyers and sellers can propose offers to exchange a certain quantity of a commodity at a specified price.
3 In the terminology of Savage (1954), the general equilibrium model is a "small world", because
agents are assumed to know all states of Nature and able to attach probabilities to them. The
smallest example of an economy with trading at all prices, on the other hand, is a "large world",
because here traders face essential uncertainty. They cannot differentiate between states of Nature,
let alone attach probabilities to them. And, they do not know the (equilibrium) prices; instead
agents are bound to make "mistakes" by selling and buying at prices that with hindsight prove to
be unfavorable.
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a behavioral explanation, because individual economic agents cannot observe aggregate excess demand. Finally, general equilibrium theory also assumes that individual
agents possess more information than is plausible, and that they can process information seamlessly. But people make mistakes and they sometimes suffer from persistent
biases that are not easily eradicated by learning nor by competition.4 We believe
that fallibility matters.
The experiments of Anderson et al. are of great interest for our purpose because (i)
trading at all prices in a CDA is sufficiently realistic; (ii) since there are two markets,
trading at all prices can shift the stable state away from the Walrasian equilibrium;
(iii) convergence of human trading to the Walrasian equilibrium is contingent on the
initial allocation; and (iv) orbits (if any) provide an additional way of discriminating
between rival explanations. Prof. Anderson has kindly provided the data of two
sessions (that apply the stable and the counter clockwise treatment).
As part of this thesis, we have developed a simulation platform, called FACTS
(short for Fallible Agents’ Commodity Trading System). FACTS can import experimental data, allowing robot traders to virtually participate in a laboratory experiment
with human subjects. Each robot trader is matched to a particular human subject
and each has to predict the moves of its human alter ego, based on the same preferences, endowments and on the same public information. The data of Anderson et
al. provide us with 9799 individual decisions for replication. In addition, FACTS
can let robot traders interact freely, subject to the market protocol. This allows us
to study the extent to which the aggregate results of robot and human trading are
similar. Here, in particular we focus on the predictions of tâtonnement theory, i.e.
that prices will converge in the stable Scarf economy and will orbit in the unstable
examples, clockwise or counter clockwise depending on the initial allocation.5
Chapter 2 reviews different theories of price formation. For this, we largely draw
on stability theory because our research takes place in the context of a general equilibrium model. Stability theory typically has consumers and producers making comprehensive plans that cover all markets (i.e. all goods, locations, dates and contingencies). In order to keep decision-making manageable, it is assumed that decisionmakers act as price-takers or that they have very good expectations. Furthermore,
price formation is often assumed to be driven by aggregate excess demand. We consider comprehensive plans, price taking and a crucial role for aggregate excess demand
to be unrealistic and unsuitable for our purpose. We are interested in the discovery
of stable states through trading at all prices. Therefore we interpret choice as sequential rather than comprehensive. Absent an auctioneer, traders have to propose
4 The conjecture of Milton Friedman, that the market will drive out irrational behavior, has been
shown to be too naive, because it underestimates the complexities of heterogeneity, c.f. De Long
et al. (1990, 1991). Friedman (1953) puts the more sophisticated argument of Alchian (1950) on
its head. This contends that economists should care less about intentions and the rationality of
agents, because it is the environment which decides the success or failure of certain solutions / types
of behavior. Becker (1962) used the idea of constrained, but otherwise random behavior to model
impulsive households and to show that the most important economic insights indeed can be derived
without invoking rationality. Here lies the origin of the so-called Zero Intelligence methodology (c.f.
chapter 4 and appendix B).
5 Since emergent aggregate phenomena, such as convergence and orbiting, are very sensitive to
the specification of behavioral hypotheses at the micro level this provides an additional way to
discriminate between rival hypotheses.
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prices instead of taking them as given. And crucially, while making sequential choices
and proposing prices, traders have to manage with whatever information is publicly
available. We will therefore approach the subject matter of stability theory from the
perspective of experimental economics and agent-based modeling.
In chapter 3 we discuss the experiments of Anderson et al. in greater detail. Here
we also describe the data we have received from Prof. Anderson and use them to
derive some stylized facts that characterize human trading. Among other things, these
suggest that traders use their current estimates of expected prices as a reservation
price. This is reminiscent of price taking, albeit in a more active form, because traders
face incomplete and false signals.
Chapter 4 introduces FACTS, our simulation platform. Our calibration methodology proposes multiple criteria for assessing algorithms and defines how to implement
them. We calibrate FACTS by considering how well different robot traders predict
the moves of human subjects and by comparing the aggregate features of robot and
human price formation. The main topic of this chapter is to examine how human
traders propose prices. Do they set prices by maximizing expected utility against beliefs that a proposed price will be accepted? Or do they use reservation prices based
on expected prices? We find that the subjects of Anderson et al. did not behave like
price setters. Instead, the calibration confirms the stylized fact that traders use reservation prices anchored by expected prices. With respect to expectation formation we
find that different criteria select different algorithms as being the best. The algorithm that best predicts human actions, eBAS, derives price expectations from bid /
ask spreads. Algorithms that estimate so-called "no arbitrage" prices generate robust
convergence. The ZIP-algorithm of Cliff (1997) causes prices to orbit systematically
in the unstable Scarf economies in the direction that is predicted by tâtonnement
theory.6 A meditated choice leads us to prefer the so-called eGD-algorithm that
derives "no arbitrage" prices from Gjerstad-Dickhaut beliefs, c.f. Gjerstad and Dickhaut (1998): (i) algorithms that perform well in one-step-ahead predictions but fail
to achieve convergence in the stable Scarf economy ignore an essential part of human
behavior; (ii) the eBAS-algorithm is overly sensitive to haggling;7 (iii) theoretically,
the notion of "no arbitrage" prices provides the best basis for price expectations; (iv)
the eGD-algorithm can be improved whereas the eBAS-algorithm cannot.
Chapter 5 argues that human choice must be understood as fallible: (i) reflections
on choice; (ii) an analysis of how traders choose a best action from sets of perceived
opportunities; and, (iii) a model of arbitrage suggest that choice is different from how
it is presented in text books. For ranking alternative feasible actions we consider
expected utility maximization, cumulative prospect theory (c.f. Tversky and Kahneman (1992)), entropy-sensitive preferences (ESP) and simple rules of thumb for
prioritizing feasible actions.8 We find that the latter predict human trading behavior
6 In

tâtonnement theory orbiting is an expression of a negative feedback mechanism; our simulations, on the other hand, suggest that orbiting of experimental prices is mainly due to a lack
of feedback as a result of which one price increases beyond bounds. In experimental trading with
humans, there is a similar increase in one price, although here that increase eventually is reversed.
7 The success of eBAS, in terms of one-step-ahead predictions, is due to its flexibility and not to
it capturing some essential characteristic of expectation formation.
8 ESP introduce a trade-off between expected value and uncertainty. This trade-off provides a
simple explanation of paradoxes of choice. We show that ESP fits the framework of choice theory
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best. We model arbitrage by applying the theory of mental accounting, c.f. Thaler
(1999); Das et al. (2010). Trying to realize a profit with each separate speculative
action induces myopia. The overall prediction of human behavior slightly improves
as a result of admitting arbitrage behavior based on mental accounting.
Chapter 6 tests the robustness of the results of selected calibrations by giving
traders the opportunity to learn which strategy works best for them. Our approach
to learning is a mixture of replicator dynamics and reinforcement learning. Here, the
main results are that (i) monopolistic competition is strongly dominated in the stable
and counter clockwise treatments by reservation prices based on expected prices; (ii)
rules of thumb for prioritizing feasible actions strongly dominate other methods of
selecting an alternative from a set of perceived opportunities; and, unexpectedly, (iii)
ZIP is ecologically rational for the formation of price expectations.
Appendix A addresses market failure. This occurs if available Pareto improvements cannot be implemented through trading. Market failure can be due to trader
behavior or to institutional constraints (e.g. that commodities have to be exchanged
for money). Our initial simulations quickly ran into market failure. We analyze the
likelihood of observing market failure with robot trading and find it to be high. This
seems due to the initialization of price expectations (randomly selected from the price
simplex) and to quantity setting based on expected utility maximization.
In appendix B, we provide more details with respect to FACTS. We explain how
robot traders perceive opportunities for action and how these can be represented as
lotteries. Here we also derive the rules of thumb for prioritizing actions. Furthermore,
this appendix describes the algorithms for learning prices. Drawing on the literature,
we use Zero Intelligence (ZI-) traders, adaptive expectations (eEMA), ZI-plus (ZIP)
and Adaptive-Aggressive (AA-) traders, and agents endowed with so-called GjerstadDickhaut (GD-) beliefs. These algorithms were developed for the simpler context of
a single financial market in which traders execute limit orders. Where necessary, this
thesis applies some changes to the algorithms in order to make them applicable to
the context of a general equilibrium model, or to improve them.9 We have also added
some variations (e.g. eRnd, GDW) and new algorithms (e.g. eBAS, eGD, eME, TU,
MEA and MEW).
Appendix C describes a price adjustment process that was part of the development of FACTS. This process is based on an approximation of the aggregate excess
demand function. Here, the auctioneer assumes that each trader has preferences that
can be described by a Cobb-Douglas utility function. A trader’s response to previously quoted prices suffices to identify these hypothetical preferences. The unique
equilibrium prices of the associated Cobb-Douglas economy feed into the next iteration. We prove global convergence for CES economies in which traders have utility
functions ranging from Leontief to Cobb-Douglas utility functions.
Looking back, we like to offer some reflections on our main results. Clower (1955)
and Arrow (1959) argue that monopolistic competition is the appropriate way for
understanding disequilibrium behavior. More recently, Schinkel (2001) ascribed to
after the axiom of independence is slightly weakened.
9 For instance, Gjerstad-Dickhaut beliefs should not be used unconditionally for optimizing expected utility, as proposed by the authors; and our implementation of the AA-algorithm is computationally less demanding than the original as proposed by Vytelingum (2006).
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the same position. This, however, is not how the subjects of Anderson et al. behave.
In the Scarf economies the expected utility level of, say, buyers can increase if they
are prepared to pay a higher price, because their expected utility benefits more from
an increased likelihood that the offer will be accepted than it loses from the higher
price.
We find that our rules of thumb for prioritizing feasible actions explain human
trading behavior better than others methods, and also that these rules are ecologically
rational. We propose that this makes sense, because learning which rules are best
offers better opportunities for improving oneself compared to learning how to better
value opportunities and how to better assess probabilities and decision weights.10
What have we learned with respect to the convergence of experimental prices in
the stable Scarf economy?
• To the extent that price expectations are responsible for the convergence it is
not sufficient for an algorithm to give a good summary of previously observed
prices. Algorithms that derive prices from expected utility maximization and
algorithms that manage reservation prices based on a utility target generate
meaningful prices that reflect a trader’s position. Unfortunately, the performance of these algorithms is not good enough.
• Traders learn from observing prices, but they can also learn a lot from scrutinizing the opportunities that are available to them: chapter 3 demonstrates that
sophisticated traders in the unstable Scarf economies can deduce the Walrasian
equilibrium prices without even having to trade. However, if traders use rules of
thumb for prioritizing feasible actions then this explanation seems less likely.11
• Preferences in the Scarf economies are highly symmetric. As a result, deviations
from the equilibrium price in one market do not affect demand in the other
market. A localized impact of "false" prices could also offer an explanation for
the limited shift of the competitive equilibrium in the stable Scarf economy.
However, our simulations suggest otherwise.
• Plott et al. (2013) proposes that prices in the stable Scarf economy converge
because trading occurs along a Marshallian path, i.e. as if buyers and sellers
have been ordered according to their reservation prices. It is unclear how a
Marshallian path can be achieved: traders cannot coordinate on private reservation prices, and this may even not be incentive compatible. By varying the
priority of acceptances of pending offers, we do find some support for the idea
that trading between those who stand to gain the most improves convergence,
but only slightly.
10 The power of rules of thumb is a recurring theme in the work of the psychologist Gerd Gigerenzer.
He argues that rules of thumb are not necessarily inferior to optimization, c.f. Gigerenzer et al.
(1999). Our result supports this claim.
11 Interestingly, it may be possible to test whether human traders look inward by repeating the
stable treatment with, say, Cobb-Douglas utility functions. If traders in that case have more difficulty in achieving convergence to the Walrasian equilibrium, then the subjects of Anderson et al.
apparently have learned something from the relations between fixed complements.
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• Marshall (1961) suggests another mechanism that seems more promising. According to Marshall, traders first determine how much they want to spend on
each commodity, given (expected) prices. Then they determine proposed prices
that take their previous transactions into account. If someone previously has
paid too much on average, then he now wants to pay less than the expected
price in order to compensate. This kind of behavior feeds corrections back into
the market where the "mistake" was made (which is distinct from utility targets
and monopolistic competition).
Perhaps the most important result of the calibration of expectation formation is an
understanding of how the performance of the algorithms can be improved. Currently,
robot traders do not generate enough transactions, and beliefs underlying the "no
arbitrage" price expectations over time become too insensitive to new information.
These two issues are related and they can be remedied, c.f. section 4.5. Algorithms
that manage reservation prices based on a utility target are expected to benefit more
than others from robot trading generating more transactions. This is due to the fact
that human trading behavior is largely non-speculative; traders buy what they need
and sell what they can spare. Having more transactions implies that traders learn
that they can achieve higher levels of utility.
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Chapter 2

Price Formation
This chapter reviews theories of price formation, ranging from tâtonnement to price
setting. The presentation largely draws on stability theory, because of its direct relation to the general equilibrium model.1 Section 2.2 discusses price formation with an
auctioneer; it also proposes a new price adjustment process based on a Cobb-Douglas
approximation of preferences (section 2.2.2.5). Section 2.3 considers alternative approaches, in which agents themselves propose prices. To provide some context, section
2.1 presents a short summary of general equilibrium theory. Section 2.4 briefly considers the contributions of experimental economics and agent-based modeling (ABM).
Section 2.5 reflects on disequilibrium theory, the Sonnenschein-Mantel-Debreu result
and monopolistic competition. Section 2.6 concludes.

2.1

General equilibrium theory

General equilibrium theory, which dates back to 1874, to Walras’ Eléments d’economie
politique pure, received its formal expression in the second half of the 20-th century,
with major contributions from Arrow, Debreu, and McKenzie, c.f. Walras (1984), Arrow and Debreu (1954), McKenzie (1959), Debreu (1959). Its fundamental questions
concern the existence, uniqueness, optimality and stability of Walrasian equilibria.
Consider an exchange economy, ξ, consisting of n agents or traders and m commodities. Each trader i has preferences that can be represented by a continuous,
quasi concave, monotone utility function, ui : Rm
+ → R. Traders also have nonnegative endowments,nwi ∈ Rm
.
By
assumption
prices,
p, are non-negative and add
+
o
P
up to 1, p ∈ S m−1 = p ∈ Rm
+|
j pj = 1 . Taking these prices as given, the agents
maximize their utility subject to a budget constraint:
x̂i
s.t.

=

arg max ui (xi )
p · xi ≤ p · wi .

1 Other branches of economics, finance in particular, have also made significant contributions
to the study of price formation. Finance, among other things, offers models for the valuation of
financial assets, while market micro-structure theory studies the impact of trading rules and trading
systems on information and price formation.
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Here, p·xi represents the
P inner product of the (1 × m) vector p and the (m × 1) vector
xi ∈ Rm
,
i.e.
p
·
x
=
i
+
j pj xji . The first subscript of xji refers to a commodity, the
second to a trader. If x̂ji (p) > wji then i plans to buy commodity j at the given
prices; if x̂ji (p) < wji then i is a seller of commodity j. Since (i) ui is continuous,
and (ii) the set of commodity bundles that satisfy the budget constraint is compact,
the optimization problem of the consumer has a solution. If the utility function is
strictly quasi concave then this solution is unique. In that case, x̂i (p) ∈ Rm
+ is a
vector which denotes trader i’s notional demand at prices p. If the utility function
is quasi concave then there can be multiple solutions and x̂i is a convex set of such
vectors.
Individual demand always satisfies the Weak Axiom of Revealed Preference
(WARP). Let p, q ∈ S m−1 , p 6= q and x̂i (p) 6= x̂i (q); then we have p·(x̂i (q) − wi ) ≤
0 ⇒ q · (x̂i (p) − wi ) > 0 . In words, if x̂i (q) and x̂i (p) are both affordable at p and
x̂i (p) is chosen over x̂i (q), then x̂i (p) is not affordable whenever x̂i (q) is chosen.
Certain (but not all) individual demand functions also satisfy the gross substitution
p+αe
property (GS); this is the case if for all k 6= j, q = 1+α j , α > 0 and ej the j-th unit
vector we have
x̂ji (q) < x̂ji (p)
x̂ki (q) > x̂ki (p) .
Definition 2.1. A competitive or Walrasian equilibrium of an exchange economy is
a duplet (p∗ , X∗ ) = (p∗ , (x1∗ , .., xn∗ )) characterized by two consistency requirements:
(i) for each trader i, notional demand at p∗ is consistent with his preferences, i.e.
xi∗ ∈Px̂i (internal
P consistency); and (ii) the plans of traders are mutually consistent,
i.e. i xi∗ ≤ i wi (external consistency).
∗
If the utility functions are strictly quasi concave then
P we∗ havePxi = x̂i ; furthermore, if they are strictly monotone then we have
i xi =
i wi . In this
case,
equilibrium
prices
are
a
zero
of
the
aggregate
excess
demand
function,
z (p) =
P
i (x̂i (p) − wi ).
According to the Sonnenschein-Mantel-Debreu (SMD) result, z (p) is subject to
very few restrictions (Sonnenschein (1973); Mantel (1974, 1976); Debreu (1974)). For
any arbitrary function, f , that is (i) continuous for relative prices bounded away from
zero, and (ii) homogenous of degree zero, f (λp) = f (p), and (iii) satisfies Walras’
Law, p · f (p) = 0, there exists an economy that has f as its aggregate excess demand
function.
If all individual demand functions satisfy GS then the aggregate excess function
also satisfies GS. This condition is sufficient but not necessary. WARP, however,
does not aggregate. That is, we do not necessarily have: p · z (q) ≤ 0 and p 6= q ⇒
q · z(p) > 0. If there are three commodities or less then GS does imply that aggregate
excess demand satisfies WARP (c.f. Kehoe and Mas-Colell (1984)). Positing that GS
or WARP holds at the aggregate level amounts to a quite strong assumption.
The stability of an equilibrium is defined relative to a price adjustment process:
basically an equilibrium is stable if there exists a meaningful price adjustment process
that converges to it.2
2 Formally,

an equilibrium price vector p∗ is locally stable if the trajectories of the price adjustment
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The main results of general equilibrium theory concern the existence, uniqueness
and optimality of Walrasian equilibria. If utility functions are quasi concave, then
at least one Walrasian equilibrium exists. If the aggregate excess demand function
satisfies GS, then the Walrasian equilibrium is unique. Walrasian equilibrium allocations are Pareto-efficient provided that preferences are locally non-satiatied, i.e. one
cannot strictly improve the utility of one agent without decreasing the utility levels of
one or more other agents. The relevance of these results depends on stability. After
all, if a Walrasian equilibrium cannot be attained reasonably fast, or if prices move
away from it after being slightly perturbed then what has been established?3
Insofar as stability theory focuses on the stability of Walrasian equilibria, it is unduly restrictive. One has to assume that all trading is postponed until the equilibrium
prices have been determined. Otherwise, with trading at all prices (or "false" prices),
the equilibrium itself is a moving target. Suppose that someone has bought a commodity at a price, that with hindsight is too high; then wealth has been transferred
from the buyer to the seller, and that may shift the initial equilibrium. However,
finding equilibrium prices without the benefit of trading requires a substantial degree
of coordination and / or a lot of information. Indeed, price dynamics that is governed
by z (p) can be as "bad" as desired, due to the SMD result: it may exhibit periodic
cycles, or even chaotic fluctuations. Finding zeros of such functions is a task that can
be accomplished, but mainly at the expense of economic plausibility. Fortunately,
with the advent of the so-called Edgeworth and Hahn/Negishi processes, the focus
of stability theory has shifted to price adjustment processes (see below). In the next
sections, we adopt the process-centric rather than the equilibrium-centric perspective.
However, before discussing various theories of price formation we like to make matters concrete by considering three examples, that were put forward by Scarf (1960).
These examples have become the litmus test of choice in stability theory, because
of their historical significance and because of the challenges they pose to price adjustment processes. In each case, there are three traders, i = 1, 2, 3, and three
commodities, j = 1, 2, 3. The (Leontief) preferences of the agents with respect to
commodities can be described as follows:
u1 (x1 )
u2 (x2 )
u3 (x3 )

=
=
=

min(x11 , x31 )
min(x12 , x22 ) .
min(x23 , x33 )

(2.1.1)

The examples differ in how endowments are allocated, in particular (commodities in
rows, traders in columns):
process of all initial price vectors in some small neighborhood of p∗ converge to p∗ . The price vector
p∗ is globally stable if the trajectories of all initial price vectors converge to p∗ . If a price adjustment
process converges for all starting points and for all economies, then it is called an effective price
mechanism, c.f. Saari and Simon (1978). An economy with multiple equilibria is called "system
stable", if the trajectories of all price vectors converge to some equilibrium price vector. Instability
can also be local or global: an equilibrium is locally totally unstable if the trajectories of all initial
price vectors other than p∗ in some small neighborhood of p∗ lead away from p∗ ; global total
instability applies when the trajectories of all initial price vectors other than p∗ lead away from p∗ .
3 In the light of this consideration, one would expect stability theory to be the major concern of
economists. Unfortunately, however, this subject has not received the attention it deserves. Many
economists were (and still are) convinced that comparative statics serves their interests sufficiently
well.
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Cases WB and WC are similar. All three examples have the same equilibrium, i.c.
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2.2

Price formation with an auctioneer

Diamond (1987) describes the role of the auctioneer as (i) making everyone aware of
prices and trading opportunities, at no cost; (ii) trivializing the problem of pairwise
matching of buyers and sellers; and (iii) giving everyone a single budget constraint by
coordinating all trading simultaneously. In addition, we propose that the presence of
an auctioneer also serves to justify two unlikely assumptions: price taking behavior
on the part of economic agents and price formation depending on knowledge of the
aggregate excess demand function.4
The classification of algorithms as representing price formation with or without
an auctioneer to a certain extent is arbitrary. For instance, the Edgeworth process is
usually interpreted as uncoordinated trading. However, to assume that trading will
always occur if there exists a Pareto-improvement, i.e. to assume that traders will
always recognize Pareto-improvements no matter how complicated, is not credible.
One may rightly object that little is gained by assuming that the auctioneer can learn
anything that the traders themselves don’t know. However, by realistically modeling
what traders (can) know or learn and by assuming that missing information comes
from the auctioneer at least it becomes clear what needs to be improved in modeling
trading behavior.
Most of the price adjustment processes in this section assume that trading takes
place at equilibrium prices; of these, tâtonnement theory is the oldest. Its failure to
4 Schinkel (2001) objects to the auctioneer, characterizing it as an homunculus explanation, i.e.
an explanation that assumes what needs to be explained. If that were the case, then there would be
no need for the auctioneer to engage in iterative procedures. Research into price formation with an
auctioneer seems primarily focused on determining the informational requirements of convergence
to the Walrasian equilibrium instead of explaining price formation. In our view, the essence of the
auctioneer hypothesis is to make knowledge of the aggregate excess demand function available for
the explanation of price formation. Whether that leads to a plausible exposition of price formation is
another matter. We fully agree with Schinkel that price formation requires a behavioral explanation,
instead of a "macro" explanation, based on aggregate excess demand.
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converge in Scarf’s unstable examples sparked off research into the computability of
Walrasian equilibria (which is considered first) and more importantly, research into
trading at all prices (to be considered after the computational approaches). This
section ends with a (game-theoretic) process in which the assumption of price taking
behavior is slightly relaxed and with a mixed model, in which some traders listen to
the auctioneer while others learn by imitating successful trading behavior.

2.2.1

Tâtonnement

The natural starting point for an economically sound price adjustment process is
the law of demand and supply, which maintains that prices adjust in the direction
of their own excess demand. That is, if there is excess supply (demand), then the
price must decrease (increase). This condition, together with postponing trade until
equilibrium prices have been determined, is the defining characteristic of the socalled tâtonnement price adjustment process. It can be modeled as a difference or as
a differential equation.5 For j = 1, .., m:

pt+1
− ptj = Fj ptj , zj pt ;
j
dpj (t)
dt

=

Fj (pj (t) , zj (p (t))) .

with Fj (pj , zj ) a sign-preserving function in zj that satisfies Fj (pj , 0) = 0. A sufficient condition for the process in continuous time to converge globally to the static
competitive equilibrium is that the aggregate excess demand function satisfies the
GS property (after Arrow and Hurwicz (1958) studied local stability, Arrow et al.
(1959) addressed global stability through the use of Lyapunov’s second method; see
also Uzawa (1960); Hahn (1958); Negishi (1958)).6 It is also sufficient if WARP holds
at the aggregate level (c.f. Mas-Colell et al. (1995)). These restrictions, however,
are quite severe. If GS does not apply, then tâtonnement can exhibit exotic price
dynamics. The examples of Scarf (1960) (see above) were the first to demonstrate
that without condition GS tâtonnement may fail to converge. As a matter of fact,
allocation WA leads to stability, but WB and WC do not. Here, prices orbit around
their equilibrium values, clockwise in the case of WB and counter-clockwise in the
case of WC . Gale (1963) shows that tâtonnement can be globally totally unstable:
depending on the initially quoted price, the tâtonnement process approaches one of
two corner solutions, in which either the sellers or the buyers are practically giving
away their endowments, c.f. section 6.1.
5 Samuelson (1941) first formalized Walras’ idea of tâtonnement as a set of differential equations. This specification has been criticized because it adjusts prices simultaneously, c.f. Negishi
(1962). Van der Hoog (2005) investigates the difference between simultaneous and sequential price
adjustment, and concludes that their stability properties are similar.
6 Gross substitution also implies the uniqueness of the equilibrium and the so-called Hicks conditions for stability, that started the subject of stability theory, c.f. Hicks (1939). Although Samuelson
claimed that the Hicks conditions were neither sufficient nor necessary for dynamic stability, McFadden (1968) has shown that these conditions are sufficient if markets differ in their speed of
adjustment. Interestingly, Hicks commented on Samuelson’s differential equations that "... for the
understanding of the economic system we need something more, something which does refer back,
in the last resort, to the behavior of people and the motives of their conduct", c.f. Hicks (1939, p.
337).
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For the discrete case, GS is not sufficient; there will be no convergence to an
equilibrium if the speed of adjustment is too high even if GS holds (c.f. Goeree
et al. (1998)). Tuinstra (1999) shows that stability may also depend on which price
normalization rule is selected. Other researchers have found complicated dynamic
behavior of prices in discrete time as well, c.f. Bala and Majumdar (1992); Day and
Pianigiani (1991); Saari (1985); Weddepohl (1995).
Scarf’s examples have stimulated research into the computation of equilibria (c.f.
section 2.2.2) and into trading at all prices (c.f. section 2.2.3). The latter processes
may attain a rest point, and that rest point itself may be a (no-trade) competitive
equilibrium, but most likely it is not the initial Walrasian equilibrium.

2.2.2

The computational approach

2.2.2.1

Scarf

The field of computation of economic equilibria started off with the publication of
Scarf and Hansen (1973). Its algorithm divides the price simplex into sub-simplices,
the vertices of which can be labeled. For instance, one can assign the name of the
commodity to the vertex, which at that point is in greatest excess demand. With such
a labeling rule Sperner’s lemma applies, which holds that there exists a sub-simplex
that is completely labeled, i.e. with all vertices having different labels. A completely
labeled sub-simplex contains the equilibrium; by moving in the direction of each of its
vertices, different commodities become in greatest excess demand. The algorithm of
Scarf and Hansen moves from one sub-simplex to a neighboring one without returning
to sub-simplices that it has visited before and its path is guaranteed to end in the
completely labeled sub-simplex. The granularity of the sub-simplices determines the
accuracy of the approximation.
2.2.2.2

Smale’s algorithm, PID

Smale (1976) shows that the generalized Newton process
J (p) ·

dp
= −λz (p)
dt

(2.2.1)

converges for almost all aggregate excess demand functions, subject to some boundary
and regularity conditions. Here, J (p) is the Jacobian of the aggregate excess demand
function; the sign of λ depends on det J (p). The price dynamics of equation (2.2.1) is
not in line with the law of demand and supply, because price adjustments depend on
excess demand in multiple markets and on all partial derivatives with respect to prices.
While in reality such a dependency is possible, the dynamics of equation (2.2.1) can
be quite complicated. Keenan (1981) shows that there may exist an open set of initial
prices for which the algorithm of Smale (1976) does not converge; put differently, it is
not globally convergent and therefore not an effective price mechanism. Furthermore,
having to know the aggregate excess demand function and its derivatives for any p
is a strong assumption. Saari and Simon (1978) demonstrates that there is very
little scope for easing these informational requirements: an effective price mechanism
requires at least the knowledge of most elements of the Jacobian.
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Kumar and Shubik (2004) proposes a "proportional integral-derivative (PID) controller". In addition to the aggregate excess demand function, changes in prices are
also driven by one or more derivatives of the aggregate demand function:
dpj (t)
d zj (p (t))
d2 zj (p (t))
.
= λ0 zj (p (t)) + λ1
+ λ2
dt
dt
dt2

(2.2.2)

Depending on the choice of parameters, the price dynamics can be stable or unstable.
For instance, λ = (λ0 , λ1 , λ2 ) = (0.2, 0.275, 0) yields convergence to the competitive
equilibrium of the unstable clockwise Scarf economy (which uses WB ). By adding the
second derivative term, the speed of convergence can be improved. In a simulation
of (2.2.2), λ = (0.2, 0.275, 0) requires more than 250 iterations, while a process with
λ = (0.2, 0.275, 0.2) converges in about 150 iterations.7
2.2.2.3

Van der Laan/Talman

Van der Laan and Talman (1987) presents a globally and universally convergent, i.e.
an effective, price adjustment process. Here, the auctioneer successively eliminates
aggregate excess demand in all markets, by applying the law of supply and demand
while keeping markets equilibrated in which demand already equals supply. This
process depends on the value of aggregate excess demand and on the location of
the corresponding price vector relative to the initial price vector. Herings (1997)
has proved that convergence for this process is global and universal under standard
conditions on utility functions and consumption sets.
Retaining partial equilibria while balancing another market requires the auctioneer
to know the aggregate excess demand function and its derivatives everywhere. This
is in line with Saari and Simon (1978).
2.2.2.4

Demand schedules

Goeree and Lindsay (2016) introduces a market in which traders submit demand and
supply schedules rather than simple offers.8 The schedules are based on demand and
supply at a limited number of prices; interpolation is used to calculate demand and
supply at intermediate prices. This permits the auctioneer to determine equilibrium
prices using the algorithm of Smale (1976). The authors show that traders have an
incentive to submit competitive schedules: i.e. it is a weakly dominant strategy to
submit a set of quantities that maximize utility, taking prices as given.
The schedules market was subjected to laboratory tests, using the counter-clockwise
unstable Scarf economy as implemented by Anderson et al. (2004).9 There were experiments in which traders had to submit offers, and others in which the agents
submitted demand schedules. In the schedules market prices do not oscillate (as they
7 Based on visual inspection of the graphs of Kumar and Shubik (2004). Although equation (2.2.2)
suggests that time is assumed to be continuous, its application to examples is discrete.
8 The schedules market as proposed by Goeree and Lindsay (2016) is procedural rather than
computational. However, it is discussed here because of its conceptual relation with Cobb-Douglas
approximation, c.f. section 2.2.2.5.
9 These

experiments will be discussed in chapter 3.
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do when traders submit simple offers); instead, they quickly converge to the equilibrium. Furthermore, the schedules market is claimed to be much more efficient and
more egalitarian than the benchmark. We think these results may be explained as
follows. In the experimental set-up of Anderson et al. (2004), trading is subject to the
condition that commodities be exchanged for money. Apart from reducing efficiency,
this constraint also creates unequal opportunities for different types of traders. The
schedules market doesn’t impose that condition.
Eliciting the information in the form of demand schedules to a certain extent
circumvents the result of Saari and Simon (1978), because the auctioneer approximates the value of the aggregate excess demand by means of interpolation. The next
algorithm is also related to the idea of a schedules market.
2.2.2.5

Cobb-Douglas approximation

Consider the plight of an auctioneer, who doesn’t know the preferences of the agents,
but who does know the allocation of endowments. He can estimate demand schedules
by assuming that each trader has Cobb-Douglas preferences. Let pk be the prices
in the k − th iteration. Individual demand at pk suffices to identify the hypothetical preferences. By calculating expenditure per commodity as a percentage of each
agent’s budget, the auctioneer can derive approximate demand schedules:
xji (p|pk ) =

pkj xji (pk ) p · wi
.
pk · wi
pj

This allows the auctioneer to calculate prices that equilibrate the associated CobbDouglas economy, and which feed into the next iteration. Can this price adjustment
process, call it P, help the auctioneer?
Appendix C provides some insights into the dynamics of Cobb-Douglas approximation. It offers a proof of global convergence for a set of economies in which traders
have preferences that can be represented by CES utility functions ranging from Leontief to Cobb-Douglas functions, and it also applies the process to the Scarf economies.

2.2.3

Trading at all prices

2.2.3.1

The Edgeworth process

The Edgeworth process assumes that trading will take place if and only if there
exists a coalition with a Pareto-improving exchange among the members of the coalition. That is, each Pareto improving trade will actually take place (c.f. Uzawa
(1962)).10 In the absence of production this is a gradient process, that converges to
a Pareto-efficient allocation: as long as trading continues utilities are monotonically
non-decreasing; and by construction the process can only terminate in a Paretoefficient allocation. While utility levels follow an orderly dynamics, this does not necessarily apply to prices. As the set of Pareto-improving transactions gets exhausted,
price formation may become unstable (c.f. chapter 4).
10 If there are institutional constraints, e.g. commodities have to be traded for money, then the
Edgeworth process can only run for as long as there are Pareto improvements that can be implemented, c.f. appendix A.
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Are traders aware of all the opportunities that may exist? Pareto improving coalitions can be very large, and as a consequence difficult to detect. A complex Pareto
improvement, may require agents to submit offers in a particular order; and some of
these offers possibly will not directly benefit one or even both parties. Therefore, the
Edgeworth process practically requires the coordination of an auctioneer.11 In the
absence of an active auctioneer, no one is aware of aggregate excess demand and as a
result it can be almost impossible to determine whether trading should stop or not.
Schmeidler has proved that if there is a mutually advantageous trade, then there is
one involving at most as many traders as there are commodities (c.f. Fisher (1983,
p.30, footnote 18). If the same good or service at different times, or in different
circumstances, is considered to be a different commodity then the number of commodities can easily exceed the number of traders. A stronger result is due to Madden
(1978): if each trader has positive amounts of each commodity, then the existence of
a Pareto-improving transaction implies the existence of a mutually beneficial bilateral trade. However, the assumption that endowments are strictly positive is rather
strong.
From a modeling perspective, the Edgeworth process is not entirely consistent:
although it describes an economy that is out of equilibrium, traders always expect
that they can complete their planned trades at the current prices. The Edgeworth
process also lacks in realism in so far as it excludes arbitrage. It does not allow traders
to engage in trades which lower their level of utility, even if they expect that this loss
will be offset at a later time.
2.2.3.2

The Hahn/Negishi process

The Hahn/Negishi process assumes that there are sufficiently well-organized markets,
so that at any price there is either excess demand or excess supply but not both, c.f.
Hahn and Negishi (1962). In that case, buyers who want more of a certain commodity
know that they need to offer a higher price. And similarly, sellers who cannot clear
their stock will have to lower their asking prices. Or to put it differently, active
traders will have to lower their utility targets. The sum of target utilities can be used
as a Lyapunov function for proving convergence.
In a Continuous Double Auction (CDA), both buyers and sellers can submit offers
at the same time, usually subject to the condition that each new offer must improve
upon a standing offer, or floor offer (if any). In such an environment, the basic
assumption of the Hahn process is not fulfilled. After a buyer submits a bid, there is
no protocol in place which guarantees that all feasible transactions at that bid price
are implemented before any other offers at different prices can be submitted. Even
when newly offered bid prices (ask prices) are below (above) the previous trading
price, the next trading price can be either above or below the previous one depending
on haggling (i.e. on bargaining). This violates the assumptions of the Hahn process.
Furthermore, it is possible that at the going prices, a prospective buyer first has to
sell something of another commodity before he can accept a proposal that is on offer.
In that case, there is both unsatisfied demand and supply at the going prices. This
is all the more likely when institutional constraints stipulate that commodities must
11 According to Schinkel (2001, p. 90), however, the Edgeworth process operates without an
auctioneer.
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be exchanged for money. Even though the CDA is a centralized and well-organized
market, it does not meet the requirements of the Hahn/Negishi process. This shows
that this assumption also is rather strong.

2.2.4

Hybrid models

2.2.4.1

The Cournot-Shubik mechanism

Kumar and Shubik (2004) also considers a strategic bid-offer game as a market mechanism, in which desired quantities are the strategic variables. For commodity
j,
P
buyers
offer
money,
b
≥
0,
and
sellers
offer
quantities
q
≥
0.
If
both
b
>
0
ji
ji
ji
i
P
and i qji > 0 then
P
bji
(2.2.3)
pj = Pi .
i qji
otherwise pj = 0. Note that pj clears the market. By offering
P to buy more of
j, a trader raises the price pj and also increases his share in i qji . Here, agents
realize that they have an impact on prices; this gives rise to a variety of monopolistic
competition. All traders have to reveal their plans simultaneously; and each tries to
formulate a best response to the strategies played by others. In a dynamic version,
traders take the strategies of others (as played in the previous iteration) as given.
Knowing their impact on prices, traders maximize their utility function. The game is
continued (and trading is postponed) until the prices are in equilibrium. Kumar and
Shubik (2004) derives the price dynamics of the clockwise unstable Scarf economy as:
p1 (t)

=

p2 (t)

=

p3 (t)

=

p3 (t − 1) (p1 (t − 1) + p2 (t − 1)))
;
p2 (t − 1) (p1 (t − 1) + p3 (t − 1)))
p1 (t − 1) (p2 (t − 1) + p3 (t − 1)))
;
p3 (t − 1) (p1 (t − 1) + p2 (t − 1)))
p2 (t − 1) (p1 (t − 1) + p3 (t − 1)))
;
p1 (t − 1) (p2 (t − 1) + p3 (t − 1)))

which produces a fast convergence to the Nash equilibrium, which here coincides
with the Walrasian equilibrium. A degree of proximity, similar to the PID controllers
above, is reached after 25 iterations.
It is unclear whether and to what extent people behave strategically when the size
of the economy increases. But an expected sensitivity of prices to one’s own decisions,
however slightly or even poorly perceived, does induce preferences over prices. This
is taken up in section 2.3.3.
2.2.4.2

Private versus public prices

Gintis (2007) considers bilateral trading in the counter clockwise Scarf economy.
Traders have reservation prices that can be either private or public. Private prices
are generated at random in the initialization phase. Public prices are recalculated
each period by the auctioneer, who determines aggregate excess demand, and applies
a tâtonnement process to calculate the new prices. Traders meet at random, and
trade if they can (according to some simple rules). Every ten periods, a fraction of
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traders imitates the reservation price of peers, provided their peer was more successful. If everyone listens to the auctioneer, prices orbit around the static competitive
equilibrium, like they do in the example of Scarf. On the other hand, if no one listens
then prices converge to the Walrasian equilibrium. In intermediate cases, complex
dynamics can arise. With 10% of the traders listening to the auctioneer, initial price
instability wears off and prices fluctuate around the static equilibrium. With 40% of
the traders listening to the auctioneer, prices exhibit periodic behavior.
Gintis claims to have shown that "the instability of the tâtonnement process is
due to the public nature of prices, which leads to excessive correlation in the behavior
of economic agents.", c.f. Gintis (2007). This argument is a non sequitur: mixing
tâtonnement with another, convergent process does not explain why tâtonnement is
divergent. Gintis’ other main point seems valid and is important: learning is an
alternative for coordination by the auctioneer.

2.3

Price formation without an auctioneer

In real life, it is not the auctioneer but agents themselves who propose prices. Firms,
in particular, perform this role. Price setting can be based on perfect foresight,
rational expectations with more or less insight into demand or supply, on learning or
on heuristics.

2.3.1

Perfect foresight

The simplest way of abandoning the auctioneer, and also the least satisfactory, is to
assume that traders have perfect foresight. They can trade immediately because they
already know all equilibrium prices in advance. This hypothesis skips the equilibration
process completely, and fails to explain how equilibria may come about. Previous
experience, or, in very special cases, introspection may give traders knowledge of
equilibrium prices, and allows them to set prices at these values (c.f. section 3.5.1).
But this is not realistic in general equilibrium models, especially if there are multiple
equilibria. Furthermore, perfect foresight also implicitly assumes the absence of any
mistakes.

2.3.2

The Fisher process

Fisher has generalized the Hahn process, c.f. Fisher (1983). Instead of assuming that
markets are well-organized, Fisher distinguishes markets by commodity, date and
seller. By letting sellers set prices and by letting buyers search for the lowest price,
the basic assumption of the Hahn process is satisfied: after trading in each market
there is either unsatisfied demand or unsatisfied supply, but not both. Simply, because markets are so small. Here, price setting by sellers replaces the auctioneer; it
also abandons the law of demand and supply. Agents are aware of rationing and they
expect that they may not be able to complete planned trades. As a result, equilibria
of the generalized Hahn, or Fisher, process do not have to be Walrasian. Further-
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more, Fisher allows money, speculative trading and production and consumption at
disequilibrium prices.12
In this model, in which agents act on perceived opportunities, strong assumptions
are required to guarantee stability. One has to rule out that beliefs by themselves
upset an otherwise imminent equilibrium; furthermore, price adjustments have to be
sufficiently fast for the economy to reach or approximate equilibrium. To achieve
this, Fisher simply assumes that after some time there are no longer any favorable
surprises.
"What matters is not whether new opportunities are really there but
whether agents believe that they are. Opportunity is in the eye of the
beholder and it is the perceptions of agents which lead them to act - even
though such perceptions may be wrong. (...) If we are to establish that
a competitive economy tends to equilibrium in the absence of a stream of
new opportunities, it must be in the absence of a stream of perceived new
opportunities, real or imagined.", Fisher (1983, p. 89).
Eventually, then, as in the Hahn process expected utility levels are non-increasing and
the sum of target utilities can be used as a Lyapunov function for proving convergence.

2.3.3

Price setting

The following processes are based on expectations with respect to demand schedules,
leading to monopolistic competition. They differ in the way that expectations are
constrained. With fewer or less stringent constraints, there are more equilibria. The
equilibria themselves typically differ from Walrasian equilibria, nor do they have to
be Pareto-efficient.
Negishi (1961) proposes that some firms have expectations with respect to the
demand curve they are facing; these monopolistic competitors can set prices by maximizing profit, subject to their conjectures about demand. This leads to many subjective equilibria. The expectations with respect to demand are assumed to be linear
functions of own prices, and required to be consistent with currently observed pricequantity combinations. Here, stability is proved, assuming that all goods are gross
substitutes.
Gabszewicz and Vial (1972) constrains the conjectures to be completely correct,
also at price-quantity combinations that cannot be observed. This raises deep issues:
(i) is it plausible that firms can model the economy, in particular that they know
the recursive impact of their own expectations?13 (ii) do shareholders accept profit
maximization if a majority of them is better of at slightly lower profits and more
favorable prices? The authors do not address the stability of the equilibrium; their
main goal is to show that an increasing number of firms leads to more competitive
behavior.
Silvestre (1977) is an intermediate between the subjective approach of Negishi
(1961) and the objective approach of Gabszewicz and Vial (1972). It requires that
12 Money, speculative trading and out-of-equilibrium consumption and are not a part of the
Hahn/Negishi process and neither of the Edgeworth process.
13 The consumption of shareholders (and hence the demand curve) depends on the firm’s profits,
which in their turn depend on the firm’s expectations with respect to demand.
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expectations with respect to demand schedules are consistent with observed values,
and also that, at observed values, the expected derivative of the demand schedule is
correct.
Schinkel et al. (2002) has sellers who expect sales to depend on own prices only.
The sellers update their prior beliefs with respect to conjectured demand after observing sales at proposed prices, using Bayes’ rule. If initial expectations do not
assign zero probability to prices and sales that can actually happen ("No statistical
surprise"), then the economy converges to a conjectural equilibrium. Which equilibrium is reached depends on the initial beliefs (trading is postponed until equilibrium
prices have been determined). Under "No statistical surprise" this process is globally
stable with respect to initial belief-structures.
Kirman (1995) considers how learning affects the coordination between different
equilibria of an N -oligopoly game. Here firms have to learn both the demand schedule
they are facing and the strategies of other firms. Kirman (1995) considers three
learning rules (OLS for estimating the parameters of a misspecified model of the
market, and two rules of thumb). In an evolutionary simulation, the least successful
players copied the strategies of the most successful players. This experiment highlights
the robustness of the Nash-equilibrium as an attractor.

2.4

Experimental economics and ABM

Experimental economists claims that it only takes a few, uninformed traders to
achieve equilibrium in an economy that is endowed with a Continuous Double Auction (c.f. Smith (1962); Friedman and Rust (1993); Anderson et al. (2004); Smith
(2008)). Most experimental markets, however, are rather simple. Often they consist
of a single financial market with one asset and money; these markets are populated
by traders who have exogenous reservation prices. The combination of reservation
prices and the fact that there is just one market is giving the game away. However,
Anderson et al. (2004) and Crockett et al. (2011) provide experimental studies of human trading in several well-known examples of general equilibrium theory, and their
research also supports the predictions of tâtonnement theory. The experiments of
Anderson et al. in particular are described in detail in the next chapter.
Agent Based Modeling has proposed different robot traders, such as Zero-Intelligence, Zero-Intelligence Plus, Gjerstad-Dickhaut and Adaptive Aggressive (AA-)
traders (Gode and Sunder (1993); Gjerstad and Dickhaut (1998); Vytelingum (2006);
Cliff (1997)).14 These different types of robots are capable of proposing prices and, to
different extents, of learning. One of the drivers of this development is the search for
algorithms that outperform human traders. According to De Luca and Cliff (2011)
AA-traders have reached that goal. Robot trading can also be applied to the task of
14 ABM, of course, has also generated models with an auctioneer, e.g. Van der Hoog (2005) presents
a model in which traders are aware of disequilibrium through rationing. It is a dynamic version of
disequilibrium models as discussed in Benassy (1982) and Dreze (1987). The markets are coordinated
by an auctioneer who is able to observe aggregate excess demand and who communicates rationing
constraints to individual traders. Van der Hoog (2005) finds that quantity constraints sometimes
let tâtonnement converge to a Walrasian equilibrium when a process without such constraints does
not. The additional information provided by quantity constraints doesn’t have much impact on the
disequilibrium process of pure credit and cash-in-advance economies.

22

CHAPTER 2. PRICE FORMATION

replicating human trading. This is taken up in chapter 4 and in appendix B, using
the data of Anderson et al. (2004).
Hommes (2006) and LeBaron (2006) provide extensive overviews of agent-based
modeling as applied to behavioral economics and finance. Hommes (2013) focuses on
bounded rationality and heterogeneous beliefs, confronting theory with experimental data. Of particular interest is the recognition that agents can employ different
strategies when it comes to expectation formation, and that beliefs or expectations
are heterogeneous. Switching between different strategies can lead to rational routes
to randomness, as agents become more sensitive to the past performance of strategies. It is shown that simple rules of thumb can be ecologically rational, i.e. they can
survive the competition with more sophisticated learning strategies.

2.5
2.5.1

Discussion
Disequilibrium theory

Stability theory should be derived from disequilibrium theory, with the latter being
a theory of how agents behave and interact while the economy is out of equilibrium.
Or, as Schinkel (2001) puts it, disequilibrium theory is concerned with changes in
individual plans as a result of changes in information. As it happened, stability
theory came to be largely occupied with the stability of the Walrasian equilibrium
instead.
We consider experimental trading at all prices in a Continuous Double Auction to
be a fairly realistic. Experimental trading in the unstable Scarf economies therefore
is a strong indication that we should not expect real markets to be an effective price
mechanism in the sense of Saari and Simon (1978). We propose that disequilibrium
theory, among other things, should try to explain the dislocation (if any) of stable
states of experimental trading relative to the Walrasian equilibrium.
The CDA is a good setting for studying disequilibrium theory, because it inflicts
essential uncertainty on traders. Agents have to seize opportunities as they see them.
These opportunities spring from differences in behavior and in learning: although
agents observe the same history, they still may have different expectations of what
the equilibrium prices will be, because of different initial expectations, or because
of different learning rules. A CDA provides a certain degree of coordination and
transparency, but far less than is assumed in the Hahn/Negishi process. Furthermore,
the CDA provides potentially large, integrated, markets as opposed to the artificially
small markets in Fisher (1983), that are distinguished by commodity, seller and date.
Last, but not least, experimental economics has obtained its remarkable results using
a CDA.

2.5.2

The Sonnenschein-Mantel-Debreu result

The SMD-result is usually taken to imply that price dynamics can be as exotic as
desired. However, that interpretation is vulnerable on several accounts:
• it is unlikely that aggregate excess demand drives price formation:
– without an auctioneer no agent can observe aggregate excess demand;
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– to the extent that aggregate excess demand can exert its influence with
trading at all prices it is distorted: at any time, demand and supply are
expressed only partially, and (in a monetary economy) agents may even
have to sell before they can articulate demand;
• even though the aggregate excess demand function may violate WARP, a suitable price adjustment process can still deliver orderly prices, c.f. appendix C.15

2.6

Conclusions

In this chapter we have reviewed different theories of price formation, mainly coming
from stability theory. Although many economists ignore stability theory, we consider
it paramount.
Fisher (1983) is one of the most advanced contributions to stability theory; it
allows trading at all prices and also production and consumption before equilibrium
prices have been determined. Fisher, however, is not very optimistic about further
progress of stability theory at a high level of generality.
Stability theory is largely focused on the Walrasian equilibrium. As a result,
it typically has consumers and producers making comprehensive plans that cover all
markets (i.e. all goods, locations, dates and contingencies). In order to keep decisionmaking manageable, it is assumed that decision-makers act as price-takers or that
they have very good expectations. Furthermore, often price formation is assumed
to be driven by aggregate excess demand. Comprehensive choice, price taking and
a crucial role for aggregate excess demand are unrealistic and unsuitable for our
purpose.
We are interested in the discovery of stable states through trading at all prices. We
want to know (i) how people cope if they don’t know what the equilibrium prices are;
(ii) how the end result of trading at all prices can be characterized; (iii) whether or
not it is close to the Walrasian equilibrium; and (iv) why? We will therefore approach
the subject of stability theory from the perspective of experimental economics and
agent-based modeling.

15 P illustrates that such a price adjustment process can even be intelligible. Ackerman (2002,
p. 123) is quick to conclude that after the SMD result any algorithm that "reliably converges to
equilibrium must be even less realistic, and far more complex, than tâtonnement", using Smale’s
algorithm to underscore the point.
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Chapter 3

Experimental trading in the
Scarf economies
3.1

Introduction

Anderson et al. (2004) reports experiments in which human subjects traded in the
famous examples of Scarf (1960). It demonstrates that human traders are able to
approximate the Walrasian equilibrium in the stable version of the Scarf economy,
while failing to obtain equilibrium in the unstable versions. These results are in
line with the predictions of tâtonnement theory. The research of Anderson et al. is
described in section 3.2. Sections 3.3 and 3.4 describe and analyze the data that
were kindly provided by Prof. Anderson. Section 3.5 reflects on the experiments of
Anderson et al., and on disequilibrium theory and section 3.6 concludes.

3.2
3.2.1

The experiments of Anderson et al.
Research questions

The central question of Anderson et al. (2004) is whether price formation conforms
to tâtonnement theory: (i) does experimental price formation converge in the stable
example; (ii) do these prices orbit in the unstable examples and (iii) if so, do they
orbit in the predicted direction (clockwise or counter-clockwise, depending on the
initial allocation)?

3.2.2

Parameters

Anderson et al. have changed the parameters of the Scarf economies to make price
formation more challenging for human traders. Scarf’s original equilibrium prices,
p∗ = (1, 1, 1), are easy to guess and that could distort the price discovery process
(c.f. section 2.1). Furthermore, in an experimental setup it is convenient to have
indivisible commodities, and also more than one unit of each commodity. Especially
so, if one commodity takes on the role of money.
25

26

CHAPTER 3. EXPERIMENTAL TRADING

The Scarf economies consist of three traders, i = I, II, III. In each experiment,
there are 15 traders; this is achieved by replicating the basic economy five times. Let
traders 1,4,7,10,13 be of type i = I; traders 2,5,8,11,14 be of type i = II and the
others of type i = III.1 In addition, there are three commodities, j = 1, 2, 3, the
first of which is money. Money is the numéraire, i.e. p1 = 1. A commodity bundle is
denoted by x ∈ R3+ , with the first subscript of xji referring to a commodity, and the
second to a (type of) trader. The preferences of each type of trader with respect to
commodities are described by Leontief utility functions:
x11 x31
, 20 )
u1 (x1 ) = min( 400
x12 x22
u2 (x2 ) = min( 400 , 10 ) .
23 x33
u3 (x3 ) = min( x10
, 20 )

(3.2.1)

The examples differ in how endowments are allocated to types of traders, in particular
(commodities in rows, types of traders in columns):
!
!
!
WA =

0
10
0

0
0
20

400
0
0

; WB =

400
0
0

0
10
0

0
0
20

; WC =

0
0
20

400
0
0

0
10
0

.

Here, WA is the initial allocation of the basic stable version of the Scarf economy; WB
and WC are the initial allocations of the basic clockwise and the counter-clockwise
unstable versions of the Scarf economy. Demand, given endowments WA , is equal to
200p2
;
20 + p3
800p3
x̂A
;
12 =
40 + p2
400
;
x̂A
23 =
p2 + 2p3
x̂A
11 =

10p2
;
20 + p3
20p3
=
;
40 + p2
800
=
.
p2 + 2p3

x̂A
31 =
x̂A
22
x̂A
33

Cases WB and WC are similar. All three examples have


200 200

5
{p∗ , X∗ } = (1, 40, 20) ,  0

10
0

the same equilibrium, i.c.

0

5  .

10

Note that replication does not alter the equilibrium. The Walrasian equilibrium has
the equal treatment property, which says that traders of the same type receive the
same allocation in a Walrasian equilibrium. End states of the experimental economy
obviously do not have the equal treatment property, because agents make their own
decisions, depending on their own expectations and opportunities.

3.2.3

Market protocol

Anderson et al. allow trading at all prices. That means that trading is not postponed
until the equilibrium has been determined. Instead, an exchange occurs if two traders
both agree to it. With hindsight, traders may regret previous decisions, because they
1 Our

labeling of traders and commodities differs from Anderson et al. (2004).
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have paid dearly or sold too cheap. Such "errors" can cause the equilibrium to shift.2
However, without trading at non-equilibrium prices traders cannot learn.
Money performs its role as a medium of exchange: commodities 2 and 3 can only
be traded in exchange for money. In the stable Scarf economy, agents 1 and 2 have
to sell before they can buy. In the clockwise unstable economy, trader 3 has to sell
part of his endowment of commodity 3 in return for money, even though he does not
derive any consumptive utility from it. If they choose to, agents can also buy / sell
commodities with the intention of selling / buying them at a later time for a better
price.
Trading occurs in a Continuous Double Auction (CDA). In this auction, both
buyers and sellers can submit offers. Traders can propose an offer, e.g. sell one unit
of commodity 2 in exchange for 35 units of money, or they can accept a pending
offer (or floor offer). An acceptance of a pending offer can be partial. If five units of
commodity 2 are up for sale, then a buyer may agree to accept one unit at the going
price. In that case, the acceptance gets executed and the quantity for sale of the floor
ask is updated, but its ask price remains unchanged. In addition to proposing a bid
or an ask or accepting a pending offer, owners can also cancel a pending offer.3
An offer to buy is called a bid and an offer to sell is called an ask. A floor offer
is the currently best bid or ask, with the unit price determining which offer is best.
The depth of the order book is one, which means that offers that have been replaced
as the currently best offers, are lost. If trader 1 offers to sell commodity 2 at 50 units
of money, and trader 4 is prepared to sell at 45 then the offer of trader 1 does not
reappear after trader 4’s ask has been accepted. If trader 1 still wants to sell at 50,
then he has to submit a new offer.
Trading is asynchronous in the sense that there is no prescribed sequence of submitting offers. Traders can propose in either market, as they see fit. Furthermore,
new bids and asks can be entered before the last offer has been accepted. Limited
synchronization is provided by the auctioneer informing all traders simultaneously
about changes in floor offers.
2 The Scarf economies are special in the sense that the equilibrium will shift only in prices, but
not in allocation. Internal consistency requires for each trader that his notional demand is equal to
xi∗ = βi qi where βi ≥ 0 is determined by trader i’s budget and qi depends on the parameters of the
Leontief utility function alone. As a matter of fact

q1 =

400
0
20

!
, q2 =

400
10
0

!
, q3 =

0
10
20

!
.

Solving for external consistency, i.e. for the equality of demand and supply, is enough to identify
the βi : they are all equal to 0.5. Therefore, the equilibrium allocation is unique and equal to X∗ .
Whether a Walrasian equilibrium exists for an arbitrary initial allocation W ∈ R3+ × R3+ , depends
on the existence of prices that make X∗ affordable, given W. Therefore, if trading changes the
allocation from, say, WA to W̃ then the equilibrium shifts from {p∗ , X∗ } to {p̃, X∗ }, provided a
suitable p̃ exists.
3 Canceling an offer can be accomplished in two ways, either by submitting an order to cancel, or
by accepting one’s own offer. The latter opens up the possibility of sending false signals. Actually, in
one experimental session (session 414) there was one agent who repeatedly accepted his own offers,
but his actions didn’t move the market and he didn’t gain from it.
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At any time, agents can see the currently best offers for buying and selling commodities 2 and 3. This includes their types (bid / ask), quantities and unit prices.
The identity of the owner is not visible, so trading is anonymous.
Prices are positive and integer-valued because agents exchange indivisible units of
commodities for units of money. If agents propose a new offer, its price must improve
upon the price of the floor offer (if any). An improving feasible offer replaces the
floor offer as the current best offer. Feasibility demands that traders can only sell
commodities that they actually own, and that they can buy only if they have money.
Feasibility is checked when an offer is submitted and before a trade is executed.
Because the agents can operate in two markets at the same time, it is possible that
a buyer’s money holdings are insufficient when a seller decides to accept a previously
feasible bid. In this case, an acceptance is executed to the extent that it is feasible.
After a floor offer is completely executed, or canceled, or after it has been declared
unfeasible, it is removed as the floor offer. A floor offer is also cleared if it is superseded
by an acceptance. Suppose there is a best bid and a best ask in a particular market,
then an acceptance of the floor bid also clears the pending ask (and vice versa). The
reasoning behind this is that an acceptance of a bid is also an ask, and one that
necessarily improves upon the floor ask (if any).

3.2.4

Other design considerations

There were separate sessions for the different Scarf economies: six for the counterclockwise treatment, and two for the clockwise and the stable treatment each. Sessions consisted of instruction, one training period (for letting the participants get
acquainted with the market and with the software), and several periods of trading
(eight or more).4 Each period started with the same initial allocation, that depended
on the treatment.
Subjects, Caltech undergraduate and graduate students, were randomly assigned
to their type. After the training period, they were incentivized with a financial
stimulus that depended on their subsequent performance. On average, a participant
earned $29 dollar for a 3 hour experiment. Many of the subjects had participated in
unrelated experiments, but they didn’t necessarily have any background in economics.
Two sessions were characterized as consisting of experienced participants. No subject
participated in more than one of the inexperienced trials.

3.2.5

Methodology

Anderson et al. had to determine whether prices converge, and (if not) whether prices
orbit around the equilibrium. For p > 0 the function
L (p) =

2
1 3
2
3
p − (p∗ ) p + (p∗ )
3
3

is strictly positive, unless p = p∗ ; L (p) will be called a Lyapunov function. Changes
in L (p (t)) depend on changes in p (t). If L (p (t)) is continuously decreasing then the
4 Participants used a software program called MUDA (Multiple Units Double Auction) for entering
their offers; it is described in Plott and Gray (1990).
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price adjustment process must be converging. Anderson et al. apply the dynamics of
a tâtonnement process in continuous time to
P
P
w3i
i w2i
L̃ (p (t)) =
L (p2 (t)) + i
L (p3 (t))
λ2
λ3
with λ2 , λ3 > 0 the speeds at which prices adjustPand they show global stability of
their version of the stable Scarf economy. Here, i wji is the aggregate amount of
commodity j. Human price formation, obviously, is different from tâtonnement and
one cannot assume that successive values of L (p2 (t)) and L (p3 (t)) are all decreasing.
Whether they have a tendency to decrease is tested by Anderson et al. by estimating
L̃ (p (t)) = α + βt ⇒
X
λ3 X
w2i L (p2 (t)) + λ3 βt.
w3i L (p3 (t)) = αλ3 −
λ2 i
i
Here, the sensitivity to changes in prices over time determines whether there is convergence (β < 0), divergence (β > 0) or perhaps orbiting (β = 0) in the stable Scarf
economy. The sign of β is inferred from the sign of the estimate of λ3 β.
The analysis of orbiting requires a time series of synchronized transaction prices.
In a Continuous Double Auction, agents observe transaction prices in distinct markets, e.g. p12 , p22 , p33 , p42 , .. and so on (superscripts refer to the passage of time). These
data can be converted into a time series of synchronized prices by successively updating elements:

 
 
 
 

1
1
1
1
1
 p02  ,  p12  ,  p22  ,  p22  ,  p42  , ...
p03
p03
p03
p33
p33
For detecting the direction of orbits two methods were devised, the clock hand
model (which measures the change in the angle of subsequent observations relative
to the equilibrium prices) and the quadrant model (which registers the quadrant of
a new observation relative to the current observation). Prices orbit clockwise if the
clock hand, fixed at the equilibrium, pointing at two successive observations moves
clockwise, or if the new observation falls in the next clockwise quadrant. The latter
depends on the position of the current observation relative to the equilibrium. Suppose that the current observation is in the first quadrant relative to the equilibrium
prices, that is p2 > 40 and p3 > 20, then the movement is clockwise if the new
observation falls into the IV -th quadrant relative to the current observation.
In addition to looking at trade-by-trade data, Anderson et al. (2004) also analyzes
average prices per period. Here, two models are used to predict the direction of price
changes: movement (i) toward the equilibrium, or (ii) in the direction offsetting excess
demand.

3.2.6

Results

Anderson et al. (2004) finds that the experimental results are in line with the predictions of tâtonnement theory, i.e. there is convergence in the stable Scarf economy but
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not in the unstable versions. Furthermore, prices orbit in the correct direction. Figures 3.1 and 3.2 show the time series of observed trades in different experiments (not
synchronized). These graphs exclude data from the training period. At times = 1,2,..
endowments are reset and a new period starts. In the stable economy, trading prices
stay near their Walrasian equilibrium values most of the time. The counter-clockwise
data show a long fluctuation, with strong divergence taking place in the beginning of
the experiment. In session 420 a clockwise treatment was applied (figure 3.2); here,
divergence mainly occurs in the second half of the experiment. In session 419, prices
are quite stable, with slightly diverging trends. However, by looking at period-toperiod data, Anderson et al. did detect signs of clockwise orbiting in the case of
session 419 as well. Hirota et al. (2005), in replicating the results of the unstable
Scarf economies, finds clockwise orbiting to be much more pronounced.5 Goeree and
Lindsay (2016) finds a similar long term fluctuation in the counter-clockwise unstable
Scarf economy.

3.3

Data on individual offers

Prof. Anderson has kindly provided the offers, that were submitted by human traders
during two sessions. This allows a detailed comparison of algorithmic and human
moves, conditional on the same information set (see chapter 4 and appendix B).
Before using this dataset, we first describe and analyze it.
In addition to some files containing the time series of synchronized trading prices
of all experimental sessions, we have received two files with individual offers. These
refer to sessions 414 (a stable treatment) and to session 511 (a counter-clockwise
treatment). The data files consist of a trader’s action (new bid / ask, acceptance,
cancellation), timing (period, time left), commodity, quantity, price and the identity
of the proposer and (if applicable) of the counter-party. Despite scant documentation,
we were able to fully reconstruct the time series of synchronized trading prices from
the raw data.6
Unfortunately, it was not possible to cluster the observations. Apparently, in
MUDA (the software which was used in the experiments) it was just as easy to
5 Hirota et al. (2005) makes several additional observations: (i) markets adjust at different speeds;
(ii) percentage price changes, rather than absolute prices, follow the tâtonnement model



ṗ1 /p1
ṗ2 /p2



=



α11
α21

α12
α22

 
·

z1 (p1 , p2 )
z2 (p1 , p2 )



= A · z (p)

(that is, the estimate of reaction matrix A can be described as constant and diagonal; ṗj is the time
derivative of pj ); (iii) the experimental data reject the (generalized) Newton algorithm of Smale
(which would have produced convergence instead of orbits, c.f. section 2.2.2.2).
6 The data of Anderson et al. consist of 5281 observations from session 414 (stable treatment)
and 4741 observations from session 511 (counter-clockwise treatment). These observations contain
computer-generated actions, related to initializing and finalizing periods. There are 5194 + 4605
= 9799 valid observations representing human decisions. The raw data appear to be not always in
chronological order. That is why they have been treated by changing the order of a few observations
(72 in session 414 and 14 in session 511): this increased the number of synchronized trading prices
that could be successfully reconstructed (a file with synchronized trades from all sessions was also
provided; this file was used as a benchmark to verify our interpretation of the raw data). Synchronization critically depends on the ordering of observations, c.f. section 3.2.5. References to specific
observations, e.g. observation 115 of session 414, assume the original ordering of the raw data.
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Figure 3.1 – Experimental trading prices in the stable and counter-clockwise Scarf economies
(note that the scales of the y-axes are different). The stable economy has prices near their Walrasian
equilibrium values for some time, while the unstable ccw-economy exhibits long fluctuations.

accept offers by specifying the number of units, say n, as it was to accept n times one
unit. Quite often, traders have selected the latter method. For instance, observations
1707-1715 of session 414 refer to nine acceptances to buy one unit of good 3 at price
17. Most likely, these offers (which were submitted by the same trader within the span
of three seconds) were the result of a single decision. That would call for clustering.
However, clustering would also distort the course of trading. Suppose that trader b
bids 16 for good 3 while trader a is still submitting successive acceptances at price
17, then b’s bid is canceled because an acceptance at 17 trumps a bid at 16. If the
acceptances are clustered, then b’s bid would stand and we would have a different
continuation of the experiment. We do cluster acceptances for studying quantity
decisions (see section 3.4.3), but for the replication we keep the original data. Note,
however, that it matters how the data are recorded: (i) for assessing convergence, it
will make a difference if there are nine successive trades at price 17 instead of just one;
furthermore (ii) algorithms that ignore quantities will overestimate the likelihood of
buyers accepting an ask price of 17; and finally (iii) robot traders with limited memory
may lose track of previous trades and of the spread of trading prices.
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Figure 3.2 – Experimental trading prices in the clockwise unstable Scarf economy. The data from
session 419 look fairly stable while those of session 420 suggest fluctuations per period.

3.4
3.4.1

Stylized facts of human trading
Overview of actions

In a particular market, available actions consist of proposing to buy or sell and of
accepting a bid or an ask. If a trader owns the offer he is accepting then that
constitutes a cancellation. Table 3.1 presents an overview of actions, as taken by
human traders during session 414, i.e. in playing the stable Scarf economy.7 It shows
that human traders engage in arbitrage. This is most obvious where traders of types
I and II accept to buy commodities from which they do not derive utility. However,
arbitrage also occurs if traders offer to sell commodities which they must buy back
later if they want to restore their level of utility.
Table 3.2 shows the actions in sessions 414 and 511 that can be classified as arbi7 Actions in the counter clockwise treatment, session 511, are similar. The biggest difference is
that traders of type III are more active (+30%), while the other traders submit fewer offers (-30%).
Furthermore, traders of type III submit fewer strategic offers (less than half compared to the stable
treatment) while the other traders relatively submit slightly more strategic offers.
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Table 3.1 – Overview of human actions in session 414 (stable Scarf economy)

description

traders I
regular

propose bid 2
propose bid 3

412

propose ask 2

613

propose ask 3

75

accept bid 2

178

accept bid 3

9

accept ask 2
accept ask 3

429

cancel bid 2

21

cancel bid 3

6

cancel ask 2

21

cancel ask 3

71

total

1835

traders II

traders III

total

strategic

regular

strategic

regular

strategic

59

451

2

256

6

774

44

133

16

611

33

31

61

798

49

67

1015

4

15

213

13

12

112

9

245

7

459

44

582

14

1075

6
60
92

732
6

20

58

36

162

6

10

3

219

2

26

1

7

2

3

26

4

3

78

1478

142

1322

198

5194

Human actions have been classified by type and as either regular or strategic. Strategic
offers include arbitrage (e.g. traders of type I accepting asks for commodity 2), but for
instance also asks from buyers which are intended to drive down the ask price.

trage.8 It is interesting to see the variation in the willingness to engage in arbitrage;
this is most pronounced in the practice periods (20% - 25% of all the actions is
characterized as an arbitrage). When trading "for real" the number of identifiable
arbitrage actions quickly decreases (to around 7% of the actions). Since prices in
the counter clockwise treatment are more volatile, there are more opportunities for
arbitrage. Yet, the propensity to engage in arbitrage here is slightly lower: 6% of all
actions versus 7.5% in the stable economy.
If a buyer already owns something of a commodity, he can also offer to sell it
in order to drive down ask prices. Depending on the ask price, the buyer may even
run little risk of his ask being accepted. Such offers to sell, which are not intended
to be accepted, are strategic.9 Since we do not actually know the intentions and
8 Contrary to table 2 of Anderson et al. (2004), session 414 consisted of 1 + 10 periods (instead
of 1 + 11).
9 There are some subtleties involving the classification of offers. Whether or not an offer is treated
as strategic, but not as arbitrage depends on the trader’s endowments: for an offer to be strategic,
the trader must have a stock of the commodity whose price he is trying to improve. For example,
a trader of type I can submit an offer to buy commodity 2; if he has stock of commodity 2, then
the offer is treated as strategic, otherwise it will be considered an arbitrage. Furthermore, an action
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Table 3.2 – Arbitrage in sessions 414 (stable) and 511 (ccw)

stable

period \ trader

ccw

I

II

III

total

I

II

III

total

0

25

44

29

98

53

61

12

126

1

18

14

21

53

15

7

2

24

2

15

2

21

38

19

1

20

3

7

9

8

24

11

1

12

4

11

14

10

35

4

5

21

2

23

14

6

4

9

8

21

7

5

4

11

8

6

8

9

4

10

6

5

9

1

16

6

5

11

20

6

1

7

6

20

3

2

15

7

4

15

6

2

8

1

4

11

2

1

3

6

4

1

5

10

4

1

5

1

1

40

270

11
14

1

10

15
total

122

114

122

358

143

87

Actions identified as arbitrage (see text for criteria). The willingness to engage in arbitrage appears
to vary with periods (practice versus playing "for real") and treatments. The decreasing number of
arbitrages in the stable treatment reflects the shortening of the length of subsequent periods. In the
counter clockwise experiment the amount of arbitrage tends to fluctuate.
Traders of type III have substantially fewer arbitrages in the counter clockwise treatment, because
they have to sell before they can buy.

expectations of individual traders it may well be that there are more strategic offers
(including arbitrage) than what is suggested by table 3.1. Interestingly, buyers are
prepared to put in strategic asks, but sellers are reluctant to submit strategic bids
(c.f. table 3.3). Since buyers and sellers are the same agents in different roles, it is not
very likely that buyers are better than sellers in assessing whether prices are plausible
or not. We propose that traders consider strategic bids riskier than strategic asks.
Behavior, in more than one way, affects the perception of feasible opportunities.
Traders ignore arbitrages that are deemed unfeasible because of the associated risk.
They do consider options that lower their current level of utility: in all, 731 out of 5194
offers would decrease utility levels if accepted. For instance, traders of type I with
may be a regular proposal or an arbitrage depending on the quantity. Robot traders offer limited
amounts, but human traders sometimes propose to exchange two or three units. If such an offer
would be accepted then it may need to be reversed, while the same offer with quantity one can be
accepted without the need to reverse arising.
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Table 3.3 – Strategic bids and asks

traders I

traders II

bid 2

23

(2)

bid 3

(3)

3

(3)

9

23

34

57

39

110

76

201

description

ask 2
ask 3

71

total

97

traders III

28

total
25

Offers that refer to arbitrage have been excluded. This explains the difference between for instance
the 67 strategic bids for commodity 2 in table 3.1 and the 25 offers here. There are more strategic
asks than bids. This is partly due to the fact that some strategic bids can only occur after traders
overshoot their optimal endowments. Figures between brackets refer to such strategic bids. Ignoring
those bids, it is clear that buyers are more likely than sellers to submit a strategic offer. Of the 23
strategic bids for commodity 2 from traders of type I, thirteen are due to a single trader, who is an
exception to the rule.
0

endowments like w = (25, 8, 1) are prepared to submit a bid for commodity 3, rather
than first selling more of commodity 2. Clearly, they have enough of commodity 2
to sell so that they can replenish their money holdings at a later time. Furthermore,
0
a trader of type III with endowments like w = (350, 0, 2) is prepared to bid for
commodity 3 even though his stock of commodity 3 is not "tight" (i.e. the stock of
commodity 3 does not effectively determine his utility level). Hence, traders are not
necessarily greedy.

3.4.2

Expected prices as reservation prices

Expected prices can serve as reservation prices. After all, why buy now if one expects prices to decrease, or why wait with selling if the price is expected to decline?
If price expectations of human traders are anchored by some kind of average of observed prices, then their reservation prices will be much more concentrated than would
otherwise be the case. Put differently, by focusing on averages traders can reduce uncertainty. Are expected prices of human traders (as revealed by their acceptances)
aligned with average prices as estimated at the time of acceptance?
Figure 3.3 plots the trading prices of commodities 2 and 3 in sessions 414 and
511. The upper half shows prices as they were proposed. The lower half gives the
same prices, divided by an exponential moving average (with random weights) at the
time of the exchange. That moving average is here interpreted as an expected price.
Apparently, it is more difficult for human traders to gauge expected prices in session
511, but the relative prices are nevertheless still centered around 1.
Table 3.4 compares trading behavior relative to three different estimates of average prices, i.c. exponential moving averages of offered prices and of trading prices
(EMA(o) and EMA(t) respectively) and expected prices derived from GjerstadDickhaut (GD-) beliefs. Table 3.4 reports proposed prices provided there is no floor
offer. Both buyers and sellers seem to accept offers that are slightly worse than expected prices based on a weighted average of observed prices. For instance, they
accept to buy a commodity if its price is less than, say, 105% of the expected price.

36

CHAPTER 3. EXPERIMENTAL TRADING

Figure 3.3 – Experimental trading prices. The top-panels show absolute prices as observed in
sessions 414 (stable) and 511 (ccw). The bottom panels give the absolute prices divided by an
estimate of the average price that was current at the time of the trade. In both the stable and the
counter-clockwise treatment, relative prices are clustered around 1, suggesting that expectations are
anchored by averages.

On average, sellers accept bids which are at 93% of their expected prices. Possibly,
traders use reservation prices p = (1 + µ) p̄, where µ is a markup (positive for buyers,
negative for sellers) and where p̄ is the expected price.
Note that an estimated markup µ̂ 6= 0 can be spurious: if traders estimate average
prices differently, and if pessimistic buyers and sellers are likely to trade sooner rather
than later, then it may seem that µ 6= 0, while in reality µ = 0 for everyone.10 By
simulating the distribution of exponential moving averages with random weights,
we can calculate log likelihood values for different markups, c.f. table 3.5. The
calculation is based on the likelihood of observing either an acceptance or a counter10 Uneven learning offers a plausible explanation for different reservation values. Although traders
observe the same history, they can have different initial expectations, or use different learning rules;
some traders may discard old observations while others don’t, et cetera.
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Table 3.4 – Offers compared with expected prices

session 414
mkt 2
buyer proposes, no floor
EMA(t)
0.75
EMA(o)
0.74
GD
0.76
seller proposes, no floor
EMA(t)
1.27
EMA(o)
1.21
GD
1.24
seller accepts
EMA(t)
0.94
EMA(o)
0.92
GD
0.97
buyer accepts
EMA(t)
1.07
EMA(o)
1.02
GD
1.04

session 511
mkt 3

mkt 2

mkt 3

0.75
0.73
0.79

0.65
0.66
0.76

0.68
0.67
0.94

1.30
1.27
1.44

1.28
1.39
1.51

1.34
1.35
1.91

0.93
0.89
0.95

0.93
0.93
1.03

0.92
0.91
1.31

1.00
0.97
1.05

1.07
1.07
1.26

1.04
1.03
1.37

Prices at which proposals and acceptances have occurred, relative to a current estimate of the
average price. The results of the moving averages based on trading prices, EMA(t), and offered
prices, EMA(o), are quite similar. GD-beliefs suggest that behavior is different in session 511.
However, this is an artifact, due to the fact that our implementation of GD-beliefs is based on
all observations (c.f. appendix B). With each new observation receiving relatively less weight than
the previous one, this estimate is less flexible and has more difficulty in picking up the long term
fluctuation in session 511.

offer, conditional on the next offer and on the floor offer (if any). For example,
suppose that the next offer is a bid for commodity 2, and that there is a floor ask
price of 45 for commodity 2. Assume that every potential buyer is equally eager
to submit an offer, and that traders accept a floor offer if it compares favorably
to their reservation price, p = (1 + µ) p̄. Then, if there are five potential buyers
and three of them willing to accept the ask price, the probability of observing an
acceptance is 3/5, conditional on the next offer being a bid for commodity 2. The
probability of observing a counter-offer instead would be 2/5. If there is no floor
ask, then the observed bid for commodity 2 has conditional probability 1. In this
way, we can calculate conditional log likelihoods for different values of µ.11 The table
11 The simulation consists of 1,000 runs. Initial price expectations per robot trader per run per
commodity are uniformly distributed in [1,200]. After each new observation, traders select a random
weight from the interval (0.95, 1.00) for mixing (this value is assigned to their current exponentially
weighted average). The same weighing procedure was also used for creating figure 3.3 and table 3.4.
Conditioning on the type of the next offer serves to avoid the problem that rejections are not
properly defined. Recall that the protocol of Anderson et al. stipulates asynchronous trading:
buyers (sellers) accept a pending ask (bid) by offering the ask (bid) price. If a floor bid is improved
upon by a buyer, then we consider it to be a rejection of the floor bid by the sellers, because the
latter were not quick enough to accept it (c.f. appendix B). Thus, competition among buyers can
lead to rejections, that are not necessarily the explicit result of meditated choice on the part of
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Table 3.5 – Simulated conditional log likelihoods

case

0.00

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

stable

-2825

-2641

-2995

-3470

-3908

-4402

-5175

-5901

-6965

-8083

ccw

-2338

-2248

-2200

-2269

-2413

-2500

-2777

-3000

-3427

-3629

Log likelihoods are based on the probability of observing either an acceptance or a counteroffer, conditional on the type of the next offer. Suppose that the next offer is a bid for, say,
commodity 2. If there is no floor ask for commodity 2, then the probability of the offer being
a proposal is one. If there is a pending ask for commodity 2, then the probability of seeing an
acceptance depends on the number of buyers with (1 + µ)p̄2 exceeding the ask price, relative
to the total number of buyers of commodity 2 at that time. These simulations suggest µ 6= 0.
We have assumed that buyers and sellers have the same value of µ, where it is understood that
sellers use (1 − µ)p̄2 .

shows that the markup most likely is not spurious. Given the conservative calculation
(see footnote 11), deviations between trading prices and expected prices cannot be
exclusively explained by acceptance of offers by sufficiently pessimistic traders.
A markup µ 6= 0 can have different explanations. It could be the result of competitive pressure. If everybody else is accepting asks above the expected price, then
a buyer may stand to lose if he doesn’t follow suit.12 Alternatively, it could also be a
rule of thumb for dealing with uncertainty. Competitive pressure may be expected to
vary over time, across markets and across experiments, suggesting a variable markup.
If the markup would be more or less constant, then that could suggest it is due to a
rule of thumb.13
Figure 3.4 shows the decrease of uncertainty over time in session 414, as measured
by the entropy of GD-beliefs. Here, entropy measures the unpredictability of bid and
sellers. For instance, observations 114 and 115 of session 414 were preceded by various trades in
commodity 2 at a price of 39; then, two traders virtually at the same time submitted ask prices
of 12 and 5 respectively. While an ask price of 12 is already surprising, its "rejection" by buyers is
unlikely for any method of expectation formation.
Still, there are certain observations that pose a problem for the calculation. Suppose that a human
seller accepts to sell at 15, and that there are no robot sellers willing to do the same if µ ≥ −0.10,
and that there a few willing to sell at 15 starting from µ = −0.11. One approach would be to set
the loglikelihoods of µ ≥ −0.10 to −∞; another is to ignore such observations (including them for
some µ’s and not for others would introduce bias). Implausible acceptances can be due to human
subjects wanting to contribute to the success of the experiment by keeping trading alive (i.e. to the
Active Participation Hypothesis, c.f. Lei et al. (2001)). Setting loglikelihoods to −∞ would then
overestimate the size of the markup; we have chosen to be conservative and have ignored "impossible"
events.
12 We have simulated a payoff matrix showing that a markup µ 6= 0 can be a Nash equilibrium. In
this experiment, consisting of 10,000 runs in the stable treatment, one trader of type III considers
different values for the markup, ranging from µ = 0 to µ = 0.1. All other traders use a markup of
µ = 0.05 (buyers accept if the floor ask compares favorably to (1 + µ) pe and sellers accept if the
floor bid is better than (1 − µ) pe , with pe the expected price). The best choice for the trader of
type III is to play µ = 0.05 as well; this leads to a higher average level of utility than the other
available strategies.

13 If agents use rules of thumb to avoid costs of decision making, they may be slow to recognize
differences in uncertainty between markets or over time.
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Figure 3.4 – Evolution of uncertainty over time in session 414, as measured by the entropy of
Gjerstad-Dickhaut beliefs. Interestingly, in either market sellers face more uncertainty than buyers.
There is less uncertainty in market 3 compared to market 2 for both buyers and sellers, because
there are more transactions in market 3.

ask prices. There are more transactions in market 3 than in market 2; that could
make agents feel more confident about their expected prices for commodity 3. Does
lower uncertainty translate into smaller markups?
On this point the evidence is mixed: table 3.4 shows that average markups for
buyers are smaller in market 3 (e.g. for EMA(t) it is 1.00 versus 1.07 in session
414 and 1.04 versus 1.07 in session 511), but for market 2 there is no difference
between sessions 414 and 511 (e.g. for EMA(t) 1.07 in both session 414 and 511,
while the latter is more uncertain, c.f. figure 3.3); sellers apply consistent markups
across markets and sessions (1 − µ is approximately 0.93 with exception of EMA(o)
in market 3 of session 414 where it is 0.89). Traders of type III (who buy both
commodities 2 and 3) also apply similar markups in both markets (c.f. figure 3.5).
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Figure 3.5 – Acceptance of asks by type III buyers. The figure shows cases in which the ask price
exceeds the expected price. The difference between commodities is negligible.

3.4.3

Quantity setting

Quantities proposed and accepted depend on what a trader needs at expected prices,
but also on what is feasible and on uncertainty with respect to price expectations.
By offering to buy or sell small amounts traders can limit losses due to trading at
unfavorable prices. While quantities proposed can be observed directly from the
offers, decisions with respect to quantities accepted are more difficult to observe.
The average quantity traded is one unit in both markets; but this is due to traders
often submitting n acceptances of one unit, instead of once accepting n units.14 We
have tried to reconstruct the underlying decisions by clustering acceptances from the
same trader, for the same commodity and the same price, provided that a subsequent
submission occurred at most two seconds later than its predecessor.15
14 Note that decisions with respect to quantities are also censored: at the going price a trader may
have decided to accept all of the five units on offer; however, if another trader is quicker to accept
three units then the data contain at most two acceptances of the former trader.
15 The flow of time in the experiments was recorded in integer-valued seconds. Since we do not
know if time was rounded or truncated one second may have been too restrictive.
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Table 3.6 – Trading behavior by quantity decisions

case

mkt

2
stable

3

2
ccw

3

action

≤1

≤2

≤3

≤4

≤5

≤ 10

≤ 20

propose bid

65

82

90

95

99

100

100

propose ask

47

78

91

92

95

100

100

accept ask

87

98

99

100

100

100

100

accept bid

75

95

99

99

100

100

100

propose bid

48

75

85

90

95

100

100

propose ask

56

70

77

81

90

94

100

accept ask

86

93

98

99

100

100

100

accept bid

71

88

92

96

97

100

100

propose bid

64

74

85

89

95

98

99

propose ask

69

86

93

95

99

100

100

accept ask

85

91

98

99

100

100

100

accept bid

82

94

97

98

100

100

100

propose bid

35

55

74

82

97

100

100

propose ask

34

45

56

62

80

98

100

accept ask

50

70

82

94

100

100

100

accept bid

70

85

92

95

99

100

100

Cumulative percentages of actions with a quantity ≤ n, per treatment, market and action.
Quantities accepted reflect underlying decisions (see text). As expected, quantities proposed
in market 3 tend to be greater than quantities proposed in market 2. Interestingly, in the
market for commodity 3 in the unstable ccw treatment, quantities proposed and accepted
are greater than the corresponding quantities in the stable treatment. In the market for
commodity 2 in the ccw treatment, buyers propose greater quantities than in the stable
treatment, while sellers propose relatively smaller quantities and accepted quantities are
fairly similar.

Table 3.6 illustrates that traders try to limit the adverse consequences of trading
at unfavorable prices by proposing and especially accepting, smaller amounts.
Table 3.7 gives average prices per quantity decided. It shows that larger quantities
proposed tend to occur at prices that better resemble the Walrasian equilibrium
prices. This is especially the case for ask prices. We assume that this is due to a
greater confidence in expected prices. For quantities accepted, the relation with prices
is less pronounced. Average trading prices (i.e. accepted prices) of commodity 3 are
fairly close the Walrasian equilibrium value of 20. Most likely, the spread between
accepted bid and ask prices of commodity 2 either reflects or causes orbiting in the
ccw treatment.
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Table 3.7 – Average prices by quantity decisions

case

mkt

2
stable

3

2
ccw

3

action

1

2

3

4

5

6 − 10

11 − 20

> 20

propose bid

30

30

31

32

30

19

propose ask

92

45

39

47

40

38

accept ask

34

35

32

37

36

accept bid

37

38

37

38

35

38

propose bid

14

15

17

17

16

13

15

5

propose ask

41

25

27

22

24

20

18

accept ask

17

20

16

17

17

accept bid

20

18

19

17

16

18

14

propose bid

34

40

27

43

32

21

5

propose ask

81

39

39

43

41

48

accept ask

37

35

53

26

26

accept bid

45

44

42

62

45

propose bid

16

14

16

17

19

13

propose ask

32

25

26

19

38

25

accept ask

22

16

16

19

19

accept bid

23

19

19

21

15

1

2
15

17

Average prices by treatment, market, action and quantity decided. In the case of the stable
treatment, in the market for commodity 3 one observation with ask price 2018 and quantity
12 has been omitted. Inclusion of this long shot would have resulted in an average price of 49
(instead of 18) for the category 11 − 20. Interestingly, in the stable treatment proposed ask prices
at higher quantities are closer to the Walrasian equilibrium values. In the ccw treatment, most
proposed ask prices for commodity 3 are well above 20.

3.4.4

Preference for markets

Sometimes, traders can choose in which market to submit an offer. This decision can
depend on endowments, floor offers (if any) and possibly also on relative uncertainty.
We propose that the behavior of these traders can be characterized as follows:
• acceptance is driven by opportunity and an aversion of uncertainty;
• own proposals are driven by needs.
Table 3.8 categorizes the circumstances for traders of type III according to needs
and opportunities. If his endowment of commodity 2 is tight, then buying additional
amounts of commodity 2 will raise the trader’s utility level. On the other hand,
floor prices may represent favorable opportunities, either because one pending rival
bid is low while the other is not; or because an ask price is more favorable than the
other (the table refers to situations in which both floor asks or both floor bids exist
simultaneously).

3.4. STYLIZED FACTS OF HUMAN TRADING

43

Table 3.8 – Choice of market by traders of type III (%)

Short of

floor

acceptance
commodity 2

23
2

3

either

commodity 2

commodity 3

65

35

100

88

12

66

76

24

59

41

100

33

67

69

14

86

66

34

100

78

22

66

56

44

commodity 3

100

32
2≈3

34

23

100

32
2≈3

31

23

100

32
2≈3

proposal

34

The preference for a market depends on needs and opportunities. Column "Short of" indicates
which endowment is tight; and "floor" shows which market is considered attractive, relative to
expected prices. For proposals this depends on pending rival bids, for acceptances on floor ask
prices. If market 2 is more attractive than market 3, then this is labeled as 2  3. Markets 2
and 3 are considered equally attractive if both floor asks are less than 90% of their expected
value. Traders accept offers in the market that is most attractive. If markets are equally
attractive, traders of type 3 show a strong inclination to accept asks in market 3. This is
largely explained by the fact that the average size of trades is one in both markets, while
the need for commodity 3 is twice the size of the need for commodity 2. If endowments of
both commodities 2 and 3 are tight, then traders may still anticipate the greater likelihood
of successful trades in the market for commodity 3. In that case, the greater propensity to
submit own proposals in market 2 makes sense.

3.4.5

End of period allocations

Figures 3.1 and 3.2 show the evolution of trading prices. This section focuses on
the allocation: how close does human trading in the Scarf examples approximate the
Walrasian equilibrium allocation? In figures 3.6 and 3.7 the endowments of traders of
the same type have been aggregated. The figures show the relative share of different
types of traders in the total amount of each commodity. In every triangle, the distances from each side to an arbitrary point in the interior of the triangle always add
up to one. These distances represent the shares of the different types of traders in the
total amount of a particular commodity. If all is owned by traders of the same type
then the allocation is in a corner of the triangle. Each dot represents the allocation
at the end of a period (the training period has been excluded).
In the Walrasian equilibrium allocation the total amount of commodity 1 is shared
evenly between traders of type I and II. That is, in the triangle for commodity 1,
this allocation lies halfway on the side that connects I and II. Commodities 2 and 3
are evenly shared between types II and III and types I and III respectively.
Although aggregation of endowments per trader type suggests more convergence
than there need be, the proximity to the Walrasian equilibrium allocation is remark-
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Figure 3.6 – Shares per trader type in the available commodities in the stable treatment. Each dot
represents an allocation at the end of a period (excluding the training period). The experimental allocations (per trader type) are quite close to the Walrasian equilibrium allocation, i.e. the midpoints
of the left (commodity 1), bottom (commodity 2) and right side (commodity 3) of the triangles.

Figure 3.7 – Shares per trader type in the available commodities in the counter clockwise treatment. Each dot represents an allocation at the end of a period (excluding the training period).
Although the allocations in the stable treatment are more concentrated, here the allocations per
trader type are also fairly close to the Walrasian equilibrium values.

able, even in the counter clockwise treatment. This may be due to the fact that the
equilibrium allocation in the Scarf economies is fixed (c.f. footnote 2 on page 27).

3.5
3.5.1

Discussion
Anderson et al. (2004)

The experiments of Anderson et al. are a major step forward compared to previous
experiments in a single financial market with exogenous reservation prices. The fact
that their results agree with tâtonnement theory (and that some of them have been
replicated) is remarkable, and very important for stability theory. We have a few
critical remarks to offer.
Price formation becomes unstable when the set of Pareto improvements gets exhausted (c.f. appendix A). To various degrees, the graphs in figures 3.1 and 3.2 show
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signs of unstable price formation near the end of a period. In creating time series
of synchronized trading prices, Anderson et al. (2004) circumvents this problem by
ignoring observations when one side of a market is not active, i.e. when there were no
bids or asks for either commodity 2 or 3. While this decision mainly censors observations at the beginning and at the end of a period, it also censors some observations
during a period, thereby distorting the time series of synchronized trading prices.
The latter is unfortunate, indeed. However, we do agree that it may make sense to
ignore observations near the end of trading when investigating convergence.16
Anderson et al. have devised two models for detecting the direction of orbiting,
the clock hand and the quadrant model. The latter is said to be more powerful than
the clock hand model, because in the quadrant model random predictions are wrong
1
3
4 of the time instead of 2 of the time as in the clock hand model. This argument
is not relevant. Both the clock hand and the quadrant model require synchronized
prices. Whereas the clock hand model can use all observations, the quadrant model
must skip observations for getting independent data points. If all observations are
used, then every next data point lies on one of the axes. After assigning axes to
specific quadrants, the chance of being right with random prices would be the same
as in the clock hand model: 12 . Skipping every other observation would leave a power
of 34 × 12 , which is less than 12 .
Although the authors took care to make price formation more challenging, one
can argue that there is still too much symmetry because in an optimum all traders
have to divide their budget evenly between two commodities. Such a split of the
budget can be a focal point absent a deeper understanding of the preferences.
Sophisticated traders could have deduced the equilibrium prices in the unstable
economies, even without having to trade. They would derive information from the fact
that they themselves have to be optimized if the economy as a whole is in equilibrium.
In particular, sophisticated traders can determine that they have to assign half of
16 In this thesis, the focus is on replicating human trading behavior. Since the censored offers
and trades have been observed by traders, they were part of their information set and they have
conditioned subsequent trading. That is why we do not ignore any observation, c.f. chapter 4.

Table 3.9 – Ex ante information of sophisticated traders in the stable Scarf economy

description

general
P

x̂k (αk > 0)

αj
pr wr
r
αk pj +αj pk

x̂j (αj > 0)

αk
pr w r
r
αk pj +αj pk

agent I

agent II

agent III

x̂1 = 5p2

x̂1 = 10p3

x̂2 =

200
p2

x̂3 =

400
p2

P

P

û
pj
pk

αk αj
pr w r
r
αk pj +αj pk
αj
αk

x̂3 =

p2
4

x̂2 =

p3
4

p2
80

p3
40

20
p2

p3 = 20

p2 = 40

p3 = 21 p2

Sophisticated traders know that they themselves have to be in equilibrium if the economy as a whole
is in equilibrium. From this, they can deduce that they have to assign half of their budget to each
commodity. In the stable Scarf economy this leads to the above constraints on quantities and prices;
in the unstable economies, they can even infer the complete Walrasian equilibrium from this budget
rules.
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their budget to each commodity.17 In the unstable economies, this implies that in
equilibrium their utility level will be 0.5; and from this piece of information they can
infer all equilibrium prices. Judging from the experimental results of the unstable
treatments, choices made by the subjects of Anderson et al. are fallible rather than
sophisticated. Table 3.9 summarizes the information that is available to sophisticated
traders in the stable Scarf economy, based on introspection alone.

3.5.2

Disequilibrium theory

The Scarf examples have a special feature that could explain why trading prices in
the stable treatment approach the Walrasian equilibrium prices. The preferences of
traders in the Scarf examples are such that a trade at a false price in one commodity
does not distort demand for the other commodity. Suppose that traders of type I and
III exchange commodity 2 at a price which is too high; then, wealth is transferred
from a trader of type III to another trader of type I. Since both spend half of their
budget on commodity 3, the decrease in demand for commodity 3 from the type
III trader is exactly offset by an increase from the type I trader. Furthermore, in
the market for commodity 2, there is now excess supply (relative to the Walrasian
equilibrium) that may depress the price for commodity 2 at a later stage. Even
though this seems to be a reasonable explanation, robot traders find it easier to learn
the Walrasian equilibrium prices if this symmetry in demand is broken (c.f. 4.4.2.1).
Figure 3.1 illustrates that human trading produces trading prices that approach
the Walrasian equilibrium values from below. Cliff (1997) reports the same phenomenon and explains it as an artefact. In the ZIP-model, a trade occurs if
(1 + θseller ) pseller
(1 + θseller )
pseller
(1 − θbuyer )
17 Let

≤

(1 − θbuyer ) pbuyer ⇔

≤

pbuyer

u be the utility level associated with notional demand. We have xj =

u
αj

, αj > 0. Fur-

P

thermore, let B =
p w and θj the share of the budget spend on commodity j. With these
j j j
definitions, we can rewrite the budget constraint, p · x = B, as
θi B
u
(1 − θi )B
p j = αj
u
with i and j such that αi > 0 and αj > 0 and 0 < θi < 1. Taking quotients left and right yields:
pi

= αi

αi p j
pi
αi θi
=
⇒ θi =
.
pj
αj 1 − θi
αi p j + αj p i
Substitution of the expected price expectations in terms of B and u leads to:
(1−θ)B

θi =

αi αj
αi p j
u
=
= 1 − θi .
(1−θ)B
αi p j + αj p i
αi αj
+
αi αj θB
u
u

On the assumption that they will be able to realize their optimal plan, sophisticated traders can
deduce that in equilibrium they will spend half their budget on commodity i and the other half on
commodity j; and hence also:
pi
αi
=
.
pj
αj
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with θ ≥ 0 the profit margin. From this it follows that the reservation price of
buyers, pbuyer exceeds the reservation price of sellers, psellers . Therefore, profits of
buyers exceed profits of sellers in absolute terms. As a consequence, initial transaction
prices should be expected to be below the equilibrium. These initial trading prices
then shape subsequent expectations. A markup relative to the expected price for the
purpose of deciding an acceptance, however, would correspond to θ < 0. Then, the
phenomenon of trading prices approaching the equilibrium prices from below is not
an artifact.

3.6

Conclusions

We have discussed the experiments of Anderson et al. (2004). These are very relevant
for our purpose because they feature trading at all prices and two markets (the
stable state therefore can shift away from the Walrasian equilibrium). The results
of Anderson et al. agree with tâtonnement theory. This gives us several ways for
discriminating between rival behavioral hypotheses: not only is convergence of trading
prices to the Walrasian equilibrium values contingent on the initial allocation, but
orbiting of trading prices in accordance with tâtonnement theory provides another
criterion. Furthermore, and perhaps most impressive, the end-of-period allocations
should be quite close to the Walrasian equilibrium allocation.
Trading in the unstable treatments nicely illustrates that human choice is fallible: sophisticated traders would have derived the equilibrium prices of the unstable
Scarf economies through introspection, i.e. without having to trade; the subjects
of Anderson et al., on the other hand, did not achieve equilibrium in the unstable
treatments.
We have analyzed the experimental data that we have received from Prof. Anderson; these pertain to the stable and the counter clockwise treatment. They illustrate
that people engage in arbitrage, but mainly in the training periods. While playing
"for real", identifiable arbitrage only accounts for about 7% of the actions. For this
reason we postpone the analysis of arbitrage to chapter 5; we focus first on "regular"
behavior in which traders buy what they need and sell what they can spare. This has
the added advantage that it will become clear whether or not arbitrage is necessary
for achieving convergence to the Walrasian equilibrium and / or orbiting.
The data also show that reservation prices are anchored by price expectations.
Furthermore, traders typically exchange small quantities (presumably to mitigate
adverse effects of mistaken price expectations). To demonstrate the latter finding,
we have clustered successive acceptances that appear to be due to the same decision.
Apparently, the subjects of Anderson et al. found it easier to accept n times one unit
of a commodity instead of accepting n units once. Clustering, unfortunately, can
distort the integrity of the experiment; therefore we will have to use the unclustered
data for comparing robot behavior with trading by human beings.
Hirota et al. (2005) plots cumulative angles of successive trades, as determined by
the clock hand model, to demonstrate the difference between clockwise and counterclockwise orbiting; this is quite effective. We will use this idea in the calibration of
price expectations, c.f. chapter 4.
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Chapter 4

Robot trading
How do traders propose prices? Do they set prices by optimizing expected utility
against their beliefs that a proposed price will be accepted? Or do they haggle towards
reservation prices, which in their turn depend on expected prices? Either way, price
expectations are fundamental. This chapter tests how well different approaches to
expectation formation capture human trading behavior.
The tests use FACTS, a simulation platform that has been developed as a part of
this thesis (c.f. section 4.1). A detailed description of robot traders can be found in
appendix B; section 4.1.2 presents a global overview. Before we turn to the results
of the calibration of expectation formation in section 4.3, we discuss some methodological issues (section 4.2). Section 4.3.5 considers the impact of trading on end of
period allocations and section 4.4 reflects on capturing human trading behavior and
on several topics of disequilibrium theory. Finally, section 4.5 concludes.

4.1

FACTS

4.1.1

Design

FACTS (short for Fallible Agents’ Commodity Trading System) is a platform designed
for simulating exchange, dedicated to investigating trading behavior.1 FACTS consists of a standard exchange economy, with an embedded market mechanism. FACTS
implements a Continuous Double Auction (CDA), in which both buyers and sellers
can submit offers at any time.2 An offer is a message in which an agent indicates his
willingness to buy or sell a specific quantity of a particular commodity at a certain
price. Each message has a date, which refers to the time at which the contents of the
message will reach the recipient. The message queue automatically sorts incoming
messages according to this date. After the auctioneer informs all traders simultaneously about the latest bid / ask spreads, each trader uses this info to learn about
prices and opportunities. Agents, who want to propose a new offer, send a message
1 For

more detailed information about FACTS, contact the author.

2 It

also implements a Clearing House, which clears received orders at discrete times. All simulation experiments discussed here, however, were done with the CDA.
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Figure 4.1 – Design of FACTS. The exchange process, which consists of the auctioneer publishing
bid / ask spreads and traders responding with new offers, is communicated through the message
queue. When the auctioneer calculates statistics he may contact traders directly. Logical tables hide
the database and / or output files.

to themselves through the message queue. These messages serve as the actual trigger
for submitting a new offer. The trader who is quickest to respond is selected for
submitting the next offer; the "notes to self" from other, slower traders are simply
discarded. This mechanism allows FACTS to emulate asynchronous trading: while
slower traders are still contemplating their response to the latest bid / ask spread,
they see their environment continually changing.3,4 Simulations in FACTS, basically
consist of popping and pushing messages from / into the message queue, until either
time has reached its horizon or the message queue is depleted, whichever comes first,
c.f. figure 4.1.
FACTS is able to run in different modes. It can let robot traders interact freely,
subject to the market protocol.5 However, it is also able to compare simulated offers
with offers that were proposed during another experiment. For instance, a laboratory experiment in which human subjects trade in a particular exchange economy.
For having a meaningful comparison, robot traders at each iteration must observe
the same history as the participants of the laboratory experiment. To achieve this,
FACTS accepts scripts, which describe experiments as a sequence of offers. Before
the simulation begins, the script is loaded into the message queue. The simulation
starts with the auctioneer publishing the bid / ask spread (which initially is saying
that there are no pending offers). This triggers robot traders to submit an offer. In
a scripted run, however, these simulated offers are not implemented. Instead, they
3 An

alternative approach is to randomly enable certain agents to submit an offer, c.f. Tesauro
and Das (2001).
4 In early experiments with Continuous Double Auctions (e.g. Smith (1962); Friedman and Rust
(1993); Cliff (1997)), trading was synchronized by offering each trader the chance to either accept
or reject each proposal that had been submitted.
5 The market protocol specifies rules, which detail the exchange process, e.g. whether offers should
be feasible (i.e. no short-selling), and / or improving; whether or not a new offer cancels a similar
offer of the same trader, whether or not an acceptance also clears the pending rival offer.
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Table 4.1 – Message flows, conditional on ScriptMode

ScriptMode

in

out

unscripted

3
13
14
4

13
14
4
(10),13

10

-

3
13
14
7
25
4

13
14
7
4
(10),13

10

-

auctioneer publishes spreads
trader learns, posts a response time
trader submits an offer
auctioneer keeps the offer for analysis
trader submits a scripted (human) offer
auctioneer processes offer; (reports trades);
publishes spreads
trader processes a trade

3
13
14
4
10

13
14
4
(10)
-

auctioneer publishes spreads
trader learns, posts a response time
trader submits an offer
auctioneer processes offer; (reports trades)
trader processes a trade

scripted

semi-scripted

result of the inbound message
auctioneer publishes spreads
trader learns, posts a response time
trader submits an offer
auctioneer processes offer; (reports trades);
publishes spreads
trader processes a trade

The table lists responses to inbound messages. The numbers refer to the message subject;
for instance, a message with subject 3 instructs the auctioneer to publish spreads. As a
result of this, the auctioneer sends each trader a message with subject 13, which contains
the current floor offers. If there is a trade, then the auctioneer informs the agents involved
with a message 10. In response to this event, they update their internal state but they do
not reply with another message. If the run is unscripted or scripted, a message with subject
13 indirectly triggers the next message 13. In semi-scripted runs, all scripted offers are
mapped to messages 3 beforehand, when the script is loaded into the message queue.

are stored for comparison with the next, scripted, offer. In a semi-scripted run, the
auctioneer elicits new offers every time that a human trader in a particular experiment did propose an offer. This way, the length of the simulation experiment (and of
sub-periods, if any) is exactly the same as in the laboratory experiment.6 Table 4.1
shows message flows in different setups.
Traders assign incoming messages to their internal model or to a frame, c.f. figure
4.2. Frames are responsible for learning, perceiving opportunities and for submitting
offers. A frame is a context for decision making. This includes an understanding of
what has to be decided, a definition of relevant and available information, methods,
et cetera. Frames implement behaviors; the next section gives an overview.
6A

new sub-period starts after endowments have been reset.
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Figure 4.2 – Architecture of a trader. When agents receive a message, they interpret it:
queries from the auctioneer or informative messages (e.g. with subject 10) are dispatched
to their internal model; messages which trigger a decision (i.e. with subject 13 or 14) are
assigned to a frame. Traders can have multiple frames, which allow them to display different
modes of behavior. If so, they assign an incoming message to the frame, which they currently
consider to be the best.

4.1.2

Overview of robot behavior

Generally speaking, behavior is how agents respond to incoming messages. In robot
traders, the following process connects input to output: (i) receive market information; (ii) learn from the message; (iii) choose a best action; (iv) determine a response
time; (v) haggle (if applicable) and (vi) submit the offer. Receiving market information and submitting an offer means interfacing with the message queue. Learning
from a message consists of updating price expectations and perceiving opportunities.
The perception of alternatives and valuation of opportunities are described in appendix B. There, it is also explained how best actions determine response times. The
above steps are the same for all algorithms and where possible they use the same
code. As a result, the perception of opportunities by robot traders varies with their
price expectations, i.e. with the way they learn.
Tables 4.2 and 4.3 present a global overview of different algorithms and their
characteristics; more details can be found in appendix B, where the robot traders, to
the extent that it is necessary, have been pre-calibrated.
Let price expectations be point-expectations, and let beliefs be distributions,
which express the probability that an offer at a certain price will be accepted. Method
(a) of expectation formation / initialization is described in appendix A and is designed
to avoid premature market failure. The belief-based algorithms use the same initialization, but here the individual point-expectations are combined to form a beliefdistribution (method (b)).7
There are different ways of updating price expectations and beliefs. Method (a)
7 This

can be considered as an advantage for the belief-based algorithms.
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of expectations / updating refers to drawing prices from an appropriate random
distribution, and method (b) to calculating a moving average. Traders can derive
expected prices from beliefs as "no arbitrage" prices, at which bids and asks have
an equal probability of being accepted: method (d). The other methods consist of
applying specific rules, see appendix B for details.
Table 4.3 – Differences in trading behavior
(a) Overview of characteristics per algorithm
description

ZI

eRnd

eEMA

eBAS

eGD

eME

expectations
- initialization
- updating

(a)
(a)

(a)
(a)

(a)
(b)

(a)
(c)

(a)
(d)

(a)
(d)

choice of action
- reservation price
- markup
- perceived options

(a)
0/0
(a)

(a)
0/0
(a)

(a)
0/0
(a)

(a)
0/0
(a)

(a)
0.01 / 0.01
(a)

(a)
0 .01 / 0.01
(a)

- best action
- quantity setting

(a)
(a)

(b)
(a)

(b)
(a)

(b)
(a)

(b)
(a)

(b)
(a)

no

yes

yes

yes

yes

yes

haggling

(b) Overview of characteristics per algorithm (ctd)
description

ZIP

AA

TU

GDA

GDW

MEA

MEW

(a)
(e)

(a)
(f)

(a)
(g)

(b)
(h)

(b)
(h)

(b)
(i)

(b)
(i)

(a)
0/0
(a)
(b)

(b)
0/0
(a)
(b)

(c)
0/0
(a)
(b)

(d)
0/0
(a)
(b)

(c)
0/0
(a)
(b)

(d)
0/0
(a)
(b)

(a)

(a)

(a)

(a)

(a)

(a)

(a)

no

yes

yes

no

no

no

no

expectations
- initialization
- updating
choice of action
- reservation price
- markup
- perceived options
- best action
- quantity setting
haggling

(a)
0/0
(a)
(b)

Different letters indicate different methods (see text). Values x/y for the markup refer to the stable
/ unstable economies respectively. Observe that expectation formation is the main distinguishing
feature between different algorithms.

All traders observe the same history, but what they actually "see" depends on
how they understand their decision problem. This explains differences in information
sets, even though they receive the same messages. For appreciating some of these
differences, consider the following. Most robot traders simply observe proposals and
acceptances, but some interpret certain offers as a rejection of another proposal. In
addition to differentiating between bids and asks, some algorithms also distinguish
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category
shouts

expected prices as
reservation prices

target utility

beliefs

MEA

GDW

GDA

TU

AA

eME

eGD

eEMA

eBAS

eRnd

ZIP

ZI

name

As MEA, traders wait if the preferred price is not admissible

Price setting based on MaxEnt beliefs with admissible prices

As GDA, traders wait if the preferred price is not admissible

Price setting based on Gjerstad-Dickhaut beliefs with admissible prices

Reservation prices based on a utility target and plausibility window

Adaptive-Aggressive modifications of expected prices

Expected prices derived from MaxEnt beliefs

Expected prices derived from Gjerstad-Dickhaut beliefs

Expected prices as a moving average of observed prices

Expectations based on bid / ask spreads

Random expected prices

Rule-based updating of shouts

Random choice of a feasible action with random shouts (i.e. offers)

short description

Table 4.2 – Overview of algorithms

MEW

Algorithms have been arranged according to their central concept. For instance, the ZIP algorithm of Cliff and Bruten consists of rules which maintain
shouts (i.e. offered bid and ask prices). Alternatively, traders can derive shouts from expected prices or from beliefs through haggling.
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between rival and counter offers. That is, a new bid is recognized as a bid by all,
but buyers and sellers respond differently to it.8 Robot traders with adaptive expectations, on the other hand, do not differentiate between bids and asks and pool all
prices for a particular commodity. So-called Gjerstad-Dickhaut beliefs make use of
quantities offered and traded; all other algorithms ignore quantity information.9 The
TU algorithm tries to achieve a target utility level; as a result, it perceives markets
as interdependent. The other algorithms derive their expectations and beliefs with
respect to a certain market from offers which have been observed in that particular market alone. Some algorithms generate admissible prices, while others allow
inadmissible expectations that may oblige traders to wait and see.10
Each algorithm implements reservation prices, that are used to determine whether
floor offers are acceptable or not. Method (a) of choice of action / reservation price
puts pr = (1 + µ) pe , where pr and pe are the reservation and the expected price
respectively and where µ is a markup (non-positive for sellers and non-negative for
buyers), c.f. section 3.4. ZI and ZIP do not use the markup (i.e. µ = 0), because
they maintain shouts rather than expected prices. A markup in case of eRnd has
no added value and has been omitted for that reason. The belief-based algorithms
could use a markup, but here we want to see the effect of utility maximization. Other
values for µ (choice of action / markup) have been determined as part of the precalibration (see appendix B). If there is no markup and no haggling (as for ZI and
ZIP) then the reservation prices are equal to planned shouts. Method (b) refers to
specific rules that are implemented by the TU algorithm, c.f. appendix B. Methods
(c) and (d) both implement monopolistic competition; that is, traders set prices by
optimizing expected utility against their beliefs with respect to proposed prices being
accepted. Method (c) conditions on floor offers, so as to yield admissible proposed
prices. Method (d) may lead to preferred prices that are not admissible, in that case
the robot trader waits.
All algorithms first determine the feasible actions that are available to them and
they do so in the same way, method (a) of choice of action / perceived options
(for details, see appendix B). When it comes to selecting the best action, the ZIalgorithm pools all available feasible actions and selects one at random (choice of
action / best action, method (a)). Other algorithms apply preferences to the available
opportunities (method (b), see appendix B).
Proposing an offer involves selecting a price and a quantity. In case of acceptances,
the price is determined by the offer which is being accepted. For new proposals
traders can use their reservation price, which is possibly equal to their expected
8 In the belief-based algorithms, buyers and sellers use different beliefs. That is to say, they also
react differently to observed offers.
9 In the context of the experiments of Anderson et al. (2004) this gives an advantage to the GDA,
GDW and eGD algorithms, because they are not misled by the practice of n times accepting one
unit, instead of accepting n units once, c.f. section 3.3.
10 Algorithms that are supposed to deliver an admissible offer may, however, fail to do so if (i) a
trader owns a floor offer, (ii) his only option would be to improve upon that offer and (iii) either
there is no counter offer or (iv) it is still unclear that the owner is the marginal trader. Before
such a trader is willing to propose a better price, he first wants to see a counter offer, and if that
is available, he wants to wait and see if someone else submits another proposal (possibly in another
market). In scripted runs, if the human counterpart of this robot trader does propose an offer, this
shows up as the algorithm considering his alter ego "too eager", c.f. table 4.7.
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price (haggling = no), or they can propose a better than expected price by haggling
(haggling = yes). A trader commits all or part of his endowments to a transaction
and uses the offered price of a commodity to calculate what should be supplied in
exchange for the quantity offered. This is quantity setting / method (a), which is
used by all algorithms, including the belief-based algorithms.

4.1.3

Global parameters

The global parameters in FACTS can be fixed by aligning the program with the
experiments of Anderson et al. (2004), c.f. table 4.4. These settings apply to all
simulations.

4.2

Calibration methodology

This section proposes criteria for assessing how well algorithms capture human trading, and it elaborates on how to measure that performance. Measurements will be
based on two types of simulations: scripted, or conditional simulations and semiscripted, or unconditional simulations.
In conditional simulations each robot trader is assigned to a human trader. Based
on the same preferences, endowments and on the same publicly available information
robot traders calculate a set of feasible actions, select a best action and (if they are
quickest) submit an offer. In scripted runs, robot offers are generated for the purpose
of comparing them with human offers. These kind of simulations are best suited for
testing behavior at the individual level. In semi-scripted runs, on the other hand,
human offers are only used to trigger robot offers; the latter determine the evolution
of price formation. Semi-scripted runs, therefore, are fit for comparing aggregate
Table 4.4 – Global parameter settings for replicating the Scarf examples

parameter

value

remarks

number of goods

3

see section 3.2.2 on page 25

number of traders

15

replication, five times

preferences

Leontief

see section 3.2.2 on page 25

endowments

WA , WB , WC

see section 3.2.2 on page 25

market protocol

MUDA

see section 3.2.3 on page 26

length of periods

variable

depends on experimental data

nr of periods

1+10, 1+15

stable, cw / ccw

nr of runs

1,000

The Scarf examples already define the number of goods and traders and their preferences and
endowments. The experiments of Anderson et al. fix other parameters like the market protocol and
the length of simulations.
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features of price formation, such as convergence and orbiting. These emergent phenomena at the macro level can also be used for testing behavioral hypotheses at the
micro level. For instance, if robot traders are gullible and likely to accept any price
as an equilibrium price, then even in the unstable Scarf economies this could lead to
convergence. Such an outcome, however, is at odds with the findings of Anderson
et al. (2004).
Section 4.2.1 presents a list of requirements that algorithms ideally should satisfy
and discusses their relative importance. Subsequent sections flesh out the details of
how to apply the criteria to the data. Section 4.2.5 addresses the dependency issue
that is due to the fact that there are multiple aspects of robot trading that need to
be calibrated, e.g. expectation formation and the selection of a best option from the
set of perceived opportunities.

4.2.1

Criteria for assessing algorithms

We want robot trading to capture the following salient features of human trading in
the experimental Scarf economies:
• Convergence:
– Convergence to the Walrasian equilibrium prices in the stable Scarf economy.
– Non-convergence in Scarf economies if tâtonnement is not stable.
– Convergence in approximately the same number of transactions as required
by human traders.
• Consistency:
– Actual actions of human traders are recognized as feasible opportunities.
– Correct predictions of the actions of human traders, conditional on the
observed history of trading.
– Algorithmic offers are close to the prices that were proposed by human
traders.
• Orbiting (in the unstable economies):
– Robot prices should orbit around the equilibrium.
– Orbiting must be in the right direction (clockwise or counter-clockwise,
depending on the initial allocation).
• End-of-period allocations:
– By the end of a period, robot traders should be as close to the Walrasian
equilibrium allocation as the allocations that were achieved by humans.
At the aggregate level, the most important requirement is that algorithms achieve
convergence in the stable Scarf economy while avoiding convergence in the unstable
examples. At the individual level the correct prediction of human moves is key. These

58

CHAPTER 4. ROBOT TRADING

phenomena reflect the way that traders process information, which is our main concern. Consistency at the individual level is direct evidence, easy to measure and less
sensitive to the dependencies that are discussed in section 4.2.5. Convergence or lack
thereof, on the other hand, is indirect and more difficult to establish. Therefore, for
the purpose of calibrating parameters, we put more weight on data at the individual level. However, for the selection of methods of expectation formation achieving
convergence is more important. The predictions of human moves are one-step-ahead
predictions. Algorithms that perform well in this respect but which fail to achieve
convergence ignore an essential part of human behavior. Just as good descriptive
models do not need to predict out-of-sample data adequately, good one-step-ahead
predictions are no guarantee for achieving convergence. The point is that good descriptions and good one-step-ahead predictions can be obtained through flexibility,
while good predictions of out-of-sample data and convergence require that an essential
continuity is captured.
Orbiting in experimental trading seems to be the most important finding of Anderson et al. (2004), because a priori it seems less likely to occur than convergence in
the stable Scarf economy. Indeed, it is this outcome that ties the experimental results
of Anderson et al. closely to tâtonnement theory. Should the detection of orbiting,
then, not take precedence over observing convergence? Since orbiting is conditional
on not having convergence and because orbiting does not apply to the stable Scarf
economy it is more natural to treat this as a subsidiary requirement. Furthermore,
since we do not know what causes orbiting it is difficult to assert its importance for
expectation formation or trading behavior. Anderson et al. found a low-frequency
fluctuation that spans multiple periods. We propose that the observed frequency of
orbiting should have been much higher for it to be the expression of the mechanism
that drives tâtonnement. We also have to keep in mind that orbiting in the experimental clockwise economy was not that pronounced (c.f. chapter 3). No matter
how it should be interpreted, orbiting still remains a valid criterion for discriminating
between competing hypotheses.11
We refrain from offering a complete ordering of the different requirements. There
are far too many unknowns for assuming that a particular ranking of criteria automatically will guide us to the correct model. Assessing the relative performance of
various algorithms in capturing human trading at this time cannot be anything else
than a tentative qualitative judgment. Chapter 6 provides another perspective on
ranking by considering the ecological rationality of different algorithms.

4.2.2

Consistency

If an algorithm successfully captures human trading, then the actual moves of human
traders should be in the set of perceived opportunities. Different algorithms can be
compared based on the percentage of actual moves that are recognized as a feasible
move. This is particularly relevant for the calibration of price expectations, because
ceteris paribus the perception of opportunities depends on price expectations. High
recognition rates, however, are no guarantee for correct predictions of human moves.
Since the latter matter most, we prefer to calibrate based on prediction rates.
11 Also

see footnote 18 on page 63.
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In scripted runs, we may also consider the difference between prices proposed by
human and algorithmic traders. Here, we cannot assume that the identity of the
proposing agent is the same. A robot trader may prefer to wait whereas his human
counterpart decides to submit an offer. As a result, there is also no reason why offers
of the quickest human and robot traders will be similar. One may propose to sell
commodity 2, while the other wants to buy commodity 3. Yet, the offers can be
compared by looking at the synchronized time series of proposed prices (c.f. section
3.3). For each algorithm we can calculate the average distance between the actual
(human) and virtual (robot) time series as:
r
N
2

2
1 X  human
human (t) − probot (t)
pbid,2 (t) − probot
(t)
+
...
+
p
δ=
bid,2
ask,3
ask,3
4N t=1
A lower value of δ means that a particular algorithm generates prices that are on
average closer to human prices. In scripted runs algorithms must improve upon
pending offers submitted by human traders. This provides them with substantial
guidance. Therefore we consider δ to be of lesser importance than the simulated
confidence intervals that are described in section 4.2.3.
For getting a better understanding of why some algorithms perform better than
others, we also use additional consistency measures:
• Consider a human buyer who at some point in time expects the fair price of
commodity 2 to be 35. It seems safe to assume that this buyer will make an
offer below, or at or perhaps even slightly above 35 (if he applies a markup).
Offers to buy that substantially overshoot a reservation price are not, however,
compatible with the algorithm.
• Similarly, certain algorithms sometimes stipulate that it is better for a trader
to wait rather than to propose an offer. Observed discrepancies with respect to
waiting also signal that a particular algorithm does not explain human offers.
• What is the probability that an actual trader and his simulated counter-part
make an offer at a particular iteration? And, conditional on the identity of
proposing traders, what is the probability that they select the same commodity
for making an offer? And if they select the same commodity, do they select
the same action (buying or selling)? And if they also select the same action,
is this action similar in the sense of being either an acceptance or a rejection?
By calculating these probabilities we can also gain some insight into why one
algorithm is better in capturing human trading behavior than another.

4.2.3

Convergence

The difference between price formation in the stable and the counter clockwise unstable laboratory economies is both obvious and remarkable at the same time. Visual
inspection of figure 3.1 suggests that price formation in session 414 was convergent,
while it wasn’t in session 511. However, it is not immediately clear in which sense
price formation does or does not converge. There are two issues:
• Exhaustion of the set of feasible Pareto improvements makes prices formation
unstable (c.f. appendix A).
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• Furthermore, human traders at odd times may try to move the market. For
instance, session 414 saw unexpected asks of 6000 or more when it was already
clear that acceptable prices were approximately 40 and 20.

From these considerations, we may conclude that convergence manifests itself not
as a limit, but rather as a degree of concentration of observed prices. For gauging
convergence in the stable Scarf economy, we primarily rely on visual inspection of the
graphs of the first twenty runs of unconditional price formation. The graphs shown
in section 4.3 and in appendix B are the most representative; if there is substantial
diversity across runs then this is mentioned in the captions. Additionally, we compare
price processes in terms of (i) the distance between prices (see section 4.2.2) and (ii)
the percentage of observations that are close to the average.
For both human and simulated price formation, we can measure the percentage
of observed prices that are close to their average, say within a margin of ±10%.12 If
an algorithm captures human trading, then it should have a comparable score on this
concentration statistic. We determine this by simulating confidence intervals for the
concentration statistic and by verifying whether these confidence intervals cover the
observed scores for human trading. We calculate symmetric two-sided critical values
at the 10% level, using 1,000 runs per algorithm. That is, the critical values are such
that 50 runs will have values below the critical lower bound and 50 runs will exceed
the critical upper bound.
In the stable Scarf economy, the observed concentration statistics for human trading are 74% and 78% for commodities 2 and 3 respectively, while in the unstable
counter clockwise example both percentages are equal to 17%. These values are based
on trading prices; therefore, we can also calculate the percentages for the clockwise
unstable economy: 17% and 26% for commodities 2 and 3 respectively.13
Results of these tests will not necessarily be clear-cut. It is unlikely that good
hypotheses have small confidence intervals that cover all observed values, while bad
hypotheses cover none. Hence, we should look at the number of human concentration
statistics covered. However, with robot trading it is far more difficult to achieve
convergence than not. Covering the human concentration statistics in the stable
treatment is therefore more important than covering the statistics of the unstable
treatments. Furthermore, if confidence intervals are very wide then that may indicate
that the number of simulation runs is not sufficient and / or that there is no robust
12 Anderson et al. (2004) already defines "close" as (p , p ) ∈ [36.5, 43.5] × [16.5, 23.5], but it does
2 3
not define when observations are "sufficiently often" near to the equilibrium. This bandwidth is
described as prices being at most four "cents" removed from their equilibrium values. This sounds
comforting, but four "cents" amounts to a deviation of 20% of the equilibrium price in case of
commodity 3. Actually, Anderson et al. (2004) argues that their bandwidth is conservative: usual
conventions would justify a range nearly twice the size. We find that difficult to accept. We prefer
a bandwidth of 10% for each commodity, while admitting that this value is hard to rationalize.
13 The file AllTrades.csv from Anderson et al. contains trades from all sessions, but it excludes the
trades from training periods. This would give 83% and 75% (stable), 9% and 10% (ccw) and 9% and
15% (cw) as concentration statistics. The percentages we use for the convergent and the counter
clockwise treatment come from the raw data, which include the training period. Comparison shows
that after the training period there is less volatility in the stable treatment and more instability
in the counter clockwise treatment. Therefore, it makes sense to correct the observed clockwise
concentration statistic for including a training period: 9% × 17
= 17% for commodity 2 and 15% ×
9
17
= 26%.
10
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Table 4.5 – Sensitivity of confidence intervals to the number of simulations

stable

runs

ccw

cw

good 2

good 3

good 2

good 3

good 2

good 3

100

87-93

96-98

3-7

4-83

3-83

3-76

200

87-93

95-98

3-7

10-83

2-84

3-76

300

87-93

95-98

3-7

14-83

3-84

3-76

400

87-93

95-98

3-7

11-84

3-84

2-76

500

87-93

95-98

3-7

13-83

3-84

3-76

600

87-93

96-98

3-7

16-83

3-84

3-76

700

87-93

95-98

3-7

13-83

3-84

3-76

800

87-93

95-98

3-7

14-84

3-84

3-76

900

87-93

95-98

3-7

13-83

3-84

3-76

1,000

87-93

95-98

3-7

14-83

3-84

3-76

Simulated confidence intervals (symmetric, at confidence level = 0.1) for concentration statistics,
per treatment and commodity, for varying number of runs. Intervals bounds are percentages. The
table has been generated with the eGD-algorithm. It is clear that the size of the confidence intervals
is quite stable. Whether a confidence interval is wide or not therefore cannot be attributed to an
insufficient number of simulation runs.

convergence. Table 4.5 demonstrates that a wide confidence interval is a reliable
indicator of a lack of robust convergence.
Based on the analyses of chapter 3, we expect the convergence of human price
formation in the stable treatment to be quite robust. Wide confidence intervals
therefore can be taken as a contra-indication. If confidence intervals are small and
situated at low levels of concentration then that would be a strong indication of a lack
of convergence, while small intervals at high levels of concentration are compatible
with robust convergence.
The concentration statistic will not enable us to reliably detect convergence, but it
will help in rejecting simulation results, that are not similar to human price formation.
For instance, the statistic will be too low if simulated prices fluctuate around a stable
equilibrium with large deviations, or if there are small deviations around a pronounced
upward or downward trend. And, it will be too high if the economy quickly settles
on a equilibrium, or if time series of prices exhibit minor fluctuations around a very
mild trend. A comparable score on the statistic is not sufficient for concluding that
simulated price formation is like human price formation. This is why visual inspection
of representative simulated time series is also important.
We want to establish whether robot trading can achieve convergence similar to
human trading. For a comparison to be fair, robot traders should get about the same
"time" as human traders did. But how to align machine time and laboratory time?
In conditional price formation, robot traders submit the same number of proposals
as did human traders. Setting the number of offers equal is the closest one can get
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to synchronizing the length of the experiments in terms of the number of decisions
taken.14 By simulating in semi-scripted mode the same can be accomplished for
unconditional price formation: every time a human trader proposes an offer, the
auctioneer informs robot traders about the current spread, which makes them to
submit a response time and possibly a proposal. Unfortunately, we have no human
offers for the clockwise unstable Scarf economy. Instead, we use the data of the
counter-clockwise treatment to also trigger robot offers in the clockwise treatment.
Since session 511 (ccw) consisted of 15 periods (after the training period), and both
clockwise treatments consisted of 10 sessions, in this case we truncate the data set
after 1+10 periods.15

4.2.4

Orbiting

Although near-exhaustion of feasible Pareto improvements may contribute to unstable
prices, this does not explain the lack of convergence in the counterclockwise unstable
Scarf economy. Session 511 is characterized by long term fluctuations in trading prices
across periods (c.f. figure 3.1). These fluctuations, which are evidence of orbiting,
have been confirmed by Goeree and Lindsay (2016).
Anderson et al. (2004) has introduced the clock hand model as a way of discriminating between clockwise and counter clockwise orbiting.16 Suppose that a virtual
clock hand, that is fixed at the Walrasian equilibrium prices, points at observed (synchronized) prices. For each observation, one can calculate the angle that the clock
hand makes relative to 12:00 hrs. Between two successive observations the clock hand
either moves forward or backward. For instance, consider two successive observations
which lie at 2 and 3 o’clock, relative to the Walrasian equilibrium prices. That is,
the angles (as measured in hours) relative to 12:00 hrs are 2 (old) and 3 (new) respectively. Anderson et al. (2004), following mathematical convention, calculates the
difference in angles as old - new = 2 - 3 = -1. Hence, clockwise movement generates
negative increments and counter clockwise movement produces positive differences.
We, however, prefer to calculate progress as new - old, leading to clockwise movements
being classified as positive and counter clockwise movements as negative.
If there is orbiting then movements of the clock hand are likely to be highly
correlated, successive increments of the angles will not cancel out and their sum will
indicate the direction of orbiting. With FACTS we can simulate the distribution of
the final values of accumulated differences between successive angles (or cumulative
angles for short), to express both the propensity of orbiting and its direction.17 If
14 Most likely, the number of decisions was less than the number of offers in the experiments of
Anderson et al., see footnote 6 on page 30.
15 The complexity of trading in the ccw and cw unstable economies is comparable, and certainly
less than trading in the stable Scarf economy (c.f. footnote 3 on page 133). In the clockwise
treatment, therefore, the number of offers per period (before exhausting the set of feasible Pareto
improvements), will be closer to the counter-clockwise unstable than to the stable treatment. Hence,
it is better to use a truncated data set of session 511 instead of the full data set of session 414.
16 Anderson et al. (2004) has also devised the so-called quadrant model, c.f. section 3.2.5. We
prefer the clock hand model for its greater power (c.f. section 3.5.1 on page 44) and its ability to
aggregate over an experiment (see below).
17 This

is inspired by Hirota et al. (2005), which plots the cumulative angles of a clockwise and

4.2. CALIBRATION METHODOLOGY

63

price formation in the clockwise (cw) and counter clockwise (ccw) examples is in
accordance with tâtonnement theory, then we expect the probability density in the
cw-case to be shifted to the right and in the ccw-case shifted to the left.
To illustrate these concepts, figure 4.3 shows the probability densities of cumulative angles of both Zero Intelligence (ZI-) and ZI-Plus (ZIP-) trading. The symmetry
of the probability densities around zero in case of ZI-trading shows that FACTS is
not biased in either direction; ZIP-trading, on the other hand, conforms to the predictions of tâtonnement theory.18 This is interesting because ZIP-traders manage
their competitiveness in both markets independently: prices, or price changes, in one
market do not affect prices in the other markets, and yet there is systematic orbiting
across different runs. Furthermore, densities can have multiple (local) maxima; this
phenomenon also manifests itself with other algorithms.19

4.2.5

Dependencies

Capturing human trading behavior by means of robots requires the calibration of
multiple fundamental parameters, such as expectation formation and the selection of
a best option from the set of perceived opportunities. Ideally, one should evaluate all
possible combinations of these parameters before identifying which configuration is
best. Instead, we calibrate expectation formation conditional on rules of thumb for
prioritizing feasible actions (c.f. B).
The reason for this is that nine out of thirteen algorithms use point expectations
rather than distributions. Choice based on utility maximization, however, requires
beliefs, i.e. expectations as distributions instead of point expectations. Put differently, only four out of thirteen algorithms can potentially be improved by considering
other methods for selecting a best alternative from the sets of feasible actions. Furthermore, an algorithm’s ability to recognize human actions as opportunities precedes
the selection of a preferred alternative. To the extent that we rank algorithms accordingly our analysis is independent of the method of selecting a best alternative.
Although limited in scope, section 4.3.4, addresses the dependency between expectaa counter clockwise experiment to demonstrate the difference in price dynamics between the two
treatments. Goeree and Lindsay (2016) uses the same technique for demonstrating orbiting in the
replication of the ccw-case.
18 In our simulations, orbiting seems to be due to one price increasing beyond bounds: in ZIPtrading in the counter clockwise economy the price of commodity 2 increases over the course of
the experiment, while in the clockwise treatment it is the price of commodity 3 that rises steadily.
In session 511 (the counter-clockwise treatment) of Anderson et al. the price of commodity 2 also
increases, but here at some point the long-term trend is reversed, c.f. figure 3.1. That probably
means that human traders eventually start to doubt whether a further increase is credible. The
point, however, is that human trading initially experienced the same unchecked upward pressure on
the price of commodity 2 as in our simulated price formation. The sustained increase of a trading
price seems to reflect the absence of a negative feedback mechanism, while orbiting in tâtonnement
theory, of course, is the expression of negative feedback. That raises some doubts about the proper
interpretation of experimental orbits.
19 It is not exactly clear what is the reason for the secondary maxima. Possibly, this is a reflection
of the probability that a single price starts increasing beyond bound at a certain time; if this occurs
sooner, the cumulative angle is likely to be greater in absolute value. Alternatively, successive angles
may offset each other; if there is a pattern in this then some final values can become more likely
than others.
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Figure 4.3 – Simulated probability densities of cumulative angles in the unstable Scarf
economies. The ZI-densities (left) are symmetric around zero, showing that (i) there is no inherent bias in the system and (ii) orbiting is due to expectation formation. ZIP-trading (right)
exhibits systematic orbiting because the densities have shifted away from zero; furthermore, they
each have shifted in the right direction.

tion formation and choice among opportunities in the form of a sensitivity analysis.
There is another, deeper dependency: the rules that identify opportunities do not
preclude arbitrage, but they substantially limit it by letting agents accept a pending
offer provided that they do not intend to reverse it at a later stage. Arbitrage is
considered in chapter 5. That is, robot traders buy what they need and sell what
they can spare. This restricts the number of opportunities that robot traders observe.
Table 3.1 shows that approximately 90% of all actions in session 414 (i.e. in the stable
treatment) can be characterized as "regular". Regular actions are consistent with nonspeculative behavior. When we determine whether actual moves are recognized as
feasible opportunities, or whether human moves are correctly predicted we restrict
ourselves to this set of regular actions. This largely takes care of the limitation. To
the extent that regular opportunities are not correctly identified, all algorithms suffer
(but not necessarily to the same degree). Based on the fact that recognition rates
appear reasonable and consistent across the stable and counter clockwise treatment,
we believe that the adverse effects are limited and that differences in recognizing
human moves as feasible opportunities can be attributed to variations in the quality
of price expectations, c.f. table B.1 on page 153. The aggregate analysis, however,
can be biased because it uses all the data and because human traders were engaged
in arbitrage.

4.2.6

End-of-period allocations

Although our focus is on price formation we should not lose sight of the purpose
of trading, which is to improve the well-being of agents. This is achieved by the
market through successive changes in the distribution of commodities. Although any
core allocation could be used as a benchmark, we will use the distance of simulated
allocations to the Walrasian equilibrium allocation as a way to assess the similarity
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of robot and human trading. That way we can be sure that our criteria with respect
to allocations and prices are consistent. Furthermore, the stylized facts of chapter 3
also suggest that end-of-period allocations of human trading are gravitating towards
the Walrasian equilibrium, c.f. figures 3.6 and 3.7.
Instead of measuring the Euclidean distance, it is more common to express this
distance by means of efficiency. This is defined as the ratio of actual average utility divided by potential average utility (as realized in the Walrasian equilibrium).20
However, since similar efficiency scores less than one can be realized in an infinite
number of ways, we prefer to visualize the end-of-period allocations as in figure 4.4.
In each triangle the distances from each side to an arbitrary point in the interior
of the triangle always add up to one. These distances represent the shares of the
different types of traders in the total amount of a particular commodity.
If all is owned by traders of the same type then the allocation is in a corner of
the triangle. Initially, in the stable Scarf economy, traders of type III own all the
money (i.e. commodity 1); during the course of trading, money should "traverse the
triangle" and end up equally in the hands of traders of types I and II. The other
commodities should also cross the triangle. The equilibrium shares (which are the
same for each of the three Scarf economies) are marked "WE".

4.3
4.3.1

Calibration of expectation formation
Consistency

How well do different algorithms recognize human moves as feasible actions and how
well do they predict them? Table 4.6 provides theanswers to these questions. The
20 Interestingly, in the Scarf economies efficiency can also be calculated by using excess quantities.
The maximum amount of a commodity that can be taken away from a trader without reducing his
level of utility is called an excess quantity. By using excess quantities for calculating efficiency one
does not have to assume the existence of a Walrasian equilibrium. Let ξ (W) be the efficiency of
allocation W and let vj (W) be the excess quantity of commodity j, i.e. the sum of excess holdings
of commodity j. Then efficiency can be alternatively defined as

ξ(W) = 1 −

v1 (W)
400

+

v2 (W)
10

+

v3 (W)
20

3

with 0 ≤ ξ(W) ≤ 1. One easily derives:

v(W)

=

ξ(W)

=
=

400 − 400u1 − 400u2
10 − 10u2 − 10u3
20 − 20u1 − 20u3

!
⇒

3 − 2u1 − 2u2 − 2u3
3
(u1 + u2 + u3 ) /3
1/2

1−

with 1/2 being the average of potential utility levels, as obtained in the Walrasian equilibrium.
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Figure 4.4 – Shares per trader type in the available commodities in the Walrasian equilibrium.
This equilibrium is the same for each of the three Scarf economies.

MEW-algorithm has the highest recognition rates, while eBAS provides the best
predictions of human moves.
GDW and MEW recognize acceptances better than other algorithms. One would
expect that this would also lead to better predictions, because acceptances are generally preferred to other opportunities. GDW- and MEW-traders, however, set prices
by maximizing expected utility against their own subjective beliefs. That is, these
traders implement the hypothesis of monopolistic competition. Both types of traders
are adverse to rejections, because their expected utility is very sensitive to the probability that an offer is accepted. As a result, they tend to propose prices that are
favorable to their prospective trading partners. This raises their recognition rates,
because (i) they can improve upon and (ii) even accept almost every pending offer. At
the same time, their prediction rates are low because these algorithms accept far too
many proposals: every offer appears to be a bargain. Remarkably, these algorithms
are even outperformed by the Zero Intelligence algorithm. The underlying beliefs of
MEW- and GDW-traders are not at fault; indeed, the eGD- and eME-algorithms
(which derive expected prices from GD- and ME-beliefs respectively) are among the
best algorithms in terms of recognition. The high recognition and low prediction
rates of GDW and MEW are both due to selecting prices based on optimal expected
utility.
The good recognition rates of the eBAS-algorithm are not surprising. Since expected prices are based on bid / ask spreads, possibilities to improve upon floor offers
are always detected. The outperformance in terms of predictions presumably is due
to these expectations being more elastic than others: they are not constrained in any
way by a notion of plausible price levels. This may also explain the high propensity to
disqualify human offers as overshooting the reservation price (c.f. table 4.7). Instead
of "seeing through" haggling, eBAS takes such offers seriously. Haggling (especially
if one or both floor prices are missing) continuously disturbs eBAS expectations.
Convergence, so it seems, requires that expectations are somehow anchored.
The algorithms other than GDW and MEW are comparable in that they all try
to learn what the equilibrium price is, rather then determine which price would be
most advantageous. It makes sense, therefore, to rank them based on the recognition rate alone. Then the TU-algorithm stands out in the stable Scarf economy. Its
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Table 4.6 – Recognition and prediction of human moves

Description

stable economy

ccw unstable economy

recognized (%)

predicted (%)

recognized (%)

predicted (%)

ZI

37.7

53.7

41.8

57.8

eRnd

73.3

52.7

66.4

55.1

eEMA

74.8

68.7

74.2

73.3

eBAS

74.1

69.0

74.0

72.5

eGD

75.5

68.0

73.2

62.5

eME

76.2

63.2

71.8

61.3

ZIP

76.5

67.1

76.9

69.8

AA

74.5

65.0

75.2

67.8

TU

77.5

65.4

73.7

62.4

GDW

77.0

51.8

68.9

51.7

MEW

83.7

48.7

85.5

48.5

Average percentages of human actions that are recognized as a feasible option and that are
correctly predicted, as simulated over 1,000 runs. Actions exclude those that appear to be
motivated by arbitrage. The prediction percentages are conditional on the human action
being recognized as a feasible option. Prediction percentages are calculated assuming that
all algorithms (except ZI) use rules of thumb to select a best option from the set of perceived
alternative actions. Recognition and prediction rates are fairly stable across the stable and
counter clockwise treatments. The eBAS algorithm is best; even though its recognition rate
is slightly lower than those of eEMA and eGD it outperforms in terms of predictions. The
high recognition and the low prediction rates of MEW (and GDW) are both due to price
setting by optimizing against subjective beliefs. Belief algorithms GDA and MEA have been
omitted as a result of the pre-calibration, c.f. appendix B.

distinguishing feature is that it perceives opportunities in different markets as interdependent. Observe that in the stable treatment all traders operate in two markets,
while in the unstable treatments only one in three traders is active in both markets.
This explains why the recognition rate of TU-traders is higher in the stable Scarf
economy. Apparently, interdependency also plays a role in the perception of opportunities by human traders. Interestingly, ZIP-traders perform well in the counter
clockwise economy; they do better than AA-traders even though the latter can adjust
to changes in volatility.
Table 4.7 provides some insight as to why some algorithms perform better than
others. If we allow robot traders to approve or disapprove of offers of their human alter egos than they find that human offers often overshoot their reservation prices. To
a large extent, such discrepancies are acceptable. If an algorithm correctly describes
expectation formation and if there is a reasonable spread in expected prices, then
approximately half the traders should be expected to overshoot reservation prices,
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Table 4.7 – Qualitative comparison of human and robot offers
(a) The stable Scarf economy
probability
overshooting
too eager
= agent
= good (2/3)
= action (buy/sell)
= accept / reject

ZI

eRnd

ZIP

eEMA

eGD

eME

eBAS

AA

TU

GDW

MEW

0.41
0.28
0.07
0.57
0.79
0.20

0.41
0.07
0.07
0.58
0.88
0.46

0.33
0.01
0.07
0.67
0.92
0.30

0.33
0.01
0.07
0.68
0.92
0.26

0.32
0.01
0.07
0.68
0.91
0.26

0.35
0.02
0.07
0.65
0.90
0.33

0.47
0.01
0.07
0.67
0.92
0.25

0.41
0.02
0.07
0.67
0.91
0.26

0.43
0.01
0.07
0.67
0.90
0.31

0.38
0.06
0.08
0.59
0.89
0.49

0.27
0.20
0.08
0.62
0.90
0.41

(b) The unstable ccw economy
probability
overshooting
too eager
= agent
= good (2/3)
= action (buy/sell)
= accept / reject

ZI

eRnd

ZIP

eEMA

eGD

eME

eBAS

AA

TU

GDW

MEW

0.47
0.22
0.08
0.65
0.83
0.16

0.47
0.23
0.07
0.75
0.89
0.32

0.33
0.06
0.07
0.78
0.90
0.20

0.35
0.06
0.07
0.78
0.90
0.17

0.40
0.10
0.08
0.75
0.88
0.19

0.41
0.11
0.08
0.74
0.88
0.20

0.38
0.06
0.08
0.77
0.92
0.17

0.36
0.07
0.08
0.77
0.88
0.19

0.47
0.10
0.08
0.76
0.87
0.22

0.40
0.24
0.08
0.71
0.89
0.31

0.19
0.30
0.08
0.78
0.91
0.23

"Overshooting" and "too eager" give an assessment of human trading behavior from the perspective
of an algorithm. "Overshooting" means that offers from human traders exceed the reservation price.
"Too eager" means that a trader should have waited instead of submitting an offer. The line "=
agent" gives the simulated probability that the trader proposing an offer in session 414 or 511 is
the same as his corresponding robot (base rate: 1/15 = 0.07). The other simulated probabilities are
conditional on the previous probabilities. For instance, "= accept / reject" refers to a robot trader
accepting or rejecting an offer, conditional on having the same trader taking the same action in
the same market. Best values have been underscored. MEW is best on overshooting because it has
the lowest probability of disapproving of human offers. Predicting the market conditional on the
identity of the trader is easier in the counter clockwise unstable economy because most traders are
active in one market only. Interestingly, utility optimization guides GDW- and MEW-traders to
the "wrong" market more often in the stable economy. This table also shows the high propensity of
eBAS to predict human actions (buy / sell) correctly.

because of the random matching between traders and expectations. What is interesting, however, is which algorithms disapprove less of human offers than others. At
first sight, it seems that MaxEnt beliefs are the most compatible with human offers.
But this is a direct consequence of belief-based algorithms trying to avoid rejections:
it is impossible to overshoot a bid of 200 or an ask of 1. If, for this reason, we ignore
the belief-based algorithms then eGD yields reservation prices that are most similar
to human offers in the stable treatment. This algorithm also is best in the sense that
it disqualifies human traders less often as being too eager.
Avoiding rejections also leads to belief-based algorithms having good probabilities
of accepting an offer. The high propensity of the eRnd algorithm to predict acceptance correctly is due to conditioning on agent, good and action. This, for instance,
leaves buyers with random price expectations between the floor bid (if any) and the
maximum price. Excluding these particular cases, we find that eME-reservation prices
are relatively good in explaining acceptances.
Table 4.7 contains some other interesting elements, such as the better than random
chance for the MEW-algorithm to predict the identity of the human trader submitting
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an offer correctly. This suggests that waiting is recognized by human traders as a
distinct opportunity.
All algorithms use the same rules for selecting the market in which to submit
an offer. As described in appendix B, this choice depends on comparing the best
opportunities for each market. One reason why ZIP-traders may do relatively well
in predicting the market and the action (buy or sell), conditional on the identity of
the trader, is that ZIP-traders manage their competitiveness. In the absence of an
opportunity to accept, and given the fact that human traders seem to prefer regular
over strategic offers, the choice of market and of an action depends on the availability
of a regular offer. That is, on being competitive.
Overall, table 4.7 shows that eGD-trading is a strong algorithm in the stable
treatment: ignoring GDW and MEW for erratic behavior then eGD is the best or
very close to the best, except for acceptance / rejection. On similar grounds, ZIP is
strong in the ccw treatment.

4.3.2

Convergence

4.3.2.1

Confidence intervals and distance between prices

In this section we compare aggregate features of human and robot price formation.
For this, we simulate (i) confidence intervals for the concentration statistic and (ii)
the average distance between robot and human price formation, c.f. table 4.8.
Judging by the lengths of their confidence intervals, there are only two algorithms
in the stable Scarf economy that have small confidence intervals situated at high
levels of concentration, eME and eGD. Generally speaking, their convergence is too
good because they are likely to have more concentration in trading prices compared to
human trading. This is partly due to tabulating these beliefs based on all observations,
which makes the expected prices relatively inelastic. The eME-algorithm does cover
one observed concentration statistic in the stable Scarf economy. It also has the
closest average distance to human prices. Neither eGD- nor eME-trading leads to
convergence in the unstable economies, but here as well they are likely to exhibit too
much concentration. The eGD-algorithm does cover three observed concentration
statistics, but its confidence intervals are quite long. Observe that the eME- and
eGD-algorithm indirectly profit from the fact that belief-based algorithms pool the
initial expectations of all traders. From the start they are better informed than, for
instance, the eEMA-algorithm.
The analysis illustrates that it is important to have tests at both the individual
and the aggregate level, because this allows us to see through the high percentage
of correct predictions of the eBAS-algorithm. These expectations work well at the
individual level, because they never miss opportunities to improve upon pending
offers. Nevertheless, because of a lack of anchoring, they are easily upset by haggling
and therefore they do not lead to convergence at the aggregate level.
TU reservation prices, on the other hand, are anchored by traders pursuing an
objective. TU-traders perceive markets as interrelated; this, however, also introduces
instability to a degree that is absent in human trading. This could be due to our
implementation, or to human traders focusing on one market at a time. Even though
this algorithm is based on eGD-expectations, it does not deliver robust convergence
in the stable Scarf economy.
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Table 4.8 – Assessing the similarity of price formation
avg distance (money)

description
stable

ccw

total

humans

confidence intervals (%)
stable

ccw

cw

good 2

good 3

good 2

good 3

good 2

good 3

74

78

17

17

17

26

ZI

9.7

9.5

9.5

6-9

6-9

6-10

6-10

6-10

6-10

eRnd

9.1

9.3

9.2

11-16

12-17

10-15

12-17

12-19

10-16

eEMA

5.9

6.4

6.2

5-29

4-34

0-3

3-25

4-27

1-11

eBAS

6.1

6.6

6.4

12-66

8-28

6-16

6-43

26-65

10-23

eGD

5.8

6.4

6.2

87-93

95-98

3-7

14-83

3-84

3-76

eME

5.8

6.4

6.1

75-82

84-88

35-47

28-51

24-63

45-58

ZIP

6.2

6.7

6.5

16-99

14-73

5-28

3-84

4-95

6-38

AA

6.1

6.7

6.4

11-49

10-57

2-6

0-6

0-35

2-8

TU

6.1

6.7

6.5

23-74

18-62

19-44

14-61

9-62

11-33

GDW

8.2

8.8

8.5

8-38

11-39

22-45

2-44

3-43

16-46

MEW

6.4

6.8

6.7

6-69

5-16

13-23

19-27

8-22

7-18

Statistics are averages, calculated over 1,000 runs. Here, eME emerges as the best algorithm
because (i) in the stable Scarf economy it has small confidence intervals with one covering
the observed concentration statistic, while the other one is close; (ii) it also has the smallest
average distance to human prices; (iii) no convergence in the unstable economies, although here
we do have too much concentration of trading prices compared to human price formation; (iv)
it is better than its closest rival, eGD. The ZIP-algorithm covers most human concentration
statistics, but its intervals are generally quite wide indicating that price formation is not very
robust.

4.3.2.2

Visual inspection of price formation in the stable treatment

Figures 4.5 and 4.6 show selected graphs of time series of trading prices in the stable
Scarf economy. The examples of eME- and eGD-trading shown in figure 4.5 are
representative. The graphs of TU-trading to a certain extent also look similar. For
other algorithms, however, there is more variation in the graphs of the first twenty
simulations.
Although it may seem that eGD-trading generates fewer transactions than TUtrading, this is actually not the case: TU-trading exhibits more variation in trading
prices. The Adaptive-Aggressive (AA) algorithm automatically adjusts to observed
volatility. If competitive pressure is high then traders engage in aggressive buying and
selling. This could have been a comparative advantage; however, figure 4.6 suggests
that AA-trading can create bubbles.21
21 The possibility of a trading process endogenously generating bubbles raises some doubts about
Fisher’s assumption of the absence of favorable surprises, which is crucial for the convergence of the
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It is clear that the resemblance between time series from robot and human trading
requires improvement. Nevertheless, we assess eGD-expectations to be relatively
good. Convergence is consistent (albeit too strong) and its average trading prices
tend to approximate the Walrasian equilibrium values slightly closer than the prices
of eME, c.f. figure 4.7.
4.3.2.3

A Marshallian path?

According to Plott et al., trading in a Continuous Double Auction follows a Marshallian path.
"The Marshallian model incorporates a principle of self-organizing, coordination that mysteriously determines the sequence in which specific pairs
of agents trade in an environment in which market identities and agent
preferences are not public. Disequilibrium trades along the Marshallian
path of trades do not change the theoretical equilibrium. The substance
of this paper is to demonstrate that the Marshallian principle captures a
natural tendency of the adjustment in single, continuous, double auction
markets and to suggest how it takes place.", Plott et al. (2013, p. 190).22
The "mysterious" mechanism matches buyers and sellers with the greatest consumer
and producer surplus. The paper of Plott et al. assumes exogenous reservation
prices, as in the earliest experiments with trading at all prices. Absent such fixed
reservation prices, it is unclear whether exchange occurs along a Marshallian path in
case of trading at all prices in the Scarf economies. Easley and Ledyard (1993) is
quite skeptical about the relevance of a Marshallian path in CDAs.
The underlying idea - that trading occurs between agents who stand to gain the
most - may, however, be valid. If traders use the rules of thumb, then they will
start to look for possibilities to cancel or accept a pending offer. If they find such an
opportunity then they need to look no further. Put differently, traders who are able to
Fisher process, c.f. section 2.3.2.
22 Many articles that discuss the Marshallian path do not give a reference. Plott et al. (2013),
on the other hand, is very specific: "refer to appendix H of Marshall, 1961 eighth edition, p. 806".
However, in appendix H we could not find any explicit mention of matching buyers and sellers
according to the size of their consumer and producer surplus (these are explained in appendix H,
footnote 86 on p. 811).
Book V, chapter V, section 4 suggests that suppliers with the greatest producer surplus will be the
ones that most easily increase production after the "market price" increases due to excess demand.
This mechanism, that brings (short term) "market prices" back to (long term) "normal prices" works
in the medium to long run. In the experiments of Plott et al. supply is fixed; in effect they study
the dynamics of "market prices".
Book V, chapter II presents an example of the equilibration of a market for corn, that seems to
be more to the point. Here, Marshall comments: "In this illustration there is a latent assumption
which is in accordance with the actual conditions of most markets; but which ought to be distinctly
recognized in order to prevent its creeping into those cases in which it is not justifiable. We tacitly
assumed that the sum which purchasers were willing to pay, and which sellers were willing to take,
for the seven hundredth quarter would not be affected by the question whether the earlier bargains
had been made at a high or a low rate.", Marshall (1961, p. 334) The seven hundredth quarter is
the marginal unit. This behavioral assumption, which is not describing a Marshallian path, gives
rise to what Milton Friedman describes as the "usual demand" curve, c.f. Friedman (2007, p. 15)
and section 4.4.2.1.
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Figure 4.5 – Visual inspection of time series of trading prices. Graphs for eGD- and eMEtrading are representative; for eEMA, however, there is a fair amount of variation between
the graphs of different runs. The eGD- and eME-algorithms exhibit too much concentration.
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Figure 4.6 – Visual inspection of time series of trading prices. The graph for TU-trading
is representative; for other algorithms there is a fair amount of variation between graphs of
different runs.
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Figure 4.7 – Simulated probability densities of average trading prices of eME-trading (left)
and eGD-trading (right) in the stable treatment, based on 1,000 runs. Prices of eGD-trading are
typically higher than prices of eME-trading. Both algorithms assign a higher price to commodity
2; for modal prices we have approximately p2 ≈ 2p3 .

accept a floor offer may indeed respond quicker than others.23 Whether this helps or
hurts convergence depends on expectation formation. Under the protocol of Anderson
et al., acceptances also clear pending rival offers. To the extent that algorithms rely
on the presence of floor offers and / or can be easily upset by haggling, expectations
may become unhinged and that will adversely affect convergence.24
Currently, acceptances are treated as "eager" options. This means that acceptances compete with other proposals for being the first to be submitted. If traders
with acceptances would respond ahead of others with new proposals, i.e. if acceptances were "urgent", then there would be more transactions.25 It is, therefore, an
interesting experiment to vary the priority of acceptances. Unlike other algorithms
(e.g. eBAS), eGD-trading does not suffer from having more acceptances and fewer
floor offers. The recognition and prediction rates of eGD-trading are not sensitive
to changing acceptances from eager into urgent options (e.g. average prediction in
the stable treatment improves from 68.0% to 68.3% (the biggest change)). In the
stable economy there are 8% more transactions, while there are 4% more in the
counter clockwise unstable treatment. Furthermore, urgent acceptances slightly decrease concentration in the stable Scarf economy, while maintaining the small and
high confidence intervals, c.f. table 4.9. Concentration in the counter clockwise example, on the other hand, has increased. Giving more priority to acceptances does
not adversely affect convergence; the effect seems positive instead.

23 Gjerstad

and Dickhaut (1998) also makes an assumption to that effect.

24 Initial

simulations with a variant of the TU-algorithm confirmed the increased instability. The
implementation of Gjerstad-Dickhaut beliefs in FACTS, on the other hand, is rather insensitive
because it tabulates all offers.
25 See

section B.1.1 for an explanation of the priority rules in FACTS.
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Table 4.9 – Sensitivity to the status of acceptances
avg distance (money)
description
stable

ccw

total

humans

confidence intervals (%)
stable

ccw

cw

good 2

good 3

good 2

good 3

good 2

good 3

74

78

17

17

17

26

eager

5.8

6.4

6.2

87-93

95-98

3-7

14-83

3-84

3-76

urgent

6.0

6.9

6.6

80-87

89-95

2-8

60-84

45-62

8-79

Statistics for eGD-trading in the stable treatment with a varying priority of acceptances. Concentration in the stable economy remains consistently high. Concentration has increased for
commodity 3 in the counter clockwise and for commodity 2 in the clockwise treatment, suggesting that convergence benefits from acceptance getting a higher priority. The distance between
prices slightly increases, especially in the unstable treatment.

Figure 4.8 – Simulated probability densities of cumulative angles in the unstable Scarf economies,
as generated by eME-traders (left) and eGD-traders (right). The eME-traders generate no systematic orbiting. There is a better chance of observing orbiting in eGD-trading, albeit in the wrong
direction. In the experiments of Anderson et al. there was correct orbiting in the counter clockwise
example and little orbiting in the clockwise economy.

4.3.3

Orbiting

Figure 4.3 illustrates that the ZIP-algorithm leads to systematic orbiting in the direction that is predicted by tâtonnement theory. Other algorithms produce less pronounced orbiting and often in the wrong direction.
In the light of the results of table 4.8 we focus our analysis of orbiting on the
eGD- and eME-algorithm. The eGD-traders are more likely to generate prices that
orbit, but chances are less than even that orbiting will occur in the correct direction,
c.f. figure 4.8. Commodity prices in eME-trading, on the other hand, exhibit no
systematic orbiting. Orbiting does not offer much help in discriminating between
eME- and eGD-trading.

76

CHAPTER 4. ROBOT TRADING
Table 4.10 – Sensitivity to rules of thumb

prediction rates (%)

configuration
stable

ccw

eME - EU

48.1

49.1

eME - RoTh

63.2

61.3

eGD - EU

48.7

49.3

eGD - RoTh

68.0

62.5

Average percentages of human actions that are recognized as a feasible option and that are correctly
predicted, as simulated over 1,000 runs. Actions exclude those that appear to be motivated by
arbitrage. The prediction rates are conditional on the human action being recognized as a feasible
option. Row "eME - EU" gives results for the combination of eME-expectations and selection of a
best alternative based on expected utility maximization; row "eME - RoTh" gives analogous results
for selection based on the rules of thumb. The latter clearly perform better; this justifies the use
of the rules of thumb for the calibration of expectations. Furthermore, eGD consistently performs
better than eME.

4.3.4

Dependencies

The calibration of expectation formation depends on how a best alternative is selected
from a set of feasible alternatives. Algorithms that maintain point expectations need
rules, like the ones that are derived in section B.1.3. Algorithms that depend on
beliefs (whether directly or indirectly) can apply different methods, such as utility
maximization (c.f. section B.1.2).
We have seen that price setting based on maximizing utility against subjective
beliefs, i.e. monopolistic competition, leads to behavior that bears little resemblance
to how human traders behaved in the experiments of Anderson et al.. Deriving
expected prices as "no arbitrage" prices, on the other hand, leads to good recognition
and prediction rates, to robust convergence in the stable economy and to lack of
convergence in the unstable economies. A ranking of eGD- and eME-trading may
depend on how best actions are selected from the set of perceived feasible actions;
this is taken up in chapter 5.
The sensitivity analysis of table 4.10 vindicates the use of rules of thumb in the
calibration of expectations. The combination of eME- or eGD-trading with the maximization of expected utility would lead to prediction rates that are worse than the
results of other algorithms such as eEMA, eBAS, ZIP, AA and TU. In chapter 5, we
consider a wider range of selection rules.

4.3.5

End of period allocations

How does expectation formation affect equilibrium selection? To find out, we plot
the shares of trader types in the available commodities, c.f. figures 4.9 and 4.10.
The blobs of similar algorithms, like eGD and eME, look similar, but different from
the ones of ZIP and AA (these algorithms are also related, their blobs also resemble
each other). Different spreads demonstrate that equilibrium selection is sensitive to
expectation formation (which is to be expected).
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The most significant feature of simulated allocations, however, is their spread and
distance to the Walrasian equilibrium allocations. This implies that the efficiency
of robot trading is substantially less than the efficiency of human trading. This is
partly due to robot traders generating an insufficient number of transactions. Since
traders buy what they need and sell what they can spare, more transactions generally
mean greater concentration and more efficiency. The spread may also depend on the
robustness of price convergence.

4.4
4.4.1

Discussion
Capturing human trading behavior

Different algorithms for expectation formation lead to substantially different price
dynamics. So far, none of the algorithms generates prices that closely resemble human
trading in each of the three different examples of Scarf. This does not seem due
to lack of variation: we have considered (i) point expectations and beliefs (either
ignoring or taking waiting and / or quantities into account); (ii) reservation prices
based on observed prices (backward looking), on floor offers (forward looking), on
utility maximization and on targets (with different attitudes toward target setting,
c.f. appendix B); (iii) reservation prices with and without markup and even automatic
adjustment to observed volatility in the form of adaptive-aggressive trading.
The calibration suggests that both the eME- and eGD-algorithm are better in
capturing human expectations than the others: (i) they are likely to converge in the
stable Scarf economy; (ii) they have confidence intervals for the concentration statistics that are small and that either cover or are close to the observed values of human
trading; (iii) while eGD does better than eME, both have relatively good prediction
rates; (iv) their average distance to human prices is also relatively small. However,
there are important weak points as well: (i) even though there is no convergence
in the unstable treatments there is currently too much concentration; (ii) if there is
orbiting, then more likely than not it will be in the wrong direction. Of these two
algorithms, we prefer the eGD-algorithm to the eME-algorithm because of its better
prediction rate.
As a result of tabulating all observations, the GD- and ME-beliefs, and indirectly
also the eGD- and eME-expectations, eventually become insensitive to new information and relatively inelastic with respect to time (c.f. figure 4.5 and table 4.8).26 This
contributes to convergence and also to concentration of trading prices in the unstable
treatments. The belief-based algorithms can be improved by making beliefs dependent on fewer observations. This will also benefit the eGD- and eME-algorithms.
Calibrating the number of observations that determine beliefs, however, seems premature because convergence also indirectly depends on the number of transactions
in the simulations and that number currently is too low (c.f. table 4.11).27
If a trader perceives multiple opportunities, the rules of thumb stipulate that
26 The motivation for tabulating all observations was that the subjects of Anderson et al. often
submitted n × 1 acceptances instead of 1 × n. Using a small number of observations for calculating
beliefs would introduce artificial effects that do not seem warranted, c.f. section B.2.6.
27 The

significance of the low number of transactions became only gradually apparent.
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Figure 4.9 – Shares per trader type in the available commodities in the stable treatment: eGD
(row 1), eME (row 2), ZIP (row 3) and AA (row 4). Each dot represents an allocation at the
end of a period. The results of 10+1 periods from 1,000 runs have been plotted. Equilibrium
allocation selection is sensitive to expectation formation; related algorithms (eGD / eME and
ZIP / AA) lead to similar results. The spread between allocations is considerable, even if
price convergence is robust (eGD and eME). As a result, efficiency is substantially less than
in human trading.
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Figure 4.10 – Shares per trader type in the available commodities in the counter clockwise
treatment: eGD (row 1), eME (row 2), ZIP (row 3) and AA (row 4). Each dot represents an
allocation at the end of a period. The results of 16+1 periods from 1,000 runs have been plotted.
Equilibrium allocation selection is sensitive to expectation formation; related algorithms (eGD
/ eME and ZIP / AA) lead to similar results. The allocations of commodities 2 and 3 are on
a side of triangle because initially they are owned by traders who derive utility from them.
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Table 4.11 – Number of transactions

stable

description

ccw

good 2

good 3

total

good 2

good 3

total

human traders

724

1272

1996

492

805

1297

eGD-traders

389

585

974

505

469

974

eME-traders

435

568

1003

472

219

691

Robot trading does not generate enough transactions compared to human trading. Since there is
much more identifiable arbitrage in the practice periods, it would have been interesting to correct
for that. Due to the unequal length of periods, however, we refrain from calculating average number
of transactions for the practice and normal periods.

cancellations and acceptances have priority. That is already conducive to having many
transactions. Having traders, who can accept a pending offer, respond quicker than
others would lead to 4% - 8% more transactions. A higher value of the markup could
contribute to more trading. The eGD-traders, for instance, could have had 10% more
transactions if the markup would have been set to µ = 0.1. That would not, however,
generate a sufficient increase in the number of transactions. Furthermore, consistency
with trader behavior suggests that the markup should be low (c.f. appendix B). It
is also unlikely that arbitrage explains the discrepancy between robot and human
trading.28 The low number of transactions is symptomatic of a misspecification in
the current model of trading behavior.
Most likely, the misspecification is due to quantity setting. We have opted to
let traders propose single units of commodities 2 and 3, because initial simulations,
with quantities derived from expected utility optimization, systematically ran into
market failure (often after three trades, c.f. appendix A). Furthermore, the subjects
of Anderson et al. also often decided to accept only one unit, e.g. in the stable
Scarf economy this accounts for more 71%-87% of all accepted bids and asks in both
markets, see table 3.6. Finally, trading one unit at a time simplifies weaving human
and robot offers and has the added advantage that the speed of convergence depends
on the quality of price expectations only. However, we do know that human traders
were inclined to accept n times one unit instead of once accepting n units. If a robot
trader submits an acceptance then chances are slim that he will submit two successive
acceptances (because the robot has to take two decisions and compete for priority
twice, while a human trader takes one decision leading to multiple transactions and
hence also to more correlation between successive transaction prices).29
Improved modeling of quantity setting, and at the same time modeling the process of submitting one or more offers, creates several technical issues. For instance,
traders with unprocessed offers should typically ignore triggers to submit new offers,
to prevent a self-sustaining, exponential growth of submitted offers. On the other
hand, they should resume responding to triggers when they believe that their pend28 During the experiments, that is in periods > 0, identifiable arbitrage accounted for approximately
6% of the actions. The gap in table 4.11 exceeds that.
29 As explained in section 3.3, clustering the observations to make them more reflective of individual
decisions would distort price formation, i.e. publicly available information.
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ing offers will not be processed any more because they have become unfeasible (e.g.
if another trader was quicker to accept). "Machine time" and "laboratory time" will
have to be synchronized more intimately for properly matching robot and human
offers. Robot traders should be triggered by decisions of human subjects instead of
by their (unclustered) offers, for giving robot and human traders an equal chance of
achieving equilibrium. Solving these issues is left for future research.

4.4.2

Disequilibrium theory

4.4.2.1

Why would prices converge to the Walrasian equilibrium?

Price expectations can prevent convergence to the Walrasian equilibrium, but do
they force convergence? If so, why? Where is the economics that can explain this
phenomenon?
Algorithms can be distinguished according to whether they simply extract information from observed prices or whether they also infuse some information about a
trader’s own situation into his reservation prices. To underscore this point, in the
unstable Scarf economies, sophisticated traders can deduce the Walrasian equilibrium
prices based on introspection alone, without having to trade (c.f. chapter 3). Rather
than looking at past prices a trader may also look at what he wants and/or at his
opportunities. On the other hand, if traders use rules of thumb for prioritizing feasible actions then it seems less likely that they condition their reservation prices on
what they have learned from contemplating their opportunities.30
Monopolistic competition and algorithms that manage reservation prices based on
a target with respect to utility both "look inwards" and therefore should be better at
anchoring price formation. Unfortunately, the performance of these algorithms is not
(yet) good enough. In case of monopolistic competition this is due to traders being
averse to rejections; the algorithms with a utility target may have suffered from the
fact that beliefs over time become inflexible. Furthermore, if robot traders would
generate more transactions then their utility levels are likely to increase. Perhaps
that would benefit algorithms with a utility target more than other algorithms.
Milton Friedman has suggested that traders may correct for unfavorable transactions that they have committed to in the past. According to him, buyers (say traders
of type III) determine their optimal expenditures on commodities based on expected
prices; from these expenditures they deduct what already has been spent (possibly at
unfavorable prices), and from this amount they deduce reservation prices by considering how much money is available for acquiring a certain amount of a commodity.31
It is straightforward to generalize this kind of behavior to other types of traders who
also have to sell. Here, there are similarities with algorithms that manage reservation
30 It

may be possible to test to what extent introspection or an analysis of opportunities determines expectation formation. If human traders with CES-preferences would have more difficulty
in achieving convergence to the Walrasian equilibrium than traders with Leontief preferences, then
that would be an indication that people form expectations by also looking at what they want. With
CES-preferences the optimal ratio between quantities consumed is no longer fixed and is dependent
on expected prices.
31 This kind of behavior generates what Friedman calls "usual demand", as distinct from normal
demand that derives from equating the rate of substitution of commodities with their relative prices,
c.f. Friedman (2007, p. 15).
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prices based on a utility target. While the latter may try to compensate adverse
conditions in one market by adjusting reservation prices in another market, Friedman’s traders typically feed corrections back into the same market in which previous
"mistakes" were made.32
In section 3.5.2, we have suggested that experimental prices approximating the
Walrasian equilibrium can be due to the demand symmetry, that is implicit in the
preferences in the Scarf examples. A trade at a false price in one commodity does not
distort demand for the other commodity. The eGD-algorithm can be useful in testing
this hypothesis. We can measure the Euclidean distance between average commodity
prices and their Walrasian equilibrium values when the demand symmetry becomes
increasingly distorted. The latter can be achieved by changing the parameters of the
Leontief preferences so that traders no longer divide their budget equally between the
two commodities they like.
Consider seven exchange economies, that are characterized by their Walrasian
equilibria (commodities j in rows, agents i in columns):



50k
400 − 50k
0

5
10 − 54 k 
0
(p∗ , X∗ ) =  1 40 20 , 
4k
5
5
20 − 2 k
0
2k
with k = 1, 2, .., 7. Let preferences be Leontief, i.e.
ui (xi ) = min (αji xji )
αji 6=0

and
αji =






0






1
x∗
ji

(i = 1) ∧ (j = 2)
(i = 2) ∧ (j = 3)
.
(i = 3) ∧ (j = 1)
otherwise

Each trader achieves utility level ui (xi∗ ) = 1 in each of the Walrasian equilibria.
Endowments are the same as in the stable Scarf economy; therefore k = 4 corresponds
to the stable Scarf example. For other values of k we have varying degrees of distortion
of the symmetry in demand.33 Let initial price expectations be random, with p2i ∼
uniform (20, 60) and p3i ∼ uniform (10, 30). Based on our hypothesis, we expect that
for k = 4 average trading prices will be closest to the Walrasian equilibrium prices
and that the distance increases if k moves to either 1 or 7. Similar to the experiments
of Anderson et al. these economies are replicated five times.
The pattern in figure 4.11 suggests that the simulated distances are not random.
Hence, in some economies it is easier to approximate the Walrasian equilibrium prices
than in others. Interestingly, the demand symmetries in the stable Scarf economy
(k = 4) do not yield the smallest distance. This seems to falsify our hypothesis. It is
not yet clear why the distance in case k = 7 is minimal. Knowing how difficult it is to
32 When modeling this type of behavior, of course it would be possible (and interesting!) to treat
gains and losses asymmetrically.
33 An alternative approach is to replace the Leontief-preferences by CES-preferences, because the
introduction of decreasing marginal utility also breaks demand symmetry.
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Figure 4.11 – Euclidean distance between simulated commodity prices and Walrasian equilibrium
prices. Distances are averages over 1,000 runs, with eGD-traders. The graph shows that in some
cases it is easier to approximate the Walrasian equilibrium prices than in others. Surprisingly, the
stable Scarf economy, which corresponds to k = 4, does not yield the best result even though here
we have demand symmetries which neutralize transfers of wealth due to trading at false prices.

approximate Walrasian equilibrium prices is useful for assessing human price formation. The eGD-traders are more sensitive to initial expectations and less responsive
to observed prices than human traders are. Therefore, we expect that humans trading
at all prices in these examples would exhibit a greater sensitivity to variations of k.
4.4.2.2

Monopolistic competition

The main lesson from the calibration of expectations is that monopolistic competition
is not a good explanation of price formation.34 Robot traders that set prices based on
34 This is an illustration of how effective the Scarf examples can be as a critical test, as advocated
by Karl Popper (e.g. Popper (1975, 1983)). Whether we have a falsification is a matter of critical,
rational discussion and not of blindly applying an epistemological rule. One has to assess whether
the alleged falsification is robust, and where to put the blame. This illustrates the importance
of understanding, as advocated by Hahn, as opposed to Friedman’s faith in following successful
predictions (c.f. Hahn (1984); Friedman (1953)). Although science cannot be equated with an
ongoing critical, rational discussion this may well be the best ideal that can be had. Rhetorics of
science, which considers how scientists try to persuade, also focuses on this discussion, but it does
not commit to the realist position (c.f. McCloskey (1998)).
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expected utility maximization against beliefs that a proposed price will be accepted
do not perform well, c.f. tables 4.6 and 4.8. The hypothesis is appealing because
of its plausibility: it seems only rational for people to act in accordance with their
expectations, especially if good expectations can lead to gains. This argument ignores
the cost of decision-making, but our calibration points to another issue.
In the Scarf economies monopolistic competition leads to behavior that is observationally different from human trading: buyers propose high and sellers propose low
prices, due to their aversion to rejections. In conditional simulations, too many offers
are accepted because with Leontief preferences almost all floor prices appear to be
bargains, even though by normal standards these prices would be considered as unfavorable. This finding illustrates that the Scarf examples (and the stable economy
in particular) are harsh environments, and very well suited as testbeds for behavioral
hypotheses. While utility maximization should not be invoked to explain proposed
prices, it may still play a role in selecting a preferred opportunity from a set of feasible
options. This is why we include it in the calibration of choice among opportunities,
c.f. chapter 5.
4.4.2.3

Orbiting

In our simulations, orbiting reflects consistent, global features of price formation, such
as one price steadily increasing while the other remains stable or is decreasing. The
low frequency of orbits corresponds to a trend that is present over the duration of the
experiment (or run). This raises the question whether orbiting in experimental markets is similar to orbiting in a tâtonnement process: in the experimental markets, the
long term trend mirrors the absence of (sufficient) negative feedback, while orbiting
in tâtonnement theory is the expression of a negative feedback loop.
4.4.2.4

Quantity signals

Do human traders take quantity signals into account, and if so, how and why? On the
one hand, the market process is typically understood as communicating price signals
only. On the other, rationality demands that agents use all available information.
Quantity information can indeed improve price expectations. By tabulating all
observations, Gjerstad-Dickhaut beliefs are capable of correctly adjusting for the practice of accepting n units once instead of n times accepting one unit. This indirectly
benefits eGD-expectations. One may wonder what would have happened if human
subjects in the experiments of Anderson et al. were forced to accept n units once.
Then there would have been fewer price signals and possibly more volatility. Would
traders weigh observed prices by quantities traded?
Van der Hoog (2005) argues that agents pick up and use quantity signals that
communicate rationing; for instance they can observe unemployment, overcapacity or
underutilization of resources. It makes the point that it doesn’t require a sophisticated
model of the economy to make sense of such signals. This is valid if making sense
amounts to becoming aware of a disequilibrium. Deriving further consequences from
quantity signals, however, may quickly lead to adopting strong assumptions. Markets
in Van der Hoog (2005) are characterized by complete and credible signaling. At any
given price, all traders reveal their planned supply and demand, which makes excess
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demand observable for the auctioneer. After he communicates it to the traders in the
form of rationing constraints, the latter can anticipate these quantity constraints.35
In a CDA, on the other hand, quantity signaling is incomplete and not necessarily
credible. Here, agents become aware of rationing (if at all) if trading comes to a halt
before endowments are reset (i.e. due to market failure, c.f. appendix A). Then they
may learn rationing constraints that are coarse and not completely credible. Most of
all, the quantity signals are also difficult to interpret. A trader of type I may have
been unable to buy enough of commodity 3, leaving him with an excess amount of
money. Should he conclude that the price he has paid for commodity 3 on average
was too low? Not necessarily: he actually may have paid too much for commodity
3, resulting in a utility level that is substantially lower than it would have been in
the Walrasian equilibrium. In the absence of knowledge of the Walrasian equilibrium
it may be impossible to reach a correct conclusion.36 In a simple model of exchange
with trading at all prices, it seems unjustified to assume that traders will anticipate
to be rationed in the next period. Therefore we will ignore this category of quantity
signals.

4.4.2.5

Institutions versus intelligence

Gode and Sunder (1993) boldly claims that human intelligence is not necessary for
achieving a competitive equilibrium, because a CDA would suffice. Its argument
rests on Zero-Intelligence traders obtaining equilibrium in a specific example of a
single, simple financial market. As pointed out by Cliff and Bruten (1997), this result
breaks down if demand and supply are changed and are no longer symmetric around
the equilibrium price. Ladley (2006) is aware of this critique; surprisingly, however, it
is also quite generous to the view that institutions matter, whereas intelligence does
not.
Although it is ironic that Zero-Intelligence performs better than monopolistic
competition in predicting human moves, our results make it clear that ZI-traders do
not achieve convergence in a more complicated environment with multiple markets:
the simulated confidence intervals for the concentration statistic range from 6% to
10%, c.f. table 4.8. If Gode and Sunder were right, then it also should be less of a
challenge to develop an algorithm that achieves convergence similar to human trading
in the stable Scarf economy.
Nevertheless, if intelligence falls short of perfect foresight, institutions can certainly offer relief. The high probability of market failure (c.f. appendix A) can
provide an economic motive for intermediaries. If long term players can acquire
knowledge about the market, then they can offer brokerage services at a cost. This
can be a Pareto improvement in so far as brokers succeed in eliminating (part of) the
inefficiencies that remain after trading comes to a halt.
35 The auctioneer can be eliminated from the story by assuming that traders have correct expectations with respect to rationing constraints.
36 Communication between traders through channels other than the market, e.g. comparing endowments or price expectations, may help in interpreting the quantity constraints.
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Conclusions

We have described FACTS, our platform for simulating trading behavior in an exchange economy; FACTS has been developed as part of this thesis. This description
is followed by an overview of the algorithms that are used for investigating how people propose prices. Some of these algorithms are taken from the literature, others
are variations or newly created. We also have made some improvements to existing
algorithms. For details, refer to appendix B.
The inquiry into how people propose prices can be interpreted as part of the
calibration of FACTS. We have proposed a methodology that derives criteria for
assessing algorithms from the results of Anderson et al. (2004), and that details how
these criteria should be applied.
The clearest result of the calibration is that the subjects of Anderson et al. did
not behave in accordance with the hypothesis of monopolistic competition. Instead
of setting prices by optimizing expected utility against beliefs that a proposed will be
accepted, people use reservation prices that are anchored by expected prices. This
is reminiscent of price taking, albeit in a more active form because traders face incomplete and false signals. This result agrees with the stylized facts that have been
proposed in chapter 3.
Results with respect to how people form price expectations are currently inconclusive. Our methodology suggests multiple criteria and different algorithms perform
best along the different dimensions. We believe that there are several explanations for
this outcome. Expectation formation of our robot traders is relatively rigid; trading
behavior possibly requires more sophistication and the capability to switch between
different approaches.
However, before refining the algorithms a more mundane problem must be solved:
our robot traders do not generate enough transactions and that adversely affects
convergence of prices in the stable Scarf economy, and most likely also the convergence
in allocation in each of the three Scarf economies. Our robot traders accept at most
one unit; therefore it is less likely that the simulations will generate patterns in which
a single robot trader accepts multiple units in successive moves (as human traders
sometimes do). The motivation for our design is threefold: (i) initial simulations
with quantity setting based on expected utility maximization quickly ran into market
failure (c.f. appendix A); (ii) the subjects of Anderson et al. also often decide to
accept only one unit; and (iii) technically, it is less complex if robot traders propose
and accept at most one unit. With hindsight, however, it is clear that a proper
calibration of expectation formation requires that robot traders generate an amount
of trades that is comparable to human traders.
We consider the eGD-algorithm currently to be the best and we will apply this
algorithm in chapter 5 for generating sets of perceived opportunities, from which
robot traders have to select a preferred alternative. This analysis will be restricted to
cases in which the actual choice of a human trader is recognized as a feasible choice.
This allows us to compare the performance of different selection rules in predicting
human moves.

Chapter 5

Fallible choice
How do people select a preferred action from a set of feasible alternatives? Do they
disregard certain actions for "irrational" reasons? Both the selection rule and additional constraints can cause deviations from what economic textbooks consider to be
rational behavior. Section 5.1 provides a motivation for treating choice as fallible.
This chapter calibrates choice from the set of perceived alternatives and it models
arbitrage as constraining the choice set.
For the calibration we use the data of Anderson et al.. We consider rules of thumb,
expected utility maximization, prospect theory (c.f. section 5.2) and entropy-sensitive
preferences (c.f. section 5.3) as alternative approaches to choosing between perceived
opportunities (c.f. section 5.4). We appeal to the theory of mental accounting (c.f.
section 5.5) for modeling arbitrage behavior. By assuming that traders seek profits on
individual arbitrages, we can generate a maximal amount of endogenous constraints
on feasible actions and induce myopic trading behavior. The calibration of arbitrage
behavior can be found in section 5.5.2. Section 5.6 reflects on capturing human
trading behavior and on disequilibrium theory while section 5.7 concludes.

5.1

Why choice is fallible

In the general equilibrium model, agents choose comprehensive consumption plans.
By assumption, each agent has all the information that is required to make an optimal
choice. In particular, everyone knows all of the available contingent commodities and
their prices, which are treated as given. Choice behavior in the general equilibrium
model consists of maximizing expected utility; it has been formalized by von Neumann
and Morgenstern (1944) and by Savage (1954). With trading at all prices, on the
other hand, choice is best understood as incremental and sequential rather than
comprehensive. Instead of choosing integral consumption plans, agents repeatedly
select actions from sets of perceived opportunities. Decisions like these also lend
themselves to utility maximization, but does utility maximization characterize human
decision-making?
One of the earliest criticisms of the idea of choice based on utility maximization,
i.e. of (subjective) expected utility (SEU-) theory, was brought forward by Allais
(1953). In a paradox that was named after him, people typically make choices that
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appear to be inconsistent and contradicting SEU-theory.1 The anomaly seems robust
(c.f. Kahneman and Tversky (1979), MacCrimmon and Larsson (1979)). Nevertheless, many economists do not consider the Allais paradox to be a falsifier of SEUtheory. For instance, when Savage himself learned that he had chosen inconsistently,
he simply replied that he had made a mistake. He wanted to choose consistently, and
therefore he changed his choice. This seems to be the typical response, c.f. Binmore
(2009, p.22-23). How people want to choose indeed is relevant to the extent that it
reveals how behavior would change given the opportunity of learning.
Apart from the Allais’ critique there are additional issues that make choice fallible rather than perfectly optimal. For instance, it is difficult to see why perceived
choice sets would be complete. Alternative options have to be mentally constructed.
According to Shah and Ludwig (2016), people often perceive only a few ways to navigate complex situations; their awareness of available options is limited by culture,
previous experience, and also by unfounded implicit assumptions (e.g. with respect
to feasibility). Especially when choice is sequential there are too many ambiguous
contingencies. Furthermore, the perception of opportunities critically depends on expectations, that vary across individuals and over time.2 Agents also may decide to
constrain choice sets, e.g. by introducing budgets or other expenditure rules. Such
artificial restrictions may serve to simplify choices or to manage self-control issues
(c.f. section 5.5). Analyzing behavior on the assumption that decision-makers have
actively explored and know what is possible in a particular situation seems simply
heroic.
When the choice set is clear, alternatives may be difficult to compare. In 1935,
Herbert Simon faced the problem of understanding the allocation of the city budget
between maintenance by the parks department and programs run by the public schools
in Milwaukee. He could not see how the marginal benefits of the two activities
could be assessed and compared, much less equalized (recounted in Sunder (2003)).
Furthermore, knowing an alternative in the choice set is not necessarily the same as
understanding that option. People sometimes give inconsistent answers to the same
question, depending on whether it is framed positively or negatively (e.g. Kahneman
and Tversky (1979)).
Like choice sets, preferences also have to be mentally constructed. For instance
by recollecting experienced utility. In case of doubt, a coin may be flipped to elicit
one’s preference.3 Marketing employs many techniques that influence the mental
1 The so-called Allais paradox has sparked research into different kinds of explanations. The
apparent preference reversals have been attributed to indifference curves, which fan out (c.f. Machina
(1982)); to cardinality specific utility, that depends on the number of outcomes (c.f. Neilson (1992);
Humphrey (2001)); to overweighing small probabilities (e.g. Kahneman and Tversky (1979)) and
to configural weight theories, which posit that people try to avoid the worst outcomes instead of
obtaining the best outcome (c.f. Birnbaum (1999)). Weber (2007) suggests that the paradox may
be due to a heuristic aimed at simplifying decision making. In section 5.3, we illustrate that the
apparent preference reversals may also be due to differences in the complexity of the lotteries.
2 In the general equilibrium model there are markets for all contingent commodities; this implies
intersubjectivity with regard to states of Nature, which is absent if choice is sequential.
3 Subjecting oneself to the result of flipping a coin may lead to the sensation of a loss and hence
to a better understanding of one’s true preferences: "I decided to flip a coin, like either heads or
tails / Would let me know if I should go back to ship or back to jail. / So I hocked my sailor’s suit
an’ I got a coin to flip. It came up tails, it rhymed with sails, so I made it back to the ship.", from:
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construction of our preferences, like adding irrelevant alternatives or fixing a frame
of reference that makes a particular alternative look good. While an entire industry
thrives on it, these factors violate rational choice theory, or have no place in it.4
Anand (1993, p. 58-59) provides an interesting example of someone contemplating the question of whether people normally should have access to their own medical
records. In a Socratic way, he advances different arguments illustrating that preferences can depend on the expected impact of counter-factual effects. Moreover,
preferences may easily reverse as an understanding of the issue evolves, making them
dependent on the depth of the analysis.5 Rabin’s review of psychology for economists
suggests that we tend to infer too much from too little: we overestimate the representativeness of small samples, see too many patterns and frequently ignore base-rates.
Furthermore, we are biased toward confirmation of what we already believe and toward instantaneous gratification of our desires, c.f. Rabin (1998). Since recently, we
also have ample opportunities to filter news coming our way.
(Good) information typically is costly to acquire; as a result it may be rational for
economic agents to take decisions based on incomplete information instead of investing
in complete information. For instance, Sims (2003), on rational inattention, considers
individual agents learning from aggregate time series. Incomplete information raises
issues similar to those associated with the Rational Expectations Hypothesis.6
If decisions are extremely context-sensitive then there is little that can be said
about behavior. An external observer would have to model decisions as being random,
if only for lack of relevant information. However, that would be overly relativistic.
In the Scarf examples, there is more coherence in human trading behavior than is
displayed by Zero-Intelligence traders. Coherence, whether it is based on rationality
or on bias, is the subject of behavioral hypotheses. For the purpose of modeling disequilibrium behavior, we see no objection in assuming that agents behave consistently
over time nor in agents trying to further their own interests.7,8, 9
"Bob Dylan’s 115th dream" by Bob Dylan.
4 Thaler

calls them SIFs: Supposedly Irrelevant Factors, c.f. Thaler (2015).

5 Anand

(1993, ch. 2) presents a careful review of some of the experimental evidence against
rational preferences and expected utility maximization.
6 Arrow (1990) argues that (i) most markets for contingent commodities do not exist, creating a
gap that must be filled by conjectures; (ii) these predictions will have to depend on the forecasts
of other agents; and (iii) they may affect behavior, so as to become self-denying or self-fulling;
furthermore (iv) incomplete markets often imply a continuum of equilibria, which raises the question
of how traders can coordinate on a single outcome among the infinite number of possibilities?
7 There are infinitely many ways in which individual decision-makers can deviate from textbook
rationality. Sims (1980) has called this "the wilderness of bounded rationality". In order to discipline research, it is sometimes proposed that economic agents should be modeled as having correct
expectations about phenomena that they can observe, c.f. Sargent (1993). Obviously, this rules out
that agents can have persistent biases, and therefore we reject specific prescriptions of how economic
agents should or should not be modeled.
8 However, bargaining may also involve other-regarding behavior, e.g. when people sacrifice opportunities in order to retaliate against behavior that they consider unfair.
9 Boland (2014) argues that optimization precludes a proper disequilibrium theory; his argument,
however, does not sufficiently distinguish between behavior and its results. If an agent, at some
point in time, is in the interior of his consumption set, that does not mean that he hasn’t tried to
obtain an optimal choice. Indeed, with sequential choice all agents (including those who optimize)
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Once we acknowledge that choice is fallible rather than perfectly optimal we face
real challenges such as modeling expectation formation, the perception of opportunities and a choice between them.

5.2

Prospect theory

Expected utility theory explains choice based on its consequences. This, of course, is
a simplification. The process of decision making can also have a profound effect on
the outcome. For instance, according to Gneezy et al. (2003), people who are exposed
to more information tend to take smaller risks. Prospect theory tries to capture the
impact of the process on the outcomes of decision-making. A simple or reduced
prospect (or lottery or gamble) L = (x; p) is a list of prizes x and a probability
vector p, with pn the probability of winning prize xn , ∀n : xn ∈ [L, H] ⊂ R and
p ∈ S N −1 , with S N −1 the N − 1-dimensional simplex. A prize can be different
things; here, it will be either a money value or a change in utility (the context will
make clear which interpretation applies). A prize x ∈ R can itself be interpreted
as a degenerate gamble that yields x with probability 1, L = (x; 1). A compound
lottery has one or more prizes that themselves are non-degenerate lotteries. If 0 <
P
k
for a lottery with a default prize
j=1 θj < 1 then (x1 , .., xk ; θ1 , .., θk ) is short-hand

Pk
of zero, x1 , .., xk , 0; θ1 , .., θk , 1 − j=1 θj .
Kahneman and Tversky (1979) objects to expected utility theory, because it is not
descriptive of human decision making. For instance, it fails to explain why people are
sensitive to how decisions are framed. Furthermore, it cannot account for the Allais
paradox nor for the strong experienced asymmetry between losses and gains. People
try to avoid losses, but at the same time they can be risk seeking, e.g. they often
prefer small probabilities of winning a large prize to the expected value. Moreover,
their willingness to bet does not only depend on the degree of uncertainty, but also on
its source (as illustrated by the so-called Ellsberg paradox10 ). The core propositions
of prospect theory hold that people (i) perceive alternatives as consisting of gains and
losses relative to a certain reference level; and (ii) that they interpret probabilities,
overweighing small probabilities.
By coding options as gains and / or losses, people focus on changes rather than
on absolute levels of wealth (as in expected utility theory). Furthermore, changes
are often considered one at a time, implying that choice is incremental rather than
comprehensive. Circumstances may influence the way how people perceive, or frame,
choices.11 According to prospect theory people value the possibility of owning
$1,000,000 differently, depending on whether they currently own, say, $100,000 or
$1,900,000. Sometimes, a choice problem (implicitly) suggests a reference level. For
instance, the effect of a drug can be described as saving m out of n lives, but also
as failing to prevent death in n − m out of n cases. The former, positive formulaare in the interior of their consumption sets most of the time.
10 See
11 We

footnote footnote 14 on page 93.

prefer to use framing in the more neutral sense of people determining for themselves what has
to be decided, while Kahneman and Tversky (1979) use framing for the way tests are administered
to subjects.
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tion induces people to take zero as the reference level, leading to a perceived gain of
m cures. The latter, negative formulation takes n lives as the reference point and
emphasizes the loss, consisting of n − m deaths.
A diminishing sensitivity to (monetary) gains and losses is expressed by an Sshaped value function that is convex in losses and concave in gains. Prospect theory
stresses that losses loom larger than gains: it suggests that the above loss of $900,000
roughly hurts twice as much as the gain of $900,000 gives pleasure. Hence, the Sshaped value function is kinked and steeper in losses than it is in gains when it
approaches zero.
Kahneman and Tversky (1979) argues that preferences are not linear in probabilities. In particular, the Allais paradox is taken to show that people tend to overweigh
small probabilities. This is expressed by a transformation of probabilities into decision
weights. In the original formulation, prospect theory mapped individual probabilities to decision weights. Tversky and Kahneman (1992) adopts the rank-dependent
method of transforming probabilities, i.e. it maps cumulative probabilities to decision weights.12 The idea here is to overweigh only unlikely outcomes. Given money
holdings m, the value of a risky monetary prospect L = (x1 , .., xn ; p1 , .., pn ) can alternatively be expressed as
X

u (m + xk ) pk

(expected utility theory)

k

X

S (xk ) π (pk )

(prospect theory)

k

X

S (xl ) πl− +

l

X

S (xg ) πg+

(cumulative prospect theory)

g

with S (·) the value function and π (·) the transformation of probabilities; following
Fennema and Wakker (1997), let x1 ≤ ... ≤ xr ≤ 0 ≤ xr+1 ≤ .. ≤ xn and let weighing
functions w− and w+ for probabilities be associated with losses and gains respectively
and
π1− = w− (p1 ) ;
+
πn
= w+ (pn ) ;

πl− = w−
πg+ = w+

P

l
k=1

P

n
k=g

pk

pk





− w−

− w+

P
l−1
k=1

P

pk

n
k=g+1



pk



2 ≤ l ≤ r;
r + 1 ≤ g ≤ n − 1.

According to prospect theory, decision making consists of an editing and an evaluation phase. In the editing phase, people determine what has to be decided. This
covers simplifications such as removing stochastically dominated alternatives from the
considerations, or rounding of probabilities (e.g. people are expected to treat highly
likely outcomes as certain) or collapsing prospects into equivalent, simpler versions.
For instance, suppose that L contains outcomes j and k with xj = xk then people
simplify L by combining j and k, i.e. by assigning a probability pj +pk to outcome xj .
Failure to remove dominated alternatives and / or to apply simplifications can result
12 Tversky and Kahneman (1992) has also extended cumulative prospect theory to cover ambiguity,
i.e. the case of unknown probabilities, see also Wakker (2010).
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in inefficient and / or inconsistent choices. In cumulative prospect theory, neither is
an issue because here cumulative probabilities are transformed.
We propose to test prospect theory based on actual trading behavior. This can
be done by creating a context for those decisions, i.e. by simulating choice sets of
perceived opportunities. In subsequent simulations (c.f. section 5.4), the specifications of the value function, S (x), and of the decision weights, π − (p) and π + (p),
are taken from Booij and Van Praag (2009). These functionals of prospect theory
all have to be estimated, which leads to a simultaneity problem. The typical econometric solution consists of using parametric forms for all three functions or of using
a particular design that allows the value function and decision weights to be identified non-parametrically. Both approaches have drawbacks, that Booij and Van Praag
seek to avoid.13 They have estimated a complete prospect theory model, allowing for
decision errors, and using a rich dataset that permits a non-parametric identification
of the value function and the decision weights. Compared to other studies, Booij
and Van Praag (2009) finds its estimated value function to be closer to linear, and its
decision weights to express more pessimism, and hence induce more risk aversion. Let
I (b) be the indicator-function: it is equal to 1 if b is true and equal to 0 otherwise.
Following Booij and Van Praag (2009), we use
S (x)
+

π (p)
−

π (p)

=
=
=

x0.859 I (x ≥ 0) − 1.576 (−x)
e
e

0.618

−0.772(− log p)

−1.022(− log p)0.592

0.826

I (x < 0) ;

;
.

The value function takes monetary inputs; opportunities for action represented by
prospects, as derived in section B.1.2, yield utility prizes. For being consistent, these
utility prizes are converted to equivalent changes in budget before they are valued by
S (x).

5.3

Entropy-sensitive preferences
"... the sign of a crank or a half-baked speculator in the social sciences
is his search for something in the social system that corresponds to the
physicist’s notion of entropy.", Samuelson (1972, p. 450).

5.3.1

Definition, justification and embedding

According to choice theory, if two prospects have the same expected value then they
should be considered equivalent. But does expected value alone determine the ranking of opportunities? We propose that this is not the case; our current notion of
rationality is too narrowly focused on the expected value of consequences. A richer
view of consequences would also give us a broader perspective on attitudes towards
13 In the parametric approach, misspecification of one function may lead to contamination of the
parameters of the other functions. Allowing for unobserved heterogeneity also takes a parametric
form, leading to a dependence on the choice of a stochastic error process. The non-parametric
method estimates at the individual level, allowing for full heterogeneity. It requires the data to have
a chained character, which may induce error propagation and an incentive compatibility problem.
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risk. Consequences have other attributes as well, e.g. predictability. People appear
to be sensitive to the trade-off between expected value and predictably.14,15
This is captured by entropy-sensitive preferences defined as
ũ(L) =

N
X

u(xn )pn + ρH(p)

(5.3.1)

n=1

PN
with H(p) = − n=1 pn log(pn ) the (Shannon) entropy of the discrete distribution
p.16 Entropy is a measure of the lack of predictability embodied in a probability
distribution. If the distribution is continuous then the summations are replaced by
integrals.
Observe that ρ > 0 implies a preference for gambling (since H(p) > 0) and ρ < 0
means that risk aversion is also being driven by entropy. In both cases, agents consider
the trade-off between expected consequences and the predictability of a lottery. The
case of ρ = 0 corresponds with von Neumann-Morgenstern utility functions. If a
trader has to assess the value of commodity bundles or of degenerate rather than
non-degenerate lotteries, then the entropy term drops out of (5.3.1).
14 Many of the paradoxes of choice can be solved by introducing a trade-off between expected value
and lack of predictability. One easily verifies that adding an entropy term to a utility function can
solve the Allais paradox, the common ratio paradox and probabilistic insurance aversion. Ellsberg’s
paradox, which is usually taken as proof that people are averse to ambiguity, can also be explained
in terms of predictability.
It is instructive to consider the one urn example: an urn contains 90 balls: 30 red, and 60 either
black or yellow. A player must first choose one of two bets: A (Receive $100 upon drawing a red
ball) or B (Receive $100 upon drawing a black ball). After having made this choice, the player must
select another bet: either A’ (Receive $100 if you draw a red or a yellow ball) or B’ (Receive $100 if
you draw a black or a yellow ball). Most people strictly prefer A to B and B’ to A’, which appears
to be inconsistent. The strict preference is taken to signal a certain belief about the proportion of
black balls. A  B implies a belief that there are less black than red balls. On the other hand,
B’A’ signals a believe that there are strictly more black than red balls.
Instead of invoking an aversion to ambiguity, one can also explain the observed preferences based
on how people can simplify the gambles: Let R, B and Y stand for the number of red, black
and yellow balls respectively. The urn, which can be described by [R, B, Y ] can be in 61 different
equi-probable states, [R, B, Y ] = [30, 0, 60], [30, 1, 59], .., [30, 60, 0]. With each state, we have a
particular version of the bets A and B, e.g. if [R, B, Y ] = [30, 22, 38], then bet A is equal to
L = (($100, $0, $0), ( 31 , 11
, 19 )) which can be simplified to L = (($100, $0), ( 13 , 32 )). For bet A,
45 45
this is true whatever the state the urn is in. If each equi-probable state wins the same lottery, then
we can simplify further and conclude that bet A is equivalent to LA = (($100, $0), ( 13 , 32 )). Bet B
m 90−m
also allows a simplification: [R, B, Y ] = [30, m, 60 − m] implies Lm = (($100, $0), ( 90
, 90 )), m =
0, 1, .., 60. But since these lotteries are all different, bet B is equivalent to the compound lottery
1
1
1
LB = ((L0 , L2 , ..., L60 ), ( 61
, 61
, ..., 61
)). This lottery is less attractive than LA to entropy averse
decision-makers. A similar reasoning gives LB 0  LA0 .
While LA and LB are equivalent in expectation, they differ in predictability. This is typical for
the paradoxes of choice.
15 In

appendix B, we propose that it would be more rational for traders to prefer strategic offers
over regular offers, c.f. section B.1.1. Interestingly, however, human traders prefer to submit regular instead of strategic offers. A trade-off between expected value and predictability potentially
can explain this preference ordering of human traders, because strategic offers typically are less
predictable.
16 As early as 1976, J.R Meginniss added entropy to the utility function for capturing the utility
of gambling. Being not satisfied with his ad hoc derivation of entropy-sensitive utility functions, Ng,
Luce and Marley extended the approach of Meginniss, and gave an axiomatic derivation based on
joint receipts, (c.f. Luce and Marley (2000); Luce et al. (2008); Ng et al. (2008)).
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The application of ũ(·) to a lottery L requires that the prospect is simplified, at
least to the point where all prizes are different. To see this, note that a gamble like
L = ((x, x), (α, 1 − α)) is equivalent to getting x for sure; sensitivity to the entropy
of (α, 1 − α), however, would lead to ũ(L) 6= u(x). The axiom of independence avoids
contradictions due to superficial differences between prospects by ruling out entropy
terms.
Referring to a preference for gambling, Diecidue et al. argue that it "has become increasingly well understood that models of decision making, to be descriptively accurate, have to incorporate basic violations of rationality, based primarily
on findings from the psychological literature.", Diecidue et al. (2004, p. 243). This,
of course, underscores our argument that choice is fallible. Behavior, as displayed
by real decision-makers, is different from what is implied by the axioms of choice
theory. If we are to accept violations of rationality, however, then we (i) forsake an
opportunity to scrutinize our current notion of rationality and (ii) we may be in for
ad hoc theories. Instead we should contemplate whether our notion of rationality can
be meaningfully generalized. We disagree with Le Menestrel (2001), which considers
a utility of gambling to be a matter of process instead of consequence and therefore
calls for excluding gambling from the consequentialist theory of expected utility. For
demonstrating that this is misguided advice, it suffices to show that ESP fit into the
framework of expected utility theory.
Below we show that the axiom of independence, after it has been slightly weakened, admits utility functions that include an entropy term. Expression 5.3.1 therefore
is not just an arbitrary and ad hoc modification of preferences.
Preferences over lotteries are typically modeled as being transitive and complete,
and among other things, as satisfying the so-called axiom of independence (or sure
thing principle).
Definition 5.1 (Axiom of independence). ∀L1 , L2 , L3 ∈ L : ∃α ∈ (0, 1) : L1 
L2 ⇐⇒ αL1 + (1 − α)L3  αL2 + (1 − α)L3 .
In words, a preference between two lotteries should survive mixing with a third gamble, and the preference between lotteries should not depend on irrelevant alternatives
(like L3 ).
The sure thing principle implies a linear dependence of preferencesPon probabiliN
ties, that leads to the well-known Expected Utility formulation, ũ(L) = n=1 u(xn )pn .
This formula stipulates that agents rank lotteries according to their expected utility.
The cancellation law, which is contained in the axiom of independence, L1  L2 ⇐
αL1 + (1 − α)L3  αL2 + (1 − α)L3 , rules out sensitivity of preferences to the amount
of uncertainty.
By requiring that lotteries be simplified to the point where all prizes are different,
we can weaken the axiom of independence and thereby allow entropy to show up in
utility functions. As a simpler alternative to the approach of Luce et al. we propose
to restrict the application of the axiom of independence to lotteries L3 with prizes
that do not already appear in either L1 or L2 .
PN
Proposition 5.2. Preferences ũ(L) = n=1 u(xn )pn + ρH(p) satisfy the axiom of
independence, provided lotteries are mixed with another lottery that does not have any
prizes in common with the original gambles.
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Proof. Let L1 = (x; p), L2 = (y; q) and L3 = (z; r) be lotteries with K, L and
M prizes respectively, and such that z does not have any element in common with
either x or y. Lotteries L1 and L2 , on the other hand, may have one or more prizes
in common. Furthermore, assume that preferences are entropy sensitive and that
PN
they can be described by ũ(L) = n=1 u(xn )pn + ρH(p), with u (·) a regular von
Neumann-Morgenstern utility function. Consider

α

K
X

αL1 + (1 − α)L3



αL2 + (1 − α)L3 ⇔

(x, z; αp, (1 − α) r)



(y, z; αq, (1 − α) r) ⇔

u(xi )pi + ρH((αp, (1 − α)r))

≥

α

L
X

u(yi )qi + ρH((αq, (1 − α)r)).

i=1

i=1

The
first
step
compounds
lotteries;
after
expanding
(1 − α) r)
and
ũ ((y, z; αq, (1 − α) r))
both
sides
contain
PM
(1 − α) i=1 u(zi )ri , which has been canceled. Furthermore, we have
H((αp, (1 − α)r))

=

α

K
X

pi log αpi + (1 − α)

i=1

=

M
X

ũ((x, z; αp,
a
factor

ri log (1 − α) ri

i=1

α log α + α

K
X

pi log pi + (1 − α)

i=1

M
X

ri log (1 − α) ri .

i=1

The first line applies the definition of the Shannon entropy; here we implicitly use
the fact that x and z have no prizes in common. The factor α log α appears because
PK
i=1 pi = 1. For H((αq, (1 − α)r)) we have a similar expression. After substitution
we have
αL1 + (1 − α)L3

X
i=1



K

K

u(xi )pi + ρ

X

pi log pi

≥

αL2 + (1 − α)L3 ⇔
L
X
i=1

i=1

L1



u(yi )qi + ρ

L
X

qi log qi ⇔

i=1

L2 .

The second line results after canceling common factors and dividing both sides by
α.

5.3.2

Pre-calibration

The extent to which a trader is sensitive to the complexity of options to choose from
is an individual characteristic that is a part of a trader’s risk attitude. Because of
heterogeneity and because it is of secondary importance compared to the expected
value, entropy sensitivity is difficult to detect through the calibration of a random
distribution of sensitivities (the method we have applied in previous calibrations).
Therefore, we pre-calibrate entropy-sensitive preferences by optimizing the sensitivity
per individual robot trader. We do this by comparing choices of each robot trader,
conditional on entropy-sensitivity, with the alternatives selected by his human alter
ego. Since the human subjects of the stable and counter-clockwise treatment of
Anderson et al. are different, we consider both experiments.
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Table 5.1 – Calibration of entropy sensitivity, ρ

trader \ treatment

stable

ccw

1

-0.002

0

2

0

0

3

-0.0005

0

4

0

0

5

0

0.0015

6

0

-0.002

7

0.003

0.0015

8

0

0

9

0

0.0025

10

0.0015

0

11

0.0005

0

12

0

0.003

13

0

0.002

14

0

-0.0005

15

0.002

-0.001

The values of ρ have been calibrated per individual trader by maximizing their individual prediction
rates by means of a grid search over 1,000 runs. If ρ = 0, then trader i maximizes his expected
utility. The values in the table are conservative in the sense that they are different from zero only
if the best prediction rate of ρ 6= 0 is strictly better than the one of EU. Furthermore, if different
values for ρ lead to the same prediction rate, then the one nearest to zero is reported. There is
substantial heterogeneity and several traders appear to love gambling (since ρ > 0).

Our aim is not to calibrate the individual sensitivities to any precision, but rather
to demonstrate that entropy-sensitive preferences apply to the context of trading.
Therefore, we use a grid search for ρ ranging from -0.0045 to 0.003 with a step size
of 0.0005. Table 5.1 presents conservative estimates of the individual sensitivities.
The results are based on opportunities perceived as simple lotteries, because entropysensitive preferences require aggregation of identical prizes for correctly gauging entropy. Since entropy-sensitive preferences are a straightforward generalization of EU,
any deviation from EU leads to a better explanation of human trading behavior (c.f.
table 5.2).17

17 This, of course, is to be expected; what matters is whether deviations are statistically significant.
Instead of simulating confidence intervals for estimated sensitivities, we show that ESP are ecologically rational, c.f. chapter 6. That is, given the opportunity to switch between sensitivities, some
robot traders prefer ρ 6= 0. Since entropy sensitivity is a deep parameter of the risk attitude that
may not be subject to learning, this result should be understood as illustrating that heterogeneity
with respect to entropy sensitivity can survive competition.
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Calibration of choice between opportunities

The perception of opportunities critically depends on price expectations. In chapter 4,
we found that "no arbitrage" prices, that are derived from Gjerstad-Dickhaut beliefs,
capture human expectations best (although far from perfect). Here, we use these
expectations to simulate choice sets of perceived opportunities. Furthermore, we
use GD-beliefs to represent opportunities as lotteries, as explained in appendix B.
There, we derive a valuation of opportunities that is based on an awareness that the
economy is out of equilibrium and that as a result some planned transactions may
not be completed.
The calibration consists of comparing different methods for selecting a best alternative from the same, given sets of opportunities.18 The data of Anderson et al.
(2004) give us 5194 + 4605 = 9799 decisions of human traders from session 414 (stable treatment) and 511 (counter-clockwise treatment) respectively. Here, we exclude
the actions that can be considered as arbitrage, because our robot traders do not
yet engage in arbitrage. This leaves us with 4835 + 4340 = 9175 decisions. On
average, 3801 + 3148 = 6949 actions are considered to be a feasible choice by the
eGD-algorithm (calculated over 1,000 runs each). The decisions leading to those
actions form the basis of our calibration; the other actions are implemented in the
simulation for maintaining the integrity of public information, but they are ignored
in the calculation of recognition and prediction rates.
Taking the rules of thumb, as derived in appendix B, as a benchmark, we consider
expected utility maximization, (cumulative) prospect theory and entropy-sensitive
preferences. For a better understanding of the difference between expected utility
maximization and prospect theory, we also add two intermediate selection rules: (i)
the utility function replaced by the value function (keeping probabilities) and (ii)
probabilities replaced by decision weights (keeping the utility function).
It turns out that the rules of thumb outperform both expected utility maximization and cumulative prospect theory, c.f. table 5.2. In over half of the cases, the
subjects of Anderson et al. choose differently from expected utility maximization.
Cumulative prospect theory also gives better predictions of human trading behavior
than expected utility maximization. This can be attributed to mapping probabilities
to decision weights. Evidence with respect to the relative merits of ESP and CPT is
mixed.
Table 5.2 may appear to be inconsistent with table 4.6 on page 67, since both report on eGD-expectations in combination with rules of thumb for prioritizing feasible
actions. For instance, table 4.6 reports an overall prediction rate of 68% in the stable
Scarf economy while table 5.2 puts this percentage at 70%. The difference is due to
18 One may perhaps expect that choice sets in two simulations with different selection rules will
be synchronized, because the selection rules do not affect the choice set to which they are applied.
That, however, is not necessarily the case. The set of perceived opportunities depends on price
expectations and these are random. To synchronize price expectations across different simulations
the random generator must be started with the same seed. This is necessary, but not sufficient. If
a different selection rule leads to a different number of calls to the random generator, then we get
random drift: at some point, the evaluation of the feasibility of the same human decision starts to
differ because the state of the random generator is not the same across the simulations. To prevent
the adverse impact from random drift, the code has been adjusted so that, for the purpose of the
calibration of choice, all selection rules are applied to the same set of perceived opportunities before
the next human move is taken into consideration.
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table 4.6 taking all decisions into account and table 5.2 only the ones in which the
human move is recognized as a feasible action.
Human trading achieved a high degree of efficiency in the stable Scarf economy
because end-of-period allocations are concentrated around the midpoints of the sides
of the triangles, i.e. around values that correspond to the Walrasian equilibrium, c.f.
figures 3.6 and 3.7. Robot trading, however, is not equally efficient: the spread in
end of period allocations is substantial and observations are relatively far removed
from their Walrasian equilibrium values, c.f. figures 5.1 and 5.2.
The fact that traders of type III hold a lot of money at the end of a period shows
that the speed of convergence in allocation of robot trading is lower than that of human trading. Given the same number of offers, human traders eliminate more Pareto
improvements. This illustrates the importance of addressing the issue of quantity
setting and modeling the submission of offers. If robot traders would have generated
more transactions, then allocations most likely would have been more concentrated
and closer to the midpoints of the sides of the triangles. This is because traders
buy what they need and sell what they can spare; hence having more transactions
generally means higher efficiency.
What is also remarkable is that end of period allocations of expected utility maximization resemble those of the rules of thumb in the stable treatment and those of
cumulative prospect theory in the counter clockwise treatment. As expected, the
spread of money exceeds the spread of commodities 2 and 3.

5.5
5.5.1

Mental accounting and arbitrage
Modeling of arbitrage behavior

Mental accounting is a description of the way individuals and households manage
their finances, c.f. Thaler (1999). It covers the entire process of coding, categorizing
and evaluating events for the purpose of making good financial decisions.19 Expenditures are grouped into budgets (e.g. housing, food, holidays); wealth is allocated
into accounts (e.g. cash on hand, home equity, pension wealth, etc) and income is
categorized (e.g. regular income or windfall gains). When money is tight, budget
rules tend to be more explicit and budgets tend to be defined over shorter periods.
Budgets may also serve the purpose of self-control, e.g. to curb an urge to buy on
impulse.
The way accounts are organized affects behavior because they define how agents perceive decisions. A mental account is a decision context in which an agent tries to
achieve a positive result. Suppose that an agent has acquired some stock and that he
has opened a new mental account for this particular purchase. Suppose furthermore
that the stock has depreciated. As long as the stock is not sold the mental account associated with the purchase is kept open, and the agent holds on to a "paper
loss". Selling the stock means closing the account, i.e. adding up all gains and losses,

19 Not every transaction is processed in the same way; some are simply treated as "normal expenditures". If the size of the transaction increases, or if a purchase or the situation around it is
unusual, then it becomes more likely that the transaction will attract more attention, e.g. it may
trigger an ex post analysis when the account is closed.
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Figure 5.1 – Shares per trader type in the available commodities in the stable treatment: rules
of thumb (row 1), expected utility maximization (row 2) and cumulative prospect theory (row
3). Each dot represents an allocation at the end of a period. The results of 10+1 periods from
1,000 runs have been plotted. End of period allocations are sensitive to choice; remarkably,
the results of rules of thumb and expected utility maximization are similar. CPT results are
more concentrated due to a consistent lack of trade in all of the runs.
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Figure 5.2 – Shares per trader type in the available commodities in the counter clockwise
treatment: rules of thumb (row 1), expected utility maximization (row 2) and cumulative
prospect theory (row 3). Each dot represents an allocation at the end of a period. The results
of 16+1 periods from 1,000 runs have been plotted. Equilibrium allocation selection is sensitive
to choice; remarkably, the results of expected utility maximization and cumulative prospect
theory are similar. CPT results are concentrated due to a consistent lack of trade in all of the
runs.
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and acknowledging the result; in this case, accepting the loss. The theory predicts
that agents will try to avoid acknowledging losses and hence that the agent will sell
winners and ride losses.20 This idea can be applied to modeling arbitrage: if traders
seek profits on individual arbitrages then this will generate endogenous constraints
on the set of feasible opportunities and these will induce myopic trading behavior.
We only consider two operations on mental accounts: opening and closing. An
arbitrage account will be opened if the trader commits to an arbitrage, i.e. (i) the
margin between the floor and the reservation price is acceptable and (ii) his action
results in a transaction. By assumption, the trader plans to reverse this transaction
at a later stage. The account will be closed upon realizing a profit, or (if there
currently is a loss) if the probability of realizing a profit in the future breaches a certain
threshold.21 The theory of mental accounting covers many other aspects of individual
financial decision making, c.f. Thaler (1999), some of which could be included in a
model of arbitrage behavior.22 We will, however, abstain from complicating the model
beyond opening and closing mental accounts for individual arbitrages.

5.5.2

Calibration of arbitrage behavior

In section 3.4.1, we found that the willingness to engage in arbitrage strongly differs
between the practice period on the one hand and normal periods on the other. Most
likely this difference is due to a change in risk attitude after trading starts "for real".
Table 5.3 shows recognition and prediction rates of human actions in the practice
periods, with and without arbitrage behavior. Although arbitrage behavior does help
to explain arbitrage moves, the prediction rates of arbitrage moves are below par:
27% in the stable practice period and 14% in the ccw training period.23 Arbitrage
behavior also adversely affects the prediction of non-arbitrage moves, but very slightly.
Arbitrage is about observing and seizing additional opportunities, but also about
managing them. While a trader anticipates a profit, arbitrage can also constrain his
20 To a certain extent this can also be achieved by re-arranging mental accounts. The theory
proposes so-called rules of hedonic framing for maintenance of mental accounts, c.f. Thaler (1999).
These rules are derived from the value function of prospect theory. For simplicity’s sake, we will not
let traders re-arrange their mental accounts.
21 This is similar to the Value-at-Risk constraint in behavioral portfolio theory, c.f. Das et al.
(2010).
22 Gamblers, who win money in a casino early on, often put that money in a different pocket
(mental account) from their own money. They are willing to take more risks with the money they
have gained from the casino ("house money") than with their own money. Prior losses do not
stimulate risk seeking, unless there is a possibility to break even. One could treat the proceeds of
arbitrage as "house money".
In principle, traders cannot short: for arbitrage they have to buy a commodity before they can
sell it at a better price. However, they can short against their mental account of (actual or planned)
consumption. Consider a trader of type III having four units of good 2 and ten units of good 3.
This trader has two excess units of commodity 3. However, suppose that he has the possibility to
accept a bid for one unit of good 2 at a favorable price. Seizing this opportunity would lower his
actual utility, which can only be restored if the trader is able to buy back the unit at a later time.
Subjectively, such trades can be just as risky as real shorts.
23 Note that the prediction rate is also low in the practice periods because traders are experimenting. There are examples of traders willing to sell at half the expected price or to buy at double this
price, even though these actions would lower their level of utility.
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Table 5.3 – Recognition and prediction in practice periods
with arbitrage
action

stable

without arbitrage
ccw

stable

ccw

rec

prd

rec

prd

rec

prd

rec

prd

arbitrage

61

27

35

14

40

0

30

0

non-arbitrage

73

45

74

43

72

49

75

47

Average percentages of human actions that are recognized as a feasible option and that are correctly
predicted, as simulated over 1,000 runs. The prediction rates are conditional on the human action
being recognized as a feasible option. Row "arbitrage" refers to human actions identified as arbitrage;
"non-arbitrage" refers to all other actions. The results "with arbitrage" refer to robot behavior that
admits arbitrage based on mental accounting (margin = 0.05; threshold = 0.7). Results "without
arbitrage" serve as a benchmark. In the practice periods the prediction rates of both arbitrage and
non-arbitrage moves are below corresponding values in the regular periods, c.f. footnote 24 below.

Table 5.4 – Calibration of arbitrage behavior in regular periods
stable

thld \ mrgn

ccw

0.3

0.2

0.1

0.9

0.7

0.5

0.99

68.08

68.10

67.91

0.97

68.08

68.10

67.91

0.95

68.08

68.10

67.91

62.73

62.14

60.69

0.90

68.07

68.08

67.89

62.73

62.14

60.69

0.85

68.05

68.07

67.88

62.73

62.14

60.69

0.75

62.73

62.14

60.69

0.50

62.73

62.14

60.69

The table shows prediction rates (conditional on recognition) by threshold and margin, on a coarse
grid, in the regular periods for both the stable and the counter clockwise treatment. The table demonstrates that the model detects a difference in risk attitude between the stable and ccw treatments.

trading behavior. In our model, arbitrage behavior is captured by two parameters:
(i) the minimum margin that a trader requires to engage in arbitrage and (ii) the
threshold probability for keeping open a mental account that is suffering a loss. The
former directly affects the perception of arbitrage opportunities; the latter indirectly
constrains the set of actions to choose from. The lower the threshold probability, the
longer a trader is willing to ride losses (in the hope of recouping them later). While
open, the mental account can restrict non-arbitrage opportunities. For instance,
suppose a trader has bought a unit of commodity 2 at a price of 35; if that commodity
currently trades for 30 then he cannot sell that unit, even though he has no use for
it and would be better off with the money (assuming that the likelihood of making
a profit in the future is still deemed sufficiently high). Lower thresholds, therefore,
could adversely affect the prediction rates.
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Table 5.5 – Impact of arbitrage on price formation

avg distance (money)
description
stable

ccw

total

confidence intervals (%)
stable
good 2

humans

ccw

good 3

good 2

cw

good 3

good 2

good 3

74

78

17

17

17

26

arbitrage

5.89

6.57

6.30

75-90

79-95

27-46

23-65

28-85

27-53

no arbitrage

5.87

6.40

6.19

66-90

80-95

25-42

26-69

26-85

26-52

Statistics are averages, calculated over 1,000 runs in a population of seven eGD- and eight eEMA-traders.
Arbitrage increases the concentration of the price of commodity 2 in the stable economy. In other cases, the
impact is small. Interestingly, the confidence intervals of the heterogenous population without arbitrage in the
stable treatment are better than the corresponding confidence intervals of both the homogenous eGD- and eEMApopulation, c.f. table 4.8.

If traders apply a high threshold and / or if they require a high margin then
effectively there is no arbitrage. In that case, behavior reduces to eGD-trading.
Table 5.4 shows that there exists calibrations that make the overall prediction rate
with arbitrage slightly better than the values of eGD-trading (i.e. of non-speculative
behavior).24 The overall prediction rate, however, is not very sensitive to changes in
the margin and / or the threshold. The arbitrage margin of 0.9 in the ccw economy
seems implausibly high. If the margin is that high, then rare cases of arbitrages are
likely to be successfully completed and hence a low threshold does not effectively
constrain trading behavior.
Although arbitrage behavior is not calibrated to great precision, we apply the
calibrated model to gauge the impact of arbitrage on price convergence and on end of
period allocations. For this purpose we create a heterogenous population, consisting
of seven eGD- and eight eEMA-traders.25
We find that arbitrage slightly improves concentration (c.f. table 5.5) and orbiting
(c.f. figure 5.3). On the other hand, it adds to the average distance between robot
and human trading prices and it affects the spread of end of period allocations (c.f.
figures 5.4 and 5.5).
Speculative behavior supposedly reduces the spread of prices and increases liquidity, making markets more efficient. From figure 5.4, however, it is clear that arbitrage
does not have a discernable impact on the simulated end-of-period allocations of the
stable treatment. Although it does affect the spread in the unstable treatments it
has a limited impact on distributive efficiency.

24 Observe

that table 5.4 refers to regular periods while table 5.3 refers to the practice periods.
The prediction rates in table 5.4 are substantially higher than those in table 5.3. This is precisely
due to the difference between practice and regular periods. Consider the prediction rate in the stable
treatment. In a single batch of 1,000 runs (thld = 0.97 × mrgn = 0.3) we have a an overall prediction
rate of 43% in the practice periods and a rate of 68% in the regular periods following the practice
period. Hence, the subjects of Anderson et al. did not yet have good price expectations and / or
they were experimenting in the practice period (also with non-arbitrage moves).
25 As expected, arbitrage does not have a material impact on price formation in populations with
homogenous eGD-expectations.
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Figure 5.3 – Simulated probability densities of cumulative angles in the unstable Scarf
economies, as generated by arbitrage (left) and non-arbitrage behavior in a heterogenous population. Heterogeneity makes the simulated densities less spiky compared to figure 4.8. Arbitrage
moves the simulated densities in the right direction (i.e. ccw to the left and cw to the right),
but not by enough.

5.6
5.6.1

Discussion
Capturing human trading behavior

Our calibration of choice between feasible actions leads to the surprising result that
expected utility maximization does not do very well in explaining human trading
behavior. Can this be due to eGD-expectations being inadequate?
In chapter 4 we found that, although the eGD-algorithm is best in capturing
human expectations, its expected prices eventually become too inelastic. Any shortcomings, however, do not seriously affect the calibration of choice between feasible
actions. This is due to conditioning on human moves. We restrict ourselves to decisions in which the actual human move is recognized as a feasible option. Having
better expectations would lead to a different, presumably larger set of decisions with
which to calibrate the choice of a best alternative. However, the current set already
consists of 6949 test cases.
The eGD-expectations also play a role in the representation of opportunities as
lotteries. Perhaps they indirectly contributed to the poor performance of expected
utility maximization? Although possible, this does not seem very likely. In fully
scripted runs, eGD-expectations are fairly close to the Walrasian equilibrium prices.
If it’s not the eGD-expectations, can the implementation of expected utility maximization be at fault? With maximization of expected utility, proposing a new offer is
always preferred to canceling a pending offer with an unfavorable price. This creates
an incentive compatibility problem (c.f. footnote 15 on page 150). Hence, one can
rightly argue that rational expected utility maximizers would use longer time-frames,
that at least cover the period in which they foresee having incentives to postpone
canceling their pending offer. But then uncertainty escalates beyond the point where
it can be practically managed. Mitigating this self-control problem by using simple
rules of thumb instead of a more complicated analysis seems much more plausible

106

CHAPTER 5. FALLIBLE CHOICE

Figure 5.4 – Shares per trader type in the available commodities due to arbitrage behavior
(row 1 - stable and 3 - ccw) and non-speculative behavior (rows 2 - stable and 4 - ccw).
Each dot represents an allocation at the end of a period. The results of 10+1 (stable) and
16+1 (ccw) periods from 1,000 runs have been plotted. Arbitrage appears to affect the spread,
especially in the unstable treatment.
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Figure 5.5 – Shares per trader type in the available commodities in the cw treatment due
to arbitrage behavior (row 1) and non-speculative behavior (row 2). Each dot represents an
allocation at the end of a period. The results of 10+1 (cw) periods from 1,000 runs have been
plotted. Arbitrage contributes to the spread.

and effective. Other researchers have also found that simple rules of thumb, or combinations thereof, succeed in explaining behavior (e.g. Anufriev and Hommes (2012),
Tuinstra (1999)).
In an environment that changes while one is meditating a course of action, there
may not be enough time to analyze opportunities to the fullest extent. And even if
there were time, an adequate analysis may prove to be too difficult. If snap assessments of opportunities and probabilities have to replace more careful estimates, then
one has to wonder how people learn to improve themselves. Often there is insufficient feedback, because in each subsequent iteration only one of many possibilities is
revealed. Learning rules of thumb by trial and error is far easier. Perhaps this is the
preferred form in which people learn.26 Tuinstra (1999) draws a similar conclusion.
Prospect theory gives better predictions of human moves than does expected utility maximization, especially in the unstable treatment. Our results show that this
is due to replacing probabilities by decision weights. As a straightforward generalization of expected utility theory, entropy-sensitive preferences (ESP) constitute a
simpler alternative to prospect theory. Instead of mapping estimated probabilities to
decision weights, ESP leaves them as they are and focuses on the trade-off between
expected value and complexity. It is interesting, therefore, to compare the relative
26 This is a major theme in the work of the psychologist Gerd Gigerenzer, c.f. Gigerenzer et al.
(1999); Gigerenzer and Selten (2002).
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merits of prospect theory and entropy-sensitive preferences in predicting human behavior. Here, the evidence is mixed. While ESP give better predictions in the stable
economy, prospect theory clearly does better in the unstable treatment. If entropysensitive preferences play a role in learning which rules of thumb are best then that
may explain why people prefer to propose regular offers over strategic offers.
Speculative behavior consists of recognizing and seizing seemingly profitable trades;
but also of the maintenance of the arbitrage portfolio. Apparently there is more to
recognizing arbitrage opportunities than observing an acceptable margin, because
the recognition rate is below par. And while the prediction of arbitrage moves is
also poor, our model of arbitrage behavior does give a slightly better explanation of
human trading behavior than a model of non-speculative behavior. This means that
having a maximal amount of restrictions on trading behavior is compatible with the
data. Calibration of the granularity of mental accounts (and hence of myopia) should
be expected to lead to better results.

5.6.2

Disequilibrium theory

The behavior of traders can be analyzed as perceiving feasible actions and, in case
of multiple alternatives, selecting a preferred alternative. Although traders appear
to further their own interest, we find that they do not apply expected utility maximization for selecting a best feasible action. Moreover, it seems that rules of thumb
for prioritizing feasible actions may even lead to better results than expected utility
maximization. The reason is that it is difficult to frame choice between perceived
opportunities as an expected utility maximization problem. The hard part is the
consistent valuation of different opportunities in an environment that is essentially
uncertain, and also choosing a time horizon for decisions that removes any potential
incentive compatibility problems.
Although speculative behavior can contribute to volatility, it is often considered
to be an equilibrating force. It is thought to decrease the spread of transaction
prices, and to increase liquidity which leads to higher efficiency. In the experiments
of Anderson et al. speculative behavior plays a major role in the training periods
only. We have considered arbitrage behavior, in which traders seek to make a profit
on each individual arbitrage. To the extent that it plays a role after the practice
periods, we find that arbitrage slightly improves convergence and also the direction
of orbiting.
Non-speculative behavior seems to be a reliable driver of convergence in allocation. If traders buy what they need and sell what they can spare they are actively
eliminating available Pareto-improvements and increasing efficiency.

5.7

Conclusions

In this chapter we have explained why we consider human choice to be fallible. We
have calibrated the choice from sets of perceived opportunities. For each human move,
that is recognized by robot traders as a feasible action, we often have a simulated
context of alternative actions that are also feasible. This allows us to investigate
how people choose. We compare rules of thumb, expected utility maximization,
cumulative prospect theory and entropy-sensitive preferences. We find that rules of
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thumb, rather than expected utility maximization, predict human actions best. It
is unlikely that this finding is due to eGD-expectations being inadequate. The rules
of thumb for prioritizing feasible actions and the representation of opportunities as
lotteries are detailed in appendix B.
Entropy-sensitive
utility
functions
generalize
von
NeumanMorgenstern utility functions. The latter rank alternatives based on expected value.
Consequences of feasible actions, however, have other attributes as well and we argue
that people not only look at expected value, but that they are also sensitive to the
lack of predictability of outcomes. This can explain different paradoxes of choice.
We show how entropy-sensitive preference can be embedded in the consequentialist
framework of choice theory, and we demonstrate that there exists a calibration that
explains human choices better than does expected utility maximization.
Another way to induce fallibility in choices is to restrict the set of perceived
opportunities. If traders engage in arbitrage and if they seek profits in individual
arbitrages then this can induce myopic behavior. We appeal to the theory of mental
accounting for modeling arbitrage behavior along this line. For assessing the impact
of arbitrage we use a heterogenous population that consists of seven eGD- and eight
eEMA-traders. Here we find that arbitrage slightly improves the concentration of
trading prices and also the direction of orbiting (but not by enough). Arbitrage
contributes to a greater spread of the end-of-period allocations.
Interestingly, heterogeneity of price expectations (without arbitrage behavior) also
improves the concentration of trading prices. In the next chapter, robot traders are
given the choice to switch between algorithms based on their relative merits. This
introduces more heterogeneity and it gives us the opportunity assess the robustness
of previous calibration results.
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Chapter 6

Robustness
This chapter investigates the robustness of our previous simulation results. As an outof-sample test, eGD-expectations are applied to trading in the so-called unstable Gale
economy (c.f. section 6.1). Other results are subjected to evolutionary competition:
traders exchange information with respect to the success of strategies and select the
one that suits them best (c.f. section 6.2). Section 6.3 considers the impact of
heterogeneity on price formation and end of period allocations; section 6.4 concludes.

6.1

The unstable Gale economy

In the calibration, the data of Anderson et al. (2004) have been extensively used
for learning about human trading behavior and for tuning the algorithms. We like
to assess the performance of the eGD-algorithm in another, independent, context.
Crockett et al. (2011) reports on price formation in an experiment in which human
traders re-enact the (unstable) Gale economy.
In the Gale examples, there are two commodities, the first of which is money
and it has a price equal to 1.1 There are two types of traders, both having a utility
function of the form
ui = min(α1i x1 + β1i ; α2i xi2 + β2i ).
Table 6.1 presents the parameters for the unstable Gale example. The parameters
of the stable economy are the same, except for the endowments which are switched
between the traders of type I and II. For the experiments of Crockett et al. they
imply the following (approximate) equilibrium prices: p∗2 = 158 in the unstable and
p∗2 = 1714 in the stable economy respectively.
Gale’s examples demonstrate the possibility of tâtonnement being unstable almost
everywhere. In particular, in the unstable example, if the initial price is above its
equilibrium value then subsequent prices will increase beyond limits in the unstable
example. On the other hand, if the initial price is below the equilibrium, then subsequent prices will decrease sharply, approaching zero. That is, depending on how
price formation starts, either buyers or sellers will be prepared to practically give
away their endowments.
1 In

Crockett et al. (2011) the second commodity, i.c. y, is money.
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Table 6.1 – Parameters in the unstable Gale economy

Item
β1

(0, 0)

Crockett et al

1
1, 0.028167

38
0.028167 , 0

1

(0, 1)

(400, 15)

2

(1, 2)

1
1, 0.00152

β2

(0, 0)

6
0.00152 , 0

w2

(1, 0)

(5600, 5)

α

w
α

Gale

1, 12

1




Crockett et al. have changed the parameters of the original examples to make it more difficult for
human traders to guess the Walrasian equilibrium prices.

In the unstable Gale economy, Crockett et al. (2011) finds that (i) human traders
learn the correct price if initial prices are sufficiently close to the equilibrium value;
furthermore (ii) prices increase (decrease) if the initial price is well above (below)
158. Neither result is found in our simulations.
Figure 6.1 shows eGD price formation in the unstable Gale economy. Typically
prices exhibit a downward trend and even more so if the average of the first 10
observations is above 161; then 96% of the runs (instead of 92%) show a downward
trend. The slow rate of decrease reflects the fact that new observations successively
receive less weight and that the algorithm in the long run is likely to settle on a
stable state. Therefore the Gale simulations confirm what was already apparent from
the Scarf simulations: eGD-expectations over time become inflexible (this feature is
robust).2 Here it even leads to convergence. Human price expectations are less well
and differently anchored.

6.2

Ecological rationality

A strategy will be called ecologically rational if it survives a competition with other
strategies in an environment where traders can learn and can adopt the strategy
that they deem most successful.3 Ecological rationality depends on the environment, because there can be a symbiosis between different strategies. This was clearly
demonstrated in the so-called Santa Fe tournament (c.f. Friedman and Rust (1993)).
This tournament was won by the famous sniper algorithm of Kaplan. His algorithm
waits in the background until other, active, traders are close to an agreement; then
it tries to steal the deal. The sniper algorithm is a parasite that needs other, active
algorithms; in an economy populated with snipers nothing happens.
2 The degree of inflexibility or inelasticity can be reduced by having fewer observations determine
the underlying beliefs. Before this variable is calibrated, however, robot traders should first generate
more transactions. Just as in the Scarf examples, human traders generate more transactions in the
Gale example as well.
3 Smith

refers to this notion as ecological rationality, c.f. Smith (2008).
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Figure 6.1 – Representative price formation in the simulated unstable Gale economy. The horizontal line indicates the Walrasian equilibrium price. Even though trading prices can spike well
above the equilibrium price, the trend typically is downwards. The rate of decrease is slow; in each
simulation the trend remains above 60.

Below, we detail how traders learn about strategies, which is a combination of
replicator dynamics and reinforcement learning (section 6.2.1) and we revisit several
topics of the earlier calibrations. Sections 6.2.2 and 6.2.3 discuss learning the markup
and an attitude towards a utility target respectively. Other subjects are monopolistic
competition (section 6.2.4), expectation formation (section 6.2.5), entropy-sensitive
preferences (section 6.2.6), rules for selecting a best alternative (section 6.2.7) and
arbitrage (section 6.2.9).

6.2.1

Learning

In FACTS evolutionary learning is implemented as follows. At the end of each run,
traders receive a message that triggers them to share their experience with another,
random trader.4 The recipient returns the favor by revealing his experience. In
4 These messages are loaded into the message queue before the run starts. By constraining the
recipients one can implement a network with a pre-defined structure. Currently, the messages are
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particular, traders communicate what they consider to be the best strategy, and they
reveal the average level of utility they have obtained by applying that strategy.
Traders have memory; they remember the average utility (and its spread) they
have experienced for each of the strategies they have applied so far. As a result of
this, strategies can re-emerge, even if they are not recommended. Suppose that a
trader has tried two alternative methods and that one has produced a better result
on average. If he proceeds with the best alternative then it may become clear that
the high score was exceptional and that its new average utility falls below the average
of the other strategy.
Traders are willing to experiment: if they become aware of a new strategy they
are willing to try it simply because it comes recommended. After having tried a
particular strategy at least five times, traders apply additional constraints before
adopting it again in case they prefer another strategy. Suppose that another trader
recommends strategy r, while a trader himself prefers strategy p. Let µr and σr
be his own estimates of expected utility and the standard deviation of experienced
utility after applying strategy r. Then the trader verifies (i) if the revealed average
utility, µ̃r , exceeds his own estimate and also (ii) if strategy r can improve upon his
currently best average utility:
µr

<

µ̃r

µp

<

µr + 2σr .

That is, traders acknowledge that their own estimate of the average utility may
be too low. If µp exceeds µr + 2σr then adopting strategy r is deemed not credible,
even though other traders recommend it.5 Since traders base their decisions on their
own experiences, FACTS can accommodate heterogeneity between types of traders,
because convergence of evolutionary competition does not require unanimity with
respect to the value of alternative strategies.
Initial simulations demonstrated that convergence can be slow. Therefore, the
simulation terminates if not one trader adopts a different strategy, or after 2,000
runs, whichever comes first. In order to avoid premature terminations, we require
that each simulation completes at least 750 runs.6

dated per the time horizon, but it would also be possible to have information exchange between two
traders at random times.
5 Observe that traders do not assess the credibility of the message they receive; i.e. they do
not verify µr < µ̃r < µr + 2σr . Instead they assume that other traders tell the truth, and they
believe that strategy r is good for the messenger even though they themselves prefer p to r. If
µr < µ̃r < µp < µr + 2σr then the trader is still willing to experiment, in search of clarity in the
form of µr + 2σr < µp .
6 In previous chapters, each run constituted a simulation experiment; here, all the runs constitute
a single experiment. The time required for a sufficient number of replications of the learning experiments, unfortunately, is prohibitive. Simulations that quickly yield strong dominance, preferably in
line with previous calibrations, have some claim to robustness, however, because the robot traders
are not fooled by utility scores that qualify as outliers. They are willing to experiment unless their
preferred strategy does better by at least two standard deviations.
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Table 6.2 – Learning the markup

treatment

0.01

0.02

0.03

0.04

0.05

length

2

13

868

1

13

1303

1

14

1033

stable
ccw

1

cw

Final distributions of traders over different values of the markup and the length of the simulation
by treatment. The initial distribution is the same for all three examples; care has been taken to
vary behavior across trader types. In each of the three treatments, traders prefer high values of the
markup. The simulation is based on eGD-expectations and rules of thumb for prioritizing feasible
actions.

6.2.2

Learning the markup

Best values for the markup (if applicable) have been determined as part of the precalibration, c.f. appendix B. In principle, there are three approaches that can be
applied, based on optimizing (i) the similarity between aggregate results; (ii) the
number of transactions and (iii) the prediction rate. The markup is quite sensitive to
the calibration method: method (iii) leads to low values, method (i) to intermediate
values and method (ii) to (implausibly) high values. We have decided to use prediction
rates for the calibration, because similarity at the aggregate level (small average
distance between robot and human prices and comparable degree of concentration of
trading prices) is indirect, less transparent and to a certain degree arbitrary (because
there are multiple criteria that are difficult to rank and weigh). Based on prediction
rates, the optimal value of µ is zero (c.f. table B.9); however, in order to prevent
perfectly correlated eGD-expectations, the markup is set to µ = 0.01.
Given the option to change between strategies, traders opt for higher values of the
markup, c.f. table 6.2. This is as expected, because robot traders do not generate
enough transactions. Since traders typically buy what they need and sell what they
can spare a higher number of transactions tends to increase levels of utility and that
means a comparative advantage of higher values of the markup. If one would allow
values µ > 0.05 then these would have been preferred. A proper calibration of µ
therefore requires that robot traders generate a sufficient number of transactions.

6.2.3

Attitudes toward a utility target

In the TU-algorithm, traders try to achieve a target level with respect to utility. As a
result of this, they perceive markets as interdependent. There are different flavors of
TU-algorithms depending on how traders set a target and how they derive reservation
prices from it (c.f. appendix B for a detailed explanation and for the pre-calibration).
In the pre-calibration, it was found that traders do not use unconditional reservation prices. That is, they do not apply their reservation prices simultaneously (that
would amount to seeking profits in each individual market). Instead they condition
their action in "one" market on (floor) prices in the "other" market. Table 6.3 contains
results of learning if traders get to choose between sticky targets, or one of the other
algorithms with conditional reservation prices. The results are more pronounced,
treatment-specific and also different from the pre-calibration (i.e. table B.14).
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Fixed feasibility with randomized targets does best in predicting the moves of
human traders, but apparently it is not ecologically rational. Interestingly, learning
leads to a symbiosis of sticky and optimized targets in the stable and counter clockwise
treatments. This is also unexpected since the prediction rate of sticky targets in the
counter clockwise example is less than those of the other algorithms.
While it is plausible that different environments may favor different strategies, it is
not yet clear why the ccw and the cw treatment should lead to different results, both in
terms of the dominant algorithm and the speed of convergence. Sticky targets consist
of a number of behavioral rules, c.f. B.13. It would be an interesting experiment to
subject this collection of rules to learning.

6.2.4

Monopolistic competition

The theory of monopolistic competition suggests that traders set prices by maximizing
expected utility (or profit) against their own beliefs. In chapter 4 we did not find
any evidence to support this claim. The Scarf examples induce behavior that is
very sensitive to the belief that a proposal will be accepted. Assuming that trading
behavior, and information processing in particular, fundamentally do not depend on
the preferences of the Scarf examples, we propose that monopolistic competition is
an unlikely explanation of human trading at all prices in a CDA. That does not,
however, preclude that monopolistic competition can be ecologically rational.
The GDW-algorithm sets prices based on optimizing utility against unconditional
Gjerstad-Dickhaut beliefs (i.e. GDW-traders are prepared to wait, c.f. the precalibration in section B.2.6). We consider two tests of monopolistic competition,
one with rules of thumb and another with selection of a best opportunity based on
expected utility maximization. The results of these two tests are similar; the only
difference is that convergence in the clockwise economy is much slower in case of
expected utility maximization, c.f. table 6.4. Price taking strongly dominates price
setting in the stable and counter clockwise treatments. In the clockwise treatment
there is a symbiosis between type III traders acting as price takers and the other
traders acting as price setters. It is unclear why the results of the clockwise and
counter clockwise are different. In both cases the type I and II operate in one
market only, and in both cases type III traders have to sell one commodity and buy
another with the proceeds, c.f. section 3.2.2.
Table 6.3 – Attitudes toward a utility target

treatment
stable
ccw
cw

stk

opt

5

10

936

11

4

1853

14

fxf-rnd

fxf-avg

1

length

753

Final distributions of traders over different attitudes towards target setting. The initial distribution
is the same for all treatments; care has been taken to vary behavior across trader types. Sticky targets
(column "stk") have notional reservation prices, while optimized (column "opt") and fixed feasibility
(columns "fxf-*") targets use conditional reservation prices (see section B.2.8 for an explanation of
these concepts).
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Table 6.4 – Learning monopolistic competition

RoTh

treatment

EU

taking

setting

length

taking

setting

length

stable

15

0

750

15

0

750

ccw

15

0

750

15

0

750

cw

5

10

819

5

10

1689

Distributions of traders over different behaviors: (i) price-taking (columns "taking", based on the
eGD-algorithm) and price-setting (columns "setting", based on the GDW algorithm) combined with
a selection of a best alternative based on rules of thumb (columns "RoTh") and expected utility
maximization (columns "EU"). The initial distribution is the same for all three treatments; care
has been taken to vary behavior across trader types. The maximum number of runs is 2,000. In the
cw-treatment there is a symbiosis between price setters (type I and II traders) and takers (type III
traders). Here, convergence is much slower if the selection of a best alternative is based on EU.

6.2.5

Expectation formation

The calibration of expectation formation resulted in the eGD-algorithm being the
best, especially in the stable Scarf economy (c.f. chapter 4). Therefore, we let it
compete with six alternative methods that also performed relatively well. Table 6.5
largely vindicates the earlier conclusion that eGD is a strong algorithm for expectation
formation; except for the fact that, in the stable treatment, it is strongly dominated
by the ZIP-algorithm. This result is replicated in a three-way runoff between the
eGD-, ZIP- and eME-algorithm, c.f. table 6.6.
ZIP traders manage their competitiveness: if their reservation price is no longer
competitive they update it, otherwise they keep it unchanged. ZIP-traders therefore
will be inclined to generate more transactions, making it ecologically rational in the
stable Scarf economy. This comparative advantage will be smaller after robot traders
generate a sufficient number of transactions.
The runoff between eGD, ZIP and eME produces a very low efficiency. This
becomes clear from figure 6.2 and is confirmed in table 6.11.

6.2.6

Entropy-sensitive preferences

Adding an entropy term to a von Neumann-Morgenstern utility function introduces
a trade-off between utility and uncertainty. The trade-off can express uncertainty /
complexity aversion (negative sensitivity), but also a love of gambling (positive sensitivity). Although it is not clear whether people can easily switch between different
sensitivities toward uncertainty, we proceed as if they can.
Trading in the unstable treatments apparently favors gambling over uncertainty
aversion. Interestingly, in the clockwise treatment entropy neutrality is the best
strategy. It is not clear why the unstable economies would be different in this respect.
Table 6.7 shows that convergence is slow. After 2,000 runs traders still alternate
between different "strategies", and figure 6.3 shows that the frequency of these changes
on average is fairly stable. We conclude that neutrality (i.e. standard expected utility
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Table 6.5 – Pairwise competition with eGD

final frequency

expectation

length

stable

ccw

cw

stable

ccw

cw

eBAS

0

5

4

750

864

1,000

eEMA

0

2

0

750

1,000

750

ZIP

15

5

9

750

753

1,000

AA

0

5

4

750

765

1,000

eME

0

10

10

750

792

752

TU

0

0

5

750

782

891

Final frequencies of traders adopting a method of expectation formation in a pairwise competition
with eGD, plus the lengths of the simulations by method and treatment. Here, the maximum length
is 1,000 runs. The initial distribution is the same for all three examples; care has been taken to
vary behavior across trader types. At the end of the simulation in the stable treatment (after the
minimum length of 750 runs), the eBAS-algorithm is adopted by none of the traders. This implies
that all traders have adopted eGD, because of pairwise matching. The eGD-algorithm is selected as
a benchmark, because it came out best in the calibration in chapter 4. The table demonstrates that
the eGD-algorithm indeed is strong in the stable Scarf economy. The fact that here it is strongly
dominated by the ZIP-algorithm may be due to robot traders generating not enough transactions. In
the ccw-treatment there appears to be a symbiosis of the eME- and eGD-algorithm, with the former
being more popular than the latter.

Table 6.6 – Learning expectation formation

treatment

eGD

ZIP

eME

length

0

15

0

750

ccw

10

5

0

889

cw

7

8

0

2,000

stable

Final distributions of traders over methods of expectation formation and the length of the simulations. The maximum length is 2,000 runs. The initial distribution is the same for all treatments;
care has been taken to vary behavior across trader types. The results of the runoff agree with pairwise matching: ZIP strongly dominates eME, reducing the runoff to a confrontation of the eGDand ZIP-algorithm.
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Figure 6.2 – Shares per trader type in the available commodities in the runoff between eGD,
ZIP and eME stable (row 1), eGD stable (row 2), eGD, ZIP and eME ccw (row 3) and eGD
ccw (row 4). Each dot represents an allocation at the end of a period. The results of 10+1
(stable) and 17+1 (ccw) periods from 1,000 runs have been plotted. For keeping the comparison
fair, the eGD graphs show 750 and 889 randomly selected dots. Rows 1 and 3 illustrate the
low efficiency that is achieved in the runoff between eGD, ZIP and eME.
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Figure 6.3 – Frequency of changes between different behaviors (i.e. different values of ρ) as fifteen
traders try to learn the best entropy-sensitivity. The curves are plotted at selected runs. The figure
shows no signs of convergence.

maximization) does not strongly dominated entropy-sensitive preferences and that
heterogeneity is an ecologically rational result.
Table 6.7 – Learning entropy-sensitivity

treatment
stable

-0.002

-0.001

0.000

7

8

ccw
cw

1

0.001

0.002

length
2,000

3

6

6

2,000

9

2

3

2,000

Distributions of traders over different values of entropy-sensitivity. The initial distribution is the
same for all three treatments; care has been taken to vary behavior across trader types. The stable
treatment favors uncertainty aversion while the unstable treatments promote gambling.
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Table 6.8 – Learning a rule for selecting a best opportunity

treatment

RoTh

EU

CPT

length

stable

15

0

0

750

ccw

13

2

0

854

cw

13

2

0

1178

Final distributions of traders over rules for selecting a best alternative from a set of perceived
opportunities and the length of the simulations. The maximum length is 2,000 runs. The initial
distribution is the same for all treatments; care has been taken to vary behavior across trader types.
The rules of thumb clearly emerge as ecologically rational.

6.2.7

Selecting the best opportunity

The calibration of choice from a set of perceived alternative actions favored rules of
thumb, c.f. chapter 5. As it turns out, these rules of thumb are also ecologically
rational, c.f. table 6.8. It is interesting that expected utility maximization survives
in the unstable treatments while cumulative prospect theory does not. The latter
better predicts human actions in the counter clockwise economy, c.f. table 5.2.

6.2.8

ESP versus CPT

The evidence with respect to whether ESP or CPT predicts human actions best
is mixed. In the stable treatment, ESP does slightly better than CPT while the
latter dominates ESP in the unstable ccw treatment. By letting them compete in an
evolutionary competition we find that ESP is ecologically rational where CPT is not.
The absence of neutral entropy-sensitivity tends to favor gambling in the stable and
the cw unstable treatments. It also makes a comparison with table 6.7 difficult.7
Table 6.9 – ESP versus CPT

treatment

-0.002

-0.001

0.001

stable

6

3

6

ccw

3

cw

3

0.002

CPT

length
2,000

8

3

4

8

1

2,000
2,000

Distributions of traders over different values of entropy-sensitivity (columns "-0.002" to "0.002")
and cumulative prospect theory (column "CPT"). The initial distribution is the same for all three
treatments; care has been taken to vary behavior across trader types. Entropy-sensitive preferences
clearly dominate cumulative prospect theory.

6.2.9

Arbitrage

Arbitrage is about recognizing opportunities for making a profit, but also about
what happens after an opportunity has been seized. Appealing to the theory of
7 The reason for excluding ρ = 0 is that we want to have a run-off between ESP and CPT, i.e.
without EU.
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Table 6.10 – Arbitrage

arbitrage

treatment

length

0.1/0.95

0.2/0.95

0.3/0.90

0.9/0.95

stable

6

4

4

1

ccw

2

4

4

5

2,000

2

5

2,000

cw

8

no
2,000

Distributions of traders over different values of risk attitudes. Values x/y in the column headers
denote the arbitrage margin and threshold respectively. Column "no" refers to non-speculative behavior. The initial distribution is the same for all three treatments; care has been taken to vary
behavior across trader types.

mental accounting we have assumed that traders want to make a profit on individual
arbitrages. This induces endogenous constraints on subsequent trading, that depend
on the risk attitude.
Although the prediction of arbitrage moves is below par, there exist calibrations
of the risk attitude that render our model of arbitrage behavior a slightly better
explanation of human trading behavior than non-speculative behavior. It is interesting to subject arbitrage behavior to evolutionary competition because the calibration
based on prediction rates is not entirely satisfactory: if the margin is high then most
arbitrages can be successfully completed, implying that the threshold for keeping accounts open is not a binding constraint. Furthermore, absent a solid understanding
of how human traders perceive arbitrage opportunities, the induced constraints could
be a real setback. Table 6.10, however, shows that arbitrage is an ecologically rational
strategy.
This result presumably serves as a "worst case" in two respects. If one were to
calibrate the granularity of mental accounts (and hence the degree of myopia) the
rational of engaging in arbitrage will improve. Having more heterogeneity in price
expectations most likely will also emphasize the relative attractiveness of arbitrage
(here all traders have eGD-expectations).
Table 6.10 also illustrates that we should expect heterogeneity with respect to
arbitrage behavior. In each treatment, after 2,000 runs, traders still switch between
"strategies".
Learning in the stable treatment more or less agrees with the previous calibration
based on prediction rates. That calibration suggested 0.2/0.95 for the stable treatment and 0.9/0.95 for the counter clockwise treatment. The unlikely high margin
of 0.9 is not strongly dominated in the counter clockwise economy. Similar to other
tests, preferred behaviors differ between the unstable treatments. It is not yet clear
why this is the case.

6.3

Efficiency

Does learning increase efficiency? If traders can switch between strategies they can
select the one which works best for them. If different traders choose different strategies utility levels could generally be higher than in homogenous configurations. To
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investigate this we look at efficiency; this measure compares the actual average utility
to potential average utility, c.f. table 6.11.
Heterogeneity can lead to a positive symbiosis, as is the case for different attitudes
towards target setting. However, it can also lead to a negative symbiosis, e.g. in the
run-off between eGD-expectations and ZIP and while learning entropy sensitivity.
The reasons for a negative symbiosis are not clear; especially not since ZIP strongly
dominates eGD-expectations. One may also wonder about the high efficiency of
GDW: why is GDW (i.e. price setting) not strongly dominant if its efficiency is
so much higher than that of eGD (i.e. price taking)?8 We leave these and other
questions relating to heterogeneity for future research.9

6.4
6.4.1

Discussion
Capturing human trading behavior

Analyzing algorithms from the perspective of ecological rationality confirms some
of our previous results, but it also leads to some surprises. Most notably, the outperformance of ZIP-expectations is unexpected. This may be due to the fact that
eGD-expectations become inflexible over time, which poses restrictions on the set of
feasible actions. ZIP-traders, on the other hand, adjust their expectations so as to
remain competitive. The inflexibility of eGD-expectations can be reduced by calibrating the maximum number of observations that determine price expectations.
What is also remarkable about ZIP is that it reduces efficiency in the run-off with
eGD-trading.
Since we only have data of human trading in the stable and counter clockwise treatments, we cannot assess how well monopolistic competition predicts human moves in the clockwise economy. Here, apparently, monopolistic competition
is an ecologically rational strategy, although it does not strongly dominate eGDexpectations. As expected, monopolistic competition is not successful in the stable
and counter clockwise treatments. This difference between the clockwise and the
counter clockwise treatments is also remarkable, because the unstable economies appear to be quite similar. In particular, in both treatments traders of type I and II
operate in one market and agents of type III trade in two markets.
With respect to attitudes towards utility targets, the pre-calibration favored fixed
feasibility. In this approach traders adjust their target so as to stabilize the probability
of achieving it. Ambitious traders adopt targets that have a probability of less than
0.5 of being achieved, while more cautious agents choose targets that are easier to
achieve. Such a strategy turns out to be not ecologically rational. Instead, optimized
8 The answer could be due to specialization: traders of type III all prefer price-taking while the
other traders opt for price-setting.
9 For instance, why are the results of the unstable Scarf economies often very different? Or how
does heterogeneity affect price formation and orbiting? In the case of speculative behavior, we have
seen that the confidence intervals of the heterogenous population, consisting of seven eGD- and eight
eEMA-traders, in the stable treatment are better than the corresponding homogenous confidence
intervals. In the case of learning entropy-sensitivity, heterogeneity makes orbiting in the wrong
direction in the ccw treatment less pronounced.
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Table 6.11 – Impact on efficiency

experiment

case

pure

human subjects

stb

0.92

human subjects

ccw

0.92

attitude toward target (stk / opt)

stb

0.24 / 0.25

0.30

attitude toward target (stk / opt)

ccw

0.35 / 0.38

0.50

cw

0.39 / 0.81

0.75

expectation formation (eGD / ZIP)

ccw

0.49 / 0.68

0.07

expectation formation (eGD / ZIP)

cw

0.39 / 0.76

0.08

ESP (ρ = 0 / ρ 6= 0)

stb

0.30

0.31

ESP (ρ = 0 / ρ 6= 0)

ccw

0.30

0.05

ESP (ρ = 0 / ρ 6= 0)

cw

0.30

0.07

select best option (RoTh / EU)

ccw

0.49 / 0.07

0.49

select best option (RoTh / EU)

cw

0.39 / 0.07

0.39

arbitrage (no / yes)

stb

0.35

0.35

arbitrage (no / yes)

ccw

0.49

0.49

arbitrage (no / yes)

cw

0.39

0.38

monopolistic competition (eGD / GDW)

mix

(Average) efficiency levels per the end of a run. The scores of human subjects are per the end of the
stable and ccw treatment. Homogenous averages are calculated over 1,000 runs and heterogenous
averages over the last 100 runs. The names between brackets refer to strategies; column "pure" gives
the corresponding averages of the homogenous populations. In case of "ESP" and "arbitrage", the
pure configuration are ρ = 0 and "no" respectively. The mixed case of "monopolistic competition"
assumes rules of thumb (c.f. table 6.4). The mixed cases of "expectation formation" and "select best
option" come from tables 6.6 and 6.8. These tables report a competition between three strategies, of
which the strongly dominated strategy is not mentioned in column "pure". Human traders do much
better than robot traders, partly because they generate more transactions.

targets do well in the stable and clockwise examples, while sticky targets outperform
in the counter clockwise treatment.
The rules of thumb not only predict human moves best, they are also ecologically
rational in each of the three Scarf examples. Here, the only surprise is that the
ranking of expected utility maximization and cumulative prospect theory is reversed.
Since both are strongly dominated by the rules of thumb this is less relevant.
Orbiting is not the only phenomenon that can be used to discriminate between
different behavioral hypotheses. Our simulations suggest that trading behavior is observationally distinct in the unstable economies. Once we understand how to explain
this that knowledge perhaps may be used to improve our model of human trading
behavior.
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Disequilibrium theory

In this chapter, we have found that applying rules of thumb for prioritizing feasible
actions is ecologically rational. We also found price setting in accordance with the
theory of monopolistic competition to be strongly dominated by reservation prices
that are anchored by price expectations.
As expected, competition between different strategies often results in heterogeneity. But persistent heterogeneity does not necessarily have a strong impact on price
formation. Apparently, already much can be learned from simpler homogenous examples. Heterogeneity raises several different questions, that are best postponed until
robot trading better captures human trading behavior. For instance, why would evolutionary learning often lead to different outcomes in the two unstable Scarf economies
(they appear to be quite similar in relevant characteristics). Once we understand what
causes these differences in robot behavior this knowledge perhaps may be applied to
differentiate between rival behavioral hypotheses.

6.5

Conclusions

In this chapter we have tested the robustness of previous simulation results. We have
subjected eGD-trading to an out-of-sample test and we have given robot traders the
opportunity to switch between strategies, based on perceived relative merits.
Many of our earlier results are vindicated. For instance, that eGD-trading eventually becomes too insensitive to new information, but also that it is a rather strong
algorithm. It dominates all other algorithms, except ZIP. Given the choice, robot
traders unexpectedly strongly prefer the ZIP-algorithm. In line with previous results
we also find that the rules of thumb for prioritizing feasible actions are ecologically
rational, and that monopolistic competition is not. While previous evidence was
mixed, entropy-sensitive preferences strongly dominate cumulative prospect theory.
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Chapter 7

Summary
General equilibrium theory can state conditions for the existence,
uniqueness and optimality of the Walrasian equilibrium, but it cannot satisfactorily
explain how this equilibrium can be achieved. Experimental economists, on the other
hand, claim that it only takes a few, uninformed, traders and a Continuous Double
Auction (CDA) to obtain results that are approximately equal to the Walrasian equilibrium. For instance, Anderson et al. (2004) reports experiments in which human
subjects trade in the examples proposed by Scarf (1960). Its results are remarkable:
trading by human subjects closely approximates the Walrasian equilibrium in the
stable example; in the unstable examples there is orbiting of prices in the direction
that is predicted by tâtonnement theory. This suggests that we may learn something
profound about equilibrium discovery by studying experimental price formation.
This thesis aims to contribute to our understanding of equilibrium discovery by
replicating experimental trading with the help of algorithms. It seeks behavioral
explanations of price formation that acknowledge disequilibrium and the fallibility of
human choice. We want to know how human traders behave and how this affects
equilibrium discovery. How do they propose prices? Which opportunities do they
perceive? If traders recognize alternative actions, how do they select a preferred
option? Are their strategies ecologically rational, i.e. do they survive competition
with alternative strategies?
Chapter 1 gives a general introduction to and an overview of our research.
Chapter 2 reviews different theories of price formation. For this, we largely draw
on stability theory because our research takes place in the context of a general equilibrium model. We find that assumptions with respect to comprehensive choice, price
taking and the central role of aggregate excess demand do not serve our purpose. We
therefore prefer to study the subject matter of stability theory from the perspective
of experimental economics and agent based modeling.
In chapter 3 we discuss the experiments of Anderson et al.. These are of great
interest for our goal because (i) trading at all prices in a CDA is sufficiently realistic;
(ii) the Scarf economies constitute a harsh environment for theories of price formation,
to which Anderson et al. have added the requirement that one commodity takes on
the role of money; (iii) since there are two markets, trading at all prices can shift the
stable state away from the Walrasian equilibrium; (iv) convergence of human trading
127

128

CHAPTER 7. SUMMARY

to the Walrasian equilibrium is contingent on the initial allocation; and (v) orbits (if
any) provide an additional way of discriminating between rival explanations. Prof.
Anderson has kindly provided the data of two sessions (that apply the stable and the
counter clockwise treatment). The data provide us with 9799 individual decisions
for replication. We also use them to derive stylized facts that characterize human
trading.
Chapter 4 introduces our simulation platform FACTS (short for Fallible Agents’
Commodity Trading System). We examine how human traders propose prices as part
of the calibration of FACTS. According to economic theory, monopolistic competition is the appropriate way for understanding disequilibrium behavior. In the Scarf
economies this means that traders will propose prices that maximize their expected
utility, conditional on subjective beliefs that a proposed price will be accepted. This,
however, is not how the subjects of Anderson et al. behave. Instead they appear to
anchor their reservation prices by their current price expectations. This is reminiscent of price taking, albeit in a more active form, because traders face incomplete and
false signals. With respect to the calibration of price expectations, different criteria
favor different algorithms. The algorithm that best predicts human actions, eBAS,
derives price expectations from bid / ask spreads. Algorithms that estimate so-called
"no arbitrage" prices generate robust convergence. The ZIP-algorithm of Cliff (1997)
causes prices to orbit systematically in the unstable Scarf economies in the direction
that is predicted by tâtonnement theory. A meditated choice leads us to prefer the
eGD-algorithm that derives "no arbitrage" prices from so-called Gjerstad-Dickhaut
beliefs: (i) algorithms that perform well in one-step-ahead predictions but fail to
achieve convergence in the stable Scarf economy ignore an essential part of human
behavior; (ii) the eBAS-algorithm is overly sensitive to haggling;1 (iii) theoretically,
the notion of "no arbitrage" prices provides the best basis for price expectations; (iv)
the eGD-algorithm can be improved whereas the eBAS-algorithm cannot. Perhaps
the most important result of the calibration of expectation formation is an understanding of how the algorithms can be improved. Our robots do not generate enough
transactions and beliefs over time become insensitive to new information. These
issues are related and can be fixed. After improving the number of transactions,
algorithms that manage reservation prices based on a utility target can be expected
to benefit more than others. This is due to the fact that human trading largely is
non-speculative: traders buy what they need and sell what they can spare. Having
more transactions then means that robot traders will learn that they can achieve
higher levels of utility.
Chapter 5 argues that human choice is fallible. Fallible choice can be seen as a
variety of bounded rationality that allows traders to be persistently biased. Continuing the calibration of FACTS, we study the selection of preferred actions from sets
of perceived alternatives. Here we restrict ourselves to decisions of human traders
that have been recognized as feasible actions by the eGD-algorithm. For ranking
alternatives we consider expected utility maximization, cumulative prospect theory,
entropy-sensitive preferences (ESP) and simple rules of thumb for prioritizing feasible

1 The success of eBAS, in terms of one-step-ahead predictions, is due to its flexibility and not to
it capturing some essential characteristic of expectation formation.
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actions.2 We find that the latter predict human trading behavior best. In addition,
we model arbitrage by applying the theory of mental accounting. This imposes many
constraints on the set of perceived opportunities and induces myopia. The overall
prediction of human behavior slightly improves as a result of admitting arbitrage
behavior based on mental accounting.
Chapter 6 tests the robustness of the results of selected calibrations by giving
traders the opportunity to learn which strategy works best for them. Our approach
to learning is a mixture of replicator dynamics and reinforcement learning. Here, the
main results are that (i) monopolistic competition is strongly dominated in the stable
and counter clockwise treatments by reservation prices based on expected prices; (ii)
rules of thumb for prioritizing feasible actions strongly dominate other methods of
selecting an alternative from a set of perceived opportunities; and, unexpectedly, (iii)
that ZIP is ecologically rational for the formation of price expectations.
Appendix A addresses market failure. This occurs if available Pareto improvements cannot be implemented through trading. Our initial simulations quickly ran
into market failure, due to the initialization of price expectations (randomly selected
from the price simplex) and to quantity setting based on expected utility maximization.
In appendix B, we provide more details with respect to FACTS. We explain how
robot traders perceive opportunities for action and how these can be represented as
lotteries. Here we also derive the rules of thumb for prioritizing actions. Furthermore, this appendix describes the algorithms for learning prices. We have adapted
existing algorithms to the context of the Scarf economies, and in some cases made
improvements. We have added variations and new algorithms.
Appendix C describes a price adjustment process that was part of the development
of FACTS. Here, the auctioneer assumes that each trader has preferences that can
be described by a Cobb-Douglas utility function. A trader’s response to previously
quoted prices suffices to identify these hypothetical preferences. The unique equilibrium prices of the associated Cobb-Douglas economy feed into the next iteration. We
prove global convergence for CES economies in which traders have utility functions
ranging from Leontief to Cobb-Douglas utility functions.
Looking back at the explanation of convergence in the stable Scarf economy we
offer some reflections:
• Algorithms that generate economically meaningful prices unfortunately do not
perform well in achieving convergence. However, we may expect algorithms
based on a utility target to do better after robot traders generate more transactions.
• Traders learn from observing prices, but they can also learn a lot from scrutinizing the opportunities that are available to them: chapter 3 demonstrates that
sophisticated traders in the unstable Scarf economies can deduce the Walrasian
equilibrium prices without even having to trade. However, if traders use rules
of thumb for prioritizing feasible actions then this explanation seems less likely.
2 ESP introduce a trade-off between expected value and uncertainty. This trade-off provides a
simple explanation of paradoxes of choice. We show that ESP fits the framework of choice theory
after the axiom of independence is slightly weakened.
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• In the Scarf economies, deviations from the equilibrium price in one market
do not affect demand in the other market. A localized impact of "false" prices
could offer an explanation for the limited shift of the competitive equilibrium
in the stable Scarf economy. However, our simulations suggest otherwise.
• Plott et al. (2013) proposes that prices in the stable Scarf economy converge
because trading occurs along a Marshallian path, i.e. as if buyers and sellers
have been ordered according to their reservation prices. We think it is unclear
how a Marshallian path can be achieved: traders cannot coordinate on private
reservation prices, and this may even be not incentive compatible.
• Marshall (1961) suggests another mechanism that seems more promising. According to Marshall, traders first determine how much they want to spend on
each commodity, given (expected) prices. Then they determine reservation
prices that take their previous transactions into account. If someone previously
has paid too much on average, then he now wants to pay less than the expected
price in order to compensate the difference. This kind of behavior feeds corrections back into the market where the "mistake" was made (which is distinct
from utility targets and monopolistic competition).

Appendix A

Market failure
Initial simulations often resulted in a premature end of trading; this appendix investigates why. Section A.1 illustrates that there are different reasons for market failure
and provides a characterization. Next, section A.2 estimates the probability of market
failure. It derives a predicted probability of 0.72 of observing market failure in case
of Zero-Intelligence trading, that is corroborated by actual simulations. Simulating
expected utility maximization with the same model leads to an even higher frequency
of market failure. Section A.3 demonstrates that this is largely due to the way that
price expectations are initialized. Section A.4 reflects while section A.5 concludes.

A.1

Possible end states of the simulation of Scarf
economies

Market failure occurs if an inefficient allocation does not give rise to further trading.
Economic theory attributes this to information asymmetries, incentives that promote
non-competitive behavior, or externalities. However, there may be other reasons as
well. Pareto improvements may be difficult to detect or impossible to implement under the institutional arrangements. Suppose that traders in the Scarf stable economy
have reached one of the following allocations:1




220 120 60
40 325 35
3
7  ; W2 =  0
0 10  .
W1 =  0
10
0
10
2
0 18
In either case, there exist Pareto improvements. In W1 , for instance, traders 1
and 3 could give their excess amounts of money and of commodity 2 to trader 2.
However, that does not qualify as trading. In this case, the trading process has
1 Recall

that the preferences of each type of trader with respect to commodities are as follows:
u1 (x1 )
u2 (x2 )
u3 (x3 )

=
=
=

11 x31
,
)
min( x400
x12 x20
22
min( 400 , 10
)
23 x33
min( x10
, 20 ).

In the stable Scarf economy, each trader owns the commodity he does not derive utility from.

131

132

APPENDIX A. MARKET FAILURE

taken the economy to an inefficient allocation, which cannot be improved within the
given institutional setting. In W2 , trader 2 wants to have more of commodity 2,
and is able and willing to pay for it. Moreover, trader 3 has an excess amount of
commodity 2. However, trader 3 may argue that instead of having an excess amount
of commodity 2, he does not have enough of commodity 3. In this case, the deadlock
is less severe than in W1 , but it could just as well be persistent. If trader 3 believes
that there is no more supply of commodity 3 forthcoming, then there is also no point
in selling commodity 2 and obtaining more money.2 If trader 3 offers a high price for
commodity 3, then trader 1 may be tempted into arbitrage. However, if he is aware
that commodity 3 is scarce then he also has to consider the risk of being unable to
buy back what he is about to sell. Clearly, market failure is a possible outcome (even
in large economies) because at some point the remaining Pareto improvements can
be difficult or even impossible to implement given the behavior of traders and / or
the market protocol.
Cases like W2 are particularly relevant for robot trading, because some algorithms exhibit rather rigid behavior. For instance, maximizing expected utility given
expected prices would make W2 a steady state if trader 3 expects p3 < 17 12 .
There may have been market failure in the experiments of Anderson et al. (2004),
e.g. at the end of period 6 of the counter clockwise treatment, c.f. table A.1.
Table A.1 – Excess quantities per participant after session 511 / period 6
good

0

1

2

3

4

5

6

7

8

9

10

11

12

13

14

1
2
3

5
0
0

15
0
0

31
0
0

47
0
0

36
0
0

16
0
0

4
0
0

52
0
0

0
0
0

0
0
0

2
0
0

104
4.5
0

50
0
4

4
0
0

14
0
0

Endowments that do not contribute to utility, by commodity and trader. Anderson et al. (2004)
has labeled agents 0,..,14; agents 11 and 12 are both type III. Excess quantities are not necessarily
integer-valued. The endowments of trader 12 are w12 = (104, 7, 5), implying an excess supply of 4.5
units of commodity 2. Given ample money holdings, traders 11 and 12 are more likely to demand
commodities 3 and 2 respectively (instead of selling commodities 2 and 3). If so, there is market
failure due to inconsistent plans.

When feasible Pareto improvements are nearly exhausted, price formation becomes unstable and hence, non-convergent. If traders 11 and 12 were to discover the
beneficial trade that exists between them, they could trade at prices close to the CE
prices, p∗ = (1, 40, 20), or at prices which are closer to p2 = p3 . It depends on which
commodity is exchanged first.
Indeed, figures 3.1 and 3.2 both show signs of price instability near the end of
some trading periods, particularly in the unstable economies. The relevance of market
failure, therefore, is not only that trading comes to a halt (i.e. that it is a steady
state), but also that price formation may become unstable when market failure is
imminent.
2 For achieving a higher level of efficiency, trader 3 should exhibit other-regarding behavior instead
of being self-interested.
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In experiments market failure can be avoided by timely resetting of endowments.
However, that seems artificial: why would endowments be replenished (if at all) before
the set of Pareto improvements is exhausted?3
Let traders be allowed to exchange commodities, provided that they exchange
goods (j = 2, 3) for money (j = 1). Trading is voluntary; this is taken to mean that
parties involved should be at least as well off after an exchange.4 For simplicity’s sake,
assume that voluntary trading will exhaust the set of feasible, beneficial exchanges.
That is, complex Pareto improvements (difficult to detect or requiring coordination)
will also be implemented by the traders. Therefore, if trading comes to a halt it
will be either because no further Pareto-improvements exist (i.e. the final allocation
lies in the core), or else because none of the remaining Pareto-improvements can be
implemented due to the market protocol.5
Consider any one of the three Scarf economies (c.f. 3.2.2). Let W be an arbitrary
allocation of endowments, and consider taking away quantities of commodities from
the traders, in such a way that their utility levels do not deteriorate. If it’s possible
to take away vji of commodity j from trader i without lowering his utility level, then
vji will be called an excess quantity. The matrix V (W) ∈PR3+ × R3+ consists of all
excess amounts vji , which exist in allocation W. Let e = i vi be the vector with
cumulative excess quantities per commodity. In the initial allocation, all utility levels
are equal to zero and hence e = (400, 10, 20)0 .
Proposition A.1. Consider a Scarf economy, in which bilateral trading occurs if both
parties are at least as good off after the exchange as before, with an arbitrary allocation
W, and let e be the corresponding vector of cumulative excess quantities: (i) if e does
not contain any zeros, then there exists a Pareto-improvement, which can also be
implemented through trading; (ii) if e contains two zeros, then the allocation is in the
core; (iii) if e contains three zeros, then the allocation is the competitive equilibrium;
and (iv) if e contains one zero, then there is market failure unless traders, who prefer
the combination of commodities that are in excess supply, have money to spare.
Proof. First note that in case of no zeros (i.e.

case (i)) there exists a Pareto-

3 The

speed with which the set of feasible Pareto improvements is exhausted depends (among
other things) on the complexity of trading. The final allocation in session 511 / period 6 was
obtained after 8 minutes, 231 offers and 66 transactions. Period 6 in session 414, on the other hand,
lasted 10 minutes, 411 offers and 162 transactions and was at that time two trades removed from
market failure. Trading in the stable Scarf is more complex than trading in the unstable economies
(in which two out of three traders operate in one market only).
4 If behavior is more sophisticated then they may accept temporary decreases of utility and market
failure would occur less frequently.
5 If one would impose the law of one price in case the allocation lies in the core then at least
one agent will be rationed. The same applies to allocations that qualify as market failure. Both
core allocations and market failure can therefore be interpreted as so-called fix-price equilibria with
endogenous rationing and no trade, c.f. Benassy (1982)). Fisher (1983) does not consider such
quantity constrained equilibria as part of disequilibrium theory proper, because previous research
did not show how the economy gets to a fix-price equilibrium. Obviously, one cannot expect traders
to know in advance which constraints will prevail ex post, but the notion of a no-trade fix-price
equilibrium based on observable rationing constraints does clarify the sense in which a core allocation
or market failure in sequential trading is an equilibrium in the minds of economic agents (making it
acceptable for them to stop trading). Convergence to the core or market failure, therefore, could be
an answer to Fisher’s criticism.
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improvement: simply award e to any trader. There also exists a Pareto-improvement
which can be implemented by exchanging a commodity for money, because there exists a buyer (e1 > 0), and this buyer prefers one or two other commodities, which
are also in excess supply (ej > 0, j = 2, 3). The buyer can be made strictly better
off: if his type is i = III then he needs to buy commodities 2 and/or 3, which are
both available for sale, and if i 6= III then buying either commodity 2 or 3 suffices
to make the buyer strictly better off. Anyone of these trades implements a strict
Pareto-improvement.
If e contains two zeros (case (ii)), let commodity j be in excess supply, and suppose
that there exists a trader i who can be made strictly better off by awarding him e.
In that case, commodity j must be binding for trader i and we have αji wji = ui .
In addition to j trader i also prefers another commodity, say k; if αki wki > αji wji
then vki > 0 and there would have been two goods in excess supply; because there
is only one we also must have αki wki ≤ αji wji ; but from this it follows that the
utility of trader i will not increase when he is awarded all of the excess amount of
commodity j; so, contrary to the assumption, no trader can be made strictly better
off, and therefore the allocation is in the core.
If e = 0 (case (iii)), then no trader has excess quantities, ∀i, j : ui = αji wji .
This is precisely the internal consistency requirement of competitive equilibrium.
External consistency is guaranteed by the fact that (a) in this case we have a no
trade equilibrium and (b) all traders together own all commodities, so demand also
equals supply.
Finally, in case (iv) (e contains one zero) there exists a Pareto-improvement: by
giving e to the trader who prefers the combination of commodities in excess supply,
that trader will be made strictly better off without hurting the others. What needs
to be established is which Pareto-improvements can be implemented if commodities
have to be exchanged for money. First, suppose that money is not in excess supply,
e1 = 0, then there is no trading because there are no buyers, who have money to spare.
Next, assume e1 > 0: in this case, only traders who prefer the combination of excess
commodities and who have excess money can implement the improvement. To see
this, suppose also e2 > 0 and consider traders 1 and 3, who prefer either commodities
1 and 3 or 2 and 3; trader 1 does not derive any utility from commodity 2, so he
cannot be made better off; for trader 3 we have w33 /20 ≤ w23 /10 (because otherwise
also e3 > 0) which implies that he cannot be made better off by increasing his stock
of commodity 2. Therefore, if a Pareto-improvement can be implemented in this case,
it is because trader 2, who prefers the combination of commodities in excess supply,
has money to spare. If trader 2 has no money to spare, i.e. if w12 /400 ≤ w22 /10,
then there is market failure.

A.2

The likelihood of market failure

Voluntary trading in the Scarf economies has an inherent direction. Consider an agent
who does not derive utility from, say, commodity 2. If he has a positive endowment
of commodity 2, then this stock will be available for selling, and it will not be replenished. If the agent initially owns nothing of commodity 2, he will not buy anything
of it. Therefore, it is reasonable to expect that this agent’s endowment of commodity
2 will ultimately be equal to zero. For simplicity’s sake, assume that this argument
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also applies to money, then each trader at some point will have positive amounts of at
most two commodities.6 If traders are active, then one of these commodities will be
binding in terms of utility; put differently, each column of matrix V (W), will after
some time contain two zeros.
In the excess matrices below, a · represents a positive amount; underscores mark
quantities that do not contribute to a trader’s level of utility (preferences as given in
section 3.2.2). The first two matrices represent market failure (F ), because none of
the traders has money to spare, while there still exist Pareto improvements: if traders
1 and 2 give their excess amounts to trader 3, the latter will be strictly better off,
while the level of utility of traders 1 and 2 does not deteriorate. The third allocation
allows further trading (trader 1 can sell commodity 3 to trader 2 and be strictly better
off, while the level of utility of trader 2 stays the same). This branch is split into
two sub-branches: one in which the quantity of money has become binding for trader
2 (upper sub-branch) and one in which the quantity of commodity 3 has become
binding for trader 1 (lower sub-branch).
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This split ignores the possibility that trader 2 has such a large amount of money,
that after the exchange, trader 1, or possibly both traders 1 and 2, have money to
spare. The effect of trading is that excess quantities decrease if commodities end up
in the hands of traders who need them. By waiting long enough before applying this
analysis, the assumption that either one or the other commodity will become binding
will be justified.7 In the next step, after the third allocation, trading will come to
halt because either the allocation is in the core (upper sub-branch, denoted by C;
here each trader has an excess amount of commodity 3, and there is no way to make
any trader strictly better off) or there is market failure (lower sub-branch; here trader
2 needs an additional amount of commodity 2, but he can only buy commodity 3;
there exists a Pareto improvement because if both traders 2 and 3 were to give their
excess amounts to trader 1 the latter would be strictly better off).
Below we give the genealogy of all other possible end states and we characterize
them as either a core allocation or as market failure. By making two bold assumptions, we can assign probabilities to a particular end state occurring and derive a crude
estimate of the likelihood that market failure will obtain: (i) each of the eight possible
configurations of two zeros per column can occur with equal probability; and (ii) after
a split, either of the two sub-branches can occur with equal probability. If trading
6 Money
7 The

could be an exception, because it provides future freedom of action.

possibility that both quantities become binding at the same time will be ignored (because
it is negligible); this explains why the competitive equilibrium is not an end state in this analysis.
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is voluntary and otherwise random then there is no reason why the market would
prefer one sub-branch over the other.8 Under these assumptions, the probability of
8 If behavior of traders would be less random, then certain sub-branches could become irrelevant.
Suppose that traders want to be strictly better off when they spend money. In that case, the third
allocation would represent market failure, because trader 2 would refuse to buy commodity 3, which
does not add to his level of utility (c.f. mode II behavior below).
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market failure is 371
512 ≈ 0.72. This initial assessment is corroborated by simulations:
with ZI-traders, 722 out of 1000 runs resulted in market failure.
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Without any specific assumptions with respect to expectation formation, other algorithms may be expected to do worse to the extent that agents refuse to trade excess
quantities. Simulations with robot traders, maximizing their expected utility given
expected prices, gave a frequency of approximately 90% of ending in market failure.
This type of behavior places extra restrictions on the set of Pareto improvements
which can be implemented through trading, because some traders refuse to acknowledge that they have excess quantities. Instead of supplying their excess quantities,
they demand more of another commodity which they consider to be cheap and which
would give them a higher level of utility.
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Market failure, therefore, is a distinct possibility when replicating the experiments
of Anderson et al. (2004) with robot traders. If the trading process quickly removes
opportunities for further trading then (i) the economy will be trapped in market
failure sooner rather than later, (ii) traders will have had little chance to learn prices,
and (iii) while in market failure, learning will go astray because all offers will be
rejected.
The likelihood of market failure presumably depends on price expectations, because with perfect foresight the probability of obtaining market failure would be zero.
The next section considers the impact of initial price expectations.

A.3

Sensitivity to initial price expectations

Let’s assume that trader 3 maximizes utility given expected prices. Furthermore,
suppose that initially expected prices are uniformly distributed on the simplex. Given
these assumptions, it is possible to simulate the probability that trader 3’s initial offer
will land him with all of either commodity 2 or commodity 3. Based on 2500 trials,
this probability is estimated to be 0.85. Suppose that after trader 3’s initial offer we
have


x 0 400 − x
.
10
W= 0 0
0 20
0
In the next step, traders 1 and 3 will bid for commodity 3. As soon as all of commodity
3 has been divided between traders 1 and 3, then we have market failure due to
inconsistent plans provided that trader 3 (i) has some money left and (ii) he perceives
his situation as not having enough of commodity 3. Clearly, there is a fair chance
that market failure occurs in as few as two or three steps. If so, then quantity setting
and / or the assumption that prices are uniformly distributed on the simplex must
be at fault, because in this case there nothing else that can explain market failure. Is
there a better alternative for the latter assumption?
Prices being uniformly distributed on the simplex is an appropriate assumption
for an uninformed external observer. Suppose that we adopt the point of view of
individual traders and ask how information, which is available to them, can be used
to obtain an intuition with respect to prices. If prices are externally given, most
traders can determine (i) which level of utility is feasible and (ii) how to allocate
their endowments to buying the commodities they want. Suppose that traders can
reverse this reasoning and derive price expectations from:
• an expected level of utility;
• a budget, in which endowments are earmarked for obtaining certain preferred
commodities.
The human traders in the experiments of Anderson et al. also knew beforehand that
prices were integer-valued. For instance, trader 3 would spend 1 to 399 units of money
on obtaining commodity 2, and the remainder on commodity 3. In the subjective
approach, the knowledge that prices are integer-valued, can also be factored into the
θ
< 1, θ =
price expectations. Let u∗ be the expected level of utility and let 0 < 10
1, 2, .., 9 be the way how trader 1 splits his endowments between buying commodities
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Figure A.1 – The objective (top) and subjective approach (bottom) to initial price expectations.
The graphs on the left show prices in a simplex; the graphs on the right the relative split of the
budget between two commodities (y-axis) by expected utility (x-axis). In the top-left panel, prices
are selected at random from the simplex. The arrow points to the Walrasian equilibrium prices. The
top-right panel shows the corresponding bias in expected utility and expenditure. In the subjective
approach causation runs in the other way. Given indivisible commodities, traders expect discrete
budget splits. Combined with random levels of expected utility this leads to expected prices that are
relatively close to the Walrasian equilibrium prices.

1 and 3. Assuming that trader 1’s expectations are consistent, then one easily finds
his expected prices to be
= (1,
pexp
1

400u∗ 20(10 − θ)
,
).
θ
θ

For other traders a similar reasoning applies. Figure A.1 compares the two approaches to initializing price expectations. The top-left graph shows 2500 points
θ
sampled uniformly from the simplex, and next to it the implied values of 10
(yaxis) and u∗ (x-axis). The lower panel contains the corresponding graphs for the
θ
subjective approach. Here, causation runs in the opposite direction: values for 10
and u∗ translate into expected prices (bottom-left graph). The arrows point to initial
expectations which would lead to the competitive equilibrium.
Observe the contrast between the alternative approaches: while it is very unlikely
to be near the equilibrium prices starting from random prices in the simplex, traders
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will have already guessed one relative price correctly if they provisionally split their
endowments equally between the two commodities they prefer! Such a 50-50 split is
likely to have a more than fair probability.9 Given subjective initial price expectations, the probability that trader 3 obtains all of commodity 2 or 3 after his first offer
drops from 0.85 to 0.11 (also based on 2500 simulations).
In the experiments of Anderson et al. (2004), we don’t see market failure after
only a few trades. It is likely, therefore, that the initial price expectations of human
traders are more informative than prices being uniformly distributed on the simplex.
In the calibration of FACTS and in subsequent simulations, we use the subjective
approach above, to initialize price expectations:
pexp
1

=

pexp
2

=

pexp
3

=

40u∗1 20(1 − θ)
,
)
θ
θ
40(1 − θ) 20u∗2
(1,
,
)
θ
θ
40θ 20(1 − θ)
(1, ∗ ,
)
u3
u∗3
(1,

with u∗i ∼ unif orm(0.1, 1) and θ ∼ unif orm (0.4, 0.6). The parameters of these
uniform distributions are ad hoc assumptions, reflecting our expectation that it is
difficult to estimate u∗ beforehand and that θ = 0.5 is a likely choice. Note that we
do not use the fact that prices are integer-valued, for ease of implementing algorithms
and for avoiding discontinuities.

A.4

Discussion

In case of market failure, it is difficult or sometimes even impossible to implement
the remaining Pareto improvements, due to the behavior of traders or to institutional
requirements. A Walrasian equilibrium may exist, but it may be impossible to achieve
it without an auctioneer unless a hypothetical invisible hand steers the economy clear
from allocations like W1 . A priori, there isn’t any reason why that would be the
case. Note that this is not due to any adverse structural factors like externalities, or
incentives for non-competitive behavior, but instead to the process of trading at all
prices.
The relevance of market failure is three-fold: (i) it is a potential steady state of a
process with trading at all prices; (ii) when market failure is imminent, price formation
may become unstable and (iii) when it obtains, it may distort learning because no offer
will be accepted. These considerations apply to both human and robot trading, but
the behavior of robot traders is often more rigid which may increase the likelihood of
market failure. In the light of (ii), the appropriate notion of convergence to Walrasian
prices is that trading prices are sufficiently close to these Walrasian prices for a
sufficiently long time, but not necessarily near the end of trading.
Figures 3.1 and 3.2 suggest that market failure several times exerted its influence
in the experiments of Anderson et al. (2004), especially in the unstable economies,
leading to unstable price formation near the end of a period. It seems that endowments were reset "just in time". In a laboratory context, the length of the next period
9 As

a matter of fact, sophisticated traders can deduce it (c.f. section 3.5.1).
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is under the control of experimenters. In real life, however, there is no guarantee that
endowments are replenished (if at all) before the set of feasible Pareto improvements
is exhausted. For this reason, and out of curiosity, we do not reset endowments in
our simulations.
Economies with robot traders are potentially more susceptible to market failure
because algorithms usually are less flexible than humans are and typically also less
sophisticated. Trading behavior can help to postpone market failure. With arbitrage,
or when traders make mistakes, we can have acceptances which otherwise would not
have occurred. That puts money in the hands of other traders, opening up new
possibilities for trading. This can also happen if human subjects feel committed to
making the experiment, in which they participate, a success (this is the so-called
Active Participation Hypothesis, c.f. Lei et al. (2001)).10

A.5

Conclusions

In this appendix we have determined the possible end states of an exchange economy
with trading at all prices. Market failure, among them, is a state in which Pareto
improvements cannot be implemented, due to behavior or to the market protocol. If
a market is not sufficiently transparent or if Pareto improvements require complex
coalitions then possibly they may not be detected in time. We have analyzed the
probability of market failure for ZI-trading and found it to be 0.72. This value is
corroborated by simulations. The propensity of market failure was shown to depend
on initial price expectations. Selecting price expectations at random from the price
simplex is likely to result in market failure. Indirectly, this suggests that endowments
and preferences may affect the price expectations of human traders.

10 Simulations with sharp CES preferences replacing Leontief preferences (for modeling mistakes),
and with traders having an urge to accept proposals after seeing too many rejections confirm these
intuitions. Arbitrage is considered in chapter 5.
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Appendix B

Algorithms
Trading behavior consists of selecting a preferred alternative from a set of perceived
opportunities that largely depend on price expectations. This appendix prepares for
the calibration of expectation formation (c.f. chapter 4) and of choice from a set
of feasible actions (c.f. chapter 5). It discusses the identification of feasible actions
(section B.1.1), the representation of opportunities as prospects (section B.1.2) and
simple rules of thumb for selecting a best option (section B.1.3). Section B.2 describes
individual algorithms and the pre-calibration of specific parameters (if any). Finally,
section B.3 concludes.

B.1
B.1.1

Common elements
Perception of opportunities

Traders can submit proposals and accept or cancel pending offers. Their behavior
can be described as follows:
• Submitting proposals:
– There is no short-selling: traders must own the commodity they propose
to sell; buying requires money.
– Traders can submit an offer if there is no pending rival offer or else if they
improve upon the floor price.1
• Accepting offers:
– Floor offers will be accepted if their price is considered favorable relative
to expected prices.
– An acceptance of an ask implies that the trader means to keep the commodity: conditional on expected prices there should be no need to sell
1 Traders can submit strategic offers that would create arbitrage opportunities if accepted. The
purpose of a strategic offer is either to create such an arbitrage opportunity or else to depress ask
prices / inflate bid prices.
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(part of) the acquisition at a later time. Similarly, acceptance of a bid
draws on excess stock: conditional on expected prices there is no need to
buy back sold goods at a later time.2

• Canceling offers:
– Pending offers will be canceled if (i) the trader has become inactive, (ii)
their offered price is deemed unfavorable relative to current expectations,
or else if (iii) the price is favorable but acceptance would reduce the level
of utility (because of large quantities).3,4
Opportunities are structured into different categories: urgent, eager and patient.
Urgent responses always precede eager or patient responses, and patient responses
are always slower than eager or urgent responses. Cancellations by inactive traders
are treated as urgent (inactive traders do not need to digest the latest information
from the auctioneer for arriving at their decision). Owners of pending offers, who
are still active, are assumed to adopt a wait-and-see attitude with respect to their
floor offer; they will not improve it unless (i) there is a counter-offer (not being their
own strategic offer) and (ii) they themselves are the marginal trader (this will be
the case if a patient response is the first to reach the auctioneer). Other actions
are classified as eager.5 Traders select an action from a (non-empty) category with
the highest urgency: urgent actions are preferred to eager actions, and the latter
dominate patient options. If all categories are empty, then the trader waits.

B.1.2

Opportunities as lotteries

Each feasible action gives a decision-maker access to an uncertain future. We can
model this by letting traders choose between different lotteries.6 The explicit valuation of individual opportunities requires agents to have beliefs with respect to the
probability that an offer will be accepted. For instance, if a trader owns a pending
offer with an outdated price, then he must know the probability that this offer will
be accepted and that he will incur costs as a result of it. Or to take another example,
the value of a strategic offer depends on whether it will be accepted or rejected (see
below). Although both cases depend on the probability that an offered price will be
accepted, there is a notable difference between these two examples. If a floor offer
is not canceled and not accepted in the next iteration, then a new opportunity for
2 Arbitrage

is considered in chapter 5.

3 By

definition, inactive traders are at an individual optimum. Giving up one commodity in
exchange for another would lower their level of utility; doing so implies arbitrage.
4 Pending strategic offers can be canceled if they preclude regular offers (by assumption, traders
with a pending strategic offer hold on to it until others improve upon the offered price).
5 Gjerstad and Dickhaut (1998) asserts that agents with large potential gains tend to trade sooner
rather than later. This hypothesis may affect the robustness of convergence in the stable Scarf economy; it is discussed separately in section 4.3.2.3. Elsewhere this queueing rule is not in effect. If one
would classify acceptances as urgent actions then that would (i) increase the number of acceptances,
but also (ii) increase the number of times that there are no floor offers, because the MUDA-rules
stipulate that an acceptance erases a rival pending offer. This could make price formation less stable.
6 For

the definition and notation of lotteries or prospects, see section 5.2 on page 90.
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canceling arises. On the other hand, if a strategic offer is not accepted immediately
then it may be accepted later. For assessing the costs of keeping a pending offer with
an unfavorable price we need the probability that it will be accepted in the next iteration; and for valuing a strategic offer we need the probability that it will be accepted
before it is rejected.
As a matter of notation, let p̄bj and p̄aj be the floor bid and ask price (if available;
p̄bj < p̄aj ), and let pbj and paj be proposed bid and ask prices. A strategically offered
price is sometimes referred to as psj and an expected price as pej .
Suppose that trader i owns the floor bid, p̄bj , and that he believes that offers by
others are generated as follows: (i) with probability 21 draw either a random bid
or a random ask from the belief distribution; (ii) ignore offers with prices that do
not improve upon the floor offers, i.e. ignore pb ≤ p̄bj and pa ≥ p̄aj (if present); let
the process run until either p̄bj < pb (a rejection) or else pa ≤ p̄bj (an acceptance) is
observed. Then, the probability of bid p̄bj being accepted is:


 b
PA pa ≤ p̄bj



.
(B.1.1)
B p̄j =
PA pa ≤ p̄bj + PB pb > p̄bj




If PA pa ≤ p̄bj = PB pb > p̄bj then we call p̄bj a "no arbitrage" price, because there
is no advantage in terms of the probability of acceptance. Expected prices of the
eGD-algorithm are determined this way. For valuing
 the option of keeping a bid with
an unfavorable price p̄bj , we can use PA pa ≤ p̄bj and for valuing a strategic offer at
 
 
price psj we can use either B psj or A psj as the probability that the offer (a bid or
an ask respectively) will be accepted before it is rejected.
Suppose that a trader submits a bid that is subsequently rejected. How does he
respond to this event? The trader could try and re-submit the same offer and expect
to have practically the same chance of it being accepted. In a Continuous Double
Auction rejections happen and do not necessarily imply that a trader should offer
a higher bid price, or a lower ask price. If his beliefs are reasonably accurate, then
repeated trials quickly will lead to a success, i.e. an acceptance.7 This suggests that
traders can simplify and assume that proposals will be accepted with probability
one, simply because they can re-submit proposals indefinitely. However, traders will
generally be uncertain about whether their price expectations are correct. After
observing a number of rejections, they will begin to believe that their estimate is
either too optimistic or else that trading is coming to a halt.
We can model this by assuming that (i) traders are willing to submit the same
proposal for a limited number of times; and (ii) that they are prepared to trade
only small quantities for containing adverse effects of incorrect expectations. An
outcome, in which some planned trades cannot be completed at currently expected
prices, then becomes a distinct possibility. Put differently, uncertainty with respect
to price expectations makes traders aware of and sensitive to the economy being out
of equilibrium.
Let k be the maximum number of trials to get a proposal accepted, and let the
probability of acceptance at the proposed price be π (dropping subscripts for traders
7 There is no real need for discounting time, given that this trading model is valid in a very short
run of, say, 15 to 30 minutes.
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and commodities). Since the trader is prepared to propose the same price at most k
times, the probability π is fixed during these trials. The probability of no acceptance
k
in k trials
 is (1 − π) ; hence, the probability of having at least one acceptance in k
k

trials is 1 − (1 − π) . However, after the first success, the trader resets the counter
for trying to get a proposal accepted. The probability of having one acceptance then
is equal to (i) not failing in the first set of at most k trials and having no success in
the second set of k trials, i.e.


k
k
1 − (1 − π) (1 − π) .
More generally, the structure of this waiting problem is one of a geometric distribution. The probability distribution of the number of transactions the trader will be
able to complete in a particular market given his price expectations is

m
k
k
(1 − π)
P [m acceptances] =
1 − (1 − π)
with m = 0, 1, 2, .. If a trader proposes to trade at "no arbitrage" prices then π = 12 .
This probability distribution applies to both markets and it allows traders to value
actions based on the implied expected utility.
In valuing a proposal x, traders assume that it will be accepted and then they
evaluate the consequences in terms of the expected utility they can achieve from that
position. Accepting x yields utility u00 = u (w + x). Conditional on acceptance
0
0
and on selling at most q2 = (pe2 , −1, 0) in market 2 and buying q3 = (−pe3 , 0, 1) in
market 3, a trader of type I knows how many transactions he is removed from his
utility target, u∗ = v (pe , w) with v (·) the indirect utility function. Suppose there
are r transactions in market 2 and c transactions in market 3 required for closing the
gap between u00 and u∗ . Feasible outcomes can then be represented by a table, for
instance
0
1 .. c
0 u00 u01 .. u0c
1 u10 u11 .. u1c
.. ..
.. .. ..
r ur0 ur1 .. urc

with urc = u∗ and uf g = u w + x + f q + ĝ (f ) q3 . The entries in the table give the
best values for utility, given the number of transactions the trader is able / willing to
complete in each market.8,9 There are feasibility constraints that must be observed:
a trader may have to sell before being able to propose another bid. If this is the case,
8 To see why the number of transactions in market 3 is a function of the number of transactions
in market 2 for a trader of type I, consider the following. The best outcome will be obtained if the
trader first plans to sell before buying. That way, he can plan buying conditional on the information
of how much he is able to sell. The number of bids the market can absorb is an upperbound for the
planned number of bids and not the actual number. The column index, g, of uf g depends on being
in row f . Then, the expected value of receiving extra money will always be positive. Otherwise the
expected value of receiving a windfall gain could be negative, which does not make sense.
9 Best values also depend on trading the maximum amount (here, by assumption one unit) whenever this is possible. The last transactions, r and c may involve amounts smaller than 1. If this is
the case, then the formula w + x + f q2 + ĝ (f ) q3 needs a minor modification.
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then utility does not increase even though the market can absorb more bids within
the tolerance of the trader.
This approach allows a trader to estimate his expected utility, conditional on
the acceptance of x and given the above probabilities of being able to complete any
number of transactions. As a matter of fact, he can assign a value
s (x) =

r X
c
X

uf g P [f acceptances] P [g acceptances] − u (w)

f =0 g=0

to submitting x. Given the valuation s (x), and the probability that x will be accepted, say η, we can form the lottery L0 = (s (x) ; η). Then we still have to consider
the probability that the trader will have access to L0 ; this depends on who is first to
propose.
Assume that traders perceive the market as depicted in figure B.1. This model
consists of a compound lottery that also requires the specification of L1 ..L4 .10 If a
trader has no pending
offer with an unfavorable price then the value of a particular

1
. That is, it doesn’t matter to the current decision what happens
action is L0 ; 15
if another trader is quicker to respond: Lk = (0; 1) , k = 1..4 . If there is a pending
offer with an unfavorable price, however, it does matter what happens. In that case,
any action other than canceling also implies keeping the pending offer and running
the risk that it will be accepted. The value of keeping an offer with an unfavorable
price can be determined by applying the approach outlined above; this value then
corresponds with an Lk , with 1 ≤ k ≤ 4.
What remains to be done is the valuation of a strategic offer, x̃. The arbitrage
opportunity that results from its acceptance has value s (x̃). The probability of
an offer, say a bid, being accepted before it is rejected is equal to B (ps ). If the
offer is rejected then it will still have helped to improve the next transaction price.
For instance,
strategic offer is a bid then this impact can be estimated as
 if the
1
s
b
s
p
−
p
,
with
p
the
proposed strategic price and pbj the pending bid price: this is
j
j
j
2
the difference between the old and
0 new average of the pending bid and ask prices. If
we define y = 21 psj − pbj , 0, 0 then we can assign a value of s (y) to this monetary
gain. Whether the trader, or some other seller, will appropriate the advantage is a
matter of chance. Suppose there are nj sellers of commodity j, then the probability
of reaping the profit is 1/nj .11 If another seller benefits from the higher transaction
10 We may ask whether and how the resulting prospects can be simplified? Entropy-sensitive
preferences require prizes to be different, c.f. section 5.3. Folding back (or reducing) compound
lotteries, however, is delicate if preferences are not linear in probabilities, c.f. Machina (1989); Sarin
and Wakker (1994); Lapied and Toquebeuf (2007); Dillenberger (2008). Even though the branches
of the compound lottery do not represent successive decisions, there is the issue of consistency.
Decisions can be sensitive to whether traders perceive opportunities as simple or as compound
lotteries. Once again, it matters how people understand their decision problem. FACTS implements
both representations, so in principle we will be able to compare choice conditional on a simple and
a compound specification. Unfortunately, however, compound prospects take long to evaluate (runs
with compound lotteries take about 12 times longer than runs using the rules of thumb of section
B.1.3). Therefore we work with simple prospects.
11 For simplicity’s sake, FACTS sets n = 5 or n = 6, (n = 10 or n = 11) depending on whether
j
j
j
j
the trader is an "original" seller (buyer) of commodity j. If a trader of type I acquires too much
of commodity 3 then he will become a seller of that commodity, after being an "original" buyer of
commodity 3.
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Figure B.1 – Model of offer generation. A trader obtains lottery L0 if he is the first to propose;
otherwise Lk occurs (k = 1, .., 4). Typically these alternatives don’t change the status quo, i.e. they
yield zero with certainty: Lk = (0; 1) , k = 1, .., 4. However, if there is a pending offer with an
unfavorable price, then one or two of the Lk represent a loss that materializes if that proposal is
accepted. Calibration of the eGD-algorithm suggests that, conditional on not proposing, a trader is
agnostic about the market and the type of action (c.f. section B.2.6). This illustrates the fallibility
of choice because in the stable Scarf economy there are twice as many buyers as there are sellers:
people are either unaware of this fact or else they simply ignore it (assuming that eGD-trading
captures their behavior).

price, then submitting a strategic offer still has a positive value because it signals to
buyers that there is demand already at psj . However, since it is difficult to quantify,
we expect traders to ignore this consequence and set its value equal to 0.12 With
these definitions we can set L0 in figure 1 equal to:
!
s

1
−
B
p
j
.
L0 = s (x̃) , s (y) ; B psj ,
nj
To recap, the three possible outcomes of submitting a strategic offer are (i) the offer
will be accepted, creating an arbitrage opportunity; (ii) the offer will be improved
12 Should we be pressed to make a distinction between bounded rationality and fallible choice,
then it would be at a point like this: bounded rationality can avoid a bias by substituting a lottery,
even though it is unclear how to define that prospect. Fallible choice, on the other hand, simplifies
to circumvent assessments that are too difficult, if necessary by adopting (behavioral) restrictions.
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upon and the trader himself is able to reap the benefit; and (iii) the offer will be
improved upon and some other trader gets the advantage. The value of a strategic
ask can be determined similarly.
Observe that our approach to valuation is greedy in the sense that it gives priority to proposals that raise direct utility the most: a higher value of u00 leads to a
higher expected value. The approach also favors acceptances over proposals, because
acceptances eliminate transactions and hence uncertainty. It is better to act than to
wait, because by assumption, waiting yields (0; 1) (provided there is no pending offer
with an unfavorable price).
The valuation ignores the possibility that expectations can be revised. Our traders
assign a value u00 to the event that they are unable to complete any additional
transactions at currently expected prices. In this case, however, they will revise their
expectations and probably will do better than u00 . Instead of assuming that the
valuation takes this contingency into account as well, we propose that conditioning
on current price expectations is a natural way to simplify the decision problem.

B.1.3

Rules of thumb

If traders perceive multiple opportunities, then they have to choose which alternative
is best. Selection of the best urgent or patient actions is random. Determining the
preferred alternative from the set of eager options is more complicated. Each particular action can give rise to different futures that can be represented by lotteries (c.f.
section B.1.2). Maximization of expected utility and cumulative prospect theory can
then be used for ranking different lotteries and selecting a best one. Both methods,
however, require substantial computational abilities. As a simpler alternative this
section derives rules of thumb. Chapter 5 compares the performance of the different methods for selecting a preferred action by measuring how well each approach
predicts the moves of human traders.
The rules of thumb are based on qualitative, heuristic arguments with respect
to types of actions.13 To illustrate, consider a trader of type III with endowments
0
w = (350, 0, 2) . First, suppose that this trader has the opportunity to either submit
a bid for one unit of commodity 2 or to accept an ask which also delivers one unit
of commodity 2. How to compare these opportunities? Both actions can deliver an
1
: accepting the ask does so with certainty and submitting the
increase of utility of 10
bid only if it is accepted (before it is rejected). A simple calculation of the expected
value of these actions would lead to a preference for accepting the ask. However, such
a calculation ignores the difference between the lower price that could be proposed
and the higher floor price. Properly ranking the actions requires that the certain
1
1
gain of 10
utils be compared with 10
× B (pe2 ) plus the expected value of owning an
a
e 14
additional budget of (p̄2 − p2 ).
13 There is no pre-ordained way of how decision-makers frame their decision problems. Indeed,
defining and understanding what needs to be decided is a critical element of taking a decision. The
proposition of Prospect Theory and of behavioral economics, that people analyze choices in terms
of changes, is convincing because it is often easier to rank alternatives than it is to explicitly value
them on a fair and consistent basis.
14 The "additional budget" only exists in the comparison of proposing a bid and accepting an
ask, provided the acceptance is taken to be the reference point. If the proposal would serve as the
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The latter can be estimated as the indirect utility of this budget at expected
prices:
α2 α3 (p̄a2 − pe2 )
× B (pe2 ) .
α2 pe3 + α3 pe2
For the sake of argument, suppose that traders analyze their options assuming "no
1
arbitrage" prices, then B (pe2 ) = 12 . Setting α2 = 2α3 = 10
as in the Leontief utility
function, we find in this case that proposing to buy at pe2 is better than accepting
at p̄a2 if p̄a2 > 2 (pe2 + pe3 ). Hence, unless the ask price is extremely high compared
to expected prices, it is better to accept than to propose at a better price. We
will treat this as a rule of thumb: accept before proposing another offer. Behavioral
economics maintains that losses hurt twice as much as equal-sized gains give pleasure,
c.f. Tversky and Kahnemann (1974); Thaler (2009, 2015). We adopt this assumption
to arrive at another rule: cancellations will be preferred to acceptances, because
cancellations typically prevent losses.15
Next, consider the possibility that the trader can bid for one unit of commodity
2 or for two units of commodity 3. The latter action anticipates a utility level of 15 ,
which requires that two units of commodity 2 are bought at a later time. The bid
for one unit of commodity 2 can be embedded in a scenario which also yields 15 utils
and which consists of the same proposed trades, albeit in a different order. Then, the
expected values of the scenarios are the same. However, traders may well prefer the
scenario which starts with the bid for commodity 2, because it raises utility sooner
rather than later. This preference does not depend on specific beliefs with respect to
acceptable prices. We’ll assume that most people are greedy with respect to utility,
which leads to another rule of thumb: propose offers which, if accepted, raise utility
directly.
How to compare regular and strategic offers? The value of submitting a strategic
offer is to create an arbitrage opportunity or to improve the floor price. There is
an immediate impact on the next transaction price, but it also sends a signal which
affects expectations: supply or demand already exists at the better (strategic) price.
The long term effect most likely is more valuable, but it is difficult to quantify. The
immediate value of the strategic offer depends on whether it is accepted or rejected.
reference point then the acceptance would entail a supplementary loss. The fact that the acceptance
yields a certain increase in utility, however, intuitively makes it the more likely reference point. In
pairwise comparisons, agents can choose a reference point at will and different comparisons may be
based on alternative reference points (as in the text below). Comparing three or more alternatives
at the same time quickly becomes more complicated due to consistency requirements.
15 This is different from the valuation of prospects: suppose there is a pending offer with an
unfavorable price; conditional on being the first to propose, a cancellation yields a prize of zero while
submitting an offer will yield an expected gain. Both actions run the same risk of the floor offer being
accepted. Therefore, proposing a new offer will dominate canceling the offer with an unfavorable
price. What we have here is an incentive compatibility problem: in valuing a cancellation, the
decision-maker uses a short horizon because the next iteration presents another opportunity to
cancel the pending offer.
Upon reflection, however, a trader may conclude that the chance of incurring a loss actually is
much higher if he always prefers to postpone canceling an offer with an unfavorable price. That
could be another rationale for the rule of thumb (other than loss aversion). Observe that this type
of more sophisticated reasoning does not fit into the standard framework of maximizing expected
utility. In a context of sequential choice, the latter can even be characterized as an example of
bounded rationality.
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If rejected, it will have improved the next transaction price. It is uncertain whether
the trader can appropriate this gain, or whether someone else seizes the advantage,
but the expected value in this case is positive.
If accepted, then this leads to a

monetary gain of psj − pej xj or pej − psj xj , depending on whether it is an ask or
a bid; either way, this gain is also positive. It seems that there is no downside to
submitting a strategic offer. However, if that were the case, then we should have seen
more strategic bids in the experiments of Anderson et al. (2004). Apparently, the
value of a strategic bid, if accepted, is not just pej − psj xj ; there are costs attached
to giving up money.16 Suppose that traders only submit strategic bids when they are
really sure that they can sell the commodity at a better price later, then the expected
value of strategic offers is always positive and then they should generally be preferred
to regular offers, because any regular offer is dominated by a scenario in which the
same regular offer is preceded by a strategic offer.17
Interestingly, however, human traders seem to prefer regular to strategic offers: by
reversing the preference between regular and strategic offers, the overall percentage
of correctly predicted offers goes up from 38% to 66% in the stable Scarf economy
and from 41% to 68% in the counter clockwise unstable economy, c.f. table B.1. One
possible explanation could be that traders narrowly focus on available alternatives.
Floor bids will often be at least half the expected price. A strategic bid price will lie
between this floor and the expected price, leading to an expected monetary gain which
is less than half the expected price. Selling one unit, on the other hand, will yield the
full expected price if it is accepted (and following the earlier considerations, traders
could believe that this happens with probability 12 ). Hence, traders could conclude
that it is better to submit a regular ask than a strategic bid. This argument, however,
ignores the fact that strategic offers do not preclude regular offers, while the latter
do affect the opportunities for submitting a particular strategic offer later on.
The rules of thumb can be summarized as follows:
• within each single market, the best action is selected according to: cancellations
 acceptances  regular offers  strategic offers (expresses a strict preference);
• if both markets admit a cancellation, then one is selected at random;
• if both markets have an acceptance as their best action, then traders prefer the
one which yields the highest utility level; ties are broken depending on trader
type (for instance, traders of type I (II) prefer to sell their stock of commodity
2 (3) before buying more of commodity 3 (2); traders of type III randomize
between accepting asks for commodities 2 and 3);
16 About 75% of the strategic offers would lead to a lower level of utility if accepted. If traders
would expect these offers to be rejected, then there would be no reason for having less strategic bids
than asks. If, on the other hand, traders expect that some strategic offers will be accepted, then
apparently they worry more about being able to sell at better prices at a later stage than about
being able to buy at better prices. This asymmetry could be due to a preference for money, that
goes beyond what is specified in the utility function.
17 A scenario, in which the regular offer is followed by the strategic offer, would also dominate the
regular offer, provided that the opportunity to submit this strategic offer still exists. The latter,
however, is less likely, which would make this scenario also dominated by the one in which the
strategic offer is submitted first.
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• an acceptance in one market dominates a regular proposal in another market;
• if both markets have a regular offer as their best action, then traders prefer the
proposal that increases utility most;
• a regular offer in one market dominates a strategic proposal in another market;
• if both markets have a strategic offer as their best action:
– and these are either both bids or both asks then traders select the market
in which the relevant floor price is furthest removed from the expected
price (ties are broken at random);
– otherwise, the strategic ask is preferred to the strategic bid.
Does behavior like this recognize the actual offers of human traders as opportunities?
To find out, we must make preliminary assumptions about how expectations are
formed. A simple approach is to have traders use an expected moving average with
individual random weights. The latter prevents that all expectations are perfectly
correlated (each trader observes the same history).
For the calibration of price expectations, all robot traders use the same methods
for perceiving opportunities, selecting the best alternative, haggling and for quantity
setting. With eEMA-expectations, for instance, about 75% of human actions is correctly recognized as an opportunity; and, conditional on recognition, about 70% of
the actions is also correctly predicted (c.f. table B.1). These rates are averages over
1,000 runs and apply to both the stable and the counter clockwise treatment.
The recognition rates of bids and asks are an average of regular and strategic offers. Opportunities for regular offers are more or less correctly identified: 96% (90%)
in the stable (unstable) example. The recognition rate of strategic moves on average
is 68% (62%) in the stable (counter clockwise unstable) economy, which is still reasonable. Opportunities for cancellations and acceptances are poorly detected. Probably,
this is due to differences between human and algorithmic price expectations. The
(unfavorable) difference between expected and accepted prices frequently is substantial (well in excess of 10%) and this may prevent some traders from updating their
initial price expectations.18
It is, of course, highly unlikely that a trader dismisses almost all observed prices
as implausible. Therefore, one may argue that either the initialization of price expectations or the plausibility weights are not properly calibrated. We expect that
human trading is quite robust; in particular we do not assume that convergence, as
18 Since we try to understand human trading as self-interested behavior, we ignore the possibility
that traders exchange simply for the reason of actively participating in the laboratory experiment.
Most likely, the poor recognition rate is due to initial expectations. In a single simulation run with
the stable treatment there were 112 acceptances of a bid for commodity 2 by human traders that
were not detected because the bid price was well below the expected price of the robot traders. Of
these, 80 were due to a single trader who initially expected the price of commodity 2 to be around
83. As a result of applying plausibility weights, this robot trader did not lower his expected price,
while his alter ego most likely did. The average recognition and matching rates have been calculated
over 1,000 runs. Although that does reduce the impact of this particular example, there will always
be outliers. If their human counter parts are active traders, then their behavior won’t be properly
understood. Furthermore, the practice of accepting n times one unit rather than one time n units
amplifies the discrepancies.
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Table B.1 – Perception and selection of opportunities
stable economy

action

ccw unstable economy

freq

detected (%)

predicted (%)

freq

detected (%)

predicted (%)

propose bid 2

732

95

60

696

89

80

propose bid 3

554

96

66

681

96

66

propose ask 2

760

94

58

734

87

41

propose ask 3

964

93

67

1043

90

87

accept bid 2

189

24

99

116

27

88

accept bid 3

80

31

80

202

21

100

accept ask 2

406

30

94

251

34

100

accept ask 3

1006

49

88

474

30

93

cancel bid 2

26

81

100

55

52

100

cancel bid 3

7

57

100

16

22

100

cancel ask 2

26

19

100

32

47

100

cancel ask 3

78

70

100

44

46

100

4828

75

69

4344

74

73

total

Figures are averages over 1,000 runs of eEMA with ω = 0.3 and µ = 0.00 for both the
stable and ccw treatment. Actions, which are thought to refer to arbitrage, have been excluded.
The percentages, which express the extent to which algorithmic moves correctly predict human
moves, are conditional on the human actions being recognized as feasible options. Conditional
on recognition, acceptances and cancellations receive appropriate priority. The selection of
bids and asks is less good. This may be due to incompletely recognizing arbitrage and to the
relatively crude character of the rules of thumb. The performance of the rules of thumb is
consistent across the economies.

observed in session 414, is due to initial price expectations being very concentrated.
Indeed, initial trading prices show a lot of volatility. For a discussion of the flexibility
of price expectations, see section 4.4.1.

B.1.4

Other elements of robot trading

B.1.4.1

Acceptable prices

All prices pj are assumed to lie between bounds mj and Mj . In the Scarf economies,
for both commodities the values are set to mj = 1 and Mj = 200. Having such
bounds is convenient, e.g. for implementing Zero-Intelligence traders and for tabulating beliefs. The bounds also prevent unstable behavior when amounts are divided by
prices. The bounds, which are treated as a given by all algorithms, are not subject to
calibration. Prices are not integer-valued (for making it somewhat more challenging
to reach convergence).
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Haggling

In FACTS, traders can haggle.19 If they exist, let αj be the floor ask and let βj
be the floor bid for commodity j, and suppose that the spread is sufficiently large,
i.e. βj < 0.95αj . If the proposed price covers more than half of the current spread,
then a haggling trader will adjust his shout (offer). For instance, for a robot trader
contemplating to propose selling at price p̃j with αj > p̃j > βj > 0 :
(
θβj + (1 − θ)αj , p̃j ≤ (βj + αj )/2
pj =
p̃j ,
otherwise.
Here, θ ∼ uniform(0.2,0.5). The maximal weight of 0.5 is due to the fact that the
seller is not prepared to "cross" more than half of the current spread if his reservation
price is closer to the floor bid. The lower bound of 0.2 is makes sure that the haggling
process does not take too long. Buyers behave similarly. If the floor bid and ask do
not exist simultaneously, then the agent checks the presence of a rival floor offer: if
it is absent then buyers will propose θp̃j and sellers p̃j /θ, with θ ∼ uniform(0.5,0.8).
If a rival offer is available (while the opposite floor offer is not), then traders improve
upon the floor offer by, say, at most 5%, e.g. a seller puts
(
(1 − θ) αj , p̃j < 0.95αj ;
pj =
p̃j ,
0.95αj ≤ p̃j < αj ;
with θ ∼ uniform(0,0.05). Afterwards, shouts are constrained to lie between mj and
Mj . These rules seem reasonable, and since they are common to all algorithms which
use haggling the various distributions will not be optimized.
B.1.4.3

Quantity setting

In the experiments of Anderson et al. (2004) human traders often proposed to exchange small amounts and quantities traded typically were one unit for both commodities 2 and 3. There are two possible explanations for this: (i) trading in small
amounts is prudent given the uncertainty over prices; (ii) the software which was
used by Anderson et al. may have made it easier for traders to accept n times one
unit rather than one time n units, c.f. section 3.3. The latter consideration would
justify that robot traders propose quantities bigger than one. However, we have all
robot traders proposing and accepting quantities of at most one unit. In so far as the
speed of convergence depends on quantities, all algorithms face the same constraint.
Now, if one algorithm converges faster than another, it must be due to how prices
are processed and not to any differences in quantity setting.
The drawback of this design choice is that algorithmic price formation will be
different from human trading in the sense that there will be no series of n acceptances
of one unit of a commodity coming from the same trader. First because the quantity
on offer is at most one and second because after each acceptance the auctioneer
19 Haggling only occurs when traders propose a regular offer; if they submit a strategic offer these
rules do not apply.
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informs all traders, and there is only a slim chance that the same trader repeatedly
will submit the next offer.20
Quantities can be smaller than one, for instance if traders do not have enough
money to buy a full unit, or if they do not need a whole unit to obtain an optimum,
or if a floor offer has been partly accepted previously.

B.2

Pre-calibration

Several algorithms that are considered here are taken from the literature (ZI, ZIP,
eEMA, AA, GDA). Minor changes are sometimes necessary, because they have been
developed for a simple financial market, with one asset and money and with exogenous
reservation prices. We propose improvements to the so-called Adaptive-Aggressive
and Gjerstad-Dickhaut algorithms. In addition, we add some variations and new
algorithms.
The goal of the pre-calibration is to fix parameters, so that the various algorithms
describe the experimental data as good as possible. In the calibration of expectation
formation, they have to compete against each other (c.f. chapter 4). Parameters
include the source of price expectations, haggling and the markup (c.f. section 3.4.2)
and also parameters which are specific to an algorithm (if any). The objective is to
select values that are good for all three examples of Scarf. There is no compelling
argument why expectations would depend on offered prices in the unstable economies
and on trading prices in the stable Scarf economy. A similar objection applies to the
question whether traders haggle or not. On the other hand, differences in volatility
may justify differences in the markup.21 Therefore, we do allow different values of
the markup in the stable and unstable treatments.
The pre-calibration relies on the same methods as used in chapters 4 and 5: (i)
visual inspection and confidence intervals of concentration statistics for assessing convergence; (ii) shifts in the distribution of cumulative movements of the so-called clock
hand model for detecting orbiting; (iii) the distance between the algorithmic and
human (synchronized) prices for gauging similarities in prices; and (iv) the recognition of actual human moves as feasible options and the extent to which human
moves are correctly predicted for discriminating between behavioral hypotheses. For
a discussion of these methods, see section 4.2.

20 The latter may affect the average distance between human and robot prices, which is one of
the measures which is used in the calibration. In the fully-scripted simulations, human offers are
executed including their proposed quantities. If one trader offers to sell, say, five units of commodity
2, then this allows another trader to submit five subsequent acceptances of one unit each. Although
possible, it is unlikely that the same robot trader will be selected for submitting an offer five times in
a row. As a result, one should expect more discrepancies between prices as proposed by human and
robot traders than would have been the case if robot traders behaved in the same way as humans
in terms of quantity setting.
21 Such differences may arise through competitive pressure, c.f. 3.4.2. This is also the basic
idea underlying the Adaptive-Aggressive algorithm, which endogenously adjusts to differences in
volatility, c.f. section B.2.5.

156

APPENDIX B. ALGORITHMS

B.2.1

Zero Intelligence and random expectations

B.2.1.1

Zero Intelligence (ZI-)trading

Gode and Sunder (1993) has introduced Zero Intelligence (ZI-) traders. These are
characterized by (i) treating all feasible opportunities as equally good and (ii) randomization of the determinants of feasibility (such as price expectations, c.f. equation
(B.2.1)). In FACTS, ZI-traders pool all feasible urgent, eager and patient actions and
select one alternative at random. If they have no feasible action, then ZI-traders wait.
Given common behavior, as described above, feasibility mainly depends on price expectations. Let mj and Mj be the minimum and maximum price for commodity j
t
and let θji
∼ uniform (0, 1). Then the expected prices, ptji , j = 2, 3, of ZI-trader i at
iteration t are

t
t
ptji = θji
mj + 1 − θji
Mj .
(B.2.1)
ZI-traders have no memory and they do not learn. By assumption, they quote
their expected prices, i.e. they do not haggle. Since mj and Mj are treated as given
for all algorithms, there are no other discretionary parameters to calibrate. ZI-trading
is useful as a diagnostic: if other robot traders perform worse than ZI-traders, then
that signals a bias, which most likely is unintended and due to an implementation
error.
B.2.1.2

Random expectations (eRnd)

The eRnd-traders are a variation on ZI-traders. They have random price expectations
as in equation (B.2.1), and they know how to haggle. Contrary to ZI-traders, eRndtraders do not pool all available opportunities and they do not select a feasible action
at random.22 Enabling haggling makes the prices proposed by eRnd-traders more
similar to human traders: with haggling the average distance between robot and
human offers is 9.2 units of money, which is slightly better than the 9.5 units that
apply to no haggling. Haggling will be used subsequently by all other robot traders,
except for the belief-based algorithms (these set prices based on expected utility
maximization against their beliefs).

B.2.2

Adaptive expectations (eEMA)

An early application of adaptive expectations is Nerlove (1958). FACTS implements
traders who update their expectations, pej (t), by taking an (exponential) moving
average of plausibility weighted observed prices as in equation B.2.2

pej (t + 1) = 1 − θt e

−

 plast −pe (t) 2 
j

j

2σ t
j

 pej (t) + θt e

 plast −pe (t) 2

−

j

j

2σ t
j

plast
j

(B.2.2)

22 In principle these and later algorithms that generate price expectations can be combined with
different rules for selecting a best alternative from a set of perceived possibilities. However, since
expected utility maximization, cumulative prospect theory and entropy-sensitive preferences require
beliefs, all algorithms that yield point expectations must be combined with the rules of thumb for
prioritizing feasible actions.
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Table B.2 – eEMA: source and weights

trading prices

Description

offered prices

stable

ccw

stable

ccw

ω = 0.1

68.5

70.8

68.6

72.0

ω = 0.3

68.7

73.3

68.4

70.8

ω = 0.5

65.9

73.2

66.4

68.9

ω = 0.7

64.9

73.2

65.6

67.9

ω = 0.9

64.1

70.8

65.1

66.9

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. Percentages are an average over 1,000 runs and they are based
on markup µ = 0.00 (see text). At ω = 0.3, trading prices dominate offered prices.

with θt ∼ uniform (max (0, ω − 0.2) , ω). This latter formula limits the spread of
weights between iterations (consistency of behavior over time), and also between
different goods and traders (limited disagreement over expected prices). The use of
plausibility weights is motivated by the presence of haggling: very low bid prices
and / or very high ask prices can make expectations more volatile than what seems
realistic.23 The weights decrease the further an observed price is removed from its
expected value. Here, we simplify by putting σjt = 0.25pej (t). Even with this basic
model, there are different possibilities to consider: does plast
represent offered or
j
trading prices, and which value of ω to apply? To calibrate these parameters, we
look at the percentage of correctly predicted human actions. Table B.2 shows that
trading prices should be used and ω = 0.3.
The next step consists of fixing the markup, µ (c.f. table B.3). If the markup
becomes more pronounced robot traders will be inclined to accept more offers, mainly
at the expense of submitting regular proposals. If human traders are more reluctant
to accept then prediction rates will drop. The best values are µ = 0.00 for both the
stable and counter-clockwise treatments.

B.2.3

Expectations based on bid / ask spreads (eBAS)

The eBAS-algorithm takes a forward looking approach by deriving expected prices, pej ,
from current floor offers. Prices are updated if a trader is no longer competitive, e.g.
pej ≤ βj if the trader is a buyer, with βj the floor bid for commodity j. Furthermore,
traders, who can accept a counter offer but who deem the spread between the current
floor bid and ask too wide, also update their expectation (fearing that their current
expected price is too high (buyers) or too low (sellers)), c.f. table B.4. If the current
β
spread is acceptable, αjj ≥ ϑ, and if pej > αj then a buyer accepts the floor ask, αj .
23 Even though the plausibility weights slightly improve both the recognition rate and the prediction of human moves as presented in table B.1, they can make expectations relatively inelastic
if traders have extreme initial expectations. With hindsight, a better approach may be to update
expected prices if a trader is surprised; for instance, after observing a disproportionate number of
rejections or acceptances.
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Table B.3 – eEMA: determining the markup

markup

stable (%)

ccw (%)

markup

stable (%)

ccw (%)

µ = 0.00

68.7

73.3

µ = 0.06

53.4

66.8

µ = 0.01

66.7

72.2

µ = 0.07

51.5

65.4

µ = 0.02

63.8

71.1

µ = 0.08

50.1

64.2

µ = 0.03

61.1

70.2

µ = 0.09

49.0

63.2

µ = 0.04

58.4

69.3

µ = 0.10

48.0

62.0

µ = 0.05

55.7

68.1

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. Percentages are an average over 1,000 runs. The best values
for the markup are µ = 0.00 for both the stable Scarf economy and the counter-clockwise unstable
economy.

The threshold for the ratio of the floor bid and ask is randomized and constrained to
lie between 0.75 and 0.85. These values seem reasonable. A buyer, who is no longer
competitive, sets his new expected price equal to pej = θβj + (1 − θ) (βj + αj ) /2, i.e.
to a random mixture of the floor bid and the average of the floor bid and ask, with
θ ∼ uniform(0,0.1). The relatively low value of 0.1 speeds up learning. If there is only
a floor bid (ask), then only buyers (sellers), who are not competitive, update their
expected prices relative to the floor (by approximately 30%). If there are no offers,
then every trader is competitive and holds on to his current reservation prices. After
observing an acceptance, buyers (sellers) lower (raise) their reservation price relative
to the accepted price.
From table B.5, we conclude that the markup is µ = 0.00 for both the stable and
the unstable treatments.

B.2.4

ZI-Plus

Cliff and Bruten (1997) refutes the claim of Gode and Sunder (1993) that a Continuous Double Auction is sufficient for letting ZI-traders achieve competitive equilibrium
in a single financial market with money and one asset, in which traders have to execute
limit orders. The ZI-Plus, or ZIP-algorithm, is proposed as having the minimum level
of intelligence that is required for obtaining robust convergence to the competitive
equilibrium.
Let the offered price, or shout price pj , be the product of an (exogenous) reservation price and a profit margin. We have pj = prj (1 + ϕj ), with pj the shout price of
commodity j, prj the limit or reservation price and ϕj the profit margin (ϕj > 0 for
sellers and ϕj < 0 for buyers). The ZIP-algorithm specifies rules for updating profit
margins. In general equilibrium models, there are no exogenous limit prices. However, by interpreting the ZIP-algorithm as providing rules for updating shouts rather
than profit margins, it is possible to apply it in the context of the Scarf economies.
Table B.6 presents the updating rules for shouts.24 For instance, a buyer who is
24 Note

that an offer can have a status other than accepted or rejected. In that case traders leave
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Table B.4 – Learning expected prices in the eBAS-algorithm

Situation

conditions

expectation

acceptance observed
- buyer
- seller

acceptance
acceptance

pej = (1 − θ) plast
j
pej = (1 + θ) plast
j

bid and ask exist
pej ≤ βj or

β
& αjj < ϑ
pej ≥ αj or


- buyer

pej > αj

- seller


pej < βj &



βj
αj

<ϑ

pej = θβj + (1 − θ) (βj + αj ) /2
pej = θαj + (1 − θ) (βj + αj ) /2

only a bid exists
- buyer

pej ≤ βj

pej = (1.3 − θ0.3) βj

only an ask exists
- seller

pej ≥ αj

pej = (0.7 + θ0.3) αj

After an acceptance, buyers (sellers) push for lower (higher) prices. Otherwise, eBAS-traders
update their reservation prices if they are no longer competitive (e.g. pej ≤ βj for a buyer). Suppose
that both the floor bid, βj , and the floor ask, αj , exist, and that βj < ϑα; then traders, who
can accept a counter offer, also seek a better price. If there are no floor offers, then traders keep
their expectations. With respect to the random variables we have θ ∼ uniform(0,0.1) and ϑ ∼
uniform(0.75,0.85).

Table B.5 – Determining the markup for eBAS

markup

stable (%)

ccw (%)

markup

stable (%)

ccw (%)

µ = 0.00

69.0

72.5

µ = 0.06

56.2

69.2

µ = 0.01

67.4

72.2

µ = 0.07

54.4

68.3

µ = 0.02

65.7

71.8

µ = 0.08

52.8

67.4

µ = 0.03

63.2

71.3

µ = 0.09

51.5

66.6

µ = 0.04

60.7

70.7

µ = 0.10

50.6

66.0

µ = 0.05

58.2

69.9

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. Percentages are an average over 1,000 runs. The best values
are µ = 0.00 for both the stable and the counter-clockwise treatment.

no longer competitive after observing the latest bid price plast
will increase pji if plast
j
j
last
is rejected; on the other hand, he will leave pji as is if pj is accepted. It will not be
immediately clear whether a new offer has been rejected or not. As a matter of fact,
while acceptance is easy to recognize in the experiments of Anderson et al. (2004),
rejection is not because there is no explicit acceptance / rejection step. An offer will
their shouts unchanged, which is why the ZIP-algorithm sometimes decides that a human trader
should have waited, c.f. table 4.7.

160

APPENDIX B. ALGORITHMS
Table B.6 – Learning shouts in the ZIP-algorithm

Market condition

buyers
plast
:
j

sellers
pj ≤ plast
: raise
j
pj ≥ plast
:
lower
j

Bid accepted

pj ≥
lower pj
otherwise: leave pj as is

pj
active &
pj
otherwise: leave pj as is

Ask accepted

pj ≥ plast
: lower pj
j
active & pj ≤ plast
: raise pj
j
otherwise: leave pj as is

pj ≤ plast
: raise pj
j
otherwise: leave pj as is

Bid rejected

active & pj ≤ plast
: raise pj
j
otherwise: leave pj as is

leave pj as is

Ask rejected

leave pj as is

active & pj ≥ plast
: lower pj
j
otherwise: leave pj as is

Cliff and Bruten (1997a) presents the rules in a slightly different form, because it assumes that
the market protocol includes an explicit acceptance / rejection step. Here, rejection is implicit.

be considered as being rejected after it has been replaced by a better one. That is,
rejection will be understood as failure to accept in time.25 With respect to updating
a shout price, pji , traders have three options: leave it as is, raise or lower it. The
adjustment of shouts is as follows:
pt+1
ji

=

ptji + Γtji ;

Γtji

=

t
γi Γt−1
ji + (1 − γi )∆ji ;

∆tji

=

t
κji (τji
− ptji );

t
τji

=

t
Rji

=

Atji

=

t last
Rji
pj + Atji ;
(
1 + λt , raise ptji ;
1 − λt , lower ptji ;
(
δt
raise ptji ;
−δ t , lower ptji .

The change of ptji is determined by a momentum-coefficient, Γtji , which is a weighted
average of its previous value and an increment, ∆tji . The latter is a correctionfactor depending on a learning rate, κji , and the deviation between the shout and
t
a target price, τji
. The target price is calculated when the shout price has to be
updated, otherwise it is kept fixed. It is a linear transformation of the current offered
price, plast
, with coefficients that are random and which depend on whether ptji
j
needs to be raised or lowered. This specification keeps buyers (sellers) pushing for a
lower (higher) price. The distributions of γi , λt and δ t are taken from Cliff (1997):
γi ∼ uniform (0.2, 0.8) and λt , δ t ∼ uniform (0, 0.05). These distributions will not
25 C.f. footnote 11 on page 37. This definition of a rejection is the same as used by Gjerstad and
Dickhaut (1998).
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be calibrated for keeping our implementation comparable with others. Furthermore,
it is clear that ZIP-traders respond to offered prices rather than trading prices (for
observing rejections), and also that their rules for adjusting shouts already stipulate
how ZIP-traders haggle. That is, with the distributions of γi , λt and δ t fixed, there
are no other discretionary parameters that need to be calibrated.

B.2.5

Adaptive-Aggressive expectations

Adaptive-Aggressive traders were introduced in Vytelingum (2006); they manage a
trade-off between adaptive and aggressive bargaining. Aggressive buyers (sellers) offer
prices above (below) the expected equilibrium prices, while passive buyers (sellers)
offer prices below (above) the expected equilibrium. Lower prices will give a better
price for the proposing buyer, at the expense of the probability that the offer will be
accepted. Aggressive bargaining is supposed to occur when uncertainty with respect
to prices is great (e.g. after an external shock); when prices are stable bargaining is
assumed to be passive.
AA-traders were designed for the simple financial market with given limit prices.26
An intra-marginal buyer maintains reservation prices as follows (dropping the subscripts i and j):
(
−ρϑ

r

p =

−1
),
−1 < ρ < 0
pe (1 − e eϑ −1
e
e eρθ −1
p + (` − p ) eθ −1 , 0 < ρ < 1

with pr the reservation (or target) price, pe the expected (estimated) equilibrium
price, ` the buyer’s exogenous limit price, and ρ the degree of aggressiveness. Traders
can set reservation prices below, at or above the expected equilibrium price, depending on ρ. The parameter ϑ must be calculated so as to make the derivative of pr
continuous. The complexity of this formula is due to the presence the exogenous
limit price and the desire to let the reservation price be a smooth function of its
parameters. In FACTS, this function is implemented as
(
θ
−e−ρθ −1
pe 2e 2(e
, −1 < ρ ≤ 0
θ −1)
r
p =
e eθ +eρθ −2
p eθ −1 ,
0≤ρ<1
This simpler alternative is both continuous and smooth in ρ = 0, and it has 12 pe ≤
pr ≤ 2pe . These bounds are expected to be sufficient: bids below 21 pe practically
have a small chance of being accepted; the same holds for asks in excess of 2pe .
Furthermore, traders will be allowed to haggle, that is if there is no floor bid then
26 According to De Luca and Cliff (2011), AA-traders achieve better results than human traders
in the simple financial market with one asset and money. It is understandable that developers of
trading algorithms want to benchmark the performance of their algorithms against the performance
of people. While that may be difficult to accomplish, this thesis shows that it is equally challenging
to capture, rather than outperform, human trading behavior.
Since they are designed to do better it makes sense to ask whether the alleged dominance of AAtraders extends to the more complicated environments of the Scarf economies? In order to assess
this we compare the efficiency of both human and AA-trading. Efficiency is defined as actual average
utility divided by potential average utility. While human traders achieve an efficiency of 0.92 in both
the stable and the ccw treatment, AA-traders score 0.79 and 0.66 respectively. Trading in the Scarf
economies, once again, proves to be something else.
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Figure B.2 – Aggressiveness model. The degree of aggressiveness, ρ, determines the reservation
price, pr . If neutral (ρ = 0), the reservation price equals the expected equilibrium price. Aggressive
buyers (sellers) have ρ > 0 (ρ < 0). Different values of θ lead to alternative relationships between ρ
and pr : e.g. if θ = 2 then the reservation price is relatively inelastic in the degree of aggressiveness.

buyers can propose bids below 21 pe as they please. The model for sellers is the same
as the one for buyers; it is shown in figure B.2, with pe = 3.
The target price pr depends on ρ and θ. The degree of aggressiveness, ρ, is updated
through short term learning. Table B.7 gives the rules, with plast representing the
latest offered price. At this price, there can be a transaction, or just a bid or an ask.
After observing a transaction, all (active) traders update ρ, by either increasing or
decreasing it. If an offer is not an acceptance, then buyers update ρ if the offer is a
bid, and sellers update if the latest offer is an ask. In Vytelingum (2006), the first step
in updating ρ consists of determining ρshout , this is the degree of aggressiveness that
would set the reservation price equal to plast . The desired degree of aggressiveness
at t, δ t , is defined relative to ρshout : δ t = (1 ± λ)ρshout . The purpose of applying the
factor (1 ± λ), with λ a small random value, is to make sure that the desired degree
of aggressiveness results in an admissible offer.
The implementation in FACTS is equivalent, but slightly different. If an agent
has to modify his degree of aggressiveness, then he first determines an admissible
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Table B.7 – Short term learning of the rate of aggressiveness

trader

transaction
r

last

buyer

p ≥ p : decrease ρ
pr < plast : increase ρ

seller

pr > plast : increase ρ
pr ≤ plast : decrease ρ

bid
r

ask

last

p > p : do nothing
pr ≤ plast : increase ρ
pr ≥ plast : increase ρ
pr < plast : do nothing

The behavior of AA-traders can be characterized as maintaining their competitiveness: if their
reservation price is competitive, compared to the latest rival offer, then they do nothing otherwise
they adjust; if a transaction price is favorable compared to their target price, then they relax the
latter.

offer, padm , and then calculates the implied desired degree of aggressiveness directly
as:

δ t+1

=


adm
−1, 
< 12 pe ;


 p


adm


− log 1+2(eθ −1) 1− p p̂e




, 21 pe ≤ padm < pe ;

θ
0, 
padm = pe ;




adm

 log 1+(eθ −1) p p̂e −1



,
pe < padm ≤ 2pe ;

θ


1,
2pe < padm .

Given a new value δ t+1 , we put ρt+1 = ρt + κ1 (δ t+1 − ρt ), with 0 < κ1 < 1.
The value of θ is the result of long term learning, i.e. θ is updated after each
transaction. Let υ t be the volatility at t (i.e. after observing the latest transaction):
s
Pt
s
e 2
1
s=t−N +1 (p − p )
t
υ = e
.
p
N
Volatility estimates differ across individual traders because volatility is calculated
relative to different expected equilibrium prices. The updated value of υ t is used to
determine a new target value of θ, with the help of the mapping27
!
 t t
υ −υ
min −1
t
t
γ
υ
−
υ
t
t
min
θ∗ (υ t ) = (θmax − θmin ) 1 − t
+ θmin
(B.2.3)
e υmax −υmin
t
υmax − υmin
t
t
with υmax
= maxτ ≤t υ τ and υmin
= minτ ≤t υ τ (these variables are updated before
the new target is calculated). Finally, the new value of θ is calculated as

θt+1 = θt + κ2 (θ∗ (υ t ) − θt )
27 There

is some confusion around this mapping:

υ−υmin
υmax −υmin



γ

υ−υmin
υmax −υmin

−1

Vytelingum (2006) specifies θ∗ (υ)
θ∗

=

e
(θmax − θmin ) 1 −
+ θmin , but in this formula
does not reach
θmax as one may expect and as suggested by a graph illustrating the mapping. Equation B.2.3
(which is suggested in https://github.com/davecliff/BristolStockExchange/wiki/3.9-Robot"AA")
does match that graph.
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with 0 < κ2 < 1. After updating the target price, pr , it may be the case that pr is
not admissible, because it does not improve upon the floor offer. In that case the
AA-trader waits. If, on the other hand, pr is admissible then the agent may haggle
toward it.
As a result of a calibration Vytelingum (2006) sets θmax = 2, θmin = −8 and
γ = 2; we use the same values. The learning parameters, κ1 and κ2 , are specific for
individual traders and are taken from the uniform(0,1) distribution. This leaves the
expected equilibrium prices, pe , as the only parameter which still needs to be fixed.
Expected prices are calculated as in the eEMA-algorithm (see section B.2.2 for the
pre-calibration). In case of AA, the markup is already included in pr .

B.2.6

Gjerstad-Dickhaut beliefs, with variations

Gjerstad and Dickhaut (1998) proposes belief functions that are based on accepted
and rejected offers.28 Basically, the probability that a bid at price p will be accepted
is the number of accepted bids below price p divided by the sum of accepted bids
below p and rejected bids above p. If sellers propose asks below p then this also
signals a willingness to accept bids below p. Here we will use quantities accepted
and rejected, instead of frequencies. This takes care of divisible commodities and
also of exchanging of multiple units of a commodity.29 For each commodity there are
separate beliefs that a bid and an ask will be accepted:
P

P [bid accepted at pbid ]

=

acc
qbid
(p) +
p≤pbid
acc (p) +
qbid
p≤pbid
p≤pbid

P

P

P
P [ask accepted at pask ]

=

P

p≥pask

P
p≥pask

acc
qask
(p) +

acc (p) +
qask

P

P
p≥pask

qask (p)

p≤pbid

qask (p) +
p≥pask

P
p≥pbid

rej
qbid
(p)

qbid (p)

qbid (p) +

P
p≤pask

rej
qask

Having beliefs with respect to prices allows the agents to optimize utility, in
accordance with the theory of monopolistic competition. Upon further reflection, it
becomes clear that the GD-belief that a bid will be accepted at price pbid is in fact
a probability that is conditional on observing an ask. What matters, however, is the
unconditional probability that the bid will be accepted before it is rejected. That is,
the better belief function is given by expression (B.1.1).30
28 Their distinction between accepted and rejected offers is the same as ours (c.f. the description
of the ZIP-algorithm).
29 Tesauro and Das (2001) proposes modifications that cover trading multiple units and different
market rules, e.g. an order book with a depth greater than one.
30 Gjerstad and Dickhaut (1998) suggests that traders remember a short history of, say, five offers,
to which a spline function is fitted in order to arrive at the beliefs. In FACTS, however, agents
remember the complete past as tabulated distributions. Using only a few observations makes price
expectations more sensitive to the recent past. Since the subjects of Anderson et al. often submitted
n × 1 acceptances instead of 1 × n this could trick robot traders into believing that the spread in
prices is zero (and that could cause numerical instability). Using all observations, on the other hand,
consolidates mistakes but also gives greater stability (i.e. consistency over time). Not having to fit
splines saves time, but a reasonably granular belief function can also take quite long to evaluate,
especially since there are multiple markets.
It is clear that the number of observations that determine a price expectation can and should be
calibrated after robot traders generate enough transactions.
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Table B.8 – GD: Awareness of the relative number of buyers

aware

Description

unaware

stable

ccw

stable

ccw

GDA

45.7

51.2

45.1

51.2

GDW

51.8

51.7

50.6

51.7

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. In the stable Scarf economy, buyers outnumber sellers (in
the unstable economies there are as many buyers as there are sellers). Columns ’aware’ refer to
the situation that traders are aware of this fact; ’unaware’ means that traders assume that there
are equally many buyers and sellers. Percentages are an average over 1,000 runs. Although the
differences are small, GDA and GDW-traders appear to be aware of the relative number of buyers.
GDW-traders outperform GDA-traders.

Optimizing utility, based on beliefs with respect to the acceptability of offers,
yields both preferred prices as well as preferred quantities. Here, however, we only
use the preferred prices, because we are mainly interested in expectation formation.
Furthermore, human traders tend to exchange small quantities, presumably as a
safeguard against adverse effects of incorrect expectations. Conditional on these
preferred prices as expected prices, we let GD-traders behave like other robot traders.
Since a markup on expected prices would distort the optimization over prices, we set
µ = 0.
We consider a few variations on the theme of GD-beliefs. GDA-traders always
derive admissible offers from their beliefs. They do so by restricting the domain of
the belief function, conditional on floor prices (if any). GDW-traders on the other
hand, consider the trade-off between proposing and waiting for better circumstances.
They optimize over the full domain of their beliefs, and if their preferred price is
not admissible then they wait. Another variation refers to awareness of the relative
number of buyers compared to sellers. In deriving the probability that a bid is
accepted before it is rejected, expression (B.1.1) assumes that the propensities of
observing a bid or an ask are the same. In the stable Scarf economy, however, buyers
outnumber sellers by a margin of 2 to 1. If traders are aware of this, and if they take
it into account, they would use
B 0 [β] =

PA [pa ≤ β]
.
PA [pa ≤ β] + 2PB [pb > β]

(B.2.4)

in the stable Scarf economy, rather than (B.1.1). To the extent that monopolistic
competition based on GD-beliefs captures the behavior of human traders, it seems
that the subjects of Anderson et al. took the relative difference into account, c.f.
table B.8. In principle, it is unfair to compare GDA- and GDW-traders based on
correct predictions, because we can only verify predictions in case the human trader
decided not to wait. However, conditioning on recognition can compensate for the
disadvantage.
Given beliefs with respect to the acceptability of bids and asks, it is also possible
to derive an estimate of what may be called a "no arbitrage" price, i.e. a price at which
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Table B.9 – Determining the markup for eGD

markup

stable (%)

ccw (%)

markup

stable (%)

ccw (%)

µ = 0.00

69.1

63.1

µ = 0.06

56.0

60.6

µ = 0.01

68.0

62.5

µ = 0.07

54.1

59.5

µ = 0.02

65.3

62.4

µ = 0.08

53.2

59.2

µ = 0.03

62.4

62.1

µ = 0.09

51.5

59.0

µ = 0.04

59.8

61.9

µ = 0.10

50.1

58.6

µ = 0.05

57.3

61.6

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. Percentages are an average over 1,000 runs. The best values
for the markup are µ = 0.00 in both the stable and the counter-clockwise economy. However, we
use µ = 0.01 for avoiding perfectly correlated expectations.

acceptance of bids and asks is equally likely.31 Lower prices would invite arbitrage on
the part of buyers, because if a seller were to accept a bid below the "no arbitrage"
price then buyers have a better chance of re-selling the commodity at a slightly higher
price. The "no arbitrage" prices are a good candidate for estimating the equilibrium
price, because in an equilibrium every trader should be able to buy or sell at the
same price.32 Suppose that GD-traders reflect on offers, by comparing what would
be acceptable from a buyer’s but also from a seller’s point of view, then it is a small
step to using "no arbitrage" prices as reservation prices. This is what eGD-traders
do. Based on the percentage of correctly predicted human moves, eGD-traders ignore
the fact that buyers outnumber sellers in the stable Scarf economy: 69% versus 60%.
Table B.9 presents the calibration of the markup for the unaware eGD-algorithm.
Higher values of µ lead to poorer prediction rates, and more so in the stable economy.
Although µ = 0.00 is best, we use µ = 0.01 in order to avoid perfectly correlated
expectations.33

31 With hindsight, traders can avoid a complicated calculation of "no arbitrage" prices by directly
estimating prices that they think have an even chance of being accepted and rejected. This would
also introduce more heterogeneity in expectations.
32 "No arbitrage" prices do not require beliefs. It suffices for traders to estimate at which price an
offer is equally likely to be improved upon or accepted. To get the most out of observed data, a
proposed ask (bid) price should be interpreted as a willingness to accept bids (asks) at better prices.
This is similar to the analysis in Gjerstad and Dickhaut (1998).
33 In the unstable economies, there is a discontinuity at µ = 0.00 that manifests itself in the
confidence intervals for concentration statistics (c.f. section 4.2.3 for an explanation of the confidence
intervals). For instance, for the counter clockwise economy, goods 2 / 3 we have intervals 80-94 /
76-87 in case of µ = 0.00; that compares to 3-7 / 14-83 if µ = 0.01. In the clockwise economy,
there is a similar discontinuity. For µ ≥ 0.01, on the other hand, the confidence intervals are very
robust in both unstable economies. The same phenomenon also occurs in eME-trading, albeit less
pronounced, c.f. footnote 34.
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Table B.10 – ME: Awareness of the relative number of buyers

aware

Description

unaware

stable

ccw

stable

ccw

MEA

43.3

45.7

42.9

45.7

MEW

48.8

48.5

45.1

48.5

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. Percentages are an average over 1,000 runs. MEA- and MEWtraders also appear to take into account that buyers outnumber sellers. In the unstable economies,
the number of buyers and sellers is the same. MEW-traders outperform MEA-traders.

B.2.7

MaxEnt beliefs, with variations

Let traders believe mj ≤ pj ≤ Mj and consider all possible distributions of pj over
the support [mj , Mj ] that have an expected value that is equal to the observed mean
of pj . Within this class, the truncated exponential distribution has maximal entropy
(c.f. Conrad (2004)).
(
θeθpj
, θ 6= 0;
θMj
e
−eθmj
f (pj ) =
1
θ = 0.
Mj −mj ,
This means that this distribution does not assume information that is not embodied in the data. To assume any other distribution for commodity prices implies
that extra information is used. A justification for that assumption cannot be found
in the observations. Distributions that maximize entropy relative to constraints are
called MaxEnt distributions, c.f. Theil and Fiebig (1984). The parameter θ can be
solved by setting
1 X t
Mj eθMj − mj eθmj
1
pj =
−
θM
θm
j
j
n (T )
e
−e
θ
t≤T

with n (T ) the number of observations until time T . Traders can tally the means of
observed prices per commodity / type of offer. In contrast to GD-beliefs, here they
ignore quantities and they just focus on offered prices. This allows us to see if there
is an advantage to observing quantities. A buyer contemplating a bid price p can
estimate its acceptability by the probability of observing an ask price lower or equal
to p before the bid is improved upon.
If available, these distributions can be used for different purposes, just like the
GD-beliefs: for having traders select the best admissible price (MEA-traders), or for
letting them consider the trade-off between waiting and proposing (MEW-traders),
or for estimating the implied "no arbitrage" prices (eME-traders).
The calibration of awareness of the relative number of buyers shows that MEA
and MEW-traders take the difference between the number of buyers and sellers into
account (c.f. table B.10), eME-traders on the other hand do not: the prediction rate
of unaware traders is 64% and the rate of aware traders is 32%.
As is the case with GD-beliefs, for MEW traders a markup would distort the
optimization over prices. For eME-traders , we do calibrate the markup: table B.11
shows that the best values for the markup are µ = 0.00 for both the stable economy
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Table B.11 – Determining the markup for eME

markup

stable(%)

ccw (%)

markup

stable(%)

ccw (%)

µ = 0.00

64.1

61.7

µ = 0.06

58.8

59.3

µ = 0.01

63.2

61.3

µ = 0.07

58.1

58.9

µ = 0.02

62.3

60.9

µ = 0.08

57.4

58.5

µ = 0.03

61.4

60.4

µ = 0.09

56.7

58.2

µ = 0.04

60.5

60.0

µ = 0.10

56.0

57.8

µ = 0.05

57.9

59.6

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. Percentages are an average over 1,000 runs. The best value for
the markup are µ = 0.00 for both the convergent and the counter-clockwise treatment. However, we
use µ = 0.01 for avoiding perfectly correlated expectations.

and for the counter-clockwise unstable economy.34 We use µ = 0.01, however, for
preventing perfectly correlated price expectations. Otherwise, there are no specific
parameters to be fixed.

B.2.8

Target utility

TU-traders try to achieve a target utility level, say û. As a result of this, they perceive
markets as interconnected. For instance, if a trader of type III has to pay more for
acquiring commodity 2 then he wants to pay less for getting commodity 3. Similarly,
if a trader of type I receives a better price when selling commodity 2, he can offer to
pay more for commodity 3. We propose different flavors of TU-algorithms depending
on how on the utility target is set and on how reservation prices are derived from the
target.35
TU-traders distinguish between plausible and implausible prices, with the intention to restrict trading to plausible prices. A maximum level of utility occurs if prices
in both markets are plausible and optimal. If the target is fixed at such an optimum
then the trader has to reject almost all plausible prices as being not good enough. On
34 In the unstable economies, there is a discontinuity at µ = 0.00 that manifests itself in the
confidence intervals for concentration statistics (c.f. section 4.2.3 for an explanation of the confidence
intervals). For instance, for the counter clockwise economy, goods 2 / 3 we have intervals 39-52 /
41-86 in case of µ = 0.00; that compares to 35-47 / 28-51 if µ = 0.01. In the clockwise economy,
there is also a discontinuity. For µ ≥ 0.01, on the other hand, in both unstable economies the
confidence intervals are very robust. The same phenomenon also occurs in eGD-trading where it is
more pronounced, c.f. footnote 33.
35 An interesting variation on utility targets is that traders use their individual demand curves
(based on initial endowments) to determine how much they want to spent on each commodity,
given expected prices. Traders can then calculate average prices for subsequent transactions that
would bring planned total expenditure to the desired level. Friedman (2007) appeals to this kind of
behavior to clarify the difference between a normal, theoretical demand curve and what is described
as the "usual" demand curve. The latter corrects for deviations from currently expected prices in
previous transactions. Friedman (2007) assumes that previous prices are less favorable; implicitly,
this is tantamount to positing a Marshallian path, c.f. 4.3.2.3.
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Figure B.3 – The locus consists of prices which all yield a particular target for a trader of type
I; the locus cuts through the set of plausible prices. For a trader of type I, all prices below the
locus would yield a utility level which exceeds the target. The prices, that are acceptable given
unconditional reservation prices, pr , lie below / to the right of pr . Clearly, the set of plausible,
acceptable prices, given pr , is typically smaller than the set of plausible prices which lie below the
locus.

the other hand, if a trader is satisfied with the minimum level of utility then all plausible prices in principle will be acceptable to him. This trade-off between the utility
target and the number of prices being acceptable is a trade-off between the utility
target and its feasibility (i.e. the probability that the target will be achieved), given
that the agent wants to trade at plausible prices. We distinguish different attitudes
towards target setting: traders can optimize expected utility or they can maximize
the target conditional on a probability that the target will be achieved.
Suppose that a utility target has been fixed, the trader then knows the locus of
prices that yield the same utility level (assuming that he can trade any quantity at
these prices). Selecting a vector of reservation prices means choosing a point on the
locus. This point defines a set of acceptable prices that are compatible with the reservation prices, c.f. figure B.3. If a trader applies the reservation prices unconditionally
(i.e. simultaneously), then effectively he is seeking profits in all markets. The probability of achieving a utility target with specific reservation prices depends on the
size of the set of acceptable prices relative to the set of plausible prices. The trader
can select a point on the locus by maximizing the probability that the target will be
achieved. Once we have a relation between the utility target and optimal reservation
prices we can go further and vary the target so as to maximize the expected utility,
û × P [u ≥ û].
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Another approach would be to select a plausible price in one market and use the
locus to map it to a reservation price in another market. This way the trader can
condition a decision on the situation at hand. Suppose a trader wants to act in the
market for commodity 2. In this case, he derives a reservation price from the locus,
conditional on the currently expected price of commodity 3. This expected price may
depend on floor offers or, if these are not available, on the latest synchronized prices.
These kind of reservation prices will be called conditional reservation prices; they
permit traders to make use of available information.
To appreciate the difference in terms of behavior, consider the latitude a trader
may allow himself during trading. A trader with unconditional reservation prices will
reject a counter offer if it compares unfavorably with the reservation price. Similarly,
he will choose to wait if a rival offer is better than his own unconditional reservation
price. Traders with conditional reservation prices may still be able to accept or to
propose an offer instead of having to wait, because their reservation prices are more
flexible.


Let prices be plausible if they fall in a particular window, i.c. pj ∈ pdj , puj .36
The position of the plausibility window (i.e. its center) depends on expected prices.
The size of the window depends on the spread of recently observed prices relative
to a trader’s own expected price and on a parameter, δi , that optionally can be
randomized.
puj − pdj = δi σji .
Given a notion of plausibility, offers by other agents will sometimes be perceived as
favorable surprises, e.g. if an ask is below the lowest price thought to be plausible. If a
trader observes a favorable surprise then he updates his price expectations and shifts
the location of the plausibility window so as to make the surprise (just) plausible.
For instance, an unexpected high bid for commodity 2, say p2 , may lead a trader of
type I to shift his plausibility window such that pd2 = p2 . That is, he now expects
that other buyers may be willing to bid even more.
Let pr be the vector of reservation prices and let û be the utility target. The
target restricts reservation prices via the budget constraint. Consider the case of
traders of type I; with a target equal to û, in an optimum they consume x̂1 = 400û
and x̂2 = 20û; then their budget constraint is
(400 + 20pr3 ) û ≤ w1 + pr2 w2 + pr3 w3

(B.2.5)

If the weak inequality is an equality then (B.2.5) defines a locus of reservation prices
that are sufficient for achieving the target. The position of the locus depends on
the utility target. If 20û > w3 then the locus slopes upward; if 20û < w3 then the
slope of the locus is downward. If w2 = 0 or 20û = w3 then the locus is vertical or
horizontal respectively. If traders sell or buy in both markets then reservation prices
will be inversely related. If they buy in one market while selling in the other then
reservation prices will be perceived as positively related. If the optimal quantity of one
36 We did some work on an algorithm that used prediction ellipses instead of a rectangular plausibility window. However, its computational requirements made it too slow. With hindsight, the
distinction between plausible and implausible prices (and opportunities) is rather coarse and applying more complexity to making that distinction does not pay off. Probably it would be better to
have simpler rules for assessing plausibility.
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commodity has been obtained, or if traders do not have anything left of the commodity
which they do not prefer then reservation prices will be treated as unrelated.
Table B.12 gives an example of the ex ante probabilities that traders of type I will
achieve their utility target in case of conditional reservation prices and equi-probable
plausible prices.
Adaptation to current market conditions can be taken one step further, if traders
allow both reservation prices to adjust. At each time the trader has to take a decision,
he selects (notional) reservation prices so as to be competitive, either in both markets
or in a preferred market. This may result in meaningful behavior because traders can
use the flexible reservation prices to determine whether their target utility level is
consistent with rival offers. If both rival offers exist, and lie above the locus, then
the target is currently not feasible. This can be a trigger for lowering it. Table B.13
gives a global description of how to maintain a "sticky" target.
In principle, TU-traders respond to rival offers which exceed their own reservation
prices and to favorable counter offers. In case of a rival offer, reservation prices are
updated so as to admit an improving offer. If the utility target allows a trader to be
competitive in both markets then he will choose his reservation prices accordingly (for
having more freedom of future action). Otherwise, traders will compete in a preferred
market, forsaking opportunities to trade in the other market. This preference for
markets depends on (in order of decreasing importance): (i) the availability of a
plausible reservation price; (ii) a direct contribution to achieving a higher utility
level, or (iii) increasing future freedom of action by obtaining more money, or (iv) an
equi-probable choice between both markets. TU-traders wait if rival offers in both
markets are deemed implausibly unfavorable.
The TU-simulations vary across three dimensions: (i) how the target is set and
maintained (optimized, fixed feasibility or a sticky target); (ii) how the fixed feasibility is set (at random or at a probability of 0.5) and (iii) the type of reservation
prices (unconditional, conditional or sticky). Table B.14 presents the results. As
expected conditional reservation prices, which allow traders to take the current situation into account, perform better than unconditional reservation (with which traders
seek profits in all markets).
We determine the markup for fixed feasibility with a target that has a probability
of 0.5 to be achieved with conditional reservation prices, c.f. table B.15.

B.3

Conclusions

In this appendix we have introduced some technical elements of FACTS; in particular how opportunities are perceived and represented as lotteries. We have offered
heuristic arguments for a set of rules of thumb for prioritizing feasible actions. In
addition, this appendix describes and pre-calibrates algorithms for maintaining reservation prices.
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Bounds on û


Table B.12 – Conditional probabilities of achieving target û



2

P [u ≥ û]

((400+20p3u )û−(w1 +p2d w2 +p3u w3 ))
2w2 (20û−w3 )(p2u −p2d )(p3u −p3d )

≤ û ≤ min

w1 + 21 (p2d +p2u )w2 +p3d w3 −(400+20p3d )û

1−

w1 +p2d w2 +p3d w3
400+20p3d

w1 +p2d w2 +p3d w3 w1 +p2u w2 +p3u w3
, 400+20pu
400+20p3d
3

w1 +p2d w2 +p3u w3
400+20p3u

≤ û ≤

(20û−w3 )(p3u −p3d )

w1 +p2u w2 +p3u w3
400+20p3u

w2 (p2u −p2d )

((400+20p3d )û−(w1 +p2u w2 +p3d w3 ))
2w2 (20û−w3 )(p2u −p2d )(p3u −p3d )

2

w1 +p2u w2 + 21 (p3d +p3u )w3 −(400+20(p3d +p3u )/2)û

w1 +p2u w2 +p3d w3
400+20p3d

≤ û ≤



≤ û ≤

w1 +p2u w2 +p3u w3
400+20p3u



w1 +p2d w2 +p3d w3 w1 +p2u w2 +p3u w3
, 400+20pu
400+20p3d
3

w1 +p2d w2 +p3d w3
400+20p3d

max

The probabilities apply to traders of type I, who sell commodity 2 and buy commodity 3 (these traders face an upward sloping locus).
There are similar probabilities for the cases that the locus is downward sloping, vertical or horizontal, as well as for traders of types II
and III.

counter
offer

rival offer

implausible
offer

plausible
offer

implausible
offer

plausible
offer

ignore counter offer

not better
than expected

ignore rival offer

preferred market (if any) and the appropriate end
point of the locus; if these constraints are incom
patible then ignore the observed rival offer

improve upon the observed offer by mixing it with
the least best of the counter floor offer (if any), the
constraint induced by the rival floor offer in the

select a point in the locus which is closest to the
observed rival offer

improve upon the observed offer by mixing it with
the least best of the counter floor offer (if any) and
the appropriate end point of the locus; if the observed offer is
a (partial) acceptance set the reservation price equal to it

set the reservation price equal to the least best of the observed counter offer and the
appropriate endpoint of the locus

ignore rival offer

offer not in
preferred
market

offer in
preferred
market

Table B.13 – Maintaining a sticky target

better than
expected

still
competitive

own
reservation
price)

no longer
competitive
(observed offer
is better than

otherwise
ignore the observed offer
Rules for maintaining a sticky target, i.e. a target which is decreased only when rival floor offers are inconsistent with the target. For traders of
type I this happens when the rival floor offers lie above / to the left of the expected prices.

observed offer
and the offer is
submitted by
another trader

the locus is
elastic with
respect to the
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Table B.14 – Target calibration

Description

stable (%)

ccw (%)

Optimized, unconditional

47.8

50.2

Optimized, conditional

61.1

61.4

Fixed feasibility: randomized target, unconditional

48.3

50.7

Fixed feasibility: randomized target, conditional

65.4

62.4

Fixed feasibility: 0.5, unconditional

48.3

50.8

Fixed feasibility: 0.5, conditional

65.3

62.5

Sticky target, notional

63.0

59.7

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing the move as a feasible opportunity. Percentages are averages over 1,000 runs.
Traders appear to pursue a target that has fixed feasibility. Whether the probability of meeting the target is randomized or set to a probability of 0.5 is not clear. Henceforth, we’ll
use the randomized version because it is more generic. Conditional reservation prices outperform both unconditional and notional reservation prices. Interestingly, sticky targets do
better than optimized targets.

Table B.15 – Determining the markup for TU-trading

markup

stable(%)

ccw (%)

markup

stable(%)

ccw (%)

µ = 0.00

65.4

62.4

µ = 0.06

60.2

61.2

µ = 0.01

65.1

62.1

µ = 0.07

59.4

60.2

µ = 0.02

63.9

62.2

µ = 0.08

59.1

60.1

µ = 0.03

63.0

62.0

µ = 0.09

58.3

60.0

µ = 0.04

61.8

62.0

µ = 0.10

57.6

59.7

µ = 0.05

60.8

62.0

Percentages of correctly predicted human actions, excluding arbitrage, conditional on recognizing
the move as a feasible opportunity. Percentages are an average over 1,000 runs. The best values
are µ = 0.00 in the both the stable and the ccw treatment.

Appendix C

P dynamics
In price adjustment process P, as proposed in chapter 2, the auctioneer estimates
demand and supply schedules based on a Cobb-Douglas approximation of individual
preferences. This appendix details the dynamics of P, proves global convergence for a
set of CES economies and applies the price adjustment process to the Scarf economies.

C.1

Preliminaries

Consider an exchange economy, ξ, consisting of n agents and m commodities. Each
agent i has preferences that can be represented by a continuous, quasi concave,
monotone utility function, ui : Rm
+ → R. Traders also have non-negative endow.
By
assumption
ments, wi ∈nRm
+
o prices, p, are non-negative and add up to 1,
P
p ∈ S m−1 = p ∈ Rm
+|
j pj = 1 .
k
After
 he has called prices p > 0 and after each trader has responded with demand
k
xi p , the auctioneer estimates demand schedules by assuming that each trader has
Cobb-Douglas preferences. By calculating expenditure per commodity as a percentage of each agent’s budget, the auctioneer estimates individual demand schedules
as:
pkj xji (pk ) p · wi
xji (p|pk ) =
.
pk · wi
pj

Individual demand at pk suffices to identify the hypothetical preferences (assuming
that the auctioneer knows the distribution of endowments). This allows the auctioneer
to calculate prices that equilibrate the associated Cobb-Douglas economy, and which
1
feed into the next
Call
price process P.
 iteration.
 this
P
P
k
k
x
p|p
−
Let z p|p =
i i
i wi be the aggregate excess function of the
associated Cobb-Douglas economy. Define pk+1 as the unique vector of equilibrium prices in P
the associated Cobb-Douglas
economy. Hence, for pk+1 we have
P
k+1 k
k+1 k
z p
|p = i xi p
|p − i wi = 0.
1 By assumption, trivial cases are excluded; e.g. an economy in which each trader exclusively
prefers the commodity of which he is already the sole owner.
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Lemma C.1. If pk+1 = P pk and if pk+1 6= pk , then pk+1 · z p|pk > 0.
Proof. The Cobb-Douglas economy has an aggregate excess demand function that is
characterized by gross substitution (GS); this implies WARP at the aggregate level,
provided that prices are compared with the equilibrium price, i.e. with pk+1 , (c.f.
Mas-Colell et al. (1995, 17.F.3)):




pk+1 − p · z p|pk − z pk+1 |pk


pk+1 − p · z p|pk

pk+1 · z p|pk

> 0⇔
> 0⇔
> 0.


Here, we used z pk+1 |pk = 0 and Walras’ Law.

Together with z pk+1
|pk = 0 lemma C.1 implies that the hyperplane pk+1 ·a = 0

is tangential to z p|pk in p = pk+1 . The aggregate excess demand function z p|pk
does not need to be convex, but for all mixtures λp + (1 − λ) pk+1 with 0 < λ < 1
we have

Corollary C.2. If pk+1 = P pk , p 6= pk+1 and 0 < λ < 1, then



λz p|pk + (1 − λ) z pk+1 |pk > z λp + (1 − λ) pk+1 |pk .
Proof. Suppose the contrary, then there exists a λ∗ such that 0 < λ∗ < 1 and


λ∗ z p|pk + (1 − λ∗ ) z pk+1 |pk
≤

∗
∗
k+1
k
λ (1 − λ ) p
· z p|p
≤


z λ∗ p + (1 − λ∗ ) pk+1 |pk ⇒
0


This contradicts lemma C.1. The implication is due to z pk+1 |pk = 0 (by definition), multiplying both sides with λ∗ p+(1 − λ∗ ) pk+1 and applying Walras’ Law.
Next, we show that the intersection between the q ·a = 0 hyperplane and z p|pk
is unique.





6 0 and q · z p|pk = 0 then q = p.
Lemma C.3. If q > 0, z p|pk =


Proof. Let p > 0, q > 0; furthermore suppose that z p|pk 6= 0, q ·z p|pk = 0
and also that q 6= p. From the latter and from the fact that z p|pk satisfies GS
we have z p|pk 6= z q|pk . Multiplying both sides by q would then lead to 0 6= 0;
hence q = p.

The following lemma states that if z q|pk lies belowthe p · a = 0 hyperplane
for some p, then the intersection of p · a = 0 and z ·|pk lies above the q · a = 0
hyperplane.
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Figure C.1 – The function z p|pk passes through the origin z = 0 if prices are equal to pk+1 ;



pk+1 · q = 0 is a hyperplane that is tangential to z p|pk . The pk · q = 0 hyperplane intersects


k

z p|p


k

at z p



, which is a graphical expression of Walras’ Law. This is also why z pk+1 lies

somewhere on the pk+1 · q = 0 hyperplane. There is no reason why z pk+1


k

the origin than z p



would be closer to

, because z (p) does not need to be convex.



Lemma C.4. If p · z q|pk < 0 then q · z p|pk > 0.

Proof. Let p be a price such that p · z q|pk < 0. From lemma C.1 it follows
that pk+1 · z q|pk  > 0; hence
there exists a λ∗ such that 0 < λ∗ < 1 and

∗
∗
k+1
k
λ p + (1 − λ ) p
·z q|p = 0. From lemma C.3 we find that λ∗ p+(1 − λ∗ ) pk+1 =
q. Combining this with corollary C.2 yields



λ∗ z p|pk + (1 − λ∗ ) z pk+1 |pk > z q|pk .

Multiplying both sides with q, applying Walras’ Law and z pk+1 |pk = 0 imply the
result.


Figure C.1 depicts a slice of z p|pk in Rm . Note that while z p|pk appears as
a convex function in figure C.1 we do not assume it to be convex.
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Most of the analysis below refers to agents having Constant Elasticity of Substitution (CES) utility functions, ranging from Leontief to Cobb-Douglas utility functions.
In that case, for each agent i we have
1/ρi

X
ui (x) = 
αji xρjii 
j

with ρi < 1 and ρ 6= 0. If ρi → 0 then the CES utility function converges to the
1
Cobb-Douglas utility function. It will be convenient to define σi = 1−ρ
. If σi → 0,
i
the CES preferences approximate Leontief preferences. If σi = 1 (i.e. if ρi → 0) then
CES preferences coincide with Cobb-Douglas preferences.2 Below, we’ll consider CES
preferences with σi ≤ 1.3 Given prices p, trader i’s optimal demand for commodity
j can be written as:

σ
αji i
p · wi
xji (p) =
P σi 1−σi .
pj
r αri pr

C.2

Price dynamics

Lemma C.5 proves the one-to-one correspondence between equilibria of an exchange
economy and its associated Cobb-Douglas economy.
n

Lemma C.5. Let ξ = {(ui , wi )i=1 } be an exchange
 economy with one or more
Walrasian equilibria; furthermore, let pk+1 = P pk . If pk+1 = pk then pk is an
equilibrium price vector of ξ. Conversely, each equilibrium price vector p∗ of ξ is also
the equilibrium of the associated Cobb-Douglas economy.
P
P
P
P
k+1 k
Proof. If pk+1P= pk then iP
wi = i xi (p
|p ) = i xi (pk |pk ) = i xi (pk ).
P
Furthermore, i xi (p∗ |p∗ ) = i xi (p∗ ) = i wi .
After starting with strictly positive prices, the price adjustment process keeps
generating strictly positive prices.

Lemma C.6. Let p0 > 0; if pk+1 = P pk then pk+1 > 0.
Proof. By definition, prices pk+1 clear an associated Cobb-Douglas economy. Suppose pk+1
= 0, then demand for commodity j in the associated Cobb-Douglas econj
omy would be infinite, which is inconsistent with an equilibrium; hence ∀j : pk+1
>
j
0.
With strictly positive prices, P cannot result in a boundary solution. In the
simplex, the process can only move in a particular direction for a limited number of
steps, unless P is converging along a straight line.
As a trivial corollary of lemma C.1 we have the sense in which the law of demand
and supply holds:
2 It is clear that if a trader has a Cobb-Douglas utility function then the estimated demand
schedule of the auctioneer will be correct; if all traders have a Cobb-Douglas utility function then
price adjustment process P will find the (unique) Walrasian equilibrium in one step.
3 Due to GS, tâtonnement can be expected to do well for values σ > 1, but our argument requires
i
σi ≤ 1.
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Corollary C.7. pk+1 − pk · z pk > 0.
While tâtonnement theory applies this law to each individual market, here we
have an aggregate condition instead that allows some prices to decrease (increase)
in the face of excess demand (supply) as long as aggregate demand at the previous
prices is no longer affordable at the current prices.

Lemma C.8. If all agents have CES
preferences with 0 ≤ σi ≤ 1, pk+1 = P pk

and if pk+1 6= pk , then pk · z pk+1 ≤ 0, with equality applying if and only if all
agents have Cobb-Douglas preferences.

Proof. Define xiL pk+1 as:

xiL pk+1 =


pk+1 · wi
xi pk .
pk+1 · xi (pk )


This point, xiL pk+1 , is the demand at pk+1 if preferences are Leontief, i.e. if
commodities are treated as pure complements,
c.f. figure C.2. In this case, xi pk

is the Leontief demand at pk and xiL pk+1 is scaled to lie on the pk+1 budget
constraint. We want to show that for each trader i we have


pk · xi pk+1 |pk > pk · xiL pk+1 .
(C.2.1)
The inequality
can be obtained
if there exists a hyperplane pk ·q = θ that separates


xi pk+1 |pk and xiL pk+1 in accordance with the inequality. We can determine
this hyperplane by looking for hypothetical endowments
w̃i that
the pk+1

 (i) lie onk+1
L
k+1
k k
budget constraint
and
(ii)
that
yield
x
p
=
x
p
|p
,
w̃
and
x
p
|pk =
i
i
i

xi pk+1 |pk , w̃ . For a graphical version of theargument below, see figure C.2.
k+1
Dropping index i, we can rewrite xL
as
ji p


pk+1

xL
j

=


pkj xj pk pk ·
pk · w

pk+1 w
pk+1 x(pk )
pkj

x pk


.

Furthermore, we also have
k+1

xj p

|p

k



=

=


pkj xj pk pk+1 w
pk · w
pk+1
j

k+1

w
k
k pk+1 · p
x pk
p j xj p
pk+1 x(pk )
pk · w

pk+1
j

.


Therefore we can argue that (i) an agent who is endowed
with w̃ = xL pk+1 and has

a
x p|pk , w̃
will
demand
demand k+1 kfunction

L
k+1
k
k+1
x p
and x p
|p if prices are equal
p  respectively; (ii) if
 to p and
k+1
L
k+1
k+1 k
prices are equal
to
p
then
both
x
p
and
x
p
|p
are affordable
while


x pk+1 |pk is preferred; (iii) if prices are equal to pk then xL pk+1 is preferred
to

other affordable options; (iv) the individual demand function xi p|pk , w̃ satisfies
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Figure C.2 – Graphical explanation of the proof of inequality C.2.1. In response to prices pk a
trader demands A. The auctioneer constructs hypothetical Cobb-Douglas preferences that rationalize
this choice, i.e. the solid indifference curve I1 . Given these preferences, the auctioneer expects that
the trader will demand C at the new prices pk+1 : the dotted indifference curve I3 is tangential
to the new budget constraint. Point B is the demand at prices pk+1 if the trader has Leontief
preferences (instead of the unknown CES or the hypothetical Cobb-Douglas preferences). Inequality
C.2.1 expresses the fact that C is not affordable at prices pk for another trader, with endowments
B and the hypothetical Cobb-Douglas preferences. The point is proved by observing that this other
trader prefers B at prices pk and that he prefers C if prices are equal to pk+1 (that is, while B is
also affordable at pk+1 ). The implication is that C is not affordable at pk (otherwise this other
trader would have chosen C instead of B). Hence, the dashed budget constraint through B is part of
a hyperplane that separates B and C.


WARP; (v) hence xi pk+1 |pk is not affordable at prices pk . We have demonstrated
the existence of a suitable separating
hyperplane and hence for all traders we have

pk · xi pk+1 |pk > pk · xiL pk+1 .


If preferences are CES with 0 ≤ σi ≤ 1 then xi pk+1 lies between xiL pk+1
and xi pk+1 |pk on the pk+1 budget constraint, i.e.



xi pk+1 = (1 − θi ) xiL pk+1 + θi xi pk+1 |pk
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with 0 ≤ θi ≤ 1. If 0 ≤ θi < 1 then by virtue of inequality C.2.1 we now have



pk · xi pk+1 = (1 − θi ) pk · xiL pk+1 + θi pk · xi pk+1 |pk

< pk · xi pk+1 |pk .
Summing over i yields:
X

pk ·
xi pk+1

< pk ·

i
k

p ·

X

X


xi pk+1 |pk ⇔

i
k+1

xi p

i
k



k

< p ·

X

wi ⇔

i

p · z pk+1



< 0.

The second inequality is due to the fact that pk+1 is an equilibrium price vector of
the associated Cobb-Douglas economy. If ∀i : θi = 1 then the inequality becomes an
equality.

The following lemma shows that constraints on z pk+1 accumulate, which allows
us to prove global convergence in proposition C.10.


Lemma C.9. If pk+1 = P pk and pk+1 6= pk then ∀r ≤ k : pr · z pk+1 < 0.
Proof. For r = k the result follows directly from lemma C.8. Lemma C.4 combined

with pk−1 ·z pk < 0 (from
lemma C.8 after
relabeling k) yields pk ·z pk−1 |pk > 0.


This says that, if zd pk < 0 and zu pk > 0 then the pk−1
 · q = 0 hyperplane
k
k
k
intersects z p|p in the (zd , zu )-plane above zd p , zu p . Thus we have that
(i) z pk , lying on the pk · q = 0 hyperplane,
is strictly below the pk−1 · q = 0

k+1
hyperplane; and also that (ii) z p
, lying on the pk+1 · q = 0 hyperplane, is
k
strictly below the p · q = 0 hyperplane. Hence, z pk+1 must be strictly below the
pk−1 · q = 0 hyperplane as well: pk−1 · z pk+1 < 0.

This argument can be repeated to obtain pr · z pk+1 < 0 for other r < k − 1
k−2
as follows: after relabeling k we know from the previous step that
· z pk < 0,
 p
k
k−2 k
which allows us
|p > 0 and hence also
 to apply lemma C.4 to obtain p · z p
k−2
k+1
p
·z p
< 0. Et cetera.
n

Proposition C.10. Let ξ = {(ui , wi )i=1 } be a CES exchange economy with ∀i : 0 ≤
σi ≤ 1. Price adjustment process P almost always converges globally to an equilibrium
price vector, p∗ , of ξ (provided it exists).

Proof. We have ∀r ≤ k : pr · z pk+1 < 0 from lemma C.9. In this case, pk+1 6=
Pk
P r
r r
p for any {θr }r with 0 < θr < 1 and
suppose
r=0 θ P
rθ =
 1.PTo rseer this,k+1

k+1
pk+1 = r θr pr for appropriate {θr }r ; then pk+1
·z
p
=
θ
p
·z
p
< 0,
r

because by assumption each term pr · z pk+1 < 0; however, this violates Walras’
Law. Let
(
)
k
k
X
X
r r
r
r
F (k) = p|p =
θ p , 0 < θ < 1,
θ = 1 ⊂ S m−1
r=0

r=0
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be the convex hull of previous prices; this is the set of "forbidden" subsequent prices.
We have F (k) ⊆ F (k + 1), with equality applying only if pk+1 = pk = p∗ .
For as long as P has not yet converged, a new pk+1 ∈ S m−1 − F (k) has to
be selected. Due to lemma C.6, the price adjustment process P cannot move in
any particular direction for too long, unless it is converging along a straight line.
Therefore P either moves in a straight line to p∗ or else it keeps removing subsets of
non-zero measure from the set of feasible prices.
Suppose that successive increments in the size of F (k) approach zero, then pk+1
converges to either (i) an element in F (k) if pk+1 and pk+2 are becoming arbitrarily
close, or else (ii), if pk+1 and pk+2 do not become arbitrarily close then prices converge

r
k+1
to a top-cycle, without being able to enter it. Observe that ∀r ≤
k
:
p
·
z
p
<0

k+1
k
rules out a top-cycle: on the one hand we have p
· z p > 0 per lemma C.1
but since pk+1 in a top-cycle
is
both
a
successor
and
a predecessor of pk then we

k+1
k
would also have p
· z p < 0 via lemma C.9 and we would have a contradiction.
Therefore we have that either (i) prices pk+1 and pk+2 become arbitrarily close and
P is converging to an equilibrium that is covered by F (k + 1) or (ii) P will exhaust
the set of feasible prices or else (iii) the very special case that prices orbit around the
convex hull of previous prices, expanding its size by ever smaller amounts, without
entering into a top-cycle. If such a path around the convex hull of past prices exists
then P can enter it at any point that belongs to this path; since it consists of countable
infinitely many points the set where we do not have convergence has measure zero.
If for some k we would have that all equilibria have been covered by F (k) then
the process cannot stop even though eventually it has no more prices to choose from.
Contradiction; hence, it must be the case that for some k: pk = p∗ . In light of the
exception mentioned above, P will converge "almost always".

C.3

Application to the Scarf economies

Figure C.3 shows the convergence of P in the examples of Scarf, as implemented by
Anderson et al. (2004). Here, all three economies have the same, unique, equilibrium
with p∗ = (1, 40, 20). Convergence is fast: for instance, starting from p1 = (1, 1, 1),
it takes 15 iterations to obtain the equilibrium prices in two decimals in the stable
case, and 65 iterations in the unstable cases. Observe that the evolution of prices in
each of the respective cases is consistent with tâtonnement theory.

C.4

Discussion

Cobb-Douglas approximation provides a new perspective on what information is
needed for proving global convergence. Instead of having to know the Jacobian of the
aggregate excess demand function, the auctioneer can effectively estimate its behavior by assuming that demand is generated by Cobb-Douglas preferences. Demand at
prices pk suffices to identify the hypothetical utility functions.
The convergence in the unstable Scarf economies of price adjustment process P is
probably due to it correctly anticipating income effects, which is a good characteristic
to have.
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Figure C.3 – Convergence of price adjustment process P in the Scarf economies to the equilibrium
prices p∗2 , p∗3 = (40, 20). Convergence depends on the initial allocation.

Instead of modeling the law of demand and supply as a differential or as a difference equation that applies to individual markets, this law
 is better expressed as an
aggregate inequality across markets, pk+1 − pk z pk > 0 if pk+1 6= pk , because
this formulation allows income effects to dominate price effects.

C.5

Conclusions

In this appendix we have described a price adjustment process in which the auctioneer
estimates demand and supply schedules by assuming that traders have Cobb-Douglas
preferences. We have proved global convergence in a large set of economies in which
agents have CES utility functions, ranging from Leontief to Cobb-Douglas utility
functions.
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Appendix D

Samenvatting (Dutch
summary)
De algemene evenwichtstheorie kan condities benoemen voor de existentie, de uniciteit,
en de optimaliteit van het Walrasiaanse evenwicht. Het biedt echter geen bevredigende verklaring voor hoe dit evenwicht kan worden bereikt. Experimenteel economen
claimen echter dat er slechts een paar, ongeïnformeerde handelaren nodig zijn en een
Continue Dubbele Veiling (CDV) om resultaten te behalen, die lijken op het Walrasiaanse evenwicht. Anderson et al. (2004) rapporteert bijvoorbeeld experimenten
waarin proefpersonen handeldrijven in de voorbeelden van Scarf (1960). De resultaten
daarvan zijn opmerkelijk: handel in het stabiele voorbeeld benadert het Walrasiaans
evenwicht; in de instabiele voorbeelden bewegen de prijzen in de richting, die is voorspeld door tâtonnement theorie. Dit suggereert dat we iets wezenlijks kunnen leren
over het ontstaan van evenwicht door experimentele handel te bestuderen.
Dit proefschrift wil een bijdrage leveren aan ons inzicht door experimentele handel
te repliceren met behulp van algoritmes. Het zoekt een gedragsverklaring voor prijsvorming, die rekening houdt met het feit dat een economie zich buiten het evenwicht
bevindt en met de feilbaarheid van menselijke keuzes. We willen weten hoe menselijke handelaren zich gedagen en hoe dit het proces van evenwicht zoeken beïnvloedt.
Hoe komen zij tot voorgestelde prijzen? Welke mogelijkheden nemen ze waar? Als
handelaren meerdere acties voor mogelijk houden, hoe komen ze dan tot een keuze?
Zijn hun strategieën ecologisch rationeel, d.w.z. overleeft een strategie de concurrentie
met andere handelwijzen?
Hoofdstuk 1 geeft een beknopte introductie tot en een overzicht van ons onderzoek.
Hoofdstuk 2 bespreekt verschillende theorieën over prijsvorming. Hierbij doen
we vooral een beroep op stabiliteitstheorie omdat ons onderzoek plaats vindt in de
context van een algemeen evenwichtsmodel. We vinden dat aannames met betrekking
tot alomvattende plannen, prijzen die als gegeven worden beschouwd en de centrale
rol van het geaggregeerde vraagoverschot niet stroken met onze doelstelling. Daarom
geven we er de voorkeur aan om het onderwerp van stabiliteitstheorie te bestuderen
vanuit het perspectief van experimentele economie en agent-based modeling.
In hoofstuk 3 beschrijven we de experimenten van Anderson et al.. Deze zijn
bijzonder relevant voor ons onderzoek omdat (i) handel tegen niet-evenwichtsprij185
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zen in een CDV voldoende realistisch is; (ii) de Scarf voorbeelden stellen theorieën
over prijsvorming zwaar op de proef; daarbij hebben Anderson et al. ook nog als
complicatie toegevoegd dat één goed de rol van geld vervult; (iii) aangezien er twee
markten zijn zal handel tegen niet-evenwichtsprijzen de stabiele toestand kunnen
verschuiven, weg van het Walrasiaanse evenwicht; (iv) convergentie naar het Walrasiaanse evenwicht is met menselijke handelaren afhankelijk van de initiële allocatie; (v)
de eventuele draairichting van prijzen biedt een extra mogelijkheid om onderscheid te
maken tussen alternatieve verklaringen. Prof. Anderson is zo vriendelijk geweest om
gegevens van twee experimenten ter beschikking te stellen (van het stabiele voorbeeld
en van de economie waarin prijzen tegen de klok indraaien). Deze data bieden ons de
mogelijkheid om 9799 individuele beslissingen te voorspellen. We gebruiken de data
hier ook om gestileerde feiten af te leiden die menselijk handeldrijven karakteriseren.
Hoofdstuk 4 introduceert ons simulatie-platform, FACTS (dat staat voor Fallible
Agents’ Commodity Trading System). Als onderdeel van de calibratie van FACTS
richten we ons op de totstandkoming van voorgestelde prijzen. Volgens de economische theorie is monopolistische concurrentie de aangewezen manier om gedrag buiten
het evenwicht te begrijpen. In de Scarf economieën betekent dit dat handelaren
prijzen zetten door hun nut te optimaliseren tegen de eigen verwachtingen met betrekking tot de kans dat een voorgestelde prijs wordt geaccepteerd. Dit is echter niet
hoe de proefpersonen van Anderson et al. zich gedragen. In plaats daarvan lijken
zij hun inschatting van de evenwichtsprijs te gebruiken om hun reserveringsprijs te
verankeren. Dit herinnert aan prijs nemen, maar dan in een meer actieve vorm, omdat de handelaren te maken hebben met incomplete en onbetrouwbare prijs-signalen.
Met betrekking tot de calibratie van prijsverwachtingen geven verschillende criteria
de voorkeur aan verschillende algoritmes. Het algoritme dat menselijke acties het
beste voorspelt, eBAS, leidt verwachte prijzen af uit de geldende bied- en laatprijzen.
algoritmes die zogenaamde "no arbitrage" prijzen schatten genereren robuuste convergentie. Het ZIP-algoritme van Cliff en Bruten (1997a) leidt tot prijzen die in de
instabiele Scarf economieën systematisch draaien in de richting, die is voorspeld door
tâtonnement theorie. Alles overziend geven we de voorkeur aan het eGD-algoritme,
dat "no arbitrage" prijzen afleidt uit zogeheten Gjerstad-Dickhaut verwachtingen.
Misschien wel het belangrijkste resultaat van de calibratie van prijsverwachtingen is
het inzicht in hoe de algoritmes verbeterd kunnen worden. Onze robothandelaren
genereren niet genoeg transacties; bovendien worden de Gjerstad-Dickhaut verwachtingen op den duur ongevoelig voor nieuwe informatie. Deze issues zijn gerelateerd
en kunnen worden opgelost. algoritmes, die gebaseerd zijn op een doelstelling van te
behalen nut, kunnen naar verwachting meer profiteren van een groter aantal transacties dan andere algoritmes. Dit is een gevolg van het feit dat menselijk handeldrijven
hoofdzakelijk niet speculatief is: handelaren kopen wat ze nodig hebben en verkopen
wat ze kunnen missen. Meer transacties betekent dan dat robothandelaren leren dat
ze een hoger nut kunnen behalen.
Hoofdstuk 5 betoogt dat menselijke keuzes feilbaar zijn. Dit kan worden gezien als
een variant van "begrensde rationaliteit", waarbij agenten langdurig vooringenomen
kunnen zijn. Als voortzetting van de calibratie van FACTS bestuderen we hoe
mensen een keuze maken uit waargenomen mogelijkheden. Hierbij beperken we ons
tot beslissingen waarbij de actie van een menselijke handelaar door het eGD-algoritme
wordt herkend als een mogelijke optie. Om alternatieven te rangschikken maken we
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gebruik van nutsmaximimalisatie, cumulatieve prospect theorie, entropie-sensitieve
preferenties (ESP) en vuistregels voor het prioriteren van mogelijke acties.1 We vinden dat de vuistregels het gedrag van mensen het best voorspellen. Verder modeleren
we speculatief gedrag door een beroep te doen op de theorie van mental accounting.
Dit legt veel beperkingen op aan de verzameling van mogelijke acties en het impliceert
kortzichtig gedrag. De voorspelling van menselijk gedrag verbetert licht wanneer ook
arbitrage gedrag gebaseerd op mental accounting wordt toegestaan.
Hoofdstuk 6 onderzoekt of de resultaten van geselecteerde calibraties robuust zijn,
door robothandelaren de gelegenheid te geven om te leren welke strategie het best bij
hen past. Onze benadering van leren is een combinatie van zogenaamde replicator
dynamics en van reinforcement learning. Hier zijn de belangrijkste resultaten dat (i)
monopolistische concurrentie in de stabiele en in de tegen-de-klok-in economie sterk
wordt gedomineerd door reserveringsprijzen die zijn gebaseerd op verwachte prijzen;
(ii) de vuistregels voor het prioriteren van mogelijke acties sterk dominant zijn ten
opzichte van andere manieren om een beste alternatief te selecteren; en, onverwacht,
(iii) dat het ZIP-algoritme ecologisch rationeel is voor wat betreft de vorming van
prijsverwachtingen.
Appendix A bespreekt marktfalen. Dit treedt op als Pareto verbeteringen niet
kunnen worden geïmplementeerd door middel van handel. Onze initïele simulaties
liepen snel vast in marktfalen, als gevolg van de wijze waarop prijsverwachtingen werden geïnitialiseerd (willekeurig gekozen uit de simplex) en door hoeveelheidsbepaling
op basis van nutsmaximalisatie.
Appendix B geeft meer inzicht in FACTS. We leggen uit hoe robothandelaren
mogelijkheden waarnemen en hoe deze voorgesteld kunnen worden als een loterij.
Hier leiden we eveneens de vuistregels af voor het prioriteren van mogelijke acties.
Verder beschrijft de appendix de algoritmes voor het leren van prijzen. We hebben
bestaande algoritmes aangepast aan de context van de Scarf economieën en in een
enkel geval verbeteringen aangebracht. Daarnaast hebben we variaties en nieuwe
algoritmes toegevoegd.
Appendix C beschrijft een aanpassingsproces voor prijzen dat onderdeel was van
de ontwikkeling van FACTS. In dit proces veronderstelt de veilingmeester dat alle
handelaren een Cobb-Douglas nutsfunctie hebben. De gearticuleerde vraag naar goederen bij de eerder afgekondigde prijzen is voldoende om de hypothetische preferenties te identificeren. De unieke evenwichtsprijzen van de geassocieerde Cobb-Douglas
economie vormen de input voor de volgende iteratie. We bewijzen globale convergentie in CES economieën, waarin de handelaren CES nutsfuncties hebben die kunnen
variëren van Leontief tot en met Cobb-Douglas nutsfuncties.
Terugkijkend op de verklaring van convergentie in de stabiele Scarf economie geven
we enkele bespiegelingen:
• algoritmes die economisch bezien betekenisvolle prijzen opleveren bereiken geen
goede convergentie. We kunnen evenwel verwachten dat algoritmes die gebaseerd
zijn op een doelstelling ten aanzien van nut het beter zullen doen indien robothandelaren meer transacties genereren.
1 ESP introduceren een afweging tussen de verwachte waarde en de onzekerheid van een alternatief.
Dit kan verschillende van de zogenaamde keuze-paradoxen verklaren. We laten zien dat ESP passen
in het raamwerk van de keuze theorie nadat het axioma van onafhankelijkheid licht is afgezwakt.
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• Handelaren kunnen leren van eerdere prijzen, maar ook door goed te kijken
naar de acties die zij voor mogelijk houden. Hoofdstuk 3 laat zien dat slimme
handelaren in de instabiele economieën de evenwichtsprijzen op basis van introspectie kunnen bepalen, d.w.z. zonder te handelen. Als de handelaren echter
vuistregels gebruiken voor het prioriteren van mogelijke acties is het niet aannemelijk dat ze veel leren uit de beschikbare acties.
• In de Scarf economieën geldt dat afwijkingen van de evenwichtsprijs in één
markt geen invloed hebben op de prijsvorming in de andere markt. Zo’n locaal
effect van "valse" prijzen zou ook een verklaring kunnen zijn voor het feit dat
het competitieve evenwicht zo weinig verschuift van het Walrasiaanse evenwicht.
Onze simulaties suggereren echter anderszins.
• Plott et al. (2013) oppert dat prijzen in de stabiele Scarf economie convergeren
omdat handel een zogeheten "Marshalliaans pad" volgt, d.w.z. alsof kopers en
verkopers zijn gerangschikt op hun reserveringsprijs. Het is ons niet duidelijk
hoe een Marshalliaans pad geïmplementeerd zou moeten worden, want handelaren kunnen niet onderling coördineren op basis van private reserveringsprijzen;
bovendien zou hier ook sprake kunnen zijn van een perverse prikkel.
• Marshall (1961) stelt een ander mechanisme voor dat veelbelovend lijkt. Volgens Marshall bepalen handelaren, op basis van verwachte prijzen, hoeveel ze
aan ieder goed willen besteden. Daarna bepalen ze hun reserveringsprijzen,
waarbij ze rekening houden met eerdere transacties. Indien iemand gemiddeld
gesproken eerder teveel heeft betaald, dan wil hij nu minder betalen dan de
verwachte prijs om het verschil te compenseren. Dergelijk gedrag corrigeert
eerdere "fouten" in de markt waarin ze zijn ontstaan (en daarmee onderscheidt
het zich van doelstellingen ten aanzien van het te behalen nut en van monopolistische concurrentie).
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