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Abstract

Suicide is a significant global concern, causing over 700,000 deaths annually. Social
media platforms are considered effective avenues for providing proactive interventions.
This study comprehensively analyses 120,000 suicide-related posts on X. First, we de-
velop SuiBERT, a fine-tuned BERT model for detecting suicidal content. We then conduct
statistical analyses to examine the relationships between dimensional emotions (valence
and arousal), engagement levels, and suicidality. We further employ pattern analysis to
explore the account and post patterns between suicidal and non-suicidal groups. The re-
sults show that suicidal posts demonstrate lower levels of valence and arousal, alongwith
reduced engagement levels. Valence and arousal positively correlated with engagement
size but negatively with conversion rates. The findings enrich empirical insights into sui-
cide theories and reveal the relationship between dimensional emotions and engagement
levels. Practically, the pattern analysis offers valuable guidance for scholars and practi-
tioners in developing effective suicide detection and prevention systems.
Keywords: Suicide detection, Social media engagement, Dimensional emotion, Topic ex-
traction, Natural language processing

Introduction

Suicide is considered a pressing public health concern (WHO, 2021). TheWorldHealthOrganization (WHO)
reports an alarming global incidence of over 700,000 suicides annually. This distressing trend positions sui-
cide as the 13th leading cause of mortality worldwide and the 4th primary cause of death among individuals
aged 15 to 29 (WHO, 2021). Nonetheless, providing effective assistance can significantly prevent such ac-
tions. Thus, uncovering suicide-related patterns and developing evidence-based suicide intervention strate-
gies is crucial.

Nowadays, the development of social media platforms has become a promising avenue for researching men-
tal health issues. Research has shown that individuals with mental health disorders use social media at
comparable rates to the general population, with usage ranging from approximately 70% among middle-
aged and older adults to over 97% among younger individuals (Naslund et al., 2020). Exploratory stud-
ies show that individuals with mental illness often use social media to share experiences, seek information
about treatment, and give and receive support from others (Bucci et al., 2019; Naslund et al., 2016). Prior
research has showcased the efficacy of employing machine learning models to identify and analyse suicidal
content on social media platforms (Benton et al., 2017; O’Dea et al., 2015; Yin et al., 2014). Nonetheless,
the concealed and sensitive nature of such content challenges the model’s performance. The current state-
of-the-art Transformer models (Vaswani et al., 2017), as exemplified by Bidirectional Encoder Represen-
tations from Transformers (BERT) (Devlin et al., 2019), have revolutionised prediction tasks profoundly.
Leveraging extensive pre-training on large datasets covering diverse topics, these models offer the potential
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for enhanced performance in suicide detection tasks. However, their application in suicidality detection re-
mains under-explored. To bridge this gap, we introduce SuiBERT, a BERTmodel specifically fine-tuned for
suicide-related contexts to enhance the precision of identifying suicidal intent in posts.

Engagement serves both as a means of extending psychological support to individuals struggling with suici-
dal thoughts and as a mechanism for disseminating valuable suicide-related guidance to a wider audience.
Prior research mainly focused on using quantity as the engagement metric (Hu et al., 2015; Wang & Lu,
2022; Zhang et al., 2011), yet engagement levels are significantly influenced by the impressions posts man-
age to achieve. Notably, inDecember 2022, X introduced the “views”metric to quantify content impressions,
which has yet to be employed in any existing studies. Hence, this study introduces a novel metric named the
“engagement conversion rate” (ECR), which is defined as the ratio of engagements to the number of views a
post achieves, bridging the gap in comprehending engagement on a percentage scale.

Previous studies have extensively investigated the factors that distinguish levels of engagement. These in-
vestigations have explored different facets, such as post content and user attributes (Bakshy et al., 2012;
Firdaniza et al., 2021; Jiang et al., 2014). Moreover, the analysis of sentiment and emotion has received con-
siderable attention as key psychological drivers of diverse engagement results (Brady et al., 2017; Chawla
& Mehrotra, 2021). However, the emotional dimension, a primary incentive for individual involvement, re-
mains insufficiently addressed and necessitates further exploration. To bridge this gap, this research under-
takes a comprehensive examination of emotional dimensions, specifically focusing on valence and arousal,
to analyse their impact on user engagement with suicide-related content on X.

This study presents significant contributions in various aspects: first, it bridges a notable gap in applying
the state-of-the-art deep learning model in the mental health-related downstream task. Second, it pioneers
a novel approach by delving into emotional dimensions and examining their correlations with engagement
metrics on both numerical and percentage scales. Third, the study uncovers authentic content and patterns
within real-time suicide-related posts and provides invaluable insights for public healthcare organisations.

RelatedWork

Suicidal Content Detection Using Machine Learning Models

The capabilities of machine learning models in different application scenarios have been extensively ex-
plored in previous work. Currently, the most commonly used machine learning algorithms are random
forest (RF), support vector machines (SVM), logistic regression (LR), Naïve Bayes (NB), neural networks
(NN), and also ensemble machine learning methods (EM), in which multiple different algorithms are used.
Specifically, by applying SVM and LR to match posts and evaluate the quality of the prediction outcomes
with human coding results with statistical analysis, O’Dea et al. (2015) confirmed the feasibility of using
machine learning methods to detect the mental health status of X users. Likewise, Braithwaite et al. (2016)
confirmed the applicability of a decision tree (DT) in analysing X data by comparing it to empirically vali-
dated indicators of suicidal tendencies within theUS population. Walsh et al. (2017) applied RF to electronic
health records (EHR) for scalable risk detection with improved prediction outcomes (AUC = 0.84, precision
= 0.79, recall = 0.95, Brier score = 0.14). And they further utilised RF and LR for clinically practical risk
prediction to address the problem of implementing screening at scale (Walsh et al., 2018). Also, Adamou
et al. (2018) conducted SVM on data of patients who died by suicide in the period 2013–2016 including
both structured data and free-text medical notes, and points out that machine learning holds promise for
predicting the suicidality at the time of referral to mental health services within a given time frame.

Furthermore, deep learningmodels have also been implemented for building a suicide attempt early-warning
system (EWS) which helps identify at-risk individuals and analyse the impact of repeated attempts on the
risk of eventual suicide and achieved an AUC of 0.792 (Zheng et al., 2020). While remarkable achievements
have been reached using conventional deep learning models, these models commonly face challenges in
training and exhibit low computational efficiency. Leveraging the recent progress made in the realm of deep
learning, Devlin et al. (2018) developed Bidirectional Encoder Representations from Transformers (BERT),
a pre-trained model with superior contextual understanding and minimal training efforts required.

Such progress in pretrained contextualised language representations has led to various domain-specific im-
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plementations of downstream applications. However, as far as we could discern, there appears to be a com-
parative lack of studies on the downstreamapplications of pretrained large languagemodels to the domain of
suicide analysis. In response to this gap, we introduce SuiBERT, a BERTmodel that has been specially fine-
tuned for the explicit purpose of identifying suicidal posts. Additionally, a hybrid pseudo-labelling approach
is implemented during the fine-tuning process. This method combines both predicted results and human
annotations to enrich the training dataset, which adeptly addresses the challenge of sparse annotations and
enhances the model’s effectiveness by leveraging insights from its own errors.

Emotion Dimensional Models

Emotion models are typically categorised into two groups: categorical and dimensional. The categorical
model of emotions has the advantage of directly representing human emotions using understandable emo-
tion labels, with each category encompassing a wide range of emotions. Ekman (1992) concluded the six
basic emotions: anger, disgust, fear, happiness, sadness, and surprise. Besides, Plutchik (1980) created a
wheel of emotions to illustrate different emotions. In this theory, he proposes 8 primary bipolar emotions:
joy versus sadness, anger versus fear, trust versus disgust, and surprise versus anticipation. And these emo-
tions can further be mixed to create new emotions (Plutchik, 1980).

However, this type of categorical model faces two common issues. Firstly, it may lead to inaccurate emotion
detection due to the requirement of selecting a specific emotion label category. Secondly, the categorical
model may be limited in capturing all emotions, making it challenging to differentiate certain extreme emo-
tions (Mehrabian, 1996; PS &Mahalakshmi, 2017). Considering this, the dimensional emotionmodels offer
an optimal solution by representing effects in a dimensional format, which proposes that a shared and in-
terconnected neurophysiological system is accountable for all emotional states (Posner et al., 2005). The
leading dimensional model includes two dimensions, valence and arousal, where the valence dimension
indicates whether the emotion is positive or negative, and the arousal dimension represents the level of ex-
citement in the emotion (Russell, 1980). This type of model defines emotional states along a scale of varying
intensity and maps them to a continuous, two-dimensional space. This approach enables the capture of
fine-grained emotions and offers a broader range of emotional representations, including the more extreme
emotions in suicide-related content that are likely to be overlooked in the limited set of basic emotions of
categorical emotion models (Park et al., 2019; Russell, 1980; Yoon & Chung, 2011). By examining suicide
through the two emotion dimensions (valence and arousal), a more thorough and nuanced understanding
of the emotions conveyed in the suicidal text can be captured.

Engagement Metrics

The state of being engaged is defined as “emotional involvement or commitment” (Merriam-Webster, 2023).
As proposed by Johnston (2018), engagement is a multidimensional relational concept encompassing psy-
chological and behavioural attributes of connection, interaction, and participation.

Although themeasurement of social media engagement is inconsistent due to its polysemic nature, common
elements can be identified and generalised into various conceptualisations (Schultz & Peltier, 2013; Trunfio
& Rossi, 2021). Literature generally agrees that consumer engagement on social media can be classified
into three dimensions: cognitive (focus and interest), emotional (feelings), and behavioural (interactions)
(Brodie et al., 2011; Hollebeek, 2018; Trunfio & Rossi, 2021). Specifically, the behavioural dimension is
reflected through actions such as replying, reposting, liking, and viewing content (Trunfio & Rossi, 2021).
Furthermore, different actions correspond to different degrees of engagement. Muntinga et al. (2011), in
their Consumer Online Brand Related Activities (COBRA) Model suggest three dimensions of analysis: con-
sumption, contribution, and creation. In particular, viewing content is considered to be the basic level of
information consumption for receivers. Contribution involves responses in peer-to-peer interactions related
to content, such as replying, reposting, and liking. In the creation dimension, users spontaneously generate
relevant content. In the context of suicide prevention, effective basic intervention requires actively involved
engagement rather than passive views from the audience. Therefore, to comprehend the active interactions
of suicide-related posts, we measure the contribution dimension of behavioural social media engagement,
which is embodied by the number of replies, reposts, and likes that a post receives. Moreover, X defines
their baseline metric to measure engagement as the total number of times a user interacts with the stimuli
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to which they are exposed (X Corp., 2023). Therefore, the variable engagement size (ES) in this study is
measured as the total count of replies, reposts, and likes a post receives. For example, if a post receives 4
replies, 2 reposts, and 10 likes, its engagement size would be 16.

While the engagement size indicates the extent of interactions that content attracts on the contribution di-
mension, the engagement conversion rate further evaluates the effectiveness of converting active user en-
gagements by contextualising those interactions within the total audience exposed. As far as we discerned,
no studies have explored the engagement conversion rate to date. As suggested by X Engagement API, the
engagement conversion rate metric can be measured by dividing the cumulative engagements by the overall
views within the analysed period (X Corp., 2023). This metric provides a more intricate understanding of
how many interactions a post can secure for a given impression.

Conceptualising Emotional Drivers Behind Social Media Engagements

The underlying mechanism between post characteristics and audience engagement can be explained by the
Stimulus-Organism-Response (S-O-R) framework proposed by Mehrabian and Russell (1974). Specifically,
Mehrabian and Russell (1974) argue that environmental stimuli are linked to behavioural responses by the
primary emotional responses of arousal, pleasure (valence), and dominance. Furthermore, subsequent em-
pirical research consistently shows that arousal and valence explain most of the variance in responding be-
haviours and dominance is considered to be the least significant aspect of the model (Vieira, 2013).

Previous research has explored how various factors influence engagement levels on X. In the study con-
ducted by Ferrara and Yang (2015) on the influence of emotion polarity on information diffusion, positive
messages, despite spreading slower, were found to reach larger audiences compared to negative messages.
Furthermore, emotions not only differ in terms of being positive or negative but also vary in the level of
physiological arousal they evoke. Physiological arousal, associated with the activation of the autonomic ner-
vous system (Heilman, 1997), plays a crucial role in the engagement process. For the purpose of avoiding
uncertainty, high-arousal emotions have a more significant impact on increasing engagement intentions
than low-arousal emotions. Consequently, it is postulated that posts with higher arousal level will generate
greater engagement on X.

Additionally, other post characteristics have been studied to test their influence on engagements on X. Suh
et al. (2010) discovered that URLs and hashtags have high associations with repost possibility. Besides, the
number of followers are examined as having an influence on the size of the repost (Araujo et al., 2015; Bruns
& Burgess, 2012; Van De Velde et al., 2015). Although previous research has been conducted on user en-
gagement on X, the potential influence of dimensional emotion metrics remains underexplored. Therefore,
this study emphasises examining the influence of the arousal and valence levels of the content on both the
engagement size and engagement conversion rate for a given post during the analysis period.

Research Questions and Hypotheses

The theories on suicide suggest that suicide is a response to painful emotional states, such as hopelessness,
loneliness, defeat, distressing, thwarted belongingness, and perceived burdensomeness, with many involv-
ing the desire to escape from negative emotions passively (Baumeister, 1990; Joiner et al., 2002; Kovacs
& Garrison, 1985). Valence signifies emotional pleasantness, and arousal denotes the level of emotional
excitement. Hence:

Hypothesis 1 (H1) The (a) valence and (b) arousal of suicidal posts are expected to be lower compared
to non-suicidal posts.

According to SOR theory (Mehrabian & Russell, 1974), we propose that the levels of valence and arousal
in a post significantly influence the extent of user engagement of suicide-related content on X. Specifically,
we argue that both positive content and highly arousing content are more likely to generate higher levels of
engagement. Thus, the following hypotheses are proposed:

Hypothesis 2 (H2) The higher the (a) valence and (b) arousal levels exhibited in a suicide-related post,
the greater the extent of its engagement size.
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Hypothesis 3 (H3) The higher the (a) valence and (b) arousal levels exhibited in a suicide-related post,
the greater the extent of its engagement conversion rate.

Furthermore, building on the foundation of H1, which suggests that posts with suicidal ideation tend to
display lower levels of arousal and valence, the subsequent hypothesis is formulated:

Hypothesis 4 (H4) The (a) engagement size and (b) engagement conversion rate of suicidal posts are
expected to be lower compared to non-suicidal posts.

The hypotheses’ relationships are highlighted in Figure 1:

H4a

Suicidal / Non-Suicidal Tweets

Valence Score

Arousal Score Engagement Conversion Rate

Engagement Size

H1b

H3b

H2a

H2b

H3a

H4b

H1a

Figure 1. Hypotheses Defined as Predictive Relationships between Variables

Data and Methods

Data Collection and Cleaning

To perform the empirical analysis, we collected public posts on X related to suicide using keywords “suicide”
and “suicidal”. Our final dataset spans from December 2022 to May 2023, with 20,000 posts collected each
month. As a result, our final dataset consisted of 120,000 samples. The selection of this specific time period
for data collectionwas driven by two key factors. Firstly, X introduced the “View” feature inDecember, 2022,
and data collected thereafter would need to incorporate this attribute, which is an essential component of the
dependent variable ECR in this study. Secondly, our approach involves collecting posts throughout the day
over several months, which helps to alleviate potential biases thatmight arise from a concentrated collection
period, ensuring the capture of fluctuating suicide-related tendencies across different time segments.

The complete dataset included the following attributes: UserID (anonymised), Post, Timestamp, Reposts,
Likes, Replies, Views, Followers, Followings, Hashtags, HasURL. Subsequently, we cleaned the dataset for
future analysis. This involved filtering out low-activity account samples with a total post count of less than
30 and a follower count of less than 10. Then, we also checked and removed missing values.

Fine-Tuning SuiBERT: A BERTModel for Detection of Suicidal Content

To detect suicidal posts onX, we developed SuiBERT, a fine-tuned BERTmodel to classify posts as “Suicidal”
and “Non-suicidal” along with the respective probability scores for each classification outcome. Specifically,
we selected the bert-base-uncased (Devlin et al., 2018) model (hidden vectors: 768, self-attention heads:
12) as the baseline model. Subsequently, we utilised an iterative semi-supervised approach to fine-tune the
pre-trained bert-base-uncasedmodel for its application in suicidality detection.

Forty-Fifth International Conference on Information Systems, Bangkok, Thailand 2024
5



From Posts to Insights on Suicide-Related Tweets

Initialization of Fine-Tuning Process of SuiBERT

To execute the fine-tuning process on the baseline model bert-base-uncased, the PyTorch framework (ver-
sion: 2.0.1+cu118) and transformers library (version: 4.30.2) are employed. AdamW (β1 = 0.9 and β2 =
0.999) is selected as the optimizer. The cross-entropy loss function was utilised, centring on disparities in
category probabilities and imposing stricter penalties for misclassifications. Furthermore, according to De-
vlin et al. (2018), for fine-tuning the BERT model, the dropout probability is suggested to be always kept at
0.1, and the recommended range of hyperparameters are:

• Batch size: 16, 32
• Learning rate: 5× 10−5, 3× 10−5, 2× 10−5

• Number of epochs: 2, 3, 4

Therefore, within this specific context, where both assessments of hardware capabilities and database scale
are taken into account, the foundational learning rate was configured at 2× 10−5. And the training process
was defined to span across 5 epochs. The training batch size was designated as 32, and the evaluation batch
size is set to 8. All computations and tasks were conducted on a GPU A100 for enhanced efficiency and
performance.

Fine-Tuning on Hybrid-Augmented Data

To start with, a random subset (N = 2,500) of the original dataset was selected for meticulous human la-
belling. Each post in the datasetwas annotatedwith one status label from the tag set {Suicidal, Non-suicidal}.
After annotation, the dataset exhibited a notably unbalanced distribution, with amere 2.88% (N = 72) of the
posts labelled as suicidal and 97.12% (N = 2,428) labelled as non-suicidal. In order to ensure an adequate
representation of suicidal instances during the model training process, the dataset was split into a 72.25%
training subset (N = 1,806), a 12.75% validation subset (N = 319), and a 15% test subset (N = 375). Moreover,
a pseudo-labelling approach that combines prediction outcomes with human interpretation was implied to
address dataset imbalance as illustrated in Figure 2.

Human Labeled
Training Set

Label: 
Non-suicidal Train

SuiBERT
Model

Satisfies
Recall

 Criteria

Final
SuiBERT

Model

Unlabelled
Partial Dataset

Classification 
Outputs

Fine-tuned
SuiBERT

Model

Entire
Dataset

Manually
Reclassify

Y

N

Label: 
Suicidal

Suicidal 
Classifications

Figure 2. Pseudolabelling Algorithm for SuiBERT Fine-Tuning

In this approach, human interpretation was employed to iteratively evaluate the model’s predictions of sui-
cidal posts. Specifically, posts that were consistently identified as suicidal by both the model and the human
interpreter were added to the suicidal label in the training set, thereby expanding the training data. Besides,
instances where the model was classified as suicidal but was considered non-suicidal by the human inter-
preter, weremarked asmisclassified samples. Thesemisclassified instances were subsequently added to the
non-suicidal label. This process was undertaken iteratively, whereby the model progressively refines its pre-
dictive abilities by incorporating augmented positive instances and learning from its misclassifications. The
cycle of iteration continued until batch 3.0, by which point the count of instances labelled as suicidal became
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sufficient. At this stage, the ultimate fine-tuned BERT model (SuiBERT) was generated and subsequently
employed to analyse the entire dataset to identify posts that could potentially indicate signs of suicidal ten-
dencies. Among the total of 105,315 samples, 96.55% (N = 101,685) were classified as non-suicidal, while a
mere 3.45% (N = 3,630) were classified as suicidal.

Emotion Analysis

To measure dimensional emotions, valence and arousal, we employed a lexicon-based methodology where
the extended ANEW Lexicon (Warriner et al., 2013) was utilised for scoring. This lexicon offers valence and
arousal ratings for a comprehensive collection of 13,915 English lemmas including stimuli from almost all of
the category norms (e.g. various diseases, occupations, and taboo words), and each dimension in the lexicon
was scored on a range from 1 to 9 (Warriner et al., 2013).

First, each post was segmented into tokens and then lemmatized to generalise different forms of sentiment
vocabulary and effectively mapped them into the lexicon and thereby labelled them with the corresponding
emotional scores. In addition, we believed that if a negation word is found within the first three positions
of a word present in the lexicon, the valence sentiment will be reversed. Consequently, the corresponding
valence score also necessitated a corresponding reversal to accurately reflect this change in valence. When a
word initially carried a positive valence but is influenced by the presence of a negation term, the initial high
valence score (e.g., 7) was modified downward to a symmetrically lower value (e.g., 3).

Afterwards, the overall emotional score for distinct emotional words within the post that are present in the
extendedANEW lexiconwas calculated by adapting themean score of all recognised emotionwords. The use
of an average score enabled one to mitigate the uneven influence of lengthy posts, which frequently contain
a higher count of emotional words thereby yielding notably higher overall emotional scores and potentially
obscuring the genuine emotional essence of the sentences. The following illustrative examples are presented
to illustrate the calculating process, with recognized emotion words underlined, negation words bolded, and
names replaced by randomly generated names:

Sentence without negation: “I’m also struggling to understand. Unless they see it as an easy way to
suicide.”
Recognised words: understand, see, easy, way, suicide

Valence: 5.6 =
6.7 + 6.3 + 7.5 + 5.9 + 1.6

5

Arousal: 4.1 =
3.5 + 3.9 + 3.8 + 2.9 + 6.2

5

Sentence with negation: “Sophia confirms it! She’ll be found dead in her apartment from suicide in 2
days! Elijah is not happy!”
Recognised words: be, dead, apartment, suicide, day, happy

Valence: 3.9 =
6.2 + 2.0 + 5.7 + 1.6 + 6.4 + (10− 8.5)

6

Arousal: 4.5 =
3.4 + 3.9 + 3.8 + 6.2 + 3.6 + 6.1

6

Finally, the counts of recognised emotional words were appended to the dataset.

Regression Analysis

Regression Model 1: Testing H2 and H4a

H2 posits a positive relationship between the two dimensions of emotion (valence and arousal) and engage-
ment size. Meanwhile, H4a suggests that suicidal posts would exhibit a smaller engagement size. To exam-
ine H2, the valence score and arousal score derived from emotion analysis are designated as the main inde-
pendent variables, denoted as valence and arousal, respectively. Additionally, to assess H4a, the dummy
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variable label is introduced, wherein 1 signifies suicidal content and 0 indicates non-suicidal. To measure
the impact of these variables on the engagement size, the cumulative count of reposts, likes, and replies
accumulated within the sample period is computed, forming the dependent variable ES.
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Figure 3. ES Distribution Count
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Figure 4. ECR Distribution Count

Additionally, aligning with the discussion outlined in the section Conceptualising Emotional Drivers Behind
Social Media Engagements, previous studies have identified additional factors that influence engagement
on social media. For instance, URLs and hashtags highlighted by (Suh et al., 2010), and the number of fol-
lowers (Araujo et al., 2015; Bruns & Burgess, 2012; Van De Velde et al., 2015). Consequently, this model
incorporates the binary variable hasURL to indicate the presence of URLs, the variable hashtags to repre-
sent the total count of hashtags per post, and the variable followers to indicate the cumulative number of
followers, all serving as control variables.

Subsequently, an exploratory analysis of the variables is conducted to gain initial insights into the shape of
the variables. The histogram graph in Figure 3 displays the distribution of ES. The graph clearly indicates
a significant presence of zero values in the ES data. We conduct the regression analysis only for the non-
zero portion due to the intricate causes behind a zero engagement post on X, including psychological and
behavioural factors. Besides, various determinants such as account settings and post permission settings
will influence whether or not other users can interact with the post.

The dependent variable ES consists of non-negative discrete count data and does not conform to normal-
ity. Therefore, the Poisson regression model was initially considered as a potential approach. Furthermore,
Table 1 highlights the existence of over-dispersion within the ES data, which is inconsistent with the conven-
tional assumption of the Poisson distribution model where mean and variance are expected to be equal.

According to Agresti (2012) and Allison (2012), the negative binomial regression (NBR) model is a generali-
sation of the Poisson regression model that is designed to address over-dispersion. Therefore, a NBRmodel
is employed to test H2 and H4a. The standard expression for the NBR model is formulated as follows:

logλi = β0 + β1xi1 + β2xi2 + · · ·+ βkxik (1)

Where: λi is the expected value of the dependent variable yi for subject i. xin are the independent variables.
βn are the corresponding regression coefficients.

Furthermore, given thewide-ranging values observed in the variable followers, a logarithmic transformation
is employed. By utilising the NBR approach on the variables associated with H2 and H4a, the resulting
regression model is presented below:

log(E(ES|∗)) = β0 + β1V + β2A+ β3L+ β4U + β5H + β6 log(F ) (2)
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Where: E(ES|∗) is the expectation of ES conditional on the set of the explanatory variables. βn are the
regression coefficients. V andA are the emotion scores, valence and arousal. L represents the label, suicidal
(1) or non-suicidal (0). U is a dummy variable forURLpresence. H is the total number of hashtags, hashtags.
log(F ) is the logarithm of the number of followers.
As NBR utilises the logarithm of the conditional expectation of the dependent variable, it necessitates an
exponential conversion of the estimated coefficients, which implies:

E(ES|∗) = exp(β0 + β1V + β2A+ β3L+ β4U + β5H + β6 log(F )) (3)

Arousal Valence Followers Hashtags URL ES ECR
Std 0.52 0.93 465957.68 1 0.39 750.05 0.06
Min 1.95 1.40 10 0 0 0 0
25% 4.17 4.47 86 0 0 0 0
50% 4.42 4.98 317 0 0 1 0.01
75% 4.74 5.40 1242 0 0 3 0.04
Max 7.79 8.52 61465718 32 1 225470 2

Table 1. Summary Statistics for the Entire Dataset

Model 2: Testing H3 and H4b

To test H3 and H4b, the dependent variable ECR is calculated by dividing the number of engagements by
the count of views. The distribution of ECR is presented in Figure 4.

With the goal of investigating the influence of emotional dimensions and suicidality on ECR, we apply the
NBRmodel and calculate the conversion rate as the count of events divided by a specificmeasure of exposure
for that unit. Specifically, utilising Model 1 as a foundation, Model 2 adds the exposure variable views
whenbuilding themodel. Such incorporation allows for accommodating variations in exposure levels among
distinct units and effectively considers the impact of impressions. As such, the formula of Model 2 is as
follows:

log(
E(ES)

I
|∗)) = β0 + β1V + β2A+ β3L+ β4U + β5H + β6 log(F ) (4)

By performing algebraic transformations, the following formula can be obtained:

log(E(ES|∗)) = β0 + β1V + β2A+ β3L+ β4U + β5H + β6 log(F ) + β7 log(I) (5)

Where I represents the total impression count of the post, views.

Exploring Influential Suicide-Related Topics Using BERTopic

In addition to quantitative research, qualitative content analysis holds equal significance in attaining amore
profound understanding of the underlying patterns within suicidal and non-suicidal content. To delve into
an in-depth exploration of the distinct topics covered within each category, we employed BERTopic, amodel
that leverages clustering techniques and a class-based variation of TF-IDF to generate coherent topic repre-
sentations (Grootendorst, 2022).

Among the whole dataset (N = 105,315), a significant majority of 101,685 samples (96.55%) are categorized
as non-suicidal. To mitigate potential bias stemming from class imbalance, a random sub-sample of equiv-
alent size to the suicidal group (N = 3,630) is extracted from the non-suicidal category. This balanced sub-
sample is then utilised for topic modelling.
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Results

Performance Evaluation of SuiBERT

Given the primary objective of this study is to detect more suicidal posts, a higher importance is given to
assessing the model’s effectiveness in identifying suicidal posts. As shown in Table 2, the recall values have
exhibited a noticeable improvement in the latter batches, rising from 0.750 to 0.904. This validates the
model’s robustness in classification performance when applied to the entire dataset.

Batch Confusion Matrix Accuracy Recall

batch 1.0

362 5

8 24

 0.967 0.750

batch 2.0

363 21

16 52

 0.918 0.760

batch 3.0

356 35

9 85

 0.909 0.904

Table 2. SuiBERT Fine-Tuning Evaluation

Valence Arousal
Suicidal Non-Suicidal Suicidal Non-Suicidal

Mean 4.67 4.86 4.47 4.50
Std. 1.07 0.92 0.50 0.52
Var. 1.14 0.85 0.25 0.27
Min. 1.58 1.40 2.35 1.95
25% 4.24 4.48 4.16 4.17
50% 4.86 4.98 4.40 4.42
75% 5.34 5.40 4.77 4.74
Max. 8.42 8.52 7.14 7.79

Table 3. Valence and Arousal Statistics

Descriptive Analysis Between Suicidal and Non-Suicidal posts

H1 posits that the emotional dimensions of valence (H1a) and arousal (H1b) in suicidal posts are expected to
be lower compared to non-suicidal posts. Table 3 presents the descriptive statistics for valence and arousal
within both suicidal and non-suicidal posts.

For suicidal posts, valence scores exhibit a range spanning from 1.58 (negative valence) to 8.42 (positive
valence). The corresponding mean valence score is calculated at 4.67, with a standard deviation of 1.07.
Comparatively, non-suicidal posts demonstrate valence scores that span from 1.40 (negative valence) to
8.52 (positive valence). The mean valence score for this category is 4.86, with a standard deviation of 0.92.
The two sample z-test results (z = −10.560, p < 0.001) reveal a substantial difference in mean valence
between the two groups, with a significant reduction in the mean valence for the suicidal group compared to
the non-suicidal group. Furthermore, as demonstrated by Figure 5, suicidal subsets predominantly cluster
in the lower score range compared to the non-suicidal counterparts. Thus, H1a is supported.
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Figure 5. Valence Distribution KDE
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Figure 6. Arousal Distribution KDE
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In terms of arousal, as depicted in Table 3, the range within the suicidal group spans from 2.35 (low arousal)
to 7.14 (high arousal) and the mean arousal score for these posts is calculated at 4.47, with a standard devia-
tion of 0.50. Comparatively, non-suicidal posts demonstrate arousal scores ranging from 1.95 (low arousal)
to 7.79 (high arousal) with an average arousal score of 4.50 and a standard deviation of 0.52. The two sample
z-test results (z = −3.547, p < 0.001) indicate a statistically significant difference in mean arousal between
the two groups, with the suicidal group exhibiting a lower level of average arousal.Furthermore, as depicted
in Figure 6, the suicidal group exhibits a denser concentration in the lower score range. Therefore, H1b is
supported.

Analyzing Regression Model Outcomes

Result Analysis of Model 1

To test H2, the result of Model 1 is examined in the section.

The regression result of Model 1 is exhibited in Table 4. The estimated over-dispersion parameter (α) is
calculated to be 2.154 (e0.768 ≈ 2.154), exhibiting a statistically significant indication of substantial over-
dispersion (p < 0.001). This observation further underscores the appropriateness of the NBR model.

The findings indicate that the influence of valence is positive and statistically significant (β = 0.038, p <
0.001). This implies that a one-unit increase in valence will trigger a 3.8% (e0.038 ≈ 1.038) increase in the
expected value of ES. Hence, H2a is supported.

Similarly, the positive impact of arousal on ES is discernible (β = 0.165) and statistically significant (p <
0.001). This result indicates that an increase of one unit in arousal, holding other predictors constant, is antic-
ipated to result in a 1.179-fold (e0.165 ≈ 1.179) increase in the expected value of engagement, corresponding
to a 17.9% rise and providing support for H2b.

In the meantime, it is evident that the coefficient of label holds a negative and statistically significant value
(β = −0.185, eβ ≈ 0.831, p < 0.001). This signifies that, while keeping other variables constant, when label
changes from 0 to 1 (from non-suicidal to suicidal), the expected count of engagement size is estimated to
decrease by 16.9% approximately. Thus, H4a is supported.

Result Analysis of Model 2

The regression outcomes for Model 2 are depicted in Table 5. While the coefficients for valence and arousal
remain statistically significant (p < 0.01 and p < 0.05), they are found to be negative. This suggests that
an increase in valence and arousal is associated with a larger rise in impressions (views) than engagement.
Therefore, H3 are not supported. However, a significant and negative coefficient (β = −0.422, p < 0.001) is
observed for the label variable. Hence, H4b is supported.

Variable ES t-statistic
Valence 0.038*** 4.240
Arousal 0.165*** 10.300
Label -0.185*** -5.690
Hashtags 0.005 0.970
HasURL 0.456*** 29.720
log(Followers) 0.436*** 188.610
lnalpha 0.768*** 160.270

Table 4. Model 1 Results

Note: * p < 0.05, ** p < 0.01, *** p < 0.001

Variable ECR t-statistic
Valence -0.018** -3.060
Arousal -0.026* -2.490
Label -0.422*** -19.080
Hashtags -0.016*** -3.570
HasRUL -0.299*** -27.610
log(Followers) -0.049*** -23.100
lnalpha -0.424*** -63.14

Table 5. Model 2 Results

Note: * p < 0.05, ** p < 0.01, *** p < 0.001
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Patterns and Influential Topics in Suicide-Related Discourse on X

Pattern Analysis

To gain deeper insights into suicide-related discussions on X, an extensive pattern analysis is conducted.

Figures 7 and 8 illustrate the distribution of follower and following counts among accounts that post suicidal
and non-suicidal content. Evident disparities are observed between these two categories. Specifically, the
median counts of followers and followings in the suicidal group are notably lower compared to their non-
suicidal counterparts, implying that the suicidal group typically maintains a smaller social network.
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Figure 7. Followers Distribution
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Figure 8. Followings Distribution

Significant disparities in the distribution of post lengths between these two groups can be observed in Fig-
ure 9. In particular, suicidal posts demonstrate a clear peak of around 55 characters, displaying notable
short post lengths within this particular range. Conversely, the distribution for non-suicidal posts appears
comparably flat, with a minor peak occurring in the interval exceeding 100 characters.
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Figure 9. Tweet Length Distribution
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Figure 10. EmotionWord Count Distribution

In terms of emotional content within suicidal and non-suicidal posts, it is evaluated based on the cumu-
lative count of emotion (valence and arousal) words recognised from the extended ANEW lexicon within
each individual post. It is evident in Figure 10 that suicidal posts contain fewer emotional words, primarily
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centred around a count of 7. In contrast, non-suicidal posts demonstrate a more even distribution, with a
significantly heightened density in the realm of over 10 emotional words.

In order to uncover the temporal trends of suicidal thoughts expressed on X, Figures 11 and 12 show the
trend lines depicting both the overall cumulative suicidal score and the average suicidal score along with its
standard deviation within suicidal posts.

The cumulative trend line demonstrates fluctuating overall suicide scores within suicidal posts throughout
a 24-hour timeframe. Notable peaks are evident around 0:00, 16:00, 19:00 and 22:00 hours, while the
lowest point of 80 is observed around 11:00. The average suicidal scores trend unveils noteworthy patterns
of average suicidality scores over a 24-hour period, with notable peaks at around 1:00 and 7:00, a decline
frommorning to early afternoonwith the lowest point reached at around 14:00, and a relatively stable phase
from the late afternoon until the late evening.
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Figure 11. Total Suicidality Trend
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Figure 12. Average Suicidality Trend

Identified Key Topics: Insights from BERTopic Analysis

The BERTopic model produces a comprehensive set of 68 topics (excluding the outliers topic). Through
meticulous human interpretation, irrelevant topics are removed, leading to a reduction to 49 topics.

Subsequently, these topics are systematically organised into a set of 20 well-defined topic categories in-
cluding Alcohol, Diet, Education, Emotional Expression, Entertainment, Environment, Family, Financial,
Insomnia, LGBTQ (lesbian, gay, bisexual, transgender and queer), News, Politics, Psychological Support,
Religion, Seasons, Social Media, Suicide Prevention, Unemployment, Violence, andWomen’s Issues.

Non-suicidal Suicidal Total

Top 5

Social Media Religion Social Media
Unemployment Violence Religion
Financial Women’s Issues LGBTQ
LGBTQ Emotional Expression Violence
Seasons Alcohol Unemployment

Last 3
Suicide Prevention Politics Entertainment
Insomnia Environment Family
Family Education Suicide Prevention

Table 6. Topic Categories Ordered by EZ
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It can be observed from Table 6 that overall the topics with high engagement levels include social media
and religion. In contrast, topics about suicide prevention, family, insomnia, and education receive lower
engagement.

This comprehensive analysis provides a nuanced while thorough comprehension of the patterns inherent
in suicide-related discussions on X. It illuminates distinct behavioural, linguistic, and temporal character-
istics that differentiate various content related to suicide. This multifaceted insight not only contributes
to an enriched understanding of suicide-related discourse dynamics but also offers valuable prospects for
forthcoming research endeavours.

Conclusion and Future Research Directions

Suicide remains a severe public health concern. To prevent suicidal intentions from transforming into actual
suicidal behaviours, precise detection and tailored engagement on social media platforms play a crucial role.
However, the scarcity of suicidal samples challenges the traditional detection approaches. At the same time,
the intricate essence of suicide impedes the development of effective intervention strategies.

By developing the fine-tuned SuiBERT model with the pseudo-labelling method, we effectively address the
challenge of the skewed sample distribution for detecting suicidal content on X. Additionally, we delve into
the connection between suicidality, dimensional emotions, and engagement. The findings offer valuable ex-
perimental evidence by exploring dimensional emotions in suicide-related content, which attests to suicide
theories developed in prior research in the psychological domain. By investigating the influence of levels
of valence and arousal in stimuli on engagement patterns, this study offers a novel understanding of the
S-O-R model through the lens of dimensional emotion drivers. Furthermore, this study also contributes to
uncovering the patterns and topics presented within suicide-related posts, which provides deeper insights
into the suicide-related content on X.

The results of this study show that suicidal posts tend to exhibit lower levels of valence and arousal as well
as levels of engagement, and emotional dimensions exhibit varying impacts on engagement. Specifically,
positive and highly arousing emotions (high valence and high arousal) tend to trigger larger engagement
sizes. However, after the introduction of the view count as an exposure variable, both variables yield a
negative impact on the conversion rate of engagement.

The pattern analysis reveals that suicidal posts, in comparison to non-suicidal content, tend to be more
concise and adhere to a plain format. The highest levels of cumulative suicidality in posts are observed
around 0:00, 16:00, 19:00 and 22:00, which underscore the importance of enhancing efforts on suicide
prevention during these peak hours. Posts discussing religion and social media gain the highest levels of
engagement size. However, posts about suicide prevention and topics focusing on personal situations such
as family tend to attract relatively lower levels of engagement. This finding highlights the need to enhance
social media algorithms by increasing the visibility of posts about help-seeking and suicide prevention to
foster a more supportive environment for those struggling with suicidal thoughts.

The findings provide valuable insights for researchers and practitioners in the healthcare domain. However,
it is important to understand that suicide behaviour is an intricate and multi-faceted phenomenon. In this
study, we only focus on the contribution dimension of behavioural social media engagement. At the same
time, our study focused merely on the patterns at the aggregate level, which might introduce some bias
and overlook individual-level characteristics. In compliance with privacy and data protection standards, fu-
ture studies could explore the cognitive and emotional aspects of social media engagements by investigating
individual accounts and their networks to offer deeper insights into the nature of suicide and its impacts.
Moreover, it is worth noting that this study excluded data with an engagement size of 0 to prevent bias in
the model’s outcomes. Future research could delve into investigating the occurrence of zero engagements
on X. This deeper exploration could shed light on the factors contributing to this particular extreme engage-
ment pattern observed in suicide-related content. Finally, a promising direction for future investigation
involves applying the current developed framework and discovered patterns in this study to construct en-
hanced comprehensive information systems for detecting vulnerable users on social media platforms and
providing personalised assistance.
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This study stands as a response to the call of theWHO by applying cutting-edge machine learning models to
the realm of suicide study on social media. The ultimate goal is to draw more attention and research efforts
to this field, and the aspiration is for all stakeholders to unite and take concerted action, here and now.
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