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"This book tells the story of how we see. It is a story with only two characters, the 
physical world and the brain. The physical world is a cunning, deceitful character, full 

of lies, or worse, half-truths. It is not to be trusted at any time, nor at any cost. The 
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with fuzzy data, and a strict, sometimes literal, deadline. But over eons of 
evolutionary time, the brain has always had one crucial advantage: it knows that the 
physical world has to play by certain rules, rules that are ultimately derived from the 

laws of physics." 
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Chapter 1 
Introduction 

 
From the moment you wake up and open your eyes, your brain starts to process 
visual information. Light reflecting from your environment falls onto the eye lens, 
which projects it onto the retina in the back of the eye. Photoreceptors in the retina 
translate light intensity into a neural signal, which travels via the optic nerve to the 
brain (Figure 1.1A). But how does your brain 'make sense' of light? More precisely, 
how does it translate light rays into a visual representation of the outside world?  
 This fundamental question lies at the heart of visual neuroscience. Decades 
of research in humans and animals have taught us a great deal about how vision is 
implemented in the brain. We know that a large chunk of cortex at the back of our 
brain is dedicated to visual processing. This visual cortex itself exists of many sub-
areas that are specialized for different types of visual information. Some areas 
preferably respond to simple stimuli such as lines or colors; other areas only become 
active when a specific object is visible, such as a face or a house (Figure 1.1A).  
 Despite this cortical specialization, we do not experience a fragmented world 
existing of individual lines and objects. Instead, in our conscious perception, these 
different types of visual information are integrated into a coherent whole. This 
suggests that the visual areas do not operate in isolation; in fact, they form an 
intricate, large-scale network. This dedicated network somehow converts the light 
rays arriving at the retina into a complete representation of our environment. 
 
  

 
Figure 1.1 Research question and approach taken. A) When presented with visual stimulation, the brain 
translates light reflecting from the image into a neural signal. From the eye, signals travel (red arrows) 
via sub-cortical structures such as the thalamus (not shown) to the visual cortex. Thalamic nuclei 
respond to contrast, i.e. light to dark transitions in an image. The first cortical visual area, located in the 
visual pole at the back of the brain, preferably responds to contrast with a certain orientation. Higher-
level areas become responsive to entire objects, and are sometimes even specialized for specific object 
types such as faces, houses or bodies. It is unclear how all this information is combined in a coherent 
representation of the entire scene. B) The reported research is situated at the interface of psychology, 
neuroscience and computer vision (yellow star). We investigated subjective human perception of scenes 
with behavioral categorization experiments (psychology); we looked into the human brain to examine 
neural responses to visual scenes using modern neuroimaging techniques (neuroscience); and finally, 
we quantified information in the scenes by means of computational modeling (computer vision).  
 

7



 

An extensive literature exists on the anatomy and functional specialization of 
this brain network (e.g., Grill-Spector and Malach, 2004; Kravitz et al., 2013). 
However, understanding vision also requires understanding the computations that 
are involved in visual processing (Olshausen and Field, 2005; DiCarlo et al., 2012). 
In other words, we do not only want to know what is represented where in the brain, 
but also how these visual representations come about.  
 So how does the brain construct a coherent representation of an entire visual 
scene? This question has been approached before from multiple scientific disciplines 
(Figure 1.1B). Experimental psychology has examined our visual experiences during 
real-world scene perception. Neuroscience has measured how the brain responds to 
scene-specific information. Finally, computer vision - a branch of informatics that is 
concerned with the implementation of vision in artificial systems - has developed 
computational models of visual processing (Poggio and Serre, 2013).  
 The research presented in this thesis is located at the intersection of these 
three different fields (Figure 1.1B). We think that to understand how real-world scene 
representations are formed in the brain, it is necessary to relate experimental neural 
and behavioral findings to computational models of vision. This is because 
computational models can quantify the information that drives visual responses and 
thereby shapes the neural representations that underlie our visual experience.  
 In particular, this thesis explores the idea that a specific type of visual 
information known as natural image statistics plays an important role in the formation 
of visual representations of real-world scenes. Natural image statistics are real-world 
regularities that might help in representing visual information in an efficient way. One 
key hypothesis tested in this thesis is that the brain uses these statistical regularities 
to rapidly recognize and classify real-world scenes. We examined this question by 
explicitly modeling scene statistics and testing these models against behavioral and 
brain data.  

In this interdisciplinary approach, we thus aimed to relate psychological, 
neural and computational representations with one another. This is challenging 
because it involves dealing with different methods. In this thesis, we both developed 
new, and applied existing methodology that allows this, such as single-trial and 
dissimilarity analysis on time-resolved EEG data. 

Below, I first briefly review previous psychological and neuroscientific findings 
on real-world scene perception. Secondly, I explain in more detail what natural image 
statistics are and why they may be important for scene representation in the brain. 
Thirdly, I explain how computational models can be used to represent scene 
information, and how we can relate these models to behavioral and neural data. 
Finally, a brief description of the remaining chapters of this thesis is provided.  
 
Scene perception is fast and effortless 
A key feature of scene perception is that it occurs extremely fast. Already in the 
1970s - when computers were not yet available - experiments were performed to test 
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how much information we can extract from a single glance at a scene. Potter (1975) 
showed series of photos in rapid succession on a projector while observers searched 
for a particular target picture. They were either shown the target beforehand, or only 
given a verbal instruction, e.g. 'search for two men drinking beer'. Even when the 
photos were only shown for 1/8 of a second, the observers were still able to detect 
the target pictures with high accuracy. Importantly, they were equally accurate when 
they were only given the more abstract verbal instruction. This experiment thus 
showed that even with very brief visual exposure, the brain can process scenes to a 
level at which it is possible to identify their semantic content or meaning. 
 This conclusion has now been corroborated by many of these 'rapid serial 
visual presentation' experiments (Potter, 2012). Nowadays, we can easily replicate 
this experiment ourselves by simply flipping through the photo album on our laptop or 
smartphone. Even if you do it very fast, it is surprisingly easy to recognize the content 
of each picture: for example where it was taken, or objects and people in it. But how 
does your brain achieve this? In the 1990s, researchers began to examine how much 
time the brain takes to distinguish different types of scenes. They found that 
electroencephalography (EEG) measures of visual responses to scenes containing 
targets - such as animals or vehicles - and no-target scenes already differ at 150 ms 
after picture presentation (Thorpe et al., 1996; VanRullen and Thorpe, 2001). If 
subjects only needed to make an eye movement towards the relevant category, this 
could even be done within 120 ms (Kirchner and Thorpe, 2006).  
 Our brain thus seems to process scene information in a fast and efficient way: 
it needs only a single glance at a scene to extract relevant information within a 
fraction of a second. Another demonstration of this remarkable efficiency is that when 
observers have to detect objects in two scenes in parallel, EEG responses are just as 
fast as when they see only one scene at a time (Rousselet et al., 2002). Even more 
strikingly, when subjects are simultaneously engaged in a different task (with different 
stimuli), they are still quite good at categorizing animals or vehicles in scenes 
presented in another part of their visual field (Li et al., 2002).  
 Importantly, in the last study, good performance was only found when the 
stimuli in the second task were scenes: it did not occur for – seemingly - more simple 
discrimination of letters or disks. Together, these results have led researchers to 
believe that natural scenes are a 'superior' type of stimulus that the brain might 
process in a specialized manner (Braun, 2003). For example, the scene may serve 
as a context that facilitates rapid object detection (Bar, 2004; Oliva and Torralba, 
2007). But what makes scenes so easy to process? Intuitively, we might think that 
because it can consist of infinitely many features, a scene is visually complex. On the 
other hand, because of its complexity, it also has more information that the brain can 
exploit. In particular, low-level cues could aid in forming a rapid, first impression of a 
scene, which is often referred to as the gist of the scene (Schyns and Oliva, 1994; 
Oliva, 2005). 
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A role for natural image statistics? 
How might the brain extract scene gist? By contrasting neural activity to scenes 
versus single objects, neuroimaging and physiological studies have found scene-
selective areas within visual cortex (Epstein, 2005; Dilks et al., 2013). These areas 
appear to be particularly sensitive to the fact that scenes (unlike single objects) have 
a spatial layout (Epstein and Kanwisher, 1998; Kravitz et al., 2011; Park et al., 2011). 
In addition, it is possible to uncover a handful of scene categories based on activity in 
these regions, e.g. whether the scene depicts a forest or a beach (Walther et al., 
2009). This categorical information may in fact be related to differences in spatial 
layout between scene types. For example, the layout of forest scenes often consists 
of closed vertical contours, whereas beaches expand horizontally. In their 'Spatial 
Envelope' model, Oliva and Torralba proposed that such properties might be very 
important for scene gist representation (Oliva and Torralba, 2001). 

For these properties to be useful for rapid scene understanding, it should not 
take very long for the brain to extract them from the visual input. Behavioral 
experiments have shown that basic-level scene categorization - into beaches, 
forests, etc. - is equally fast as object categorization (Rousselet et al., 2005b). 
Interestingly, the extraction of global structural properties of the scenes appears to be 
even faster: observers require less exposure time  to decide whether a scene has an 
'open' layout, or whether it is 'natural', than whether it is a city or a forest scene 
(Greene and Oliva, 2009a), and they also respond faster to such global structural 
properties in a go-no go task (Joubert et al., 2007). Other behavioral paradigms 
recently also showed that categorization of global structural properties precedes that 
of scene category (Loschky and Larson, 2010; Kadar and Ben-Shahar, 2012) 
 But how can the brain rapidly extract global scene properties without first 
performing a detailed analysis of its constituent elements - or even its category? This 
is where natural image statistics come into play. The structural properties of scenes 
are governed by regularities in low-level properties of the visual environment. For 
example, forests tend to have higher spatial frequency content (Torralba and Oliva, 
2003), whereas beaches or city scenes are dominated by low spatial frequencies 
(Figure 1.2A). Similarly, the distribution of local contrast values differs between 
scene categories (Brady and Field, 2000; Tadmor and Tolhurst, 2000; Scholte et al., 
2009). Cluttered natural scenes (such as forests) have more Gaussian (bell-shaped) 
distributions compared to sparse man-made scenes that contain one or a few salient 
objects (such as a building) (Figure 1.2B). Perhaps the brain makes use of these 
statistical properties of the visual environment in order to form an initial structural 
impression of a visual scene. 

Surprisingly, very little research has been done on the question of whether 
and how the visual system of the brain encodes scene statistics. Theoretical work 
shows that real-world low-level regularities - such as the range of contrast levels - 
may have shaped the development of response properties of individual visual 
neurons, e.g., their receptive field shape and their tuning preferences (Olshausen 
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and Field, 1996a; Simoncelli, 2003; Geisler, 2008). This type of neural adaptation 
may have occurred because it increases the efficiency of information transmission by 
individual neurons (Laughlin, 1981; Vinje and Gallant, 2000, 2002). It is less clear, 
however, how these low-level regularities affect rapid recognition of entire natural 
scenes in humans. Some behavioral effects of scene statistics on rapid 
categorization have been demonstrated (Einhäuser et al., 2006; Wichmann et al., 
2006; Kaping et al., 2007; Loschky and Larson, 2008; Joubert et al., 2009), but how 
they affect representations at the neural level is not well known. 
 

 
Figure 1.2 Low-level regularities in natural scenes. A) Scene categories differ in terms of their spatial 
frequency content. Compared to the city scene, the forest scene contains more high spatial frequencies.  
This is reflected in higher power for these frequencies in 2D power spectra derived from a Fourier 
transformation of the scene (right; average over 6000 images). The fx and fy axes represent the 
frequencies at each possible orientation in the image; c/p is cycles per pixel. The contour lines represent 
50% (inner contour) and 80% (outer contour) of the total spectral energy ("spectral signatures"; copied 
from Torralba and Oliva, 2003, Figure 2; see also Baddeley, 1996). B) A similar difference between 
these two types of scenes is reflected in their contrast distribution, which indicates how often strong and 
weak contrasts are present across the scene. The distribution of forest-like scenes contains many 
contrasts of intermediate strength, and therefore has a Gaussian shape. Urban-like scenes have fewer, 
but stronger contrasts, resulting in a sparse, power-law shaped distribution.  
 
Modeling visual information 
In order to address the question of whether the human brain is sensitive to scene 
statistics during rapid scene categorization, it is necessary to consider how the visual 
system might compute scene statistics. In the Spatial Envelope model, spatial 
frequency regularities are exploited by organizing scenes based on principal 
components of their power spectra (Oliva and Torralba, 2001). These components 
can be mapped onto many of the global properties discussed above, such as 
'openness', 'naturalness' and 'depth' (Greene and Oliva, 2009b). However, it is 
unclear how the computation of these components may be implemented in the brain.  

Given that the visual cortex samples information locally, it is in fact unlikely 
that it can perform a computation akin to a whole-scene Fourier transformation that is 
necessary to derive the principal components (Graham, 1979; Field, 1987). Biological 
models of visual processing commonly start with conversion of the light intensities 
arriving at the retina to black vs. white (i.e., contrast) responses from neurons with 
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small, local receptive fields (Hubel and Wiesel, 1968). Each neuron thus only 'sees' a 
small part of the visual scene, effectively responding to local contrast present in that 
part of the scene. At further stages of processing, these responses are compressed 
and normalized (Heeger et al., 1996) before they are spatially combined in higher 
visual areas (Serre et al., 2007). Contrast distributions such as those depicted in 
Figure 1.2B, which summarize local contrast across the whole scene, could thus 
potentially be computed more easily in the brain than Fourier spectra.  

Further interest in contrast distributions comes from computer vision, which 
showed that not only the distributions of man-made and natural scenes, but of almost 
all natural images tend to range between power-law and Gaussian. This family of 
distributions is well described by a so-called Weibull function (Simoncelli, 1999). The 
Weibull regularity is a consequence of physical differences in fragmentation between 
scenes (Geusebroek and Smeulders, 2003). If a scene consists of many independent 
parts, there is necessarily a wide range of local contrast strengths present (Figure 
1.3A). If, on the other hand, the scene consists of a single object or space, contrast is 
restricted to a particular range (Geusebroek and Smeulders, 2002). Thus, it appears 
that the Weibull function well characterizes the dynamic range of initial visual 
responses when viewing natural images. 

In previous work, Scholte et al., (2009) showed that estimating these 
characteristics of the contrast distribution of a scene does not require a whole scene 
transformation, or even a Weibull fit. Instead, it can be done by simply summating the  

 

 
Figure 1.3 Computing and approximating contrast distribution statistics. A) The shape and scale of 
contrast distributions of natural scenes can be summarized in two parameters derived from a Weibull fit 
(β and γ). Hypothetical parameter values are shown below the Weibull fits of the distirbutions for 
illustration. B) Schematic of a biologically realistic model that approximates the two Weibull parameters 
by means of spatial summation. CE is the approximation of β; SC is the approximation of γ. 
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contrast responses at the first relay stage in visual processing after the retina (see 
Figure 1.1A), the lateral geniculate nucleus (LGN). By simulating these local 
responses to individual scenes, it is possible to derive two summary parameters that 
strongly correlate with the scale (β) and shape (γ) parameters of the Weibull function 
(Figure 1.3B).  

The scale parameter describes the average contrast strength in the scene, 
whereas the shape parameter describes to what degree the contrast distribution 
resembles a power law or a Gaussian distribution. Scenes with high β values often 
contain strong figure-ground segregation (e.g. because of the presence of an object 
with sharp edges), whereas images with high γ values are cluttered or textured 
(Figure 1.4). Throughout this thesis, we therefore refer to the approximation of the β-
parameter as contrast energy (CE), and to the approximation of the γ-parameter as 
spatial coherence (SC). Together, these two approximations provide a potential 
biologically plausible substrate for the computation of one particular scene property, 
the distribution of local contrast (Ghebreab et al., 2009).  
 The main focus of this thesis is to study to what extent the human brain 
makes use of these particular scene statistics in real-world visual processing. 
However, we also compared this model to other scene statistics to examine whether 
its biological plausibility in fact leads to better prediction of brain responses during 
rapid scene categorization.  
 

 
Figure 1.4 In the parameter space derived from the model in Figure 1.3B, scenes with a high amount of 
clutter/texture are located on the right, whereas scenes with single objects are found on the left. Scenes 
with strong figure ground segregation/depth are at the top, whereas flat scenes are at the bottom. The 
images are from various online databases; see Methods and Materials of Chapter 4 on page 82. 
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Testing information against the brain 
Our aim to relate scene statistics to the brain requires us to go beyond commonly 
applied methods in cognitive neuroscience. These (mass) univariate methods 
traditionally compare neural activity to a small number of stimulus categories (e.g., 
scenes with and without animals), to test where or when in the brain they are 
differently represented. However, when using real-world stimuli, this approach 
becomes problematic because it is more difficult to fully control the stimuli. For 
example, animal scenes will contain other things besides animals; perhaps they will 
have more bushes in the background. These bushes might potentially also contribute 
to an overall difference between animal and non-animal scenes. When testing real-
world stimuli, we should thus not simply examine scene selectivity (where/when is 
the difference?), but scene information (what is driving the difference?).  
 By modeling statistical parameters for each individual scene, we have a more 
specific, information-based hypothesis: if the brain is indeed sensitive to these 
statistics, their values should predict the magnitude of differences in neural 
responses between these individual scenes. In other words, scenes that have almost 
the same scene statistics should be 'similar' in terms of their brain responses, 
whereas scenes with very different scene statistics should be 'dissimilar'.  

One way to test this is by using linear regression of single-image evoked 
neural activity on scene statistics (Scholte et al., 2009). Instead of delivering 
conclusions such as 'the difference occurs at 150 ms' or 'this area is more active for 
animals than non-animals', this analysis gives information about model fits: how 
much of the variance between scenes is captured by scene statistics? Which model 
performs best? In addition, obtained regression weights between image properties 
and neural activity can be inverted to 'decode' which scene was seen by participants 
on a given trial (Kay et al., 2008; Ghebreab et al., 2009). In this thesis, we used 
regression analysis on single-stimulus EEG activity (Figure 1.5A) to compare neural 
sensitivity to different scene statistics. In addition, we examined the time course of 
the obtained regression weights in order to study when in visual processing scene 
statistics affected neural activity. 

Another elegant way to relate models to neural data is representational 
similarity analysis (RSA; Kriegeskorte et al., 2008). RSA translates the differences in 
neural activity between individual stimuli into a representational space. Scenes that 
give rise to very different brain responses will be far away in the space, whereas 
scenes with similar responses are near one another (Figure 1.5B). In this thesis, we 
used representational spaces to examine to what degree brain activity during scene 
perception was shaped by scene statistics, using RSA for the first time on EEG data 
(Figure 1.5C). With RSA, differences in neural activity can be directly compared to 
differences in scene statistics, by matching a model representational space to the 
neural representational space (Figure 1.5D). Moreover this allows for evaluation of 
more complicated representational organizations than traditional univariate methods 
or decoding analyses (Kriegeskorte and Kievit, 2013).  
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Figure 1.5 Neural information-mapping techniques used in this thesis. A) In single-trial regression 
analysis, a time course is obtained for each individual scene, which reflects the amplitude of activity 
evoked by the stimulus (sERP). We then test the effect of scene statistics on sERP amplitude using a 
regression model that relates the time course to the scene parameters (CE and SC) for each time-point 
separately. As a result, we obtain a measure of explained variance (r2) over time, as well as regression 
weights for each parameter (not shown; here, separate weights were obtained for two repetitions of the 
same image, p1 and p2, which were modeled as separate columns). In this way, we can examine at 
what moment in visual processing of information contained in the regressors starts to play a role in 
visual processing. B) Scene statistics can be used to construct a representational space in which each 
scene is a point in the 2-dimensional space formed by the scene parameters CE and SC. Clustering-by-
category in the space indicates that the statistics are diagnostic of category. C) Just as with the scene 
statistics, differences in evoked activity can be used to construct a representational space, in which 
each point of measurement (in this case, EEG electrodes) is a dimension of the space. This multi-
dimensional space can be summarized in a dissimilarity matrix, which represents the dissimilarity 
between each scene and every other scene by means of color-coding (red = dissimilar; blue = similar). 
Again, this measure can be derived for each time point separately, such that emergence of 
representational structure over time can be observed. D) The neural dissimilarity matrix (left) can be 
directly compared with a distance matrix (right) in scene statistics built from the space shown in B.  
 
Outline of this thesis 
The first three experimental chapters examine how single-trial EEG responses are 
related to scene statistics. Throughout these three chapters, there are two parallel 
developments. First, there is a general increase in complexity of the visual 
stimulation: we start out with naturalistic abstractions of scenes, after which we move 
to textures and then to real-world photos. Second, our scene statistics become more 
biologically plausible: the Weibull fit is still used to obtain the statistical parameters in 
the first chapter, whereas the approximations based on spatial summation (i.e., the 
CE and SC values) are used in later chapters.  
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 In Chapter 2, we compare different scene statistics to test which best 
describes perceptual similarity (experienced by human observers) of abstract images 
called dead leaves. The results indicate that our Weibull model performs better than 
alternative statistics such as Fourier components: it explains more variance in the 
single-stimulus evoked EEG and correlates more strongly with categorization errors 
observed in an independent behavioral categorization experiment. In addition, using 
RSA we show that images with similar scene statistics give rise to similar neural 
responses and are perceived as more similar when viewed side by side.  
 In Chapter 3, we extend this conclusion to real-world textures, by showing 
that texture materials whose scene statistics are highly constant under different 
viewing conditions give rise to more 'stable' neural representations (as measured 
with EEG) and are less easily confused with other texture materials in two different 
behavioral categorization paradigms. We also rule out a potentially confounding 
contribution of luminance differences in perceived similarity of the textures. 
 In Chapter 4, we show that neural categorization of one particular global 
scene property - naturalness - is accompanied by sensitivity to scene statistics. We 
find extensive modulations of EEG activity by CE and SC when subjects perform a 
man-made vs. natural scene categorization task. Again we find that our model 
outperforms Fourier components in terms of predicting brain activity and behavioral 
categorization of natural scenes. In addition, we applied single-trial decoding to show 
that the amount of evidence for a 'natural' decision is affected by scene statistics, in 
particular SC, which correlates with naturalness because natural scenes tend be 
more chaotic (less spatially coherent) than man-made scenes.  
 Having established that scene statistics indeed shape neural representations 
in scene perception, we change our focus to consider potential top-down influences 
on neural processing of this information in the remaining chapters. In Chapter 5, we 
examine whether task instruction affects the previously observed neural sensitivity to 
scene statistics during naturalness categorization. From the spatiotemporal dynamics 
observed in two different EEG experiments, we conclude that at the initial stages of 
visual processing, sensitivity to this information is automatic, i.e. it is not affected by 
task manipulations. In contrast, later in visual processing, this information is flexibly 
maintained, possibly because it serves a role in categorization of naturalness.  
 In Chapter 6, we examined how scene statistics affect the detection of objects 
in the scenes. We show, using fMRI in conjunction with separate EEG recordings, 
that scene statistics affect the amount of feedback activity that the visual cortex 
employs to successfully detect an animal in a scene. This suggests that the scene 
structure - as captured by scene statistics - does not only shape neural scene 
representations, but also affects other fundamental visual tasks. 
 Finally, in Chapter 7, we summarize the main findings of this thesis and 
discuss their implications for our understanding of scene representation in the human 
brain. 
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Chapter 2 
Local contrast statistics predict neural and perceptual 

similarity of naturalistic image categories 
 
Our brain transforms patterns of light falling on our retina into a coherent percept 
within a few hundred milliseconds. Possibly, low-level neural responses already carry 
substantial information to facilitate rapid characterization of the visual input. Here, we 
computationally estimated low-level contrast responses to computer-generated 
naturalistic images, and tested whether spatial pooling of these responses could 
predict image similarity at the neural and behavioral level. Using EEG, we show that 
statistics derived from pooled responses explain a large amount of variance between 
single-image evoked potentials (ERPs) in individual subjects. Dissimilarity analysis 
on multi-electrode ERPs demonstrated that large differences between images in 
statistics are predictive of more dissimilar patterns of evoked activity, whereas 
images with little difference in statistics give rise to highly similar evoked activity 
patterns. In a separate behavioral experiment, images with large differences in 
statistics were judged as different categories, whereas images with little differences 
were confused. These findings suggest that statistics derived from low-level contrast 
responses are extracted early in visual processing and can be relevant for rapid 
judgment of visual similarity. We compared our results with two other, well- known 
contrast statistics: Fourier power spectra and higher-order properties of contrast 
distributions (skewness and kurtosis). Interestingly, whereas these statistics allow for 
accurate image categorization, they do not predict ERP amplitude patterns or 
behavioral categorization confusions. These converging computational, neural and 
behavioral results suggest that statistics of pooled contrast responses contain 
information that corresponds with perceived visual similarity in a rapid, low-level 
categorization task. 

 
Published as: 
Groen IIA, Ghebreab S, Lamme VAF, Scholte HS (2012) Spatially pooled contrast 
statistics predict neural and perceptual similarity of naturalistic image categories. 
PLoS Comput. Biol. 8:e1002726. 

17



 

Author summary  
 
Humans excel in rapid and accurate processing of visual scenes. However, it is 
unclear which computations allow the visual system to convert light hitting the retina 
into a coherent representation of visual input in a rapid and efficient way. Here we 
used simple, computer-generated image categories with similar low-level structure as 
natural scenes to test whether a model of early integration of low-level information 
can predict perceived category similarity. Specifically, we show that summarized 
(spatially pooled) responses of model neurons covering the entire visual field (the 
population response) to low-level properties of visual input (contrasts) can already be 
informative about differences in early visual evoked activity as well as behavioral 
confusions of these categories. These results suggest that low-level population 
responses carry relevant information to estimate similarity of controlled images, and 
put forward the exciting hypothesis that the visual system may exploit these 
responses to rapidly process real natural scenes. We propose that the spatial pooling 
that allows for the extraction of this information may be a plausible step in extracting 
scene gist to form a rapid impression of the visual input. 
 
Introduction 
 
Complex natural images are categorized remarkably fast (Potter, 1975; Greene and 
Oliva, 2009a), sometimes even faster than simple artificial stimuli (Li et al., 2002). For 
animal and non-animal scenes, differences in EEG responses are found within 150 
ms (Thorpe et al., 1996) and a correct saccade is made within 120 ms (Kirchner and 
Thorpe, 2006). This speed of processing is also found for processing of other scene 
categories (VanRullen and Thorpe, 2001) and it may require less attentional 
resources compared to artificial images (Rousselet et al., 2002; Peelen et al., 2009). 
This suggests that visual information is rapidly and efficiently extracted from early 
visual responses to natural scenes. However, the neural computations underlying 
this process are not known. 
 Importantly, natural images differ from other image types such as white noise 
in low-level properties (e.g., sparseness), leading to the suggestion that the visual 
system has adapted to these properties (Field, 1987). This idea paved the way for 
optimal coding models for natural images (Vinje and Gallant, 2000; Schwartz and 
Simoncelli, 2001) and successful predictions of response properties of visual neurons 
(Olshausen and Field, 1996b). Recent work identified statistical properties that differ 
even within the class of natural images, e.g. between natural scene parts (Frazor and 
Geisler, 2006; Karklin and Lewicki, 2009) or natural image categories (Torralba and 
Oliva, 2003), showing that image statistics such as power spectra of spatial 
frequency content or distributions of local image features are informative about scene 
category.  

Chapter 2

18



 

 The fact that it is mathematically possible to distinguish categories based on 
image statistics, however, does not imply that they are actually used for 
categorization in the brain. Image statistics may not be sufficiently reliable, or their 
computation may not be suitable for neural implementation (Graham, 1979; 
Olshausen and Field, 1996b). We recently showed that statistics derived from the 
frequency histogram of local contrast – summarized by two parameters of a Weibull 
fit, Figure 2.1A – explain up to 50% of the variance of event-related potentials 
(ERPs) recorded from visual cortex (Scholte et al., 2009). These parameters inform 
about the width and shape of the histogram, respectively, and appear to describe 
meaningful variability between images (Figure 2.1B). Importantly, we found that 
these parameters can be reliably approximated by linear summation of the output of 
localized difference-of-Gaussians filters modeled after X- and Y-type LGN cells, 
suggesting that this global information may be available to visual cortex directly from 
its early low-level contrast responses (Scholte et al., 2009).  
  

  
Figure 2.1 Contrast histograms of natural images follow a Weibull distribution. A) Three natural images 
with varying degrees of details and scene fragmentation. The homogenous, texture-like image of grass 
(upper row) contains many edges of various strengths; its contrast distribution approaches a Gaussian. 
The strongly segmented image of green leaves against a uniform background (bottom row) contains 
very few, strong edges that are highly coherent; its distribution approaches power law. Most natural 
images, however, have distributions in between (middle row). The degree to which images vary between 
these two extremes is reflected in the free parameters of a Weibull fit to the contrast histogram: β (beta), 
describing the width of the histogram, and γ (gamma), describing its shape. B) For each of 200 natural 
scenes, the β-values (varying with the distribution of local contrasts strengths) and γ-values (varying with 
the amount of scene clutter) were derived using the Weibull fit. Four representative pictures are shown 
in each corner of the parameter space. Images with a high degree of scene segmentation, e.g. a leaf on 
top of snow, are found in the lower left corner, whereas highly cluttered images are on the right. Images 
with more depth are located on the top, whereas flat images are found at the bottom. Images are from 
the McGill Calibrated Colour Image Database (Olmos and Kingdom, 2004).  
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 Moreover, we found that output of contrast filters with a larger range of 
receptive field sizes captures additional image information (Ghebreab et al., 2009). 
This is not surprising since relevant information (e.g., certain objects) in natural 
scenes appears at many distances and hence spatial scales (Oliva and Torralba, 
2006). In the present implementation, the model first estimates at which scale 
relevant contrast information is present, as well as characteristics of the distribution 
of contrast strengths at those scales. This model, which approximates early visual 
population responses based on spatially pooled contrasts, explained almost 80% of 
ERP variance to natural images (Ghebreab et al., 2009).  
 These previous findings suggest that images with more similar contrast 
response statistics evoke more similar early visual activity. Could these responses 
already contain relevant information about the stimulus for rapid categorization? The 
two parameters appear to index meaningful information such as degree of clutter, 
depth and figure-ground segmentation (Scholte et al., 2009), but how the two 
dimensions of the space depicted in Figure 2.1B influence perception has not been 
examined. The goal of the current study was thus to explore what type of visual 
information is contained in the variance of the earliest visual contrast responses that 
is so well described by these two parameters. Specifically, we were interested in 
whether these parameters cannot only predict variance in visual activity, but also 
'variance in perception'. In other words, do images with more similar contrast 
statistics also lead to more similar perceptual representations, and perhaps 
ultimately, to similar images being considered a single category? We aimed to 
answer this question in a data-driven manner, by investigating 1) which images group 
by similarity early in visual processing and 2) whether this grouping matches with 
perceived similarity of those images.  
 To address the first question, we obtained reliable evoked responses to 
individual images. The advantage of this approach relative to traditional ERP analysis 
(which is based on averaging many trials across individual images within an a priori 
determined condition) is that it provides much richer data (van Rijsbergen and 
Schyns, 2009; Kahn et al., 2010; Gaspar et al., 2011; Rousselet and Pernet, 2011; 
Groen et al., 2012b) that can be used for model selection. We used these single-
image evoked responses to compute dissimilarities in 'neural space', similar to the 
pattern analysis approach used in fMRI (Kriegeskorte et al., 2008a; Kravitz et al., 
2011). This allowed us to track, over the course of the ERP, to what extent the 
representation of an image is (dis)similar to all images in the data set. 
 For the second question, we needed to obtain an image-specific behavioral 
judgment of perceived visual similarity. However, simply judging similarity of natural 
scenes is problematic, because these images obviously contain rich semantic 
content: there are many features of natural scenes that can be similar or dissimilar, 
which is likely to lead to different categorization strategies by different subjects. 
Therefore, to explore the variance explained by contrast response statistics in a 
bottom-up way, we used simplified model images of natural scenes called dead 
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leaves (Figure 2.2A), which have similar low-level structure as natural scenes (e.g. 
1/f power spectra) but are devoid of semantic content. In analogy with fallen leaves 
filling a forest floor, these images are created by filling a frame with 'objects'. Dead 
leaves are often used in computer vision, for example to study how the appearance 
and the distribution of the objects influences the low-level structure of natural scenes 
(Hsaio and Millane, 2005). By manipulating properties of the objects in a controlled 
manner, we created distinct image categories, and then tested whether differences 
between these categories in contrast statistics matched with perceived similarity by 
having human observers perform a same-different categorization task on all 
combinations of image categories. 

Specifically, we used the space formed by the two Weibull parameters 
(Figure 2.2B) to compute geometric distances between images in contrast statistics 
and used these distances as quantitative predictors of dissimilarity (Shepard, 1964; 
Op de Beeck et al., 2008; Drucker and Aguirre, 2009). We thus tested whether these 
parameters can predict the extent to which image categories induced dissimilar 
single-image EEG responses (Experiment 1) and whether they matched with 
perceptual categorization at the behavioral level (Experiment 2). We predicted that 
images with very different Weibull statistics would appear less similar, i.e. be less 
often confused than images from categories with similar statistics.  
 

 
Figure 2.2 Example stimuli and computation of statistics. A) Exemplars of each of the 16 categories 
used in the behavioral and EEG experiment. Images contained randomly placed disks that differed in 
distribution, opacity, depth and size. Each category contained 16 unique images. B) Consecutive steps 
in computing Weibull contrast statistics. Weibull statistics are computed by filtering the image with a 
range of contrast filters with LGN-like scale- and gain properties, after which for each image location, the 
filter containing the minimal reliable response is selected. Responses of selected filters are summed in a 
histogram to which the Weibull function is fitted, from which the beta and gamma parameters are 
derived using maximum likelihood estimation. C) Power spectra parameters (top row) are extracted by 
taking a rotational average power spectrum of the Fourier transform to which a line is fitted to derive the 
intercept and slope values. Higher-order properties of the contrast distribution (bottom row) are 
computed by filtering with a (single-scale) center-surround filter, after which skewness and kurtosis of 
the resulting contrast distribution are derived.  
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 By using controlled images that we quantified using a model originally derived 
from contrast responses to natural images, we aim to build a bridge between findings 
obtained with systematic manipulation of artificial stimuli and those obtained with 
more data-driven natural scene studies. For purpose of comparison, and to better 
understand which statistical information is captured by the Weibull parameters, we 
also tested two other global contrast statistics (Figure 2.2C). Following Oliva and 
Torralba (2001), we calculated the intercept and slope of the average power 
spectrum to parameterize spatial frequency information, a commonly used measure 
of low-level information in scene perception. In addition, we followed Tadmor and 
Tolhurst (2000) to derive the skewness and kurtosis of the contrast distribution for a 
range of spatial scales: these higher-order properties of distributions have previously 
been suggested to reflect low-level differences between images that are relevant for 
perceptual processing (e.g., Brady and Field, 2000; Kingdom et al., 2001). 

We find that Weibull statistics explain substantial variance in evoked 
response amplitude to the dead leaves images, predicting clustering-by-category of 
occipital ERP patterns within 100 ms of visual processing. In addition, they correlate 
with human categorization behavior: specific confusions were made between 
categories with similar Weibull statistics. By comparison, Fourier power spectra and 
skewness and kurtosis can be used for accurate classification of image category, but 
fail to predict neural clustering and behavioral categorization. These convergent 
results provide evidence for the relevance of local contrast statistics in rapid neural 
computation of perceptual similarity.  
 
Materials and Methods 
 
Ethics statement 
The experiments reported here were approved by the Ethical Committee of the 
Psychology Department at the University of Amsterdam; all participants gave written 
informed consent prior to participation and were rewarded with study credits or 
financial compensation (7 euro/hour). 
 
Stimuli and image statistics 
 
Gray-scale dead leaves images (512x512 pixels, bit depth 24) were generated using 
Matlab. Images contained randomly placed disks that were manipulated along 4 
dimensions (opacity, depth, size and distribution) in order to create 16 categories. 
Disks were either opaque or transparent; intensity at the outer edges of the disk was 
either constant (leading to a 2D appearance) or decaying (3D appearance), and disk 
size was determined by drawing randomly from a range of small, medium or large 
diameters (exact settings as in Hsaio and Millane, 2005). Twelve categories were 
created by systematically varying these properties of power-law distributed disks. 
Four more categories were created using exponentially distributed, medium-diameter 
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disks that could be 2D or 3D and opaque or transparent. For each category, 16 
images were created using these category-specific settings: the random placement 
and random drawing from ranges of diameter sizes ensured that each of these 16 
images was unique. This procedure resulted in a total of unique 256 images, divided 
into 16 distinct categories, which were used for experimentation (Figure 2.2A).  
 In the Weibull model, local contrast is computed at multiple spatial scales, 
after which a single optimal scale for each image location is selected. Subsequently, 
contrast responses are collected in a histogram that is summarized using a Weibull 
fit, yielding two statistical parameters (Figure 2.2B). For comparison with other 
contrast statistics, we computed spatial frequency statistics (using power spectra) 
and higher-order statistics (third moments of the contrast distribution) for various 
spatial scales (Figure 2.2C). The computational steps of each method are described 
in detail below. 
 
Weibull contrast statistics  
We computed image contrast according to the standard linear-nonlinear model. For 
the initial linear filtering step we used contrast filters modeled after well-known 
receptive fields of LGN-neurons (Bonin et al., 2005). As described in detail in 
Ghebreab et al. (2009), each location in the image was filtered using Gaussian 
second-order derivative filters spanning multiple octaves in spatial scale (Croner and 
Kaplan, 1995). Based on our previous finding (Scholte et al., 2009) that the beta 
parameter was best approximated by a linear summation of X-like receptive field size 
output, whereas the gamma parameter correlated highest with Y-like receptive field 
size output, two separate spatial scale octave ranges were applied to derive the two 
summary parameters in the present multi-scale model. For the beta parameter, we 
used a bank of filters with 5 octave scales (4, 8, 16, 32, 64) standard deviation in 
pixels; for the gamma parameter, the filter bank contained 5, 10, 20, 40 and 80 
pixels. The output of each filter was normalized with a Naka-Rushton function with 5 
semi-saturation constants between 0.15 and 1.6 to cover the spectrum from linear to 
non-linear contrast gain control in LGN.  
 From the population of gain- and scale-specific filters, one filter response was 
selected for each location in the image using minimum reliable scale selection (Elder 
and Zucker, 1998), a spatial scale control mechanism in which the smallest filter with 
output higher than what is expected to be noise for that specific filter is selected. The 
rationale behind this approach is that to arrive at a faithful scale-invariant contrast 
representation, the visual system selects spatial scale by minimizing receptive field 
size while simultaneously maximizing response reliability. Noise thresholds for each 
filter were determined in a separate set of stimuli: 1800 natural images from the 
ImageNet natural scene database (Deng et al., 2009), and set to half a standard 
deviation of the average contrast present in that dataset for a given scale and gain. 
Applying the selected filter for each location in the image resulted in a 512x512 pixel 
contrast magnitude map, which was converted in a 256-bin histogram summarizing 
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the contrast distribution of the image. The Weibull function was fitted to the histogram 
by a maximum likelihood estimator (MLE). The Weibull function is given by: 
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where c is a normalization constant and µ, β (beta) and γ (gamma) are the free 
parameters that represent the origin, scale and shape of the response distribution, 
respectively. The value of the origin parameter µ (generally close to zero for natural 
images) was estimated and averaged out, leaving the beta and gamma values as 
free parameters. 
 
Fourier power statistics  
A two-parameter Fourier statistic was derived for each image by computing the 
intercept and slope of a line fitted to its power spectrum. We determined the power 
spectrum of the largest concentric square portion of the image (in this case, the entire 
image), excluding its outer edges to prevent edge artifacts. The cropped image was 
transformed into the frequency domain using the Fast Fourier Transform 
implemented in Matlab 2007b (Mathworks, Natick, MA, USA). Slope and intercept 
were estimated from the regression line fitted to the log-log representation of the 
power law-dependence:  
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The rotationally averaged power-law spectrum, SI (f) is defined as 
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where FI (f, θ) is the Fourier transform spectrum of the input image I; (f, θ) are the 
cylindrical polar coordinates in Fourier space and  〈 〉θ  denotes averaging over θ. 
 
Contrast distribution statistics  
Following the model of Tadmor and Tolhurst (2000), we used center-surround 
difference-of-Gaussian (DoG) filters to extract contrast values. Center sizes ranged 
between 2 and 4 pixels, and surround-to-center size ranged between 3 and 9, 
resulting in 21 different combinations of center size and surround-to-center ratio, 
referred to as receptive-field (RF) models. For each RF model, a scaling factor was 
used to set the integrated sensitivity of the surround to be 85% of that of the center. 
Per image, contrast responses were computed by convolving each pixel value with 
each of these 21 RF models separately. Responses were normalized using center-
surround divisive normalization, where the difference in output of the center and 
surround is divided by their summed output. From the distribution of responses 
across the image one skewness and one kurtosis value was derived for each image 
and for each receptive field model, resulting in 21 skewness and kurtosis values per 
image. Of these 21 values, results are reported for the skewness and kurtosis values 
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that explained most EEG variance (center radius of 4 pixels with surround-center 
ratio 3); see next section. This measure, computed exactly as reported in Tadmor 
and Tolhurst (2000), is in two important ways distinct from the Weibull model, namely 
1) the method does not incorporate scale selection; each RF model has one specific 
spatial scale across the entire image and 2) only one third-moment parameter 
(skewness or kurtosis) is used to describe the response distribution that results from 
contrast filtering, compared to the separate scale (beta) and shape (gamma) 
parameters used in the Weibull model. 
 
Experiment 1: EEG 
 
Experimental procedure 
Nineteen subjects took part in this experiment. The dead leaves images were 
presented on a 19-inch Ilyama monitor, whose resolution was set at 1024x768 pixels 
with a frame rate of 60 Hz. Subjects were seated 90 cm from the monitor such that 
stimuli subtended 11x11° of visual angle. During EEG acquisition, a single image 
was presented in the center of the screen on a grey background for 100 ms, on 
average every 1500 ms (range 1000 - 2000 ms; Figure 2.3A). Each stimulus was 
presented twice, in two separate runs. Stimuli were presented intermixed with phase-
scrambled versions of grayscale natural images and subjects were instructed to 
indicate which type of image they were shown. This instruction was intended to 
ensure that subjects attended to the stimuli; the required discrimination between the 
dead leaves and phase-scrambled natural images did not correspond to a distinction 
between the categories of dead leaves themselves. Examples of the two types of 
images were displayed prior to the experiment. Each run was subdivided in 8 blocks 
across which response mappings were counterbalanced. Stimuli were presented 
using the software package Presentation (www.neurobs.com).  
 
EEG data acquisition 
EEG Recordings were made with a Biosemi 64-channel Active Two EEG system 
(Biosemi Instrumentation BV, Amsterdam, NL, www.biosemi.com), with sintered 
Ag/AgCl electrodes at scalp positions including the standard 10-10 system along with 
intermediate positions and two additional occipital electrodes (I1 and I2), which 
replaced two frontal electrodes (F5 and F6). During recording, a CMS/DRL feedback 
loop was used as an active ground, followed by offline referencing to electrodes 
placed on the earlobes. The Biosemi hardware is completely DC-coupled, so no high-
pass filter is applied during recording of the raw data. A Bessel low-pass filter was 
applied starting at 1/5th of the sample rate. Eye movements were monitored with a 
horizontal electro-oculogram (hEOG) placed lateral to both eyes and a vertical 
electro-oculogram (vEOG) positioned above and below the left eye, and were aligned 
with the pupil location when the participants looked straight ahead. Data was 
sampled at 256 Hz. 
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EEG data preprocessing  
The raw data was pre-processed using Brain Vision Analyzer by applying a high-
pass filter at 0.1 Hz (12 dB/octave) and a low-pass filter at 30 Hz (24 dB/octave). 
Since this low-pass filter has a graded descent, it cannot be guaranteed that all high-
frequency noise is removed; therefore, we additionally applied two notch filters at 50 
(for line noise) and 60 Hz (for monitor noise). Deflections larger than 300 mV were 
automatically removed. Trials were segmented into epochs starting 100 ms before 
stimulus onset and ending at 500 ms after stimulus onset. These epochs were 
corrected for eye movements by removing the influence of ocular-generated EEG 
using a regression analysis based on the two horizontal and vertical EOG channels 
(Gratton and Coles, 1983). Baseline correction was performed using the amplitude 
data between -100 ms and 0 ms relative to stimulus onset; artifacts were rejected 
using maximal allowed voltage steps of 50 µV, minimal and maximal allowed 
amplitudes of -75 and 75 µV and a lowest allowed activity of 0.50 µV (median 
rejection rate across subjects was 7%, with a range of 1%-38%). The resulting event-
related potentials (ERPs) were converted to Current Source Density (CSD) 
responses (Perrin, 1989). This conversion results in a more localized signal, which 
more reliably reflects activity of neural tissue underlying the recording electrode 
(Nunez and Srinivasan, 2006).  

Trials in which the same individual image was presented were averaged over 
the two runs, resulting in a single event-related potential (ERP) for each image and 
each subject. To address the concern that regression results (see below) might be 
artificially high due to averaging of ERPs over repetitions, we also conducted all 
analyses using first-trial estimates only; these are reported in Supplementary 
Figures S2.4-5. The results of this analysis were very similar to those reported in the 
main text. 
 
Regression on single-image ERPs  
To test whether differences between evoked neural responses could be predicted by 
differences in contrast statistics between images, we conducted regression analysis 
on single-image ERPs (Figure 2.3A). The preprocessed ERPs were read into Matlab, 
where we performed linear regression of ERP amplitude on image parameters.  
 For each subject, each channel and each time-point, two image parameters 
(Weibull parameters; Fourier parameters; skewness/kurtosis) were entered together 
as linear regressors on ERP amplitude. This analysis results in a measure of model 
fit (r2) over time (each sample of the ERP) and space (each electrode) for each 
individual subject. To compare the results between different sets of statistics directly 
(within each subject), we used the Akaike information criterion (AIC; Akaike, 1973) 
which measures the information contained in each set of predictors. In this 
procedure, we transformed the residual sum of squares (RSS) of the regression 
analysis based on each set of statistics into AIC-values using:  
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   AIC = n*log(RSS/n) + 2k      (4) 
 
where n = number of images and k is the number of predictors. AIC can be used for 
model selection given a set of candidate models of the same data, where the 
preferred model has minimum AIC-value (Burnham and Anderson, 2004).  

To test whether the various image parameters explained any unique variance, 
we ran an additional regression analysis using a full model in which all three sets of 
image statistics were entered simultaneously (resulting in a 6 parameter model). We 
compared the results obtained with the full model with models for which, in turn, each 
parameter was left out: by subtracting the r2 values of each of these partial models 
from the full model, we quantified unique variance (r2

unique) explained by individual 
predictors. To correct for multiple comparisons, the p-values associated with the 
regression results were FDR-corrected at α = 0.05, unless stated otherwise. 
 

 
Figure 2.3 Methods and experimental design. A) Experimental set-up of Experiment 1 (EEG 
experiment). Subjects were presented with individual images of dead leaves while EEG was recorded. 
Single-image evoked responses (ERPs) were computed for each electrode, by averaging two repeated 
presentations of each individual image. Regression analyses of ERP amplitude on contrast statistics 
were performed at each time sample and electrode. B) Representational dissimilarity matrices (RDMs) 
were computed at each sample of the ERP. A single RDM displays Euclidean distance (red = high, blue 
= low) between multiple-electrode patterns of ERP amplitude between all pairs of stimuli at a specific 
moment in time. The (cartoon) inset demonstrates how dissimilarities can cluster by category: all images 
from one category are in consecutive rows and can be 'similarly dissimilar' to other categories. C) 
Experimental set-up of Experiment 2 (behavioral experiment). On each trial, subjects were presented 
with a pair of stimuli for 50 ms, followed by a mask after an interval of 100 ms. Subjects were presented 
8 times with all possible pairings of stimuli and were instructed to indicate whether stimuli were the same 
or different. D) Cartoon example of leave-one-out classification based on contrast statistics. One 
stimulus is selected in turn, after which the median (thumbnail) of the remaining stimuli of its category is 
computed, as well as the median of other categories (here, just one other). Classification accuracy 
reflects how many stimuli are closer to the median of other categories instead of its own category in 
terms of distance in the contrast statistics space. 
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Representational similarity analysis 
To examine how variance between individual visual stimuli arises over time and 
space, we computed representational dissimilarity matrices (RDMs; Kriegeskorte et 
al., 2008a). In this type of analysis, dissimilarity between patterns of activity evoked 
by individual images (measured as 1-correlation or Euclidean distance) is determined 
across multiple recording sites simultaneously (e.g., voxels in fMRI, Kriegeskorte et 
al., 2008b). Here, we computed RDMs based on ERP amplitude at each time-point, 
using the spatial pattern of evoked activity across multiple electrode sites; we did this 
for each subject separately. Only electrodes showing substantial variance across the 
entire stimulus- and dataset were included (Supplementary Figure S2.1); these 
were I1, I2, Iz, O1, O2, Oz, POz, PO7, PO8, P6 and P8. Based on this multi-
electrode data, we computed (per subject and time-point) for all pairs of images the 
Euclidean distance between their evoked ERP amplitude patterns.  
 As a result, we obtained RDMs containing 256x256 'dissimilarity' values at 
each time-point of the ERP (Figure 2.3B). Within one RDM, each cell reflects 
similarity in ERP amplitude patterns of the corresponding two images indicated by the 
row- and column number. We used Euclidean distance to quantify dissimilarity rather 
than the 1–correlation measure recommended for fMRI data (Kriegeskorte et al., 
2008b) because it corresponds more closely to the distance measure taken for the 
contrast statistics matrices (see below).  
 
Comparison with distance matrices based on contrast statistics 
To examine whether the dissimilarities between ERP patterns evoked by individual 
images could be predicted based on differences in contrast statistics, we computed 
pair-wise distance matrices based on the three sets of parameter values (Weibull 
statistics; Fourier statistics; distribution statistics). We computed the sum of the 
absolute differences between the (normalized) parameter values of each pair of 
images (reflecting distance in the parameter space formed by the image parameters, 
Figure. 2.1B), resulting in one difference value between the two images. The 
matrices based on contrast statistics were compared with the RDMs based on the 
ERP data using a Mantel test for two-dimensional correlations (Daniels, 1944; Mantel 
and Valand, 1970), denoted as rm. We computed these correlations for the average 
RDM across subjects as well as for single subjects RDMs. For the former, 95% 
confidence intervals for each correlation were assessed using a percentile bootstrap 
on the dissimilarity values (Garthwaite, 1996) with 10,000 bootstraps (~40 * number 
of images). 
 
Experiment 2: Behavior 
 
Behavioral data acquisition  
Twelve participants took part in the behavioral experiment; none of them had 
participated in the EEG experiment. The dead leaves images were presented on a 
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19-inch Dell monitor with a resolution of 1280x1024 pixels and a frame rate of 60 Hz. 
On each trial, a fixation cross appeared at the center of the screen; after an interval 
of 500 ms, a pair of images was presented simultaneously for 50 ms, separated by a 
gap of 236 pixels (Figure 2.3C). A mask followed after 100 ms, and stayed on screen 
for 200 ms. Participants were seated approximately 90 cm from the monitor; the 
stimulus display subtended 27x11° of visual angle. Subjects were instructed to 
indicate if the images were from the same or a different category by pressing one of 
two designated buttons on a keyboard ('z' and 'm') that were mapped to the left or the 
right hand. They completed four blocks of 256 trials each. In each block, the 256 
trials were determined as follows: of the 16 images per category, 15 were paired with 
a randomly drawn image from another category (different-category comparisons); the 
16th was paired with a randomly drawn image from the other 15 of its own category 
(same-category comparisons). Images were drawn without replacement, such that 
each image occurred only once in each block (with exception of the images that were 
selected for the same-category comparisons, which therefore occurred more often). 
Every possible different-category comparison thus occurred twice per block, and the 
ratio of different-category vs. same-category comparisons was 15:1.  
 Before testing, subjects were informed that for "most trials" the stimuli were 
different, and that only some were the same, preventing them from adopting a 
balanced response (50-50) strategy. Also, subjects were shown a few example 
stimuli and performed 20 practice trials (none of which appeared in the main 
experiment) before starting the actual experiment. Masks were created by randomly 
placing four mini-blocks of 16x16 pixels from each of the 256 stimuli in a 512x512 
frame. Unique masks were randomly assigned to each trial. The same mask was 
presented at the location of both stimuli. Stimuli were presented using the Matlab 
Psychophysics Toolbox (Brainard, 1997; Pelli, 1997). 
 
Behavioral data analysis  
In total, each possible combination of the 16 categories was presented 8 times in 4 
consecutive blocks. Trials at which the subject failed to respond  (< 1% for all 
subjects) within 1500 ms were discarded. Accuracy was determined by averaging 
responses across the four blocks. A mean confusion matrix was calculated by 
averaging accuracies across subjects separately for each specific combination of 
categories; we also calculated these matrices for each individual subject. We 
correlated both the mean confusion matrix and the individual matrices with 
classification accuracy based on contrast statistics (see below) using the Mantel test, 
resulting in one across-subject mean and 12 individual correlation values. For these 
comparisons, the same-category comparisons were excluded (the Mantel test 
requires zero-values on the diagonal); they are included in the overall accuracy 
scores. Confidence intervals were determined using a percentile bootstrap (with 
number of bootstraps = 1000), which results in a 95% confidence interval on with the 
correlation value.  
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Classification analysis on contrast statistics 
To compare the behavioral performance with distance in contrast statistics, we 
performed leave-one-out classification analyses based on the parameter values of 
each contrast statistic (Weibull statistics; Fourier statistics; skewness/kurtosis). We 
used a simple algorithm that determines a single measure of classification accuracy 
based on the amount of overlap between different categories in parameter values.  
 This analysis involved the following steps. First, the median parameter values 
of each category were calculated. In turn, one of the 256 stimuli was selected, after 
which a temporary median of other 15 stimuli of its own category was determined. 
Next, the difference between its parameter values (beta and gamma for Weibull 
statistics; intercept and slope for Fourier statistics; skewness and kurtosis for 
distribution statistics) and the temporary median of its own category was calculated, 
as well as the difference with the median of each of the other categories. If the 
difference with its own category was less than the difference with any other category, 
this stimulus was counted as a hit; otherwise it was assigned a miss (a cartoon 
example is shown in Figure 2.3D).  
 Classification accuracy was determined by counting the percentage of hits out 
of all comparisons. To determine significance, binomial density probabilities across 
all combinations in the dataset were calculated (the likelihood of a hit occurring rather 
than a miss) based on which an FDR-threshold was established that was used to 
correct the pair-wise classification accuracy values for multiple comparisons. Using 
the mean values for each category rather than the median to determine distances 
between images between yielded very similar results as those reported here. 
 

  
Figure 2.4 Dead leaves stimuli set out against their respective contrast statistics. Each data-point 
reflects parameter values for a single image, color-coded by category. Individual images are displayed 
against their A) Weibull parameters beta and gamma, B) Fourier parameters intercept and (increasing 
negative) slope and C) distribution properties skewness and kurtosis. In all cases, clustering by category 
based on parameter values is evident. D) Non-parametric correlations between the six image 
parameters: Beta (B), Gamma (G), Fourier Intercept (Ic), Fourier Slope (S), Kurtosis (Ku) and Skewness 
(Sk). 
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Results 
 
Contrast statistics 
If we scatter all 256 dead leaves images according to the three sets of image 
statistics values (Weibull parameters, Fourier parameters and skewness/kurtosis), 
stimuli cluster by category in all cases, with Fourier parameters leading to the most 
separable clusters (Figure 2.4A-C). There were considerable correlations between 
the various parameters (Figure 2.4D; individual correlation plots in Supplementary 
Figure S2.2). Skewness and kurtosis correlated highly (ρ = 0.91, p < 0.0001), but 
other significant correlations are observed as well, for example between Fourier 
slope and the Weibull beta parameter (ρ = 0.57, p < 0.0001) and also between the 
two Weibull parameters (ρ = 0.48, p < 0.001). For the Weibull parameters of natural 
scenes, a correlation of similar magnitude was observed previously (Scholte et al., 
2009), supporting the notion that the dead leaves stimuli used here have similar low-
level structure as natural stimuli.  
 Interestingly, however, the 'similarity spaces' formed by each set of 
parameters are quite different between the various models. In the Weibull similarity 
space (Figure 2.4A), highly cluttered images with many strong edges (e.g. 2D 
opaque stimuli with small disks) are located in the upper right corner (high gamma, 
high beta); images containing fewer edges (e.g. with larger disks) are found on the 
left (low gamma); and most of the transparent stimuli, with weak edges, cluster 
together in the bottom of the space (low beta). For Fourier intercept and slope 
(Figure 2.4B), the categories with transparent disks are instead highly separated 
across the space, whereas most images with strong edges end up in a similar part of 
the space (low slope, high intercept). Based on either skewness or kurtosis (Figure 
2.4C), a few categories are distinct, but most tend to cluster together. These results 
suggest that all parameters are informative about clustering of image categories, but 
that they index different image properties. Importantly, they give rise to different 
predictions about which categories should lead to similar neural responses based on 
their overlap in parameter values. We tested these predictions using the single-image 
ERP data. 
 
Experiment 1 
 
Contrast statistics explain variance in occipital ERPs 
Regression of single-image ERP amplitude (per subject, electrode and time-point) on 
contrast statistics showed that Weibull statistics explain a substantial amount of 
variance between individual images. Highest values were found at occipital channel 
Oz, where explained variance for all subjects reached a maximum between 100 and 
210 ms after stimulus onset; maximal values ranged between r2 = 0.12-0.80 (Figure 
2.5A) and were highly significant (all p<0.0001, FDR-corrected).  
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For Fourier parameters (Figure 2.5B), somewhat lower r2-values were found 
(maximal r2 between 0.08-0.59, 100-210 ms; all p < 0.0001). For skewness and 
kurtosis (Figure 2.5C), explained variance was much lower and did not reach a 
consistent maximum during a specific time frame (maximal r2 between 0.02-0.23 at 
78-421 ms; maximal values were significant for 11 out of 19 subjects).  
 If we average the explained variance across subjects at the time-points of 
maximal explained variance (113 ms for Weibull and Fourier statistics, 254 ms for 
skewness/kurtosis), we see (insets Figure 2.5A-C) that for all three sets of statistics, 
explained variance clusters around the midline occipital channels (Oz). Two weaker 
clusters were located near parietal electrodes, likely reflecting a dipole effect: both 
the early and late signals appear to originate from early visual areas (Figure 2.5D).  

  

 
 

Figure 2.5 Regression analysis of 
EEG data: single subject results. 
Explained variance of ERP 
amplitude at channel Oz over time, 
for each individual subject (colored 
thin lines) and mean across subjects 
(black thick line), for A) Weibull 
parameters beta and gamma, B) 
Fourier parameters intercept and 
slope; and C) skewness and 
kurtosis. Single-trial results of these 
analyses can be found in 
Supplementary Figure S2.4. Insets 
display scalp plots of r2 values for all 
electrodes at the time of maximal 
explained variance averaged over 
subjects (113 ms for Weibull and 
Fourier, 254 ms for skewness/ 
kurtosis. D) Grand average ERP 
amplitude (averaged over subjects 
and images) for an early and late 
time-point of maximal explained 
variance displayed in A-C.  
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These results indicate substantial differences in maximum explained variance 
between individual subjects. Inspection of the ERP recordings of each subject 
revealed a similarly large variability in signal-to-noise ratio (SNR, measured as the 
difference in ERP amplitude relative to pre-stimulus variability, reflecting the degree 
to which an evoked response is present). Indeed, the rank correlation between SNR 
and maximal explained variance by Weibull statistics was ρ = 0.69, p < 0.0014; see 
Supplementary Figure S2.3, which includes examples of subject-specific r2 values 
alongside their single-image ERPs). This suggests that the observed variability in 
maximum explained variance is related to these subject-specific differences in SNR, 
which are in turn likely due to individual differences in cortical folding, scalp 
conductivity and recording conditions.  

In an alternative analysis performed on single-trial rather than single-image 
data (for which repeated presentations of the same stimulus were averaged, see 
Materials and Methods), we found slightly lower explained variance for all models 
(maximal r2 for Weibull statistics was 0.71, for Fourier statistics 0.52, and for 
skewness/kurtosis 0.16, see Supplementary Figure S2.4). Importantly, however, 
the relative differences between the sets of image parameters were consistent with 
those reported here. Overall, the regression results show that Weibull contrast 
statistics, but also Fourier statistics, reliably predict activity evoked by individual dead 
leaves images at the individual subject level. To investigate differences between the 
contributions of the different image predictors, we ran several additional analyses 
that are described below. 
 
Comparisons between different image parameters  
In order to compare differences in explained variance for Weibull statistics compared 
to the other statistics (Figure 2.6A), we used Akaike's information criterion (AIC) to 
evaluate the relative goodness of fit of each of the three sets of contrast statistics. 
AIC is computed from the residuals of regression analyses (see Materials and 
Methods) and can be used for model selection given a set of candidate models of the 
same data, where the preferred model has minimum AIC-value. If we compare the 
mean AIC-value across individual subjects for Weibull, Fourier and 
skewness/kurtosis parameters over time, we find that the model fits start to diverge 
around 100 ms, with Weibull statistics giving lowest values (Figure 2.6B).  
 It thus appears that Weibull parameters provide a better fit to the data than 
the other two sets of statistics. This could be related to the fact that the Weibull 
parameters characterize the histogram of contrast responses at a selected spatial 
scale, and may thus contain information reflected in both Fourier power spectra and 
higher-order properties of the contrast distribution. Therefore, we also computed AIC-
values for intercept, slope, skewness and kurtosis combined into one regressor 
(Figure 2.6B, black line); the obtained values from this regression analysis are 
however still higher than those obtained from the Weibull parameters (significant 
differences between 117-140 ms, all t(19) < -2.8, all p < 0.01).  

Predicting neural and perceptual similarity

33



 

 At the time-point of mean maximal explained variance (113 ms), the ordering 
of the different models in terms of AIC-values is consistent over subjects (Figure 
2.6C): in all subjects, Weibull parameters lead to the best model fit, although 
differences are minimal for low SNR subjects. Interestingly, for subjects with high 
SNR, the distance between AIC-values for the Weibull model compared to the other 
contrast statistics appears to increase. These findings suggest that Weibull statistics 
capture additional variance relative to the other contrast statistics. 
  

 
Figure 2.6 AIC values and unique explained variance analyses at channel Oz. A) Mean explained 
variance across single subjects for Weibull (red), Fourier (blue) and skewness/kurtosis (green), 
respectively; shaded areas indicate S.E.M. B) Mean AIC-value across single subjects computed from 
the residuals of each of the three regression models, as well as an additional model (black) consisting of 
Fourier and skewness/kurtosis values combined, showing that Weibull parameters provide the best fit to 
the data (low AIC-value); shaded areas indicate S.E.M. C) Single subject AIC-values for the models 
displayed in B at the time-point of maximal explained variance for Weibull and Fourier statistics (113 
ms); subjects are sorted based on independently determined SNR ratio (reported in Supplementary 
Figure S2.2). D) Unique explained variance by each set of contrast statistics. E) Absolute, non-
parametric correlations (Spearman's ρ) with ERP amplitude for the individual image parameters: Beta 
(B), Gamma (G), Fourier Intercept (Ic), Fourier Slope (S), distribution Skewness (Sk) and Kurtosis (Ku). 
Absolute values are plotted for convenience; shaded areas indicate S.E.M. F) Unique explained 
variance by each individual parameter. Results of the same analyses based on single-trial rather than 
single-image data were highly similar (Supplementary Figure S2.5). 
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 To demonstrate this in a different way, we computed the unique variance 
contributed by each set of contrast statistics by comparing partial models with a full 
model consisting of all 6 parameters (see Materials and Methods). Unique explained 
variance for each set of statistics was low (r2

unique for Weibull parameters reached a 
maximum of 0.07 at 109 ms; for Fourier, maximal r2

unique = 0.05 at 180 ms; for 
skewness/kurtosis, maximal r2

unique = 0.04 at 203 ms), but clearly highest for the 
Weibull parameters in an extended early time interval (~100-180 ms; Figure 2.6D).  

Given the substantial correlations between the various image parameters 
(reported in Figure 2.4D), we also tested the contribution of each parameter 
individually. From the correlations of individual parameters with ERP amplitude 
(Figure 2.6E), it can be readily seen that out of all parameters, the Weibull beta 
parameter correlates highest with the evoked activity in the early time-interval 
(maximal ρ = 0.57 at 121 ms, p < 0.001 in 18 out of 19 subjects, FDR-corrected); it 
also has highest unique explained variance (r2

unique reaching a maximum of 0.05 at 
109 ms, Figure 2.6F), whereas the gamma parameter contributes unique variance 
somewhat later in time (maximal r2

unique = 0.04 at 164 ms), just before the Fourier 
parameters (maximal r2

unique = 0.03-0.04, around 175-180 ms).  
 Taken together, these additional analyses suggest that the differences in 
regression results between the various sets of contrast statistics reflect reliable and 
consistent differences in information about the stimulus carried by these statistics, 
with Weibull statistics resulting in the best fit to the differences observed in the neural 
data.  
 
Clustering-by-category of ERPs is predicted by Weibull statistics 
The regression results indicate that the Weibull parameters are predictive of ERP 
amplitude, but do not indicate whether any categorical differences between ERPs are 
reflected in these parameters. To address this, we constructed representational 
dissimilarity matrices (RDMs) based on EEG activity. In this analysis, we computed 
RDMs of ERP amplitude for each subject separately, using multiple electrodes as 
input (see Materials and Methods). This approach is akin to performing multi-voxel 
pattern analysis in fMRI and calculating the dissimilarity between these activity 
patterns, but now comparing ERP amplitude differences across electrodes instead of 
voxels. We computed one RDM for each time-point of the ERP and averaged RDMs 
over subjects.  
 To demonstrate how these matrices can convey information about categorical 
properties of evoked responses, we selected the time-point at which maximal 
dissimilarities were found (Figure 2.7A; 101 ms after stimulus-onset). In this subject-
averaged RDM (Figure 2.7B), we observe clustering by category: the matrix appears 
to consist of small blocks of 16x16 images that are minimally dissimilar amongst 
themselves (diagonal values), but that tend to differ from other categories (off-
diagonal values). Moreover, differences between these blocks show that some 
categories are more dissimilar than others. Specifically, opaque categories (upper left 
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quadrant) differ from one another and from transparent categories (lower left/upper 
right quadrant) whereas the transparent categories themselves tend to be minimally 
dissimilar (lower right quadrant).  

Next, we tested to what extent these category-specific differences between 
images in the ERP were predicted by contrast statistics. We calculated 256x256 
distance matrices for each set of image parameters, in which we subtracted the 
parameter values of each image from the values of each other image (Figure 2.7C, 
see Materials and Methods). For example, for the first cell in the upper left corner of 
the Weibull statistics distance matrix, we summed the difference in beta and gamma 
values between image 1 and 2, i.e. (βimage1 - βimage2) + (γimage1 - γimage2), for the cell next 
to it between image 1 and 3, etc. For the other two sets of statistics, beta and gamma 
were replaced by intercept and slope or skewness and kurtosis.  
 

 
Figure 2.7 Results of RDM analysis. A) Maximum and mean Euclidean distance for the subject-
averaged RDM: for both measures, highest dissimilarity between images was found at 101 ms after 
stimulus-onset. B) Mean RDM across subjects at the moment of maximal Euclidean distance. Each cell 
of the matrix reflects the dissimilarity (red = high, blue = low) between two individual images, whose 
category is indexed on the x- and y-axis. C) Dissimilarity matrices based on difference in contrast 
statistics between individual images. Color values indicate the summed difference between two 
individual images in beta and gamma (Weibull statistics), intercept and slope (Fourier statistics), 
skewness and kurtosis (distribution statistics). D) Correlation between the RDM and each of the three 
dissimilarity matrices at each time-point. Highest correlation is found for Weibull statistics at 109 ms. 
Shaded areas reflect 95% confidence intervals from a percentile bootstrap on the dissimilarity values. 
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By visual inspection alone, it is clear that distances between individual images 
in Weibull statistics are most similar to the ERP dissimilarities. Inter-matrix 
correlations (Mantel tests; Burnham and Anderson, 2004) reveal that at nearly all 
time-points there is a substantially higher correlation of the RDM of the ERP signal 
with the distance matrix based on Weibull, relative to the other two statistics (Figure 
2.7D). The highest correlations for Weibull and Fourier are found shortly after 100 ms 
(Weibull: rm = 0.67, 109 ms; Fourier: rm = 0.22, 113 ms) and are both significant after 
FDR-correction (p-values < 0.001), whereas the correlation between the RDMs and 
the skewness/kurtosis distance matrix does not reach significance. We also 
correlated the distance matrices with the subject-specific RDMs to confirm that this 
result is consistent over subjects; see Supplementary Figure S2.6. 
 These results show that differences between image categories in ERP 
amplitude map onto differences in Weibull statistics of individual images. Throughout 
the ERP, this model of low-level visual responses provides a better prediction of 
differences between images in neural response patterns than the other image 
parameters considered here.  Moreover, the highest correlation between differences 
in Weibull statistics and ERP amplitude is near the time-point of maximal 
dissimilarity, where clustering by category in the ERP is clearly present. This 
clustering corresponds to the categorical organization in Weibull parameter space 
(Figure 2.2A), in which transparent categories were largely overlapping, whereas 
stimuli with strong edges were more differentiated. In the next experiment, we asked 
whether this similarity space could not only predict early differences in ERP 
amplitude, but also behaviorally perceived similarity: do image categories with 
overlapping parameter values also look more alike?  
 
Experiment 2  
 
Prediction of behavioral confusions 
Participants indicated for each possible combination of the 16 dead leaves categories 
whether these were the same or different category. Behavioral accuracy was high 
across all subjects (mean 93% correct, range 0.88-0.98), suggesting that subjects 
were well able to categorize these stimuli (Figure 2.8A). To generate specific 
predictions about categorical similarity based on contrast statistics, we conducted 
classification analyses using the distance between images in each of the three 
similarity spaces, testing how often proximity in parameter values resulted in 
classification of an image to another category than its own (see Materials and 
Methods and Figure 2.3D). Mean classification accuracy based on distance in 
contrast statistics was high for all three sets of contrast statistics, with highest 
accuracy for the Fourier parameters (99%), subsequently for the Weibull parameters 
(94%) and finally for skewness/kurtosis (93%).  
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Despite these high accuracies, errors were made in both behavior and 
classification: to test where these errors occurred, we summarized the average 
number of errors for each specific combination of categories in confusion matrices. 
From the mean behavioral confusion matrix (Figure 2.8B), it is clear that subjects 
systematically confused certain categories more often than others. Specifically, 
images with large, transparent disks (dark squares in lower right quadrant) are more 
often confused than their opaque counterparts, although there were also some 
specific errors within opaque categories (upper left quadrant). Few errors were made 
between transparent and opaque categories. Although mean classification 
performance based on the Fourier parameters is highest, it is clear that the pattern of 
classification errors based on Weibull statistics most resembles the pattern of 
categorical confusions in behavior (Figure 2.8C).  

 

 
Figure 2.8 Behavioral results and comparison with classification. A) Accuracy of behavioral 
categorization (gray open circles: single subjects, black filled circle: mean) and of classification based on 
Weibull parameters, Fourier parameters or skewness and kurtosis. B) Behavioral confusion matrix, 
displaying mean categorization accuracy for specific comparisons of categories. For each pair of 
categories the percentage of correct answers is displayed as a grayscale value. C) Comparison of the 
mean behavioral confusion matrix with classification results based on the three sets of contrast 
statistics. D) Inter-matrix correlations of the classification errors for each set of statistics with the mean 
behavioral confusion matrix (left, labelled as mean) as well as those of individual participants (right, 
labelled as single subjects). For the mean correlation, error bars indicate 95% confidence intervals 
obtained using a percentile bootstrap on values within the mean confusion matrix.  
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As expected, the behavioral confusion matrix correlated significantly with 
classification errors made based on Weibull parameters (rm = 0.46, p < 0.001), 
whereas classification based on differences in Fourier parameters or 
skewness/kurtosis did not correlate with human performance (rm = 0.07, p = 0.21 and 
rm = -0.20, p = 0.03, respectively; a negative correlation indicates that classification 
errors are opposed to categorization errors made by human participants). 
Correlations of individual confusion matrices confirm this result to be consistent 
across all subjects (Figure 2.8D; range individual Weibull rm-values 0.33-0.46, all p < 
0.005, FDR-corrected).  

These results show that perceived similarity of dead leaves image categories 
can be predicted based on differences in statistics of low-level contrast responses. 
Whereas mean classification accuracy for all image parameters was high, the 
different image parameters yielded different predictions about expected errors if 
categorization were to be based on these values. In the case of Fourier statistics, 
classification predicted that subjects would hardly confuse any categories at all, 
whereas skewness/kurtosis classification predicted that other categories would be 
confused with each other than those that subjects actually judged as similar. Only the 
Weibull parameters correlated with specific errors made by human subjects during 
rapid categorization.  

This suggests that out of the three similarity spaces presented in Figure 2.4, 
the arrangement of categories in Weibull space corresponds most closely to the 
actual perceptual similarity experienced by human subjects during a rapid 
categorization task. 
 
Discussion 
 
Low-level contrast statistics, derived from pooling of early visual responses, predict 
similarity of early visual evoked responses as well as perceptual similarity of model 
natural scene images. We show that Weibull statistics, derived from the output of 
contrast filters modeled after LGN receptive fields, correlate with perceived similarity 
of computationally defined dead leaves categories. These statistics explain a 
significant amount of variance in the early visual ERP signal and correlate with 
behavioral categorization performance. Based on differences in these statistics, we 
were able to predict specific dissimilarities in the neural signal as well as specific 
category confusions. 
  Interestingly, if we compare the results of experiment 1 and 2, we observe 
that subjects confused categories that were minimally dissimilar in ERP amplitude, 
which in turn were minimally different in Weibull statistics. Conversely, subjects 
accurately distinguished categories that were separable in their statistics, which was 
mirrored in high ERP dissimilarities. Also, correlations between Weibull statistics and 
neural responses were highest between 100 and 200 ms, well within the time frame 
that rapid categorization of natural images is thought to occur (Thorpe, 2009). 
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This work extends recent findings that statistical variations in low-level properties are 
important for understanding categorical generalization over single images (Karklin 
and Lewicki, 2009). It has been shown before that behavioral categorization can be 
predicted using computational modeling: a neural network consisting of local filters 
that were first allowed to adapt to natural scene statistics could predict behavioral 
performance on an object categorization task (Serre et al., 2007), and a 
computational model based on texture statistics accurately predicted human natural 
scene categorization performance (Renninger and Malik, 2004). Here, we expand on 
these results by showing that a geometric 'similarity space' formed by low-level 
contrast statistics can predict a complex pattern of categorization confusions of 
model natural scene images. 
 
Implications for processing of real natural scenes 
Whether low-level statistics are used during scene or object categorization is a topic 
of considerable debate. Some studies report that manipulation of low-level properties 
influences rapid categorization accuracy (Kaping et al., 2007) as well as early EEG 
responses (Johnson and Olshausen, 2003; Hansen et al., 2011; Martinovic et al., 
2011). However, other studies have shown that not all early visual activity is removed 
by equation of those properties (Rousselet et al., 2005a, 2008a; Philiastides et al., 
2006) and, conversely, that early sensitivity to diagnostic information is revealed in 
stimuli that do not differ in low-level statistics (van Rijsbergen and Schyns, 2009; 
Schyns et al., 2011). We find that, at least for our set of simplified models of natural 
scene images, early differences in ERPs are correlated with low-level contrast 
statistics that are themselves also directly predictive of perceptual similarity.  
 It is however likely that the degree to which low-level properties are relevant 
for processing of natural image categories is highly dependent on stimulus type and 
context, even within actual natural scene stimuli. For example, low-level information 
may influence rapid detection of faces to a larger extent than objects (Gaspar et al., 
2011) and the effects of low-level statistics on animal detection may interact with 
scene category (Honey et al., 2008). In addition, the present work is very different 
from these previous reports in that our experiments did not require formation of a 
high-level representation but only a same-different judgment. There are also notable 
differences between our ERP effects and those obtained with standardized 
object/scene categories: our maximum explained variance was found at around 100 
ms, whereas those studies report sensitivity starting at 120 ms and onwards (Bacon-
Macé et al., 2005; Philiastides and Sajda, 2006; Rousselet et al., 2008b; Smith et al., 
2009). Maximal sensitivity of evoked activity to faces and objects is found at lateral-
occipital and parietal electrodes (PO-channels, e.g., Philiastides et al., 2006), 
whereas our correlations are clustered around occipital electrode Oz. This suggests 
that the dead leaves images may mostly engage mid-level areas of visual 
processing, such as those sensitive to textural information, e.g. V2 (Kastner et al., 
2000; Scholte et al., 2008; Freeman and Simoncelli, 2011).  
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 Our results indicate that clustering of image similarities at this level of 
processing can, in principle, already predict perceptual similarity – in turn, these 
similarities can be derived from Weibull contrast statistics. Given that for natural 
scenes, the Weibull statistics explain similar amounts of variance in EEG activity as 
reported here, we can hypothesize that image similarities as predicted by Weibull 
statistics are also present in evoked activity to actual natural scenes. Given its 
different spatiotemporal profile, this information may not be directly relevant for 
animal categorization or face detection. However, given its early effects, it could play 
a role in the formation of an initial global impression of the 'gist' of the scene. 
 
Gist-like information contained in contrast statistics  
If Weibull statistics indeed approximate meaningful global information in natural 
images, which image features do they convey? By manipulating computational image 
categories in their perceptual appearance, we were able to get a better 
understanding of the information contained in the Weibull parameters. They appear 
to index the amount of clutter, i.e. are related to occlusion and object size. These 
properties may be relevant for natural scene categorization: a forest has a higher 
degree of clutter (high gamma) and lower mean edge strength (high beta) compared 
to a beach scene. An image containing a few strong edges (low beta) that are 
sparsely distributed (low gamma) has high probability of coinciding with a single 
salient object, for example a single bird against an empty sky. These statistics may 
thus also index useful information about salient regions in natural scenes, a 
proposition is supported by a recent eye tracking study (Yanulevskaya et al., 2011). 
Here, behavioral confusions (and corresponding dissimilarities in ERP signals) were 
found between 'non-salient' stimuli, i.e. those without coherent edge information 
(transparent stimuli with either large or small disks), or that were highly cluttered 
(opaque stimuli with small disks). These were exactly the categories that overlapped 
in Weibull parameter values.   
 
Comparison with other contrast statistics 
For comparison, we computed Fourier power spectra and higher-order properties of 
the contrast distribution (skewness and kurtosis), two sets of statistics that each 
index different sources of information in natural images: spatial frequency content 
and central moments of the contrast distribution, respectively. Deviations in the 
power spectra of natural images inform about variations in contrast across spatial 
scales: the slope and intercept parameters describe the 'spectral signature' of images 
(Oliva and Torralba, 2001) which is diagnostic of scene category (Torralba and Oliva, 
2003). Skewness and kurtosis were proposed to be relevant for texture perception 
(Ruderman, 1997; Kingdom et al., 2001), which in turn can be important for feature 
detection (Malik and Perona, 1990; Renninger and Malik, 2004) and the presence of 
featureless regions of images (Brady and Field, 2000; Landy and Graham, 2004). 
Our results confirm that frequency content and central moments of the contrast 
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distribution inform about image properties: both lead to accurate image classification. 
However, in the present study they did not predict neural and behavioral 
categorization patterns, suggesting that these statistics may not be plausible 
computations involved in visual processing in the human brain, at least not for the 
dead leaves images. 
 Even though we used controlled, computationally defined image categories, it 
is still possible that an image property other that the contrast statistics tested here will 
provide a better prediction of the neural and behavioral data, for example one of the 
manipulations used to create the image categories (e.g., opacity). However, neither 
the observed clustering-by-category of ERPs in the RDM, nor the pattern of 
behavioral categorization errors mapped clearly onto one of the manipulations used 
to create the categories (e.g., opaque vs. transparent). As is visible in Figure 2.7B, 
there are also differences within opaque and transparent categories, and this 
complex pattern of clustering is only predicted by Weibull statistics.  
 
Explaining the advantage of Weibull statistics  
Why is the Weibull model better than other, widely used contrast statistics in 
predicting early neural and perceptual similarity? Although higher order moments of 
distributions can be diagnostic of textural differences, they may in practice be difficult 
for the visual system to represent (Kingdom et al., 2001). In addition, it has been 
suggested that rather than amplitude spectra, phase information derived from the 
Fourier transform (Wichmann et al., 2006; Loschky and Larson, 2008), or their 
interaction (Gaspar and Rousselet, 2009; Joubert et al., 2009) carries diagnostic 
scene information. The reason that higher-order statistics derived from the phase 
spectrum may contain perceptually relevant information (Doi and Lewicki, 2005) is 
that they carry edge information. In the Weibull model, contrasts, i.e. non-oriented 
edges, are explicitly computed (as the response of LGN-type neurons) and evaluated 
at multiple spatial scales. The model may thus be able to capture information 
contained both in power spectra (scale statistics) as well as central moments 
(distribution statistics). The Weibull parameters appear to reflect different aspects of 
low-level information: the beta parameter varies with the range of contrast strengths 
present in the image, reflecting overall contrast energy, whereas the gamma 
parameter varies with the degree of correlation between local contrast values, 
reflecting clutter or spatial coherence.  
 Obviously, the Weibull fit is still a mathematical construct. However, the two 
parameters can also be approximated in a more biologically plausible way: with our 
previous single-scale model (Scholte et al., 2009), we demonstrated that simple 
summation of X- and Y-type LGN output corresponded strikingly well with the fitted 
Weibull parameters. Similarly, if the outputs of the multi-scale filter banks used here 
(reflecting the entire range of receptive field sizes of the LGN) are linearly summed, 
we again obtain values that correlate highly with the Weibull parameters obtained 
from the contrast histogram at minimal reliable scale (Ghebreab, Scholte, Lamme, 
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and Smeulders, unpublished observations). This suggests that Weibull estimation 
can in fact be reduced to pooling of neuronal population responses by summation, 
which is a biologically realistic operation.  
 Why would summation of contrast responses of low-level neurons convey the 
same information as the Weibull parameters? This is likely a result of the structure of 
the world itself: distributions of contrast in natural images tend to range between 
power law and Gaussian, which is the family of distributions that the Weibull function 
can capture (Geusebroek and Smeulders, 2005). It appears that this statistic simply 
provides a good characterization of the dynamic range of the low-level input to the 
visual cortex when viewing natural images. Since our brain developed in a natural 
world, early visual processing may take advantage of this regularity in estimating 
global properties to arrive at a first impression of scene content. 
 
Outlook 
The present results extend our previous findings (Ghebreab et al., 2009; Scholte et 
al., 2009) with natural images to other image types (computational categories) and to 
prediction of behavioral categorization. Interestingly, even though the subjects in 
Experiment 1 (EEG) were not engaged in categorization of the dead leaves images, 
their results generalize to the behavioral categorization patterns that were found in 
Experiment 2, suggesting that similarity of bottom-up responses measured in the 
EEG signal of a different person can be predictive of the perceived similarity during 
categorization of these images. This observation is now restricted to computationally 
defined categories. An interesting question for future work is whether in construction 
of high-level categorical representations of natural stimuli - considered a 
computationally challenging task - the brain actively exploits the pattern of variability 
of the population response to contrast, estimated from early receptive field output. 
Contrary to the classical view of the visual hierarchy (e.g., Riesenhuber and Poggio, 
1999) it has been proposed that a rapid, global percept of the input (gist) precedes a 
slow and detailed analysis of the scene (Biederman, 1972; Oliva and Schyns, 1997; 
Hochstein and Ahissar, 2002; Oliva, 2005). Natural image statistics provide a pointer 
to information that could be relevant for such a global percept (Simoncelli, 2003; 
Geisler, 2008). However, the mechanism by which global information can be rapidly 
extracted from low-level properties is not directly evident from natural image statistics 
alone. As explained above, in our model, the statistics are derived from a biologically 
realistic substrate (the response of early visual contrast filters). We suggest that to 
build a realistic model of natural image categorization, it is essential to understand 
how statistics derived from very early, simple low-level responses can contribute to 
gist extraction.  
 In conclusion, our findings suggest that global information based on low-level 
contrast can be available very early in visual processing and that this information can 
be relevant for judgment of perceptual similarity of controlled image categories.  
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Supplementary Figures 
 

 
Figure S2.1 Selection of electrodes (Iz, I1, I2, Oz, O1, O2, POz, PO7, PO8, P6, P8) that were used as 
input to compute RDMs (dissimilarity matrices). Selection was based on standard deviation in ERP 
amplitude across the whole data set (all subjects and all images). Each line corresponds to a single 
electrode: only electrodes whose standard deviations crossed the dashed line were selected.  
 
 
 
 
 
 
 

 
Figure S2.2 Correlations of individual image parameters Weibull A) beta and B) gamma with Fourier 
intercept, Fourier slope, skewness and kurtosis values.  The categorical color coding is the same as in 
Figure 2.4. 
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Figure S2.3 Relation between subject-specific signal-to-noise ratio (SNR) and maximal explained 
variance (across all electrodes). A) Correlation across subjects of SNR and explained variance. SNR 
was computed by 1) per electrode, averaging the mean ERP amplitude across the 256 images over all 
post-stimulus time-points, 2) dividing the absolute value of this average by the standard deviation of all 
pre-stimulus time-points and 3) averaging the resulting SNR values over electrodes. The SNR-values 
thus reflect the degree to which stimulus-related ERP amplitude is present relative to baseline 
fluctuations. B) Two examples of evoked responses (CSD-transformed) for the 256 individual stimuli and 
corresponding explained variance values at channel Oz. Top: example of high SNR single-subject data. 
An evoked response is clearly visible in individual trials; explained variance based on contrast statistics 
is high. Bottom: example of low SNR single-subject data. An evoked response is hardly discernable in 
the individual trials; explained variance based on contrast statistics is low. This result elegantly shows 
that if there is no evoked response present in the EEG signal, there is no stimulus-related variance to be 
explained by differences in contrast statistics. 
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Figure S2.4 Explained variance values at channel Oz as reported in Figure 2.5A-C, but now computed 
based on non-averaged single-trial ERPs (compared to single-image ERPs that are averaged over 
repeats). As regressors, we used either A) Weibull beta and gamma, B) Fourier intercept and slope and 
C) skewness and kurtosis. Colored thin lines: r2 values for individual subjects. Black thick line: mean r2 
across subjects.  
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Figure S2.5 AIC and unique variance analyses at channel Oz as reported in Figure 2.6, but now 
computed based on single-trial ERPs (compared to single-image ERPs that are averaged over repeats). 
A) Mean explained variance across subjects for Weibull (red), Fourier (blue) and skewness/kurtosis 
(green); shaded areas indicate S.E.M. B) Mean AIC-value across single subjects computed from the 
residuals of each of the three regression models, as well as an additional model (black) consisting of 
Fourier and skewness/kurtosis values combined. Shading indicates S.E.M. C) Single subject AIC-values 
at the time-point of maximal explained variance for Weibull and Fourier statistics (113 ms); subjects are 
sorted based on SNR ratio (reported in Supplementary Figure S2.2). D) Unique explained variance by 
each set of contrast statistics. E) Absolute, non-parametric correlations (Spearman's ρ) with ERP 
amplitude for the individual image parameters: Beta (B), Gamma (G), Fourier Intercept (Ic), Fourier 
Slope (S), distribution Skewness (Sk) and Kurtosis (Ku). Absolute values are plotted for convenience; 
shaded areas indicate S.E.M. F) Unique explained variance by each individual image parameter.  
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Figure S2.6 Single-subject correlations of dissimilarity matrices (RDMs) of ERPs with distance matrices 
based on the three sets of contrast statistics: A) Weibull parameters, B) Fourier parameters, and C) 
skewness and kurtosis.  
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Chapter 3 
Local contrast statistics are diagnostic of invariance of 

natural textures 
 
Texture may provide important clues for real world object and scene perception. For 
these clues to be reliable, they should ideally be invariant to common viewing 
variations such as changes in illumination and orientation. Here, we examined 
whether natural image statistics derived from local contrast are diagnostic of texture 
invariance in the human brain under common viewing variations. In a large image 
database of natural materials, we found textures with local contrast statistics that 
varied substantially under viewing variations, as well as textures that remained 
relatively constant. To test whether textures with constant contrast statistics give rise 
to more invariant visual representations compared to other textures, we selected 
images of natural texture categories with either high or low variance (HV/LV) in 
statistics and presented these to human observers. In two distinct behavioral 
categorization paradigms, participants more often judged HV textures as 'different' 
compared to LV textures, showing that textures with constant contrast statistics are 
perceived as being more invariant. In a separate EEG experiment, evoked responses 
to single texture images (single-image ERPs) were collected. The results show that 
differences in contrast statistics correlated with differences in occipital single-image 
ERP amplitude at several stages of visual processing. Importantly, ERP differences 
between images of HV textures were mainly driven by illumination angle, which was 
not the case for LV images, for which differences were completely driven by texture 
category. These converging neural and behavioral results show that some natural 
textures are surprisingly invariant to illumination changes and that local contrast 
statistics are diagnostic of the extent of this invariance.  
 
 
Published as: 
Groen IIA, Ghebreab S, Lamme VAF, Scholte HS (2012) Low-level contrast statistics 
are diagnostic of invariance of natural textures. Front. Comput. Neuroscience 6:34. 
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Introduction 
 
Despite the complexity and variability of everyday visual input, the human brain 
rapidly translates light falling onto the retina into coherent percepts. One of the 
relevant features used by the visual system to accomplish this feat is texture (Bergen 
and Julesz, 1983; Malik and Perona, 1990; Elder and Velisavljevic, 2009). Texture - 
"the stuff in the image" (Adelson and Bergen, 1991) - is a property of an image region 
that can be used by early visual mechanisms for initial segmentation of the visual 
scene into regions (Landy and Graham, 2004), to separate figure from ground 
(Nothdurft, 1991) or to judge 3D shape from 2D input (Malik and Rosenholtz, 1997; Li 
and Zaidi, 2000). The relevance of texture for perception of natural images was 
recently demonstrated by the finding that a computational model based on texture 
statistics could accurately predict human natural scene categorization performance 
(Renninger and Malik, 2004). 

In general, a desirable property for visual features is perceptual invariance to 
common viewing variations such as illumination and viewing angle. Previously, 
invariance has been defined as a property of cognitive templates (e.g. Biederman, 
1987) or as a 'goal' of visual coding to be achieved by multiple consecutive 
transformations along the visual pathway (Riesenhuber and Poggio, 1999; DiCarlo 
and Cox, 2007). Here, we explore another possible interpretation of invariance, 
namely as a real-world property that is present to a certain degree in natural stimuli. 
If visual features differ in terms of invariance, the brain might compute this property to 
determine which features are more invariant, and therefore more reliable cues for 
object and scene perception. 

The effects of viewing conditions on textures have been previously studied by 
Geusebroek and Smeulders (2005), who showed that changes in recording 
conditions of photographs of natural materials are well characterized as changes in 
contrast statistics. Specifically, two parameters fitted to the contrast histogram of 
natural images described the spatial structure of several different materials 
completely. These parameters describe the width and outline of the contrast 
histogram (Figure 3.1A) and carry information about perceptual characteristics of 
natural textures such as regularity and roughness (Geusebroek and Smeulders, 
2005). Recently, we reported that for natural scenes, the same statistics explain up to 
80% of the variance of event-related potentials (ERPs) recorded from visual cortex 
(Ghebreab et al., 2009). We proposed that the two contrast parameters reflect 
relevant perceptual dimensions of natural images, namely the amount of contrast 
energy (CE) and spatial coherence (SC) in a scene (Groen et al., 2012a). 
Importantly, we found that these parameters can be reliably approximated in a 
biologically realistic way by summating the output of local contrast filters modeled 
after LGN cells (Scholte et al., 2009), suggesting that these statistics may be 
available to visual cortex directly from its pre-cortical visual contrast responses. 
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Here, we asked whether these statistics are diagnostic of the degree of 
invariance of texture representations in the human brain. We approximated the 
contrast statistics of the large set of natural textures recorded under different viewing 
conditions in Geusebroek and Smeulders (2005), using the LGN model (Ghebreab et 
al., 2009; Scholte et al., 2009). The CE and SC of a substantial amount of these 
textures covaried with viewing conditions. However, the statistics of some textures 
remained remarkably constant under these variations. If the visual system is indeed 
sensitive to variability in contrast statistics, differences between textures in terms of 
this variability should have a consequence for their perceptual processing. 
Specifically, textures with constant contrast statistics across differences in viewing 
conditions may give rise more invariant representations compared to other textures.  

To test this hypothesis, we asked whether perceptual invariance (Experiment 
1 and 2) and invariance in evoked neural responses (Experiment 3) to natural 
textures under changes in viewing conditions was associated with variance in 
contrast statistics. We selected multiple texture images from the same material 
category (e.g. wool, bread, sand) that differed in two recording conditions: 
illumination angle and rotation (Figure 3.1B). Based on variance in contrast 
statistics, textures were labeled as either high variant (HV) or low variant (LV), see 
Figure 3.1C. Example images for each texture category are shown in Figure 3.1D.  

In Experiment 1, human observers performed a same-different categorization 
task on pairs of images that were either from the same or a different texture category. 
We tested whether variance in contrast statistics influenced categorization accuracy: 
we predicted that compared to HV textures, images from LV textures would be 
perceived as more similar (i.e., higher accuracy on same-texture trials) and be less 
often confused with other textures (higher accuracy on different-texture trials), 
indicating higher 'perceived invariance'. In Experiment 2, we addressed the same 
question using another behavioral paradigm – namely an oddity task - in which 
participants selected one of three images belonging to a different texture category. 
We predicted that when presented with two texture images from the same HV 
category, participants would more often erroneously pick one of these images as the 
odd-one-out, indicating lower 'perceived invariance' on these trials. 

In Experiment 3, event-related EEG responses (ERPs) to individually 
presented texture images were collected to examine potential differences in neural 
processing between HV and LV textures and to evaluate the contribution of each of 
the two image parameters to the time course of ERP amplitude. Using regression 
and dissimilarity analyses, we related differences in image statistics to differences in 
single-image responses; an avenue that more researchers are beginning to explore 
(Philiastides and Sajda, 2006; van Rijsbergen and Schyns, 2009; Gaspar et al., 
2011; Rousselet et al., 2011). The advantage of this approach relative to traditional 
ERP analysis (which is based on averaging many trials within a condition or an a 
priori-determined set of stimuli) is that it provides a richer and more detailed 
impression of the data. It also allows us to examine how differences between 
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individual images can give rise to categorical differences in a bottom-up way, i.e. by 
showing how individual images cluster together in terms of neural representations to 
form a single category.  

The results show that variance in contrast statistics correlates with perceived 
texture similarity under changes in rotation and illumination, as well as differences in 
neural responses due to illumination changes. They suggest that low-level contrast 
statistics are informative about the degree of perceptual invariance of natural 
textures.  
 
Materials and Methods 
 
Computation of image statistics  
 
Contrast filtering  
We computed image contrast according to the standard linear-nonlinear model 
(Heeger et al., 1996). For the initial linear filtering step we used contrast filters 
modeled after receptive fields of LGN-neurons (Bonin et al., 2005). As described in 
detail in Ghebreab et al., (2009), each location in the image was filtered using 
Gaussian second-order derivative filters spanning multiple octaves in spatial scale, 
following Croner and Kaplan, (1995). Two separate spatial scale octave ranges were 
applied to derive the two contrast parameters. For the contrast energy parameter, 
each image location was processed by filters with standard deviations 0.16, 0.32, 
0.64, 1.28, 2.56 in degrees; for the spatial coherence parameter, the filter bank 
consisted of octave scales of 0.2, 0.4, 0.8, 1.6 and 3.2 degrees. The output of each 
filter was normalized with a Naka-Rushton function with 5 semi-saturation constants 
between 0.15 and 1.6 to cover the spectrum from linear to non-linear contrast gain 
control in the LGN (Croner and Kaplan, 1995).  
 
Response selection  
From the population of gain- and scale-specific filters outputs, one filter response 
was selected for each location in the image using minimum reliable scale selection 
(Elder and Zucker, 1998): a spatial scale control mechanism in which the smallest 
filter with output higher than what is expected to be noise for that specific filter is 
selected. In this approach a scale-invariant contrast representation is achieved by 
minimizing receptive field size while simultaneously maximizing response reliability 
(Elder and Zucker, 1998). Similar steps, differing in detail, are implemented in 
standard feed-forward filtering models, e.g. Riesenhuber and Poggio, (1999). As 
previously (Ghebreab et al., 2009; Groen et al., 2012a), noise thresholds for each 
filter were determined in a separate set of images (a selection of 1800 images from 
the ImageNet database; Deng et al., 2009) and set to half a standard deviation of the 
average contrast present in that dataset per scale and gain. 
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Approximation of Weibull statistics  
Applying the selected filter to each location in the image results in a contrast 
magnitude map. Based on the different octave filter banks, one contrast magnitude 
map was derived for the CE parameter and one for the SC parameter.  

 

 
Figure 3.1 Contrast statistics of natural images. A) Contrast histograms of natural images follow a 
Weibull distribution. Three natural images with varying detail and scene fragmentation are displayed 
along with a filtered (non-rectified) version of the same image. The homogenous, texture-like image of 
grass (upper row) contains many contrasts of various strengths; its contrast histogram approaches a 
Gaussian. The strongly segmented image of green leaves against a uniform background (bottom row) 
contains very few, strong contrasts; its histogram approaches power law. Most images, however, have 
intermediate histograms (middle row). The degree to which natural images vary between these two 
extremes can be assessed using two parameters of a Weibull fit to the histogram. The first parameter 
describes the histogram width: it reflects the mean local contrast strength, or contrast energy. The 
second parameter describes the histogram shape: it reflects the amount of scene fragmentation, of 
spatial coherence. B) The texture images were photographs of natural materials (e.g. wool, sand, bread) 
taken while rotation and illumination angle were manipulated. The materials were placed on a turntable, 
and recordings were made for rotations of 0, 60, 120 and 180 degrees. For each rotation, the material 
was illuminated by one of 5 different light sources (L1-L5). Technical details are listed on 
http://staff.science.uva.nl/~aloi/public_alot/. C) Top: The 400 texture images (20 images for each texture 
material, i.e. category) plotted against their contrast statistics parameters contrast energy and spatial 
coherence. High-variant (HV) stimuli are colored in shades of blue to green, whereas low-variant stimuli 
(LV) are in shades of yellow to red. Bottom: Mean and standard deviation in contrast parameters per 
texture category; HV images in blue, LV images in red. D) Example images for each of the 20 texture 
categories that were used for experimentation: For each of the 20 texture categories, an example is 
shown for a 60º change in rotation, and for a change from middle to side or top illumination angle (L2 to 
L1/L3).  
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These contrast maps were then converted into two 256-bin histograms. It has 
been demonstrated that contrast distributions of most natural images adhere to a 
Weibull distribution (Geusebroek and Smeulders, 2002). The Weibull function is 
given by:  
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       (1) 
where c is a normalization constant and µ, β and γ are the free parameters that 
represent the origin, scale and shape of the response distribution, respectively. The 
value of the origin parameter µ is generally close to zero for natural images and 
averaged out. The β-parameter varies with the range of contrast strengths present in 
the image. The γ-parameter describes the outline of the distribution and varies with 
the degree of correlation between local contrast values.   
 As mentioned, these two parameters can be determined in a more biologically 
plausible way: simple summation of X- and Y-type LGN output corresponds strikingly 
well with the fitted Weibull parameters (Scholte et al., 2009). Similarly, if the outputs 
of the multi-scale, octave filter banks (Ghebreab et al., 2009) used here are linearly 
summed, we obtain values that correlate even stronger with the Weibull parameters 
obtained from the contrast histogram at minimal reliable scale (Ghebreab, Scholte, 
Lamme and Smeulders, unpublished observations). For the current stimuli, the 
approximation based on summation correlated r = 0.99 and r = 0.95 with the β- and γ-
parameter of the Weibull function, respectively. For all analyses presented here, 
these biologically realistic approximations based on linear summation were used 
instead of the fitted parameters. We refer to the approximation of the β-parameter as 
contrast energy (CE) and to the approximation of the γ-parameter as spatial 
coherence (SC). 
 
Experiment 1: Behavioral categorization with a same-different task 
 
Subjects  
In total, 28 subjects participated in the first behavioral categorization experiment. The 
experiment was approved by the ethical committee of the University of Amsterdam 
and all participants gave written informed consent prior to participation. They were 
rewarded for participation with either study credits or financial compensation (7 euro 
for one hour of testing). The data from 2 participants was excluded because their 
mean behavioral performance was at chance level (50%).  
 
Stimuli  
Texture images (grayscale, 512x342 pixels) were selected from a large database of 
natural materials (http://staff.science.uva.nl/~aloi/public_alot/) photographed under 
various systematic manipulations (illumination angle, rotation, viewing angle and 
illumination color). In this chapter, we will refer to these materials as 'texture 
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categories'. For the stimuli used in the present study, a subset of images from each 
texture category was used that varied only in illumination angle (5 different light 
sources) and rotation (0, 60, 120 or 180 degrees); viewing angle (0 degrees azimuth) 
and illumination color (white balanced) were held constant. This subset contained 20 
different images per texture category. For all of the 250 texture categories in the 
database, contrast statistics were computed for this subset of images. Based on the 
resulting CE and SC values, textures were classified as 'high variant' (HV) if their 
variance was more than half a standard deviation above the median variance for all 
textures, and as 'low variant' (LV) if it was half a standard deviation below the 
median, in both parameter values.  
 From the resulting LV and HV texture categories, 10 categories were 
randomly chosen and used in the experiment. However, care was taken that the 
parameter values of the selected categories were representative of the range of the 
entire image set. The final selection thus yielded 20 texture categories, of which half 
formed the HV condition and the other half formed the LV condition, with each 
category consisting of 20 images that were systematically manipulated in illumination 
angle and rotation (Figure 3.1D). In total, 400 images were used for experimentation.  
 
Procedure  
On each trial, two images were presented from either the same or a different texture 
category. Stimuli were presented on a 19-inch Dell monitor with a resolution of 
1280x1024 pixels and a frame rate of 60 Hz. Participants were seated approximately 
90 cm from the monitor and completed four blocks of 380 trials each. A block 
contained four breaks, after which subject continued the task by means of a button 
press. On each trial, a fixation cross appeared on the center of the screen; after an 
interval of 500 ms, a pair of stimuli was presented simultaneously for 50 ms, 
separated by a gap of 86 pixels (Figure 3.2A). A mask (see below) followed after 
100 ms, and stayed on screen for 200 ms. Subjects indicated if the stimuli were from 
the same or a different texture category by pressing one of two designated buttons 
on a keyboard ('z' and 'm') that were mapped to the left or the right hand.  
 Within one block, one stimulus from each texture category was once paired 
with a stimulus from another texture category (190 trials). Stimuli were drawn without 
replacement, such that each image occurred once in each block, but were randomly 
paired with the images from the other texture category on each block. For the other 
190 trials, the two stimuli were from the same texture category: here, for each texture 
category, 10 pairs were randomly chosen, resulting in 200 trials (20 from each 
texture category), from which 10 were then randomly deleted (but never more than 
one from each category) such that 190 trials remained. The ratio of different-category 
vs. same-category comparisons was thus 50:50, which was explicitly communicated 
to the subjects prior to the test phase. In addition, subjects were shown a few 
example textures, and performed 20 practice trials before starting the actual 
experiment. The example textures and practice trials contained comparisons of both 
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illumination and rotation differences between the two presented texture images. None 
of the examples textures and practice trials occurred in the main experiment.  
 Masks were composed of all texture stimuli combined. They were created by 
dividing each of the 400 texture stimuli up in mini-blocks of 9x16 pixels: a single 
mask was created by drawing equal amounts of these mini-blocks from each 
stimulus and placing those at random positions in a frame of 512x342 pixels. Unique 
masks were randomly assigned to each of the 400 trials within a block, and were 
repeated over blocks. Per trial, the same mask was presented at both stimulus 
locations. Stimuli were presented using Matlab Psychophysics Toolbox (Brainard, 
1997; Pelli, 1997). 
 
Data analysis  
Mean accuracy for each subject was determined by calculating percent correct over 
the four blocks. It was determined separately for different-category vs. same-category 
comparisons and for trials on which two HV categories were compared vs. trials on 
which two LV categories were compared (2x2 design). Different-category trials where  
 

 
Figure 3.2 Methods and experimental design. A) Experimental paradigm of Experiment 1 (behavioral 
same-different task). Participants performed a same-different categorization task on pairs of texture 
stimuli presented on a grey background that were masked after 150 ms. B) Experimental paradigm of 
Experiment 2 (behavioral oddity task); participants had to choose the odd-one-out from three images on 
each trial. C) Experimental set-up and analysis of Experiment 3 (single-image EEG). Subjects were 
presented with individual presentations of texture images while EEG was recorded. Single-image 
evoked responses were extracted for each electrode, after which a regression analysis of the amplitude 
at each time-point based on contrast statistics was performed. D) Representational dissimilarity matrices 
(RDMs) were computed at each sample of the single-image ERPs recorded from channel Oz. A single 
RDM displays dissimilarity (red = high, blue = low, reflecting difference in ERP amplitude) between all 
pairs of stimuli at a specific moment in time. 
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HV categories were compared to LV categories were excluded from analysis. Due to 
a programming error, no reaction times were recorded. As a consequence, trials in 
which subjects may have responded too fast (for instance before 200 ms) were still 
included in the analysis. This results in a potential underestimation of the error rate. 
 
Experiment 2: Behavioral categorization with an oddity task 
 
Subjects  
In total, 18 subjects participated in the second behavioral categorization experiment, 
which was approved by the ethical committee of the University of Amsterdam. All 
participants gave written informed consent prior to participation. They were rewarded 
for participation with either study credits or financial compensation (7 euro/ hour). The 
data from 2 participants was excluded because mean performance was at chance 
level (33%, 1 participant) or because reaction times demonstrated an outlier (> 2 
standard deviations from the mean across all participants, 1 participant). 
 
Stimuli and procedure  
The same set of 400 texture images was used as in the first behavioral experiment. 
However, for this task, on each trial three images were presented: two images from 
the same texture category (the same pair), and one from a different category (the 
odd-one-out), see Figure 3.2B. Stimuli were presented on a 19-inch ASUS monitor 
with a resolution of 1920x1080 pixels and a frame rate of 60 Hz. The procedure was 
identical to the first behavioral experiment, except that now, two images were 
positioned adjacent to each other and the third image was located either below or 
above the other two (position was counterbalanced across participants). The three 
images were separated by equal gaps of 120 pixels. The position of the odd stimulus 
was randomized over trials. Subjects were instructed to indicate which image was 
from a different texture by pressing one of three designated buttons on a keyboard 
('1', '2' and '3' on the NUM pad of the keyboard) using their right hand.  

Within one block, each texture category was twice paired with every other 
texture category by randomly drawing an image from both categories (380 trials). For 
one half of the trials, the image from the first category was designated as the odd-
one-out, whereas from the second category, another stimulus was drawn to form the 
second half of the same pair. For the other half of the trials, the procedure was 
reversed, such that each texture category once formed the odd stimulus, and once 
formed the paired stimulus. Compared to the first experiment, the trials were thus 
always different-category trials, but each texture category was once the odd-one-out 
or the same-pair. This allowed us to test whether the variance in contrast statistics of 
the same-pair influenced performance: we predicted that increased variance in 
contrast statistics of the same-pair stimuli would lead to more errors (i.e. selecting 
one of the same-pair as the odd-one-out).  
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Data analysis  
In contrast to the first experiment, reaction times (RT) were now properly recorded 
and trials in which the participant responded before 200 ms after stimulus-onset were 
excluded. To allow comparison with the same-different accuracy data from the 
previous experiment, we first computed accuracy for only the trials on which either 
two HV or two LV texture categories were compared (ignoring trials on which one HV 
and one LV category were compared). The same comparison was done for RT. In a 
subsequent analysis, we included all trials but split them into two groups in two 
different ways: namely based on 1) whether the odd-one out was LV or HV or 2) 
whether the same-pair images were HV or LV. This allowed us to test whether the 
variance of the odd stimulus vs. the variance of the same-pair was more predictive of 
errors in selection of the odd stimulus.  
 
Experiment 3: EEG experiment 
 
Subjects  
Seventeen volunteers participated and were rewarded with study credits or financial 
compensation (7 euro/hour for 2.5 hours of experimentation). The data from 2 
subjects was excluded because the participant blinked consistently shortly after trial 
onset in more than 50% of the trials (1 subject) of because their vision deviated from 
normal (1 subject) which became clear in another experiment conducted in the same 
session. The study was approved by the ethical committee of the University of 
Amsterdam and all participants gave written informed consent prior to participation. 
 
EEG data acquisition  
The same set of stimuli was used as in the behavioral experiment. In addition, for 
each image a phase-scrambled version was created, which were presented 
randomly intermixed with the actual textures. Stimuli were presented on an ASUS 
LCD-screen with a resolution of 1024x768 pixels and a frame rate of 60 Hz. Subjects 
were seated 90 cm from the monitor such that stimuli subtended 11x7.5° of visual 
angle. During EEG acquisition, a stimulus was presented one at a time in the center 
of the screen on a grey background for 100 ms, on average every 1500 ms (range 
1000 - 2000 ms). Each stimulus was presented twice, in two separate runs. Subjects 
were instructed to indicate on each trial whether the image was an actual texture or a 
phase-scrambled image: examples of the two types of images were displayed prior to 
the experiment. Response mappings were counterbalanced between the two 
separate runs for each subject. Stimuli were presented using the Presentation 
software (www.neurobs.com). EEG Recordings were made with a Biosemi 64-
channel Active Two EEG system (Biosemi Instrumentation BV, Amsterdam, NL, 
http://www.biosemi.com/) using the standard 10-10 systems with two additional 
occipital electrodes (I1 and I2), which replaced two frontal electrodes (F5 and F6). 
Eye movements were monitored with a horizontal and vertical electro-oculogram 
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(EOG) and were aligned with the pupil location when the participants looked straight 
ahead. Data was sampled at 256 Hz. The Biosemi hardware is completely DC-
coupled, so no high-pass filter is applied during recording of the raw data. A Bessel 
low-pass filter was applied starting at 1/5th of the sample rate.  
 
EEG data preprocessing  
The raw data was pre-processed using Brain Vision Analyzer (BVA) by taking the 
following steps: 1) offline referencing to earlobe electrodes, 2) applying a high-pass 
filter at 0.1 Hz (12 dB/octave), a low-pass filter at 30 Hz (24 dB/octave) and two notch 
filters at 50 (for line noise) and 60 Hz (for monitor noise), 3) automatic removal of 
deflections larger than 250 µV. Trials were segmented into epochs starting 100 ms 
before stimulus onset and ending 500 ms after stimulus onset. These epochs were 
corrected for eye movements by removing the influence of ocular-generated EEG 
using a regression analysis based on the EOG channels (Gratton and Coles, 1983). 
Baseline correction was performed based on the data between -100 ms and 0 ms 
relative to stimulus onset; artifacts were rejected using maximal allowed voltage 
steps of 50 µV, minimal and maximal allowed amplitudes of -75 and 75 µV and a 
lowest allowed activity of 0.50 µV. The resulting event-related potentials (ERPs) were 
converted to Current Source Density (CSD) responses (Perrin, 1989). Trials in which 
the same image was presented were averaged over the two runs, resulting in one 
event-related potential specific to each image (single-image ERP; Groen et al., 
2012a).  
 
Regression analyses on single-image ERPs  
To test whether differences between neural responses correlated with differences in 
contrast statistics between images, we conducted regression analyses on the single-
image ERPs (Figure 3.2C). We first performed this analysis on ERPs averaged 
across subjects to test whether contrast energy and spatial coherence could explain 
consistent differences between images. For each channel and time-point, the image 
parameters (contrast energy and spatial coherence) were entered together as linear 
regressors on ERP amplitude, resulting in a measure of model fit (r2) over time (each 
sample of the ERP) and space (each electrode).  
 To statistically evaluate the specific contribution of each parameter to the 
explained variance for the two different image conditions (HV en LV), we next ran 
regressions at the single subject level. These analyses were restricted to electrode 
Oz. We constructed a model with four predictors of interest (constant term + LV 
contrast energy, HV contrast energy, LV spatial coherence, HV spatial coherence). 
The obtained β-coefficients for each predictor were subsequently tested against zero 
by means of t-tests, which were Bonferroni-corrected for multiple comparisons based 
on the number of time-points for which the comparison was performed (154 time 
samples).  
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Finally, to test whether each predictor contributed unique variance, we 
conducted a stepwise version of a regression analysis with two predictors (contrast 
energy and spatial coherence for LV and HV images combined in one column) for 
each single subject. In this analysis, a predictor was entered into the model if it was 
significant at α < 0.05, and removed if α > 0.10. In the initial model, none of the 
parameters were included. We then counted, for every time-point, for how many 
subjects the full model was chosen, only one of the predictors was included, or no 
parameters were included.  
  
Representational similarity analysis  
To better examine how variance between individual visual stimuli arises over time, 
and how differences between individual images relate to image variance (HV/LV) and 
image manipulations (rotation and illumination angle), we computed representational 
dissimilarity matrices (RDMs; Kriegeskorte et al., 2008) based on single-image ERPs 
recorded at channel Oz. We computed, for each subject separately, at each time-
point, for all pairs of images the difference between their evoked ERP amplitude 
(Figure 3.2D). As a result we obtained a single RDM containing 400x400 dissimilarity 
values between all pairs of images at each time-point. Within one matrix, the pixel 
value of each cell reflects the difference in ERP amplitude between two images 
indicated by the row and column number.  
 
Comparison between dissimilarity matrices  
To compare the observed dissimilarities in single-image ERPs with corresponding 
differences in contrast statistics between the images, we computed a dissimilarity 
matrix based on the image parameter values CE and SC. For each pair of images, 
we computed the sum of the absolute differences between the (normalized) contrast 
energy (CE) and spatial coherence (SC) values of those two images, e.g. (CEimage1 + 
SCimage1) - (CEimage2 + SCimage2), resulting in one difference value reflecting the 
combined difference in image parameters between the images (see also Chapter 2). 
For each subject, this matrix was compared with the RDMs based on the ERP data 
using a Mantel test for two-dimensional correlations (Daniels, 1944), denoted as rm. 
 
Computation of luminance and AIC-values  
To obtain a measure of luminance for each image, we computed the mean luminance 
value per image (LUM) by averaging the pixel values (0-255) of each individual 
image. For the EEG analysis, to compare the regression results based on LUM with 
those obtained with contrast statistics, we used Akaike's information criterion (AIC; 
Akaike, 1973). The AIC-values were computed by transforming the residual sum of 
squares (RSS) of each regression analysis using: 
 
   AIC = n*log(RSS/n) + 2k      (2) 
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where n = number of images and k = number of predictor variables (k = 2 for contrast 
statistics, and k = 1 for LUM). AIC can be used for model selection given a set of 
candidate models of the same data; the preferred model has a small AIC-value. 
 
Results 
 
Experiment 1: Same-different categorization 
 
Categorization accuracy was calculated separately for high-variant (HV) and low-
variant (LV) trials and for same-category and different-category comparisons (Figure 
3.3A). A repeated-measures two-way ANOVA indicated a significant main effect of 
variance (F(1,25) = 298.9, p < 0.0001), but not of type of comparison (F(1,25) = 3.6, 
p = 0.07); however, the interaction between variance and comparison was significant 
(F(1,25) = 61.8, p < 0.0001; Figure 3.3B). Subsequent paired t-tests revealed that 
participants performed better for LV than HV textures at both different-category (t(25) 
= 6.1, p < 0.0001, mean difference = 6%, ci = 4-8%) and same-category comparisons 
(t(25) = 16.3, mean difference = 17%, ci = 15-19%, p < 0.0001), but also for different-
category HV comparisons relative to same-category HV comparisons (t(25) = 3.4, 
mean difference = 11%, ci = 4-17%, p = 0.002). These results show that participants 
generally made more errors on trials in which they compared two different HV texture 
categories than on trials in which they compared two LV categories. In addition, they 
more often incorrectly judged two images from the same HV texture category as 
different than vice versa (two different HV images as the same category).  
 

 

Figure 3.3 Results from Experiment 
1: same-different categorization A) 
Accuracy scores for individual 
subjects according to task conditions. 
Subjects compared pairs of images 
that were either from different 
(circles) or same (squares) texture 
categories with either low (LV) or 
high variance in contrast statistics 
(HV). Comparisons between LV and 
HV categories were excluded from 
analysis. B) Mean accuracy per 
condition, showing an interaction 
effect between texture variance (HV; 
blue vs. LV; red) and type of 
comparison (same vs. different trial). 
Performance was worst on HV same 
texture trials, suggesting subjects 
viewed these textures as different 
even though they were from the 
same category. C) Accuracy on 
same-texture trials correlates with 
texture category variance in contrast 
statistics. Error bars indicate S.E.M. 
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This result shows that 1) LV texture categories are easier to categorize than 
HV categories and 2) images from the same HV texture category are perceived as 
less similar. This latter conclusion is supported by an additional analysis performed 
on the accuracy scores, in which we correlated the specific amount of variance in 
contrast statistics with the average number of same-texture errors. We found that 
variance in contrast statistics correlated with same-texture accuracy across all 
texture categories (Spearman's ρ = -0.73, p < 0.0001, Figure 3.3C). This result 
suggests that, for high-variant stimuli, the specific amount of variance in contrast 
statistics influences perceived similarity of same-texture images: more variance 
implies less similarity.  
 Because subjects always compared only two images on each trial, we cannot 
be certain to what degree they based their judgment on the between-stimulus 
differences versus the difference of these images compared to all other images in the 
stimulus set. To investigate this more explicitly, we conducted another behavioral 
experiment using an oddity task, in which each trial consisted of three images that 
were drawn from two different texture categories. In this task, subjects always made 
a difference judgment: they had to pick the most distinct stimulus (the odd-one-out) 
and thus actively compare differences between texture categories with differences 
within texture categories. If variance in contrast statistics of a texture category indeed 
determines its perceived invariance, we would expect that for comparisons between 
images from HV texture categories, it is more difficult to decide which stimulus is 
different.  
 
Experiment 2: Oddity categorization 
 
Categorization accuracy on comparisons of HV texture categories was significantly 
lower compared to comparisons of LV texture categories (t(15) = 14.4, mean 
difference = 17%, ci = 14-20%, p < 0.0001); Figure 3.4A. Participants were also 
significantly faster on LV trials compared to HV trials (t(15) = -3.5, mean difference = 
27 ms, ci = 10-43 ms, p < 0.004). If we compute accuracy across all possible 
comparisons of texture categories (also including HV-LV/LV-HV comparisons), and 
split the data either according to the variance of the odd stimulus, or to the variance 
of the same-pair on each trial, we see that it is specifically the variance of the same-
pair images that predicts differences in accuracy (Figure 3.4B). On trials at which the 
same-pair was from a HV texture category, subjects more often incorrectly chose one 
of that pair as the odd-one-out. If we correlate the amount of variance in contrast 
statistics of the same-pair with accuracy, we again find a significant correlation (ρ = -
0.75, p < 0.0001; Figure 3.4C), indicating that with increasing variance in contrast 
statistics, images from the same texture category are more often perceived as 
different. 
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 Overall, the results of the two behavioral experiments indicate that low 
variance in contrast statistics allows observers to more accurately categorize images 
of natural textures. Images of a texture category with constant statistics under 
different viewing conditions are more often accurately recognized as coming from the 
same category compared to images from categories with variable statistics. 
Conversely, categories with variable statistics are more often seen as different even 
though they are from the same category, and more often confused with other 
categories. This suggests that texture categories with little variance in contrast 
statistics are perceived as more invariant.  
 
Experiment 3: EEG 
 
Contrast statistics explain variance in occipital ERP signals 
As a first-pass analysis, we first averaged single-image ERPs over subjects, after 
which a simple regression model with two predictors (contrast energy and spatial 
coherence) was fitted based on ERPs at every channel and time-point. Despite 
individual differences between subjects in EEG responses (e.g. in mean evoked 
response amplitude, likely due to individual differences in cortical folding), this 
analysis revealed a highly reliable ERP waveform time-locked to the presentation of 
the stimulus (Figure 3.5A). This time-locked ERP nonetheless varied substantially 
between individual images, mostly between 100 and 300 ms after stimulus-onset. 
The regression results show that early in time, nearly all mean ERP variance is 
explained by the image parameters CE and SC (maximal r2 = 0.94 at 148 ms, p < 

Figure 3.4 Results from Experiment 
2: oddity categorization. A) Accuracy 
scores for single subjects for 
comparisons between HV textures or 
between LV textures. Subjects more 
often incorrectly chose a same-pair 
image as the odd-one-out for HV 
trials. B) Mean accuracy across all 
trials (including trials in which HV 
categories were compared with LV 
categories) sorted according to the 
condition (HV/LV) of either the odd 
stimulus or the same-pair. The 
condition of the same-pair, but not the 
odd stimulus affects accuracy. C) 
Accuracy across all trials correlates 
with same-pair variance in contrast 
statistics. Error bars indicate S.E.M. 
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0.0001 on channel Oz, Figure 3.5B). Also at later time-points and at other 
electrodes, there is substantial (e.g., more than 50%) explained variance. If we 
examine the results for all channels simultaneously (Figure 3.5C), we see that it is 
highest at occipital channels, extending towards parietal and lateral-occipital 
electrodes. This spatial pattern is similar for early and late time-points (i.e., mostly 
central-occipital). 

This result shows that low-level image statistics can explain a high amount of 
variance, both early and late in time, of image-specific differences across 
participants. To test more precisely 1) whether these effects were present in all 
participants, 2) which of the two image parameters contributed most to the explained 
variance and 3) whether these contributions differed between the two conditions 
(LV/HV), we selected the electrode with the highest r2-value (Oz) and conducted 
regression analyses at the single-subject level using a model containing four 
parameters (see Materials and Methods): LV contrast energy, HV contrast energy, 
LV spatial coherence, HV spatial coherence.  

 

 
 

Mean explained variance across subjects peaked 156 ms after stimulus onset 
(r2 = 0.65, mean p < 0.0001, Bonferroni-corrected; Figure 3.6A); maximal values for 
individual subjects ranged between r2 = 0.49-0.85 at 144-168 ms after stimulus-onset 
and were all highly significant (all p < 0.0001). If we compare the time courses of the 
β-coefficients associated with each predictor (Figure 3.6B), we observe that CE and 
SC have distinct time courses. Statistical evaluation of the β-coefficients (Figure 
3.6C) shows that ERP amplitude at an early time interval is mostly correlated with CE 
(between 136-183 ms, all t(15) < -5.1, max t(15) = -9.0, all p < 0.0003), which 
correlates again much later in time (between 305-340 ms, all t(15) < -5.1, max t(15) = 
-6.5, all p < 0.0001). SC only contributes significantly to the explained variance 

Figure 3.5 Regression analyses on 
mean ERP data for all recordig sites. 
A) Subject-averaged, single-image 
ERPs converted to current source 
density signals (CSDs) at channel 
Oz. B) Explained variance at each 
time-point resulting from regression 
of ERP amplitude on contrast 
statistics of the 400 texture images 
at each individual EEG electrode. C) 
Explained variance for all electrodes 
shown on a topographic scalp image 
at two time-points of maximal 
explained variance, indicating that it 
was highest on electrodes overlying 
visual cortex for both high-variant 
(HV) and low-variant (LV) textures. 
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between 220-240 ms, all t(15) > 4.7, max t(15) = 6.1, all p < 0.003; again between 
274-330 ms, all t(15) > 5.4, max t(15) = 9.0, all p < 0.0003). Importantly, the temporal 
profiles of CE and SC are similar for HV and LV images; differences between the β-
coefficients of these two conditions are relatively small (Figure 3.6D). For both CE 
and SC, the difference between HV and LV β-coefficients appears somewhat larger 
at two time-intervals between 150 and 300 ms, but statistical tests of these 
differences were right at the threshold of Bonferroni-corrected significance (CE at 223 
ms, t(15) = -4.8, p = 0.0002; SC at 285 and 289 ms, t(15) = 4.6, p = 0.0003; Figure 
3.6E). We thus cannot conclude that the CE and SC values are differentially involved 
in processing of LV or HV textures; they play a similar role in both cases. 

Finally, to test whether CE and SC explained any unique variance, we 
conducted stepwise regression analyses (see Materials and Methods) on the single 
subjects ERPs. At each time-point of the ERP, we counted for how many participants 
a) either the full model was chosen or b) only one predictor was included in the model 
(Figure 3.6F). The results show that early in time, CE alone is preferred over the full 
model, but that later (from ~200 ms ), SC is included for most subjects . Especially 
later in time, SC thus adds additional explanatory power to the regression model.  
 

 
Figure 3.6 Regression analyses on single-subject ERP data at channel Oz. A) Explained variance for 
each individual subject (colored lines) and averaged across subjects (black line) based on a regression 
model with four predictors (see Methods). B) Mean β-coefficient at each time-point associated with each 
of the four regression model predictors. CE = contrast energy, SC = spatial coherence, LV = low-variant, 
HV = high-variant. Shaded areas display confidence intervals obtained from a t-test of each predictor 
against zero across single subjects. C) Resulting t-statistic of testing the β-coefficient associated with 
each predictor against zero for every time-point of the ERP: the gray dashed line indicates significance 
level at α < 0.05 when correcting for multiple comparisons (Bonferroni-correction). D) Mean difference in 
β-coefficients between LV and HV images for each image parameter. Shaded areas display confidence 
intervals obtained from a t-test between LV and HV coefficients. E) Resulting t-statistic of the difference 
between LV and HV coefficients: gray dashed line indicates Bonferroni-corrected significance level at α 
< 0.05. F) Results of the single-subject stepwise regression analysis: displayed are the number of 
subjects for which either only contrast energy (black solid line), only spatial coherence (dotted black line) 
or both parameters (green dashed line) were included in the model at each time-point of the ERP. 
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 These regression results show that differences in neural activity are strongly 
related to differences in contrast statistics. Early ERP amplitude differences between 
individual images correlates with variance in contrast statistics for both high-variant 
and low-variant textures to a similar degree. Whereas CE explains most variance 
early in time, at later time intervals both parameters become significantly correlated 
with ERP amplitude. Variance in contrast statistics thus leads to extensive and 
temporally sustained modulations of evoked neural activity, suggesting that the brain 
is sensitive to differences between texture images in this property. However, they do 
not reveal how these differences are related to texture category, or variations in 
recording conditions. We investigated this in the next section.  
 
Dissimilarities between images map onto contrast statistics 
To examine the origin of the variance between images in both contrast statistics and 
evoked activity, we computed (for each subject separately) representational 
dissimilarity matrices (RDMs) based on differences in evoked responses between 
individual images (see Materials and Methods and Figure 3.2D). In brief, to build an 
RDM, we compute for each possible combination of individual images the difference 
in evoked ERP amplitude, and convert the result into a color value. The advantage of 
this approach is that RDMs allow us to see at once how images are (dis)similar to all 
other images, and how this relates to texture category membership.  

To present the results of this analysis, we selected the RDM at the time-point 
of maximal explained variance for the subject-averaged ERP regression analysis 
(148 ms after stimulus-onset; see above) for each subject and simply averaged the 
resulting matrices across subjects. In this RDM (Figure 3.7A), every consecutive 20 
rows/columns index all images from one specific texture category. The categories are 
sorted according to their mean contrast energy and spatial coherence values (i.e. 
distance from zero in the image statistics space in Figure 3.1C). If we simply visually 
examine the RDM, we see that differences between HV images (lower right 
quadrant) occur at different locations in the RDM than for LV images (upper left 
quadrant). Specifically, HV stimuli have large differences within textures, whereas for 
LV stimuli, the differences are largest between textures: within a 20x20 square, 
images are 'similarly dissimilar' from other textures. LV images thus cluster more by 
texture category than HV images, which differ strongly within a given texture. 

Next, we tested to what extent these image-specific differences between 
images in the ERP were similar to differences in contrast statistics. We calculated 
another 400x400 difference matrix, in which we subtracted the parameter values of 
each image from the values of each other image (Figure 3.7B, see Methods). Based 
on visual inspection, it is already clear that the relative dissimilarities between 
individual images in contrast statistics are very similar to the ERP differences. Inter-
matrix correlations at each time-point (Figure 3.7C) showed that the RDM of the ERP 
signal correlated significantly with the difference matrix based on contrast statistics 
for each subject; between 137 and 227 ms after stimulus onset, the correlation was 
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significant for all 17 subjects (range of maximal rm = 0.31-0.72, all p < 0.01, 
Bonferroni-corrected). This shows that not only the variance, but also the categorical 
clustering of images in terms of neural activity is strongly related to contrast statistics. 
 
Dissimilarities between high-variant stimuli reflect illumination changes 
Presumably, the higher dissimilarities within HV textures result from variability in 
responses driven by changes in recording conditions. To isolate these effects, we 
computed demeaned versions of the RDMs, by dividing the evoked response to each 
image by the mean response to all 20 images of its category. As a result, we obtain 
RDMs that only reflect differences in single-image responses relative to the mean 
response to the category, ignoring differences between the category means. 
Analogously, for the contrast statistics RDM, we divided differences in CE and SC 
values between images of each category by the mean values of the category.  

 

 
Figure 3.7 Representational dissimilarity analysis. A) Mean RDM of the ERP signal at the time-point of 
maximal dissimilarity. Each cell of the matrix reflects dissimilarity (red = high, blue = low) between two 
individual images, indexed on the x- and y-axis. Starting from the top row, the first 200 images are from 
LV textures; the bottom half are HV textures. This yields a 'LV quadrant' (top left) and a 'HV quadrant' 
(bottom right). Within these quadrants, each 20 rows/columns index images of a single texture category; 
categories are sorted according to their mean CE and SC values (distance from 0 in Figure 3.1C). B) 
Dissimilarity matrix based on difference in contrast statistics (CE and SC combined). C) Correlation 
between the ERP RDM and contrast statistics RDM (Mantel test) over time. Colored lines: single subject 
correlations; black line: mean RDM correlation. D) The LV and HV quadrants of demeaned dissimilarity 
matrices. Left: demeaned ERP RDM quadrants, as shown in panel A. Right, demeaned contrast 
statistics RDM quadrants, as shown in panel B. E) Demeaned contrast statistics color-coded according 
to illumination angle (ignoring texture category membership). Each scatter point represents one image. 
Illumination angles are illustrated again in the cartoon inset. For color-coding, we collapsed over L1 and 
L5 as well as L2 and L4, which have the same angle but are positioned on opposite sides. F) The LV 
and HV quadrants of the demeaned RDMs shown in panel D, but now sorted according to illumination 
angle, ignoring texture membership. In the HV quadrant only, an effect of illumination is present, as 
evident by clustering of dissimilarities by illumination angle. 
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As expected, dissimilarities between images in LV stimuli have completely 
disappeared in the demeaned ERP RDMs (Figure 3.7D, displaying only the HV-HC 
and LV-LV quadrants). All variance observed for the LV stimuli thus reflects 
differences between textures; evoked activity within LV textures is highly invariant. 
For HV stimuli however, the dissimilarities within textures remain after demeaning, 
suggesting that HV images are variable within category. Moreover, we observe a 
'plaid-like' pattern in the RDM, which suggests that dissimilarities of individual HV 
images do not fluctuate randomly, but are present in a regular manner. What 
manipulation is driving these dissimilarities? If we consider the clustering of images 
based on demeaned contrast statistics (Figure 3.7E), we see that for HV stimuli, the 
variance from the mean is caused by changes in illumination direction: illumination 
changes 'move' stimuli to another location the contrast statistics space in a consistent 
manner. To demonstrate this effect in the evoked activity, we resorted all images in 
the RDMs based on illumination direction instead of texture category: in the resulting 
RDM, differences between ERPs cluster with illumination changes (Figure 3.7F), 
confirming that dissimilarities between high-variant stimuli result mostly from 
illumination differences. 
 These results again confirm that differences between individual images in 
ERP responses are correlated with differences in contrast statistics. Importantly, they 
show that differences between HV textures occur for other reasons than differences 
between LV textures. For HV images, manipulations of illumination angle drive the 
structure of the RDM: instead of clustering by category (evidenced by within-texture 
similarity and between-texture dissimilarity), images are selectively dissimilar for one 
illumination angle compared to another. For LV images, the pattern of results is 
different: stimuli do cluster by category, such that all images of a given texture are 
'similarly dissimilar' from other textures (or similar, if the mean of the other images is 
very nearby in 'contrast statistics space', Figure 3.1C).  
 Overall, this suggests that the variance between evoked responses correlates 
with variance in contrast statistics resulting from variations in recording conditions, 
specifically illumination differences. Textures that vary little in contrast statistics 
appear to form a more 'invariant' representation in terms of neural activity.  
 
Image manipulations: rotation vs. illumination effects in behavior 
 
The results of the EEG experiment suggest that the high variance of HV texture 
images is related to higher sensitivity of these textures to changes in illumination 
direction: the large differences that remain within texture categories after subtracting 
differences between texture categories are driven by differences in illumination angle. 
In comparison, we observe very little effect of rotation, the other view manipulation. 
Given this result, it is likely that effects of illumination direction, rather than image 
rotations also drive the main behavioral effect of increased error rates on HV texture 
categories.  
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 To address this question, we post-hoc sorted the data from Experiment 1 
based on whether the two presented images differed in a) rotation only, b) 
illumination only, or c) both rotation and illumination, and separately computed the 
accuracies for each of the different conditions (same LV, same HV, different LV, 
different HV). Because the pairing of individual images was randomized over trials 
(see Materials and Methods), there were unequal amounts of manipulation 
differences for each subject and condition. To increase the number of trials per 
condition and to be able to compare across conditions, we collapsed over same 
angles from different sides, as in the EEG RDM analysis (see Figure 3.7E). As a 
result, we obtained four different trial-types: 1) same illumination, same rotation (SI, 
SR), 2) same illumination, different rotation (SI, DR), 3) different illumination, same 
rotation (DI, SR) or 4) different illumination, different rotation (DI, DR).  
 Across all trial-types, accuracy was lower for HV than for LV stimuli (Figure 
3.8A; main effect of variance on both same-category and different-category trials, all 
F(25) > 27,9, p < 0.0001). However, as predicted, on same-category trials most 
errors were made when illumination was different compared to when rotation was 
different and illumination the same (main effect of illumination, F(25) > 262.9, p < 
0.0001). Importantly, this effect was much larger for HV textures than for LV textures 
(significant interaction between variance and illumination, F(25) = 162,1, p < 0.0001). 
Thus, the influence of illumination differs for HV vs. LV textures: LV textures are more 
invariant to this viewing variation. Interestingly, the effect is reversed for different-
category trials (more errors for same illumination trials; main effect of illumination, 
F(25) = 20.6, p < 0.0001) suggesting that in this case, illumination changes 'help' to 
distinguish different texture categories from another.  
 

 
Figure 3.8 Post-hoc analysis of the effect of viewing manipulations on the results of Experiment 1. A) 
Accuracies per condition (HV/LV) and type of comparison (same/different) were computed separately for 
trials in which the two images were photographed under same illumination and same rotation (SI, SR; 
green dashed line), same illumination and different rotation (SI, DR; green solid line), different 
illumination and same rotation (DI, SR; purple dashed line), or different illumination and different rotation 
(DI, DR; purple solid line). Participants always made more errors on HV texture categories than LV 
texture categories. However, most errors were made for same-category, different illumination HV trials, 
not different rotation trials. Error bars indicate S.E.M. B) Effect of illumination angle (L1-L5, see Figure 
3.1B) on same-illumination (SI, diagonal values) and different-illumination (DI, off-diagonal values) trials, 
collapsed over rotation, for each condition and type of comparison. Most errors on same-category HV 
trials are made for images with a large difference in illumination angle (i.e., L3 vs. L1/L5); most errors on 
different-category HV trials are made for angle L3. Color codes for angles correspond to Figure 3.7E. 
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 Most importantly, these results support the conclusion that the extent to which 
a given texture category is sensitive to illumination changes can be predicted from 
contrast statistics CE and SC. To demonstrate the effects of illumination changes 
more clearly, we sorted the DI accuracies based on the exact illumination angle (L1-
L5, see Figure 3.1B and Fig. 3.7E) of each of the two stimuli on a given trial. Given 
the small effect of rotation, we now collapsed over same rotation and different 
rotation trial-types, i.e. SR and DR trials. The results of this analysis are displayed as 
confusion matrixes in Figure 3.8B (diagonals represent the SI trials). On same-
category HV trials (lower right matrix), most errors are made when the change in 
illumination angle was large (e.g., a pairing of L3 and L1/L5). For same-category LV 
trials (lower left matrix), this effect is much weaker, indicating that illumination 
changes have less effect on categorization of LV textures. Interestingly, the confusion 
matrix of the different category HV trials (upper right panel) shows that most errors 
were made for angle L3, suggesting that in general, images from different texture 
categories become more similar when the light is coming right from above; likely, this 
is due to higher saturation of the image (overexposure) under this illumination angle. 
This effect is however again absent for the different-category LV trials (upper left 
panel), suggesting that saturation effects occur less often for LV images. 
 
Luminance statistics 
 
The behavioral and EEG results suggest that the contrast statistics of the texture 
categories are diagnostic of perceived variance under changes in illumination. The 
behavioral results further suggest that the amount of illumination change is directly 
related to the perceived similarity on same-texture HV trials, and that the specific 
illumination angle used on different-texture HV trials may also influence the observed 
similarity (Figure 3.8B). Does this mean that a simple description of differences in 
luminance between images (i.e. brightness), rather than contrast statistics, explain 
this data equally well? To test this, we computed the mean luminance (LUM, see 
Materials and Methods) of each image and tested whether differences in luminance 
were correlated with differences in behavioral categorization and EEG responses.  

First of all, LUM values of individual images were indeed correlated with CE 
(ρ = -0.69, p < 0.001), and somewhat lower but significantly correlated with SC (ρ = -
0.38, p < 0.001). However, if we split the texture categories into high and low 
variance based on LUM values per category, we do not find the same categories in 
each condition as in the original division based on contrast statistics; see Figure 
3.9A. In fact, about half of the LV categories are high-variant in LUM. Correlations of 
the variance in LUM and accuracy were either not significant (ρ = -0.32, p = 0.15, for 
the oddity experiment) or lower compared to the correlation with contrast statistics (ρ 
= -0.51, p = 0.02 for the same-different experiment). This suggests that variance in 
brightness rather than contrast is not an alternative explanation for the finding that 
observers perceive images from LV texture categories more often as invariant.  
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Figure 3.9 Role of luminance statistics (LUM) in the behavioral data. A) Mean and variance in LUM for 
each texture category, color-coded by variance in contrast statistics (CE/SC; red = LV, blue = HV). 
Dashed lines indicate the values of the medians, showing that a median split for LUM does not give rise 
to the same categorical division for contrast statistics. B) Behavioral accuracy in the oddity experiment 
on same-texture trials (i.e, same data as in Figure 3.4C) plotted against mean LUM value per texture 
category, color-coded by variance in contrast statistics. The three 'red' texture categories on the right for 
which accuracy is relatively high would be grouped with the other red categories if the data would be 
plotted against variance in contrast statistics rather than mean LUM values. Error bars indicate S.E.M. 
 
 Could it be that not the variance in luminance, but the average luminance of a 
texture category affects the degree to which is seen as invariant? A majority of LV 
texture categories indeed have low mean luminance, but this is not the case for all 
categories, suggesting that HV texture categories are not systematically brighter than 
LV categories. Correlations of accuracy and mean LUM are again more inconsistent 
compared to contrast statistics: they are significant in the oddity experiment (ρ = -
0.62, p < 0.005), but not in the same-different experiment (ρ = -0.35, p = 0.12). As 
can be seen in Figure 3.9B, the correlation with behavioral accuracy can be 
explained by partial overlap of the LV/HV categories and the low/high LUM values. 
 In the EEG data, differences in LUM explained less variance (peak mean r2 
across subjects = 0.44, between 0.27-0.72 for individual subjects, Figure 3.10A) 
than differences in contrast statistics. To compare the model fits directly, we used 
Akaike's information criterion (see Materials and Methods) to compute AIC-values 
based on the residuals of the regression analyses. In this analysis, a lower AIC-value 
indicates a better fit to the data, or 'more information'. 

The mean AIC-values obtained at each time-point of the ERP are shown in 
Figure 3.10B, where it can be seen that in the early time interval where contrast 
statistics correlate most strongly with the ERP (~140-180 ms), the LUM regression 
model has a higher AIC-value and thus worse predictive power than the contrast 
statistics model. Note that this is despite the fact that the contrast statistics consist of 
two parameters and LUM only one, which benefits the AIC-value of the latter. For 
most subjects, the AIC-value based on contrast statistics is consistently lower than 
the AIC-value from regression on LUM, also later in time (Figure 3.10C). Between 
the models, individual maximal r2 values and corresponding time-points were highly 
correlated (ρ = 0.87, p < 0.0001 and ρ = 0.67, p < 0.005, respectively), suggesting 
that subjects with high explained variance for contrast statistics also had high r2-
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values for LUM and that these effects occurred around the same time. Interestingly 
however, the difference in AIC-value is largest for subjects with high maximal r2-
values (Figure 3.10D), suggesting that increased explained variance is associated 
with a larger difference in goodness of fit between the LUM and contrast statistics.  

These analyses suggest that despite the high correlations between contrast 
statistics and luminance, contrast statistics better predict perceived invariance as well 
as differences in evoked activity. This is not suprising: from physiology, it is known 
that neurons in LGN effectively band-pass filter contrast values from the visual input 
(De Valois and De Valois, 1990). Indeed, repeated band-pass filtering of visual 
information seems a fundamental property of visual cortex, resulting in increasingly 
invariant representations (Bouvrie et al., 2009). From this perspective, contrast 
information is itself more invariant than luminance, and therefore more reliable. Our 
results however suggest that this hierarchical increase in invariance obtained by 
contrast filtering is not equal for all types of texture. After contrast filtering, each 
texture presumably becomes more invariant, but some textures become more 
invariant than others. Together, our results show that this difference is evident in both 
behavioral categorization and evoked neural activity of texture images. 
 

 
Figure 3.10 Regression analyses based on LUM values on single-subject ERP data and comparison 
with contrast statistics. A) Explained variance at channel Oz for each individual subject (colored lines) 
and averaged across subjects (black line) from a regression model with LUM values. B) AIC-values of 
the regression results based on LUM compared to contrast statistics (CE/SC); a low AIC-value indicates 
a better model fit. C) Single-subject differences in AIC-value between LUM and contrast statistics over 
time. D) Subject-specific differences in AIC-values at the time-point where the difference between the 
two models in mean AIC-values is largest (148 ms), sorted based on maximal r2 values of the contrast 
statistics model. For subjects with higher r2 values, the difference in AIC-values becomes somewhat 
larger, suggesting that high explained variance on contrast statistics is not coupled with increased fit of 
both models simultaneously, but rather with a better fit of contrast statistics compared to LUM values.  
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Discussion 
 
In a large database of natural textures, we selected images with low-level contrast 
statistics that were either constant or variable under changes in illumination angle 
and orientation. In both EEG and behavior, we showed that textures with little 
variation in low-level contrast statistics were perceived as more invariant (Experiment 
1 and 2) and led to more invariant representations at the neural level (Experiment 3). 
High variance in contrast statistics increased the probability that subjects judged 
images of the same texture as different categories, specifically if the images differed 
in illumination direction. Accordingly, high-variant but not low-variant textures gave 
rise to neural evoked responses that are modulated by illumination direction.  

As indicated by higher accuracy on same-texture comparisons in the 
behavioral experiments, textures with low variance in contrast statistics remained 
more perceptually similar under different illumination (and rotation) conditions. 
Consistently, for low-variant textures, we observed 'clustering by texture' of 
dissimilarities in single-image ERPs, whereas there was clustering by illumination 
direction for high-variant textures. These results suggest that distance between 
different textures in terms of contrast statistics is more reliable for low-variant 
textures than for high-variant textures. This is not surprising if one examines the 
clustering of low-variant vs. high-variant stimuli in contrast statistics space (Figure 
3.1C): as a natural consequence of the lower variance within LV textures, the 
differences between texture categories become more similar for images of LV 
textures. This distance information may be useful to an observer in order to estimate 
whether two stimuli are from the same or from a different texture. 

This work extends recent findings that statistical variations in low-level 
information are important for understanding generalization over single images 
(Karklin and Lewicki, 2009). In addition, it has been demonstrated that behavioral 
categorization accuracy can be predicted using a computational model of visual 
processing: a neural network consisting of local filters that were first allowed to adapt 
to the statistics of the natural environment could accurately predict behavioral 
performance on an object categorization task (Serre et al., 2007). Compared to the 
latter study, however, we applied no training or tuning of a network on a separate set 
of stimuli such that statistical regularities were implicitly encoded: here, perceived 
texture similarity was inferred directly from explicitly modeled contrast responses.  

In addition to behavioral categorization, we also tested the contribution of our 
two contrast parameters to evoked neural responses using EEG. It is well known that 
early ERP components are affected by low-level properties of (simple) visual input 
(Luck, 2005). Our finding that contrast energy of natural textures predicts single-
image ERP amplitude around 140-180 ms is also consistent with previous reports of 
an early time-frame in which stimulus-related differences drive evoked responses, 
e.g. between face stimuli (Philiastides and Sajda, 2006; van Rijsbergen and Schyns, 
2009). These authors used classification techniques on single-trial ERPs to show that 
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at later time intervals, inter-image differences reflect either a more refined 
representation of task-relevant information (van Rijsbergen and Schyns, 2009) or the 
actual decision made by the subject (Philiastides and Sajda, 2006). This suggests 
that over the course of the ERP, the visual representation is transformed from simple 
low-level properties towards a representation of information that is task-relevant. In 
this light, it is surprising that our image parameter SC is still correlated with late ERP 
activity - around 300 ms - and that it explains additional variance compared to 
contrast energy alone in this time interval. 

One possible explanation of this apparent discrepancy is that the spatial 
coherence parameter is itself correlated with more refined or relevant features of 
natural images, essentially constituting a summary statistic of visual input that can be 
used for rapid decision-making (Oliva and Torralba, 2006). Another interesting 
hypothesis is that this parameter is predictive of the availability of diagnostic 
information, reflecting higher 'quality in stimulus information' (Gaspar et al., 2011) or 
less noise in the stimulus (Bankó et al., 2011; Rousselet et al., 2011), which may 
influence the accumulation of information for decision-making (Philiastides et al., 
2006). Since our two stimulus conditions (HV/LV) were defined based on variance in 
both contrast energy and spatial coherence, we cannot test which one is more 
strongly correlated with behavioral accuracy. Also, our work is substantially different 
from these previous reports in that our experiments did not require formation of a 
high-level representation (e.g., recognition of a face/car), but merely a same-different 
judgment, essentially constituting a low-level task.  

Another difference between our results and those reported in the face 
processing literature (see e.g. Rousselet et al., 2008) is the localization of our effects. 
Maximal sensitivity of evoked activity to faces and objects is found at lateral-occipital 
and parietal electrodes (PO), whereas our correlations, obtained with texture images, 
are clustered around occipital electrode Oz. This is consistent with the proposal that 
textural information is processed in early visual areas such as V2 (Kastner et al., 
2000; Scholte et al., 2008; Freeman and Simoncelli, 2011). 

In this paper, we specifically aimed to test whether invariance, in addition to a 
goal of visual processing, could be defined as a property of real-world visual features 
(in this case, textures). In the first scenario, one would expect the representation of 
the visual input to change over time to (gradually) become more invariant. Our 
behavioral results however indicate that variance in low-level properties of natural 
textures can already predict the perceived invariance by human observers under 
specific viewing manipulations.   

Moreover, it demonstrates that there are interesting differences between 
natural textures in terms of this invariance: some textures appear to be surprisingly 
invariant. It has been argued that, in evolution, mechanisms have evolved for 
detecting stable features in visual input because they are important for object 
recognition (Chen et al., 2003). In light of the present results, a biologically realistic 
instantiation of such a stable feature could be 'a texture patch whose contrast 
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statistics do not change under viewing variations'. This natural invariance is rooted in 
physical properties of natural images, but is present at the level of image statistics 
(stochastic invariance). Such invariance may play an important role in stochastic 
approaches to computer vision, such as the successful bag-of-words approach 
(BoW; Fei-Fei et al., 2007; Jégou et al., 2011). For example, a visual scene patch 
with invariant contrast statistics may be a more reliable 'word' for categorization in a 
BoW model for scene recognition (Gavves et al., 2011).  

Our results suggest that such stochastic invariances are not only reflected in 
occipital ERPs recorded at the scalp, but that the human visual system may actively 
exploit them. In our data, low-variant textures did not only give rise to more reliable 
differences between texture categories in evoked responses, but were also 
associated with more reliable judgments about similarity between different textures – 
i.e., with behavioral outcome. The link between contrast statistics and categorization 
accuracy leads to the hypothesis that in more naturalistic tasks such as object 
detection or natural scene processing, image elements that are stochastically 
invariant, i.e. reliable, may weigh more heavily in perceptual decision-making than 
variable, unreliable elements.   

In sum, the present results show that low-level contrast statistics correlate 
with variance of natural texture images in terms of evoked responses, as well as 
perceived perceptual similarity. They suggest that textures with little variance in 
contrast statistics give rise to more invariant neural representations. Simply put, 
invariance in simple, physical contrast information may lead to a more invariant 
perceptual representation.  

This makes us wonder about visual invariance as a general real-world 
property: how much of it can be derived from scene statistics? Are there other low-
level visual features that differ in their degree of invariance? Next to studying top-
down, cognitive invariance or transformations performed by the visual system to 
achieve invariance of visual input, exploring to what extent 'natural invariances' exist 
and whether they play a role in visual processing may provide an exciting new 
avenue in the study of natural image perception.  
 
Acknowledgements  
We thank Marissa Bainathsah, Vincent Barneveld, Timmo Heijmans and Kelly Wols 
for behavioral data collection of the same-different experiment. This work is part of 
the Research Priority Program ʻBrain & Cognitionʼ at the University of Amsterdam 
and was supported by an Advanced Investigator grant from the European Research 
Council. 

Invariance of natural textures

77



 
78



 

Chapter 4 
From image statistics to scene gist: evoked activity reveals 
neural sensitivity to local contrast statistics during global 

property categorization 
 
The visual system processes natural scenes in a split second. Part of this process is 
the extraction of "gist", a global first impression. It is unclear, however, how the 
human visual system computes this information. Here, we show that when human 
observers categorize global information in real-world scenes, the brain exhibits 
strong sensitivity to image statistics. Subjects rated a specific instance of a global 
scene property, naturalness, for a large set of natural scenes while EEG was 
recorded. For each individual scene, we derived two physiologically plausible 
summary statistics by pooling local contrast filter outputs: contrast energy (CE), 
indexing contrast strength, and spatial coherence (SC), indexing scene 
fragmentation. We show that naturalness rating is directly related to these statistics, 
being influenced in particular by SC. At the neural level, both statistics parametrically 
modulated single-trial event-related potential amplitudes during an early, transient 
window (100-150 ms), but SC continued to influence activity levels later in time (up to 
250 ms). In addition, the magnitude of neural activity that discriminated between 
man-made versus natural ratings of individual trials was related to SC, but not CE. 
These results suggest that global scene information may be computed by spatial 
pooling of responses from early visual areas (e.g., LGN or V1). The increased 
sensitivity over time to SC in particular, which reflects scene fragmentation, suggests 
that this statistic is actively exploited to estimate naturalness. 

 
Published as: 
Groen IIA, Ghebreab S, Prins H, Lamme VAF, Scholte HS (2013) From image 
statistics to scene gist: evoked activity reveals transformation from low-level natural 
image structure to scene category. J. Neurosci. 33(48): 18814-18824.  
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Introduction 
 
The remarkable speed with which humans can perceive natural scenes has been 
studied for decades (Potter, 1975; Intraub, 1981; Thorpe et al., 1996; Fei-Fei et al., 
2007b). Many theories of visual processing propose that a global impression of the 
scene accompanies (Rousselet et al., 2005b; Wolfe et al., 2011) or precedes 
(Hochstein and Ahissar, 2002) detailed feature extraction (ʻcoarse-to-fineʼ 
processing) (Hegdé, 2008). This global percept is often described as visual gist 
(Torralba and Oliva, 2003; Oliva, 2005). Behavioral experiments confirm that global 
scene properties are indeed perceived very rapidly: observers can extract global 
information such as spatial layout, navigability and naturalness in less than 100 ms of 
exposure time (Greene and Oliva, 2009b).  
 Scene naturalness may be a particularly interesting example of a global 
scene property, because it can be judged with less exposure time compared to 
several other global properties (e.g. depth; Oliva and Torralba, 2001; Greene and 
Oliva, 2009a) or basic-level categories (e.g. mountain vs. forest; Rousselet et al., 
2005b; Joubert et al., 2007; Loschky and Larson, 2010; Kadar and Ben-Shahar, 
2012). In computer vision, it was shown that the man-made/natural distinction 
coincides with low-level regularities of natural scenes, such as the distribution of 
spatial frequencies (Baddeley, 1997; Oliva et al., 1999), leading to the suggestion 
that humans might use such 'image statistics' in rapid scene recognition (Schyns and 
Oliva, 1994; McCotter et al., 2005; Kaping et al., 2007).  

It is unclear, however, to which image statistics the brain is sensitive, and how 
it uses them to extract scene naturalness: besides spatial frequency, colour (Oliva 
and Schyns, 2000; Goffaux et al., 2005) and local edge alignment (Wichmann et al., 
2006; Loschky et al., 2007) are examples of scene features that may play a role.  

We propose that to elucidate the role of image statistics in scene perception 
and their neural representations, we need to address two challenges. First, a 
plausible computational mechanism by which image statistics are extracted by the 
brain must be specified. For example, it has since long been recognized that 
estimating spatial frequency distributions directly from an image by using a global 
Fourier transformation is a biologically implausible mechanism, given that the visual 
system receives localized information from the retina (Graham, 1979; Field, 1987). 
Second, if image statistics are indeed used to extract global properties, they should 
predict not only general differences between scene categories but visual 
representations of individual images. This means that single-trial differences, in both 
neural activity and behavior, should correlate with differences in image statistics. 
 Here, we addressed these problems by combining computational modeling of 
physiologically plausible image statistics with single-trial EEG measurements. We 
approximated image statistics by summarizing the outputs of model receptive fields 
(Torralba, 2003; Renninger and Malik, 2004; Ghebreab et al., 2009) with two 
parameters, contrast energy (CE), and spatial coherence (SC) that carry information 
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about contrast strength and scene fragmentation (Scholte et al., 2009; Groen et al., 
2012a, 2012b).  
 

 
Figure 4.1. Stimuli, model and methods. A) Examples of images used in the experiment. Images varied 
considerably in the degree to which they contained exclusively man-made (left) or natural (right) 
elements, and the set included images for which the distinction may be unclear (middle). B) A feed-
forward filtering model was used to derive two contrast statistics: contrast energy (CE) and spatial 
coherence (SC). Three opponent (grayscale, blue-yellow, red-blue) contrast magnitude maps were 
computed by convolving the image with multi-scale filters (black circles). For CE, a range of smaller filter 
sizes was used (σ is diameter in degrees); for SC, a range or larger filter sizes. For each image location, 
a single filter response was selected (red solid circles) from each range using minimum reliable scale 
selection (see Materials and Methods). These responses were then pooled across a selection of the 
visual field (red dotted circles): for CE, the resulting responses were averaged; for SC, the coefficient of 
variation (COV) was computed. These values were averaged across the three color-opponent maps 
resulting in one CE and SC value per image. C) A subset of 160 images (10% of the whole stimulus set, 
randomly selected) plotted against their CE and SC values. CE (the approximation of the ß-parameter of 
the Weibull function) describes the scale of the contrast distribution: it varies with the average local 
contrasts strength. SC (the approximation of the γ-parameter of the Weibull function) describes the 
shape of the contrast distribution: it reflects higher-order correlations between the local contrasts and 
varies with scene fragmentation. Four representative pictures are shown in each corner of the parameter 
space. Images that are highly structured (e.g. a street corner) are found on the left, whereas highly 
cluttered images (e.g. a forest) are on the right. Images with higher figure-ground separation (depth) are 
located on the top, whereas flat images are found at the bottom. D) Single-trial evoked responses 
(sERPs) to images presented at the center of the screen were computed for each subject. The resulting 
estimates of sERP amplitude were regressed on CE and SC at each time sample and electrode 
separately. The design matrix for the regression contained 5 columns; a constant term (c) for the 
intercept, two columns for CE and two for SC, containing the same parameter values for the first and 
second image presentation (p1 and p2). These were modeled as separate predictors to examine 
reliability of the obtained effects across repetitions. The outcome of the analysis is a measure of model 
fit (explained variance/r2) separately over subjects, time (samples) and space (electrodes). An example 
is shown for one subject at electrode (Oz).   
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We tested whether CE and SC were related to behavioral ratings of scene 
naturalness and examined how they affected the time-course of single-trial event-
related potentials (sERPs) during naturalness categorization. Additionally, we 
examined how they affected discriminability of man-made versus natural ratings 
based on EEG activity. 
 
Materials and Methods 
 
Subjects 
Sixteen subjects (mean age = 26, SD = 6, 3 males) participated in the experiment, 
which was approved by the Ethical Committee of the Psychology Department at the 
University of Amsterdam. All participants gave written informed consent prior to 
participation and were rewarded with study credits or financial compensation (7 
euro/hour). The data of two subjects were excluded from analysis because their 
recordings were incomplete. 
 
Visual stimuli 
A stimulus set of 1600 color images (bit depth 24, JPG format, 640x480 pixels) was 
composed from several existing online databases. The images were selected such 
that one half of the set contained mostly man-made, and the other mostly natural 
elements and included images from a previous fMRI study on scene categorization 
(Walther et al., 2009), and from various datasets used in computer vision: the INRIA 
holiday database (Jegou et al., 2008), the GRAZ dataset (Opelt et al., 2004), 
ImageNet (Deng et al., 2009) and the McGill Calibrated Colour Image Database 
(Olmos and Kingdom, 2004). These different sources assured maximal variability of 
the stimulus set (Figure 4.1A): it contained a wide variety of indoor and outdoor 
scenes, landscapes, forests, cities, villages, roads, images with and without animals, 
objects and people.  
 
Computational modeling 
 
General approach 
Natural images exhibit much statistical regularity. One instance of such regularity is 
present in the distribution of contrast strengths, which ranges between power law and 
Gaussian and therefore conforms to a Weibull distribution (Simoncelli, 1999; 
Geusebroek and Smeulders, 2002). This regularity can thus be described by fitting a 
Weibull function to the contrast distribution, which yields two ʻsummaryʼ parameters 
that represent the scale (β) and shape (γ) of the distribution (Scholte et al., 2009). 
The β-parameter varies with the range of contrast strengths present in the image, 
whereas γ varies with the degree of correlation between contrasts. Previously, we 
found that these parameters can be approximated in a physiologically plausible way 
by summarizing responses of receptive field models to local contrast (Scholte et al., 
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2009). Specifically, summing the responses from a model of the two main magno- 
and parvo-cellular pathways in the LGN led to accurate approximations of β and γ 
values, respectively.  

Here, we used an improved version of this previous model (Figure 4.1B) 
where we refer to the approximated β-value as contrast energy (CE) and to the 
approximated γ-value as spatial coherence (SC). In this new model, two major 
changes have been introduced: 1) contrast is computed at multiple spatial scales and 
2) CE is estimated by averaging local contrast values while SC is taken to be the 
coefficient of variation (mean divided by standard deviation). Importantly, these 
changes have led to improved results in separate EEG datasets from the one 
reported here, with different images and different EEG recordings. Specifically, using 
CE and SC led to an increase in effect size in EEG (see below) by ~20% (Scholte et 
al., 2009 vs. Ghebreab et al., 2009); the present approximations of CE and SC 
correlated most strongly with fitted Weibull parameters (Scholte et al., in preparation). 
In the present dataset, the approximations (CE and SC) correlated with the fitted 
parameters (β and γ) with r = 0.95 and r = 0.73, respectively. The computations 
involved in filtering and pooling of local contrast are described below.  
 
Step 1: Local contrast detection  
Contrast filtering was done separately for the three image color layers, which were 
first converted to opponent color space (grayscale; blue-yellow; red-green; 
Koenderink et al., 1972). We computed image contrast by convolving each image 
layer with exponential filters (Zhu and Mumford, 1997) at five octave scales (Croner 
and Kaplan, 1995). Two separate filter sets were used: one with slightly smaller filter 
sizes (0.12, 0.24, 0.48, 0.96 and 1.92 degrees) for CE and a range of larger filter 
sizes (0.16, 0.32, 0.64, 1.28 and 2.56 degrees) for SC (see Ghebreab et al., 2009). 
Following the LGN suppressive field approach (Bonin et al., 2005), all filter responses 
were rectified and divisively normalized to account for non-linear neuronal properties. 
 
Step 2: Scale selection  
Per parameter (CE or SC), one filter response for each image location was selected 
from their specific filter set using minimum reliable scale selection (Elder and Zucker, 
1998). In this MIN approach, the smallest filter size that yields an above-threshold 
response is preferred over other filter sizes. Noise thresholds were determined in a 
separate image set (Ghebreab et al., 2009). This step was again performed 
separately for the three color-opponent layers.  
 
Step 3: Pooling responses  
Applying the selected filters per image location results in two contrast magnitude 
maps, one highlighting detailed (from the set of smaller filter sizes) and the other 
more coarse edges (from the set of larger filter sizes). For the pooling step, a 
different amount of visual space was taken into account for each parameter. For CE, 
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the central 1.5 degrees of the visual field was used, whereas for SC, 5 degrees of 
visual angle were used. Again, these settings were chosen because they yielded the 
best model fits for regression analyses in separate, independent EEG datasets 
(Ghebreab et al., 2009; Scholte et al., 2009, and unpublished observations). Finally, 
parameter values were averaged across color-opponent layers resulting in a single 
CE and SC value per image (Figure 4.1C).  
 
Other image statistics  
For comparison of the behavioral results with previous findings of sensitivity of 
human observers to spatial frequency distributions (e.g. Kaping et al., 2007), Fourier 
amplitude statistics were computed using the procedure described in Oliva and 
Torralba (2001), i.e. fitting a line to the rotationally averaged power spectrum. This 
procedure yields one 'intercept' and 'slope' value per image (see also Groen et al., 
2012a). 
 
Experimental design 
 
Experimental procedure  
Subjects completed two EEG recording sessions on two consecutive days. In each 
session, 1600 images (640x480 pixels) were shown. Every image was repeated 
once. Images were presented on a 19-inch Ilyama CRT-monitor (1024x768 pixels, 
frame rate 60 Hz). Subjects were seated 90 cm from the monitor such that stimuli 
subtended ~14x10° of visual angle. On each trial, one image was randomly selected 
and presented in the center of the screen on a grey background for 100 ms, on 
average every 1500 ms (range 1000 - 2000 ms). Subjects were instructed to indicate, 
as quickly as possible, whether the image was man-made ('made by humans') or 
natural ('not made by humans') using two button boxes, one for each index finger. 
Response mappings were counterbalanced across participants. To familiarize 
subjects with stimulus presentation, 30 practice images (never used in the main 
experiment) were presented without feedback before the first session. Each session 
was divided in 4 runs, which were subdivided in 5 self-paced mini-blocks: subjects 
were encouraged to take breaks between blocks. Stimuli were presented using the 
Presentation software package (www.neurobs.com).  
 
Behavioral data analysis  
Trials at which the subject failed to respond within 200-1200 ms after stimulus-onset 
were discarded from analysis (median rejection rate = 0.1%, min = 0%, max = 4%). 
For each of the 1600 images, we computed the following indices: 1) Naturalness 
rating, i.e. the average behavioral responses across subjects and repetitions, with 0 
indicating that none of the participants rated the scene as natural and 1 indicating 
that all participants rated the scene as natural; 2) Subject-specific naturalness rating, 
i.e. the average response across the two repetitions, with 0 indicating a man-made 
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response, and 1 indicating a natural response; 3) Average reaction time (RT) across 
subjects and repetitions; 4) Subject-specific RT. These indices were correlated 
(Spearmanʼs ρ) with CE and SC, as well as the Fourier slope and intercept values. 
The resulting p-values were FDR-corrected for the total number of correlations 
computed. Finally, we also computed for each image, a 'reliability index' by 
comparing the subject-specific naturalness ratings across the two presentations of 
the image. If the rating was the same across repetitions, reliability was coded as 1, 
whereas it was coded as 0 if the rating was different. Averaging these numbers 
across subjects yielded an estimate of reliability for each image.  
 
EEG data acquisition and preprocessing  
EEG Recordings were made with a Biosemi 64-channel Active Two EEG system 
(Biosemi Instrumentation BV, Amsterdam, NL, www.biosemi.com). Recording set-up 
and preprocessing were identical to the procedures described in Groen et al., (2012a, 
2012b). We used caps with an extended 10-20 layout, modified with two additional 
occipital electrodes (I1 and I2, while removing electrodes F5 and F6). Eye 
movements were monitored with electro-oculograms (EOG). Recording was followed 
by offline referencing to external electrodes placed on the earlobes. Pre-processing 
occurred in Brain Vision Analyzer and included a high-pass filter at 0.1 Hz (12 
dB/octave); a low-pass filter at 30 Hz (24 dB/octave); two notch filters at 50 and 60 
Hz; automatic removal of deflections > 300 mV; epoch segmentation in -100 ms to 
500 ms from stimulus onset; ocular correction using the EOG electrodes (Gratton and 
Coles, 1983); baseline correction between -100 ms and 0 ms; automated artifact 
rejection (maximal voltage steps 50 µV, minimal/maximal amplitudes -75/75 µV, 
lowest activity 0.50 µV) and finally, conversion to Current Source Density responses 
(Perrin, 1989). Median rejection rate was 203 out of 3200 trials (mean 7%; min 1%, 
max 20%). We also removed, per subject, trials that were excluded based on 
behavior (see above), which increased the median rejection rate to 8%; overall, 9% 
of the total amount of data was removed. No trial or electrode averaging was 
performed: preprocessing thus resulted in a single-trial event-related potential (sERP) 
specific to each subject, electrode and individual image presentation. 
 
Regression on single-trial ERPs  
To test whether differences between sERPs were modulated by differences in CE 
and SC, the sERPs were read into Matlab (Mathworks, Natick, MA, USA), where we 
conducted linear regression of sERP amplitude on image parameters (Figure 4.1D) 
using the Statistics Toolbox. For each subject, each electrode and each time-point, 
the two parameters were entered as ʻ predictor variablesʼ, and the z-scored sERP 
amplitudes as ʻobservationsʼ in the regression model. The two presentations of each 
image were modeled as two separate predictor columns, in order to examine effects 
of repetition; the values in each column were z-scored independently (Rousselet et 
al., 2011). This analysis thus results in a measure of model fit (explained variance or 
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r2) for each subject, electrode and time-point separately. In addition, we read out from 
the regression results the β-coefficients assigned to each predictor variable, which 
reflect the regression weights between the image parameters and sERP amplitude 
(again separately for each subject, electrode and time-point). To assess the 
significance of these β-coefficients, we tested the subject-averaged β-coefficient 
against zero using t-tests (separate for each time-point and electrode): a significant 
test result indicates that the association between a predictor and evoked neural 
activity is reliably larger than zero at a specific time-point and electrode. To correct 
for multiple comparisons (time-points, electrodes and parameters), p-values were 
FDR-corrected at α = 0.05. The rationale of this approach is similar to conventional 
fMRI analysis (GLM); we compute the β-coefficients for each predictor in our model 
and threshold these using multiple-comparison corrected t-values. By doing this for 
every electrode (ʻwhole-scalp analysisʼ), we created spatial maps that indicate which 
electrodes contain significant β-coefficients. 
 
Regression results for other image statistics  
For comparison of the regression results for CE and SC with parameters obtained 
from the Fourier transform, we ran the analyses described above while replacing the 
predictor columns with Fourier intercept (Fi) and slope (Fs). In addition, we examined 
the dependence between the two models by running a third regression analysis in 
which we entered all four parameters (CE, SC, Fi, Fs) together as predictors, yielding 
a 'full' model. By subtracting the r2-values for the first two models from the full model, 
we obtained a measure of 'unique explained variance' by each model (Groen et al., 
2012b). These values were again obtained separately per subject, electrode and 
time-point. 
 
Linear discriminant component analysis  
To identify decision-related activity in the EEG signal, we used linear discrimination 
analysis (LDA) as developed by Philiastides and colleagues (Parra et al., 2002; 
Philiastides and Sajda, 2006; Philiastides et al., 2006). LDA performs logistic 
regression of binary data on multivariate EEG data to identify spatial weighting 
vectors (w) across electrodes that maximally discriminate between conditions of 
interest (e.g., a face or car stimulus). Here, we used as conditions of interest the 
ratings made by the subjects during naturalness rating, by entering the trial-specific 
behavioral responses (man-made or natural) as the binary data. The analysis 
outcome is a ʻdiscriminating componentʼ y, which is specific to activity correlated with 
one condition while minimizing activity correlated with both task conditions 
(Philiastides et al., 2006). In our case, we thus isolated activity specific to the 
decision that a scene was rated as natural.  

We used an online available regularized logistic regression algorithm (Conroy 
and Sajda, 2012) that allows for fast estimation of the discriminating components. We 
tested various regularization terms (λ = 1ex with x = -6:1:2), which yielded similar 
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results to those reported here for λ = 1e-1. We computed y for a number of temporal 
windows (window size δ = 20 ms), to estimate the temporal evolution of discriminant 
activity over the course of the ERP. Per time window, discriminator performance (Az) 
across all trials was quantified using the area under the receiver-operator 
characteristic (ROC) curve, with a leave-one-out cross-validation approach (Duda et 
al., 2001). Following Blank et al., (2013), significance of performance was evaluated 
by bootstrapping the Az-values. We used 100 bootstraps per time window (epoch of 
600 ms/δ = 40 windows) and subject (n = 14) resulting in 42.000 Az-values in total. 
The overall distribution of these values was used to determine the Az-value leading 
to a significance level of α = 0.05. Finally, the components were projected back on 
the scalp using a forward model that multiplies the w-vector with average ERP 
amplitude in a specific time window (Parra et al., 2002).    

 After obtaining an estimate of discriminant component activity at each trial 
and time-window, the y-values were correlated (Spearman's ρ) with the CE and SC 
values of the image presented at that trial, for each subject separately. To assess the 
significance of these correlations, we again tested the average correlation across 
subjects against zero using separate t-tests for each time-window; the resulting p-
values were corrected for multiple comparisons using FDR-correction at α = 0.05.  
 
Results 
 
Behavior 
 
Fourteen subjects rated 1600 scene images as either man-made or natural while 
EEG was recorded. We first examined how behavioral ratings were distributed 
across the entire set of images. Next, we tested how these results were related to 
differences in contrast energy (CE) and spatial coherence (SC) estimated from 
modeled responses to local contrast. 
 
Naturalness rating and RT for individual images 
On average, subjects rated 49.7% of the trials as man-made and 50.3% as natural 
(SD = 3.3% for both man-made and natural). Reaction times for man-made versus 
natural responses did not differ significantly (mean RTman-made = 523 ms, SD = 67 ms; 
mean RTnatural = 527 ms, SD = 79 ms; median RTman-made = 497 ms, SD = 64 ms, 
median RTnatural = 504 ms, SD = 76 ms; all t(13) < 1, all p > 0.56), showing that 
subjects did not have a bias towards one particular response. There was however 
considerable variability in ratings across trials, both within subjects and across 
subjects.  

Within subjects, on average 10% of the trials were rated differently on the 
second presentation than the first (min = 3%, max = 18%, SD = 4%). For these trials, 
reaction times were longer than for trials that were rated the same (mean RTsame = 
520 ms, SD = 70 ms, mean RTdifferent = 571 ms, SD = 90 ms; paired t-test t(13) = 6.1, 
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p = 0.00003; median RTsame = 505 ms, SD = 68 ms, median RTdifferent = 557 ms, SD = 
93 ms; t(13) = 5.5, p = 0.0001).  

Across subjects, the scenes could be subdivided evenly in three bins based 
on differences in naturalness rating (Figure 4.2A): scenes that had a rating below 0.1 
(indicating they were rated as natural by less than 10% of the subjects), scenes with 
a rating above 0.9, and scenes for which the rating was intermediate (0.1-0.9 
ratings). Average RT for the intermediately rated images was higher compared to 
consistently rated images (repeated-measures ANOVA, F(2,13) = 42.6, p = 0.0001); 
this bin also more often contained scenes for which ratings differed between the 
repetitions (repeated-measures ANOVA on within-subject consistency, F(2,13) = 
138.6, p = 0.0001; Figure 4.2B).  

Although subjectʼs behavior was on average similar for the two scene 
categories, the increase in variability in rating both within and across subjects for a 
specific subset of the images shows that some scenes were experienced as more 
ʻambiguousʼ than others. This is not surprising as the stimulus set was purposely 
composed to span a wide range of natural images (see Materials and Methods). 
Next, we examined whether this pattern of results could be explained based on 
differences in image statistics between the scenes.  
 

 
Figure 4.2 Behavioral results. A) Distribution of naturalness ratings for the entire stimulus set. Roughly 
2/3 of the scenes had a high man-made (average < 0.1, blue bin) or high natural rating (> 0.9, red bin), 
while the remaining images had intermediate ratings (green bin, 0.1-0.9). B) Reaction times (RT; top 
graph) and within-subject repeat reliability (REL; bottom graph) for the three different bins of trials. 
Asterisks indicate significant main effects of bin (p < 0.0001). C) Contrast energy (CE) and spatial 
coherence (SC) values plotted for all 1600 images, color-coded by naturalness rating. The histograms 
display 10% bins based on either CE or SC, containing the average rating obtained after sorting on SC 
(top histogram, x-axis), or the average RT after sorting on CE (side histogram, y-axis). D) Intermediately 
rated images (green bin in A) are found at intermediate SC values, whereas images with high man-
made (blue) or natural (red) ratings have on average more extreme SC values. Squares: medians, lines: 
standard deviations. E) Example images from each bin. Whereas the highly man-made or natural rated 
images (left) contain either exclusively man-made or exclusively natural elements, one intermediate 
image (top right) contains a building and a bicycle (man-made) as well as snowy objects and a bush 
(natural); another (bottom right) has shrubbery (natural) and a fence and wall (man-made).  
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Contrast energy and spatial coherence predict behavioral performance 
The CE and SC values for each image in the image set are shown in Figure 4.2C, 
with color-coding indicating the average naturalness index per image. Binning 
images on either CE or SC (side histograms in Figure 4.2C) shows that naturalness 
rating is related to differences in SC: the higher the SC-value of the scene, the higher 
the number of subjects that rated the scene as natural. A higher CE-value is 
associated with shorter RTs. Figure 4.2C also shows that the SC values span a 
continuous space, rather than two discrete categories. Interestingly, the variability in 
image ratings is related to SC value: images with intermediate ratings are found at 
intermediate SC-values (Figure 4.2D; independent-samples Kruskal-Wallis test, 
χ2(2) = 131.3, p = 3e-29) whereas there is no such effect for CE (χ2(2) = 2.4, p = 
0.29). As can be seen in Figure 4.2E, images with intermediate ratings/SC values 
typically contain patches with both man-made and natural elements. This suggests 
that SC in particular is diagnostic of naturalness.  

We confirmed these observations by correlating the CE and SC values 
directly with the behavioral measures (Table 4.1). SC correlated with naturalness 
rating, but not with RT, whereas CE correlated with RT, and to a lesser extent with 
rating. For comparison we also computed correlations with image statistics derived 
from the power spectra of the scenes (Oliva and Torralba, 2001), Fourier intercept 
and slope (see Materials and Methods). These correlations are in a similar range as 
those with CE and SC (Table 4.1). For this model, however, the two parameters are 
less well dissociable, as they both correlate significantly with accuracy as well as RT.  
 
 naturalness rating RT  
image 
parameter 

ρ p % subjects  ρ p % subjects  

  
CE -0.08 0.0007 71% -0.2 2.9e-16 86% 
SC 0.39 2.3e-58 100% -0.01 n.s. 43% 
  
Fs -0.19 1.3e-15 100% -0.18 2.4e-13 78% 
Fi -0.36 2.5e-50 100% -0.09 6.7e-5 71% 
 
Table 4.1 Correlations of image parameters with naturalness rating and reaction times (RT). CE = 
contrast energy, SC = spatial coherence, Fs = Fourier slope, Fi = Fourier intercept. Reported are 
Spearman correlation values (ρ), corresponding significance values (p), and the percentage of subjects 
whose individual rating or RT correlated significantly with the parameters (% subjects; FDR-corrected).  

 
The behavioral results support our proposal that CE and SC, computed by 

pooling of local contrast, capture global scene information. They predict human 
categorization of scene naturalness to a similar degree as statistics obtained from a 
global Fourier transformation. In particular, there is a relation between SC and 
perceived naturalness, whereas CE affects the speed of visual processing.  
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EEG regression 
 
Single-trial ERPs (sERPs) were extracted from the continuous EEG data after which 
we performed linear regression of sERP amplitude on image statistics. We first 
examined how CE and SC affected evoked activity to individual images, again 
comparing them to the Fourier parameters. Next, we tested how the EEG activity 
itself was related to the behavioral ratings, and whether this relation was dependent 
on CE and/or SC.  
 
Explained variance by contrast energy and spatial coherence 
Regression analysis of sERP amplitude on CE and SC values revealed a strong 
relation between these parameters and evoked neural activity. For all subjects, 
explained variance was maximal at either Oz or Iz (the occipital mid-line electrodes), 
ranging between r2 = 0.16-0.46 at 109-137 ms (for all subjects, p < 1e-10, FDR-
corrected), whereas mean explained variance over subjects was highest at Oz 
(maximal r2 = 0.27, 117 ms after stimulus-onset; Figure 4.3A). Explained variance at 
this time-point also extended to other electrodes (Figure 4.3B); maximal r2 values 
were reliable in all fourteen subjects at several occipital (I1, O1, O2) and parietal 
electrodes (P1, P3, P4, P6, P8, P10). These results replicate our earlier findings 
(Scholte et al., 2009) of ERP sensitivity to statistics derived from local contrast in 
natural images from ~100 ms after stimulus-onset. They show that differences 
between individual scenes in evoked neural activity are reliably correlated with 
differences in CE and SC of the scenes. 
  
Regression weights for individual parameters 
Given the dissociable effects of CE and SC on behavior, we next tested whether 
these parameters also differentially influenced sERP amplitude by examining their 
individual β-coefficients (see Materials and Methods). At electrode Oz (Figure 4.3C), 
the β-coefficients for CE were largest during an extended early interval (94-156 ms). 
In contrast, the largest β-coefficient for SC was found at a non-overlapping, later 
interval (160-195 ms). Regression weights associated with each predictor were 
highly reliable across repetitions.  
 The difference between the CE and SC effects is illustrated in Figure 4.3D, 
where sERP amplitude for each image relative to its SC and CE value is shown for 
the two time-points with largest β-coefficients (113 and 184 ms, respectively). At the 
first maximum, differences in amplitude are mostly aligned with the CE-axis of the 
space. At the second maximum, the amplitudes align with the SC-axis instead. 
Significant but smaller coefficients for SC were also found at two shorter and earlier 
intervals (78-85 ms and 117-136 ms) and one later interval (226-242 ms). Neural 
sensitivity to the different image parameters thus differs substantially over the time-
course of visual processing. Interestingly, these results again demonstrate 
dissociable effects of CE and SC, but now on evoked neural activity.  

Chapter 4

90



 

Finally, for both CE and SC, regression coefficients were also significant 
towards the end of the ERP epoch, most likely reflecting spill-over of effects at other 
electrodes. These might be electrodes near motor cortex, as this interval is in the RT 
range (minimal average RT was 436 ms, maximal average RT was 647 ms), and the 
β-coefficients at Oz are very small at this time-point, indicating low sERP amplitudes. 
In the next section, we tested to what extent the two image parameters affected 
responses at other electrodes.  
 

 
Figure 4.3 EEG regression results at occipital electrode Oz. A) Explained variance for single subjects 
(colored lines) and mean across subjects (thick black line) over time. B) Distribution of mean r2 values 
across the scalp at the maximal time-point (117 ms). Dots indicate electrodes; for red electrodes, r2 
values at this time points were significant in all participants (FDR-corrected). C) Regression weights (β-
coefficients) for each predictor, revealing several significant time windows (lines in bottom). CE-
coefficients are maximal early in time (95-156 ms), SC-coefficients later in time (160-195 ms). Shading 
indicates 95% confidence intervals as obtained from a t-test of the mean β-coefficient against zero. D) 
Average CSD-transformed ERP amplitude (color-coded) per image plotted against its CE and SC values 
at the time-points of maximal regression weights.  
 
Whole-scalp results 
The distribution of regression coefficients across the whole scalp mirrors the effects 
observed at electrode Oz. Generally, the β-coefficients of CE were largest early in 
time, at occipital electrodes overlying early visual cortex. For SC, on the other hand, 
the β-coefficients were largest later in time and more sustained at peri-occipital 
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electrodes that are near mid- or higher-level visual areas (Figure 4.4A). Coefficients 
of CE were virtually absent after 150 ms, whereas the coefficients of SC remained 
significant for an extended period across multiple electrodes.  

This difference is illustrated in Figure 4.4B, where average sERP amplitude 
is shown for bins of trials that are sorted based on either CE or SC. At occipital 
electrodes O1 and O2, the modulation by CE is clearly visible in the early interval, 
while a sustained modulation by SC is visible at peri-occipital visual electrodes PO7 
and PO8. The distinct effects of CE and SC are thus even more evident at the whole-
scalp level, with differences in contrast energy giving rise to a transient, early 
modulation, whereas spatial coherence differences lead to more widespread effects. 
 

 
Figure 4.4 Whole scalp regression results. A) Topographical representations of t-values (FDR-corrected 
and thresholded; corrected t = 3.22 for α = 0.05) for β-coefficients at each electrode, reflecting reliable 
effects of CE and SC on sERP amplitude. The two parameters have different effects: CE influences ERP 
amplitude early in time, mostly at occipital electrodes, whereas SC gives rise to a sustained correlation 
later in time (> 150 ms) associated with activity surrounding mid-level visual, peri-occipital electrodes 
(e.g., PO7 and PO8). B) Subject-averaged ERP amplitude of trials that were sorted and binned in 20% 
bins based on either CE or SC values, displayed for two different electrode poolings: occipital (O1 and 
O2) and peri-occipital (PO7 and PO8).  
 
Comparison with Fourier parameters 
The regression results demonstrate strong effects of CE and SC on evoked neural 
activity during categorization of naturalness. However, behavioral naturalness ratings 
did not only correlate with these image statistics estimated from local contrast, but 
also with Fourier parameters obtained from a global Fourier transform. Do these 
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latter parameters also affect evoked activity in a similar way as CE and SC? To test 
this, we repeated the regression analyses with the Fourier parameters.   

Explained variance of the Fourier parameters had a similar time course as for 
CE and SC, but with on average lower values (Figure 4.5A): the average maximal 
value was 17% (ranging between 11-29% for single subjects) at electrode Oz around 
117 ms, the same electrode and time-point as for CE and SC. The spatial extent of 
the explained variance was also similar to CE and SC (Figure 4.5B). To compare the 
two models directly, we estimated the unique explained variance by each pair of 
parameters by subtracting the r2-values obtained for each model from a full model 
containing all parameters (see Materials and Methods). Unique explained variance 
for CE and SC reached a maximum of 11% at 113 ms, whereas the values were 
much lower for the Fourier parameters (2% at 184 ms; Figure 4.5C). For both 
models, maxima of unique explained variance were again at Oz, and the whole-scalp 
results (Figure 4.5D) show that the unique explained variance for Fourier was in fact 
minimal across all electrodes. This rules out the possibility that Fourier parameters 
influence neural activity at other brain sites than CE and SC do.  
 

 
Figure 4.5 Comparison of results with regression analysis on Fourier statistics. A) Explained variance 
averaged across single subjects for regression of single-trial ERP amplitude on Fourier intercept (Fi) and 
slope (Fs) (green). For comparison, average r2 for CE and SC is plotted as well (red). Shading indicates 
standard deviation across subjects. B) Distribution of average r2-values across the scalp at the time-
point of maximal r2 (117 ms). Reliable electrodes across subjects (red) were I1, I2, O1, O2, Oz, P3, P4, 
P5, P6, P7, P8 and POz. C) Unique explained variance for CE and SC (red) compared to Fi and Fs 
(green), averaged over subjects. Shading indicates standard deviation across subjects. D) Scalp plots of 
unique r2-values for each model at their respective maximal time-points: for CE and SC, this was at 117 
ms (top topographical plot) and at 184 ms for the Fourier parameters (bottom).  
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As we learned in Chapter 2, in previous findings with naturalistic image 
categories (Groen et al., 2012a) the Fourier parameters also explained about ~10% 
variance less than parameters derived from a Weibull fit to the contrast distribution 
(of which CE and SC are approximations, see Materials and Methods), as well as 
very little unique variance. 
 These results show that modulations of single-trial evoked activity during 
naturalness categorization are also correlated with differences in spatial frequency 
content (Fourier intercept and slope). However, the effects were weaker compared to 
those observed for CE and SC, and the Fourier parameters did not explain 
substantial variance above and beyond the variance explained by CE and SC. This 
suggests that information that is contained in the Fourier parameters is also captured 
by CE and SC, and that the latter may provide a more plausible description of evoked 
neural activity during naturalness categorization. 
 
Role for image statistics in perceptual decision-making? 
The regression results suggest that contrast energy and spatial coherence play 
different roles in visual processing of natural images, with CE giving rise to early, 
transient effects, while SC leads to sustained effects on evoked activity. Interestingly, 
the modulations by SC extend into time intervals associated with mid-level stages of 
visual processing (beyond 200 ms) that are more sensitive to top-down influences 
(Luck et al., 2000; Scholte et al., 2006) and possibly involved in perceptual decision-
making (Philiastides et al., 2006). Task-relevance of the scene parameters may thus 
play a role in the differential effects of CE and SC that were observed here. 
Specifically, the late modulation by SC could reflect an influence of SC on the 
naturalness decision.  
 To test how CE and SC affected decision-related neural activity, we used 
linear discriminant analysis (LDA) to identify discriminating components in the EEG 
(Parra et al., 2002; Philiastides and Sajda, 2006; Philiastides et al., 2006; Conroy and 
Sajda, 2012; Blank et al., 2013) This is essentially again a single-trial regression, but 
of behavior onto the EEG: ʻobservationsʼ correspond to the (subject-specific) man-
made or natural ratings, and the 'predictor variables' consist of the sERP amplitudes 
at each electrode. This analysis yields two measures: overall discrimination 
accuracy, summarized in parameter Az, and trial-specific discriminant components y, 
reflecting evidence toward the natural versus the man-made rating at a given trial 
(see Materials and Methods). Both measures were determined for consecutive time 
windows to examine the development of discriminant activity over time (Philiastides 
and Sajda, 2006; Philiastides et al., 2006).  

With this analysis, we aimed to address two questions: 1) from what point in 
time can we reliably predict whether a given trial will be rated as man-made or 
natural? and 2) To what extent is the strength of evidence towards the man-made or 
the natural rating modulated by CE and SC? 
 

Chapter 4

94



 

Discriminating man-made versus natural ratings based on EEG  
 
First, response discrimination accuracy (Az) based on EEG was significantly above 
chance from a time-window between 80-100 ms (Figure 4.6A). It reached a local 
maximum between 180 and 200 ms (but remained significant) and started to rise 
again from 260 ms onwards. Projections of the discriminant activity back on the scalp 
(insets in Figure 4.6A) show that for the first two of these windows, activity was 
located at occipital/peri-occipital sites, whereas the activity in the third window was 
more lateral. Importantly, the early maximum in discrimination accuracy was found at 
the same moment in time at which SC most strongly affected sERP amplitude (see 
Figure 4.3C).  
  

 
Figure 4.6 Discriminant analysis results. A) Discriminator performance (AZ) determined using a leave-
one-out procedure (LOO). Colored lines reflect single subject results; the black line is the average 
across subjects. Grayscale shading indicates standard deviations. The dashed gray line reflects the Az 
value leading to a significance level of p = 0.05 (obtained from a bootstrap test). Insets represent the 
scalp distributions of discriminating component activity for three moments in time: the first time window 
of significant discriminator performance (100-120 ms), the local maximum (180-200 ms), and the 
sustained effects from 250 ms onwards (distribution shown for the 320-340 ms window). B) Correlation 
of discriminant component value (y) with contrast energy (red) and spatial coherence (blue). Confidence 
intervals and p-values (FDR-corrected for the number of time-points and parameters) were obtained by 
testing the average correlation across subjects against zero at each time window. Time windows with 
significant correlations are marked with asterisks. C) Discriminating component maps displaying the 
value of discriminating component amplitude y for each image and time window, averaged over the two 
single-trial presentations and sorted from low to high on either CE (top) or SC (bottom). Higher 
component activity (red) indicates evidence for the response 'natural'. 
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Second, discriminant components (y) were significantly correlated with SC, 
from 120 ms onwards (maximal mean ρ = 0.18, 180-200 ms, t(13) = 9.1, p = 5.1e-7; 
Figure 4.6B). For CE, correlations were present for just one early window (80-100 
ms, mean ρ = -0.06, t(13) = -3.7, p = 0.002), and again much later in time, from 360 
ms onwards. Note, however, that for this early window, discrimination accuracy is not 
yet significant (Figure 4.6A). Figure 4.6C shows discriminant activity for each image, 
while the images are sorted based on either CE or SC. These component maps 
reveal that images with high SC-values have strong evidence towards natural 
responses (red), whereas images with low SC-values are mapped towards man-
made responses (blue). No such effects are visible for CE.  

These results show that activity discriminating between man-made versus 
natural responses is present in the EEG from as early as 100 ms. Importantly, the 
strength of this activity at the single-trial level is related to the SC, but not CE, value 
of the image.  

Overall, the EEG results reveal strong neural sensitivity to image statistics 
derived from receptive field model responses to local contrast. Neural sensitivity was 
stronger for CE and SC than for spatial frequency parameters derived by means of a 
global Fourier transformation. We found dissociable effects of CE and SC on neural 
activity, across both time (early and late intervals) and space (occipital versus peri-
occipital electrodes). This suggests that contrast energy mainly affects activity in 
early visual areas involved in encoding of the stimulus, whereas spatial coherence 
also modulates subsequent decision-related activity, which likely involves more visual 
areas and processing time. The finding that SC, but not CE, is correlated with EEG 
components that maximally discriminate between the subject-specific behavioral 
ratings further supports this dissociation. 

 
Discussion 
 
A computational substrate for scene gist perception 
How does the visual system estimate scene gist? We find that for at least one global 
scene property (naturalness), single-trial differences in behavior and neural activity 
are related to differences in image statistics derived by integrating local contrast 
responses. The modulation of neural activity by these statistics as soon as 100 ms 
after stimulus onset confirms that this information is available early in visual 
processing. However, the sustained modulations at later time-points reveal a shift in 
neural sensitivity from contrast energy (CE) to spatial coherence (SC), suggesting a 
transformation towards coding of more relevant information for estimating 
naturalness, which appears to be carried by SC.  

These results verify our earlier observations of extensive ERP sensitivity to 
image statistics. We showed that differences in statistics explain a large amount of 
variance in ERP amplitude (Scholte et al., 2009), to the extent that they can be used 
to classify which natural image was viewed (Ghebreab et al., 2009). Perceived 
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similarity of textures and naturalistic images are also related to CE and SC (Groen et 
al., 2012a, 2012b). Here, we extend these results to scene gist, by linking single-trial 
differences in scene naturalness and neural activity to differences in image statistics. 
 
Model comparison with spatial frequency distributions  
The role of spatial frequency in visual processing has been studied at multiple levels, 
ranging from local receptive field tuning (De Valois and De Valois, 1990) to the entire 
image. For example the 'spectral signature' of a scene, reflecting the decay of the 2D 
power spectrum, can be used to computationally discriminate global scene properties 
(Torralba and Oliva, 2003). Whereas the power spectrum reflects the distribution of 
energy across spatial scales ('amplitude'), another type of information is local 
alignment of spatial frequencies ('phase coherence'), which can for example be 
quantified from the shapes of contrast distributions (Tadmor and Tolhurst, 2000). It is 
currently debated which of these two sources (amplitude vs. phase) is more 
important for scene discrimination (McCotter et al., 2005; Einhäuser et al., 2006; 
Loschky et al., 2007; Loschky and Larson, 2008)  

Our model essentially extracts phase information based on filters modeled 
after receptive fields (Scholte et al., 2009). However, this information is inferred from 
contrast computed at, and selected locally from, multiple spatial scales (Elder and 
Zucker, 1998; Ghebreab et al., 2009) and the information is then spatially integrated 
across the entire scene. This procedure thus likely captures both phase and some 
amplitude information, and we have shown previously that our model outperforms 
separate descriptions of amplitude and phase (Groen et al., 2012a). Here, we again 
observed that CE and SC explained the neural data better than power spectra alone, 
This is consistent with the observation that coarse localization of spectral signatures 
improves computational discrimination of global properties (Torralba and Oliva, 
2003). Our results thus support the notion that both amplitude and phase contribute 
to scene perception (Gaspar and Rousselet, 2009; Joubert et al., 2009).  

It is important to emphasize, however, that CE and SC are derived in a very 
different way compared to traditional measures of phase and amplitude. The latter 
are obtained by performing a global Fourier transformation, whereas our model 
integrates local information using averaging and division, which can easily be 
implemented in a spiking neural network (e.g. using ʻintegrate-and-fireʼ rules). We 
thus also attribute the fact that CE and SC provided a better description of neural 
activity to the physiological plausibility of our model. We propose that our model 
provides a biologically realistic computational substrate from which image statistics 
can be derived: local contrast, which could be represented by the population 
response in visual areas such as LGN or V1. 
 
The role of image statistics in visual perception 
The early, transient correlations with CE are consistent with previous reports of early 
ERP sensitivity to image statistics of natural scenes, demonstrating modulation of 
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early visual ERP components (e.g. C1 and P1) by energy at different spatial 
frequencies (Hansen et al., 2011, 2012). During object recognition, early ERP 
sensitivity to luminance differences (Martinovic et al., 2011), power spectra (Johnson 
and Olshausen, 2003) and phase scrambling (Rousselet et al., 2008a; Bieniek et al., 
2012) have also been reported. In face categorization, ERP sensitivity to phase 
scrambling has also been found to extend later in time (up to 300 ms; Rousselet et 
al., 2008b), thus overlapping with our present SC effects. In addition, ERP sensitivity 
to ʻgeometric similarityʼ between faces has also been found in this time range (Kahn 
et al., 2010). Here, we show that modulations in this time range were related to the 
behavioral categorization on each trial, suggesting that they might not reflect pure 
stimulus encoding, but also neural processing leading up to the decision outcome.   

Supporting this idea, the maximal timing of the late SC effects is close to a 
discriminating component reported in a set of papers that used a face/car 
categorization task (Philiastides and Sajda, 2006; Philiastides et al., 2006; Ratcliff et 
al., 2009). The authors proposed that the D200 discriminating component reflects an 
intermediate stage between early sensory processing and accumulation of decision-
related information, signaling the 'availability of diagnostic information'. Another study 
however argued that the modulation of this component was purely related to the 
addition of phase noise to the stimuli (Bankó et al., 2011). Both claims could be in 
accordance with our findings, as SC is also sensitive to the addition of phase noise, 
which leads to a more Gaussian contrast distribution and thus to higher 
fragmentation of the scene. For the purpose of our task, however, this information 
could be useful: the brain does not need to discard this information as noise, but may 
use it as input for the decision. In that case, the similarity in timing with the D200 
component supports the notion that spatial coherence contains available information 
for global property categorization.  

Indeed, modulation of neural activity by seemingly simple, low-level image 
properties such as contrast does not necessarily imply that these properties are 
irrelevant for image recognition. If they are relatively consistent across categories, 
they may have become part of a ʻ templateʼ used by the visual system to classify 
incoming information (Johnson and Olshausen, 2003). The CE and SC parameters 
reflect variations in the distribution of local contrast: they are thus derived from 
information that is generally considered to be 'low-level'. However, since their 
computation requires integration of this information across the scene, they pick up on 
global, 'high-level' scene information (global energy and scene fragmentation). It is 
not unlikely that over the course of evolution and/or development, the visual system 
has adapted and developed templates that are sensitive to such variations in low-
level information if they are diagnostic of relevant global properties.  
 
Naturalness as a visual primitive? 
Previous work has suggested that the man-made/natural distinction is fundamental in 
scene perception. Categorization of man-made versus natural scenes occurs faster 
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than basic-level categories (sea, mountain, city) (Joubert et al., 2007; Greene and 
Oliva, 2009a; Loschky and Larson, 2010).  Basic-level categories from the same 
superordinate (e.g. sea vs. mountain) level are also more easily confused than those 
from different levels (e.g. sea vs. city) (Rousselet et al., 2005b). Within global 
properties, categorization may occur hierarchically, starting with man-made vs. 
natural (Kadar and Ben-Shahar, 2012). The relation between SC and scene 
naturalness, as well as the influence of SC on evoked neural activity during 
naturalness categorization, suggest that the spatial coherence of the scene may 
drive this early primary distinction.  

The fact that humans can quickly decide about naturalness however does not 
imply that the brain computes it ʻ automaticallyʼ. Would the brain be interested in 
determining the naturalness of visual input in everyday viewing? SC varies with 
scene fragmentation, signaling the relative presence of ʻchaosʼ versus ʻorderʼ, rather 
than an absolute distinction between man-made and natural. However, there is a 
relation because natural scenes are more likely to be chaotic due to the presence of 
foliage or other structure that has not been organized by humans (as urban 
environments are). We thus suggest that the primacy of man-made versus natural 
reflects early sensitivity to the fragmentation level of visual input. Estimating the 
fragmentation of incoming visual information may be a useful step in rapid scene 
processing, for example in order to allocate attention (when presented with a chaotic 
scene, in which searching for an object will be harder and require more resources; or 
alternatively, with a highly coherent scene containing a large single object, which 
needs to be attended in order to assess potential danger) or cognitive control 
mechanisms. Future experiments should establish to what extent image properties 
such as CE and SC predict recruitment of attention or control networks.   

 
Conclusion 
Together, these results suggest that natural image statistics, derived in a 
physiologically plausible manner, affect the perception of at least one global property: 
scene naturalness. The results revealed strong neural sensitivity to image statistics 
when subjects categorized this global property, with decision-related activity 
specifically being modulated by spatial coherence (SC). We propose that during 
scene categorization, the brain extracts diagnostic image statistics from pooled 
responses in early visual areas. 
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Chapter 5 
Task manipulations in scene categorization influence late, but 

not early neural encoding of global scene information 

In rapid natural scene perception, encoding of coarse, global information is thought to 
precede detailed scene analysis. It is still unclear, however, what neural 
computations underlie the formation of the initial global scene representation. 
Recently, we found that during global scene naturalness categorization, the human 
brain exhibits strong sensitivity to statistical regularities in the real-world environment, 
suggesting that scene statistics contribute to the formation of global representations. 
Here, we tested this hypothesis by examining to what degree the encoding of scene 
statistics during global categorization was task-dependent. In different task blocks, 
subjects categorized scenes as man-made or natural or discriminated unrelated 
stimuli projected in the center or periphery of the scene while EEG was recorded. Our 
results reveal that neural encoding of global scene information has both an automatic 
and a task-dependent component, and that these are spatiotemporally distinct. 
Consistent with the proposal that global information is computed early in visual 
processing, we find that naturalness information is present in the neural activity within 
100 ms after stimulus onset: early occipital activity differed reliably between man-
made and natural scenes, and was strongly modulated by scene statistics, 
regardless of task instruction. However, later parietal-occipital differences (250-300 
ms) were only present if scenes were explicitly categorized on naturalness. 
Importantly, this late effect was accompanied by sustained neural sensitivity to a 
scene statistic called spatial coherence, which indexes scene fragmentation and 
which is diagnostic of naturalness. These results show that scene statistics likely play 
a role in early and automatic detection of global scene differences, and moreover, 
that this information can be flexibly maintained depending on the task the subject is 
engaged in.  
 
Based on: 
Groen IIA, Ghebreab S, Lamme VAF, Scholte HS. Manuscript under review. 
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Introduction 
 
The human visual ventral stream efficiently transforms low-level input into high-level 
representations of objects and scenes (Kravitz et al., 2013). A prominent theory of 
visual processing holds that in this process, coarse and global information is 
extracted before detailed information becomes available (Hochstein and Ahissar, 
2002). In particular, this reverse hierarchy theory suggests that the rapid 
categorization of real-world scenes with minimal effort (Potter, 1975; Thorpe et al., 
1996) may be mediated by a global percept of 'the forest before the trees', i.e, the 
conceptual gist of a scene.  
 In support of this view, behavioral evidence shows that some categorical 
information is already available from coarse, global information (Oliva, 2005). Such a 
coarse analysis of a scene can be enough to derive basic-level categorical labels like 
'beach' or 'street scene' (Oliva and Torralba, 2006), or global properties such as 
naturalness or spatial layout (Greene and Oliva, 2009a). In turn, global properties are 
linked to statistical regularities in low-level properties of scenes, such as the 
steepness of the power spectrum of spatial frequencies (Torralba and Oliva, 2003) or 
the shape of the distribution of local contrast (Groen et al., 2013). Thus, the ability to 
process global information in a scene prior to its details could be based on a neural 
representation that is formed early in visual processing and that is structured by 
scene statistics.   
 Although several behavioral studies support a role for scene statistics in rapid 
categorization (Einhäuser et al., 2006; Wichmann et al., 2006; Kaping et al., 2007; 
Loschky and Larson, 2008; Joubert et al., 2009), surprisingly little is known about 
how they affect neural activity during scene viewing. In a previous study (Groen et al., 
2013), we examined how global scene statistics reflecting the characteristics of the 
distribution of local contrast, contrast energy (CE) and spatial coherence (SC), 
affected evoked neural activity during categorization of scene naturalness of a large 
set of widely diverse scenes. Our results showed that SC was correlated with across-
observer consistency in naturalness rating, whereas CE correlated with reaction 
times. In addition, both measures modulated single-trial ERP activity, but SC most 
strongly predicted whether naturalness rating could be decoded from the single-trial 
ERP activity. Thus, these scene statistics, and SC in particular, provide a potential 
measure of the bottom-up evidence for a global distinction in naturalness for 
individual scenes.  
 From these previous results, however, it is not clear to what degree neural 
sensitivity to global scene statistics is part of an automatic, obligatory process or 
whether it is dependent on the instruction to categorize the scene on global 
information. Top-down influences such as task instruction can lead to adaptation of 
visual representations to perceptual demands (Gilbert and Li, 2013) even in early 
visual areas (Harel et al., 2014). If scene statistics indeed aid in the formation of a 
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global representation of naturalness, neural sensitivity to such statistics may be 
enhanced when subjects are categorizing the scene on global scene information.  
 Here, we tested this hypothesis by examining how task manipulations affect 
neural encoding of scene naturalness. We compared evoked responses (ERPs) to 
scenes viewed during global categorization (man-made vs. natural) or during 
discrimination of unrelated foveal (Experiment 1) or peripheral stimuli (Experiment 2) 
that were shown simultaneously. Naturalness encoding was evaluated in two ways. 
First, we performed traditional ERP analysis, in which we compared average evoked 
response amplitudes between man-made and natural scenes to test whether a global 
distinction was present in brain activity in each of the different tasks. Second, single-
trial analysis was used to test to what extent CE and SC modulated this activity. 
Critically, the same scenes (with the same CE and SC values) were shown in each 
task, such that the influence of task instruction could be isolated.  
 

 
Figure 5.1 Experimental design. A) Trial design of Experiment 1. On each trial, a white letter and a 
scene replaced a continuous stream of black letters and a 2-alternative forced choice response (2AFC) 
was required. For illustrative purpose, letters and scenes are displayed considerably larger here than in 
the actual experiment. B) In Experiment 1, subjects performed a scene task, vowel task and 2-back 
task. C) Contrast energy (CE) and spatial coherence (SC) values for each scene image (scattered dots) 
shown in the EEG experiments. Left: ERP scenes that were used in all tasks and analyzed in the ERP 
analyses. Right: three matched sets of scenes that were each uniquely presented in one task and tested 
again in the memory post-test. Squares = medians, lines = standard deviations within each global 
category (man-made and natural). D) In Experiment 2, an outline appeared along with the scene and 
white letter, and a 2AFC outline discrimination task replaced the 2-back letter task. 
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We were particularly interested in at what point in the time course of evoked 
activity the task instruction would start to affect neural sensitivity to global 
information, indicating to what extent the bottom-up information reflected in scene 
statistics interacts with top-down task relevance. Our results suggest that early 
encoding of naturalness (up to 250 ms) is completely automatic. In contrast, global 
information is only reflected in activity at later time-points if the scene is categorized. 
This late effect is accompanied by increased sensitivity to SC, supporting its role in 
global scene perception. 
 
Methods 
 
Experiment 1 
 
Subjects 
Nineteen participants (4 males, aged 19-27 years; mean 21.5, SD = 2.4) took part in 
Experiment 1. To ensure that subjects had normal or corrected-to-normal vision, a 
Landolt C visus test was administered before the experiment: a visual acuity of 0.8 in 
both eyes was required for participation. All participants provided informed consent 
and were compensated for their time with research credits or money (7 euro/hr). After 
preprocessing, three participants were excluded from further data analysis: one 
subject because s/he failed to respond on > 25% of the trials, the other two subjects 
based on low EEG quality (excessive movement, visible as artifacts in > 10 minutes 
of raw data, or a large amount of drift likely due to a malfunctioning reference).  
 
Experimental procedure  
EEG was recorded while subjects were presented with stimulus displays that 
consisted of scenes and letters. A continuous stream of black letters was displayed in 
the center of the screen on a grey background. On average every 9 letters, a white 
letter was presented instead of a black letter, and a scene was simultaneously 
presented behind it (Figure 5.1A; Note that for illustrative purpose, the letters are 
displayed much larger here than in the actual experiment, see below under Trial 
design). Upon this event, subjects were required to perform a 2-alternative forced 
choice (2-AFC) task based on one of three different task instructions: 1) indicate 
whether the scene is man-made or natural (scene task); 2) indicate whether the white 
letter is a vowel or consonant (vowel task); or 3) indicate whether the white letter was 
the same as two white letters before (2-back task; Figure 5.1B). Tasks were blocked 
and each block contained 300 trials. Each subject performed each task twice. Task 
order was counterbalanced across subjects, who first performed each of the three 
tasks once, and then again in the same order.  
 Subjects were instructed to respond to white letters/scene onsets and to 
attend to the black letters only to ensure fixation. They indicated their responses with 
the index fingers of each hand using custom-made button boxes taped to the chair 
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armrests. Response mappings were counterbalanced across the task repetitions, i.e. 
within subjects. Each block lasted 9.7 minutes and was divided in mini-blocks of 166 
seconds. After each mini-block, a feedback screen was presented displaying the 
number of correct responses for each choice (e.g., "you responded correctly for 95% 
of the vowels"), and how many times they failed to respond before the onset of the 
next trial. The feedback screen was colored according to subjects performance on 
the preceding mini-block: green if more than 90% of responses was correct, orange if 
it was 80-90%, and red if it was below 80%. Subjects initiated the onset of a new 
mini-block with a button press. Mini-blocks started with a 2000 ms fixation cross. 
  
Memory post-test 
To evaluate whether task manipulation affected the degree of scene encoding, 
subjects performed an additional experiment after removal of the EEG cap, aimed at 
assessing how well they remembered scenes they had observed in the main EEG 
experiment. Subjects were presented with scenes they had seen previously during 
the EEG experiment as well as new scenes (see below under Scene selection). They 
indicated whether they recognized the scene by pressing the button box with the left 
or right index finger. Scenes were displayed one by one on the same monitor using 
the same display settings as in the EEG experiment, except that the letter was now 
omitted. Also, each scene was now visible until the subjects responded, to allow the 
subjects enough time to ensure they recognized the scene. However, subjects were 
instructed to respond based on their first impression and to not linger on the images 
'for too long'. This post-test took about 5 minutes on average. Importantly, it was not 
announced to the subjects until the EEG experiment was completed.  
 
Computation of image statistics 
For each scene, we calculated two image statistics based on distributions of local 
contrast (Scholte et al., 2009): contrast energy (CE) and spatial coherence (SC). 
These statistics are derived in a biologically realistic way by summating simulated 
output of contrast-sensitive receptive fields. The details of the model that implements 
this computation are described in detail in various other places (Ghebreab et al., 
2009; Groen et al., 2013). In natural scenes, CE and SC typically correlate highly with 
parameters of a Weibull function fitted to the distribution of contrast values. CE is a 
biologically realistic approximation of the distribution mean (the scale parameter of 
the function), whereas SC is an approximation of its shape (the degree to which the 
function describes a power law or a Gaussian distribution).  
 
Scene selection  
Scenes were selected from the set of 1600 scenes used in Groen et al., (2013). In 
that study, subjects (n = 14) rated scenes as either man-made or natural, and their 
responses served as the ground-truth labels in the current study. For the current 

Task manipulations in scene categorization

105



 

experiment, we randomly selected 500 scenes (250 man-made, 250 natural) that 
were consistently rated across all previous observers.  
 These scenes were divided as follows: 120 scenes (60 man-made, 60 
natural) were set apart and not presented in the EEG experiment, but only in the 
memory test, thus serving as new scenes. The other 380 scenes were used in the 
EEG experiment. Of these, 130 man-made and 130 natural scenes were designated 
as ERP scenes and were presented once in each task block in the EEG experiment. 
Only these scenes were used for the ERP analyses. The remaining scenes were split 
in 3 sets of 40 memory scenes (20 man-made, 20 natural) and were presented only 
within one task. These scenes were excluded from ERP analysis, but were presented 
again in the memory post-test, randomly intermixed with the new scenes. By 
presenting these scenes uniquely in one condition, we could determine to what 
extent the task manipulations affected scene memory. Memory sets were 
counterbalanced across tasks. Finally, scene selection was constrained such that 
average CE and SC values within the man-made and natural categories did not differ 
between ERP scenes, memory scenes or new scenes (see Figure 5.1C; Kruskal-
Wallis tests of equal medians and Bartlett's tests of equal variances, all p > 0.20). 
 
Trial design 
Stimuli were presented using Presentation software. To construct a trial, 9 black 
letters were drawn randomly without replacement from a predetermined set and 
arranged in a mini letter train. Then, the 4th-6th letter of this train was randomly 
picked and replaced with a white letter. White letters were never directly repeated, 
and the first black letter of a train was never the same as the last black letter of the 
previous train. Black and white letters were presented for 216 ms. Additionally, at the 
onset of the white letter, a natural scene was presented for a duration of 100 ms. 
Scenes were 640x480 pixels and were presented on the center of a 19-inch ASUS 
monitor with a screen resolution of 1920x1080 pixels and a frame rate of 60 Hz, such 
that the scenes subtended 8.9x6.7 degrees of visual angle. The letters were 
displayed on top of a gray bounding box of ~55x35 pixels (the size of the box varied 
slightly depending on the letter shown), subtending ~0.8x0.5 degrees of visual angle.   

For the scene and vowel tasks, the white letters were 4 vowels (A, E, O, U) 
and 4 consonants (S, T, G, P). White letters were drawn randomly on each trial, 
resulting in on average 50% vowels and 50% consonants being presented. For the 
black letters, 12 other consonants were used (C, D, H, J, K, L, N, Q, X, Y, Z).  For the 
2-back task, we created two sets of 8 white letters (A, F, G, P, S, R, U, W and B, D, 
E, L, M, O, T, V). Every 6 trials, letters were drawn from one of the two white letter 
sets to create a 2-back sequence in which a repetition occurred on either the 4th, 5th 
or 6th position. Thus, in total 50 target trials (ʻsame letter as 2 white letters backʼ) 
were presented. We alternated the two white letter sets to assure that a target trial 
could not be confused with a letter of previous trials. The black letters consisted of 
the remaining letters in the alphabet (C, D, H, I, J, K, N, Q, X, Y, Z).   
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Behavioral data analysis 
Responses and reaction times were recorded. For behavioral analysis of the EEG 
experiment, both ERP scenes and memory scenes were included. Trials at which 
subjects either failed to respond, or responded before 200 ms or after 1200 ms were 
excluded from analysis (mean = 1.5%, median = 0.8%, min = 0.2%, max = 6% of all 
1800 trials). For each subject and each task block, sensitivity (d') was computed 
based on response accuracy. Hits were designated as correct categorization of a 
man-made scene (scene task), a vowel (vowel task) or a repeated letter (2-back 
trial). False alarms were designated as incorrect categorization of a man-made scene 
as natural, a vowel as consonant or a non-repetition as 2-back, respectively. To 
avoid infinite z-score values for 100% hits and 0% false alarms, the scores were 
corrected by setting these proportions to 99% and 1% (Macmillan and Creelman, 
1991). Reaction times were averaged across trials to compute mean and median RT 
per subject for each task block. For analysis of the memory post-test, d' was 
calculated by designating correctly recognized scenes as hits, and incorrectly 
recognized new scenes as false alarms. The data were analyzed in Matlab 
(Mathworks, Natick, MA, USA) and SPSS 17.0 (IBM, Armonk, USA). 
 
EEG recording and preprocessing 
EEG was recorded with a 64-channel Active Two EEG system (Biosemi 
Instrumentation BV, Amsterdam, The Netherlands, www.biosemi.com). The EEG set-
up was very similar to that of our previous studies (Groen et al., 2012a, 2012b, 
2013). We used caps with an extended 10-20 layout modified with two additional 
occipital electrodes (I1 and I2, which replaced F5 and F6). Along with the EEG, eye 
movements were recorded with electro-oculograms (EOG). Data acquisition occurred 
at a sample rate of 1024 Hz. Pre-processing was done in Brain Vision Analyzer 2 and 
included the following steps: 1) Low-pass filtering at 115.2 Hz and 24 dB/octave to 
prevent aliasing due to down sampling; 2) Down sampling of the raw data to 256 Hz, 
and offline referencing to the average of two external electrodes placed on the 
mastoids; 3) A high-pass filter at 0.1 Hz (12 dB/octave), a low-pass filter at 30 Hz (24 
dB/octave) and two notch filters at 50 and 60 Hz; 4) Automatic removal of deflections 
> 300 ms (after visual inspection, this threshold was raised for some subjects with 
very high ERP amplitudes); 5) Segmentation into epochs from -100 to 500 from 
scene onset; 6) Ocular correction based on the EOG activity (Gratton and Coles, 
1983); 7) Baseline correction between -100 and 0 ms; 8) Automated artifact rejection 
(maximal voltage 50 µV, minimal/maximal amplitudes -75/75 µV, lowest activity 0.50 
µV); 8), conversion of the obtained ERPs to Current Source Density responses 
(Perrin, 1989). Including trials that were rejected based on behavior, median rejection 
rate was 87 out of 1560 trials (min = 11 trials, max = 345 trials); in total, 6% of the 
data was rejected. After preprocessing, the single-trial ERP amplitude values were 
imported into Matlab (Mathworks, Natick, MA, USA) for statistical analysis. 
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ERP analysis 
To subtract out effects of response preparation, and because the behavioral data did 
not indicate any difference between repetitions, trials were collapsed across task 
blocks. To examine whether global information about naturalness was present in the 
evoked activity in each of the different tasks, we computed grand average ERPs and 
difference waves based on the ERP scenes and compared these across tasks 
(memory scenes were excluded from ERP analysis). Thus, average ERP amplitude 
for man-made and for natural scenes was computed for each subject and each task 
separately. The natural ERP was then subtracted from the man-made ERP to obtain 
a difference wave for each subject and task. Per electrode and time-point, average 
difference wave amplitude was tested against zero with a one-sample t-test. P-values 
were corrected for multiple comparisons with an FDR-correction. In addition, we 
report only significant differences lasting for at least 6 consecutive samples (~23 ms) 
(Johnson and Olshausen, 2003; Rieger et al., 2013). To compare the difference 
waves across tasks, paired t-tests were conducted for each combination of tasks, 
and the same FDR-threshold was applied as for the difference wave analysis.  
 
Single-trial ERP regression 
To investigate how image statistics affected evoked neural activity to the scenes, we 
ran regression analysis of single-trial ERP amplitude on CE and SC values of the 
scenes (Groen et al., 2013). Regression analyses were performed separately for 
each experiment, subject, electrode and time-point, with ERP amplitude values as 
the dependent variable and CE and SC values as independent variables. The 
regression was performed simultaneously for all trials, but with separate predictor 
columns for each task. Predictor columns were z-scored independently. The 
regression model thus contained 3 (tasks) * 260 (trials) rows and 7 columns 
(constant, CE scene, SC scene, CE vowel, SC vowel, CE 2-back, SC 2-back). Each 
regression resulted in a single measure of overall explained variance (r2), as well as 
regression weights (β-coefficients) specific to each task and scene statistic. Per 
electrode and time-point, significance of the β-coefficients was determined by testing 
whether the mean β-coefficient across subjects was larger than zero using one-
sample t-tests. Resulting p-values were FDR-corrected for multiple comparisons 
(electrodes, time-points and tasks). For consistency with the difference wave analysis 
discussed above, we only report β-coefficients that were significant for at least 6 
consecutive samples. Comparisons of β-coefficients between tasks were performed 
using paired t-tests with the same FDR-threshold as for the individual β-coefficients. 
 
Experiment 2 
 
Subjects 
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Eighteen participants (4 males, aged 18-26 years; mean 21.4, SD = 2.5) took part in 
the second experiment. Inclusion criteria and compensation were as in Experiment 1. 
Two subjects were excluded from analysis based on EEG quality (excessive drift).  
 
Experimental procedure, trial design and scene selection 
To examine whether the late effects of global information on ERP amplitude (see 
Results Experiment 1) were due to focal spatial attention or categorization 
requirement, we ran a second experiment in which we manipulated peripheral rather 
than focal attention. Procedures were identical to Experiment 1, except that apart 
from letters and scenes, a frame surrounding the scene was presented, which was 
half black and half white (Figure 5.1D). The letter 2-back task was replaced by a 
peripheral discrimination task in which subjects indicated if the outline was oriented 
vertically or horizontally (outline task). The same scenes were used as in Experiment 
1, and a memory post-test was again administered. Outlines were drawn by 
presenting a black and a white box behind the scene that extended it by 10 pixels 
(~0.1 degree) on each side. Outline orientation was randomly determined on each 
trial. In addition, it was randomly determined which half of the outline was black, with 
the constraint that a particular outline configuration (e.g. horizontal orientation with 
white top and black bottom) was never directly repeated. In all tasks, letters were 
presented according to the settings of the vowel task in Experiment 1, except that not 
only the scenes, but also the white letters and the outlines were now all presented for 
100 ms to ensure that stimulation duration was equal across tasks. Visual stimulation 
was thus identical across the three tasks; the only difference was task requirement. 
   
Data analysis 
Behavioral data and ERP analysis was identical to the Experiment 1. For the 
behavioral analysis of the EEG experiment, again a small amount of trials was 
excluded (mean = 0.5%, median = 0.4%, min = 0%, max = 1.8% of all 1800 trials). In 
the outline task, correct categorization of a horizontal outline was designated as a hit, 
and categorization of a horizontal outline as vertical as a false alarm. In the ERP 
analysis, median trial rejection rate was 88 out of 1560 trials (min = 5 trials, max = 
256 trials); in total, 7% of the data was rejected.  
 
Results 
 
Experiment 1 
 
Rationale 
All subjects performed a scene naturalness categorization task, a vowel 
categorization task and a 2-back letter task whilst being presented with the same set 
of scene stimuli (Figure 5.1A-B). To evaluate whether scene encoding was 
successfully manipulated in these tasks, we also measured scene memory of 
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intermixed scenes that were unique to each task and that were matched to the rest of 
the scenes in terms of their global image statistics (Figure 5.1C). We predicted that 
performing scene categorization rather than letter discrimination would lead to 
increased encoding of global scene information and that this would be accompanied 
by increased sensitivity to scene statistics. We used two different letter tasks to 
examine whether an easy distracting task (vowel categorization) compared to a more 
challenging, working memory task (2-back categorization) would differentially affect 
scene encoding. In particular, we expected that the easy vowel task would allow for 
more encoding of scene information (in the background) than the more demanding 2-
back task. We first discuss behavioral task performance, as well as the memory post-
test, and then report the results of our analyses on evoked activity. 
 
Task and memory performance 
Task performance during EEG recording was analyzed using a two-way repeated-
measures ANOVA with the factors task (scene, vowel or 2-back) and repetition (first 
or second block). We observed a main effect of task on d' (F(2,14) = 33.0, p < 0.001). 
There was no effect of repetition (F(1,15) = 0.03, n.s.) or interaction between task 
and repetition (F(2,15) = 0.02, n.s.). Pair-wise t-tests on average d' across repetitions 
indicated that subjects had lower sensitivity in the 2-back task compared to the other 
two tasks (2-back vs. scene, t(15) = 6.8, p < 0.001; 2-back vs. vowel, t(15) = 6.0, p < 
0.001; scene vs. vowel, t(15) = 0.25, n.s.; Figure 5.2A). There were no main effects 
on RT (all F(2,15) < 2.5; mean RT±SD scene: 525±44 ms; vowel: 531±37 ms; 2-
back: 502±58 ms; median RT±SD scene: 500±40 ms; vowel: 510±33 ms; 2-back: 
477±62 ms). These results show that although response speed was similar across 
tasks, the 2-back task was more difficult than the scene and vowel task.  
 
 

  
Figure 5.2 Behavioral results Experiment 1. A) Performance on the scene, vowel and 2-back tasks: 
Average d-prime across repetitions per subject (colored lines) and the mean value across subjects (grey 
bars). B) Memory post-test performance: Average d-prime for each subject (lines) and mean across 
subjects (bars) for images shown during either the scene, vowel or 2-back task. ** p < 0.001. 
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For the memory post-test performance, we observed a main effect of task 
(one-way repeated measures ANOVA on d': F(2,14) = 52,3, p < 0.001). Subjects 
more accurately recognized scenes they viewed in the scene task compared to the 
other tasks (scene vs. vowel, t(15) = 9.7, p < 0.001; scene vs. 2-back, t(15) = 7.1, p = 
0.001; vowel vs. 2-back, t(15) = -0.9, p < 0.34; Figure 5.2B). Importantly, because 
the particular combination of memory scenes and task was counterbalanced across 
subjects, there was no specific set of memory scenes that was better remembered 
than other sets (repeated measures ANOVA on memory sets: F(1,15) = 0.5, ns).  

This result suggests that scenes viewed during the scene task were indeed 
better encoded, such that they are later better remembered. However, although the 
2-back task was experienced as more difficult, there was no difference in scene 
recognition between the 2-back and vowel task. Moreover, a major difference 
between the categorization and the distracter tasks was that spatial attention was 
directed centrally in the letter tasks, whereas it may have been more distributed for 
the scene task. The increased memory for the categorized scenes might thus not be 
due only to the explicit categorization of the scenes, but also to the fact that both 
letter tasks required more focalized spatial attention. We will address this issue in 
Experiment 2. 
 
ERP results 
To examine when a distinction between man-made and natural scenes emerged in 
scene-evoked activity, difference waves between man-made and natural scenes 
were computed for each electrode and statistically evaluated using one-sample t-
tests. In addition, we performed regression of single-trial ERP amplitude on global 
image statistics CE and SC to examine neural sensitivity to global scene statistics at 
the single-trial level. We first discuss the results for the whole scalp, and then present 
the results at individual electrodes that most clearly demonstrate the effects.  
 
Whole scalp - difference waves 
In the scene task, the first reliable deflection of the difference wave between man-
made and natural scenes appeared at 70 ms after stimulus-onset at occipital midline 
electrode POz (Figure 5.3A). This difference was negative, indicating a larger ERP 
for natural compared to man-made scenes, and was part of a large cluster of mostly 
occipital electrodes (Oz, O1, O2, I1, I2, PO4) that showed reliable negative 
deflections up to 200-250 ms. This negative deflection was accompanied by positive 
deflections at a few parietal electrodes (Pz, P1, P3, P10): together, these differences 
reflect a strong source of activity at the back of the scalp that was maximal between 
150 and 200 ms. We define this as the early effect. Around ~250 ms, the second, late 
effect appeared, which was centered on lateral parietal-occipital and parietal 
electrodes (PO7-PO8 between 260-324 ms; P3-P7 between 258-464 ms). This effect 
can be observed as two lateral sources from ~250 ms onwards (Figure 5.3A).  
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In addition to the parietal-occipital effects, there were some significant 
deflections at frontal/central electrodes, but these were not consistent across directly 
adjacent electrodes and did not give rise to discernable sources at the scalp level. 
From now on, we thus focus our discussion on the occipital and parietal electrodes.  
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Figure 5.3 Whole scalp ERP and regression results for Experiment 1. A) Left: T-values of the difference 
wave between man-made and natural scenes at each electrode (rows) and time sample (columns) in the 
scene task. Positive t-values indicate that the ERP for man-made scenes is larger than for natural 
scenes (positive difference wave); negative t-values a negative difference wave. The gray dashed boxes 
illustrate the early and late effects. Electrode abbreviations: AF = anterior-frontal; C = central; CP = 
central-parietal; F = frontal; FC = frontal-central; FT = frontal-temporal; Fp = frontal pole; O/I = occipital; 
P = parietal; PO = parietal-occipital; T = temporal; TP = temporal-parietal. Right: Whole-scalp difference 
wave amplitude representative of the early and late clusters in A). The gray dashed boxes illustrate the 
early occipital and the late parietal-occipital electrode locations. B-C) Same as A, for the vowel and 2-
back task, respectively. D) Difference in difference wave amplitude between tasks at the early and late 
time points. Color scale is the same as in A-C, right column. E) Early and late whole scalp maps of 
significant β-coefficients for CE and SC, expressed in t-values. Positive values indicate a positive 
correlation with ERP amplitude, negative values a negative correlation. T-values are only displayed on 
the scalp if they survive FDR-correction. F-G) Same as E for the vowel and 2-back task, respectively. 
Note that the regression weights for SC, but not CE are sensitive to task (gray dashed boxes). H) 
Difference in SC-coefficients between tasks at the early and late time-point. There were no differences 
between tasks for CE at these time points. Color scaling and thresholding are the same as in E-F. 
 
 If we compare these results to the letter tasks (vowel and 2-back), we see 
that the early effect was also present here. The deflections at the occipital cluster 
were nearly identical, starting at 74 ms at POz (vowel task) and at 78 ms at Oz (2-
back task). For the vowel task (Figure 5.3B), the early cluster consisted of the exact 
same electrodes as in the scene task (with the exception of I2) and the early 
differences were again significant up to 250-300 ms. For the 2-back task, the early 
differences were slightly more focal (restricted to I1, Iz, O1, O2 and Oz), with a brief 
deflection at PO4 (Figure 5.3C); but they also lasted up to 250 ms and the 
topographic distributions are again visually similar.  

Notably, however, in these conditions the late effect disappeared completely: 
there were no reliable deflections at the parietal-occipital and parietal channels from 
250 ms onwards (compare the gray dashed boxes labeled "LATE" in Figure 5.3A-C), 
and the lateral sources observed in the scene task are no longer visible on the scalp 
(compare boxes labeled "P/PO" in the topographic plots of Figure 5.3A-C). 
 To demonstrate these task-related differences more clearly, comparisons 
between the man-made/natural difference waves for each task are shown in Figure 
5.3D. At the early interval, there were no significant differences between tasks at 
early occipital electrodes. At the late interval, the difference waves were significantly 
more negative in the scene task compared to the vowel and 2-back tasks at occipital 
electrode O2, and at peri-occipital electrodes (scene vs. vowel: PO8, P5 and P10; 
scene vs. 2-back: PO4, PO8, P6 and P7). There were no significant differences at 
any of the occipital or parietal electrodes between the vowel and 2-back tasks. 
 
Single trial analysis 
These results above show that a global difference between man-made and natural 
scenes was present in evoked EEG activity shortly after stimulus onset in all three 
tasks. However, late and more widespread activity was selectively present in the 
scene categorization task alone. Next, we examined whether sensitivity to global 
scene information was also present at the single-trial level, measured as sensitivity to 
contrast energy (CE) and spatial coherence (SC). These two statistics summarize the 
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overall presence of edges in an image (CE) and higher-order correlations between 
them (SC) (see Methods and Materials).  
 
Whole scalp - sensitivity to scene statistics 
For the regression analysis, all trials were modeled simultaneously, but tasks were 
represented in different independent variables such that task-specific regression 
weights for CE and SC were obtained (see Methods and Materials). In order to check 
whether the regression model described the data well, we first consider the model fits 
(explained variance) in each subject. Effect sizes were greatest at electrode Oz: 
average r2 at this electrode reached a maximum of 19% at 105 ms after stimulus 
onset (range across subjects 8%-47%, 90-117 ms). At this electrode and time-point, 
model fits were significant in every single subject (mean F(6, 1553) = 60.0, all p < 1e-
17), replicating the effects reported in previous chapters. Next, we considered how 
the two statistics influenced ERP amplitude in each task by separately examining the 
regression weights for CE and SC.  

In the scene task, significant β-coefficients for both CE and SC were found at 
occipital electrodes in the early time interval (Figure 5.3E) (first significant CE-
coefficient at 70ms at POz; at 170 ms, significant CE-coefficients at Iz, Oz, O1, O2 
and P10; first significant SC-coefficient at 66 ms at POz; at 170 ms, significant SC-
coefficients at Iz, Oz, O1, O2, P1 and PO4). At the later time interval, β-coefficients 
for CE were still centered at occipital sites (at 270 ms, significant coefficients at Iz, I1, 
I2, Oz, O2, P3, P2) whereas those for SC were also found on lateral electrodes (at 
270 ms, significant coefficients at PO7, PO8, P6, P7, P8, POz and Pz). In the vowel 
(Figure 5.3F) and 2-back (Figure 5.3G) task, the early occipital effects were identical 
to the scene task for both CE and SC. The later effects for SC, however, were no 
longer present in these tasks. Again, the task-related effect is clearly revealed when 
the β-coefficients are compared across tasks (Figure 5.3H). At the two time-points 
representing the early and late effects, no significant difference was found between 
the tasks in CE-coefficients, but SC-coefficients were present only in the scene task 
at lateral channels P7, PO7 and P10. 
 These single-trial results show that early sensitivity to global scene properties 
is maintained under different task manipulations, but that late sensitivity at higher-
level channels is modulated by the task. We thus observe two spatio-temporally 
distinct effects of global scene information: an automatic, early effect on central visual 
electrodes and a task-dependent, late effect on lateral occipital-parietal/parietal 
electrodes. Next, we illustrate these effects at representative electrodes.  
 
Individual electrodes 
Figure 5.4 shows the results for the early, midline occipital electrode Oz. At Oz, man-
made and natural ERP averages in the scene task differed significantly from ~80 ms 
onwards (Figure 5.4A). Importantly, the difference waves for the three tasks at this 
electrode were completely overlapping, and the onsets of significance of the 
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difference wave were identical between the tasks (Figure 5.4B). Interestingly, exactly 
at these time-points, regression weights for CE became significant, whereas SC 
started to affect ERP amplitude slightly later in time (Figure 5.4C). Global property 
differences were thus reliably present at this early visual channel regardless of task, 
at both the grand average ERP and the single-trial ERP level. Whereas the onset of 
the difference waves was the same as for the first significant regression weight for 
CE (see vertical gray dashed line in Figure 5.4A-C), the difference wave also 
extended into the time period in which sensitivity to SC was present. 

The results for lateral electrodes (PO7 and PO8) are illustrated in Figure 5.5. 
At both PO7 and PO8, the man-made/natural difference in the scene task became 
visible at ~150 ms, reaching significance at ~250 ms at PO7 (Figure 5.5A) and ~170 
ms at PO8 (Figure 5.5B). Although the difference waves for the three tasks 
overlapped initially, they were only reliable in the scene task at the late interval 
(Figure 5.5C-D). In accordance, regression coefficients for CE and SC were weaker 
at these electrodes compared to Oz (Figure 5.5E-F). The largest coefficients beyond 
170 ms are found for SC, which extend to ~300-350 ms in the scene task only.  
 
 

 
 

Figure 5.4 Single electrode ERP and 
regression results for Experiment 1 at 
occipital channel Oz. A) Grand average ERPs 
for man-made and natural scenes and the 
difference wave in the scene task. Difference 
wave significance was determined by one-
sample t-tests at each time sample and 
electrode, controlling for multiple comparisons 
with FDR correction (pFDR = 0.0027). B) 
Difference waves for all three tasks at Oz. 
Shadings indicate confidence intervals 
derived from the t-tests. Thick straight colored 
lines indicate significant time-points. C) β-
coefficients for CE and SC in each task. Lines 
indicate significant time-points, controlled for 
multiple comparisons using FDR correction 
(pFDR = 0.0028). The gray vertical dashed 
line is shown to guide the eye to compare the 
onsets of the effects across the three panels. 
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Figure 5.5 Single electrode ERP and regression results for Experiment 1. Same as Figure 5.4 but for 
parietal-occipital electrodes PO7 (A-C-E) and PO8 (B-D-F).  
 
 
Late effects: task requirement or spatial attention?   
We found two neural correlates of naturalness encoding, which were spatio-
temporally distinct. Initially, man-made vs. natural differences and sensitivity to global 
image properties was localized at visual midline electrodes, whereas later in time 
these effects became much more lateralized and selective to SC. Importantly, task 
manipulation selectively affected the late, lateralized neural activity, whereas the 
early effects were automatically induced upon the presentation of the scene. The 
results of Experiment 1 thus suggest that global scene information is present in early 
visual activity independent of task instruction: both global category and scene 
statistics affect early neural activity in all three tasks. However, a selective effect of 
scene categorization was observed later in time at lateral electrodes. The presence 
of a global distinction between man-made and natural scenes at this time was 
accompanied by increased sensitivity to SC, suggesting that sensitivity to scene 
statistics is selectively enhanced during scene categorization. 
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However, the two letter tasks both required categorization of a central 
stimulus, whereas the scene extended more peripherally. Although the 2-back task 
was more difficult than the vowel task, scene memory was equally impaired for these 
tasks, and evoked activity by the scenes was very similar between the two letter 
tasks. Possibly, subjects used spatial attention to suppress visual stimulation 
peripheral to the letter and thereby reduced extended processing of the scene. The 
differences in sensitivity to global information at the lateral electrodes could thus 
reflect the allocation of spatial attention towards scene information peripheral to the 
letters, rather than an effect of categorical labeling of the scenes. 

In Experiment 2, we aimed to distinguish between these scenarios. We 
changed the experimental design by presenting a peripheral outline (Figure 5.1D) 
along with the scene and letter and replacing the 2-back condition with an outline 
discrimination task. In this new condition, subjects had to direct spatial attention more 
peripherally compared to the letter condition, but still performed a task unrelated to 
scene category. If the late effects in the scene task were driven by spatial attention, 
we expect that in the outline task, sensitivity to global scene information is also 
present at lateral electrodes. In contrast, if they reflect the need for explicit 
naturalness categorization, these effects should only be present in the scene task.  
 
Experiment 2 
 
Behavior 
Task performance (d') during EEG recording was analyzed using a two-way repeated 
measures ANOVA with factors task (scene, vowel or outline) and repetition (first or 
second block). We again observed a main effect of task (F(2,14) = 10.7, p = 0.001), 
and there was again no effect of repetition (F(1,15) = 0.5, ns) or interaction between 
task and repetition (F(2,15) = 1.7, ns). Subjects had lower sensitivity in the outline 
task compared to the other tasks (outline vs. scene, t(15) = 5.4, p < 0.001; outline vs. 
vowel, t(15) = 3.2, p = 0.006; scene vs. vowel, t(15) = 0.34, n.s.; Figure 5.6A).  
 

 
Figure 5.6 Behavioral results of Experiment 2. A-B) As in Figure 5.2, with the outline task replacing the 
2-back task. ** p < 0.001.  * p < 0.01. 

Task manipulations in scene categorization

117



 

 

 
 
Figure 5.7 Whole scalp ERP and regression results for Experiment 2. A-H) As in Figure 5.3, except that 
the 2-back task is replaced by the outline task. Dashed boxes are as in Experiment 1. Note that the time 
labels are different here because of an overall shift in ERP onset between experiments.  
 

Chapter 5

118



 

This time, task also affected reaction times (mean RT: F(2,15) = 4.7, p = 0.03; 
median RT: F(2,15) = 5.9, p = 0.02): subjects responded slightly slower in the outline 
condition compared to the other conditions (mean RT±SD scene: 550±105 ms; 
vowel: 551±123 ms; outline: 582±77 ms; median RT±SD scene: 530±51 ms; vowel: 
532±47 ms; outline: 564±49 ms). This is likely due to the fact that in the inter-trial 
intervals, the central black letter stream kept the attention at fixation whereas upon 
trial onset, attention was relocated to the outline when the target stimulus appeared. 
There was no effect of repetition or an interaction between task and repetition on RT 
(all F(2,15) < 1.3). 

For memory post-test performance, we again observed a main effect of task 
(one-way repeated measures ANOVA on d': F(2,14) = 22.5, p < 0.001). Subjects 
again more accurately recognized scenes viewed in the scene task compared to the 
other two tasks (scene vs. vowel, t(15) = 5.2, p < 0.001; scene vs. outline, t(15) = 5.5, 
p < 0.001; vowel vs. outline, t(15) = 1.16, n.s.; Figure 5.6B). There was again no 
effect of memory set (F(1,15) = 0.7, ns).  
 These results show that when subjects directed their attention peripherally in 
the outline task, they still remembered the scenes less well compared to the scene 
task: memory performance was equally impaired as in the focal attention condition. It 
thus appears that the observed differences in memory performance are not driven by 
peripheral spatial attention, but instead by attention to the global category of the 
scene, which subsequently resulted in better scene memory.  
 
Whole scalp ERP results  
The ERP averaging analysis for the scene (Figure 5.7A) and vowel (Figure 5.7B) 
tasks revealed a similar pattern of results as in Experiment 1. For both tasks, there 
was again an early, occipital cluster that showed a negatively deflecting difference 
wave (significant at POz, Oz, O1, O2, PO3 and PO4). A later, lateral deflection was 
again present in the scene task, but not in the vowel task. However, this time, the late 
deflections reached significance in the right hemisphere only (PO8, P6, P8 and P10).  

In the new outline condition (Figure 5.7C), the early negative occipital 
differences were also present (significant at POz, O1, O2, Oz and PO3;) and the 
scalp distribution of this early effect was again very similar to the other conditions. In 
addition, some late differences were also present in this condition, restricted to left 
lateral electrodes (PO3, P3, P5, P7 and P9). However, these effects were reversed in 
sign (man-made > natural). There were no significant deflections at the electrode 
PO8, which showed the strongest effects in the scene task. In addition, these 
differences lasted shorter than the previously observed lateral clusters in the scene 
task: the positive left-lateral sources in the outline task are maximal around 245 ms.  

In Figure 5.7D, we again show the subtractions between the difference 
waves for each task. Whereas none of the electrodes showed an early difference 
between tasks, late interval difference waves were significantly larger in the scene 
task compared to the vowel task at right lateral channels PO8, P6, P8 and left lateral 
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channel P5. Compared to the outline task, the difference waves differed significantly 
on both right lateral (PO8, P6, P8, P10, TP8) and left lateral channels (PO3, PO7, 
P5, P7, P9), although the latter effect could be partly explained by the reversed 
difference wave in the outline condition. Thus, these results clearly show that the late 
man-made/natural ERP difference in the scene task is not due to peripheral attention, 
as the effects in the outline task show an opposite pattern. 
 

 
 
Regression weights and single electrodes 
In Experiment 2, maximal explained variance for the regression analysis was 23% 
(range 11%-41% at 105 ms, range across subjects 90-117 ms) and model fits were 
again significant in every single subject. In the scene task, early significant β-
coefficients for CE and SC were again found at occipital electrodes (Figure 5.7E). As 
previously, late coefficients were found for SC, albeit more right lateralized than in 
Experiment 1, whereas late CE effects were diminished. In the vowel (Figure 5.7F) 
task, the early occipital coefficients were very similar to the scene task for both CE 
and SC. The later coefficients for SC, however, were again eliminated. For the outline 
task (Figure 5.7G) the early coefficients were similar to the other tasks. In the later 

Figure 5.8 Single electrode ERP 
and single-trial regression results for 
Experiment 2 at channel Oz. A-C) 
Same as Figure 5.4, with the outline 
task replacing the 2-back task. For 
the ERP analysis, pFDR = 0.0022. 
For the regression analysis, pFDR = 
0.0036. 
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time interval, we observe a left lateralized effect of CE, but no effects of SC later in 
time. Comparison of the SC-coefficients between tasks (Figure 5.7H) shows that the 
results from Experiment 1 are replicated here: we observe stronger coefficients for 
SC at the late interval for lateralized electrodes. 

At the single electrode level, we can readily see that the effects at channel Oz 
are replicated in Experiment 2. The early occipital difference wave in the scene task 
(Figure 5.8A) was again completely overlapping with difference waves of the other 
two tasks (Figure 5.8B) and accompanied by sensitivity to CE and SC (Figure 5.8C). 
For the higher-level electrodes, the lateralization of the man-made/natural sensitivity 
observed at the whole scalp is visible as a difference between PO7 (Figure 5.9A) 
and PO8 (Figure 5.9B). At PO8, the difference wave was significant in the scene 
condition only, but this effect was diminished at PO7 (Figure 5.9C-D). For the 
difference waves at both electrodes, the scene task time course was again mirrored 
in the selective neural sensitivity to SC (Figure 5.9E-F). Remarkably, however, at 
PO7 there was also sustained sensitivity to CE, but in the outline task only.  
 

 
Figure 5.9 Single electrode ERP and regression results for Experiment 2. Same as Figure 5.8 but for 
parietal-occipital electrodes PO7 (A-C-E) and PO8 (B-D-F).  
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Together, these results first of all replicate the early effects of Experiment 1: 
we observe intact early sensitivity to global scene information for different tasks. 
Although the outline task required a more peripheral form of spatial attention, we do 
not find reliable late effects in this condition: the man-made vs. natural difference, as 
well as sensitivity to SC, is still only present in the scene task, being more 
pronounced at right lateral electrodes. Unexpectedly, we additionally observed left 
lateralized sensitivity to the contrast energy of the scenes in this condition. 
 
Difference wave onsets  
We observed one additional difference in Experiment 2 compared to Experiment 1, 
namely that the onsets of the first reliable difference waves in all tasks were found 
~20-25 ms later (scene: 95 ms at POz; vowel: 100 ms at Oz; outline: 95 ms at Oz). 
Similarly, the late differences for the scene task at right parietal channels appeared at 
~270 ms compared to ~250 ms in the first experiment. The entire ERP thus appears 
to have shifted between the experiments, and visual inspection of grand average 
ERPs confirmed this conclusion. This shift was accompanied by an overall delay in 
RT in Experiment 2. For the scene and vowel task - which were identical between 
experiments - RTs were significantly higher in Experiment 2 compared to Experiment 
1: a two-way ANOVA with factors task (vowel/scene) and experiment (Exp1/Exp 2) 
demonstrated a significant main effect of experiment on mean RT (F(1,31) = 5.2, p = 
0.03) as well as a trend on median RT (F(1,31) = 3.5, p = 0.07). There was no effect 
of task (both F(1,31) < 0.34, ns), showing that for both tasks there was a similar 
increase in reaction times across experiments of about 20-25 ms (mean RT Exp1: 
530±40 ms; Exp 2: 551±55 ms; median RT Exp 1: 506±37 ms; Exp 2: 531±50 ms). 

ERP onsets can be affected by participant age and by screen luminance 
(Bieniek et al., 2013), but subject age did not differ between experiments (t(31) = 
0.44, p = 0.67) and the two experiments were conducted in the same room with the 
same screen settings. Thus, the only difference between the two experiments was 
the addition of the outline around the scene. We speculate that this additional 
stimulation negatively affected the speed of visual information processing. For 
example, the black-and-white peripheral outline may have selectively activated the 
magno-cellular pathway, diminishing its capacity to pick up coarse scene information 
(Delorme et al., 1999). The scene would then be relatively stronger represented by 
the color-sensitive parvo-cellular pathway which responds slightly slower (Maunsell 
and Newsome, 1987). Alternatively, the presence of the high contrast outline may 
have led to neural adaptation or contrast gain shifts (Huang and Dobkins, 2005; 
Wagge and Olzak, 2008), slowing processing of the scenes presented in the center.  
 
Late lateral effects reflect scene encoding 
The results from Experiment 1 and 2 show that when a scene is presented in full 
view, but subjects perform either a focal of a peripheral distracter task, global scene 
information is still present in early visual evoked activity. This information is evident 
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as a man-made / natural difference signal and as single-trial neural sensitivity to 
global image properties correlated with naturalness. However, at later stages of 
visual processing, sensitivity is only present when the scene is categorized. In both 
Experiment 1 and 2 this difference in neural activation patterns between tasks is 
associated with a behavioral effect: subjects afterwards better remembered the 
categorized scenes. This suggests that although global scene information is initially 
detected automatically, it is processed more deeply when it is task relevant. 
 Although we observed a short-lived, inversed man-made/natural difference 
wave at left lateral electrodes in the outline condition, there was no effect on memory 
post-test performance in this condition. Subjects were equally impaired at 
remembering scenes from this task as scenes in the focal vowel task. The effects at 
the left lateral electrodes thus did not affect behavior to the same degree as those at 
right lateral electrodes, which were present in both Experiment 1 and Experiment 2. 

Interestingly, the inverse pattern at left lateral electrodes in the outline 
condition was associated with selectively increased sensitivity to CE. It thus seems 
that in this task – in which subjects had to discriminate the orientation of a high 
contrast, black-and-white outline – neural sensitivity to contrast energy of the scene 
was enhanced. SC, on the other hand, more closely followed the man-made/natural 
difference waves: early sensitivity to SC is present in all tasks, but late effects only in 
the scene task, in which they are strongest in (right) lateral electrodes.  
 
Discussion 
 
We examined how task manipulations affected neural sensitivity to global scene 
information. In two experiments, we showed that when subjects viewed the same 
scenes but discriminated focal or peripheral distracter stimuli, early man-
made/natural differences in evoked activity between scenes were present to the 
same degree as when the scene was categorized on naturalness. These differences 
all occurred early in visual processing on medial-occipital electrodes. Later in time, 
more lateral differences were found in the scene categorization task only. A similar 
pattern of results was found for sensitivity of single-trial activity to global image 
statistics. As in previous results (Groen et al., 2013), both contrast energy (CE) and 
spatial coherence (SC) affected visual evoked activity. Here, we found that early 
sensitivity to this information was unaffected by task, whereas late sensitivity was 
task-dependent. In line with the previous finding of a stronger correlation of SC than 
CE with behavioral naturalness rating, we here observe that SC is more tightly linked 
to the naturalness distinction, as it selectively modulated the late, task-related 
activity. Together, these findings point towards a model of visual processing in which 
global information, possibly based on scene statistics, is extracted automatically in 
visual processing. However, if this information is task relevant, it will be further 
processed at higher sites in the visual system. 
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Early effects: coarse encoding  
Our early effects are consistent with the view that global information is processed 
early in visual processing (Hochstein and Ahissar, 2002; Greene and Oliva, 2009b). 
Moreover, they highlight a role for scene statistics in the formation of the initial, global 
neural representation (Scholte et al., 2009; Groen et al., 2012a, 2012b). Estimating 
CE and SC could be a useful step in visual processing because they inform about the 
fragmentation of the visual input, i.e. whether the scene is very cluttered and chaotic 
or strongly segmented and organized (Groen et al., 2013). This information in turn 
may be useful for estimating naturalness because natural scenes tend to be more 
fragmented. Importantly, however, our results do not imply that the early man-made 
natural ERP differences are driven by the image statistics. In order to establish this, 
our results need to be compared against data obtained with man-made and natural 
scenes that do not differ in their underlying scene statistics.  

If scene statistics indeed drive (part of) the early differences, this would 
suggest that these differences reflect a quick summary based on statistical 
regularities rather than a 'semantic' representation of naturalness. Such a summary 
representation may be an efficient computation to compress information in complex 
scenes, which the brain may have developed by adapting to real-world regularities. 
Compared to artificial stimuli, real-world scenes are indeed more complex, but also 
more familiar (Fei-Fei et al., 2005). Moreover, our visual system is likely optimized for 
processing natural scenes (Olshausen and Field, 1996b; Vinje and Gallant, 2000). To 
start visual processing with a quick estimation of global structure before attending to 
detailed information such as objects may also be metabolically optimal (Bar, 2004). 
Possibly, the format of scene representation thus changes substantially over the 
course of visual processing, transforming from an early, coarse representation 
closely tied to scene statistics towards a more flexible, task-relevant representation 
(Hochstein and Ahissar, 2002; Groen et al., 2013). 

 
Late effects: depth of scene encoding depends on task  
The specific effects of explicit categorization on lateral electrodes suggests that, after 
formation of the initial coarse representation, scene information is processed more or 
less deeply depending on task requirement. Previous studies on rapid scene 
perception showed that categorization vs. discrimination tasks require information 
processing to different levels (Bacon-Macé et al., 2007) and that top-down 
requirements enhance sensitivity to specific scene features (Delorme et al., 2004). 
Our results show that with explicit categorization, global scene information is 
selectively represented at higher visual electrodes.  

In addition, the late categorical difference waves at these electrodes were still 
accompanied by sensitivity to SC. This suggests that scene statistics not only affect 
early visual representations, but that this information can be flexibly maintained 
depending on the task the subject is engaged in. Although SC is derived from low-
level contrast information, it thus potentially plays a role in more high-level 
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categorization and recognition processes. Indeed, low-level scene information is not 
necessarily irrelevant at later stages of visual processing: for example, TMS findings 
indicate that low-level areas continue to play a role in scene processing beyond their 
initial responses (Koivisto et al., 2011), and a recent MEG study showed that 
categorical object representations at later time-points are still related to information 
coded in area V1 (Cichy et al., 2014).  
 
Attentional requirements in scene perception 
Our results are also relevant for the ongoing discussion about the attentional 
requirements of natural scene perception (Fei-Fei et al., 2005). Studies on dual-task 
and parallel image presentation suggested that the brain constructs complex scene 
representations even with diminished attention (Li et al., 2002; Rousselet et al., 
2002). However, other behavioral findings counter this claim: for example, humans 
exhibit considerable inattentional blindness to natural scenes (Mack and Clarke, 
2012) and scene perception is impaired under demanding rapid serial visual 
representation or multiple object tracking paradigms (Evans and Treisman, 2005; 
Cohen et al., 2011). Physiological findings in turn show that segmentation of textures 
does take place during inattention (Scholte et al., 2006), and that some grouping of 
low-level features occurs within the feed-forward sweep of visual activation, before 
attention starts to play a role (Lamme and Roelfsema, 2000).  
 To resolve this debate, we think it is necessary to understand the format of 
scene representation under different forms of attention. Most researchers agree that 
coarse scene representations of "relatively low perceptual resolution" (Fize et al., 
2005) may have "aspects that are systematically immune to attentional interference" 
(Cohen et al., 2011). This type of representation may facilitate more selective binding 
processes (Oliva and Torralba, 2007; Wolfe et al., 2011) and has thus been 
described as 'non-selective', 'global' or 'statistical' (Oliva and Torralba, 2007; Alvarez 
and Oliva, 2009; Wolfe et al., 2011). However, its exact nature is unknown. Our study 
provides more insight into this by showing that the brain still processes global 
information when the task requires attending to other, simultaneously presented 
stimuli. In particular, it shows that global information encoding is less susceptible to 
such task manipulations in early than later stages of visual processing.  
 
Effect of perceptual load 
In Experiment 1, despite the difference in difficulty between the vowel and 2-back 
letter task, we found equal impairment in the amount of scene encoding. This is 
consistent with the idea that processing of irrelevant visual input is affected by 
increasing perceptual but not working memory load (Lavie, 1995; Handy et al., 2001; 
Yi et al., 2004). In our study, the central letters were small but clearly visible, thus 
their perceptual load was not very high. It would be interesting to see to what extent 
the ERP differences between man-made and natural scenes are still present when 
the letter task is made more perceptually difficult, e.g. by blurring the letters. In 
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Experiment 2, the outline task was perceived as more difficult than the other tasks, 
suggesting it was more perceptually demanding. However, the early ERP differences 
were still intact. It has been suggested that in natural scene perception, early 
competition for attention occurs only if target and irrelevant information are spatially 
overlapping (Lavie, 1995; VanRullen et al., 2005). Here, the outline was spatially 
adjacent to the scene but was also visually distinct from it, so it remains unclear to 
what extent competition may have played a role here. 
 
Conclusion 
We provide electrophysiological evidence that global scene information is initially 
encoded automatically during scene viewing. However, the requirement to categorize 
scenes based on its global properties enhanced subsequent neural sensitivity to 
scene statistics, in particular those that relate to scene naturalness. Global 
information may thus be available from early vision, but only processed to higher 
levels in the visual system if it is relevant for the task at hand.  
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Chapter 6 
Scene statistics predict neural feedback to low-level visual 

areas during object categorization in natural scenes 
 
Numerous experiments show that object recognition in natural scenes occurs 
extremely rapidly, suggesting that only feed-forward visual processing is required for 
this process. On the other hand, recurrent processing is believed to be involved in 
many operations relevant for object recognition, such as grouping and figure ground 
segmentation. Here, we examined whether scene complexity affects the degree to 
which recurrent activity occurs during object recognition. To this end, we 
systematically manipulated the complexity of natural scenes by selecting scene 
stimuli based on two low-level, biologically plausible scene statistics: contrast energy 
(CE) and spatial coherence (SC). These statistics summarize local edge intensity and 
higher-order correlations between edges in a scene and are diagnostic of the degree 
of scene sparseness vs. clutter (e.g. whether it contains a bird against the sky versus 
a deer in the woods). In the fMRI scanner, subjects categorized animal vs. non-
animal scenes that were divided into three conditions: low, medium or high clutter, as 
defined by CE and SC. Slowed reaction times and increased error rates indicated 
that categorization was especially difficult for the high clutter scenes. In early visual 
areas, higher fMRI activity for animal scenes compared to non-animal scenes was 
found only in the high clutter condition. In contrast, in the lateral occipital complex 
(LOC) activity was higher for animals than for non-animals regardless of clutter. In 
the parahippocampal place area (PPA), activity was higher for non-animal scenes, 
but less so for scenes with high clutter. Separate ERP recordings suggested that the 
increased early visual activity for high clutter animal scenes is not due to low-level 
differences between animal and non-animal scenes, but that it reflects visual 
feedback activity from ~200 ms after stimulus onset. These results suggest that the 
degree to which feedback is employed during object detection in natural scenes 
depends on the complexity of the scene as described by CE and SC. For sparse 
scenes with clear figure-ground segmentation, feed-forward activity may be sufficient, 
whereas for cluttered scenes, object recognition involves increased feedback.  
 
Groen IIA*, Jahfari S*, Ghebreab S, Lamme VAF, Scholte HS. *equal contribution. 
Manuscript in preparation.  
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Introduction  
 
High-level visual areas in the brain are selective for different types of stimuli such as 
scenes, objects and faces (Grill-Spector and Malach, 2004). These areas exhibit 
remarkable response properties. For example, neurons in human lateral occipital 
cortex exhibit selectivity for individual objects as soon as 100 ms after stimulus onset 
(Liu et al., 2009). Even when objects are embedded in real-world scenes, they are 
recognized very rapidly, as indicated by ERP markers (Thorpe et al., 1996; 
VanRullen and Thorpe, 2001). Object recognition thus appears to be a visual task 
that can be solved by the first wave of visual processing (VanRullen and Thorpe, 
2002). This claim is supported by computational modeling results showing that 
human performance in object categorization in natural scenes can be matched by a 
feed-forward hierarchical network (Serre et al., 2007).  
 However, the ventral visual stream (VVS), in which this network is thought to 
be implemented (Ungerleider and Mischkin, 1982), does not conform to a strict feed-
forward hierarchy. The VVS contains long-range connections across hierarchical 
levels as well as lateral connections at the same level (Kravitz et al., 2013). 
Moreover, it has long been known that in this network, feedback connections are 
abundant (Rockland and Pandya, 1979; Salin and Bullier, 1995). Electrophysiological 
evidence from monkeys indicates that feedback activity is crucial for perception of a 
figure in a textured background (Lamme, 1995; Zipser et al., 1996). This feedback-
mediated figure-ground modulation is thought to group elements of a figure together 
(Roelfsema, 2006). In particular, feedback may be useful for processing of different 
levels of detail in visual stimuli (Roelfsema et al., 2000) and integrating these into a 
conscious, coherent percept (Lamme and Roelfsema, 2000).  
 Moreover, TMS studies have shown that categorization (Camprodon et al., 
2010) and detection (Koivisto et al., 2011) of objects in natural scenes is affected 
when activity in early visual areas is disrupted after the feed-forward sweep, 
indicating that recurrent processing between visual areas is in fact necessary for 
object recognition in natural scenes. What purpose might this processing serve? 
Possibly, feedback is required when the feed-forward representation is noisy or of 
low quality. Wyatte et al., (2012) used backward masking and computer simulations 
to show that interfering with feedback is more disruptive for occluded or degraded 
objects, and suggested that recurrent activity is necessary for robust recognition if 
the feed-forward sweep fails to provide this information. Similarly, Koivisto et al., 
(2013) found that masking (which is thought to selectively interrupt feedback 
processing; Lamme et al., 2002; Fahrenfort et al., 2007; van Loon et al., 2012) had 
weaker effects for scenes in which animals were 'easily segregated' compared to 
scenes with 'more demanding backgrounds'. Thus, in natural scene perception, 
feedback-mediated figure-ground modulation could be selectively employed 
depending on the complexity of the bottom-up input.  
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How can the brain determine the complexity of bottom-up input? In natural 
scenes, an initial global impression of the scene - its gist (Oliva, 2005) – already 
contains spatial layout and basic-level category information (Oliva and Torralba, 
2006). This information which can be derived from statistical regularities in scenes 
(Torralba and Oliva, 2003), such as the shape of the distribution of spatial 
frequencies in an image. We recently showed that statistics derived from local 
contrast distributions in scenes are informative about scene complexity (Scholte et 
al., 2009; Ghebreab et al., 2009; Groen et al., 2013). These statistics can be derived 
in a biologically plausible way from early visual responses by means of two summary 
parameters that reflect the amount of contrast energy (CE) and spatial coherence 
(SC) in scenes. Together, CE and SC describe an image space in which simple, 
sparse scenes with clearly segregated objects are projected on the bottom left, 
whereas complex, cluttered images containing a large amount of scene 
fragmentation are on the top right (see Figure 4.1B). Thus, these statistics are 
informative about whether the scene contains one or a few objects that are clearly 
distinguishable from the background. As a consequence, they could predict the 
degree to which feedback is needed for object recognition.  

Here, we tested this hypothesis by measuring brain activity to scenes that 
varied systematically in their CE/SC values. Specifically, we measured fMRI activity 
while subjects categorized animal vs. non-animal scenes from different parts of the 
image space. In addition, we obtained event-related potentials (ERPs) from a 
separate experiment to examine the time-course of differential evoked activity for 
animal vs. non-animal scenes. If CE and SC affect the degree of recurrent activity, 
scenes with high CE/SC values should give rise to higher activity in early visual areas 
compared to scenes from different parts of the scene space. Moreover, this 
manipulation should be reflected in activity modulations at later time-points in the 
visual time course, which would indicate a potential contribution of feedback above 
and beyond feed-forward activity modulations.  
 
Methods 
 
fMRI experiment 
 
Subjects 
Twenty-five subjects (7 males, age 19-26 years; mean = 21.6, SD = 1.7) participated 
in the fMRI experiment. All subjects had normal or corrected-to-normal vision. All 
participants provided informed consent and were financially compensated for their 
time. The ethics committee of the University of Amsterdam approved the experiment. 
One participant, who had a median reaction time of 2 standard deviations above 
average as well as 7.5% non-responses on GO trials was excluded from further data 
analysis. 
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Stimuli 
Scenes were selected from a larger set of 4800 scenes used in a separate EEG 
experiment (Groen et al., 2010; see below under 'EEG experiment'). For each scene, 
one CE and one SC value was computed by simulating the output of contrast-
sensitive receptive fields and integrating these responses across the scene by 
averaging (CE) and divisive normalization (SC). In natural scenes, CE and SC 
typically correlate highly with parameters of a Weibull function fitted to the distribution 
of contrast values. CE is a biologically realistic approximation of the distribution width 
(the scale parameter of the function), whereas SC is an approximation of its shape 
(the degree to which the function describes a power law or a Gaussian distribution). 
These two statistics thus capture information about the overall presence of edges in 
an image (CE) and higher-order correlations between them (SC). As a result, images 
with high CE values contain strong figure-ground segmentation, whereas images with 
high SC values are cluttered or textured. The details of the model that implements 
this computation are described in Chapters 3 and 4 and in Ghebreab et al., (2009). 
 Here, we used the CE and SC values to selectively sample scenes with low or 
high complexity. We created three conditions: LOW, MEDIUM and HIGH (Figure 
6.1A), whereby each condition was defined by its CE/SC values. Each condition 
consisted of 160 images, half of which contained an animal. Importantly, within 
condition animal and non-animal images were matched in their CE and SC values 
such that these two categories did not differ from each other in their mean (all t(158) 
< 0.13, all p > 0.89) or median values (Wilcoxon rank sum test all z < 0.16, all p > 
0.87). Images were randomly selected from the larger set of scenes solely based on 
their image statistics and annotations. Subsequent inspection revealed that the 
animal images contained a wide variety of animals including pets such as dogs and 
cats but also wildlife, reptiles and fish. Non-animal images consisted of urban, 
landscape and indoor scenes and also contained a variety of objects, ranging from 
vehicles to household items. Several exemplars from each condition are provided in 
Figure 6.1B. Here, we can see clearly that selecting images on image statistics 
results in a selection of cluttered or textured scenes in the HIGH condition and to 
more sparse, easily segmentable scenes in the LOW and MEDIUM condition.  
 
Experimental procedure  
In the fMRI experiment, we used an animal vs. non-animal categorization in a stop 
signal paradigm (Figure 6.1C). Subjects performed 480 trials in total, divided over 2 
separate runs. Each trial lasted 2000 ms and started with a fixation cross of variable 
duration (500-750 ms jittered with 50 ms intervals), after which a scene was 
presented for 100 ms. Scenes were 640x480 pixels and were back-projected on a 
61x36 cm LCD screen using Presentation (Neurobehavioral Systems, Albany, CA, 
USA) that was viewed through a mirror attached to the head coil at ~120 cm viewing 
distance.  
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There were two trial types: GO and STOP trials. On GO trials, subjects had to 
indicate whether the stimulus was an animal or non-animal scene before the trial 
ended (i.e. at maximum within 1250 ms). Subjects indicated their response using a 
hand-held button box with the index or middle finger. If they did not respond in time, a 
screen displaying the word 'miss' appeared for 2000 ms. On STOP trials, a beep 
signal was presented over the headphones indicating that subjects had to withhold 
their response. At the start of the experiment, the time interval between the stimulus 
and beep (stop signal delay) was initialized at 250 ms and was adjusted in a 
staircase procedure based on the stopping performance (Jahfari et al., 2011).  

Overall, 25% of the scenes were shown in STOP trials, and these trials 
contained an equal number of animal and non-animal scenes (the same scenes for 
all subjects). Trials were presented in two randomized sequences that were 
counterbalanced across subjects. All analyses reported here included only the GO 
trials. For these trials, animal and non-animal scenes were still matched in their CE 
and SC values per condition (means: all t(118) < 1.13, all p > 0.26; medians: all z < 
1.10, all p > 0.28).  
 

 
Figure 6.1 Stimuli and design. A) Image statistics of the stimuli: each scatter point represents a scene 
sampled from the image space described by CE and SC. Scenes had either low (red), medium (green) 
or high (blue) CE and SC values. Within these conditions, CE and SC values were matched between 
scenes with (A) and without animals (NA). B) Example scenes from each condition. C) Experimental 
design of the fMRI experiment. On GO trials, subjects indicated whether the scene contained an animal 
or not. On STOP trials, an auditory signal was given at a variable inter-trial-interval (ITI) after scene 
presentation, signaling that subjects had to withhold their response. Only GO trials were analyzed.  
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Behavioral data analysis 
Behavioral categorization performance was measured by computing mean RT and 
sensitivity (d') based on the GO trials for each subject. Correct categorization of an 
animal scene was counted as a hit and incorrect categorization of a non-animal 
scene as a false alarm. To obtain a combined measure of speed and accuracy we 
computed Inverse Efficiency Scores (IES; Townsend and Ashby, 1978) by dividing 
the average RT for each subject by their overall percentage correct on both animal 
and non-animal scenes. Differences in average d', RT and IES between the three 
conditions (LOW, MEDIUM, HIGH) were tested with repeated-measures ANOVAs 
and paired t-tests. Data were analyzed in Matlab (Mathworks, Natick, MA, USA) and 
SPSS 17.0 (IBM, Armonk, USA). 
 
fMRI recordings 
The BOLD-MRI data was acquired in a single scanning session, over the course of 
two runs on a 3T scanner (Philips Achieva XT with a 32-channel head-coil). In each 
run 255 T2*-weighted GE-EPI recordings (TR = 2000 ms, TE = 27.6 ms, FA = 76.1°, 
SENSE = 2, FOV = 240 mm2, matrix size = 802, 37 slices, slice thickness 3 mm, slice 
gap = 0.3 mm) were made. During acquisition we also recorded breath-rate and the 
pulse-oxidization signal. In addition, a separate functional localizer scan was 
recorded, to identify the fusiform face area (FFA), the parahippocampal place area 
(PPA) and lateral occipital complex (LOC) in each subject. Using the same 
acquisition settings as for the main experiment, subjects viewed a series of houses, 
faces, objects as well as phase-scrambled scenes. To sustain attention during 
functional localization, subjects pressed a button when an image was directly 
repeated (12.5% likelihood). A 3D-T1 weighted scan (TE = 3.8 ms, TR = 8.2 ms, FA 
= 8°, FOV = 2562, matrix size = 2562, 160 sagittal slices, slice thickness = 1mm) was 
acquired after the functional runs. This scan was used to register the functional 
volumes of each run to the structural brain, after which they were registered to 
standard MNI (Montreal Neurological Institute) space. 
 
fMRI data analysis: main experiment 
Analysis was performed using FEAT (FMRI Expert Analysis Tool) Version 6.00, part 
of FSL (FMRIB's Software LIbrary, www.fmrib.ox.ac.uk/fsl) and custom Matlab code. 
The functional data were motion- (Jenkinson et al., 2002) and slice-time corrected. 
Subsequently a median filter was applied to remove low frequencies and whiten the 
data. Next, the data was spatially smoothed with a Gaussian filter with a 5 mm 
FWHM kernel. The resulting preprocessed scans were subjected to voxel-wise event-
related GLM analysis using FILM (Woolrich et al., 2001) by convolving the onset 
times of each trials with a double gamma function to model the hemodynamic 
response function. We generated explanatory variables (EVs) by dividing trials in the 
following conditions: LOW animal, LOW non-animal, MEDIUM animal, MEDIUM non-
animal, HIGH animal, and HIGH non-animal. For these EVs, only correct GO trials 
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were included; STOP, error and non-misses were modeled as separate EVs. In 
addition, heartbeat and breathing variables were included as nuisance variables. This 
GLM results in an estimate of the magnitude of the BOLD signal for each EV in each 
voxel. Based on these estimates, the following contrasts of interest were computed 
for each individual subject: LOW (animal > non-animal), MED (animal > non-animal) 
and HIGH (animal > non-animal). Because the trial design lacked a common baseline 
condition, all analyses were conducted on these differential activity measures.  

fMRI data analysis: localizer scans 
The localizer scans were preprocessed for the purpose of another study conducted 
within the same experimental session (Jahfari et al., in preparation). Again, the data 
were motion- and slicetime corrected and prewhitened. In addition, they were 
spatially smoothed using a 4mm Gaussian filter and were temporally filtered by 
means of a high-pass filter (sigma = 50s). A GLM was fitted with following EVs: for 
FFA, faces > (houses and objects); for PPA, houses > (faces and objects) and for 
LOC, (intact scenes > scrambled scenes).  

The resulting statistical maps were masked with anatomically defined regions 
from the Harvard-Oxford cortical-structural atlas implemented in FSL. For FFA, these 
were the temporal occipital and occipital fusiform gyrus; for PPA, the 
parahippocampal gyrus and lingual gyrus as posterior as MNI coordinate y-74; for 
LOC, the lateral occipital cortex inferior division). Significant voxels within these 
masks were thresholded at z = 2.3 (FFA and PPA) or z = 3.0 (LOC) and manually 
adjusted within each subject to remove individual voxels that were not part of clusters 
found within the masked regions.  
 
ROI analysis 
We examined the contrasts of interest explained above within regions-of-interest 
(ROIs) derived from the functional localizer scans (FFA, PPA and LOC) as well as an 
anatomical mask of V1 derived from the Jülich histological atlas implemented in FSL 
(Eickhoff et al., 2005). We first performed the ROI analysis for each hemisphere 
separately. However, because initial inspection of the results did not indicate any 
differences between hemispheres, all results are reported for bilateral ROIs. Within 
the ROIs the normalized activity (i.e., the t-value for the differential contrast of 
interest) was averaged over voxels. The resulting values were compared across 
conditions using repeated-measures ANOVAs for each individual ROI.  
 
Whole brain analysis 
We performed a whole-brain analysis for the same contrasts of interest as the ROI 
analysis. The resulting statistical maps were first pooled across runs (fixed effects) 
and then across subjects (mixed effects using FLAME1; Woolrich, 2008). To examine 
where in the brain the three contrasts differed from one another, we ran the following 
additional contrasts: HIGH (animal > non-animal) > LOW (animal > non-animal); 
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HIGH (animal > non-animal) > MEDIUM (animal > non-animal); and MEDIUM (animal 
> non-animal) > LOW (animal > non-animal). Results were corrected for multiple 
comparisons by means of cluster correction (z = 2.3, p < 0.05; Worsley, 2001). 
 
EEG experiment 
Subjects 
Twenty-one participants (7 males, 22-33 years old, mean 25.6, = SD = 2.5) took part 
in the EEG experiment. All participants had normal or normal-to-corrected vision, 
provided written informed consent and received financial compensation. The ethics 
committee of the University of Amsterdam approved the experiment. Two subjects 
were excluded in preprocessing: one subject based on the presence of excessive 
alpha activity in the EEG, and one because this subject of a history of epilepsy. 
 
Experimental procedure 
Subjects viewed 7200 different scene stimuli while performing various go-no go 
object recognition tasks (Groen et al., 2010). Stimuli were presented on a 19-inch 
Ilyama CRT-monitor (1024x768 pixels, frame rate 60 Hz). Subjects were seated 90 
cm from the monitor such that stimuli subtended ~14x10° of visual angle. On each 
trial, one image was randomly selected and presented in the center of the screen on 
a grey background for 100 ms, on average every 1500 ms (range 1000 - 2000 ms). 
Subjects searched for either animals or vehicles in one of four tasks: detection, or 
superordinate, basic-level or subordinate categorization. For the purpose of this 
paper, only the trials for scenes used in the fMRI experiment were analyzed. Of these 
scenes, 130 were presented during an animal vs. background task (object detection); 
84 during a vehicle vs. background task (object detection); 110 during an animal vs. 
vehicle task (super-ordinate categorization); 109 during a vehicle vs. animal task 
(super-ordinate categorization), and 47 in a cats vs. other animals task (basic-level 
categorization). These task differences were not considered here; we were only 
interested in whether evoked activity to the scenes that were used in the fMRI study 
to constitute the LOW, MEDIUM and HIGH conditions (and that were matched in their 
CE and SC values) differed early in time between animal and non-animal scenes. 
 
EEG recording and analysis 
EEG recording and preprocessing was identical to other chapters described in this 
thesis. We obtained evoked potentials for each scene (n = 480), subject (n = 19), 
electrode (n = 64) and time point (n = 154). Per condition, we computed the grand 
average ERP to animal and non-animal scenes, after which difference waves were 
derived for each individual subject. The ERPs and difference waves were pooled 
across two different sets of visual electrodes: an early occipital pool (Oz, Iz, O1, O2, 
I1 and I2) and a medial peri-occipital pool (POz, PO3, PO4, Pz, P1, P2, P3, and P4).  
 In each condition, the difference wave between animal and non-animal 
scenes was tested against zero using separate one-sample t-tests for each time 
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sample and electrode pooling. In analogy with the fMRI analysis, difference waves 
were compared across conditions using the following paired-sample t-tests: HIGH 
(animal vs. non-animal) vs. LOW (animal vs. non-animal); HIGH (animal vs. non-
animal) vs. MEDIUM (animal vs. non-animal); and MEDIUM (animal vs. non-animal) 
vs. LOW (animal vs. non-animal). P-values were corrected for multiple comparisons 
(number of tests, poolings and time-points) using FDR correction (pFDR = 0.013). 
 
Results 
 
Behavior 
Average sensitivity (d') and reaction time for LOW, MEDIUM and HIGH complexity 
scenes are presented in Figure 6.2. A repeated-measures ANOVA on d' revealed a 
significant main effect of condition (F(2,23) = 9.96, p = 0.001). Subsequent paired 
comparisons indicated that sensitivity in the MEDIUM condition was significantly 
higher compared to the LOW (paired-samples t(23) = -3.2, p = 0.004) and HIGH 
condition t(23) = 3.5, p = 0.002) (Figure 6.2A) . The LOW and HIGH condition did not 
differ from each other in average sensitivity (23) = 1.8, p = 0.08). A main effect of 
condition was also found on RT (F(2,23) = 5.84, p = 0.012). Subjects responded 
significantly slower in the HIGH condition compared to the LOW (t(23) = 2.7, p = 
0.01) and the MEDIUM conditions (t(23) = 2.8, p = 0.01) (Figure 6.2B).  There was 
no significant difference in RT between LOW and MEDIUM (t(23) = 0.16, p = 0.87). 

These results show that subjects were best able to perform the animal vs. 
non-animal categorization task for scenes with intermediate CE/SC values. Although 
performance in the LOW condition was worse than for the intermediate condition, 
subjects responded equally fast for both types of scenes. For high complexity 
scenes, however, subjects both performed less well and responded more slowly. 
This suggests that the HIGH condition was experienced as most difficult.  
 
 

 
Figure 6.2 Behavioral results. A) Sensitivity (d') in the animal categorization task per condition. Colored 
lines show the data for individual subjects; gray bars the averages. B) Average reaction times (RT) in 
each condition. C) IES scores per condition. Error bars represent S.E.M..  ** p < 0.01, * = p < 0.05.  
 

Scene statistics predict neural feedback activity

135



 

To confirm this conclusion, we combined the speed and accuracy scores in a 
single inverse efficiency score (IES) measure, as proposed by Townsend and Ashby 
(1978), which weighs the impact of speed and accuracy (Bruyer and Brysbaert, 2011; 
see Methods and Materials). Statistical comparison of IES across conditions (Figure 
6.2C) indicated a main effect of condition (F(2,23) = 14,4, p < 0.0001). The highest 
IES values were found in the HIGH condition, which differed significantly from the 
MEDIUM (t(23) = 4.5, p = 0.0001) and LOW condition (t(23) = 3.1, p = 0.005), that 
also differed from one another (t(23) = 3.0,  p = 0.006). Thus, when simultaneously 
taking into account speed and accuracy, the HIGH condition was most difficult. 

 
ROI analysis 
The difference in BOLD activity for animal vs. non-animal scenes in each condition 
was computed in four regions of interest: LOC, FFA, PPA and V1. FFA and LOC both 
responded more strongly to scenes with animals than to scenes without animals 
(Figure 6.3A-B), but these responses did not differ across conditions (all F(2,23) < 
1.7, all p > 0.19). In PPA, the opposite pattern was observed (Figure 6.3C): it 
responded more strongly for scenes without animals than scenes with animals. This 
activity difference however differed significantly across conditions (F(2,23) = 3.5, p = 
0.04): it was significantly larger in the MEDIUM condition compared to the HIGH 
(t(23) = -2.5, p = 0.021) but not compared to the LOW condition (t(23) = 1.8, p = 
0.08). Finally, in V1 a main effect of condition was observed (F(2,23) = 4.1, p = 0.03); 
differential activity for animals vs. non-animal scenes was larger in the HIGH 
condition compared to both the LOW (t(23) = -2.3, p = 0.03) and the MEDIUM (t(23), 
p = 0.03) condition.  

These results show that the scene complexity manipulations affect activity 
levels in high-level scene selective area PPA. Of the three conditions, scenes of 
medium complexity give rise to strongest differential activity between animal and non-
animal scenes. These scenes were also best categorized by participants. For low 
complexity scenes, for which behavioral sensitivity was diminished but which were 
processed equally fast, we observe a less strong differential signal, but this effect is 
not significantly different from the intermediate condition. For the most difficult, high 
complexity scenes, however, we find a significantly less strong differential signal in 
high-level PPA. Conversely, in low-level visual area V1 differential activity is present 
for scenes of high complexity only.  

These findings suggest that categorization of scenes of intermediate 
complexity is facilitated because they induce a clear differential signal in activity in 
PPA. By comparison, scenes of high complexity induce less difference in PPA 
activity and give rise to additional differential activity in V1. Information encoded in 
low-level areas may thus be selectively recruited for categorization of high complexity 
scenes. To examine whether any condition effects were present beyond our ROIs, 
we next tested to what extent voxels across the whole brain exhibited differential 
activity between animal and non-animal scenes. 
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Figure 6.3 ROI analysis results. Differential activity for animal vs. non-animal scenes for each condition 
in area A) LOC, B) FFA, C) PPA and D) V1. * = p < 0.05. ns = not significant. 
 
Whole brain analysis 
Whole brain statistical maps (Figure 6.4) for the comparison (animal > non-animal) 
and (non-animal > animal) revealed clusters of activity in lateral visual and medial 
high-level visual cortex, respectively. Cluster coordinates for all contrasts are 
reported in Table 6.1. For the animal > non-animal contrast (Figure 6.4A), bilateral 
clusters overlying lateral occipital areas were present in each condition. Moreover, in 
the HIGH condition, additional differential activity was present in low-level visual 
areas. Indeed, contrasting these statistical maps revealed a large cluster in several 
early visual areas including V1 (Figure 6.4B). For non-animal > animal (Figure 
6.4C), bilateral clusters were present in the MEDIUM condition, whereas only right-
lateralized clusters in the LOW and HIGH condition survived whole-brain cluster-
correction. However, contrasting the difference between non-animal > animal scenes 
between conditions resulted in no significant clusters. 

These results largely concur with the effects observed in the ROI analysis. In 
all three conditions, reliable differences are found in lateral occipital areas. In 
contrast, the MEDIUM scenes give rise to more reliable differential activity in medial 
parahippocampal areas, whereas HIGH scenes selectively induce differential activity 
in early visual areas. Since the animal and non-animal scenes were carefully 
matched in low-level image statistics within conditions, it is not likely that the activity 
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differences in V1 are driven by differences in low-level properties between these 
scenes. We thus suggest that this low-level visual differential activity results from 
increased neural feedback elicited by the need for increased detailed scene 
information in the high complexity condition.  
 

 

 
Figure 6.4 Whole brain results. A) Statistical parametric maps for animal (A) > non-animal (NA) contrast 
for each condition. From left to right, MNI coordinates for each transversal slice are z = [10, 2, -6].  B) 
Statistical parametric maps for non-animal > animal contrast for each condition. From left to right, MNI 
coordinates are z = [-2, -8, -14].  C) Differences in the animal vs. non-animal activity between conditions. 
MNI-coordinates: [x = 6, y = -88, z = 6]. Maps were cluster-corrected and thresholded at z = 2.3. Color 
scales range from z  = 2.5 to 5 (A and B) and z = 2.3 to 3.5 (C).  
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contrast size 
(mm3) log10(p) x y z areas included 

animal > non-animal 
LOW 43656 15.6 45 -66 -9 V4, V5, lat. occ. cortex. inf. 

division, inf. temp. gyrus, temp. 
occ. fusiform. gyrus (R) 

 43472 15.6 -41 -71 -8 V4, V5, lat. occ. cortex. inf. 
division, inf. temp. gyrus, temp. 
occ. fusiform. gyrus (L) 

MED 39296 15.7 45 -70 -6 V4, V3v, lat. occ. cortex. inf. 
division, inf. temp. gyrus, temp. 
occ. fusiform. gyrus, occ. 
fusiform gyrus (R) 

 39976 15.9 -42 -74 -6 V4, V5, lat. occ. cortex. inf. 
division, inf. temp. gyrus, temp. 
occ. fusiform. gyrus. (L) 

HIGH 142168 36.1 3 -74 -3 V1, V2, V3, V4, V5, lat. occ. 
cortex. inf. division, inf. temp. 
gyrus, temp. occ. fusiform. 
gyrus. (L+R).  

non-animal > animal 
LOW 4585 1.96 27 -45 -9 parahippocampal gyrus post. 

div., lingual gyrus, temp. occ 
fusiform cortex (R) 

MED 29872 5.78 4 49 2 parahippocampal gyrus post. 
div., lingual gyrus, temp. occ. 
fusiform cortex, supracalcarine 
cortex, precuneus (L+R) 

HIGH 4392 1.81 26 -47 -1 parahippocampal gyrus post. 
div. lingual gyrus, temp. occ. 
fusiform cortex. supracalcarine 
cortex, precuneus (R) 

animal > non-animal, between conditions 
HIGH > 
MED 

14536 6.32 7 -85 -2 V1, V2, V3V, V4, occ. fusiform 
gyrus, lingual gyrus (R). 

 7992 3.61 -15 -95 19 V1, V2, V3V, inf. parietal lobule, 
occ. fusiform gyrus, lingual 
gyrus (R) 

HIGH > 
LOW 

21016 8.94 2 -90 4 V1, V2, V3V, inf. parietal lobule, 
lingual gyrus, (L+R) 

 
Table 6.1 Cluster coordinates for the significant contrasts in the whole-brain analysis. COG = center of 
gravity, p = p-value, lat. = lateral, occ. = occipital, temp. = temporal, inf. = inferior, post. = posterior, L = 
left, R = right. Coordinates are reported in MNI space. Areas included in the clusters were determined by 
determining overlap of local maxima within clusters with the probability maps of the Juelich histological 
Atlas and the Harvard-Oxford Cortical Structural Atlas implemented in FSL. Note that for the contrasts 
HIGH (animal - non-animal), MED (non-animal - animal) and [HIGH (animal-non-animal) - MED (animal- 
non-animal)], the clusters are bilateral, forming one cluster across hemispheres (see also Figure 6.4). 
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However, due to the poor temporal resolution of the fMRI signal, we cannot 
exclude the possibility that early visual activity differences were in fact present due to 
other perceptual differences between the animal and non-animal scenes than those 
captured by CE and SC. To test our hypothesis that the activity differences in early 
visual areas were feedback-related, we used ERP recordings for the same scenes 
obtained in previously conducted experiment (Groen et al., 2010). We used these 
ERPs to test at what moment in time animal and non-animal evoked responses 
started to differ on electrodes overlying visual cortex. Since scenes were matched in 
image statistics, we predicted that there would be no differences between animal and 
non-animal scenes before 100-150 ms, beyond which feedback starts to affect ERP 
activity (Lamme and Roelfsema, 2000; Fahrenfort et al., 2007; Scholte et al., 2008). 
 
ERP results 
Evoked responses to the LOW, MEDIUM and HIGH animal and non-animal scenes 
are presented in Figure 6.5. Consistent with our previous EEG studies, early (~100-
150 ms) ERP amplitudes at occipital sites were increasingly negative for scenes with 
high CE/SC values (Figure 6.5A). Critically, however, whereas animal and non-
animal ERPs in the LOW and MEDIUM conditions started to diverge between 120 
and 150 ms, they were completely overlapping up to 200 ms in the HIGH condition. 
In contrast, at peri-occipital sites (Figure 6.5B), we observe that the ERPs diverged 
at ~200 ms, with the largest differences being present in the HIGH condition.  
 

 
Figure 6.5 ERP results. Average ERP amplitude for animal (solid gray lines) and non-animal scenes 
(dashed gray lines) and the corresponding difference wave (solid black lines) per condition for A) a 
posterior occipital (Oz, Iz, O1, O2, I1 and I2) and B) a medial peri-occipital pooling (POz, PO3, PO4, Pz, 
P1, P2, P3, and P4). 
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Statistical comparison of the differences waves shows that for the occipital 
pooling (Figure 6.6A), the difference wave in the HIGH condition is much less 
reliable than the other two conditions. In fact, for none of the conditions the difference 
waves reached sustained significance until the end of the epoch (thick significance 
lines in Figure 6.6A). In contrast, at the peri-occipital pooling (Figure 6.6B) the 
difference wave in the HIGH condition is extremely reliable from 180 ms onwards. 
Moreover, it is significantly larger than the difference wave in both the LOW and 
MEDIUM condition (see blue stars/crosses in Figure 6.6B). The results for the 
posterior occipital pooling thus show that it is unlikely that the differential activity in 
early visual areas in the HIGH condition is driven by uncontrolled low-level properties. 
In fact, in the HIGH condition, a reliable ERP difference between animal and non-
animal scenes arises later than in the other two conditions.  

Moreover, we observed an enhanced ERP difference beyond 200 ms at peri-
occipital sites in this condition. This effect might be the electrophysiological correlate 
of the early visual area difference observed in the fMRI experiment. However, it is 
surprising that this effect was only present at the peri-occipital, but not the occipital 
pooling, given that in the enhanced fMRI activity for animal vs. non-animal scenes 
extended all the way down to V1. This could be due to the fact that V1 is largely 
located in the calcarine fissure on the medial surface between the two hemispheres 
and its activity is thus not clearly reflected in the ERP signal. Instead, other visual 
areas than V1 such as V2, V3 or V3A, which are located on the cortical surface and 
which all also had increased differential fMRI activity in the HIGH condition (see 
Table 6.1) could have contributed to the enhanced difference in the ERP signal.  

In any case, in both the occipital and peri-occipital pooling the ERP 
differences in the HIGH condition appeared beyond 200 ms, which suggests it cannot 
arise from a feed-forward signal alone, but is likely modulated by recurrent activity. 
Together, these results thus suggest that differences between animal and non-animal 
scenes in early visual areas are enhanced by a feedback signal selectively employed 
for scenes with high complexity. 
 

 
Figure 6.6 Difference waves for the A) posterior occipital and B) medial peri-occipital pooling for each 
condition overlaid and statistically compared. Thick lines: significant difference wave deflections from 
zero; shadings: 95% confidence intervals. Symbol markers: significant differences between conditions. 
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Discussion 
 
In this chapter, we investigated whether the image statistics contrast energy (CE) 
and spatial coherence (SC) affect object recognition in natural scenes. We find that 
for scenes with high CE and SC values, i.e. with low figure-ground segmentation and 
high clutter, animal categorization performance is decreased compared to scenes 
with lower CE and SC values. Using fMRI, we find that this effect is characterized by 
a decrease in differential activity between animal and non-animal scenes in high-level 
scene-selective areas. In low-level visual areas, the opposite pattern was observed: 
there was more differential activity for the complex, cluttered scenes. Separate ERP 
recordings support the interpretation that this difference likely results from neural 
feedback, rather than feed-forward activity differences between the scenes.  
 These results show that when scene complexity is varied, different areas 
become involved in representing the difference between animal and non-animal 
scenes. For simple scenes with clear figure-ground segmentation, only high-level 
areas are involved, whereas low-level areas are selectively recruited for complex 
scenes. Because the enhanced activity in early visual areas appears to result from a 
feedback signal, we interpret these findings as showing a selective need for 
increased detailed analysis for the scenes of high complexity. For simple scenes, the 
initial, coarse representation provided by the feed-forward sweep is enough for high-
level areas to obtain information about the presence or absence of a salient (animal) 
object. For highly cluttered, complex scenes, however, the feed-forward sweep is not 
sufficiently diagnostic: it merely signals that there is a lot of 'stuff' in the scene. To 
detect and categorize the objects it contains, information about individual line 
segments and other features encoded in low-level areas need to be integrated with 
the initial impression by means of recurrent activity. 
 This interpretation fits with the idea that the brain processes information in a 
global-to-local manner, first constructing a coarse impression of the scene by means 
of feed-forward activity, after which detailed analysis takes place via reentrant 
processing (Hochstein and Ahissar, 2002). This detailed analysis could take the form 
of different visual routines based on the visual input and task requirements 
(Roelfsema et al., 2000). In the visual routine framework, the feed-forward sweep 
provides visual cortex with a base representation. If the visual task can be solved 
based on this representation alone, no further operations are necessary and e.g. 
action selection can be initiated. If, however, the base representation is not 
sufficiently informative, visual routines can be applied existing of elemental 
operations such as contour grouping, curve tracing and texture segmentation. These 
processes require feedback activity because they need to recover features belonging 
to a single object encoded at lower visual areas (Roelfsema et al., 2000). Our results 
suggest that the degree of detailed analysis that is required depends on the 
complexity of the scene as reflected in global image statistics. 
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 CE and SC could very well be involved in the formation of the base 
representation because they can be computed in a feed-forward manner from non-
oriented, low-level contrast responses that are for example present in LGN (Scholte 
et al., 2009). Moreover, as we have seen in Chapters 2-5, they strongly affect the 
amplitude of early evoked neural activity as measured with EEG. If these parameters 
are indeed a good characterization of the overall complexity of the feed-forward 
information in natural scenes, the brain might use them as information 'markers' to 
determine whether and/or which further operations are necessary. 
 
A role for image statistics in signaling the need for feedback 
The influence of the bottom-up input on subsequent scene analysis has been studied 
before by Schyns and Oliva, who proposed that extraction of coarse 'blobs' precedes 
detailed analysis at other spatial scales depending on the diagnostic value of the 
blobs (Schyns and Oliva, 1994; Oliva and Schyns, 1997). Similarly, Bar et al., (2006) 
suggested that a low spatial frequency representation of the input is carried all the 
way to orbitofrontal cortex in the feed-forward sweep, and then used to direct top-
down facilitation on the visual input. That feedback can be employed flexibly 
depending on the visual input was also suggested by the masking study of Wyatte et 
al., (2012), who decreased the quality of the visual input using occlusion and contrast 
reduction. By means of computational modeling, these authors showed that a 
feedback component was necessary to accurately predict the effects of masking on 
behavioral categorization performance, but that this was the case for degraded 
scenes only.  
 Here, we did not degrade or manipulate the scenes but rather used CE and 
SC to sample real-world variation in scene complexity. Our results suggest that these 
scene statistics convey meaningful information that affects the dynamics of visual 
processing. Sampling scenes based on real-world properties constitutes a more 
ecologically valid approach and indicates that the observed effects could in fact occur 
in the brain during real-life perception. Moreover, our results provide new neuro-
imaging evidence in support of the suggestion that scenes with more demanding 
backgrounds lead to enhanced employment of recurrent activity (Koivisto et al., 
2013). In that particular study, behavioral effects of masking were found to be 
stronger for scenes that were 'less easily segmented', which was assessed post-hoc 
by independent observers that were asked to rate scenes on this property. Here, we 
provide an a priori, quantitative approach to this question, showing that ease of 
segmentation can be manipulated beforehand by constraining scene selection based 
on physiologically plausible image statistics. 
 Importantly, however, not only the complexity of the visual input, but also top 
down factors may determine whether the representation provided by the feed-forward 
sweep is sufficient or not. Whereas the feed-forward representation for low CE/SC 
scenes may be sufficient for animal detection, this might not be the case for more 
complex tasks such as basic-level or subordinate categorization or identification. In 
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addition, when searching for objects in natural scenes, feedback is likely involved in 
the application of attentional templates (Peelen and Kastner, 2014), which could 
differ between different types of tasks (Malcolm and Henderson, 2009), for example 
in terms of the level of detail that is necessary to solve the task (Oliva and Schyns, 
1997). So, although accurate object recognition can likely be achieved based on 
feed-forward information (Serre et al., 2007) for certain types of scenes and under 
certain tasks instructions, in real-life scene perception there likely is a bidirectional 
interplay between bottom-up and top-down requirements (Malcolm et al., 2014) which 
will affect the amount of feedback activity that is employed.  
 
Differential activity in PPA vs. LOC 
An interesting finding in our study is that CE and SC affected differential activity 
between animal and non-animal scenes in PPA, but not in LOC. The LOC is usually 
defined as the area that is more sensitive to intact than scrambled objects (Malach et 
al., 1995) and has been proposed to be crucially involved in object recognition (Grill-
Spector, 2003). Animal vs. non-animal object distinctions are prominently present in 
LOC, both when objects are presented in isolation (Kriegeskorte et al., 2008b) and 
when they are embedded in natural scenes (Naselaris et al., 2012). Accordingly, we 
find a strong and reliable difference between the animal and non-animal scenes in 
our study in this area in all conditions. Apparently, the LOC activity differences 
between animals and non-animal scenes are thus not strongly modulated by whether 
the object is embedded in a complex, cluttered scene or not.  Importantly, this does 
not imply that LOC is not at all sensitive to scene statistics. In fact, our group recently 
showed that fMRI activity in posterior parts of lateral occipital cortex (LO1/LO2) is 
modulated by the SC of natural scenes (Scholte et al., 2013). However, in the current 
study the animal and non-animals scenes were matched on SC (and CE). The results 
show that differential LOC activity between animals and non-animal scenes is of 
equal magnitude in each part of the CE/SC space: it thus seems that this information 
is encoded independently of the scene background. 
 PPA, on the other hand, is defined as the area that responds stronger to 
scenes than to non-scene stimuli (Epstein, 2005). This selectivity has been attributed 
to sensitivity of PPA to spatial layout information (Epstein and Kanwisher, 1998; 
Kravitz et al., 2011; Park et al., 2011) or scene category (Walther et al., 2009). 
However, PPA is also sensitive to contextual associations (Bar and Aminoff, 2003), 
spatial qualities of individual objects (Troiani et al., 2014) and to texture and "object 
ensembles" (Cant and Xu, 2012). In line with these findings, a recent study 
independently manipulated gradients of object and spatial information in scenes 
(Harel et al., 2012) and found that PPA was in fact sensitive to variations in both 
object and scene information, unlike area LOC, which cared only about the objects 
but not the background information. Consistently, we here find that differential object 
activity in PPA (but not LOC) is modulated by the broader scene context. 
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Potential effects of the stop-signal task 
An important detail in our study is that subjects were engaged in a stop-signal task, 
rather than a simple animal-non-animal categorization task. This task is generally 
thought to affect action selection processes reflected in motor activity buildup 
(Verbruggen and Logan, 2009), rather than sensory processing, and we excluded all 
trials in which a stop signal may have interfered with visual processing. However, 
recent evidence suggests that this task also targets sensory representations (Salinas 
and Stanford, 2013), in the sense that sensory information can modify ongoing motor 
plans. Indeed, this is precisely the reason why we used this task in the first place. To 
better understand potential effects of sensory information on action selection, we will 
examine in a separate, future report how CE and SC influence strategic adjustments 
in action control (Jahfari et al., 2013) and how these changes may be reflected in 
effective connectivity in prefrontal go- and stop brain networks (Jahfari et al., 2011). 
 
Conclusion 
In sum, we provide evidence for increased feedback activity during animal 
categorization in natural scenes depending on the complexity of the scene. These 
results fit with the suggestion that a coarse impression of scenes based on feed-
forward activity not only precedes (Hochstein and Ahissar, 2002) but also affects 
subsequent detailed analysis of the scenes (Roelfsema et al., 2000). In particular, our 
results suggest that feedback is more strongly employed during object detection if the 
scenes are cluttered, as described by contrast energy and spatial coherence.	  The 
selective need for "vision with scrutiny" (Hochstein and Ahissar, 2002) may thus be 
signaled by summary representations in high-level scene-selective areas. 
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Chapter 7 
Summary and Discussion 

 
In this thesis, I examined neural representation of real-world structure as described 
by natural scene statistics. My experiments focused on the role of two summary 
parameters derived from local image contrast, which capture statistical regularities in 
the contrast distribution of real-world scenes. In the first part of the thesis, I examined 
the role of this information in the neural representations of perceptual similarity 
(Chapter 2), texture invariance (Chapter 3) and the global scene property naturalness 
(Chapter 4). In the second part, I studied to what extent neural sensitivity to these 
statistics was modulated by top-down task instructions (Chapter 5) and whether 
scene statistics affected object recognition in scenes (Chapter 6). My results suggest 
that natural image statistics contribute substantially to the formation of initial visual 
representations of real-world scenes and that the visual system possibly exploits this 
information in order to optimize their processing. 
 
Motivation and main findings 
My initial motivation to study the role of scene statistics in visual processing came 
from the findings by Scholte et al., (2009) and Ghebreab et al., (2009), who found 
that visual activity evoked by natural scenes was well described by scene statistics. 
This was an intriguing finding because it suggested that the brain is adapted to 
statistical regularities in real-world scenes, resulting from the physical rules that 
govern our environment (Geusebroek and Smeulders, 2002), specifically those that 
influence the degree of fragmentation in scenes (Geusebroek and Smeulders, 2003). 
We interpreted the finding as showing that the visual system is strongly tuned to this 
statistical regularity, and we asked whether this tuning served a purpose in visual 
processing. This thesis is centered on this question: what information do scene 
statistics carry and how is this information used in visual perception?  
 In particular, we wondered whether these statistics could perhaps play a part 
in rapid perception of natural scenes which has puzzled researchers for decades 
(Potter, 1975; Intraub, 1981; Thorpe et al., 1996; Fei-Fei et al., 2007b). It is largely 
still unclear how the brain interprets these "tremendously complex stimuli containing 
different sources of information, including edges, surfaces, textures, local objects and 
spatial layout" (Mullin and Steeves, 2013). Had we maybe discovered a 'trick' that the 
brain plays in order to quickly estimate scene content? 
 In order to test this hypothesis, we addressed a number of issues in this 
thesis. First of all, we argued that any scene statistic under consideration should be 
biologically plausible, in the sense that the human brain, not just a computer 
program, should be capable of computing it. The scene statistics we studied 
characterize the histogram of local contrast (i.e., local differences in the luminance 
values between pixels) in scenes. The histogram summarizes the range of contrasts 
strengths present in the entire scene. In the previous papers (Ghebreab et al., 2009; 
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Scholte et al., 2009), this histogram was characterized by fitting a Weibull function to 
it. This gave us two summary parameters: one indicated the width of the histogram 
(the β-parameter) and the other the shape of the histogram (the degree to which it 
looks like a Gaussian or a power-law, as reflected in the γ- parameter). However, 
although local contrast has a clear biological validity (see Chapter 1), the 
characterization of this information by means of a Weibull fit does not, as it is unclear 
how a neural system might perform such a mathematical fitting operation. In this 
thesis, we thus improved our model by using physiologically plausible approximations 
of the β- and γ- parameters. Such an approximation can for example be derived by 
summing the responses of local contrast detectors found in the X- and Y-type 
ganglion cells of the retina or the magno- and parvocellular layers of the LGN 
(Scholte et al., 2009). In the thesis, I referred to these approximations as contrast 
energy (CE) and spatial coherence (SC).  

This nomenclature was based on the findings of Chapter 2, which is the only 
chapter in which we still used the fitted β- and γ-parameters. In this chapter, we found 
that computer-generated images filled with disks (dead leaves) that were 
manipulated in terms of occlusion, spatial distribution and size, clustered in the 
Weibull space described by the β- and γ-parameters in a particular way (Figure 2.4A). 
Images with occluding disks, which thus had high contrast borders, had high β-
parameters. This parameter measures the mean strength of the local contrast and 
reflects the overall energy of the scene elements, and we therefore referred to the 
approximation of this property as CE. We also noted that images for which the edges 
belonged to a single, large disk had low γ-values, whereas highly cluttered images 
with many edges had high γ- values. We thus chose to describe this property as the 
relative presence of spatially coherent edges, i.e. SC (note that this parameter also 
has a formal interpretation as spatial coherence because it describes the correlation 
between local contrasts, which is low for cluttered scenes and high for single-object 
scenes).  
 A second issue we addressed was whether scene statistics could predict not 
only neural sensitivity during visual processing, but also the behavioral outcome of 
the visual process, i.e. perceptual experience. In Chapter 2 and 3, we thus examined 
how scene statistics affected EEG signals and how perceptual image similarity 
mapped onto differences in scene statistics. Moreover, since previous literature had 
suggested a particular role for scene statistics in the formation of an initial, global 
impression of scenes (scene gist; Torralba and Oliva, 2003; Oliva and Torralba, 
2006), we examined in Chapter 4 to what degree the scene properties described by 
the scene statistics were predictive of global information that subjects can rapidly 
extract from an image. We again presented both EEG evidence and behavioral 
measures to study a potential role of scene statistics in the capability of human 
subjects to judge the global property of scene naturalness, and also integrated these 
two sources of data in a single-trial decoding analysis of behavior from EEG data. 
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Third, when testing models of information against the brain and behavior, it is 
important to compare results to other models in order to establish a baseline 
measure and to test how different elements of the model contribute to its explanatory 
power. Thus in Chapters 2, 3 and 4 we compared our results with other statistical 
measures in the same scenes such as spatial frequency and luminance distributions, 
by for example computing unique explained variance values for each type of scene 
statistic or comparing representational spaces based on different scene statistics. 

Finally, in the second part of the thesis, we shifted our focus away from 
establishing the contribution of scene statistics to perceptual similarity and gist 
perception towards the interaction of this information with task requirements. The 
motivation for this was that information encoding in the brain is not a purely bottom-
up process: it interacts with top-down factors that originate in higher-level parts of the 
brain. In Chapter 5, we thus again used EEG to examine how neural sensitivity to 
scene statistics was affected by the requirement to categorize the scenes on global 
information. In Chapter 6, rather than focusing on the global category or overall 
similarity of the scenes, we considered a fundamental task that we employ on a daily 
basis: recognition of objects in scenes. In particular, we were interested in how the 
global scene representation driven by the scene statistics would affect the ease with 
which the objects could be categorized. 

Below, I discuss the results from each chapter in more detail, after which I go 
into the broader context of the research and questions raised by our findings. 
 
Part 1: Understanding the information contained in scene statistics 
 
Perceptual similarity between images is captured by scene statistics 
In the first study, we examined more carefully what type of information the scene 
statistics carry and whether their previously observed effects on evoked activity 
indeed reflected a role for scene statistics in visual perception. To this end, in 
Chapter 2 we performed an EEG experiment with naturalistic images. As explained 
above, the appearance of the images was manipulated such that they formed 
different categories. Using dissimilarity analysis, we showed that the organization of 
the categories in the Weibull parameter space (Figure 2.4A) predicted categorical 
ordering in both neural activity and in behavioral perception. 
 In this chapter, we also directly compared our results to two other types of 
scene statistics that contained related information to the Weibull statistics and, 
importantly, that had been proposed before to play a role in human visual perception 
(McCotter et al., 2005; Oliva and Torralba, 2006; Kaping et al., 2007) or in neural 
coding (Brady and Field, 2000; Tadmor and Tolhurst, 2000). We found that that the 
Weibull statistics explained more variance in neural responses than other scene 
statistics, and importantly, best predicted the errors that subjects made during 
categorization. This prediction was not perfect, suggesting that scene statistics do 
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not explain the perceived similarity entirely. Nevertheless, the results suggested that 
scene statistics in fact may have functional role in visual scene perception. 

However, the deadleaves images were quite unusual stimuli in the sense that 
even though their low-level properties are similar to natural scenes (Hsaio and 
Millane, 2005), they do not really look like scenes. One could thus argue that low-
level information is all subjects could 'work with', and that our behavioral effects might 
not generalize to more meaningful stimuli. In Chapter 3, we thus improved the 
ecological validity by using textures, i.e. photographs of real-world materials such as 
wool, bread and sand. Since our previous study had shown that the overlap of 
stimulus categories in scene statistics space was predictive of neural and perceived 
similarity, we here manipulated the statistics of the textures by selecting stimulus 
categories based on their variance in this space (now using the approximations CE 
and SC of the fitted Weibull parameters for the first time). Again we observed that the 
categorical ordering predicted by the Weibull space very nicely mapped onto evoked 
activity and behavioral categorization, also for these more natural images.  
 In Chapter 3, we also first started to consider not only the overall dissimilarity 
as predicted by the two scene parameters combined, but also potential differences in 
the influence of CE and SC on the time course of the evoked response. As in the 
subsequent chapters, we found that CE mainly affected evoked activity early in 
processing (100-150 ms). SC, on the other hand, also reliably affected evoked 
activity at later time points, and its effects even extended more 'post-perceptual 
stages' of visual processing (Luck et al., 2000) such as perceptual decision-making 
(Philiastides and Sajda, 2006). This again led us to believe that the information 
captured by scene statistics - in particular by SC - could play a functional role in the 
formation of neural representations. 
 
Do scene statistics contribute to rapid gist perception? 
In Chapter 4, we finally turned to real-world scenes in order to examine whether the 
scene statistics that we now had studied in more detail were involved in rapid scene 
perception. This time, we chose not to use distinct categories or to select certain 
scenes beforehand, but to examine for a large set of natural scenes how the 
categorical distinction between man-made and natural environments was related to 
differences in CE and SC. Previous behavioral studies (Joubert et al., 2007; Greene 
and Oliva, 2009a; Loschky and Larson, 2010; Kadar and Ben-Shahar, 2012) had 
indicated that naturalness is a global scene property that the brain potentially picks 
up very early in visual processing, and it was also suggested that statistical 
regularities might aid in this computation (Oliva and Torralba, 2001; Torralba and 
Oliva, 2003). Given the early effects of CE and SC on evoked neural activity, it 
seemed plausible that they would contribute to this man-made/natural distinction.  
 Our behavioral results indicated that CE and SC were indeed correlated with 
naturalness, and importantly, that scenes with intermediate SC vales were more 
often difficult to categorize as either man-made or natural. In the evoked activity, we 
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again observed a similar pattern as in Chapter 3: early effects for CE and later effects 
for SC. Interestingly, whereas the early CE effects were very transient, basically 
disappearing beyond 150 ms, the late SC effects were more sustained, lasting up to 
300 ms. The behavioral and neural results came together in the single-trial decoding 
analysis (see Figure 4.6), in which we tested how well the behavioral naturalness 
rating for each scene could be predicted based on the ERP data. Our results showed 
that scenes with higher SC values lead to relatively stronger neural evidence for the 
behavioral response that the scene was natural.  

Does this mean that SC is 'the neural correlate of naturalness'? As explained 
in Chapter 4, we do not propose this to be the case. Rather, we think that the man-
made/natural distinction covaries with SC because SC is informative about the 
degree of organization in scenes. Natural scenes tend to be less organized because 
there are no humans that bring order into the scene by organizing it into roads, 
buildings, living rooms etc. The SC axis of our scene statistics space (see Figure 
4.1B) describes a gradient from more chaotic to more organized scenes, which thus 
also contains information about natural vs. man-made environments. However, 
careful inspection of the behavioral correlations of CE/SC with naturalness rating 
(Figure 4.2C) shows that there are in fact natural scenes that are reliably rated as 
natural but yet have low SC values. It turns out that these are mostly scenes of 
beaches or empty meadows with clear skies behind them: i.e., natural scenes with a 
low degree of fragmentation because they simply contain very little 'stuff'. Thus, the 
semantic naturalness distinction does not map onto the scene statistics one on one. 
This suggests that further processing, beyond the mere extraction of scene statistics, 
is still required for this distinction, and likely so for other global categories.  

It is therefore important to note that we do not claim that our scene statistics 
are a 'complete' model of early visual processing that can explain global perception in 
its entirety. Rather, we think that CE and SC quantify potential sources of information 
in scenes that the brain may use in order to construct these categorical 
representations, such as scene fragmentation.  

 
Part 2: Top down factors and task requirements 
 
An interesting question that arose based on our findings in Part 1 is why the degree 
of fragmentation in a scene is relevant to compute in early visual processing. A 
potential explanation for this is put forward in the remaining chapters, in which we 
related our effects to existing theoretical frameworks that suggest that visual 
processing occurs in a coarse-to-fine manner (Lamme and Roelfsema, 2000; 
Hochstein and Ahissar, 2002; Rousselet et al., 2004). According to such theories, 
visual processing starts with a phase in which information is automatically and rapidly 
extracted in parallel, leading to an initial representation that lacks visual detail and is 
thus global in nature. After this, a phase of more detailed, scrutinized analysis 
follows, which can be modulated by top-down factors such as attention or task 
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requirements. Based on Chapters 5-6, we argue that scene statistics may be 
involved in the formation of this initial global percept (Chapter 5) and that they may 
even affect the degree to which subsequent scene analysis is required (Chapter 6).  
 
Automaticity and task-dependency of neural sensitivity to scene statistics 
We hypothesized that if CE and SC indeed contribute to the automatic formation of 
an initial global percept, neural sensitivity to this information should not be affected 
by top-down manipulations to the scenes. Moreover, we wondered whether the late 
sensitivity to SC was also part of an automatic processing phase, or whether this 
effect could be related to more voluntary processing of information. In Chapter 5, we 
put this hypothesis to the test by manipulating task requirement while subjects 
viewed the scenes. We again showed participants man-made and natural scenes (a 
smaller selection from the stimuli using in Chapter 4, but with similar distribution of 
CE and SC values) but at the same time we also presented focal letter or peripheral 
outline stimuli. In different task blocks subjects either categorized the scenes or the 
distracter stimuli. The scene-evoked ERPs painted a clear picture: early visual 
sensitivity to CE and SC was completely unaffected by the task. Similarly, the man-
made/natural distinction in grand-average ERP amplitude was not affected either, 
and its significance strictly seemed to follow the time course of CE and SC.  
 By contrast, the later effects did depend on the task manipulations, and the 
results seemed to suggest that neural sensitivity to SC was only enhanced when 
subjects were actively categorizing the scenes. At least, Experiment 2 of Chapter 5 
showed that the disappearance of the late SC effect was not due to suppression of 
peripheral stimulation. Interestingly, there was also a clear difference in the 
topography of neural sensitivity across the EEG recording sites between the early 
and late effects, in the sense that late task-dependent ERP modulations by SC were 
much more widespread across the scalp compared to the early, automatic effects. It 
thus seems that during the initial, parallel processing phase, computation of scene 
statistics occurs in an obligatory fashion, but that this information can be flexibly 
'broadcasted' across the visual system if scenes are attended, possibly because the 
information aids categorization of the scene on a global property.  
 
Effects of scene statistics on object recognition 
Although humans can apparently efficiently categorize global scene properties such 
as naturalness, we do not perform such a task on a daily basis (at least not 
consciously). If scene statistics indeed contribute to the formation of the first, global 
impression of scenes, could they be predictive about the quality of this 
representation, and its use for everyday visual tasks such as object recognition? 
Given that CE and SC inform about the strength and coherence of edges in a scene 
(Chapter 2-3) and are possibly involved in the formation of the initial coarse percept 
of a scene (Chapter 4-5), we hypothesized that the ease of object recognition in 
scenes would be modulated by these global scene statistics.  
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 Therefore, in Chapter 6, we used the CE and SC values as selection criteria 
to manipulate the coherence of the initial global scene representation. As can already 
be guessed from the example pictures provided in Figure 6.1B, object recognition is 
more difficult for scenes with low coherence and high energy (i.e., high CE/SC 
values). Moreover, our combined fMRI and EEG results provide evidence for the 
presence of coarse-to-fine processing in the brain by showing that for these scenes 
only, early visual areas were selectively engaged by means of a feedback signal. 
Thus, when the initial global scene impression signals the presence of a high CE/SC 
scene, meaning that it contains chaos and clutter, the visual system has to perform 
more effortful detailed analysis of the scene (to find the object and segment it from 
the background), which involves recruitment of information from early visual areas. 
 
The broader picture 
 
Visual perception: from local to global to local 
Interestingly, object recognition in natural scenes constitutes a classic problem in 
computer vision, in which decades of research have been spent on the development 
of algorithms that could detect an object by tracing its outline and then segmenting it 
from the background. Despite these efforts, such algorithms never matched human 
performance in general object recognition tasks. However, when computer vision 
scientists started to consider models that did not necessarily attempt to segment the 
object, but rather encode its context statistically, a significant jump in object 
classification performance was made (e.g., Uijlings et al., 2013). In the successful 
Bag-of-Words approach (BoW; Fei-Fei et al., 2007a; Jégou et al., 2011), scenes are 
summarized in histograms of local feature elements, which are then statistically 
characterized and used for classification. This model thus exploits relations between 
object features and background elements, using their global covariance as a way to 
classify scenes (as such, it can become possible that a BoW model that detects 
boats is in fact classifying whether there is a hole in the water).  
 Similarly, CE and SC effectively summarize local contrast responses as if 
they would be listed in a histogram, and thus characterize similarity between scenes 
based on globally integrated local information. Our results show that statistical 
information derived from this local contrast integration can contribute to a global 
percept of scene fragmentation, and thereby signal the probability that a coherent 
object is present in the scene, which can subsequently guide further analysis of the 
local elements. In particular SC might be relevant in this respect because it seems 
most predictive of the 'objectness' of the images.  
 Unfortunately, in Chapter 6 we did not manipulate CE and SC separately, so 
we cannot claim that it is only SC that drives the feedback representation. In fact, we 
suspect that the low CE values may have hindered feed-forward object recognition 
for low CE/SC scenes, because even though these scenes were highly coherent (or 
mostly empty, similar to the beaches in Chapter 4), subjects had more difficulty 
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categorizing these scenes. If we take into account the entire image space in Figure 
4.1B, feedback would probably be least required for scenes in the top left of the 
space, which have high energy and high coherence; most feedback would be 
required for the scenes in the bottom right, with low energy and low coherence.  

However, those types of scenes rarely occur in the real world; as can be seen 
in all the figures of the scene statistics space provided in this thesis, CE and SC are 
correlated such that scenes with high SC values tend to have higher CE values. 
Those scenes that do have high CE and SC values always contain a clear object that 
almost jumps out of the background (Figure 4.1B); it would be hard to not detect such 
an object in a recognition task. Extreme examples of such scenes might be cut-outs 
of stimuli that are often used in object categorization experiments. Conversely, 
scenes with low CE and SC values are homogenous and textured: scenes with 
extreme values probably look rather 'cloud-like', like the transparent dead leaves 
categories in Chapter 2. Perhaps, interpretation of such stimuli is more easily 
modified by feedback-mediated top-down influences, for example when one is trying 
to 'see a face in the clouds'. 
 
What we can learn from natural scenes 
I believe that there are two main strengths to the approach taken in this thesis. First 
of all, we used stimuli that came from (or were models of) our real visual 
environment. Most knowledge of the visual system comes from studies that used 
simplified, artificial stimuli, such as abstract shapes, or cutouts of objects on uniform 
backgrounds. However, in daily life, the visual system is not confronted with isolated 
objects, but with a world that exists as scenes: rich, information-dense stimuli, often 
consisting of a background and multiple objects. Furthermore, findings obtained with 
simple stimuli do not necessarily generalize to real-world perception (Felsen et al., 
2005). Ultimately, we would like to understand how the brain encodes real-world 
stimuli, rather than idealized stimuli. This thesis directly contributes to this endeavor.  

Second, I believe the current work is first to use a parametric, quantitative 
neuroimaging (i.e., EEG, fMRI) approach to study the contribution of scene statistics 
in visual processing. We operationalized global scene information with just two 
parameters, but supported this reduction with a biologically plausible model, and we 
developed analysis methods (single-trial regression, dissimilarity analysis on EEG) to 
relate this information to neural processing. This contrasts with previous work in 
which mostly Fourier information was used to either measure or manipulate global 
information in scenes. Although the visual system is arguably sensitive to spatial 
frequency, the global Fourier transformation is a mathematical procedure that cannot 
be implemented in the brain as such. As was hinted at in the previous paragraph, 
realistic models of visual processing need to specify how the local information from 
receptive fields is integrated into a global presentation (that then potentially feeds 
back onto local information). Another difference with these previous approaches is 
that we did not characterize global information by putting semantic labels on certain 
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global dimensions based on conscious perceptual judgement (e.g., openness, 
naturalness as in Greene and Oliva, 2009b). Instead, we attempted to 'let the brain 
speak', by examining how clustering of neural signals was related to statistical 
properties of scenes, and how this in turn affected behavior. 

Of course, counterarguments can be made against both these contributions. 
First, it has been argued that using natural stimuli in visual research is actually not a 
good idea at all. In 2005, two contrasting perspective articles on this topic were 
published in Nature Neuroscience, which represent the two extremes of this debate. 
Opponents of using natural stimuli argue that the lack of control in such stimuli 
undermines the conclusions that can be drawn from the data: because there are too 
many inter-correlated sources of information in the scenes, the appropriate stimulus-
response relation cannot be established (Rust and Movshon, 2005; "In praise of 
artifice"). Proponents of natural stimuli however argue that it provides more 
ecologically valid approach and that we need to stimulate the brain with this 
information because scenes contain complex regularities (Felsen and Dan, 2005, "A 
natural approach to studying vision"). The research presented in this thesis is clearly 
in the second camp. There are indeed often correlations between properties of 
scenes, but we think that the brain may have adapted to these properties. Precisely 
because "the function of the system is intimately related to the properties of the visual 
stimuli commonly found in the natural environment" (Felsen and Dan, 2005, page 
1643), using natural scene stimuli can reveal unique response properties that are not 
present for artificial stimuli. Moreover, experiments with natural scenes require less a 
priori assumptions about which stimulus parameters are relevant. Moreover, explicit 
quantitative modeling of information in the scenes, as we did in this thesis, can help 
in elucidating which scene properties are important for perception and how they are 
interrelated. 
 Second, although our neural information mapping approach revealed 
substantial sensitivity of evoked activity to image statistics, this does not prove that 
the brain actually uses this information. Our scene statistics clearly covary with 
interesting properties of natural scenes, but exactly because of this covariance it is 
difficult to isolate their influence (see above). I believe that if such covariances exist, 
the brain likely exploits them to optimize processing, rather than regarding low-level 
regularities as noise. After all, visual processing starts out with encoding of low-level 
information (such as contrast), from which the brain actively constructs a high-level 
representation (i.e, there is no representation of 'animal' on the retina). The research 
in this thesis suggests that statistical summaries such as CE and SC might have a 
part to play in this constructive process. But to show that the brain really computes 
this information, we (ironically) may need to complement the research with natural 
scenes with experiments that use more controlled stimuli after all.  

For example, in a recent separate study we found that dead leaves images 
that were manipulated to have a certain range of SC values gives rise to parametric 
modulations of activity in retinotopic areas in posterior LOC, the brain area 
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associated with object recognition (Scholte et al., 2013). This does not immediately 
suggest that LOC thus responds to SC and not to objects. However, information 
encoded in these areas could be a first step towards an object representation (and 
perhaps signal whether more detailed information is necessary for this 
representation, see Chapter 6). Generally, these results encourage us to change our 
conception of these high-level areas from Platonic 'object detectors' towards 'neural 
pattern recognizers'. At least, they challenge us to think about how the low-level 
information needs to be transformed into high-level representations. 
 
Outstanding questions 
 
The dynamics of visual processing following the global percept 
Over the course of Chapter 2-4, we discovered the importance of the SC parameter. 
Whereas CE gave rise to a transient effect (which is consistent with neural reports of 
contrast sensitivity in artificial stimuli), this information may not be as interesting from 
a neural coding perspective, other than that it can perhaps predict how easily or 
rapidly a stimulus is processed. For SC, however, we found sustained effects 
(Chapter 3-4), which (at least partly) appear to be task-dependent (Chapter 5). 
Moreover, the temporal profile of the regression weights seems to suggest an 
oscillatory component in this sensitivity (see Figure 4.3B). It would be very interesting 
to study the neural mechanisms underlying this sensitivity by looking at oscillatory 
dynamics using time-frequency analysis. This might also help us understand better 
how this information might lead to modulations of the induced feedback activity 
(which could be reflected in specific frequency bands) reported in Chapter 6.  

Another interesting question for future research is whether the SC of the 
scene predicts the effects of causal interference in visual processing. We could use 
TMS to test whether scenes with higher SC values indeed give rise to more feedback 
activity, as predicted by our results from Chapter 6. As in Koivisto et al., (2011), we 
could selectively disturb visual processing in early visual areas at either early (feed-
forward) or late (feedback) time windows. In addition, we can select the scenes such 
that their SC values are parametrically increasing. If feedback is indeed selectively 
employed based on the SC value of the scene, there should be no interference of 
visual object recognition performance due to TMS in late time windows for scenes 
with low SC values, and strong interference for scenes with high SC values. 
 
Development and flexibility of neural sensitivity to scene statistics 
Another interesting question concerns the flexibility of the observed neural sensitivity. 
We already showed that it can differ depending on task demands (Chapter 5), but 
how malleable is this sensitivity? Is it shaped by evolutionary factors or might it be 
related to our visual experience, and if so on what timescale? One experiment that 
might address this is inspired by the popular television show in the Netherlands 
called Farmer Seeks Wife. In our experiment, it would be scientists seeking farmers, 
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in order to examine whether farmers - who have been exposed to different scene 
environments compared to people living in urban environments - might have different 
sensitivity to variance in scene statistics. Another possibility to study the development 
of sensitivity to scene statistics would be to have subjects grow up in a sensory 
deprived experiment. This would be ethically dubious for humans, but it might be 
possible in animal studies. To what extent sensitivity to scene statistics is present in 
other species is a very interesting question in and of itself. However, a way to 
influence sensitivity to scene statistics in humans could be to use visual adaptation 
techniques (e.g, as in Kaping et al., 2007, who used Fourier spectra manipulations to 
bias perception to certain statistical ranges) and examine how prolonged exposure to 
stimuli with certain scene statistics affect neural responses and sensitivity to scenes 
with different statistics.  
 
Local vs. global statistics 
Finally, because the main focus of this thesis is on the relation between scene 
statistics and global similarity or global scene category, we always computed CE and 
SC based on local contrast across the entire scene. However, this information can 
also be extracted for local patches within the scenes. This type of local scene 
statistics could for example be relevant for (object) saliency detection and the 
prediction of eye movements (Yanulevskaya et al., 2011). Moreover, as we 
suggested in Chapter 3, the statistics of texture, as described by the CE and SC 
values, might help the visual system detect local physical invariances that could 
potentially serve as reliable building blocks in the construction of the global percept. 
This does not necessarily have to occur in a single transformation step: the pooling of 
local structure by means of summary statistics could occur repeatedly across the 
different stages of the visual hierarchy in order to create a stable and coherent 
representation of the relevant information (DiCarlo and Cox, 2007; Freeman and 
Ziemba, 2011). Thus, local patch-based statistics as computational units within 
hierarchical models are an interesting direction to explore in future research.  
 
Conclusion 
In this thesis, I report that the human visual system exhibits strong sensitivity to 
scene statistics derived from local contrast. I explored how these statistics shape 
neural representations, investigated the temporal dynamics of this neural sensitivity, 
and examined how it affects the visual processing of object information. I 
demonstrated a potential role for scene statistics in perceived similarity of naturalistic 
textures, scene gist perception and dynamics of object recognition. Overall, the 
results suggest that visual cortex might compute scene statistics in order to estimate 
the degree of coherence, i.e. the amount of organized structure vs. chaos that is 
present in the visual input, and use this information in the process of rapid scene 
categorization, or to dynamically adjust its processing depending on the task at hand. 
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Nederlandse samenvatting 
  
Vanaf het moment dat we onze ogen openen, begint ons brein met het verwerken 
van visuele informatie. De ooglens projecteert licht uit onze omgeving op het netvlies 
achter in het oog, dat het licht omzet in een neuraal signaal. Het brein vertaalt dit 
neurale signaal vervolgens bliksemsnel in een mentaal beeld: een neurale 
representatie van de buitenwereld. Maar hoe werkt dit proces eigenlijk?  

Deze vraag vormt de kern van de visuele neurowetenschappen, een 
wetenschappelijke discipline die door middel van experimenten met mensen en 
dieren inzicht probeert te krijgen in de wonderbaarlijke vertaling van licht in neurale 
activiteit. Zo weten we nu welke delen van de hersenen betrokken zijn bij visuele 
perceptie. Er zijn hersengebieden die op simpele beeldelementen reageren zoals 
lijnen en kleuren, terwijl andere delen juist actief worden als bepaalde objecten 
zichtbaar zijn, zoals gezichten (zie Figuur 1.1A in de Inleiding van dit proefschrift).  
Samen zorgen deze hersengebieden er op een of andere manier voor dat alle 
informatie samenkomt tot een compleet mentaal beeld van onze omgeving. 

Om dit psycho-biologische proces goed te begrijpen, is echter belangrijk om 
niet alleen te onderzoeken waar in het brein activiteit plaatsvindt, maar ook hoe dit 
gebeurt. Welke taal, welke 'neurale code' gebruikt het brein om visuele informatie te 
representeren? Wat voor berekeningen voert het uit om de informatie te integreren 
tot een samenhangend, coherent beeld? Dit proefschrift gaat over een specifiek type 
visuele informatie, scene statistics, ofwel fysieke wetmatigheden in onze omgeving. 
De hoofdvraag is of deze informatie betrokken is bij het vormgeven van neurale 
representaties. De onderzochte stelling is dat het brein deze wetmatigheden oppikt 
en gebruikt om visuele informatie op een efficiënte manier te verwerken, zodat het 
snel een beslissing kan maken over de inhoud van een beeld. 

 
De uitdaging: het verklaren van supersnelle waarneming  
Al in de jaren zeventig kwamen onderzoekers erachter dat visuele perceptie in het 
brein enorm snel gaat. Mary Potter (1975) voerde experimenten uit om te bepalen 
hoeveel tijd we nodig hebben om visuele informatie te verwerken. Zij liet op een 
projector - er waren toen nog geen computers - een aantal foto's zien die elkaar heel 
snel opvolgden. De taak van de proefpersonen was om een van tevoren opgegeven 
beeld te zoeken in de reeks. Soms werd het beeld in kwestie eerst aan hen getoond, 
maar soms kregen ze alleen een verbale instructie, bijvoorbeeld "zoek twee mannen 
die bier drinken". Uit de resultaten van het experiment bleek dat zelfs wanneer de 
foto's maar in een flits te zien waren, men de beelden nog makkelijk kon vinden - ook 
als de instructie alleen verbaal, en dus meer abstract was. Hieruit kunnen we 
concluderen er maar een klein beetje tijd nodig is om de betekenis van de visuele 
beelden te bepalen. Nu kunnen we dit experiment zo nadoen op onze eigen telefoon: 
zelfs als je supersnel door je foto-albums heenklikt, herken je direct de inhoud ervan, 
zoals de locatie en welke mensen en objecten erop staan. 
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 Is dat nu echt zo bijzonder, vraagt u zich nu misschien af: het zou toch heel 
onhandig zijn als onze perceptuele processen enorm langzaam zouden gaan? Tot op 
de dag van vandaag zijn we er echter nog niet geslaagd dit proces - de supersnelle 
waarneming van beelden - na te bootsen in een computer. Zelfs de meest 
geavanceerde programma's en algoritmes kunnen niet zo snel beelden analyseren 
als het menselijk brein. In de jaren negentig raakte men geïnteresseerd in de vraag 
hoe het brein dit nou precies klaarspeelt. Het onderzoek richtte zich nu niet alleen op 
hoeveel tijd nodig is om beelden te herkennen, maar ook op de verwerkingstijd van 
de hersenen, door hun activiteit te meten met een electro-encefalogram (EEG), een 
techniek die ook in dit proefschrift is toegepast. Hieruit bleek dat hersensignalen 
opgewekt door visuele beelden binnen enkele tienden van een seconde al anders 
gaan verlopen voor beelden met een andere inhoud: een teken dat het brein dan al 
een onderscheid maakt tussen de beelden. Vervolgens werd duidelijk dat het brein 
dit ook doet als er meerdere plaatjes tegelijk worden getoond, en zelfs ook nog als de 
proefpersonen tegelijkertijd een andere taak uitvoerden. De analyse van beelden 
verloopt dus snel en efficiënt: er is maar één blik op een plaatje, plus een korte stoot 
hersenactiviteit, nodig om de beelden correct te herkennen. 

Wat het geheel nog mysterieuzer maakt, is dat het brein hier vooral heel goed 
in is als het beelden moet herkennen die afkomstig zijn uit de 'echte wereld', oftewel 
gewone, alledaagse foto's. Bij letters, gekleurde schijven, of andere abstracties zoals 
tekeningen wordt de verwerking juist langzamer! Dit strookt niet met onze intuïtie dat 
dergelijke plaatjes simpeler en daarom juist makkelijker te herkennen zijn. De 
verklaring die wetenschappers hiervoor bieden is dat de verwerking van informatie uit 
de echte wereld in het brein geoptimaliseerd is gedurende de evolutie. Deze speciale 
ontwikkeling zou bijvoorbeeld kunnen inhouden dat het brein optimaal gebruik maakt 
van bepaalde cues, oftewel aanwijzingen, die alleen in de echte visuele wereld te 
vinden zijn. Maar wat zijn die aanwijzingen dan precies, en hoe helpen ze ons brein 
om de inhoud van een beeld snel te analyseren?  
 
Is het brein gevoelig voor fysieke wetmatigheden? 
Uit eerder onderzoek, nu met een techniek genaamd functional magnetic resonance 
imaging (fMRI), is al gebleken dat er hersengebieden zijn die selectief actief worden 
als een alledaags beeld, oftewel een scène, getoond wordt in plaats van een abstract 
object. Deze gebieden zijn vooral gevoelig voor het feit dat scènes een ruimtelijke 
structuur hebben. Bovendien lijken ze ook onderscheid te maken tussen 
verschillende omgevingen, zoals een bos versus een strand: iets dat ook weer te 
maken lijkt te hebben met ruimtelijke verschillen tussen dit soort omgevingen, 
bijvoorbeeld dat een bos vooral uit verticale contouren bestaat terwijl stranden 
horizontaal uitstrekken. Vervolgens hebben heel precieze experimenten aangetoond 
dat het brein deze ruimtelijke informatie nóg sneller dan de categorie (bos of strand) 
of de inhoud (mannen die bier drinken) kan onderscheiden. Omdat ze voorafgaan 
aan de herkenning zelf, zouden dergelijke ruimtelijke eigenschappen van alledaagse 

Scene statistics

174



 

foto's wellicht kunnen helpen om ze snel te verwerken. Maar hoe 'weet' het brein nou 
dat het naar een bepaald soort ruimtelijke omgeving kijkt?  

Hier komen de fysieke wetmatigheden om de hoek kijken die zojuist al 
genoemd werden. Gemiddeld is het namelijk zo dat afbeeldingen van bossen 
fundamenteel andere statistische eigenschappen hebben dan die van stranden: in 
bossen zijn veel meer kleine, zwakke lijnelementen aanwezig, terwijl een strand 
bestaat uit grote vlakken met een grove lijn die de vlakken doorkruist (en een 
stadsscène juist weer uit meerdere vlakken, objecten en lijnen met sterke contouren). 
Dit is een wetmatigheid omdat een bos per definitie bestaat uit een verzameling van 
bomen met blaadjes en een strand of stad niet. Als het brein op een of andere 
manier op de hoogte is van deze statistische regeltjes, dan kan het die informatie 
gebruiken - als een soort trucje - om snel een inschatting te maken van het soort 
visuele input waar het mee te maken heeft.  

Verrassend genoeg is er erg weinig onderzoek gedaan naar de vraag in 
hoeverre het brein inderdaad gevoelig is voor fysieke wetmatigheden. Een 
belangrijke reden hiervoor is dat de analyse van statistische eigenschappen van 
visuele beelden voornamelijk plaats heeft gevonden in een ander vakgebied dan de 
visuele neurowetenschappen, namelijk in computer vision, een tak van de 
informatica. Om deze vraag te kunnen beantwoorden is dus een interdisciplinaire 
aanpak nodig: een aanpak die een brug kan slaan tussen verschillende vakgebieden.  

 
Uitgevoerde experimenten en belangrijkste bevindingen 
De centrale onderzoeksvraag van dit proefschrift is hier dan ook benaderd vanuit 
meerdere vakgebieden (zie Figuur 1.1B in de Inleiding). Psychologische 
experimenten zijn gecombineerd met EEG en fMRI om de hersenactiviteit die 
optreedt tijdens visuele perceptie te meten. Deze zijn vervolgens gecombineerd met 
uit de informatica afkomstige modellen om statistische informatie die de fysieke 
wetmatigheden beschrijft in scènes te kwantificeren. Om deze psychologische, 
neurologische en computationele metingen voor het eerst direct aan elkaar te 
relateren, zijn in dit proefschrift zowel nieuwe methodes ontwikkeld, als bestaande 
methodes toegepast op nieuwe vormen van data. Het overkoepelende doel was om 
te begrijpen of visuele fysieke wetmatigheden gereflecteerd worden in neurale 
activiteit en hoe ze bijdragen aan snelle waarneming van visuele scènes.  

Het proefschrift kan grofweg worden opgesplitst in twee delen. Het eerste 
deel (Hoofdstuk 2, 3 en 4), heeft een sterk methodologische focus: deze 
hoofdstukken zijn met name gericht op de vraag hoe we de statistische informatie in 
beelden kunnen relateren aan hersenactiviteit en perceptuele ervaringen. Hierbij 
gebruikten we niet meteen echte scènes, maar begonnen we met iets eenvoudigere 
plaatjes waarvan we de eigenschappen beter konden controleren. Zo gaat Hoofdstuk 
2 over een EEG experiment met abstracte plaatjes (die echter dezelfde statistische 
eigenschappen hadden als echte scènes) om te kijken in hoeverre verschillen in die 
statistische eigenschappen terug te zien waren in de hersenactiviteit en het gedrag 
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van proefpersonen die plaatjes moesten groeperen. In Hoofdstuk 3 gebruikten we 
een vergelijkbare experimentele opzet, maar nu lieten we de proefpersonen plaatjes 
van texturen zien – van dichtbij gefotografeerde materialen zoals zand of textiel – die 
ook weer verschilden in hun statistische eigenschappen.  

Uit beide hoofdstukken bleek dat de hersenen sterke gevoeligheid vertoonden 
voor statistische eigenschappen: de patronen van activiteit kwamen direct overeen 
met de statistische verschillen tussen de plaatjes. Ook konden we op basis van die 
verschillen het categorisatiegedrag van de proefpersonen voorspellen: plaatjes met 
meer vergelijkbare statistiek werden als meer gelijkwaardig beschouwd. Een 
belangrijk resultaat uit deze experimenten was bovendien dat niet alle statistische 
eigenschappen de hersen- en gedragsdata even goed konden voorspellen. Bepaalde 
statistieken die theoretisch gezien wel een onderscheid tussen plaatjes kunnen 
maken, werden in feite nauwelijks door het brein opgepikt. Hiermee wordt dus 
duidelijker welke berekeningen het brein daadwerkelijk wel en niet kan uitvoeren. 

Op basis van deze veelbelovende resultaten verlegden we in Hoofdstuk 4 de 
aandacht naar de hoofdvraag: de snelle verwerking van alledaagse scènes. We 
lieten proefpersonen 1600 (!) verschillende foto's zien, waarbij we steeds vroegen of 
ze per plaatje snel konden beslissen of het een natuurlijke of door mensen gemaakte 
omgeving betrof. Weer liet de hersendata zien dat het brein een sterke gevoeligheid 
vertoonde voor bepaalde statistische eigenschappen van de plaatjes. Het bleek dat 
deze statistiek vooral informatie bevatte over de mate van coherentie in de scene: of 
deze heel chaotisch en ongestructureerd was of juist bestond uit een sterk 
georganiseerde omgeving. Dit bleek ook voorspellend voor het uiteindelijke 
categorisatiegedrag van de proefpersonen: omdat door mensen gemaakte 
omgevingen meer gestructureerd zijn dan omgevingen waar de natuur zijn gang kan 
gaan, is dergelijke informatie nuttig voor het bepalen van het soort omgeving waar 
we ons in bevinden. Bovendien konden we een directe link leggen tussen deze 
eigenschappen, de sterkte van de hersenactiviteit en de uiteindelijke keuze van de 
proefpersonen. Voor plaatjes waarvan de statistische structuur zeer duidelijk op een 
chaotische of juist gestructureerde omgeving wees, was een sterker hersensignaal 
aanwezig dan voor plaatjes met minder duidelijke statistische eigenschappen; we 
konden aantonen dat de plaatjes om die reden makkelijker te categoriseren waren. 
 In het tweede deel van dit proefschrift werd plaatsgemaakt voor een wat 
bredere focus, waarbij we de hersenactiviteit niet alleen probeerden te begrijpen 
vanuit de fysieke wetmatigheden (het bottom-up perspectief) maar ook vanuit de taak 
context en doelstelling van de waarnemer (top-down perspectief). Met name 
Hoofdstuk 5 draaide om de vraag in hoeverre de verwerking van de statistische 
eigenschappen van plaatjes automatisch was. Hoeveel van deze verwerking vindt 
plaats als het brein helemaal geen beslissing moet maken over de beelden, maar 
bezig is met een andere taak? Uit de resultaten bleek dat het eerste deel van de 
verwerking altijd aanwezig was, zelfs als dit niet nodig was om de categorisatie taak 
te volbrengen. Een tweede deel van de activiteit was echter wel taakafhankelijk. Dit 
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experiment liet zien dat de gevoeligheid voor statistische eigenschappen selectief 
verhoogd kan worden als het relevant is voor de huidige doelstelling. 
 Tenslotte bekeken we in Hoofdstuk 6 in hoeverre de statistische structuur van 
scènes van invloed is op de efficiëntie waarmee het brein objecten in die scènes  kan 
vinden. Dit is een taak die we regelmatig uitvoeren in ons dagelijks leven - denk 
bijvoorbeeld aan het terugvinden van een geparkeerde fiets voor de deur van de 
universiteit – die zoals eerder gezegd al vanaf de jaren 70 onderzocht wordt. Deze 
keer gebruikten we zowel fMRI als EEG om te laten zien dat de visuele processen 
die betrokken zijn bij het detecteren van objecten anders verlopen afhankelijk van de 
structuur van de scène. Voor drukke, chaotische scènes is meer van de zogenaamde 
feedback activiteit nodig, die de informatie in de visuele hersengebieden als het ware 
vasthoudt, terwijl dit niet het geval lijkt te zijn voor de meer gestructureerde scènes. 
De extra activiteit is waarschijnlijk nodig om het object 'uit te lichten' ten opzichte van 
de drukke achtergrond, terwijl voor een gestructureerde scene het object als het ware 
automatisch naar de voorgrond komt. Dit experiment laat dus zien dat de statistiek 
niet alleen de neurale representaties van ruimtelijke informatie vormgeeft, maar ook 
nog eens de verwerking van andere, meer gedetailleerde visuele informatie over 
objecten beïnvloedt.  

 
Conclusie 
In dit proefschrift toon ik aan dat het menselijk brein een sterke gevoeligheid vertoont 
voor statistische eigenschappen van de alledaagse visuele wereld, die afgeleid zijn 
van fysieke wetmatigheden in die wereld. Door middel van een nieuwe 
interdisciplinaire aanpak heb ik onderzocht hoe die eigenschappen visuele 
verwerkingsprocessen beïnvloeden, dat wil zeggen neurale representaties 
vormgeven en perceptuele ervaringen voorspellen. Uit de resultaten blijkt dat de 
herkenning van texturen en scènes deels gestuurd wordt door hun statistische 
eigenschappen, en dat deze eigenschapen ook visuele processen betrokken bij het 
detecteren van objecten in scènes beïnvloeden. Samengenomen wijzen de 
resultaten erop dat de visuele cortex statistische informatie aan plaatjes onttrekt om 
de mate van coherentie in de wereld te kunnen bepalen, oftewel de aanwezigheid 
van georganiseerde versus chaotische structuur. Deze informatie draagt mogelijk bij 
aan snelle categorisatie en herkenning van de inhoud van een scène, en kan, 
afhankelijk van de doelstelling van de waarnemer, leiden tot aanpassingen van 
andere visuele processen.  
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mooie, leerzame en onvergetelijke tijd. Bedankt daarvoor! 
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Weibull en ik heb het als enorm prettig ervaren om met jullie samen te werken. Het 
mooiste aan mijn begeleiding was de combinatie van jullie verschillende karakters. 
Hoewel Steven altijd claimt dat jullie precies hetzelfde over alles denken, is het denk 
ik fair te zeggen dat jullie een heel andere 'stijl' hebben. Steven, het is een zegen om 
een begeleider te hebben die altijd voor je klaar staat. Als ik je kantoor binnenloop 
reageer je altijd verwelkomend (d.w.z., enthousiast "Iris!" uitroepend), ook al is het 
voor de 10e keer die dag met weer een nieuwe serie plotjes. Jouw gedachtegang is 
extreem snel en heeft een hoge dichtheid aan briljante ideeën voor nieuwe data 
analyses (terwijl je tegelijk nog 3 emails beantwoordt?!); na 5 jaar lukt het me nu je 
tempo bij te houden, wat er wellicht toe leidt dat ik nu wel eens tegen anderen zeg: 
"hij bedoelt...". Sennay, bij jou gaat het wat bedachtzamer, misschien omdat je je 
wiskundige kennis moet vertalen voor een psychobioloog, waar je gelukkig erg goed 
in bent: steeds weer legde je geduldig uit hoe de field selection werkte, totdat ik het 
eindelijk snapte. Jullie onaflatende steun en, ja, liefde voor ons project is heel erg 
belangrijk voor mij geweest. Wij gingen de wereld laten zien dat alles eigenlijk 
Weibull was! Hoewel dat misschien toch een ietwat overambitieus doel was hebben 
we toch heel wat geleerd de afgelopen jaren, en jullie hebben altijd heel duidelijk 
gemaakt dat jullie tevreden waren over mijn prestaties. Zonder jullie geloof in mij en 
ons project had ik het nooit aangedurfd om langs allerlei labs in de VS te gaan om 
onze resultaten te tonen. Dat jullie allebei net als ik erg kunnen genieten van een 
vrijdagmiddagbiertje (Sennay) of bourgondisch etentje (Steven) heeft alleen maar 
bijgedragen aan onze band, waarvan ik hoop dat die nog lang in stand zal blijven. 
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 Naast mijn directe begeleiders wil ik ook graag de afdeling Brein en Cognitie 
bedanken voor hun ondersteuning van mijn aio-traject: Annette, zeer betrokken bij de 
toekomst van de aio's op de afdeling; Hubert, always on the case, en Anna, gidslicht 
in het duistere oerwoud van proefpersoondeclaraties; Jeroen, voor het vrijmaken van 
budget voor netwerktripjes naar de VS; Manon, voor het rustig managen van 
onderwijstaken. Mijn project had ook absoluut niet kunnen bestaan zonder de 
mannen van de TOP. Met name zonder Jasper geen scriptjes waarmee ik de unieke 
codes voor enorme bergen plaatjes kon ontcijferen in mijn EEG data, en zonder 
Marcus geen functionerend EEG lab met 4 verschillende monitoren, laat staan een 
digitale poort die een unieke code per filmbeeld kan versturen. Zelfs wanneer het aan 
de praat krijgen van een experiment vereist dat je tot vrijdagavond laat in het lab 
moet zitten en voor de achtendertigste keer de computer opnieuw moeten opstarten: 
jullie doen het met grootse vanzelfsprekendheid. Geweldig bedankt! 

I would also like to thank my PhD-committee for taking the time and effort to 
evaluate this thesis. Arnold, Chris, Janneke, Pieter, Rainer, and Richard, thank you 
for agreeing to take part in the committee and for going through five chapters of 
Weibull, by means of which I hope to have sparked your interest in scene statistics. 
Chris, a special thanks to you for coming all the way from the US for 'just a 
ceremony'. I am very much looking forward to working with you in the near future.  

Dan de collega's. De geweldige momenten met de Lammetjes stapelden zich 
op in bizarre plaatsen zoals Florida, Brighton en Egmond, strekten zich zelfs uit naar 
Mexico, maar natuurlijk ook de Winston en de Paradiso. Wat begon met de 
legendarische 'Amsterdam party' op VSS 2010 werd al gauw een excuus voor vele 
etentjes, borreltjes en dansavondjes. Ik vond het geweldig om als onderdeel van een 
pack of four dames te starten met mijn aio-tijd: Julia, inspirerende doorbijter met een 
kledingsmaak (en vele andere talenten) om jaloers op te zijn; Anouk, onze extraverte, 
maar met name enorm lieve en attente d'Artagnan; en paranimf Annelinde, waarover 
straks meer. Wij werden toegevoegd aan een poel van Lammetjes-mannen die al wat 
langer meedraaiden: Johannes, een soort pater familias met onnavolgbare dansstijl; 
Martijn, zachtaardige dandy die altijd in is voor gezelligheid; Simon, slimme en 
betrokken stuiterbal; Ilja, mooie pakkendrager met een mening (en vermeende 
deskundigheid) over bijna alles; Andries, mede techno- en koffie fanaticus. Daarbij 
kwamen later roomie Yair en de inspirerende, want altijd opgewekte Tomas ("wat is 
wetenschap toch leuk hè jongens!") en er was natuurlijk de nog altijd trouwe roomie 
André. En welk feest (around de barkruk) is compleet zonder de legendarische Nelis 
Mengpanelis? Nu zowat iedereen doorschuift naar volgende banen in UK, VS en de 
VU voelt het daadwerkelijk als the end of an era. Ik ga jullie missen! 

Maar hier houdt de collega bespreking nog niet op, want er was ook nog een 
hele afdeling. Het is al vaker gezegd: de sfeer is goed op de UvA. Er zijn een boel 
andere aio's waar ik menig vrimibo en nog meer congressen (New Orleans! Seattle!) 
onveilig heb gemaakt: Roy W. Cox, Joram, Irene, Renée en de magnificent Sara J. 
(onderdeel van het geheim genootschap der PP girls). Daarnaast lopen er op de 
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afdeling ook nog eens een boel bewonderenswaardige wetenschappers rond. Tobi, 
thanks for helping me with my (failed) movie project and for letting me participate in 
your journal club which I very much enjoyed. Mike, thanks for teaching me about 
time-frequency analysis (none of which is in this thesis!) and being always available 
to answer data analysis questions. Heleen, Romke, Hilde en Lucia, als vrouwelijke 
(assistent-)professoren zijn jullie belangrijke rolmodellen voor mij, evenals seniors 
zoals Jaap en Ben en alle anderen die hebben bijgedragen aan de waardevolle BBM 
meetings. Tenslotte is het een bizar gevoel om, met het begin van mijn project nog 
vers in het geheugen, weer een hele nieuwe generatie aanstaande-doctors in zicht te 
hebben: Anne, Camile, Carly, Heleen, Jessika, JW, Leon, Lotte, Marlies en alle 
neuropsychologie-aio's; veel succes met het afronden van jullie proefschriften! 

Bij een deel van mijn onderzoeksprojecten heb ik studenten begeleid, die ik 
graag wil bedanken voor hun tijd en inzet: Hielke, Rianne, Io en Nelson, ik hoop van 
harte dat jullie ervan geleerd hebben. Naast al het onderzoek heb ik ook kans gezien 
onderwijs te verzorgen bij het bijzondere Instituut voor Interdisciplinaire Studies, waar 
mijn universitaire wortels liggen: Carien en Silke, het was leuk, uitdagend en 
leerzaam om samen met jullie het vak Neurophysiology vorm te geven. 

Hoewel een promotietraject al gauw een levensvervullend karakter krijgt, is er 
ook nog leven naast het onderzoek - alhoewel het hoge percentage promovendi 
onder mijn vrienden dat wellicht in twijfel trekt. Gelukkig speelt hun onderzoek zich 
dankzij onze gezamenlijk beta-gamma verleden af in heel andere vakgebieden. En 
gelukkig bestaat onze groep ook uit een boel niet-promovendi die mega-interessante 
dingen doen; en vindt iedereen een leven naast werk belangrijk! Het is een sociaal 
vangnet dat, behalve dat het nu al meer dan 10 jaar culmineert in een jaarlijks 
hoogtepunt in La Douce France, onmogelijk in subkringen, laat staan één activiteit te 
vatten is. Er zijn de GOT-marathons, de wat-doe-je avonden, de bosfeesten, de duo-
kerstdiners; er waren trips naar Berlijn en vele Koninginnedagen vol avonturen; er 
was een urbatron, Nature One, een suprisefeest, de Sezchuan, er was het oprichten 
en ten onder gaan van Nieuwe Leiders, veel wintersporten, voetbal kijken en 
barbecuen in het park, dictee avonden, en heel veel feestjes. Iedereen doet 
ongeveer overal aan mee (OK, behalve aan de seksistische, want girls only B.O.B.), 
en dat organische semi-vrijblijvende aspect is wat deze vriendengroep bijzonder 
maakt (denk ik). Dus, lieve Bertus, Daphne, Dennis, Evelyne, Joris, Jurjen, Joeri, 
Hannah, Irene, Katja, Kim, Lukas, Marianne, Marie, Mark, Remi, Sebas, Stannie en 
alle aanhang en gezellige anderen: dank voor jullie vrolijke aanwezigheid in mijn 
leven en het bieden van de broodnodige afleiding. In het bijzonder dank aan Zora en 
Joo Hee, ook onderdeel van deze club maar vooral mijn trouwe middelbare school 
vriendinnetjes die aan een half woord genoeg hebben: ik ben erg blij met onze 18 
jaar vriendschap. En aan Vriend Bob, voor de vele kook-, eet-, wijn-, en de weer 
daaropvolgende door-de-stad-rondboeken sessies (jij met fiets, wij lopend). 
Tenslotte, onze expat-dames, Jacobien, Loes en Karen: jullie zijn een belangrijk 
voorbeeld voor mij omdat jullie, zij het op afstand, erbij blijven horen. 
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Ik wil graag mijn paranimfen, beiden reeds doctor, in het bijzonder bedanken. 
Annelinde, wij herkenden in elkaar een vergelijkbare mix van ambiteuze aio en 
levensgenieter: ik bewonder je helderheid, discipline en je danstalent (vooral op bizar 
slechte nummers!). Ik ben enorm blij en heel dankbaar dat je helemaal uit Berkeley 
komt om naast mij te kunnen staan. Olympia, je bent mijn master-studiegenootje, 
office mate, roommate, skiing buddy, maar vooral my all time favorite American. 
From the moment I met you I liked you because of your outgoing personality, and the 
fact that you're a real hippie. I soon learned that you are a smart, hard working and 
warm and caring person who is extremely welcoming to everyone she meets en who 
goes a long way to help out her friends. I hope we will still be cooking turkeys 
together (well, me assisting you) when we're old ladies! 

Veel dank aan mijn ouders, Abeel en Simon, en hun partners, Frank en 
Carina, voor jullie onvoorwaardelijke steun de afgelopen jaren en jullie luisterende 
oren. Het is heel prettig te weten dat er in Waterland altijd een bord en bed 
klaarstaat, evenals liefdevol en geïnteresseerd gezelschap. Hetzelfde geldt voor 
Henny en Peter, aan de zuidkant van Amsterdam: ik voel me altijd erg welkom bij 
jullie en het was prettig om, samen met Joost en Dewi, soms aan de laptop te 
ontsnappen voor weekendjes Ulenpas en Ardennen. Veel liefs voor mijn dappere 
zusje Charlotte: ik bewonder je enorm om het avontuurlijke levenspad dat je aan het 
bewandelen bent, en het is heel erg lief dat je helemaal vanuit Afrika in wil komen 
vliegen om bij je zusje's "examenuitreiking" te zijn. Ook mijn oom Tjep en tante Su 
verdienen een speciale vermelding, niet alleen voor het feit dat zij deze academische 
prestatie hebben bevorderd door mij een (bovengemiddeld luxe) dak boven het hoofd 
te bieden tijdens mijn studietijd, maar ook voor de prettige levensgesprekken tijdens 
onze gezellige lunches de afgelopen jaren.   

En dan is er natuurlijk mijn lieve Sjoert. Met jouw terugkeer uit New York vijf 
jaar geleden begonnen we aan een nieuwe fase in onze relatie, het samenwonen in 
Amsterdam. Ik denk dat we kunnen vaststellen dat het een succes was: er zijn maar 
weinig dagen voorbijgegaan waarop ik niet stiekem even heb stilgestaan bij het feit 
dat we zo gelukkig waren in ons huisje op de Binnenkant. Heel veel Chinees koken, 
op zaterdag naar de markt, nieuwe koffiebars ontdekken, feesten geven, naar 
festivals gaan, met laptops op de bank zitten: er is eigenlijk niets waar we niet samen 
van kunnen genieten. Naast de allerliefste en allerleukste ben je ook nog eens een 
briljant astronoom in spe en ik bewonder je erg om je passie voor onderzoek (en ben 
ook heel erg trots op jou). Nu gaan we als team "astrobrain" beginnen aan weer een 
nieuw hoofdstuk, het wonen en werken in de VS. Deze nieuwe, onbekende toekomst 
lonkt, maar ik vind het ook heel erg spannend. Maar omdat ik het samen met jou doe 
weet ik dat ik het kan.  

Tenslotte wil ik dit proefschrift graag opdragen aan mijn oma, mevrouw van 
Voorst Vader – Haitsma Mulier, een bijzondere dame van 94, met misschien niet 
meer de allersnelste visuele perceptie, maar wel een bewonderenswaardig helder 
brein. Ik hoop dat ik u trots heb kunnen maken. 
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