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Chapter 1

Introduction

1.1 Uncertain Data

There are many applications that produce uncertain data. Untrusted sources,
imprecise measuring instruments, and uncertain methods, are some reasons that
cause uncertainty in data. Let us provide some examples of uncertain data which
arise in different real-life applications.

• Uncertainty inherent in data. There are many data sources that are
inherently uncertain, such as scientific measurements, sensor readings, lo-
cation data from GPS, and RFID data.

• Data integration. An important step in automatically integrating a num-
ber of structured data sources is to decide which schema elements have
the same semantics, i.e. schema matching. However, the result of schema
matching is also itself often uncertain. For instance, a schema matching
approach outputs “phone” and “phone-no” as matching, while mentioning
that they have a 90% chance to have the same semantics.

• Information extraction. The process of extracting information from un-
structured data sources, e.g. web, is an uncertain process, meaning that
extracted information are typically associated with probability values indi-
cating the likelihood that the extracted information is correct. Consider,
for instance, an extractor which decides with 0.95 confidence that Bob lives
in Amsterdam.

• Optical Character Recognition (OCR). The aim of OCR is to recog-
nize the text within handwritten or typewritten scanned documents. The
output of OCR is often uncertain. For instance, an OCR method, which
cannot recognize, with certainty, the ’o’ character in the word “Ford”, may
produce the set {(“Ford” : 0.8), (“F0rd” : 0.2)} as output, meaning that
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2 Chapter 1. Introduction

each of the two output words may represent the original scanned word with
the associated probability.

Broadly speaking, there are two approaches in dealing with uncertain data:
1) ignoring it, and 2) managing it. While the former approach results in loss of
information which is contained in uncertain data, in recent years, we have been
witnessing much interest in the latter approach. As shown in the above examples,
most real-life applications tend to quantify data uncertainty with probability
values, referred to as probabilistic data. We also deal with probabilistic data in
this thesis.

1.2 Entity Resolution

Entity Resolution1 (ER) is the process of identifying duplicate tuples, refereing
to the tuples that represent the same real-world entity. The ER problem arises
in many real-life applications, such as data integration. Consider, for instance,
that the large company A acquires another large company B. It is quite likely
that A and B share many customers. On the other hand, it is not reasonable to
expect a person, who is the customer of both companies, to be represented by
identical tuples in the databases of the two companies. For example, consider
tuple tA “ p“Thomas Michaelis”, “45, Main street”q in A’s database and tuple
tB “ p“T. Michaelis”, “45, Main st., 1951”q in B’s database, both representing
the same customer.

In the above example, it is clear for humans that tA and tB refer to the same
person. However, it is not reasonable to expect the humans to solve the ER
problem on large datasets, since every tuple in the dataset should be compared
against all other tuples in the same dataset, giving the ER process an Opn2q

complexity. On the other hand, computational power exists on computers to
deal easily with the ER problem on large datasets, although they lack the human
intelligence, which greatly simplifies the identification of duplicate tuples.

The applications of ER are indeed widespread. For instance, a news aggre-
gation website, such as Google News, automatically gathers news from different
sources on the internet. In such websites, identifying the news that refer to the
same story is crucial, because otherwise a story is presented to the user over
and over again. Another example is comparison shopping websites, such as the
Kieskeurig.nl, which aim at presenting the lowest price for any user-specified prod-
uct. Comparison shopping websites usually aggregate their product items from a
number of vendors. Identifying product items that refer to the same product is
an inevitable task in such websites.

1The ER problem has been referred by various names in the literature, such as record match-
ing, reference matching, merge/purge, object identification, reference reconciliation, and others.
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Due to its diverse applications, the ER problem has a number of different
problem definitions. The three main ER problem definitions, denoted by identity
resolution, deduplication, and record linkage, are defined as follows.

1.2.1. Definition. Identity resolution. Given database D and tuple e R D, the
identity resolution problem is to find tuple t P D, where e and t represent the
same real-world entity. Typically, it is assumed that D is clean, i.e. does not
contain duplicate tuples.

1.2.2. Definition. Deduplication. Given database D, the deduplication prob-
lem is to cluster D’s tuples into a number of clusters, where each cluster contains
only duplicate tuples that represent the same real-world entity. Once deduplica-
tion is done, duplicate tuples in each cluster are merged into a single tuple. In a
variation, duplicate tuples are kept in their original form, but the knowledge that
which tuples are duplicates of the same entity, is added to the database.

1.2.3. Definition. Record linkage. Given D and D1 databases, the record link-
age problem is to find tuple pairs pt, t1q, where t P D and t1 P D1 represent the
same real-world entity. It is typically assumed that there are no duplicate tuples
in the same database.

Each of the above variations of the ER problem happens in a particular setting.
As an example setting in which the identity resolution arises, consider aggregating
product items from a number of vendors in a comparison shopping website, where
each product item is matched against a product catalog to identify which product
item represents which product. The deduplication variation mostly arises when
integrating not-necessarily-clean databases, which is in contrast to record linkage
variation which arises when integrating databases, each of which is clean by itself.

The aim of deduplication is to improve the quality of the database and, as
a result, the quality of the queries over it. It is clear that identifying duplicate
tuples and considering them in processing the queries significantly improves the
quality of aggregate queries. Consider, for instance, the result of a COUNT query
over a database with duplicate tuples and its clean version. It is clear that the
former yields an erroneous result since each qualifying entity is counted as many
times as its duplicate tuples appear in the database, while it should be counted
only once.

The query result improvement is not limited to aggregate queries, because
non-aggregate queries are also benefited from the aggregated knowledge, resulted
from merging the duplicate tuples. For instance, consider the aggregated knowl-
edge that John McPherson is a database researcher who works for IBM, resulted
from identifying and merging duplicate tuples (“John McPherson”, “Database
researcher”, K) and (“J. McPherson”, K, IBM), where symbol K denotes the null
value.
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1.3 Entity Resolution for Probabilistic Data

The ER problem is important for both deterministic (ordinary) and probabilistic
databases, i.e. databases in which there is a probability value associated to the
tuples or their attributes. The deterministic case has been widely investigated, so
in this thesis we focus on ER in probabilistic databases. There are many applica-
tions that need to match a probabilistic entity against a probabilistic database,
i.e. identity resolution over probabilistic data. Let us provide an example of such
applications from the internet monitoring domain.

1.3.1. Example. Automatic detection of malicious internet users. Malicious in-
ternet users often use free e-mail service providers, such as Yahoo! Mail and
Gmail, to exchange e-mails. The reason is that most of the free e-mail service
providers collect minimum information from their users and do not even vali-
date the provided information, which thus allows malicious internet users to hide
their real identity. In order to reveal the identity of malicious internet users, an
internet monitoring system is used to automatically gather intelligence about in-
ternet users and monitor their e-mails. The system can be composed of two main
components: 1) user profiling component, and 2) e-mail monitoring component,
where the former can be deployed on both internet service providers (ISPs) and
mail servers, and the latter only on mail servers. The user profiling component,
which is deployed on ISPs, builds for each user an internet profile, e.g. using
his online public profiles such as Facebook and LinkedIn profiles, weblog posts,
tweets, and his internet browsed contents. The user’s internet profile may include
attributes such as education, job, ethnicity, height, weight, fake name, hobbies, etc.
The user profiling component uses information extraction tools to automatically
extract user’s profile from her on internet data. Since the output of information
extraction tools is often uncertain, each extracted user’s internet profile is thus
an uncertain entity, which might be represented using a number of tuples each
associated with a probability value indicating its likelihood of truth. Thus, a
probabilistic database containing uncertain profiles of ISP’s users is maintained
at each ISP. An instance of the user profiling component is deployed at each
mail server, where an uncertain internet profile is built for each user using his
exchanged e-mails on the mail server. The e-mail monitoring component, which
is deployed on each mail server, automatically searches each e-mail for certain
suspicious keywords, and if the e-mail contains them, matches the uncertain in-
ternet profile of the sender of the e-mail against the uncertain profiles of ISPs’
users to find the person who most probably is the sender of the e-mail, i.e. the
suspect.

The above example motivates the need for dealing with the identity resolu-
tion problem in probabilistic data. However, identity resolution is not the only
variation of the ER problem that arises in probabilistic data. When integrating a
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number of probabilistic data sources, it is quite likely that multiple probabilistic
tuples represent the same real-world entity, i.e. arising of the need for the ER’s
deduplication variation in probabilistic data.

1.4 Research Questions

The goal of this thesis is to deal with the ER problem over probabilistic data. In
general, we investigate the following:

How can we effectively and efficiently deal with the entity resolution
problem in probabilistic data (called ERPD)?

To answer the above general question, we consider different variations of the
ER problem over probabilistic data, which results in a number of more specific re-
search questions. We first consider the ER’s identity resolution problem variation
in probabilistic data.

In identity resolution over deterministic data, the aim is to match the most
similar tuple in the database to the given tuple. However, in matching proba-
bilistic entities, e.g. matching uncertain user profiles in Example 1.3.1, the aim
is not clear, since we have to deal with two concepts: most similar and most
probable, at the same time. This leads us to the first research question that we
address in this thesis:

1. How to match a probabilistic entity against a set of probabilistic entities,
while considering both their similarity and probability? In other words,
what are the semantics of identity resolution problem over probabilistic
data?

We answer this question in Chapter 3 by defining the semantics of the identity
resolution problem over probabilistic data, using the possible worlds semantics of
uncertain data, which treats a probabilistic database as a probability distribution
over a set of deterministic database instances, each of which is called a possible
world. The number of possible worlds of a probabilistic database might easily be
exponential, which thus makes the computation of the defined semantics imprac-
tical. This leads us to our second research question in this thesis:

2. How can we efficiently deal with the identity resolution problem over prob-
abilistic data?

This question is also answered in Chapter 3, where it is assumed that the
probabilistic data is stored in a centralized database. The relaxation of this
assumption leads us to the third research question that we address in this thesis:
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3. How can we efficiently deal with the identity resolution problem over prob-
abilistic data in distributed systems?

This question is investigated in Chapter 4, where we propose a fully distributed
algorithm that efficiently deals with the identity resolution problem over proba-
bilistic data in distributed systems.

Let us now consider the ER’s deduplication problem variation in probabilistic
data. Similar to deterministic data, the aim of deduplication in probabilistic
data is to improve the quality of the database. On the other hand, same as in
information theory, where the amount of uncertainty in a random variable can be
used to represent its quality, the amount of uncertainty in a probabilistic database
represents its quality, meaning that the more uncertain the database, the lower
its quality. This leads us to the fourth research question that we address in this
thesis:

4. Does deduplication necessarily improve the quality of a probabilistic
database? If not, then how can we improve the quality of a probabilistic
database through deduplication?

We answer this question in Chapter 5, where we propose a method for improving
the quality of a probabilistic database through deduplication.

In many applications that the ER problem arises, data resides in a number of
heterogenous data sources. Consider, for instance, the identity resolution problem
in Example 1.3.1, where a more realistic assumption is that mail servers and ISPs
are allowed to freely choose a user profiling software. In such a case, it is quite
likely that user profiles are represented in heterogenous schemas, which thus,
makes the matching of heterogeneous schemas, referred to by schema matching,
an inevitable step in matching the user profiles. On the other hand, while effective
dealing with the schema matching problem is crucial for dealing with the ER
problem, it requires human knowledge, which is in contradiction to the fully
automated setting of most of the applications in which the ER problem arises.This
leads us to the fifth research question that we address in this thesis:

5. How effectively can we deal with the schema matching problem in a fully
automated setting?

We answer this question in Chapter 6. In order to make our approach generic,
we deal with schema matching as one of the main problems that has to be dealt
with in a typical data integration system. Thus, in Chapter 6, we aim at building
a data integration system in the pay-as-you-go setting in which the system is set
up with an acceptable quality in a complete automatic setting and the quality is
improved when needed.
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1.5 Roadmap

The rest of this thesis is structured as follows.
Chapter 2 provides preliminary definitions and concepts that are used through-

out the rest of the thesis. We first present the uncertain data models, and then
review the related work on entity resolution.

In Chapter 3, we deal with the identity resolution problem over probabilistic
data. We first define the semantics of identity resolution problem in probabilistic
data, and we then deal with the problem of efficient computation of the defined
semantics, and speeding up the proposed algorithms.

Chapter 4 deals with the identity resolution problem over distributed prob-
abilistic data. We aim at proposing a fully distributed algorithm for computing
the semantics of the identity resolution problem, as defined in Chapter 3, in a
distributed system. Our primary goal, in the proposed algorithm, is to minimize
the bandwidth usage.

In Chapter 5, we deal with deduplication problem over probabilistic data with
the aim of improving the quality of probabilistic data. We use the amount of
uncertainty in a probabilistic database as a quality metric and aim at minimizing
it, which thus maximizes its quality.

Chapter 6 aims at building a data integration system in a fully automated set-
ting. The main problem that is dealt with in this chapter is the schema matching
problem, which arises in many applications that need to deal with the entity res-
olution problem. The possibility of using functional dependencies for matching
the schema elements is investigated in this chapter.

Finally, Chapter 7 concludes and gives some research directions for future
work.


