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Chapter2
Local regression methods

This chapter is based on Tomas (2012a), Univariate graduation of mortality
by local polynomial regression, Bulletin Français d’Actuariat, 12(23), 5-58; and
on Tomas (2012b), Essays on boundaries effects and practical considerations for
univariate graduation of mortality by local likelihood models, Insurance and Risk
Management, forthcoming.

2.1 Introduction

This chapter discusses a non-parametric graduation method. We intro-
duce local polynomial regression. We discuss the choice of the smoothing
parameters and criteria used for models selection. The statistical properties
of the estimators are covered. We graduate the data through the choice
of the smoothing parameters. The graduation and corresponding confidence
intervals are carried over the entire age range. Tests are used to compare the
graduated rates obtained with those obtained by the Whittaker-Henderson
smoothing.

The motivation for local regression is that it is easy to understand and to
interpret; because of its simplicity it can be tailored to work for many differ-
ent distributional assumptions; it adapts well to bias problem at boundaries
and in regions of high curvature; it does not require smoothness and regular-
ity conditions required by other methods such as boundary kernels; and so
on, see Hastie and Loader (1993) for a detailed presentation of the strengths
of local regression. Separately, none of these provides a strong reason to fa-
vor local regression over other smoothing methods such as smoothing splines,
regression splines with knot selection, wavelets, and various modified kernel
methods. Rather, it is the combination of these issues that combine to make
local regression attractive.

This chapter begins by presenting, in Section 2.2, a general theory of local
polynomial regression, showing that this method falls into the class of linear
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smoothers. The weighting system of the smoothers is discussed in Section
2.3 including the weighting system shapes, the smooth weighted diagram
and specific treatments at the boundaries. Section 2.4 develops important
properties, including bias and variance, which allow us in Section 2.5 to de-
velop methods for statistical inference, model diagnostics and choice of the
smoothing parameters. We emphasize results that have immediate practical
consequences. To illustrate the discussion, we present an application based
on historical data from the Netherlands in Section 2.6. Section 2.7 provides
comparisons with the Whittaker-Henderson framework. Finally, Section 2.8
summarizes the conclusion drawn in this chapter.

The main merits of the material presented in this Chapter are twofold.
Firstly, we present extensively local polynomial techniques in view of gradu-
ating experience data originating from life insurance. It can be viewed as the
prolongation of the kernel estimation for graduation proposed by Gavin et al.
(1993). It is completed in this chapter with Tomas (2012b) analyzing how
the boundaries influence the choice of the smoothing parameters. Secondly,
the approach allows relatively easy implementation of the techniques as well
as different boundaries corrections in standard statistical software such as R,
R Development Core Team (2012).

2.1.1 Premises
«If nature were kind enough to make all regression surfaces well
approximated by low-order polynomials or other simple paramet-
ric functions, there would be no need for the local-fitting methodo-
logy. Unfortunately, nature is frequently not so accommodating».

William S. Cleveland in Cleveland et al. (1988, p.88)

The underlying model for local regression is

qi = f(xi) + ui, i = 1, 2, . . . , n. (2.1)

The distribution of the qi, including the mean, f(xi), is unknown. However,
the ui are assumed to be independently, identically distributed normal ran-
dom variables, with zero mean and a finite variance.

In practice we must first model the data, which means making certain
assumptions about f and other aspects of the distribution of the qi. For ex-
ample, one common distributional assumption is that the qi have a constant
variance. We need to ensure that these assumptions are reflected in the data
and, if not, to make appropriate adjustments.

For f , it is supposed that the function can be well approximated locally
by a member of a parametric class, frequently taken to be polynomials of a
certain degree. We refer to this as parametric localization. Thus, in carrying
out local regression we use a parametric family just as in global parametric
fitting, but we ask only that the family fit locally and not globally. Paramet-
ric localization is the fundamental aspect that distinguishes local regression
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from other smoothing methods such as smoothing splines, see Silverman
(1985); or wavelets, see Donoho and Johnstone (1994); although the notion
is implicit in these methods in a variety of ways.

For clarity we distinguish the fitting point with the suffix i to the data
points with suffix j. Then, the estimation of f that arises from the above
modeling is simple. For each fitting point xi, we define a neighborhood in
the design space of the independent variables. The size λ of the neighbor-
hood is an adjustable parameter that determines how local the fitting is; it
is analogous to the length of the moving average in the time series case, and
as the neighborhood size increases the estimate becomes smoother.
Within this neighborhood, we assume f is approximated by some member
of the chosen parametric family. For example the family might be quadratic
polynomials. Then, estimate the parameters from observations in the neigh-
borhood; the local fit at xi is the fitted function evaluated at xj . Almost
always, we will want to incorporate a weight function, W (.), that gives more
weight to the xj close to xi and less weight to those that are further.

In short, to use local regression, we must choose the weight function,
the bandwidth, the parametric family, and the fitting criterion. The first
three choices depend on assumptions we make about the behavior of f . The
fourth choice depends on the assumptions we make about other aspects of
the distribution of the qi. In other words, as with parametric fitting, we are
modeling the data.

2.1.2 Transforming the data

Before model (2.1) is applied, a key part of any data analysis is to consider
transforming the data into a more tractable form that reflects the strengths
of the model or that more clearly reveals the structure of the data. In para-
metric graduation, for example, it may be easier to transform the data and
work with a linear model than to graduate the raw rates. The same philo-
sophy applies in non-parametric graduation. If the transformed crude rates
broadly follow a straight line, then this may lead to reduced bias over much
of the age range, if the data are also evenly spaced. In the following part,
we consider transforming the crude rates before graduating and then back-
transforming to obtain our estimate of the true rates. The transformation
considered satisfies the model,

g(qi) = qi + ri , for i = 1, 2, . . . , n,

where the function g denotes the transformation and the residuals ri are
assumed to be independent, identically distributed random variables, with
zero mean and a constant, finite variance. Hence the graduation process is
carried out on a transformed scale and model (2.1) becomes

g(qi) = ψ(xi) + εi , for i = 1, 2, . . . , n, (2.2)
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where the εi are independent, identically distributed normal random vari-
ables with mean 0 and finite variance σ2. Once it is completed, the trans-
formation is reversed to obtain the graduated rates on the original scale. A
commonly used transformation in binary analysis is the logit transformation.
For our applications,

g(qi) = log

(
qi

1− qi

)
.

By smoothing on a logistic scale and then back-transforming, we are guar-
anteed that the predicted values stay in an appropriate scale, 0 ≤ q̂i ≤ 1.
Gavin et al. (1995, p.177-178) provide the motivation that this transforma-
tion also reflects the fact that small changes, when the mortality rate is near
zero, are as important as larger changes, when the mortality rate is much
higher. Note that binary data are often assumed to be independent, but this
may not be the case for mortality data due to migration between ages during
the period of investigation. This leads to look for smooth relations between
neighboring rates by merging information from individuals with similar ages.

Many other transformations are possible (Gompertz, Weibull, sin−1(
√
qi)

transformation), but their relative merits are beyond the scope of this dis-
sertation. Overall, the choice of transformation remains subjective, and the
relative success of a particular transformation seems to depend on the data
set. However as Kaas et al. (2008, p.232-233) mention it, transformations
do not always achieve normality, skewness zero and homoscedasticity at the
same time. Moreover an unbiased estimator in the new scale is no longer un-
biased when returning to the original scale, which follows from the Jensen’s
inequality.

For the remaining part, we denote the dependent variable g(qi) by yi to
ease the notation.

2.2 The local regression estimate

2.2.1 Uni-dimensional case
We assume a model of the form of (2.2),

yi = ψ(xi) + εi , for i = 1, . . . , n,

where ψ(xi) is an unknown function and εi is an error term. The errors
εi are assumed to be independent and identically distributed with mean 0,
E
[
εi
]

= 0, and have finite variance, E
[
ε2i
]

= σ2
i <∞.

We now turn to non-parametric estimation of ψ. Globally, no strong
assumptions are made about ψ. Locally around a point xi, we assume that
ψ can be well approximated by a member of a simple class of parametric
functions. Assume that the function ψ has continuous (p + 1)st derivative
at the point xi.
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For data points xj in a neighborhood of xi, we approximate ψ(xj) via a
Taylor expansion by a polynomial of degree p:

ψ(xj) ≈
P∑
p=0

(ψ(p)(xi)/p !) (xj − xi)p

= ψ(xi) + ψ′(xi)(xj − xi) +
1

2
ψ′′(xi)(xj − xi)2

+ . . .+
1

p !
ψ(p)(xi)(xj − xi)p

=

P∑
p=0

βp(xi) (xj − xi)p.

(2.3)

We then carry through a weighted polynomial regression:

min

n∑
j=1

(
yj −

P∑
p=0

βi,p(xj − xi)p
)2

W

(
xj − xi
h

)
, (2.4)

where W (.) denotes a non-negative weight function depending on the tar-
get value xi and the measurement points xj , and in addition, it contains a
smoothing parameter h = (λ− 1)/2 which determines the sizes of the neigh-
borhood of xi.

If {β̂p(xi)} denotes the solution to the above weighted least squares prob-
lem (2.4), then it is clear from approximation (2.3) that p ! β̂p(xi) estimates
ψ(p)(xi), p = 0, 1, . . . , P . The weighted sum of squares can be written in
matrix form as

(y −Xβ)TW (y −Xβ),

with

X =


1 x1 − xi (x1 − xi)2 . . . (x1 − xi)P

1 x2 − xi (x2 − xi)2 . . . (x2 − xi)P
...

...
...

. . .
...

1 xn − xi (xn − xi)2 . . . (xn − xi)P

 , y =


y1

y2

...

yn

 ,

and W a diagonal matrix with entries {wj}nj=1, such that

wj =

W (|xj − xi| /h) if |xj − xi| /h ≤ 1,

0 otherwise.

If WX has full column rank, least squares theory gives the explicit expres-
sion for the minimizer

β̂(xi) =
(
XTWX

)−1
XTW y, (2.5)
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and β̂ = (β̂0, β̂1, . . . , β̂P ). Hence,

β̂0(xi) = ψ̂(xi) = eT1
(
XTWX

)−1
XTW y. (2.6)

Here and throughout, we let ev denote a column vector of length P + 1
having 1 as its vth entry and all other entries equal to zero.

It is important to note that, contrary to ordinary parametric least squares,
this estimator varies with xi, as locally around the target value a polynomial
of degree P is fitted by using the familiar technique of least-squares fitting.
Thus, local regression is conceptually quite simple. In order to get an es-
timate for the function ψ(xi), one has to minimize (2.4) for a grid of target
values xi. For each target value one gets specific parameter estimates β(xi).

2.2.2 Two-dimensional case
Extending the the theory of local regression to multiple predictors is

straightforward. We would require a multivariate weight function and mul-
tivariate local polynomials. This idea was first considered by Shepard (1968)
who realized that a surface based on a weighted average of the values of
the data points, where the weighting was a function of the distances to
those points, satisfied the problem. However, the interpolation method de-
scribed in Shepard’s article used the weights to determine the height dir-
ectly. McLain (1974) and later Stone (1982) used a weighting technique with
weights depending on the distances of the data points where the weights were
used with a least squares fit to find coefficients of a quadratic polynomial to
act as an approximation to the surface. Statistical methodology and visual-
ization for multivariate fitting has been developed by Cleveland and Devlin
(1988) and the associated lowess procedure.

With two predictor variables, the local regression model becomes

yi = ψ(xi,1, xi,2) + εi,

where ψ(·; ·) is an unknown function. Again, the smooth function ψ can
be approximated in a neighborhood of a point xi = (xi,1, xi,2) by a local
polynomial of degree p.
If locally linear fitting is used, the fitting variables are just the independent
variables. If locally quadratic fitting is used, the fitting variables are the
independent variables, their squares and their cross-products. For example,
a local quadratic approximation is:

ψ(xj) = ψ(xj,1, xj,2) ≈ β0(xi) + β1(xi)(xj,1 − xi,1) + β2(xi)(xj,2 − xi,2)

+
1

2
β3(xi)(xj,1−xi,1)2+β4(xi)(xj,1−xi,1)(xj,2−xi,2)+

1

2
β5(xi)(xj,2−xi,2)2.

The weights are defined on the multivariate space. First, we define a distance
measure ρ(xi, xj) between the observations xj = (xj,1, xj,2) and the fitting
point xi = (xi,1, xi,2).
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A common choice is the Euclidean distance,

ρ(xi, xj) =
√

(xj,1 − xi,1)2 + (xj,2 − xi,2)2.

Secondly, a spherical weight function gives to the observation xj = (xj,1, xj,2)
the weight

wj =

W (|ρ(xi, xj)| /h) if |ρ(xi, xj)| /h ≤ 1,

0 otherwise.

Note that the spherical weight function could be asymmetric, allowing more
smoothing in one direction than in another. As in the univariate case,
the local coefficients βp(xi) are estimated by solving the weighted least
squares problem (2.4). Following (2.6), the local polynomial estimate is
then β̂0(xi) = ψ̂(xi).

2.3 The weighting system

2.3.1 The weighting system shape
The weighting system of local regression depends on the constellation of

smoothing parameters formed by the weight function, the bandwidth and the
degree of the polynomial. In addition, it depends on the variance function
and on the link function in case of local likelihood models, see Chapter 3.
These choices depend on assumptions we make about the behavior of the
true curve.

It is well known that between the three smoothing parameters, the weight
function has much less influence on the bias and variance trade-off. The
choice is not too crucial, at best it changes the visual quality of the regression
curve.

We consider a weight function W (u) that has the properties

i. W (u) > 0 for |u| < 1;

ii. W (−u) = W (u) ;

iii. W (u) is a non increasing function for u ≥ 0 ;

The requirements for W (u) described above are needed for the following
reasons: (i) is necessary, of course, since negative weights do not make sense;
(ii) is required since there is no reason to treat points to the left of xi
differently from those to the right; (iii) is required for it seems unreasonable
to allow a particular point to have less weight than one that is further from
xi. So W (u) is a weight function like those given in Table 2.1.
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Weight function W (u)

Uniform or Rectangular 1
2
I(|u| ≤ 1)

Triangular (1− |u|)I(|u| ≤ 1)

Epanechnikov 3
4
(1− u2)I(|u| ≤ 1)

Quartic (Biweight) 15
16

(1− u2)2I(|u| ≤ 1)

Triweight 35
32

(1− u2)3I(|u| ≤ 1)

Tricube (1−
∣∣u3∣∣)3I(|u| ≤ 1)

Gaussian 1√
2π

exp( 1
2
u2)

Table 2.1: Example of weight functions with u = |xj − xi|/h.

Figure 2.1 displays some of the weight functions presented above.

Figure 2.1: Weighting system shape of some weight functions.

For a weight function W (u), the weights decrease with increasing dis-
tance |xj − xi|. The window-width or bandwidth λ determines how fast the
weights decrease. For small λ, only values in the immediate neighborhood
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of xi will be influential; for large λ, values more distant from xi may also
influence the estimate. One alternative is a rectangular weight function, or
uniform. With uniform weights, all observations within the window width
receive weight 1/2, those further away receive weight 0, and observations
abruptly switch in and out of the smoothing window.

In two dimensions, the weights are defined on the multivariate space. Fig-
ure 2.2 shows some of the weight functions displayed above.

(a) Epanechnikov (b) Triangular (c) Triweight

Figure 2.2: Weighting system shape in two dimensions with a radius h = 7.

2.3.2 The smooth weight diagram

The form of the local regression estimate is simple in that it is linear in yi.
Because local polynomial regressions solve a least squares problem, ψ̂(xi) is
a linear estimate. That is, for each xi there exists some smoothing weights
s1(xi), s2(xi), . . . , sn(xi) such that

ψ̂(xi) =

n∑
j=1

sj(xi)yj , (2.7)

where the smoothing weights on the observed responses are given by

sj(xi) = wj

P∑
p=0

βp(xj − xi)p. (2.8)

This is equivalent to the theorem originally from Henderson (1916) for local
cubic fitting and reformulated by Loader (1999b), which provides a char-
acterization of the smoother matrix for local polynomial regression: the
smoother matrix for a local polynomial fit of degree P has the form of least
squares weights multiplied by a polynomials of degree P . This representation
is unique, provided XTWX is non-singular.
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Figure 2.3 presents the smooth weights, s(xi), according to the order of
polynomial, for the four weighting system shapes drawn in Figure 2.1.

Figure 2.3: Smooth weights s(xi), for observation i in the central region, computed with
λ = 19 for rectangular (solid line), triangular (dotted line), epanechnikov (dashed line)
and triweight (dotdashed line) weight functions.

It is obvious that the triweight weight function has the smallest dispersion
around the target point xi while the rectangular weight function implies more
smoothing. Note that the fit to a polynomial of even degree gives the same
result as that of the next odd degree for values at the central region, see
Section 2.4.3 It has also been discussed by Fan and Gijbels (1995a, p.215-
218) and Ruppert and Wand (1994).

As we can see in (2.8) the smoother weights sj(xi) depend on λ and X
in a highly non-linear way. The only linearity we have in equation (2.7)
is linearity in y. This linear representation (2.7) provides a basis for the
theoretical development of local regression estimation. Likewise in a matrix
form, 

ψ̂(x1)

ψ̂(x2)
...

ψ̂(xn)

 = S


y1

y2

...

yn

 ,
where S is the smooth weight diagram, an n× n matrix

S =


s1(x1) s2(x1) . . . sn(x1)

s1(x2) s2(x2) . . . sn(x2)
...

...
. . .

...

s1(xn) s2(xn) . . . sn(xn)

 ,
with rows

s(xi)
T = (s1(xi), s2(xi), . . . , sn(xi)) = eT1

(
XTWX

)−1
XTW . (2.9)

The above distributional results are the same as those for parametric
least-squares except that for least-squares S is replaced by the so called
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hat matrix, the projection operator onto the space spanned by the fitting
variables. S shares with the hat matrix the property that if z is a vector
in this space then Sz = z. In other words, the smooth weight diagram is
constant preserving, the rows of S sum to one. The result of this partial
analogy with parametric least-squares is that, in a few aspects, distributional
results for local regression are the same as those for least-squares and, in
most other aspects, statistical quantities for local regression that are defined
in analogy with least-squares have distributions that are well-approximated
by those for least-squares, as argued in Cleveland et al. (1988). This is
good news because it means that familiar techniques can be used to make
inferences based on the local-regression estimates.

Figure 2.4 provides an illustration of the smooth weight diagram S. The
weight function associated with the i-th point is used to compute the weights
in the i-th row, s(xi). S in Figure 2.4 has been computed with λ = 19,
a polynomial of degree 3 and a triweight weight function with boundary
correction type 1, see Section 2.3.4.

(a) i, j = 0, . . . , 25 (b) i, j = 25, . . . , 75 (c) i, j = 75, . . . , 98

Figure 2.4: Smoother Sij computed with λ = 19, a polynomial of degree 3, a triweight
weight function and boundary correction type 1.

The weights are shown as the height along the i-th row of the surface. For
values in the central region, the weights form a triweight kernel such as
Figure 2.3, center panel. But as the point at which we are estimating the
true curve moves towards the boundaries, the kernel overlaps the boundary
and becomes asymmetric. Also some weights are negative. Moreover, the
height of the kernel increases because fewer observations are available.

By fitting local polynomials models to series originating from life insur-
ance, we observe a relatively high curvature in the boundaries. In con-
sequence, the selection of the constellation of the smoothing parameters
may be mainly driven by minimizing the criteria in the boundaries rather
than for the whole set of data points. It may force the criteria to select a
smaller bandwidth at the boundary to reduce the bias, but this may lead to
under-smoothing in the middle of the table.
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2.3.3 Effective dimension fo a linear smoother
The effective dimension of the fitted model is an important concept in

modeling. For linear models, this concept is clear and intuitive. The number
of parameters used in the model determines its dimension. In non-parametric
settings, a different definition is needed.

In linear models, the hat matrix,H, is idempotent, tr(H HT ) = tr(H) =
rank(H). Hence the trace of the hat matrix is equal to the number of para-
meters in the fitted model. Given this feature of classic linear models, the
trace of the hat matrix can be used to assess the fitted degrees of freedom
and hence the effective dimension of a smoother.

The influence or leverage values, denoted infl(xi), are the diagonal ele-
ments si(xi) of the smooth weight diagram. They measure the sensitivity of
the fitted curve to the individual data points. For local polynomial regres-
sion, we define the influence function at xi by

infl(xi) = eT1
(
XTWX

)−1
e1.

The property of influence relates to the fact that as infl(xi) approaches one,
the corresponding residual approaches zero.

Hence, in analogy with parametric least-squares, we define

υ1 =

n∑
i=1

infl(xi) = tr(S)

υ2 =

n∑
i=1

‖s(xi)‖2 = tr(SST ). (2.10)

υ1 and υ2 are the fitted degrees of freedom (DF) of ψ̂(xi). For locally-
weighted regression, as the bandwidth increases or as the degree of polyno-
mial reduces, υ2 tends to decrease, so we are using more equivalent degrees
of freedom to explain the data. The fitted DF provide a mechanism by which
different smoothers, with different smoothing parameters, can be compared.
More extensive discussion of the degrees of freedom of a smoother can be
found in Cleveland and Devlin (1988).

2.3.4 Specific treatments at the boundaries
To understand the boundary problem in the context of graduation, we

study three specific treatments including symmetric and asymmetric weight
systems.

i. Type 1 uses an asymmetric weighting system. It always uses λ ob-
servations whatever the target point is. It means, for instance, that
for a target point at the left boundary it uses all the observations κ
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available at the left side, and λ − 1 − κ at the right side. Reciproc-
ally for the right boundary. This type of correction is found in most
smoothing software such as the loess() or locfit() functions in R, R
Development Core Team (2012).

ii. Type 2 uses a different asymmetric weighting system. For instance
at the left boundary, it uses all observations available at the left side,
and (λ− 1)/2 observations at the right side. Reciprocally at the right
boundary.

iii. Type 3 is a combination of observed rates and an adaptive symmetric
weighting system. This correction is only applied to the left bound-
ary. From age 0 to νp,W the mortality rates equal the observed ones.
νp,W depends on the polynomial degree p and on the weight function
W (.) to ensure sufficiently observations to fit a polynomial of degree
p. Then from νp,W + 1 to (λ − 1)/2, we use an adaptive symmetric
window width with 2× (xi − 1) + 1 observations, where xi is the tar-
get point. This correction is based on an idea presented by the Dutch
Actuarieel Genootschap (the Dutch Actuarial Society), see Donselaar
et al. (2007).

We apply these corrections to the smoothers of degree 0 to 4 with four
weighting system shapes. Figure 2.5 shows the symmetric and asymmetric
weighting system s(xi) for i = 5 (left boundary) of the corrections mentioned
above with λ = 19. It is apparent that the symmetric weights of correction
type 3 have the smallest dispersion around the central value while correction
type 1 implies more smoothing.

As we face a fixed design model, in which we have a single observed mortal-
ity rate at equally spaced ages, the amount of smoothing applied by the local
polynomial regression is identical at the left and right boundary. Hence the
amount of smoothing is lower at the left boundary than to the right as the
number of exposures is larger. Table 2.2 presents the fitted DF for smoother
S in the left boundary, that is for observations xi for i = 1, . . . , 10. The
window width, λ, is fixed to 19 observations.

The fitted DF aid interpretation in providing a measure of the amount of
smoothing applied. For instance, 1 DF represents a smooth model with very
little flexibility while 7 DF represents a noisy model showing many features.
It is obvious that the amount of smoothing decreases when increasing the
degree of polynomial. In addition we observe that the amount of smooth-
ing applied is higher when the weight function has a high dispersion around
the central value. A rectangular weighting system shape implies very little
flexibility, but a triweight weighting shape shows more features.

Note again that a least-squares fit to a polynomial of even degree gives the
same result as that of the next odd degree for a symmetric weight function.
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Figure 2.5: Smooth weights s(xi) for i = 5 (left boundary) with λ = 19 for correction
type 1 (solid line), type 2 (dashed line) and type 3 (dotted line).

It is apparent that boundary correction type 1 induces more smoothing in
the boundaries than type 2 and type 3. Correction type 3, having smooth
weights showing the smallest dispersion, has the property of showing more
features.

2.3.5 Comparison with the Whittaker-Henderson model

It is interesting to compare the local polynomials approach with clas-
sical graduation methods. Among the classical methods we can mention
the splines approach or the Whittaker-Henderson smoothing. As shown by
Taylor (1992) and Planchet and Winter (2007) both approaches lead to very
similar results. Taylor (1992, p.15) shows that natural spline graduation
can be regarded as approximately Whittaker-Henderson graduation with
statistically insignificant terms removed, concluding that the general spline
function is preferable to Whittaker-Henderson graduation due to its greater
flexibility. In this section we choose to use the Whittaker-Henderson model
which is simpler to implement.
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Local Polynomial Regression

Weight fct. p
=
0

p
=
1

p
=
2

p
=
3

p
=
4

C
or

r.
ty
pe

1 Rectangular 0.40 1.03 1.47 2.04 2.51

Triangular 0.65 1.17 1.73 2.24 2.80

Epanechnikov 0.56 1.11 1.65 2.17 2.72

Triweight 0.78 1.27 1.91 2.39 2.99

C
or

r.
ty
pe

2 Rectangular 0.66 1.33 1.94 2.61 3.21

Triangular 1.03 1.95 2.87 3.67 4.37

Epanechnikov 0.92 1.81 2.72 3.55 4.25

Triweight 1.25 2.23 3.15 3.93 4.59

C
or

r.
ty
pe

3 Rectangular 3.11 4.77 6.08

Triangular 4.22 5.75 6.94

Epanechnikov 4.11 5.66 6.88

Triweight 4.40 5.90 7.02

Table 2.2: Fitted DF for local polynomial regression in the left boundary

In the following, we show that the Whittaker-Henderson model falls into
the class of linear smoothers. It will allow us to use the methodology de-
veloped in Section 2.3.3 for model comparisons and smoothing power.

The Whittaker-Henderson model is non-parametric and is a relatively
simple and natural version of Bayesian smoothing, see Taylor (1992). The
method relies on the combination of a fit and smoothness measure. The
chosen parameters minimize a linear combination of these two criteria,

M = F + h× S,

where F and S denote the fit and smoothness measures respectively and h
is a parameter allowing more emphasis on the smoothness criterion. The fit
and smoothness measures are

F =

n∑
i=1

vi(yi − ŷi)2 and S =

n−z∑
i=1

(∆zyi)
2,

where vi represents the weight for observation i, taken generally as the ratio
li/max(li) where li denotes the exposure, and z is another parameter rep-
resenting the polynomial degree.
For this optimization problem, we solve the n equations given by the partial
derivatives of M with respect to each of the yi,

∂M

∂yi
= 0, i = 1, . . . , n.
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With y = (yi)1≤i≤n, ŷ = (ŷi)1≤i≤n and V = diag(vi)1≤i≤n, F can be
written in matrix notation as

F = (y − ŷ)TV (y − ŷ).

For the smoothness criterion, writing ∆zy = (∆zyi)1≤i≤n−z, leads to S =
(∆zy)T∆zy.
To find ∆zy, we introduce a matrix denoted Kz, of dimension (n − z) × z,
where the terms are binomial coefficients of order z and where the signs of
the coefficients alternate and start being positive for z even, ∆zy = Kz ∗ y.
The M criterion can finally be written as

M = (y − ŷ)TV (y − ŷ) + hyTKT
z Kzy

= yTV y − 2yTV ŷ + ŷTV ŷ + hyTKT
z Kzy.

It leads to ∂M
∂y = 2V y − 2V ŷ + 2hKT

z Kzy. Solving ∂M/∂y = 0 leads to
the expression:

ŷ = (V + hKT
z Kz)

−1V y. (2.11)

We see that the form of the estimate is linear in the yi.

Moreover, the smooth weights depend on the sample size
∑n
i=1 li. Hence,

the amount of smoothing applied is no longer identical at the left and right
boundaries. It is lower in the left boundary than to the right as the exposure
is larger.

For ease of comparison with the Whittaker-Henderson model smoother, h
is fixed to 5 in expression (2.11) leading to approximately 19 observations
participating non-negligibly in the estimation, having weights higher than
0.01. The fitted DF in the left boundary can be found in Table 2.3.

Whittaker-Henderson smoother

z
=
0

z
=
1

z
=
2

z
=
3

z
=
4

0.17 1.23 2.17 2.79 3.26

Table 2.3: Fitted DF in the left boundary for the Whittaker-Henderson model, with
h = 5

The amount of smoothing in the left boundary implied by the Whittaker-
Henderson model lies between corrections type 1 and type 2, see Table 2.2.
Hence the model can be slightly more flexible at the left boundary than when
correction type 1 is applied.
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Figure 2.6 displays the influence values of the smoothers implied by the
local polynomial regression and Whittaker-Henderson models.

Figure 2.6: Influence values in the left boundary for correction type 1 (solid black line),
type 2 (dashed line), type 3 (dotted-dashed line) and Whittaker-Henderson model (dotted
line).

For correction type 3, from x1 to νp,W , the smoothed mortality rates
equal the observed ones. In consequence, the corresponding influence values
equal 1. The parameter νp,W depends on the degree of polynomial and on
the weighting system to ensure that a sufficient number of observations is
used to fit the corresponding polynomial.

Under a rectangular weighting system, corrections type 1 and type 2 give
similar results. Then, by using a weighting system shape inducing less dis-
persion around the central value, the differences become more apparent. The
shape of the influence functions drawn by a triangular, Epanechnikov or tri-
weight weight function is relatively similar. Note that the influence values of
the Whittaker-Henderson model lie mostly between corrections type 1 and
type 2.

By a constant fit, the influence values for corrections type 1, type 2 and
the Whittaker-Henderson model are approximatively equal to 0.1, indicat-
ing that yi constitutes about 10 % of the fitted value. But the main feature
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is the boundary effect where the influence function shows a huge increase.
This reflects the difficulty of fitting a polynomial at boundary regions. Note
also that the effect is more pronounced as we increase the order of polyno-
mial. This shows that boundaries are a main concern when choosing the
order of approximation and, more generally, the constellation of smoothing
parameters.

In the next section, we turn to the statistical properties of this smoother.
As we will see, smoothing always means a compromise between bias and
variance and the choice of the smoothing parameters will be driven by this
trade-off.

2.4 Statistical properties

2.4.1 Assessment of bias and variance
Contrary to linear model fitting, there is no exact expression for the vari-

ance in a general case, because local polynomial regression models involve
a non-linear (vector) function of the estimate k(β̂). On the other hand,
we can approximate the non-linear function using a first-order Taylor series
expansion about β. Assuming first order differentiability of k(.), we have

k(β̂) = k(β) +
∂k(β)

∂βT

(
β̂ − β

)
+ o

∥∥∥β̂ − β∥∥∥ .
Then for ψ̂(xi) = β̂0(xi), see equation (2.6), we obtain

ψ̂(xi) = ψ(xi) +
∂k(β)

∂βT0

(
β̂ − β

)
+ o

∥∥∥β̂ − β∥∥∥ ,
and,

E
[
ψ̂(xi)

]
= ψ(xi) +

∂k(β)

∂βT0
E
[
β̂ − β

]
.

We obtain an approximation of the variance of the local polynomials estimate
by

Var
[
ψ̂(xi)

]
≈ E

[(
ψ̂(xi)− ψ(xi)

)2
]

≈ E

[(
∂k(β)

∂βT0

(
β̂ − β

))2
]

=
∂k(β)

∂βT0
E
[(
β̂(xi)− β(xi)

)2
]
∂k(β)

∂β0
. (2.12)

We still need to estimate Var
[
β̂(xi)

]
= E

[(
β̂(xi)− β(xi)

)2
]
. However,

standard weighted least squares theory provides explicit mean and variance
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expressions of the solution (2.5),

E
[
β̂(xi)

]
=
(
XTWX

)−1
XTWf = β +

(
XTWX

)−1
XTWε, (2.13)

where f = (ψ(x1), ψ(x2), . . . , ψ(xn))T and ε =
{
εj
}n
j=1

= f −Xβ; and,

Var
[
β̂(xi)

]
= E

[(
β̂(xi)− β(xi)

)2
]

= E
[(
β̂(xi)− β(xi)

)(
β̂(xi)− β(xi)

)T]
= E

[(
XTWX

)−1
XTWεεTWX

(
XTWX

)−1
]

=
(
XTWX

)−1
XTWE

[
εεT

]
WX

(
XTWX

)−1
. (2.14)

From (2.2), E
[
εεT

]
= σ2(xj)In. Using local homoscedasticity, namely that

σ(xj) ≈ σ(xi) for xj in a neighborhood of xi, equation (2.14) can be approx-
imated by

Var
[
β̂(xi)

]
= σ2(xi)

(
XTWX

)−1
XTW 2X

(
XTWX

)−1
. (2.15)

Therefore,

Var
[
ψ̂(xi)

]
= σ2(xi)e

T
1

(
XTWX

)−1
XTW 2X

(
XTWX

)−1
e1 (2.16)

= σ2(xi)S S
T ,

since ∂k(β)/∂βT0 = eT1 . Then by (2.9) we obtain compact forms for the
mean and variance of the local regression estimate, similar to Loader (1999b,
p.288)

E
[
ψ̂(xi)

]
=

n∑
j=1

sj(xi)ψ(xj)

Var
[
ψ̂(xi)

]
= σ2(xi)

n∑
j=1

s2
j (xi) = σ2(xi)‖s(xi)‖2. (2.17)

The variance reducing factor ‖s(xi)‖2 measures the reduction in variance
due to the local regression. It usually decreases with the bandwidth.

The bias and variance in equations (2.13) and (2.14) are not directly ac-
cessible, as they depend on unknown quantities, the residual ε and σ2(xi).
Finite sample estimates are needed to gain access to a smoothing parameter
selection procedure and construction of pointwise confidence intervals. We
now provide an estimate for the bias and variance of the local polynomial fit
based on an idea introduced by Fan and Gijbels (1995a, p.218-219) and Fan
and Gijbels (1995b, p.376-378).
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The bias of the estimator β̂ comes from the approximation error in the
Taylor expansion. Recall the bias vector given in (2.13) and let

ε(xj) = ψ(xj)−
P∑
p=0

ψ(p)(xi)(xj − xi)p/p !

denote this approximation error at the point xj . Assume that the (p+a+1)th
derivative of the function ψ exists at the point xi for some a > 0. Then,
a further expansion of ψ(xj) gives an approximation to the approximation
error

ε(xj) ≈ βp+1(xj − xi)p+1 + . . .+ βp+a(xj − xi)p+a ≡ τj , (2.18)

where βk = ψ(k)(xi)/k! and a denotes the order of the approximation. The
choice of a has an effect on the performance of the estimated bias. A discus-
sion of the choice of a can be found in Fan and Gijbels (1995b, p.376), who
recommend using a = 2 for practical implementation.
The unknown parameters in τ = (τ1, τ2, . . . , τn)T can be estimated from a
local polynomial fit of order p+ a with a bandwidth h∗. Let β̂∗p+1, . . . , β̂

∗
p+a

be the resulting estimated regression coefficients and denote the weighted
residual sum of squares by

σ̂∗2(xi) =

1

tr
(
W ∗)− tr

((
X∗TW ∗X∗

)−1
X∗TW ∗2X∗

) n∑
j=1

(
yj − ŷj

)2
W

(
xj − xi
h∗

)
,

(2.19)

where the ŷj are the fitted values from the (p+ a)th order local polynomial
fit. Moreover, X∗ and W ∗, similar to X and W , denote respectively the
design matrix and weight matrix for the local (p + a)th order polynomial
fit with bandwidth h∗. Substitution of the estimates for βp+1, . . . , βp+a into
the vector τ gives τ̂ , leads to an estimated bias vector

b̂iasp(xi) =
(
XTWX

)−1
XTW τ̂ (2.20)

=
(
T
)−1


β̂∗p+1tp+1 . . . β̂∗p+atp+a

...

β̂∗p+1t2p+1 . . . β̂∗p+at2p+a

 , (2.21)

where T = XTWX is a (p+ 1)× (p+ 1) matrix of which the (j, k) element
is tj+k−2 with

tk =

n∑
j=1

(
xj − xi

)k
W

(
xj − xi
h

)
. (2.22)



STATISTICAL PROPERTIES 43

The variance matrix of the estimator (2.14) can be estimated by substituting
σ̂∗2(xi), defined in (2.19), into (2.15). This provides an estimated variance
matrix

v̂arp(xi) = σ̂∗2(xi)
(
XTWX

)−1
XTW 2X

(
XTWX

)−1
. (2.23)

Expressions (2.21) and (2.23) give the estimated bias and variance not only
for ψ̂(xi) but also for ψ̂(v)(xi) = v!βv(xi), v = 0, 1, . . . , P .
The estimated bias for ψ̂(v)(xi) is the (v + 1)th element of (2.20), denoted
by b̂iasp,v(xi), multiplied by v!. Its estimated variance is given by (v + 1)th
diagonal element of (2.23), denoted by v̂arp,v(xi), times (v!)2. For instance,

E
[
ψ̂(xi)

]
− ψ(xi) = eT1

(
XTWX

)−1
XTW τ̂ , (2.24)

and,

Var
[
ψ̂(xi)

]
= σ̂∗2(xi) e

T
1

(
XTWX

)−1
XTW 2X

(
XTWX

)−1
e1

= σ̂∗2(xi) ‖s(xi)‖2. (2.25)

Recall that the approximated bias (2.13) and variance (2.14) depend on
the quantities ε1, . . . , εn and σ2(xi) respectively, which are unknown. These
quantities will be estimated by fitting a local polynomial of degree p + a
locally via equation (2.4), using a pilot bandwidth h∗. This gives estimates
β̂∗0 , β̂

∗
1 , . . . , β̂

∗
p+a and σ̂∗2(xi), which are then substituted respectively into ex-

pressions (2.18), yielding estimates τ̂1, τ̂2, . . . , τ̂n of τ1, τ2, . . . , τn, and (2.23)
leading to the estimated variance. Finally, the estimated bias is computed
by substituting the estimates τ̂1, τ̂2, . . . , τ̂n into (2.20).

As recommended by Fan and Gijbels (1995b, p.377) we modify the bias
estimate in expression (2.21) to improve its finite sample performance, espe-
cially in case of higher order fits (p ≥ 2). This slight modification consists
of replacing the higher order terms tp+a+1, tp+a+2, . . . , t2p+a in (2.21) by
0. Fan and Gijbels (1995b, p.377) argue that it reduces collinearity effects
among monomials

{
(xj −xi)k

}
such as

{
(xj −xi)2

}
and

{
(xj −xi)4

}
. This

operation has no effect on the asymptotic properties, since it only concerns
the higher order terms and no leading terms.

Other authors have expressed the bias and the variance in other fashions,
see Section 2.5.2 or Cleveland et al. (1988, p.100), however we do not provide
here any comparisons between the approaches.

2.4.2 Construction of pointwise confidence intervals
Having estimates of the bias and variance, we are now able to compute

pointwise confidence intervals for ψ̂(xi).
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By (2.25) a local polynomial estimate ψ̂(xi) has the distribution

ψ̂(xi)− E [ψ(xi)]

σ(xi)‖s(xi)‖
∼ N(0, 1).

If b̂(xi) = E
[
ψ̂(xi)

]
−ψ(xi), an estimated bias corrected confidence interval

is

Î(xi) =(
ψ̂(xi)− b̂(xi)− c σ̂∗(xi)‖s(xi)‖, ψ̂(xi)− b̂(xi) + c σ̂∗(xi)‖s(xi)‖

)
,

where c is the appropriate quantile of the standard normal distribution (c =

1.96 for 95 % confidence) and b̂(xi) is a bias estimate as defined in (2.24).
This approach based on a plug-in principle has been criticized in the

literature. Loader (1999b, p.168) argue that plug-in bias estimates simply
amount to increasing the order of the fit. For example, a double smoothing
bias correction converts a local constant estimate into a local quadratic. In
this case an estimated Î(xi) is just a construction of an under-smoothed
interval centered around the local quadratic estimate ψ̂(xi)− b̂(xi).

2.4.3 A bias and variance trade-off

The bias measures the distance that the curve is away from the data
points. We do not want this to be too large obviously, and too small would
be an interpolation, so somewhere in between is desirable.
The variance measures how much the model depends on that one sample.
Again, it is fairly obvious that we do not want this to be too big or too small.

The compact form obtained for the bias (2.24) and variance (2.25) expres-
sions are suitable for our applications. However, they only give a limited view
of the behavior of the bias and variance functions when the design, sample
size or neighborhood change. Here we provide some simple asymptotic ap-
proximations to the bias and variance functions based on the derivations of
Loader (1999b, p.38-42) and Fan and Gijbels (1996, p.101-107). These res-
ults stated below for one independent variable are not new. Tsybakov (1986)
and Müller (1987) were among the first to derive these for local regression, al-
though similar expressions for kernel regression and density estimation have
been known for much longer.
To state asymptotic results, we need to make assumptions about how the se-
quence of design points x1, . . . , xn behaves as n increases. In case of equally
spaced points, we refer to a regular design. More generally, a regular design
generated by a density φ(u) defines xi,n to be the solution of

i− 0.5

n
=

∫ xi,n

− inf

φ(u) du.
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Let ψ̂(xi) be a local polynomial fit of degree p. Assuming that ψ(xi) is p+ 2
times differentiable, we can expand ψ(.) in a Taylor series around xi:

ψ(xj) =ψ(xi) + (xj − xi)ψ′(xi) + . . .+ (xj − xi)p
ψ(p)(xi)

p!

+ (xj − xi)p+1ψ
(p+1)(xi)

(p+ 1)!
+ (xj − xi)p+2ψ

(p+2)(xi)

(p+ 2)!
+ . . .

As an application of Henderson’s theorem, we know that each row sums to
1,
∑n
j=1 sj = 1, and

∑n
j=1 sj(xi) (xj − xi)k = 0 for 1 ≤ k ≤ P . This leads

to

E
[
ψ̂(xi)

]
− ψ(xi) =

ψ(p+1)(xi)

(p+ 1)!

n∑
j=1

sj(xi) (xj − xi)p+1 (2.26)

+
ψ(p+2)(xi)

(p+ 2)!

n∑
j=1

sj(xi) (xj − xi)p+2 + . . .

The bias has a leading term involving the (p + 1)st derivative ψ̂(p+1)(xi).
We keep the ψ̂(p+2)(xi) term in (2.26) because in case the design points are
equally spaced, the rows of the smooth weight diagram are symmetric around
the fitting point xi. Then, if p is even, p + 1 is odd and

∑n
j=1 sj(xi) (xj −

xi)
p+1 = 0 by symmetry, similarly to Müller (1987, p.234 Corollary 3) for

kernel regression. Thus the first term in the bias expansion disappears. In
that case the second term is dominant.

From expression (2.22), the matrix XTWX has components tk of the
form

∑n
i=1 wj

(
xj − xi

)k. Under mild conditions, in particular nhd →∞,

1

nhd

n∑
j=1

wlj
(xj − xi)k

hk
=

∫
W (v)lvkφ(xi + hv) dv + o(1). (2.27)

This result is valid for fixed h. Under the additional assumption h → 0,
(2.27) simplifies to

1

nhd

n∑
j=1

wlj
(xj − xi)k

hk
= φ(xi)

∫
W (v)lvkdv + o(1). (2.28)

For regular design, the limit (2.28) follows from the theory of Riemann
sums, see Loader (1999b, p.38-39). Applying (2.27) and (2.28) to the matrix
XTW lX gives

1

nhd
H−1 XT W lX H−1

=


∫
W (v)lc(v)c(v)Tφ(xi + hv)dv + o(1) h fixed

φ(xi)
∫
W (v)lc(v)c(v)T dv + o(1) h→ 0,

(2.29)
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where H is a diagonal matrix with elements 1, h, . . . , hP and c(v) is the
vector of the fitting functions, c(v) = (1, v, . . . , vp/p!)T .

Asymptotic approximations to quantities such as the bias and variance are
now easily derived. Under the small bandwidth limits, the variance (2.25)
has the following asymptotic approximation

Var
[
ψ̂(xi)

]
=

σ∗2(xi)

nhd φ(xi)
eT1 Λ−1

1 Λ2Λ−1
1 e1 + o((nh)−1), (2.30)

where Λ−1
l =

∫
W (v)lc(v)c(v)T dv. Substituting (2.29) into expression (2.6)

for the local regression estimate leads to

ψ̂(xi) ≈
1

nhdφ(xi)
eT1 Λ−1

1 H−1 XT Wy

=
1

nhdφ(xi)

n∑
j=1

W ◦
(
xj − xi
h

)
yj ,

where
W ◦(v) = eT1 Λ−1

1 c(v)W (v). (2.31)

The weight function W ◦(v) is the asymptotically equivalent kernel. Its de-
pends on the degree of fit and the original weight function W (v). Often
equivalent kernels provide poor approximations but their merit is to sim-
plify theoretical computations considerably, see Loader (1999b, p.40) and
Fan and Gijbels (1996, p.101-107). The asymptotic variance (2.30) becomes

Var
[
ψ̂(xi)

]
≈ σ∗2(xi)

nhd φ(xi)

∫
W ◦(v)2dv.

The first term of the bias expansion (2.26) is approximated by

b(xi) =
hp+1ψ(p+1)(xi)

(p+ 1)!

∫
vp+1W ◦(v)dv + o(hp+1).

If p is even and W (v) is symmetric,
∫
vp+1W ◦(v)dv = 0. The dominant bias

arises from the second term of (2.26), which has size o(hp+2). For p even,
we obtain

b(xi) = hp+2

(
ψ(p+1)(xi)φ

′(xi)

(p+ 1)!φ(xi)
+
ψ(p+2)(xi)

(p+ 2)!

)∫
vp+2W ◦(v)dv + op(h

p+2).

For more details and additional assumptions see Ruppert and Wand (1994),
Loader (1999b, p.38-42) and Fan and Gijbels (1996, p.101-107) among oth-
ers.
When we look at the asymptotic bias and variance, we find interesting fea-
tures. In the leading term of the bias the smoothing parameter is found in
the numerator while for the variance it is found in the denominator. Thus,
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for λ→ 0 the variance becomes large whereas the bias becomes low. As an
illustration, Figure 2.7 shows the squared bias, variance and MSE in one
graph. We see that the bias-variance trade-off is evident as well as the fact
that the minimization of the mean squared error is a compromise between
the two.

Figure 2.7: Squared bias (thin dashed), variance (thin solid) and mse (thick solid) of a
local polynomial fit for the Dutch male population, 2008. Source: HMD.

The intuition behind this is as follows. When the local polynomial does not
fit well, i.e. the bandwidth is too large, the bias is large and hence also
the residual sum of squares. When the bandwidth is too small, the variance
term tends to be larger. So theMSE quantity protects against both extreme
choices.

In addition, there is a difference between p odd and p even, leading to the
same order of the bias for p = 0 (constant) and p = 1 (local linear), as well
as p = 2 (local quadratic) and p = 3 (local cubic), and so on. For instance,
for p = 0 as well as for p = 1, the leading term of the bias contains h2,
whereas for p = 2 and p = 3 one obtains h4.
One last feature as is seen in the formulas, is that for p odd the bias does not
depend on the density φ(xi); in this sense the estimate is design adaptive in
the terminology of Fahrmeir and Tutz (2001). For p even, the term contains
the density φ(xi) in the denominator, meaning that bias is lower if the density
φ(xi) is high.

To give an illustration on how the trade-off between bias and variance
works in practice, consider Figures 2.8 and 2.9.
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Figure 2.8 shows fits for Dutch Male data (year 2008) and age range from
0 to 36 where the curvature is the most pronounced. Each column contains
fits for one value of λ (λ = 9 to 41). The rows show the fits for degrees 4 to
0. The fits have been computed using a triweight weight function.
Figure 2.9 shows the residuals for each of the 20 fits in Figure 2.8, but for the
full age range, from 0 to 98. Superimposed on each plot is a loess smooth.

For local constant fitting, p = 0, a small λ is needed to capture the
dependence of the probability of death on age without introducing an un-
due distortion. Even for λ = 9, the plot of residuals suggests a lack of fit
at the youngest age, that is, at the left boundary, where there is a large
curvature. Local constant fitting can neither capture a quadratic effect at
the left boundary, nor the hump around 18 years old. A similar remark can
be made for a local linear fitting, when p = 1, even for small values of λ.

As we increase λ to get a smoother fit, the local constant and linear fits
introduce a major distortion, and miss the mortality patterns. As λ increases
the neighborhood size increases, the bias tends to increase, and the variance
tends to decrease. However, one can observe that a high polynomial degree
will usually provide a better approximation than a low polynomial degree.

Thus as we increase the polynomial degree, we reduces the bias and the
curvature at youngest ages is capture as it is illustrated in Figure 2.9.
To some extent, the effects of the polynomial degree and bandwidth are
confounded. For example, if a local quadratic and a local linear estimate is
computed using the same bandwidth, the local quadratic estimate is more
variable. But the variance increase can be compensated by increasing the
bandwidth.

For mortality data there is a pronounced dependence of the response on
the independent variable, illustrated by valleys and peak at youngest ages.
Therefore we might expect that locally, taking a small λ and a quadratic or
cubic family provides a reasonable approximation. This, however, must be
done judiciously, since there must be a sufficient number of observations to
support the extra degrees of freedom.

The issue is how to choose the value of the smoothing parameters to get
the right balance of bias and variance. The answer is to try and satisfy some
optimality criteria and it is discussed in the following section.

2.5 Fitting criteria and choice of the smoothing paramet-
ers

Where do we look to make the choices of the smoothing parameters? The
answer is, as we have emphasized, to treat choices of bandwidth, polynomial
degree and weight function as modeling the data and to use formal model
selection criteria and graphical diagnostics to provide guidance.
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The development of methods of parametric regression has had a long his-
tory of using model selection criteria and diagnostic methods for parametric
models fitted to regression data, see Cleveland and Loader (1996).

From parametric regression, there are two families of criteria based on
prediction error and on estimation error, respectively.

2.5.1 Criteria based on prediction error

To evaluate the performance of the estimator we may focus on the predic-
tion problem:

• If the fitted regression curve is used to predict new observations, how
good will the prediction be?

• If a new observation is made at xi = x0, and the response y0 is pre-
dicted by ŷ0 = ψ̂(x0), what is the prediction error?

One measure is
E
[
(y0 − ŷ0)

2
]
.

The method of cross-validation (CV ) can be used to estimate this quantity.
In turn, each observation (xi, yi) is omitted from the dataset, and is predicted
by smoothing the remaining n− 1 observations. This leads to the CV score

CV =
1

n

n∑
i=1

(
yi − ψ̂−i(xi)

)2

. (2.32)

where ψ̂−i(xi) denotes the smoothed estimate when the single data point
(xi, yi) is omitted from the dataset; only the remaining n−1 data points are
used to compute the estimate.

The leave-one-out cross validation criterion was introduced for paramet-
ric models as the PRESS procedure (prediction error sum of squares). Form-
ally computing each of the leave-one-out regression estimates ψ̂−i(.) would
take a lot of computer time, and so at first sight computation of the CV
as in (2.32) looks prohibitively expensive. But there is a remarkable sim-
plification, valid for all common linear smoothers, involving correcting the
weights computed for the full set of n data points. We can calculate all the
leave-one-out smooths from the original smooth weight diagram S.

Actually, it is not clear what leave-one-out means in the context of
smoothing. In general there is not necessarily a relationship between a
smoother for n data pairs and a smoother for n−1 data pairs. One method of
finding such a relationship is to note that any reasonable smooth weight dia-
gram is constant preserving. Thus if we want to use the same smooth weight
diagram with the i-th row and column deleted resulting in an (n−1)×(n−1)
smooth weight diagram, we must renormalize the rows to sum to one.
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Let us recall that si(xi) denote the diagonal elements of the original n×n
smooth weight diagram S. When we delete the i-th column, then the i-th
row sums to 1 − si(xi). So that’s what we divide by to renormalize. For
linear smoothers ψ̂(xi) =

∑
j sj(xi) yj , one may choose

ψ̂−i(xi) =
1

1− si(xi)

n∑
j=1
j 6=i

sj(xi)yj , (2.33)

where the modified weights sj(xi)/(1−si(xi)) now sum to 1. Thus, one gets
the simple form

ψ̂−i(xi) =
1

1− si(xi)
ψ̂(xi)−

si(xi)

1− si(xi)
yi.

Then the essential term yi − ψ̂−i(xi) in (2.32) is given by

yi − ψ̂−i(si(xi)) =
yi − ψ̂(xi)

1− si(xi)
,

and may be computed from the regular fit ψ̂(xi) based on n observations
and weights si(xi). By using (2.33) one gets the criterion

CV =
1

n

n∑
i=1

(
yi − ψ̂(xi)

1− si(xi)

)2

.

Generalized cross-validation (GCV ), as introduced by Craven and Wahba
(1979), replaces si(xi) by the average

∑
i si(xi)/n. The resulting criterion

is easier to compute as it is the single average squared error corrected by a
factor.

GCV =
1

n

n∑
i=1

(
yi − ψ̂(xi)

1− 1
n

∑
j sj(xj)

)2

=
1

n

n∑
i=1

(
yi − ψ̂(xi)

1− tr(S)/n

)2

=
1

n(1− tr(S)/n)2

1

n

n∑
i=1

(
yi − ψ̂(xi)

)2

=
n

(n− υ1)2

n∑
i=1

(
yi − ψ̂(xi)

)2

,

In this form, the criterion is very sensitive to the design space. Table 2.4
presents the proportion of the residuals sum of squares (RSS) in the bound-
aries given by the local polynomial regression targeting the mortality rates qi



52 CHAPTER 2. LOCAL REGRESSION METHODS

Male pop. Female pop.

Target p Left Right Left Right

qi 0 0.03 98.79 0.02 99.03

1 0.19 88.91 0.25 86.29

2 0.17 94.83 0.49 92.02

3 0.11 94.73 0.31 91.49

4 0.07 94.32 0.20 90.61

logit(qi) 0 82.91 7.82 83.52 9.14

1 82.98 0.83 86.24 0.28

2 76.86 1.44 72.41 0.60

3 72.32 1.67 60.63 0.80

4 69.74 1.90 58.71 0.85

Table 2.4: Proportion of the RSS in the boundaries (in %) by the local polynomial
regression, computed with boundary correction type 1 and a triweight weight function and
λ = 19, for the Dutch male and female population, 2008. Source: HMD.

on the original scale and on the logit scale by fixing arbitrarily the bandwidth
λ to 19 observations. The proportion of the RSS varies with the underlying
structure of the data as well as the degree of polynomial p chosen. A con-
stant fit leads to the highest disturbing nuisance. The performance in the
boundaries increases with the degree of polynomial. By targeting the mor-
tality rates qi on the logit scale, most of the curvature appears in the right
boundary. The proportion of the RSS in the right boundary represents at
least 88.91 % and 86.29 %, for the male and female population respectively.
It is apparent that the selection of the parameters is driven by minimizing
the RSS in the left boundary rather than the whole data.

However, the generalized cross validation can be seen as a special case of
minimizing

log(σ̂2) + ϕ(S),

where ϕ(.) is a penalty function that decreases with increasing smoothness
of ψ̂ and σ̂2 = (1/n)

∑
i(yi − ψ̂(xi))

2 is the average squared residuals, see
Hurvich et al. (1998, p.273). Table 2.5 presents the proportion of the natural
logarithm of RSS in the boundaries.

By taking the natural logarithm of the average square errors, the variability
is reduced and the criterion less affected by the boundaries.

The choice ϕ(S) = −2 log (1− tr(S/n)) yields the GCV criterion, while
ϕ(S) = 2 tr(S/n) yields the AIC criterion

log(σ̂2) + 2 tr(S)/n. (2.34)
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Male pop. Female pop.

Target p Left Right Left Right

qi 0 10.58 4.70 10.4 4.46

1 10.07 5.65 9.92 5.87

2 10.08 5.67 9.73 6.38

3 10.01 5.72 9.71 6.26

4 10.15 5.66 9.92 5.97

logit(qi) 0 4.07 6.72 3.59 6.88

1 2.92 10.37 2.39 13.67

2 3.76 10.28 5.56 12.08

3 3.13 10.43 4.56 12.50

4 3.48 10.44 4.86 11.08

Table 2.5: Proportion of the log(RSS) in the boundaries (in %) by the local polynomial
regression, computed with boundary correction type 1 and a triweight weight function and
λ = 19, for the Dutch male and female population, 2008. Source: HMD.

The usual form of the AIC criterion is given by AIC = −2 {log(L)− p},
where log(L) is the maximal log-likelihood and p stands for the number of
parameters. Under the assumption of normally distributed responses yi ∼
N(µi, σ

2), one obtains, apart from additive constants,

AIC = n

(
log(σ̂2) +

2

n
p

)
.

In (2.34) the trace tr(S) plays the role of the effective number of parameters
used in the smoothing fit, see Loader (1999b). Thus, replacing p by tr(S)
leads to (2.34). If ϕ(S) = − log {1− 2 tr(S)/n} is chosen, one obtains the
criterion suggested by Rice (1984).

A last alternative can be mentioned. Hurvich et al. (1998, p.277) pro-
posed to use the criterion AICC, a corrected version of the AIC,

AICC = log(σ̂2)+
1 + tr(S)/n

1− (tr(S) + 2)/n
= log(σ̂2)+1+

2(tr(S) + 1)

n− tr(S)− 2
. (2.35)

The first term in (2.35) measures the quality of the adjustment while the
second term evaluates the model complexity.

It follows from Härdle et al. (1988, p.88) that all the so-called classical se-
lectors considered here are asymptotically equivalent. Given this, we might
wonder why they might exhibit noticeably different performances in practice.
The reason, exposed in Hurvich et al. (1998, p.277) is that the asymptotic
theory assumes tr(S) → 0, a situation that is not consistent with a small
smoothing parameter λ.
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Figure 2.10: ϕ(.) penalties for various selectors as a function of tr (S) /n.

Figure 2.10 makes this distinction clear. It gives the penalty functions ϕ(S)
as a function of tr(S) for GCV , Rice’s T statistic, the AIC and AICC − 1
(subtracting 1 from AICC makes it comparable with the other selectors,
and does not affect its smoothing parameter choices; since AICC depends
on n, its curve is given for n = 100).

All four functions become indistinguishable at the left-hand end of the
plot, which corresponds to tr(S)/n→ 0 and the usual asymptotics. The cri-
teria differ markedly for a small smoothing parameter (large tr(S)/n), how-
ever, with a sharper rise corresponding to a heavier penalty against under-
smoothing. The AIC and GCV have relatively weak penalties; this accounts
for their tendencies to lead to under-smoothing. Rice’s T statistic, in con-
trast, has a very strong penalty, as it is effectively infinite for tr(S)/n ≥ 0.5.
This means that Rice’s T must lead to over-smoothing when a very small
smoothing parameter is appropriate. AICC occupies a position between
these two extremes, being less susceptible to both the under-smoothing of
the AIC and GCV and the over-smoothing of Rice’s T statistic.

In consequence, we would use the AIC or the GCV selector when the
data present a smooth pattern, as we are more likely to look for an under-
smoothed fit. While Rice’s T statistic and AICC would be used alternat-
ively, as they lead to an over-smoothed fit which is satisfactory when the
data are volatile.

2.5.2 Criteria based on estimation error
Alternatively, one can consider methods motivated by estimation error:

how well does ψ̂(x) estimate the true mean ψ(x)? A risk function meas-



FITTING CRITERIA AND CHOICE OF THE SMOOTHING PARAMETERS 55

ures the distance between the true regression function and the estimate; for
example,

R(ψ, ψ̂) =
1

σ2

n∑
i=1

E
[(
ψ̂(xi)− ψ(xi)

)2
]
. (2.36)

Ideally, a good estimate would be one with low risk. But since ψ is unknown,
R(ψ, ψ̂) cannot be evaluated directly. Instead, the risk must be estimated.
Focusing on the squared-error risk, we have the bias-variance decomposition

σ2 R(ψ, ψ̂) =

n∑
i=1

Var
[
ψ̂(xi)

]
+

n∑
i=1

(
E
[
ψ̂(xi)

]
− ψ(xi)

)2

.

Cleveland et al. (1988, p.100) compute the expected value of the residual
sum of squares of ψ̂(xi) as

E

[
n∑
i=1

(
yi − ψ̂(xi)

)2
]

=

n∑
i=1

Var
[
yi − ψ̂(xi)

]
+

n∑
i=1

(
E
[
ψ̂(xi)

]
− ψ(xi)

)2

.

Likewise, in matrix notation, knowing that

Var
[
y − ψ̂

]
= Var [(I − S)y]

= σ2 (I − S) (I − S)
T

= σ2
(
I − S − S′ + SST

)
,

where y is the vector of the response values and I is the identity matrix, we
have

E
[∥∥∥ y − ψ̂ ∥∥∥2

]
= σ2 tr

(
I − S − ST + SST

)
+ bT b

= σ2
(
n− 2 tr

(
S
)

+ tr
(
SST

))
+ bT b

= σ2(n− 2 υ1 + υ2) + bT b,

with b the bias vector. Hence Cleveland et al. (1988, p.100) estimate of the
bias term bT b as

E
[∥∥∥ y − ψ̂ ∥∥∥2

]
− σ2(n− 2 υ1 + υ2). (2.37)

With (2.25) and (2.37), and making the proper rearrangements, an unbiased
estimate of (2.36) is

R̂(ψ, ψ̂) =
1

σ2

n∑
i=1

(
yi − ψ̂(xi)

)2

− n+ 2 υ1.

This statistic is known as the Cp criterion, and has been introduced by
Mallows (1973) for parametric regressions. It provides an unbiased estimate
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of R(ψ, ψ̂). This statistic was extended to local regression by Cleveland and
Devlin (1988). To implement the Cp criterion (or unbiased risk estimate)
one needs to know an estimate of σ2. The recommendation of Cleveland
et al. (1988) is to replace it by an estimate from a local fit for which it seems
reasonable to suppose the bias is small. This means estimating σ̂2, where λ
is small, by

σ̂2 =
1

n− 2 υ1 + υ2

n∑
i=1

(
yi − ψ̂(xi)

)2

.

2.5.3 Plug-in method and theoretical bandwidth
Since the choice of the smoothing parameters is of crucial importance to

the performance of the estimator, this has been a topic of extensive research.
The work has been most predominantly in the setting of kernel density estim-
ation, see Loader (1999a). The bandwidth selection methods can be divided
into two broad classes, the classical and plug-in methods.

Classical methods are Cp, CV , GCV and AIC and variations, introduced
in Section 2.5.1 and 2.5.2. We have seen these are more or less natural ex-
tensions of methods used in parametric modeling.
On the other hand, plug-in methods rely on an approximation of the bias via
Taylor series expansions. The bias of an estimate ψ̂ is written as a function
of the unknown ψ, and is approximated through Taylor series expansions.
A pilot estimate of ψ is then plugged in to derive an estimate of the bias
and hence an estimate of the mean squared error. The optimal bandwidth
minimizes this estimated measure of fit:

M̂SEp,v(xi, h) = (v!)2
(
b̂ias

2

p,v(xi) + v̂arp,v(xi)
)
. (2.38)

With the estimatedMSE, Fan and Gijbels (1995b, p.378) formulate a band-
width selection rule as follows: Fit a polynomial of order p + a (choosing
a = 2) and find the pilot bandwidth h∗ that minimizes the integrated resid-
ual squares criterion,

IRSC(h) =

∫
[xmin,xmax]

RSC(t, h) dt,

with the RSC defined as

RSC(xi, h) = σ̂∗2(xi) (1 + (p+ 1)/N) , (2.39)

where N−1 is the first diagonal element of the matrix(
XTWX

)−1
XTW 2X

(
XTWX

)−1
,

and σ̂∗2(xi) is the normalized weighted residual sum of squares after fit-
ting locally a (p+ a)th order polynomial defined as expression (2.19). Note
that N reflects the effective number of local data points since Var

[
β̂(xi)

]
=
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σ2(xi)/N by equation (2.15). The criterion is not suffering from the bound-
ary effects as the RSS component is weighted by the variance term N .
Because the variance is larger at the boundaries, the resulting contributions
of the observations are lower.

The intuition behind statistic (2.39) is that when the local polynomial
does not fit well (the bandwidth is too large), the bias is large and hence also
the residual sum of squares σ̂∗2(xi). When the bandwidth is too small, the
variance term N tends to be larger. So the RSC quantity protects against
both extreme choices.

Thus, having the optimal bandwidth h∗ for estimating βp+1, obtain es-
timates β̂∗p+1(xi), β̂∗p+2(xi) and σ̂∗2(xi). With these estimated parameters,
compute the estimated bias b̂iasp,v(xi) and variance v̂arp,v(xi) of β̂v, which
are the (v+ 1)st element of vector (2.20) and the (v+ 1)st diagonal element
of the estimated expression (2.23), respectively. Combining these estimates
yields (2.38) as the estimated MSE. This leads to the bandwidth selector

ĥp,v = arg min
h

{∫
[xmin,xmax]

M̂SEp,v(t, h) dt

}
.

The key problem here is the bias estimation. The current approach makes
it possible to assess the bias without going into deep asymptotics. It differs
from the usual plug-in procedure (see for instance Park and Marron (1990),
Sheather and Jones (1991), and Gasser et al. (1991)) in the sense that the tk,
defined by expression (2.22), are not further replaced by their asymptotic
counterparts. The quantities tk are already known, and Fan and Gijbels
(1995b, p.377) argue that replacing them by their corresponding asymptotic
quantities introduces not only some extra approximation but also extra un-
known parameters such as the marginal density ψX(xi).

However, for higher order fits (p ≥ 2) such as local quadratic or cubic
fits, bias estimation essentially amounts to estimating fourth order derivat-
ives about which the data contains little or no information, see Cleveland
and Loader (1996, p.33). Hence plug-in bandwidth selection alone does not
solve the bandwidth problem, but replaces the problem with the problem of
choosing pilot bandwidths.

2.5.4 Graphical Diagnostics and heuristics

In practice one needs to choose λ and the fitting variables to balance
the trade-off between bias and variance. To find such constellation, we can
compute the criteria presented in Section 2.5.1 and 2.5.2 for different fits
and select the fit with the lowest score.
However, as argued strongly by Cleveland and Devlin (1988), this discards
much of the information about the trade-off between the contributions of
variance and bias to the mean-square-error. Cleveland and Devlin then
introduced graphical tools for displaying these statistics.
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As an illustration, Figure 2.11 displays the AIC scores against the fitted
degrees of freedom tr

(
SST

)
. We use the fitted degrees of freedom, rather

than the smoothing parameter, as the horizontal axis. This aids interpreta-
tion: 10 degrees of freedom represents a smooth model with very little flex-
ibility while 30 degrees of freedom represents a noisy model showing many
features. It also aids comparability as we can compute criteria scores for
other polynomial degrees or for other smoothing methods and added to the
plot.

Figure 2.11: AIC scores for various polynomial degrees and triweight weight function
for Dutch Male population, 2008. Source: HMD.

From Figure 2.11, the lowest score corresponds to a quartic fit with υ2 =
47.41, leading to a smoothing window of 11 points. Following Loader (1999b,
p.33), any model with a score near the minimum is likely to have a sim-
ilar predictive power. The flatness of the plot reflects the uncertainty in
the data, and the resulting difficulty in choosing the smoothing parameters.
Hence Cleveland and Devlin (1988) elect to use a larger λ and recommend
to choose the smoothing parameters at the point when the criterion reaches
a plateau after a steep descent. In consequence, we would select a cubic fit
with υ2 = 18.46, corresponding to a bandwidth of 19 observations.

In parallel, we shall use fitting and corresponding residuals plots. Figure
2.12 shows the fits and corresponding residuals plot for the constellation
picked by the lowest AIC score and the one elected using our graphical
diagnostic. Both of the fits have been computed with a triweight weight
function.
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One always has to look at residual plots in conjunction with looking at
plots of the fits. Superimposed on the residual plot is a loess smooth with
local quadratic fitting and λ = 19. The smoothed curves help the search for
clusters of residuals that may indicate lack of fit. Such residual plots provide
a powerful diagnostic that nicely complements the selection criteria.
The diagnostic plots can show lack of fit locally, and we have the opportunity
to judge the lack of fit based on our knowledge of both the mechanism
generating the data and our knowledge of the performance of the smoothers
used in the fitting. Here, the process is not to judge a fit adequate if a
smooth curve on its residual plot is flat. A flat curve means simply that no
systematic, reproducible lack of fit has been detected. The fit may well be
too noisy as we can see from the fit computed with the lowest AIC score.
It stays too close to an interpolation since trends in small parts of the data
are interpreted as more widespread trends. Then, for small datasets, the
fit is very nearly interpolating the data which results in unacceptably high
variance.

Figure 2.12: Fits and residuals plots elected by the AIC score with a triweight weight
function for Dutch Male population, 2008. Source HMD.

Loader (1999a) has emphasized the importance of not relying blindly on
any bandwidth selector to produce the right bandwidth automatically. If
one applies a bandwidth selector and plots the fit, one gets a one-sided view
of the bias-variance trade-off, seeing the variance but not the bias. It is
extremely important to use appropriate residual diagnostics to look for lack
of fit. Likewise, plotting the AIC or variations provides valuable diagnostic
information as to how difficult the bandwidth selection is; a flat plot suggests
that different features of the data may be competing for attention at different
bandwidths. Plug-in approaches discard this information.
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Plug-in approaches make substantial prior assumptions about the required
bandwidth through the specification of tuning parameters for pilot estimates.
They will fail if this information is wrong. The plug-in methods obtain much
of their information from the data through the use of higher order pilot es-
timates. If classical approaches are also allowed to consider higher order
methods, better estimates result. Loader (1999a) does not claim that clas-
sical approaches such as AIC and variations will produce the best estimates,
but rather that, used properly, the results will often be more informative than
other bandwidth selection.

To conclude, note that in practice relying exclusively on a global criterion
is unwise because a global criterion does not provide information about where
the contributions to bias and variance are coming from.

In the next section, we use two examples to graduate the mortality data
through the choices of the weight function, the bandwidth, and the para-
metric family. We use the fitting criteria and graphical diagnostics to guide
the modeling.

2.6 Applications

2.6.1 The data

In this section we present two applications of local polynomial fitting
method for graduation. The computations are carried out with the help
of the software R, R Development Core Team (2012). Figure 2.13 displays
the observed statistics of the two datasets.

i. The data for the first application are reported by the Human Mortality
Database (2012). The dependent variable is the observations in a logit
scale of the one-year probability of death for the Dutch Male population
for the year 2008 at age xi with i = 1, . . . , 99.

ii. The data for the second application are the Female counterpart.

2.6.2 Choice of the constellation of the smoothing parameters

We graduate the mortality data through the choices of the weight function,
the bandwidth and the parametric family. In practice one needs to choose λ
and the fitting variables to balance the trade-off between bias and variance.
To find such a constellation, we use the criteria presented in Section 2.5 and
graphical diagnostics to guide our modeling.
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Figure 2.13: Observed statistics for Dutch Male and Female population, 2008. Source:
HMD.

Both datasets present a relatively wiggly pattern. For these applications
we picked the optimal constellation selected by Rice’s T statistic and AICC
as the final fit. Due to strong penalties on tr(S)/n, these criteria tend to lead
to over-smoothing, which, considering the underlying pattern of the data, is
satisfactory. However, the selected bandwidth should not be too large to
capture the structure at the left boundary and the accident hump which we
believe as true.

Table 2.6 displays the elected optimal constellation of smoothing para-
meters for the local polynomials method together with the fitted degrees of
freedom.

λ Degree W (.) Fitted DF

Dutch Male 19 3 Triweight 18.46

Dutch Female 21 3 Triweight 16.76

Table 2.6: Elected optimal constellation of smoothing parameters and fitted degrees of
freedom, λ = 2 h+ 1

A local cubic fit is needed to capture the mortality patterns. The choices
differ with the bandwidth elected. The weight function has much less effect
on the bias-variance trade-off than the two other smoothing parameters.
However, it influences the visual quality of the fitted regression curve.

The mortality patterns for the Dutch female population are less pro-
nounced than for the male. A higher λ is then needed to smooth the structure
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at the left boundary and the accident hump which we believe less accentu-
ated than the Male population. The corresponding fitted degrees of freedom
for the female population are lower than the ones for the male, indicating
that we have applied more smoothing.

Table 2.7 presents the theoretical optimal bandwidth provided by the plug-
in method developed in Section 2.5.3. We fit a polynomial of degree 3 and
use the corresponding optimal weight functions elected in Table 2.6. The
values of λ are reported below.

Pilot bandwidth Optimal bandwidth

Dutch Male λ = 19 λ = 17

Dutch Female λ = 32 λ = 21

Table 2.7: Pilot and optimal bandwidths selected by the plug-in method

The optimal bandwidths confirmed our choices presented in Table 2.6, being
relatively close and agreeing with our ranking.

2.6.3 Plots of the fits on the transformed scale
Figure 2.14 presents the mortality rates (logit scale) graduated by our local

polynomials method with the optimal constellation of smoothing parameters
displayed in Table 2.6.

Figure 2.14: Graduated mortality rates by local polynomial (logit scale) with 95% point-
wise confidence intervals and corresponding transformed residuals plots for Dutch Male
and Female population, 2008. Source: HMD.

In conjunction with the plots of the fits, we display the residuals plots.
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Superimposed on the responses residuals is a loess smooth curve which helps
for search of clusters of residuals that may indicate a lack of fit locally. This
loess smooth curve has not detected any systematic and reproducible lack
of fit. However, it shows an important lack of fit at the left boundary. Due
to the underlying structure of the mortality data - high curvature at the
youngest ages and a relatively linear trend after 30 years old - it is normal
to get higher residuals at the left boundary than in the rest of the curve.

A last feature is shown by examining the confidence intervals in Figure
2.14. The width of the interval reveals the uncertainty associated with the
graduated series. These widths are much larger for youngest ages, when the
number of deaths is relatively low compared to the highest ages, as they
depend on the variance of the estimates and hence on the volume of data
available for graduation.

2.6.4 Plots of the smoothers
The weight function associated with the i-th point is used to compute the

weights in the i-th row, s(xi), of the 99 × 99 smoother S and is shown in
Figures 2.15 and 2.16, below, with the influence values.

Figure 2.15: Smoother Sij : left panel: i, j = 0, . . . , 49, center panel: i, j = 50, . . . , 98
and influence values for the Dutch Male population, 2008. Source: HMD.

Figure 2.16: Smoother Sij : left panel: i, j = 0, . . . , 49, right panel: i, j = 50, . . . , 98 and
influence values for the Dutch Female population, 2008. Source: HMD.
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The weights are shown as the height along the i-th row of the surface.
For values in the central region, the weights form a triweight kernel. But
as the point at which we are estimating the true curve moves towards the
boundaries, the kernel overlaps the boundary and becomes asymmetric, and
some weights are negative. Moreover, the height of the kernel increases
because fewer observations are available.

For our applications, the boundary correcting kernel always uses λ obser-
vations wherever the target point is. For instance, for a target point at the
left boundary, we use all the observations available k at the left side, and
2 h − k at the right side of the point. Reciprocally for the right bound-
ary. This type of correction is found in most smoothing software such as
the loess() or locfit() functions in R, R Development Core Team (2012).
Note that the criteria used for model selection have been computed over a
restricted number of observations. Restricting the sum helps to reduce the
boundaries effects, see Fan et al. (1998). At the boundaries, the residual
sum of squares, RSC criterion and estimated derivatives can be too large
because of numerical instabilities and scarcity of the data, see Section 2.5.

The influence values measure the sensitivity of the fitted curves ψ̂(xi) to
the individual data points. It shows us the amount of smoothing applied
locally. For instance, in Figure 2.15 right panel, infl(x7) = infl(x91) ≈ 0.18,
indicating that the observed values constitute about 18 % of the fitted values
while the influence values for observations in the central region (≈ 0.21)
shows that the observed values constitute about 21 % of the fitted values.
It illustrates that locally we have applied more smoothing at age 7 and 91
than in the rest of the curve.

2.6.5 Plots of the graduated series and diagnostic checks

Having produced estimates on the transformed scale, we now back-transform
the graduated rates. Figure 2.17 presents the mortality rates graduated on
the original scale by our local polynomials method.

After graduating the crude rates and back transforming, one diagnostic
mentioned by Gavin et al. (1995, p.183) uses the mean and variance of the
binomial distribution to calculate the standardized deviation between the
observed and expected deaths,

di − liq̂i√
liq̂i(1− q̂i)

, for i = 1, . . . , n.

Figure 2.18 displays the expected number of deaths with the statistic de-
scribed above. We notice that most values are less than two and the statistic
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Figure 2.17: Graduated mortality rates by local polynomials (original scale) with 95%
pointwise confidence intervals and corresponding residuals plots for Dutch Male and Fe-
male population, 2008. Source: HMD.

has a mean close to zero for both populations, indicating that the assump-
tions made by the model are valid. Several other diagnostic plots and non-
parametric tests could be considered, see Gavin et al. (1995) and Cleveland
et al. (1988).

Figure 2.18: Expected number of death with 95% pointwise confidence intervals and
deviation between actual and expected death for Dutch Male and Female population, 2008.
Source: HMD.

2.7 Comparisons with the Whittaker-Henderson model
Similarly to the local polynomials method, we apply the criteria presented

in Section 2.5.1 to find the optimal value of parameters h and z. We picked
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the constellation h = 5 and z = 3 for the male, and h = 20 and z = 3
for the female population, given by Rice’s T criterion, leading to 20.99 and
17.06 fitted degrees of freedom respectively. Figures 2.19 and 2.20 present
graphical comparisons of the local polynomials approach and the Whittaker-
Henderson model.

Figure 2.19: Graphical comparisons between the local polynomials approach (full line)
and the Whittaker-Henderson smoothing (dotted line) for the Dutch Male and Female
population, 2008: Graduated series and standardized residuals. Source: HMD.

In Figure 2.19, the top left panel presents the graduated mortality rates
(logit scale) for the Dutch Male population. The series graduated by local
polynomials displays a smoother pattern. The corresponding degrees of free-
dom are lower than the ones obtained by the Whittaker-Henderson model,
illustrating that the model is showing less features.

The bottom left panel shows the graduated mortality rates (logit scale) for
the Dutch Female population. The graduated series are practically identical.
The fitted degrees of freedom are very close, illustrating that the models show
the same features.
The right panels display the standardized residuals. The circles represent
the residuals from the local polynomials approach and the crosses the ones
from the Whittaker-Henderson smoothing. The standardized residuals are
mainly in the interval [−2; 2] which indicates that the models adequately
model the variability of these datasets.

In Figure 2.20, the influence values, obtained by the local polynomials
for the male population, up to age 80 are below the ones computed with
Whittaker-Henderson model, inflWH(xi) = diag((V + hKT

z Kz)
−1V ), top
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Figure 2.20: Graphical comparisons between the local polynomials approach (full line)
and the Whittaker-Henderson smoothing (dotted line) for the Dutch Male and Female
population, 2008: Influence values and relative difference between the graduated series.
Source: HMD.

left panel. It indicates that, up to age 80, more smoothing has been ap-
plied by the local polynomials approach. For instance, inflLP (x20) ≈ 0.21,
indicating that the observed value constitutes about 21 % of the fitted value,
while the influence value obtained by the Whittaker-Henderson model for
the same observation (inflWH(x20) ≈ 0.26) shows that the observed value
constitutes about 26 % of the fitted value.
The relative difference between the two approaches for the male population
is more important at the boundaries, where the Whittaker-Henderson model
does not need special treatment.
The influence values for the female population, bottom left panel, stay close.
The relative difference is very low and, as for the male population, is larger
in the boundaries.

We end the comparisons by applying the tests proposed by Forfar et al.
(1988, p.56-58) and Debón et al. (2006, p.231). We have also obtained the
values of the mean absolute percentage error MAPE and R2 used in Felipe
et al. (2002). We compare the crude mortality rates to the graduated series
to see whether the two approaches lead to similar graduation. Table 2.8
presents the results.

The two approaches display favorable results making it difficult to choose
one of them. As an advantage for the Whittaker-Henderson method, we
observe that is not necessary to give a special treatment to the observations



68 CHAPTER 2. LOCAL REGRESSION METHODS

Local Polynomial Whittaker-Henderson

Male Female Male Female

Degree of freedom 18, 46 16, 76 20, 99 17, 06

Computation time (sec) 0, 857 0, 860 0, 008 0, 008

Standardized > 2 5 5 4 4

Residuals > 3 2 2 2 2

Signs +(−) 54(45) 48(51) 51(48) 48(51)

Test p-value 0.4215 0.8408 0.8408 0.8408

Runs Nb of runs 59 67 59 63

Test Value 1.8152 3.3460 1.7281 2.5371

p-value 0.0695 0.0082 0.0840 0.0112

Kolmogorov Value 0.0303 0.0404 0.0303 0.0404

Smirnov test p-value 1 1 1 1

X 2 Value 129.06 93.15 103.39 94.62

Test p-value 0.0194 0.6196 0.3352 0.5779

R2 Value 0.9983 0.9986 0.9985 0.9986

MAPE (%) 10.41 9.61 9.05 8.99

Table 2.8: Comparisons between the local polynomials approach and the Whittaker-
Henderson smoothing for the Dutch Male and Female population, 2008. Source: HMD.

in the boundary, and the computation time is 100 times smaller. However
we have used a prototype implementation in R to perform the the local
polynomials approach. This can be improved by at least a factor of 10, if a
lower level language such as C is used.

2.8 Summary and outlook
This chapter gives an extensive overview of local regression techniques.

Local regression is a popular form of non-parametric regression, combining
excellent theoretical properties with conceptual simplicity and flexibility to
find structure in many datasets. It is very adaptable, and it is also convenient
statistically since a lot is known about least squares theory, which is helpful
when looking at bias and variance.

We have seen how local polynomial regression can be used to model the
relation between the crude death rates and attained age with sufficient ex-
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posures. However, for the purpose of graduating series originating from life
insurance, the transformation of the data is a real problem for two reasons.
On one hand, due to the transformation, a high curvature appears in the
left boundary. As a consequence, the selection of the smoothing paramet-
ers may be mainly driven by minimizing the residual sum of squares in the
boundaries rather than for the whole set of data points. It may force the
criteria to select a smaller bandwidth at the boundary to reduce the bias,
but this may lead to under-smoothing in the middle of the table.
On the other hand when the volume of data is not sufficiently high, the
datasets might present zero response for youngest and oldest ages and hence
the logit transform can not be applied. We should point out that many
authors achieve better fits by eliminating the early ages due to their irreg-
ular profile, which they justify by arguing that actuarial operations begin
at more advanced age. We have chosen to include the young age groups to
show the applicability and relevance of the approach to find structure in the
presence of an irregular profile. Moreover, it is worth remembering that the
double exponential, which appears in Heligman and Pollard (1980) and is
related to parametric models, has been introduced to deal specifically with
the difficulty of adjusting the younger ages.
Finally, it would be desirable to model situations where a non-Gaussian like-
lihood is appropriate. In local polynomial regressions, the response variable
was assumed to be approximately Gaussian. If the response is binary or
given by counts, the technique considered there is no longer applicable, be-
cause binary or count data have an expectation-variance structure that is
different from the continuous, normally distributed responses. In the fol-
lowing chapter, the concepts of Sections 2.2 and 2.4 are incorporated and
extended within the framework of local likelihood and localized Generalized
Linear Models.


