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7 Commercial Online Choice 
Architecture 
When Roads Are Paved 
With Bad Intentions 

Thomas Nys and Bart Engelen 

I played my part, and you played your game. 
(J. Bongiovi, You Give Love A Bad Name) 

Welcome to the future, Holmesy. It’s not about hacking computers anymore; 
it’s about hacking human souls. 

(John Green, Turtles All The Way Down) 

1 Introduction 

Consider how much time we spend online: watching YouTube videos, 
attending Zoom sessions, scrolling through Facebook, Instagram, or other 
social media, googling stuf, or doing some online shopping. Given the vast 
amounts of time spent, and the number of choices made online, ethicists 
should scrutinize the impact of this on people’s behavior and the extent to 
which that impact arguably respects or undermines their freedom, autonomy 
and, according to some critics, even their dignity. In this chapter, we focus 
on what we call COCAs: commercial online choice architectures or choice 
environments that are purposefully designed by (often hugely resourceful) 
private companies. Given how much online time and interaction is framed 
within and infuenced by such COCAs, ethically evaluating them is both 
urgent and important. 

We frst justify our focus on COCAs (Section 2) before defning and illus-
trating what we mean by them (Section 3). In order to assess when and 
why COCAs are manipulative, we conceptualize manipulation and focus 
specifcally on the intentions behind manipulative practices (Section 4). This 
focus enables us to assess one of the main ethical worries that arise with the 
ubiquity of COCAs, namely their impact on the personal autonomy of users 
(Section 5). Finally, we provide a balanced conclusion (Section 6). 

2 Why We Talk About COCAs 

The time we spend online increases year after year. From 2009 to 2019, 
averages increased from 1h15 to 3 hours per day (with almost 2h30 spent 
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136 Thomas Nys and Bart Engelen 

on our mobile phones). Due to COVID-19, those numbers have soared even 
higher. One study suggests that it has more than doubled from 3 to 7 hours 
in 2020 (Globenewswire 2020). Another report observes that this 

equates to more than 100 days of connected time per internet user, 
per year. If we allow roughly 8 hours a day for sleep, that means we 
currently spend more than 40  percent of our waking lives using the 
internet.1 

More than ever, online is where we search for information, get our news, 
listen to music, watch shows, play games, talk to our family, friends, and 
colleagues, share our work and leisure with others, and buy our clothes, 
food, and other stuf. Ever more aspects of our lives – work, school, fnance, 
friendship, romance, etc. – are (partly) online. 

Of course, not all of those hours and decisions take place in commercial 
online environments. People might be checking Wikipedia or, why not, read-
ing articles in the Stanford Encyclopedia of Philosophy. These are not COCAs 
as they’re not designed by commercial entities. But when we shop online, as 
most of us do (CBS 2021), we are inevitably making decisions in COCAs. 
Or think of the time we spend on platforms designed by Google (such as the 
search engine or YouTube). Or take Facebook, a clear example of a COCA, 
as it is an online platform, purposefully designed by a (huge and powerful) 
private company for commercial ends. Facebook designs its algorithms to be 
addictive and to keep users on the platform as long as possible (Solon 2017) 
while collecting data about them, which it then monetizes by targeting ads 
from third parties to relevant users (Gilbert 2018). With people spending on 
average 2 hours and 30 minutes per day (or more than a full month per year) 
on social media, the impact of COCAs like this should not be underestimated. 

When we use COCAs to seek information, entertainment, commodities, 
and opportunities for socializing, we might be worried for our privacy. 
Companies obtaining ever more data and insights into our choices and pref-
erences can indeed be considered problematic. The fact that this knowledge 
is subsequently used to infuence or steer our behavior constitutes another 
concern. This is a concern about manipulation, and it grows as private com-
panies collect more and more personal data online; data that they can sub-
sequently use for micro-targeting the users of these services. 

The fact that private companies design the frameworks within which we 
make so much of our online choices makes the ethical evaluation of such 
COCAs particularly salient and topical. After all, should anything prove to be 
morally wrong with COCAs, the problem would be both massive and urgent. 

3 What We Talk About When We Talk About COCAs 

So, what exactly are COCAs and how do they work? When we talk about 
‘choice architectures’, we obviously refer to Richard Thaler and Cass Sun-
stein (2008), who use the term to denote the environments in which we 
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make and which infuence our choices because of their architecture or 
design. Think, for example, of the diferent ways in which we can frame and 
present options; physically, visually, verbally, emotionally, and so on. Think 
of your local pub, which ofers both lagers and ciders, but can make one of 
those more ‘eye-catching’, by placing them near the register or at eye-level. 

The same happens online. Whenever we choose to click something – a 
link to a website we think might be interesting, a song we want to hear or 
a product we’re considering to buy – we are making choices within online 
choice architectures or OCAs: environments and platforms that have been 
designed one way or the other and that will partially infuence our deci-
sions. When you do your shopping online, some items pop up frst or are 
listed higher up in your search results. Some items may be highlighted and 
presented in a slightly more attractive way. And the same goes when you use 
Google’s search engine, Facebook, Netfix, or YouTube. Importantly, such 
designs or choice architectures have an impact on our choices and decisions, 
regardless of whether there was a deliberate intention behind them. Just like 
more people will pick a lager if that happens to be at eye level, more people 
will click an item when it is higher up the list.2 

While a pub owner might not think all too hard about where to put 
lagers and ciders, online choice environments are quite clearly purposefully 
designed (web design is a fourishing business), with specifc ends in mind 
and with a lot of resources to achieve those. Just like a spoon is designed for 
a specifc purpose, namely to enable eating soup, so too are online choice 
environments designed with specifc purposes in mind: informing users, hav-
ing them stay on the platform for as long as possible or stimulating them to 
buy things. This ‘purposefulness’ will prove to be crucial to our analysis.3 

But frst, what about the C in COCA? How to understand ‘commercial’ 
here? While private companies use available knowledge about how design 
infuences user behavior to target their employees, clients, and consumers 
(Engelen and Schmidt 2020), we will focus exclusively on users we can call 
‘clients’ or ‘consumers’. Moreover, we focus on the ways in which compa-
nies try to infuence the users of online environments to do things that serve 
the commercial interests of those very companies. These commercial ends 
can vary from proft maximization, increasing market share, promoting 
brand recognition to maximizing shareholder value. All of these, however, 
are ultimately tied to the commercial interests of the company. Our notion 
of COCAs then encompasses all online choice environments purposefully 
designed to sell or ‘monetize’ something.4 Think of websites and apps of 
companies like Ryanair or Booking, where the ‘.com’ extension is a notable 
give-away, but also of YouTube and Google Maps where this commercial 
aspect is purposefully less notable. 

4 Conceptualizing Manipulation: From Means to Ends 

Now, to determine whether, when, and why COCAs are manipulative, we 
frst need to consider the defnition of manipulation. As illustrated in the 



 

 

  

 

 
 

138 Thomas Nys and Bart Engelen 

other chapters of this book, there are many defnitions on ofer. Instead of 
trying to formulate a precise and conclusive defnition, we want to stress 
that any plausible defnition of manipulation, in our view, at least involves 
four elements or components: 1) a manipulator (an agent doing the manipu-
lation), a manipulee (a victim or target of the manipulation), 3) a specifc 
kind of means (techniques used to perform the infuence) and, fnally, 4) a 
specifc kind of ends (the manipulator’s goals). 

4.1 Means-Based Conceptualizations of Manipulation 

Much of the discussion on manipulation has focused on its means (for an 
overview of these discussions and diferent ways of conceptualizing manip-
ulation, see Coons and Weber 2014b; Noggle 2018, and Jongepier and 
Klenk, this volume). What is distinctive about manipulation, it is often said, 
is the third component: the specifc kind of techniques involved. Manipula-
tion is unlike merely informing, or incentivizing, or coercing another to do 
something, because manipulation involves techniques that bypass people’s 
rational and refective capacities (by triggering emotions or tapping into 
specifc cognitive heuristics or biases). What characterizes manipulation on 
this account is the special way in which behavior is infuenced. 

Manipulation then constitutes a sort of sneaky infuence, pulling peo-
ple’s strings and prodding them behind their backs, without them being 
aware of it. It difers from rational persuasion, where someone tries to infu-
ence another by presenting information, reasons, and arguments that can 
then be considered by the interlocutor. It also difers from coercion, where 
options are taken away from the victim, making it impossible or at least 
much harder for him or her to choose otherwise. It difers from incentiv-
izing, where options are changed materially and fnancially. 

Sneakiness, we agree, is an integral part and characteristic of manipu-
lation. And the means of exerting infuence  – through non-rational psy-
chological mechanisms such as cognitive heuristics and biases  – are key 
in establishing such sneakiness (Bovens 2009). However, while central to 
manipulation, this aspect is not the only relevant one and by focusing too 
much on it, the literature risks missing out on other crucial aspects.5 In 
fact, an all-too-strong focus on manipulation’s means raises two signifcant 
problems. 

4.2 Why Means-Based Conceptualizations of Manipulation Are 
Problematic 

The frst is a conceptual problem: focusing exclusively on manipula-
tion’s means categorizes too many cases as manipulation, including 
some that are clearly not. If manipulation is thought to consist in infu-
encing someone through (quasi-)automated psychological processes and 
implicit biases (the means), the problem arises that such non-rational or 
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less-than-refective processes and infuences are often inevitable and will 
be steering people’s decisions anyway. Yawning, for example, is highly 
contagious. My involuntarily yawning makes it more probable that who-
ever sees me starts yawning as well. While this is a highly automated pro-
cess that might occur without people noticing it (i.e., that their behaviors 
are ‘mimicking’ each other) and that bypasses people’s rational capacities, 
it doesn’t make sense, in our view, to claim that I am manipulating others 
into yawning. 

Or take body language, which is known to infuence others (e.g., subtle 
cues like crossed arms that signal rejection or the mirroring of behavior 
when we like a person). When this happens unintentionally, we believe it 
fails to amount to manipulation. Manipulation is not the same as merely 
exerting non-rational infuence. Let us call this frst problem the Catch All 
Problem: understanding manipulation merely6 in terms of its means and 
thus as ‘non-rational infuence’ is too broad and over-inclusive. 

This also applies to the set-up of online environments. Any website visited 
or app used will inevitably exert some infuence on their users (where to 
click, etc.). But that does not make all of these environments manipulative. 
What might be lacking is a specifc intention on part of the designer to exert 
a particular infuence on another. Manipulation, in other words, requires an 
agent (component 1) who wants to steer another agent (component 2) in a 
specifc direction (component 4). 

The second problem is a normative one. Authors who merely or exclu-
sively focus on the means of manipulation will tend to locate the ethical 
worry in that aspect as well. Bypassing a person’s rational faculties by mak-
ing use of more automated psychological processes and implicit biases will 
be considered wrong because it does not respect the person as a rational and 
autonomous decision-maker (for a discussion of this in the case of nudging, 
see Hausman and Welch 2010; Engelen and Nys 2020). 

The problem here is that we do – and in our view also should – respect 
many non-rational decisions or choices. By focusing on the means, these 
authors focus too much on manipulation’s efects upon manipulees, that is, 
its victims.7 If someone sneakily infuences another into doing something, 
then that action, the worry goes, is no longer fully her own but partly attrib-
utable to the manipulator. The victim was then somehow tricked into doing 
something, the wool was pulled over her eyes. 

The problem here lies in the assumption that, without the manipulative 
interference, the manipulee’s actions would otherwise have been (more) 
rational, refexive, autonomous, conscious, deliberate, and so on. But this 
counterfactual is misleading in many, if not most, cases. Given the ubiq-
uity and inevitability of non-rational infuences on behavior (see the earlier 
Catch All Problem), we have reason to believe that the quality of decision-
making processes in the absence of deliberate manipulation will likely be 
very similar (in relevant aspects) to the quality of those process in the pres-
ence of manipulation. Hence, it is not obvious at all how (and often simply 
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not true that) the means used here degrade the quality of the decisions made 
and actions performed. 

As a consequence, this approach raises the requirements for morally 
unproblematic decision-making signifcantly. If the normative worry indeed 
lies with manipulation actually rendering decisions less rational, less refec-
tive, and less autonomous, then there should be something amiss with all 
decisions properly characterized as non-rational. If the problem with you 
manipulating me into buying something lies in the decision-making processes 
at play, that problem will not disappear when you stop manipulating me 
while the same processes remain at play (as they do in most circumstances). 

Critics of manipulation who focus on the means thereby raise the thresh-
old for ‘ordinary’ decisions. Let us call this second problem the Raising the 
Bar Problem. The requirement that non-rational factors should be absent 
for decisions and decision-makers to be respected is unrealistic and overly 
demanding and thus raises the normative bar (for what it means to respect 
decisions) to implausible heights. 

In sum, understanding manipulation by focusing only on its means is both 
conceptually (Catch All Problem) and normatively problematic (Raising the 
Bar Problem). These problems are related, as they both bear on non-rational 
factors and processes being at play not only in cases of manipulation but 
in most cases, including those we deem morally unproblematic. To avoid 
these problems, one should steer clear from accounts of manipulation that 
ignore, downplay, or underestimate the intentions of manipulators (such as 
Manne 2014; Noggle 2018; Susser, Roessler, and Nissenbaum 2019). There 
is no manipulation without intention (conceptual claim) and the worry of 
manipulation at least partially resides in the manipulator’s intention (nor-
mative claim). In the next section, we analyze more fully how to understand 
(the role of) those intentions. 

4.3 Ends-Based Conceptualizations of Manipulation 

Instead of defending a full-fedged account of manipulation, we want to 
make four conceptual points on how we approach manipulation here. 

First, whatever one has to say about the specifc kind of means involved 
in manipulation this shouldn’t detract from the other three components. In 
our view, there is no manipulation without a manipulator whose underlying 
intention is to infuence manipulees towards her own ends. Manipulation is 
a form of ‘social infuence’8 and has a ‘mens rea’ condition: a ‘mental com-
ponent necessary for something to count as an act of manipulation’ (Baron 
2014, 100). This efectively avoids the Catch All and the Raising the Bar 
Problem as it excludes cases where non-rational factors infuence behavior 
unintentionally (as in cases of yawning or body language). In addition, it 
captures the idea that there is something distinctively problematic about 
intentionally using knowledge about non-rational infuences for steering 
people in some direction. If I deliberately use body language to get you to 
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do something, this is diferent, both conceptually speaking (it does count 
as manipulation) and normatively speaking (it is worrisome in a way that 
unintentional body language is not). 

Second, when assessing whether COCAs are manipulative or not, we 
will consider them as tools of manipulation. As such, we are not assess-
ing whether machines and automated systems, artifcially intelligent or 
not, can meet requirements of agency or intentionality (as, e.g., Klenk or 
Pepp et al. do in their respective chapters in this volume). Important to us 
is that COCAs – or any other means involved in manipulation for that mat-
ter, such as the psychological tricks grandma is pulling when emotionally 
blackmailing us into visiting her more often – are deliberately put to use as 
infuencing tools. The crux of our claim is that there are intentions behind 
COCAs and that those are crucial in assessing COCA’s manipulativeness, 
which does not imply that COCAs are intentional systems doing the manip-
ulating themselves. 

We thus approach COCAs and the question whether they count as 
manipulative as one would approach some ofine or analogue commercial 
infuence, such as billboard advertising. Instead of analyzing whether adver-
tisements themselves are doing the manipulation (and count as manipulative 
agents), we think it sufces to say that these are purposefully designed and 
can thus count as manipulative tools in the hands of commercial agents.9 

This approach, in our view, in no way implies that COCAs cannot be 
manipulative (just like advertisements can be manipulative) or that there is 
nothing wrong with them (just like advertisements can be worrying). Like 
advertising, the design of COCAs is a prototypical case where commercial 
agents aim to get consumers and users (their target) to do something that 
benefts those agents, and where they are investing a lot of time, money, and 
resources in perfecting the tools to achieve exactly that end.10 

Third, while manipulators can have a lot of diferent ends and purposes 
in mind (commercial or not, self-interested or not, benevolent or not), 
these typically remain hidden in manipulation. Manipulators tend to con-
ceal what and how they try to achieve their ends. Manipulation, it is often 
said, operates ‘in the dark’ and infuences people ‘behind their backs’. In 
fact, it can be argued that this is also what makes it morally problematic 
(see Bovens 2009 and Hansen and Jespersen 2013 for a discussion on the 
transparency and manipulativeness of specifc kinds of nudging techniques). 
While it is in principle possible that a manipulator’s ends and means are 
known to manipulees, this is not how the manipulator envisages it. As a 
manipulation expert, you might be able to see the tricks that Facebook and 
YouTube designers are pulling and what they are hoping to achieve, but that 
transparency and openness are not part of the design. Quite the contrary, 
manipulative designs aim to be non-transparent, hiding the underlying ends 
and means from users’ sight. 

Fourth, our aim here is not to defnitively settle which conceptualization 
of manipulation, if any, is the correct one. This will depend crucially on 
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what one wants this defnition to do. A frst desideratum is ‘accuracy’: a 
defnition of manipulation should accurately include only those cases that 
are plausibly called manipulative. Our earlier Catch All Problem basically 
argues that means-based understandings of manipulation are inaccurate as 
they are over-inclusive. 

A second desideratum is normative and provides the basis for the rest of 
our chapter: a defnition of manipulation should help clarify whether and 
why cases of manipulation are morally objectionable. In our view, a proper 
investigation of the moral worries that COCAs raise requires attention to 
their underlying intentions, purposes, and ends. What sets manipulation 
apart from ordinary instances of non-rational decision-making is where it is 
coming from (the actual manipulators) and where it is heading (the specifc 
purposes manipulators have in mind). While there may be nothing wrong 
with choosing a marriage partner (and being chosen as such, of course . . .) 
on the basis of hunches and the kind of je-ne-sais-quoi that characterizes the 
laws of attraction, it is another thing altogether to be deliberately steered in 
choosing such a partner by someone who intentionally ‘plays’ those hunches 
in a way that suits their purposes. Similarly, there is a normative diference 
between a clumsily designed pub or (web)shop with no specifc intention in 
mind and one that is deliberately and cleverly designed by a whole team of 
clever marketeers with a lot of resources and psychological knowledge at 
their disposal. 

4.4 Why COCAs Are Tools of Manipulation 

Having defned what COCAs are and identifed what the main elements of 
manipulation are, we can now argue that COCAs are manipulative, as they 
embody those key elements. 

The key element we have stressed – manipulation’s intentional aspect or 
the ‘mens rea condition’– is defnitely fulflled when it comes to COCAs. 
They qualify as tools of manipulation since they are purposefully and delib-
erately designed by commercial agents with the specifc goal of monetiza-
tion. Google even makes this quite explicit: ‘[t]o maximize your revenue, 
consider multiple monetization models for your app’ (quoted in Sax 2021). 
Other companies like Facebook or Spotify might be less open about it but 
are in the same business of making money through the careful design of 
their online choice architectures. 

There are other elements of manipulation as well. COCAs exert non-
rational infuence on users and typically do so sneakily, behind people’s 
backs. In fact, obfuscating both its means and ends is often part and parcel 
of COCA’s purposeful design. While there is something paradoxical in try-
ing to prove the hiddenness of something, let alone its deliberate hiddenness, 
this arguably does occur. While COCA designers non-rationally infuence 
users with specifc ends in mind, the who, how, and why of this process are 
not (meant to be) obvious to the latter. This further substantiates the claim 
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that this is a form of manipulation, as non-manipulative infuences – think 
of (rational) persuasion, coercion, or reliance on incentives – are much more 
out in the open, with targets being aware of what is happening (and this 
awareness is needed for the infuence to work). 

With COCAs, this sneakiness and hiddenness is achieved by the design’s 
attempt to make it all about the users, their experiences, and their goals. 
When you are in COCAs, you feel it is about you (and not about them): you 
are receiving personal recommendations (Netfix’ ‘because you watched’ 
section), you are shown things that you might want to buy, etc. COCAs 
typically give us, as users, the impression that they are doing us a service. 
This helps ‘obscure’ the underlying ends of COCAs: to commercially beneft 
those designing and running the COCAs. 

5 COCAs and Personal Autonomy: Do Ends Align? 

Having established that COCAs often manipulate their users, let us address 
what is plausibly regarded as the main normative worry, namely that they 
undermine users’ personal autonomy. 

5.1 Conceptualizing Autonomy and Heteronomy 

Normative worries about manipulation are typically spelled out in terms of 
personal autonomy: ‘Perhaps the most common account of the wrongness 
of manipulation claims that it violates, undermines, or is otherwise anti-
thetical to the target’s personal autonomy’ (Noggle 2018). Manipulation 
undermines autonomy exactly because rational decision-making capaci-
ties are bypassed, perverted, or precluded. But remember that both inten-
tional and non-intentional cases may be similar in this respect, which means 
that this approach fails to capture the distinctive worry about intentional 
manipulation. 

A frst response here is to argue that intentional manipulation violates 
not so much autonomy but some other value, such as dignity or freedom 
in the republican sense of ‘non-domination’. The distinctive worry with 
manipulation – compared to non-rational factors infuencing our decisions 
unintentionally – arguably lies in the fact that manipulators dominate oth-
ers and exploit their vulnerabilities at will, exercising worrisome levels of 
power, oppression, and subordination over them (Noggle 2018; Schmidt 
and Engelen 2020). 

A second response argues that personal autonomy is at stake but should 
not be characterized in terms of rationality. Your beliefs, desires, and deci-
sions are autonomous when they are ‘properly yours’ and ‘speak for you’ 
or in slightly diferent terms, when you identify with them, even if you are 
not (fully) rational. How do COCAs afect that property? Sure, spending a 
lot of time on YouTube or Facebook, where algorithms determine what you 
see, is bound to have an impact on your beliefs, desires, and decisions, but 
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the question to ask is whether the latter still qualify as sufciently your own. 
Smartly designed COCAs arguably undermine autonomy when their users 
can no longer be conceived as the ‘authors’ of their own beliefs, desires, and 
decisions. 

Note that the commercial aspect seems to be an attenuating factor here. 
Commercial transactions are usually seen as quite innocuous exchanges 
where the preferences of buyers and sellers neatly align. Nobody is forcing 
or tricking anyone. Remember Adam Smith’s famous quote about the mar-
ket’s invisible hand: 

Give me that which I want, and you shall have this which you want. . . . 
It is not from the benevolence of the butcher, the brewer or the baker 
that we expect our dinner, but from their regard to their own interest. 

(Smith 1986, I.ii.2) 

On the condition that this kind of self-regard is indeed autonomous – each 
party is merely pursuing their own preferences and goals – the market is 
autonomy respecting par excellence. After all, it simply provides parties with 
opportunities and incentives to mutually beneft each other (Sugden 2018). 
COCAs then are one of the many ways in which markets bring together 
buyers and sellers, who ‘use’ each other to get what they want (and they 
are assumed to know what they want). In short, whenever customers visit 
butchers, brewers, or bakers, their ends align. And should they not align, 
then each party can always opt out of the transaction. This, arguably, is a 
reassuring thought for those who worry about market mechanisms under-
mining autonomy. 

There are a couple of big ‘ifs’ here, and the one relevant to our pur-
poses is that consumers often do not have fxed preferences and that smartly 
designed pubs and (web)shops can nudge them into buying more and more 
expensive (or unhealthy, or whatever other property that is not in their 
interest) items. As such, the alignment of ends between buyers and sellers 
may well be only skin-deep. Sure, they each make their ‘own’ choices but 
in what way and on what basis? What makes preferences and decisions for 
A over B really and properly ‘their own’? These considerations are relevant 
for assessing how COCAs afect someone’s personal autonomy. 

To answer them, we need to conceptualize autonomy. Here, again, rather 
than defending one specifc conception of autonomy (the literature is rife 
with these and doing this requires much more space than we have here), we 
will focus on autonomy’s core idea, namely having some form of control 
over our actions, desires, and beliefs. We will treat ‘personal autonomy’ 
here as a placeholder: we will take one infuential family of autonomy theo-
ries and consider how COCAs impact the autonomy of their users. We will 
show that someone’s autonomy could, but should not, be negatively afected 
by such choice architecture and that, in fact, the autonomy-preserving, or 
even promoting, efect is not enough to get COCAs of the normative hook. 
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This last point will bring us back to our emphasis on the underlying pur-
poses of COCAs.11 

Important structural and historical accounts of personal autonomy focus 
on the notion of identifcation (Frankfurt 1988) or on the broader notion 
of non-alienation (Christman 2001).12 A preference, choice, or decision is 
then autonomous, that is, is a person’s own, if they identify with it or if 
they do not regard it as alien to themselves. Consequently, a person acts on 
a heteronomous or non-autonomous preference (or another psychological 
element) if she does not identify with it or is alienated from it. Prototypical 
examples in the literature involve cases of addiction, compulsive disorders, 
and phobias. Take Harry Frankfurt’s ‘unwilling addict’ who is rendered a 
‘helpless bystander to the forces that move him’ (Frankfurt 1988, 21). He 
is alienated from his own desire (to take drugs), does not want to be moved 
by it, and would like to distance himself from it. Similarly, a person who 
frantically tries to avoid stepping on the cracks in the sidewalk could wish 
to be cured of that compulsive behavior. But the examples are not limited to 
near pathological cases: we all act heteronomously from time to time when 
we are moved by a desire that we do not want to be efective (e.g., to act out 
of jealousy or spite). 

5.2 COCAs Exploiting Heteronomy 

Now, can COCAs be said to undermine a person’s autonomy in this way? 
Do they induce or promote heteronomy? We claim that they can, namely by 
deliberately playing into desires that users of these COCAs do not want to 
be moved by. Online gambling sites, for example, arguably do so by making 
it harder for users to withstand the pull of unwanted and alien desires and 
urges. Here we see the interplay between the design(ers) of the platform and 
the psychology of its users. By triggering and shaping certain desires, mak-
ing certain kinds of options more salient or kinds of decisions more tempt-
ing, they push or pull at least several of their users into a direction they do 
not want to be moved in. If it takes efort and willpower to maintain one’s 
autonomy and remain in control, then ofering a push in a certain direction 
can mean the proverbial straw that breaks the camel’s back. 

Presumably, Oscar Wilde once said: ‘I can resist anything, except temp-
tation’. And it’s funny because it’s true. To be tempted by something is to 
fnd our power of resistance weakened. Hence, temptation threatens our 
autonomy, or more accurately, puts it to the test. While this is true, the real 
problem shows itself only when including the manipulator’s intentions. Any 
online design, purposeful or not, can steer people in directions and ways 
they do not identify with, but sometimes the design willfully targets those 
who are prone to heteronomy. While, for example, any unwilling addict can 
fall of the wagon, an additional worry arises when someone deliberately 
pushes her of and thereby exploits someone’s vulnerabilities to achieve her 
own ends.13 
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As a real-life example of COCAs engaging in such practices, think of 
Facebook’s targeting of young teenagers. Allegedly, Facebook’s algorithm 
could predict when teens would be feeling down or sad by examining 
and tracking their online behavior. In 2017, Facebook experimented with 
‘manipulating’ these emotional states by tweaking the news feed they were 
exposed to (see also Wildman, Rietdijk, and Archer, in this volume). This 
could enable Facebook to target teenagers with specifc ads that would 
‘help’ them overcome their sadness or insecurities. For example, it could 
‘target moments in which young users are interested in “looking good 
and body confdence” or “working out and losing weight” ’ (Machkovech 
2017). Here, the users are led to ‘give in’ to motivating factors they would 
rather resist. 

What matters here, and this is why this is a case of ‘exploiting heter-
onomy’, is that groups like young teenagers are in some way vulnerable 
and that vulnerability is exploited by COCA designers. While there may 
not be anything inherently wrong with making others feel sad (Watership 
Down, anyone?) or even inadvertently bringing about someone’s heteron-
omy (e.g., by ofering a drink to someone you don’t know is a former alco-
holic), there is at least reason to object to cases where someone intentionally 
attempts to exploit another’s heteronomy.14 

This is clearly and exactly what COCAs like Facebook or online gambling 
sites are able to do. First, they can search out and target a specifc group they 
know to be vulnerable in specifc ways. Second, they can trigger and tap into 
those vulnerabilities and exploit their targets’ weaknesses to serve their own 
ends. Facebook’s founding president admits this much when stating that 
Facebook has always been out to make you ‘consume as much of your time 
and conscious attention as possible’ by ‘exploiting a vulnerability in human 
psychology’ (Solon 2017). 

Two remarks are in place here. First, companies will claim that they do 
not intentionally try to make people heteronomous. Their operating notion 
is that of predictability: they ofer stimuli that predictably get the desired 
results, treating the users’ minds as black boxes. A  desire to gamble, to 
lose weight, or to impress peers, is not, in and of itself, heteronomy induc-
ing. To argue that it is, one would need a substantive account of autonomy 
and argue that companies undermine autonomy because they lead us to 
make the wrong choices (i.e., choices that, on the basis of their content, jar 
with autonomy like the choice for being a ‘contented slave’ or a ‘submissive 
housewife’).15 

How to respond to companies claiming that their goal is not to induce 
heteronomy but simply to sell stuf or make money in some other way? This 
may be true, and they may be succeeding in their goal by designing COCAs 
that facilitate their users to achieve their own goals, that is, buy the things 
they want or watch some free videos. Yet, even if the ends of companies and 
users arguably align, there is something wrong here as the whole process 
predictably undermines the autonomy of some of their users, which is a 
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foreseeable wrong. The fact that it is unintended does not make up for the 
fact that it has this detrimental impact on some people’s autonomy. In addi-
tion, targeting groups that are especially vulnerable amounts to willfully 
committing that wrong to a specifc audience. What is problematic here is 
that companies pursue their goals by foreseeably or intentionally causing 
the heteronomy of some of their users. It reveals a blatant and worrisome 
attitude of indiference or carelessness on the part of companies concerning 
the autonomy of their users (see also Jongepier and Wieland, in this volume, 
for an argument why this reveals an inappropriate attitude when it comes to 
political micro-targeting).16 

Second, many theorists have rightfully questioned whether the autono-
mous–heteronomous divide is so clear-cut. In Frankfurt (1999, 99), there 
is the phenomenon of ambivalence: a person being divided over the ques-
tion whether she wants to be moved by some desire or motive, or not. Such 
cases of what he calls the absence of ‘wholeheartedness’ are diferent and 
should not be confated with those of heteronomy. Perhaps instances of het-
eronomy, as exemplifed in the literature by nigh-pathological examples of 
addiction, phobias, and compulsion, are pretty exceptional. Perhaps even in 
Facebook’s vulnerable teenagers example, we should say that these young-
sters are not really alienated from the desire to ‘look good’ and ‘work out’; 
perhaps they do identify to a certain extent with what they are pushed to 
pursue. As such, we should acknowledge that COCAs may not result in or 
aggravate heteronomy or alienation but rather respect personal autonomy. 

5.3 COCAs ‘Respecting’ the Perimeters of Personal Autonomy 

Some infuential and more recent accounts have indeed argued that auton-
omy is not an all-or-nothing afair. Persons can be autonomous with regard 
to a motivating aspect to greater or lesser degrees. Laura Ekstrom (2005), 
for example, talks about how desires and beliefs can be integrated to various 
degrees. Nomy Arpaly and Timothy Schroeder argue that we should con-
sider how deep certain motivational elements are embedded and supported 
in a person’s psychological constitution (Arpaly and Schroeder 1999). The 
point is often that heteronomy-as-alienation does not do the trick: some-
times the ‘alien’ desire still speaks for the agent in spite of her rejection or 
repudiation of it. Arpaly and Schroeder discuss an example of a person 
who frequently ‘succumbs’ to his urge for shoplifting (a desire he does not 
identify with), but whose proclivity for petty theft is still very much his own, 
because it is sufciently rooted – integrated – in his personality. 

This is another way of describing and theorizing what we have elsewhere 
dubbed the ‘perimeters of autonomy’ (Engelen and Nys 2020).17 We are 
autonomous across a range of options, actions, and motivating factors. 
Vegetarians, for example, may want to resist the desire to eat meat, but 
their commitment still leaves open a wide array of possible food choices 
that remain in line with their autonomy (and even if they hate the taste 
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of broccoli, plenty of options are still on the table). The perimeters of our 
autonomy are constituted by things we care about (cf. Frankfurt 1988) 
and those ‘volitional commitments’ are typically quite broad. Hence, our 
(specifc, frst-order) preferences may change and be subject to all kinds 
of infuencing factors – including purposefully designed and manipulative 
COCAs  – without necessarily leading us to cross the boundaries of our 
autonomy. 

When it comes to vegetarians, for example, clever marketeers can 
infuence them by buying shelf space at eye level in supermarkets or mak-
ing their products more salient in their web shop. However, the perimeters 
of their clients’ autonomy will limit their wiggle room, as vegetarians will 
never be manipulated into buying meat. When successful, such marketeers 
can be said to respect autonomy because their eforts have not resulted in a 
person overstepping the boundaries of her autonomous decision-making. If 
Netfix successfully nudges us into binge watching its brand-new series, then 
claiming that we really do not want to give in to that temptation sounds 
like a rather poor excuse. It sounds more plausible to claim that such ‘giv-
ing in’ actually reveals something about ourselves and what we care about. 
What Netfix does, we would argue, is exploiting this bandwidth of our 
autonomy. 

Notice how this can be used to cast doubt on the idea that COCAs violate 
autonomy or induce heteronomy. In quite some cases, COCAs work within 
the perimeters of users’ autonomy. You might actually endorse a certain 
ideal of physical beauty and COCA designers who know this can use it to 
get you to buy clothes, gym subscriptions, or beauty products. This only 
violates your autonomy if this set of motivating elements were completely 
alien to you and you’d rather be relieved from them. (And even if you regard 
it as alien, then others, who know you well, could still claim that it does 
speak for you, despite your avowed reservations.) 

If personal autonomy has perimeters, one can understand how an infu-
ence may be an instance of manipulation while still respecting autonomy. 
Choice architects can play into the space that is allowed by these perim-
eters and tap into the autonomy of the individual to monetize their prod-
ucts. Think of a person who enjoys running and who believes it to be very 
healthy; she wants this, and she values it. Now, at some point she will need 
running shoes, and knowing what she likes and what she values will enable 
choice architects to push the product – their product – that fts the bill. This, 
we believe, is not a violation of autonomy but should be understood as an 
exploitation thereof (Engelen and Nys 2020). Whatever is morally wrong 
about such an infuence, we believe, has less to do with its efect on the 
autonomy of manipulees (they remain autonomous) than with the inten-
tions of the manipulators instead. 

Note that we do not claim that all COCAs always respect users’ perime-
ters of autonomy. There is the case of pushing people outside these bounda-
ries we discussed earlier (e.g., getting the struggling vegetarian to buy that 
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hamburger), and even if each interaction in COCAs typically changes pref-
erences only ever so slightly, the long-term efect can still be quite dramatic. 
The recommendation systems and algorithms of YouTube, Facebook, Twit-
ter, and other online platforms can gradually draw people into traps of con-
spiracy theories and extremist ideologies. This can cause people to end up 
way beyond their initial perimeters of autonomy (and thus have their initial 
self’s autonomy violated). 

5.4 COCAs Promoting Autonomy 

Understanding autonomy along the lines of identifcation and non-alienation, 
there is one possibility left to discuss: COCAs not so much violating or 
respecting autonomy but actually promoting it. Because we have already 
dealt with this in the context of nudging (Nys and Engelen 2017), we want 
to be brief here. Clever product placement in supermarkets can actually dis-
suade aspiring vegetarians from buying meat, and the gamifcation in activ-
ity trackers, health and ftness apps can encourage people who are planning 
to adopt a healthier lifestyle to go for that extra run or that extra mile. 

COCAs can thus be designed to efectively promote users achieving their 
own ends and may even do so by helping them overcome temptation, pro-
crastination, or weakened wills. As much as COCAs can stack the deck 
against autonomy, they can also facilitate users achieving their goals and 
making them act upon the desires they identify with, thus promoting their 
personal autonomy. If consumers realize that procrastination and akrasia 
can inhibit them from realizing their own ends, companies can and will sup-
ply products and services that meet the resulting demand for (online) tools 
to fght these autonomy-thwarting impediments. 

So, up until now, we have described three possible scenarios of users 
engaging with COCAs. The result in terms of their autonomy could either 
be negative, neutral, or positive, and it is possible to give clear examples of 
each. One conclusion could be that the moral wrongfulness of manipula-
tion hinges on these outcomes. Should COCAs undermine autonomy that 
should be regarded a prima facie wrong. If they respect it, they are morally 
permissible. And if they promote autonomy, that counts in favor of them 
and makes them commendable (pro tanto). 

But that conclusion would be too quick. In each of these three scenarios, 
the wrongness eludes us if we leave out the underlying intentions, or rather 
the relationship between the means–end structure of the manipulator and 
that of the user. Even in the neutral and positive cases, the manipulators are 
only instrumentally using the predictable relation between the agent and her 
goals. The design that is used is not put in place to secure, or guarantee, or 
foster an autonomous relationship between the user and her ends; it merely 
exploits it. This explains why it can be strategically helpful for companies 
to ‘play into’ the autonomy of the user simply because it is more efective. It 
just works better. While the purposefulness of the design can be autonomy 
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impairing, preserving, or promoting, it also importantly reveals a deeper 
attitude of indiference. 

Recall how companies can try to parry the criticism that they intention-
ally seek to increase and exploit users’ heteronomy. They could say that 
they have no such intention. In fact, they would rather have their users 
autonomously decide to gamble, buy beauty products, or vote conservative. 
Moreover, who are we to judge and question their motives? 

One answer to this is to stress that the design speaks louder than words. If, 
for example, many people would deem their autonomy negatively afected 
by fatigue, then designing-for-fatigue leaves little room for questioning these 
revealed intentions. Also, the absence of a motive to negatively afect some-
one’s autonomy may coexist with an attitude of indiference toward it. 

Note how our claim that COCA designers are problematically indiferent 
to the users’ autonomy is not incompatible with our focus on their inten-
tions (i.e., the commercial interests they aim to serve). Let us take a closer 
look at Marcia Baron’s ‘mens rea’ condition that we invoked earlier: 

The mens rea of manipulation can be a combination of intent and reck-
lessness: the aim of getting the other to do what one wants, together 
with recklessness in the way one goes about reaching that goal is insuf-
ciently concerned about the other qua agent. The recklessness amounts 
to a disregard for whether one is treating the other with respect. 

(Baron 2014, 103–4) 

Precisely because COCA designers are primarily out to make money, they 
will be drawn to manipulating users without sufcient regard or respect for 
the latter’s autonomy. If they would show such sufcient regard and actu-
ally care about users’ autonomy (and thus not let commercial interests be 
their primary aim in designing their algorithms), their design would be less 
sneaky, less deceptive, and morally less problematic. 

5.5 COCA Designers’ Indiference Toward Users’ Autonomy 

This attitude of indiference or carelessness about users’ autonomy is a com-
mon thread in all three scenarios. While it is obvious in cases where COCA 
designers are willing to violate users’ autonomy to promote their own com-
mercial ends (Section 5.2), the same attitude underlies the neutral and even 
the positive set of cases discussed earlier (Sections  5.3 and 5.4). COCAs 
respecting or even promoting personal autonomy is either accidental or stra-
tegic. Even when they happen to promote it, companies do not really care 
about our autonomy. Or better: they only care to the extent that this ben-
efts them (if, for example, they can discover and tap into our autonomous 
pursuits). If the basis on which COCAs operate is indeed predictability, then 
we should acknowledge that people are predictable in their autonomous 
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as well as non-autonomous behavior. So, COCAs can and will work both 
ways. But autonomy-respecting or autonomy-promoting manipulation is 
far less conspicuous as it does not trigger the negative experience of aliena-
tion. So strategically speaking, it might be better for COCA designers to stay 
on the safe side. 

In sum, companies who pay COCA designers to promote their com-
mercial ends display a worrisome attitude of indiference or carelessness 
toward the autonomy of their customers. Companies typically do not show 
sufcient regard for the ends users have and for their capacity to set and 
pursue those ends themselves. Or rather, if our analysis is correct, then 
the remaining worry is that the respect they show in not undermining the 
personal autonomy of their users, even sometimes promoting it, is only 
superfcial. If one then still wants to argue that the online manipulation 
that COCAs commit is morally problematic because it does not properly 
respect people’s autonomy, one will need to dig deeper and – again, if we 
are on the right track – one will need to take into account the intentions of 
the manipulator. A shift of perspective toward a concept of moral auton-
omy along the lines of Immanuel Kant’s readily comes to mind because, on 
his account, it is not what people do (in our case, leaving other people’s 
personal autonomy intact or even promoting it) but why they do it (in our 
case, out of a concern for their autonomy or just in order to make money) 
that determines the moral worth of an action. But that would require 
another chapter. 

6 Conclusion 

Let us briefy summarize our main line of argument. As we are making more 
decisions than ever in COCAs, we need to assess whether and why there 
is something morally wrong about the way they are designed and imple-
mented. We have focused specifcally on the worry that COCAs are tools of 
manipulation that arguably undermine or violate the personal autonomy of 
users. An adequate concept of manipulation, we argued, should include the 
intentions of the manipulator for both conceptual and normative reasons. 
This has enabled us to claim that COCAs can indeed be manipulative and 
that their wrongness can indeed be cashed out in terms of violating personal 
autonomy. 

However, we have also argued that COCAs can respect and even promote 
personal autonomy. Focusing on the underlying intentions of the manipu-
lating COCA designers, however, revealed that even in these cases, where 
their ‘concern’ for autonomy is only secondary, strategic, or instrumental, 
we have argued that there is something morally problematic about com-
panies’ underlying attitudes of carelessness and indiference. Even in those 
cases where COCAs do not violate personal autonomy, normative issues 
surrounding COCAs’ manipulative potential remain prevalent. 
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Notes 
1. Of course, in developed countries, almost everyone is an internet user. In 2019, 

97 % of the Dutch population older than 12 years had access to the internet, 
and nine out of ten of these users were online on a daily basis (CBS 2020). In 
fact, 93.5 % of those between 12 and 18 and 98.4 % of those between 18 and 
21 uses the internet daily, primarily for social media (Nederlands Jeugdinstituut 
2021). The general trend is that these numbers continue to rise and that younger 
users systematically spend more time online (Kemp 2020). 

2. About three out of ten Google users, for example, click on the very frst search 
result and eight out of ten never make it past the frst ten results (Southern 
2020). 

3. Next to other chapters in this collection (see the introductory chapter 1 by 
Jongepier and Klenk, this volume), the literature on how digital choice environ-
ments can nudge, infuence, or otherwise engage with user behavior is growing 
(Benartzi and Lehrer 2015; Jameson et  al. 2013; Schneider, Weinmann, and 
vom Brocke 2018; Weinmann, Schneider, and vom Brocke 2016; Yeung 2017). 

4. Marijn Sax explicitly discusses Google and Apple’s ‘monetization models’ (Sax 
2021, 31). 

5. In line with Jongepier and Klenk’s terminology chapter 2 of this volume (Jonge-
pier and Klenk, chapter 1 2022a), one could call sneakiness an “aggravat-
ing factor” instead of a necessary condition of manipulation: perhaps not all 
manipulation is sneaky, but it often is and when it is, it makes things worse than 
they already are. 

6. The devil is in the details. Many would say that they do not merely focus on the 
means. While they can argue that focus on cases where these ‘sneaky means’ are 
intentionally used by another, the meaning and importance of this added inten-
tion are hardly ever developed or scrutinized more fully. 

7. We will argue that these efects in terms of the victim as a decision-maker are 
actually quite minimal if not non-existent. 

8. This social aspect implies a narrow conception of manipulation here, where 
there is someone who is a victim to manipulation. This narrow conception is the 
focus of most of the psychological work on manipulation (e.g., Simon 1996). As 
such, we ignore the broader understanding of manipulation as ‘skillfully operat-
ing something’, which is at play in the following cases: a researcher manipulat-
ing data statistically or a writer manipulating a pencil. 

9. We diverge here from Allen Wood (2014, 27), who argues that manipulation can 
be unintentional and occur without manipulators but still claims that, for exam-
ple, advertising can manipulate. Our approach, which is to require intentional-
ity on behalf of manipulators (as for example, Klemp 2011 does as well) and 
to claim that something can be manipulative if it is a tool in the hands of such 
manipulators, is closer to everyday language and intuitions about manipulation 
(Baron 2003, fn 11). Our claim that COCAs are manipulative is then structur-
ally similar to the uncontroversial claim that ‘laws are coercive’, where the latter 
should be understood as ‘laws are tools in the hands of agents, i.e. the state, who 
are engaged in coercive activities and use laws for their specifc purposes’. 

10. Cass Sunstein (2016, 213) also claims that motives (in our words, intentions) mat-
ter, ethically speaking: ‘the manipulator’s motives become more self-interested 
or venal, and as eforts to bypass people’s deliberative capacities becomes more 
successful, the ethical objections to manipulation become very forceful’. 

11. Because we use autonomy as a placeholder, other families of autonomy theories, 
like relational and substantive accounts, could be ftted in as well. We just want 
to note that, on these alternative accounts, it isn’t obvious either that COCAs 
simply diminish personal autonomy. What, for example, is COCA’s impact on 
a person’s self-trust, self-respect, and self-esteem? Is that always negative? Suf-
fciently negative? Never positive? 
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12. Suppose that non-alienation is only a necessary condition for autonomy. We 
suppose that consensus about this is sturdier than about the sufcient condi-
tions for autonomy. 

13. The Bible warns us about the devil’s work that is involved here: ‘And lead us not 
into temptation, but deliver us from evil’. 

14. Advertising has always been about enticing customers to buy products, but 
that was always ‘one size fts all’. Other issues in this volume address the issue 
of personalization in online manipulation (e.g., Jongepier and Wieland 2022; 
Miotto and Chen 2022). 

15. For a famous substantive account of autonomy, see Marina Oshana (2006). 
16. According to Michael Klenk (2021), ‘[w]e have a case of manipulation if and 

only if the manipulator does not care whether his or her means of infuence 
reveals eventually existing reasons to the manipulatee’. 

17. In our earlier paper (2020), we make a distinction between autonomy proper, 
that is, the ability to set ends, and autocracy, that is, the ability to translate 
these ends into action. A  failure to distinguish between these interpretations 
is a source of confusion in the debate on autonomy. In this entire ffth section 
we talk about autonomy-as-autocracy. In terms of getting what you ‘really, 
autonomously want’ (related to your deepest cares and concerns), manipulation 
can either thwart, respect, or promote that ability. 
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