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chapter 1

INTRODUCTION

At the core of this dissertation lies the question of how di↵erent regions in our
brain collaborate (as a network, or system) to initiate or withdraw controlled
actions. But what is action control? To give an example, I repeatedly had to
control and suppress the urge to go outside and enjoy a drink with friends on a
sunny terrace, in order to pursue the more deliberate goal of finishing my dis-
sertation. On some days, this goal was easily reached when the rain outside was
uninviting and the motivation to nail this thesis flooded my thoughts. Unfortu-
nately, on other days, I failed dramatically as the sun outside repeatedly hit my
retina and incoming text invitations drained my motivation to stay inside and
keep writing. Fortunately, even on the days that I satisfied the urge to go outside
and enjoy the sun, I could still be cautious and restrain my behavior by leaving
early or drinking less. When doing so, I was strategically adapting my behavior
for a fresh writing marathon the next day. Additionally, when the dissertation
was progressing slowly, I was sometimes compelled to help suppress my automatic
urges proactively by closing the curtains, or turning o↵ my phone. This example
illustrates how behavior unfolds in the adaptation or suppression of automatic
responses to pursue more deliberate and goal-oriented action plans (i.e., write
and finish dissertation).

Paradigms of Action Control

Many experimental paradigms have been designed to study goal-oriented behavior
while we prepare or suppress planned actions. In experimental psychology, these
include paradigms that that tap into the ability to reactively suppress a planned
motor response, to prepare an inhibitory plan in advance (proactively), or to
respond strategically to internal or external demands.

Perhaps the most popular framework to study response inhibition has been
the stop-signal task (Figure 1.1A), where incidental stop-signals designate that a
planned response has to be withdrawn (Logan & Cowan, 1984; Logan & Burkell,
1986; Band, Van Der Molen, & Logan, 2003; Aron & Poldrack, 2006; Wildenberg
et al., 2006; Verbruggen & Logan, 2009a; Leotti & Wager, 2010). Performance
in the stop-signal task is often interpreted through the horse-race model, which
asserts that initiation and inhibition processes are independent and compete for
the first finishing time (Logan & Cowan, 1984; Logan, 1994; Band et al., 2003).
That is, a planned response is inhibited, if the inhibition process finishes before
the initiation process. However, if the initiation process finishes first, the planned
response escapes inhibition and a response is produced. As we go back to the
example above, response inhibition entails the on-time suppression of the upcom-
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1. Introduction

ing urge to go outside and drink wine. The time needed to successfully inhibit a
planned response is referred to as the stop signal reaction time (SSRT) and can
be estimated from the proportion correct stop trials (i.e., successful inhibition)
and the distribution of correct reaction times (RT) (Logan, 1994; Band et al.,
2003; Verbruggen & Logan, 2008).

The deliberate act of response inhibition can also be prepared in advance
when stop-signals occur more frequently (Verbruggen & Logan, 2009b; Zandbelt
& Vink, 2010; Ramautar, Slagter, Kok, & Ridderinkhof, 2006), or when environ-
mental cues indicate an increased need for potential stopping (Chikazoe et al.,
2009; Swann et al., 2009; Braver, 2012). In general, proactive control involves
a preparatory step before automatic response tendencies are triggered. In our
example, this would mean the advance closing of the curtains to prevent the sun
from triggering my urge to go outside. Proactive response inhibition entails the
advance preparation to stop planned movements even when stop-signals are omit-
ted. Experimentally, proactive response inhibition can be studied by varying the
probability of stop trial presentation in a cued or blocked design (Figure 1.1B). For
example, in the cued version, participants are informed about the probability of
stop signal occurrence at the onset of each trial (i.e., low or high). On go trials, the
increased likelihood of stop signal presentation often results in prolonged reaction
times and improved accuracy levels. Note that participants receive no signal to in-
hibit or stop planned responses during these trials. The increase in reaction times,
when the cue indicates a high probability for potential stopping, is interpreted as
the behavioral manifestation of proactive response inhibition. Additionally, the
observation that response times are adjusted to match the increasing likelihood
of stop-trial presentation suggests that the proactive preparation of action plans
is adapted to the level of information that is available.

The concept of action control has not only been studied with paradigms that
focus on the process of response inhibition. In fact, studying how motivational or
environmental changes a↵ect response selection is essential to fully grasp how we
control our actions (Ridderinkhof, Cohen, & Forstmann, 2011; Cisek & Kalaska,
2010). In our example, both environmental influences (i.e., sun or rain outside)
and motivational aspects (i.e., hang out with friends to drink wine or the more
you write the sooner you finish) had a significant influence on my eventual deci-
sion to inhibit or release my urges. Perceptual decision-making is one field that
focuses on the influence of motivation and sensory environment in action selec-
tion. The process of perceptual decision-making entails the voluntary selection
of a motor response from a set of alternatives, based on information gathered
from the sensory system (Figure 1.1C) (Schall, 2001; Heekeren, Marrett, Ban-
dettini, & Ungerleider, 2004; Palmer, Huk, & Shadlen, 2005; Gold & Shadlen,
2007; Cisek & Kalaska, 2010). Using detailed cognitive process models that de-
scribe most stages of decision making, this field has progressed our understanding
of how motivation and sensory information from the environment each influence
response selection (Smith & Ratcli↵, 2004; Bogacz, 2007; Purcell et al., 2010;
Ratcli↵ & Smith, 2010). That is, changes in motivation (i.e., be fast or accurate)
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have been repeatedly related to adjustments in response cautiousness or strat-
egy (Forstmann, Dutilh, et al., 2008; Forstmann et al., 2010), while changes in
the external sensory environment were related to the ease of information gather-
ing or accumulation (Heekeren et al., 2004; Huk & Shadlen, 2005; Drugowitsch,
Moreno-Bote, Churchland, Shadlen, & Pouget, 2012).

As described above, researchers have been able to draw detailed conclusions
about latent psychological processes by analyzing the entire RT distribution using
cognitive process models. In this dissertation, I will use cognitive process models
such as linear ballistic accumulator (LBA) model (Brown & Heathcote, 2008), or
a hierarchical version of the drift di↵usion model (DDM) (Ratcli↵ & McKoon,
2008; Wiecki, Sofler, & Frank, 2012), to understand how latent processes that
underlie action control are a↵ected by motivational or environmental changes. For
example, when instructions motivate fast or accurate responses, cues motivate an
increased need for proactive inhibitory control, or sensory information used for
decision-making is more di�cult to process.

Neural Mechanisms of Action Control

Experimental psychology has successfully generated cognitive paradigms that cap-
ture the e�ciency of action control, which enables the goal-oriented initiation or
suppression of responses. For example, these tasks help to quantify the ability
to inhibit automatic responses in the normal population as well as in common
psychological disorders, ranging from loss of control exhibited by drug abusers,
to the impulsivity of children with ADHD (Ridderinkhof, Scheres, Oosterlaan,
& Sergeant, 2005; Wildenberg et al., 2006; Ravenzwaaij, Dutilh, & Wagemakers,
2012). Importantly, the use of these paradigms has also enabled neuroscientists
to ask how action control is implemented within the brain.

Capturing the full realm of action control, the prefrontal cortex (PFC) is
thought to direct the initiation and inhibition of planned responses in close syn-
chrony with the response-gating basal ganglia. Focusing on the PFC, a large
body of research has consistently demonstrated that suppressing an already initi-
ated manual response depends critically on the right inferior frontal gyrus (rIFG)
and the presupplementary motor area (preSMA) (Aron & Poldrack, 2006; Aron,
Behrens, Smith, Frank, & Poldrack, 2007; Mostofsky & Simmonds, 2008; Nachev,
Kennard, & Husain, 2008; Chambers, Garavan, & Bellgrove, 2009; Buch, Mars,
Boorman, & Rushworth, 2010; Neubert, Mars, Buch, Olivier, & Rushworth, 2010;
Verbruggen, Aron, Stevens, & Chambers, 2010; Aron, 2011). Although the pre-
cise role of these regions is not fully understood, the rIFG is thought to update
the planned go response by sending an inhibitory signal towards the basal ganglia,
while the preSMA detects conflict (i.e., stop instead of go) and prepares the basal
ganglia for signals from the rIFG. During response selection, the preSMA is often
associated with the evaluation of response strategies (Ridderinkhof, Ullsperger,
Crone, & Nieuwenhuis, 2004; Isoda & Hikosaka, 2007; Forstmann, Dutilh, et al.,
2008; Forstmann et al., 2010; Hikosaka & Isoda, 2010; Alexander & Brown, 2011;
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1. Introduction

Cavanagh et al., 2011), while the dorsolateral prefrontal cortex (DLPFC) inte-
grates sensory information from the environment to reach a decision (Heekeren et
al., 2004; Heekeren, Marrett, Ru↵, Bandettini, & Ungerleider, 2006; Philiastides,
Auksztulewicz, Heekeren, & Blankenburg, 2011; Sajda, Philiastides, Heekeren, &
Ratcli↵, 2011). Both during response initiation and inhibition the PFC is thought
to communicate abstract action plans (i.e., go or stop) towards the basal ganglia
that are described as gating the release or inhibition of selected action plans.
In more detail, the subthalamic nucleus (STN) is described to fully “brake” or
“slow” the planned motor output (Isoda & Hikosaka, 2008; Cavanagh et al., 2011;
Swann et al., 2011), while the striatum evaluates and weighs all action intentions
(Mink, 1996; Frank, 2011).

Theoretical Networks of Action Control

Supported by the studies above, classical work has suggested that a fronto-
basal ganglia network is key in the initiation or inhibition of planned responses
(Alexander, DeLong, & Strick, 1986; Mink, 1996; Redgrave, Prescott, & Gurney,
1999; Nambu, Tokuno, & Takada, 2002; Frank, 2006; Nambu, 2009). Mecha-
nistically, this framework contains three separate pathways from the cortex into
the basal ganglia. Most projections terminate in the striatum, from where two
(out of the three) pathways depart. A “direct” pathway projects into the thala-
mus via the globus pallidus interna (GPi) to facilitate the selected action, while
an “indirect” pathway via the globus pallidus externa (GPe) and STN allows
the integration of additional information by adaptively slowing the motor output
(Frank, 2006; Cavanagh et al., 2011). A third, “hyperdirect” pathway involves
direct projections from the cortex into the response braking STN, and inhibits
the thalamus output to the primary motor cortex (M1) by exciting the GPi.

The described cortico-basal ganglia pathways each play a special part in the
selection and suppression of action plans. Perhaps the most intuitive way of
looking at these pathways is by imagining the network as a tra�c light system
(Figure 1.2). Here, red represents the full fast brake on all responses via the
“hyperdirect” pathway, orange is the more deliberate weighing of options to go
or stop via the “indirect” pathway, while green represents the full press on the
gas pedal to initiate a selected response via the “direct” pathway.

This dissertation aims to specify how PFC and basal ganglia regions collab-
orate as a network to either prevent me from going outside, slow my intention
to drink wine, or release my urge to enjoy the sunny terrace. Therefore, I will
systematically examine the relative contribution of each pathway across various
experiments emphasizing response selection, inhibition, or both. To specify the
role of these pathways within the brain, I will use a recently developed, model
driven, connectivity method for the analysis of functional magnetic resonance
imaging (fMRI) data (Waldorp, Christo↵els, & Ven, 2011). Furthermore, by ex-
ploring how motivational and environmental adaptations (known to a↵ect behav-
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Figure 1.1: Graphical illustration of typical paradigms used to study action control. A) The
classical stop-signal task used to study response inhibition. A directed arrow indicates a left
or right hand response. Occasional stop signals follow the arrow and instruct participants to
suppress the planned response. B) In this example of the proactive stop-signal task a cue is
presented before the go stimulus to indicate the likelihood of stop-signal occurrence. C) Typical
decision-making task where participants are asked to discriminate a house or face stimulus. Cues
are used to manipulate motivation (i.e., be fast or accurate) while the visibility of the go stimulus
is manipulated to examine external influences of sensory information. [ITI=inter trial interval,
SSD=stop signal delay, SP=speed response instruction, AC=accurate response instruction]

ior) modulate these described networks, I hope to contribute to our understanding
of the dynamic brain that enables the flexibility of voluntary action control.

Outline

The research examined in this dissertation can be divided roughly into two parts.
In the first part (chapters 2-4 ), we examine brain mechanisms and networks that
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1. Introduction

Figure 1.2: Simplified schematic drawing of the theoretical fronto-basal ganglia framework to il-
lustrate the tra�c light example. Green lines represent the “direct” pathway (response initiation),
orange lines represent the “indirect” pathway (cautious go or stop), and red lines represent the
fast “hyperdirect” pathway (fast stop).

enable reactive or proactive response inhibition. In the second part (chapters 5-
6 ), we focus on networks that enable perceptual response selection, and variables
that modulate processes of action control.

In chapter two, we propose that response inhibition might be mediated via a
fast hyperdirect pathway connecting the right inferior frontal gyrus (rIFG) and
the pre-supplementary motor area (preSMA) with the subthalamic nucleus (STN)
or, alternatively, via the indirect pathway between the caudate and globus pal-
lidus externa (GPe). To test the relative contribution of these two pathways
to inhibitory action control, we applied an innovative quantification method for
e↵ective brain connectivity termed Ancestral Graphs (Waldorp et al., 2011).

In chapter three, we focus on the neural indices of proactive response inhibi-
tion. We model this experimentally by measuring the degree of response slowing
that occurs when people respond to an imperative stimulus in a context where
they might suddenly need to stop the initiated response compared to a context in
which they do not need to stop. To test which neurocognitive mechanisms under-
lie the proactive preparation to stop we performed two studies with transcranial

6



magnetic stimulation (TMS) while additionally re-analyzing data from a prior
study (Aron, Behrens, et al., 2007), with functional magnetic resonance imaging.
This study was supervised by Prof. Dr. Adam R. Aron, and conducted in his lab
at the University of California San Diego (UCSD).

Chapter four converges findings from chapter two and three by showing that
proactive response inhibition (when there is no signal to stop) relies on the very
same network that is used for full reactive response inhibition (i.e., when there is
an unexpected signal to stop). Moreover, this chapter examines how the advance
preparation to stop (proactive response inhibition) modulates the need for fronto-
subcortical control when a signal to stop is actually given.

In chapter five, the focus is shifted towards the initiation and selection of
action plans. Here, we argue that during perceptual decision-making, more of-
ten than not, sensory information has to be transformed into a deliberate and
goal-oriented motor plan. This chapter establishes the importance of fronto-basal
ganglia routes in action selection, and furthers our understanding of how infor-
mation from sensory regions is integrated into this circuit to facilitate response
selection.

In the last research chapter, chapter six, we step away from the brain to
establish experimentally how changes in the motivation to respond with a dead-
line, and information available to make decisions, a↵ect both response selection
and inhibition. We address this question in a series of seven behavioral stud-
ies (wrapped into three larger experiments) where we manipulate the quality of
sensory information provided, or foreknowledge about the stimuli that are yet to
come.

Finally, in chapter seven, I will summarize and interpret the obtained results,
discuss limitations, and outline possible future directions.
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chapter 2

EFFECTIVE CONNECTIVITY REVEALS IMPORTANT ROLES FOR
BOTH THE HYPERDIRECT AND THE INDIRECT FRONTO-BASAL

GANGLIA PATHWAYS DURING RESPONSE INHIBITION

Abstract

Fronto-basal ganglia pathways play a crucial role in voluntary action con-
trol, including the ability to inhibit motor responses. Response inhibition
might be mediated via a fast hyperdirect pathway connecting the right infe-
rior frontal gyrus (rIFG) and the pre-supplementary motor area (preSMA)
with the subthalamic nucleus (STN) or, alternatively, via the indirect path-
way between the cortex and caudate. To test the relative contribution of
these two pathways to inhibitory action control, we applied an innovative
quantification method for e↵ective brain connectivity. Functional magnetic
resonance imaging (fMRI) data were collected from 20 human participants
performing a Simon interference task with an occasional stop signal. A single
right-lateralized model involving both the hyperdirect and indirect pathways
best explained the pattern of brain activation on stop trials. Notably, the
overall connection strength of this combined model was highest on success-
fully inhibited trials. Inspection of the relationship between behavior and
connection values revealed that fast inhibitors showed increased connectivity
between rIFG and right Caudate (rCaudate), whereas slow inhibitors were
associated with increased connectivity between preSMA and rCaudate. In
compliance, connection strengths from the rIFG and preSMA into the rCau-
date were correlated negatively. If participants failed to stop, the magnitude
of experienced interference (Simon e↵ect), but not stopping latency, was pre-
dictive for the Hyperdirect-Indirect Model connections. Taken together, the
present results suggest that both the hyperdirect and indirect pathways act
together to implement response inhibition, whereas the relationship between
performance control and the fronto-basal ganglia connections points toward
a top-down mechanism that underlies voluntary action control.

An excerpt of this chapter has been published as:
Jahfari, S., Waldorp, L. J., van den Wildenberg, W. P., Scholte, H. S., Ridderinkhof, K. R., &
Forstmann, B. U. (2011). E↵ective connectivity reveals important roles for both the hyperdi-
rect (fronto-subthalamic) and the indirect (fronto-striatal-pallidal) fronto-basal ganglia pathways
during response inhibition. The Journal of Neuroscience, 31 (18), 6891-6899.
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2. Fronto-basal ganglia pathways in inhibitory action control

2.1 Introduction

How do we stop ongoing movements? Projections from frontal cortex to the globus
pallidus pars interna/externa (GPi/e), via the striatum or the subthalamic nu-
cleus (STN), and then back to the cortex (via the thalamus) are thought crucial
to voluntary action control (Mink, 1996; Nambu et al., 2002; Aron, 2011; Rid-
derinkhof, Forstmann, Wylie, Burle, & Wildenberg, 2011). However, the relative
contribution of these specific pathways to inhibitory control remains elusive.

Neuronal recordings in monkeys (Isoda & Hikosaka, 2007, 2008), deep brain
stimulations in Parkinson patients (Wildenberg et al., 2006), and functional or
di↵usion tensor imaging (Aron & Poldrack, 2006; Aron, Behrens, et al., 2007), sug-
gest that response inhibition is initiated via a fast hyperdirect pathway in the right
hemisphere connecting the inferior frontal gyrus (IFG), the pre-supplementary
motor area (preSMA) and the STN. Conversely, lesions in the rodent striatum
(Eagle & Robbins, 2003), clinical groups showing reduced caudate activity (Booth
et al., 2005), and functional connectivity data from healthy subjects performing
a stop task (Li, Yan, Sinha, & Lee, 2008; Duann, Ide, Luo, & Li, 2009) point
towards a prominent striatal role within the indirect pathway.

Here we specify the contribution of the hyperdirect and indirect pathways to
the e�ciency of implementing response inhibition by combining model compari-
son techniques (Burnham & Anderson, 2004; Mars, Shea, Kolling, & Rushworth,
2012) with functional and e↵ective connectivity analysis to determine which path-
way is best supported by neural activation patterns (Figure 2.1A). To this end
we conducted an fMRI study using a combined Simon/Stop task (Figure 2.1B).
The designated response, indicated by the color of a go stimulus, competes with
response tendencies elicited by the task-irrelevant spatial location that is either
corresponding or non-corresponding with the designated response. On some tri-
als, the go stimulus is followed by a stop-signal tone instructing the subject to
abort the go response.

Using a region-of-interest (ROI) approach including the rIFG, preSMA and
the basal-ganglia nodes, we first set out to identify the anatomical model that
best explains activation patterns on stop trials. To this end, we used a recently
developed method (Ancestral Graphs) that can identify e↵ective or functional con-
nectivity, uses a model selection approach to identify the best-fitting model, and
allows testing for possibly missing regions (Waldorp et al., 2011). Next, we verified
that the overall connection strengths within the best-fitting stop model are higher
when participants succeeded vs. failed to inhibit their response. Previous work
has shown close relationships between interference control and key cortical nodes
active during response inhibition (Forstmann, Jahfari, et al., 2008; Forstmann,
Wildenberg, & Ridderinkhof, 2008). By using a combined Simon/Stop task we
further examined the potential e↵ect of interference on fronto-basal ganglia path-
ways active during response inhibition. Specifically we predicted higher overall
connection strengths on non-corresponding vs. corresponding stop trials. Finally,
we explored how individual connection strengths within the identified stop model
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2.2. Methods

relate to stopping latency (SSRT) and the amount of experienced conflict (inter-
ference e↵ect). If response inhibition can be viewed as a top-down process, then
especially the hyperdirect and indirect cortical connections projecting to the basal
ganglia should predict behavior.

Figure 2.1: Schematic drawing of the fronto-basal ganglia model and the Simon/Stop task. (A)
Fronto-basal ganglia network with the direct (go), the hyperdirect (fast stop) and the indirect
(selective stop) pathways. Cx, cortex; STN, subthalamic nucleus; GPe/i, globus pallidus ex-
terna/interna; SNr, substantia nigra; Th, thalamus. Gray arrows represent excitatory con-
nections; black arrows represent inhibitory connections. Figure reproduced from Nambu et al.
(2002). (B) Each trial started with the presentation of a fixation cross, followed by a colored
square on the left- or right side of the screen. During corresponding trials (C), responses were
spatially compatible with the position of the target whereas on non-corresponding trials (NC) re-
sponses were incompatible with the target location. On go trials, participants responded to the
colored stimulus. On stop trials, a tone was played at some delay (SSD) after the presentation
of the colored stimulus and instructed the participants to suppress the indicated response. To
estimate the hemodynamic response for each trial, trials where separated by a null trial where
only the fixation cross was presented for a period of 4000 ms.

2.2 Methods

Participants

Twenty young adults (9 male; mean age 23.55 years, range 18�33 years) partic-
ipated in this study. All participants provided written informed consent before
the scanning session. The local ethics committee approved the experiment and all
procedures complied with relevant laws and institutional guidelines. All subjects
had normal or corrected-to-normal vision.
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2. Fronto-basal ganglia pathways in inhibitory action control

Task and Procedure

As shown in Figure 1B, we used a combination of the Simon task (Simon, 1967,
1990) and the stop-signal task (Logan & Cowan, 1984). To avoid stimulus repe-
titions, four di↵erent target colors were used. On go trials, ten participants were
instructed to press the left response button (with the left index finger) if a yellow
or blue square was presented and to press the right response button (with the
right hand index finger) if a red or green square was presented. The color map-
ping (e.g., blue/yellow, press left) was reversed for the remaining participants.
All trials started with the presentation of a fixation cross, followed by a colored
square that could appear on the left or right side of the screen. On correspond-
ing trials (C), responses were spatially compatible with the position of the target
(e.g., blue square on the left side of the screen indicating a left hand button press),
whereas on non-corresponding trials (NC) responses were opposite with respect
to the target location (e.g., blue square on the right side of the screen indicating a
left hand button press). Instructions emphasized that participants should try to
respond as fast as possible to the color of the presented stimuli while ignoring the
location. In addition, participants were instructed to stop the indicated response
if the go stimulus was followed by a sound (stop-signal).

Each trial started with a jitter interval of 0, 500, 1000 or 1500 ms to obtain
an interpolated temporal resolution of 500 ms. During this interval, a fixation
cross was presented and participants were asked to maintain fixation. The col-
ored square was then presented on the left or right side of the fixation cross for a
period of 500 ms, indicating a color-cued response. On one third of all trials, the
go stimulus was followed by a stop signal. The stop signal delay (SSD) between
the go stimulus (the colored square) and the stop signal was dynamically adjusted
separately for C and NC trials according to the staircase method to ensure con-
vergence to P (inhibit) of 0.5. For example, if a stop signal was presented on a
C trial and the subject responded (Failed stop), then the SSD for the C staircase
was reduced by 50 ms on the subsequent C stop trial; if the subject did not re-
spond (i.e., Successful stop), then SSD was increased by 50 ms. Initial SSD set to
250 ms for both C and NC stop trials. Each trial had a fixed time length of 4000
ms. If participants had not responded within a time window of 1250 ms after go
stimulus presentation, feedback stating “te langzaam” (“too slow”, in Dutch) for
a duration of 2000 ms was presented. To estimate the hemodynamic response per
trial for each subject, each trial (i.e., stop, go, feedback) was followed by a null
trial where only the fixation cross was presented for 4000 ms.

All stimuli were presented on a back-projection screen that was viewed via
a mirror system attached to the magnetic resonance imaging (MRI) head coil.
Prior to the MRI session, participants performed a practice block of 36 trials to
familiarize with the task. In the MRI scanner, participants subsequently per-
formed two experimental blocks with a total of 192 go (96 corresponding; 96
non-corresponding), and 64 stop trials (32 corresponding; 32 non-corresponding).
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Behavioral analysis

Error rates and median reaction times (RTs) were calculated for correct C and
NC go and failed stop trials. The overall interference e↵ect (Simon e↵ect) was
computed by subtracting the median RT on C from median RT on NC go trials.
For the stop task, stop signal reaction time (SSRT) was estimated separately for
C and NC stop trials using the so-called integration method (Logan & Cowan,
1984; Verbruggen & Logan, 2009a). Paired t-tests were used to analyze the Simon
interference e↵ect on go and stop trials. Pearson correlations were used to examine
the relationship between stop-signal response inhibition and interference control
across subjects. All reported p values are two-tailed, unless stated otherwise.

Magnetic resonance imaging scanning procedure

The fMRI data was acquired in a single scanning session, during two runs on a
3T scanner (Philips). Each scanning run acquired 540 functional T2*-weighted
echoplanar images (EPIs) (2202 mm FOV; 962 in plane resolution; 3 mm slice
thickness; 0.3 mm slice spacing; TR 2000 ms; TE 28 ms; FA 90�, ascending
orientation). For registration purposes, a three-dimensional T1 scan was acquired
before the functional runs (T1; TFE 2202 mm FOV; 2562 in plane resolution; 182
slices, 1.2 mm slice thickness, TR 9.56 ms, TE 4.6 ms, FA 8, coronal orientation).

Functional magnetic resonance analysis

Analysis was performed using FEAT (FMRI Expert Analysis Tool) Version 5.98,
part of FSL (FMRIB’s Software Library, www.fmrib.ox.ac.uk/fsl). The first six
volumes were discarded to allow for T1 equilibrium e↵ects. The remaining images
were then realigned to compensate for small head movements. The data were
filtered in a temporal domain using a high-pass filter with a cuto↵ frequency of
100s to correct for baseline drifts in the signal. Finally, the functional data were
pre-whitened using FSL.

All functional data sets were individually registered into 3D space using the
participants individual high-resolution anatomical images. The individual 3D was
then used to normalize the functional data into Montreal Neurological Institute
(MNI) space by linear scaling (a�ne transformation). The statistical evaluation
was performed using the general linear model. The design matrix was gener-
ated with a hemodynamic response function and its first derivative with local
autocorrelation correction (Woolrich, Ripley, Brady, & Smith, 2001). To repli-
cate previous fMRI results using a stop-signal task, we computed the following
contrasts: (1) Successful stopnull � gonull, (2) Failed stopnull � gonull, (3) NC-
null � Cnull, (4) C � null, (5) NC � null. Higherlevel analysis was performed
using FLAME (FMRIBs Local Analysis of Mixed E↵ects) stage 1 and stage 2
with automatic outlier detection (Beckmann, Jenkinson, & Smith, 2003; Wool-
rich, Behrens, Beckmann, Jenkinson, & Smith, 2004; Woolrich et al., 2009). For
the whole-brain analysis Z (Gaussianized T/F) statistic images were thresholded
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2. Fronto-basal ganglia pathways in inhibitory action control

using clusters determined by z > 3.1 and p = 0.05 (using Gaussian random field
theory, GRFT).

Ancestral Graphs and connectivity analysis

In order to explore the fronto-basal ganglia network dynamics during interfer-
ence control and response inhibition, the fMRI data was modeled with a recently
developed method called Ancestral Graphs (Waldorp et al., 2011). Figure 2.2,
shows a graphical representation of all computational steps for Ancestral graphs
connectivity and model comparison. Ancestral graphs can account for functional
or e↵ective connectivity between brain areas by taking into account the distri-
bution of BOLD activation per region/subject/trial. Importantly, this method
infers connectivity by taking into account the distribution of BOLD activation
per ROI over trials, and therefore does not depend on the low temporal resolu-
tion of the time series in fMRI. A graphical model reflects the joint distribution
of several neuronal systems with the assumption that for each individual the set
of active regions is the same. The joint distribution (graphical model) of two
nodes is estimated from the replications of condition specific trials, and not from
the time series. With this method we can infer three types of connections: (i)
e↵ective connectivity (directed connection !), (ii) functional connectivity (undi-
rected connection �), and (iii) unobserved systems (bi-directed connection $).
Directed connections are regression parameters in the usual sense (denoted by �)
and undirected connections are partial covariances (unscaled partial correlations;
denoted by �). The bi-directed connections refer to the covariance of the residu-
als from the regressions (denoted by !). These three types of connection can be
identified by modeling the covariance matrix as:

�

�1

✓
⇤�1 0
0 ⌦

◆
(��1)

where � contains the regression coe�cients, ⇤ contains the partial covariances,
and ⌦ contains the covariances between residuals. A random e↵ects model is used
to combine identical models across subjects to then compare di↵erent models over
the whole group using Akaike’s information criterion (AIC) (Akaike, 1973), which
involves the log-likelihood L(✓) with q parameters collected in the vector ✓ for
graph Gq.

AIC(Gq)=�2L(✓) + 2q

The graph with the lowest AIC value will be selected. To infer directions from
the ancestral graph it is required that a change in direction implies a change in
probability distribution. This is not always the case. For example, a chain from
A to B to C is in terms of conditional independencies equivalent to a chain with
the directions reversed, that is from C to B to A (see for more details Waldorp
et al., 2011). Two equivalent models, such as those just mentioned, will result in
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the same AIC value, indicating that directionality cannot be inferred. The most
important structure is when two arrowheads meet (a collider). This will always
result in a change in AIC value. The causal interpretations of the connections
from an ancestral graph that is the best model according to the AIC can be briefly
described as follows:

• A ! B: A is a cause of B

• A � B: A is a cause of B and/or B is a cause of A

• A $ B: there is a latent common cause of A and B

For a more detailed description and cautions on causal interpretations see
Zhang (2008).

The main di↵erences between ancestral graphs described in Waldorp et al.
(2011) and dynamic causal modeling (DCM) or structural equation modeling
(SEM) are: (i) inference is based on trial-by-trial variation and not on the time
series as in DCM or SEM because of the low frequency sampling in fMRI, (ii) both
functional and e↵ective connectivity can be represented in a single ancestral graph,
which cannot be done in DCM or SEM, and (iii) a common unobserved (latent)
cause of a connection can be detected. The method of ancestral graphs relies on
conditional independencies implied by the topology of the network. Therefore,
di↵erent models (e.g., di↵erent directions of connections) result in di↵erent fits to
the data. Currently di↵erences between models are characterized by AIC, which
combines both accurate descriptive (for the data at hand) and predictive (for
future data) value.

To obtain the single trial images for the Ancestral graphs analysis, FMRI
data processing was carried out using FEAT (FMRI Expert Analysis Tool) Ver-
sion 5.98, part of FSL (FMRIB’s Software Library, www.fmrib.ox.ac.uk/fsl). Z
(Gaussianized T/F) statistic images were thresholded at p = 0.01 (uncorrected).
Based on previous reports on the involvement of right hemispheric areas during
response inhibition, and the specific regions within the hyperdirect and indirect
pathway, we defined the following right hemisphere anatomical ROIs as key nodes
for the stop trials: (1) rIFG (centre of gravity (cog 51, 19, 17), (2) rPreSMA (cog
9, 24, 50), (3) rGPi (cog 17,�6,�4), (4) rGPe (cog 20,�4, 0), (5) rCaudate (cog
13, 10, 10), (6) rThalamus (cog 11, �18, 7), and (7) rSTN (cog 8, �9,�11). In-
dividual STN masks were derived from a previous study (Forstmann et al., 2010)
using ultra-high 7 Tesla scanning that allowed the manual segmentation of the
STN of 9 participants who did not take part in the present study. From these
subjects an STN template in MNI-space was created and the center of gravity
coordinate derived (i.e., cog 8, �9,�11). Visual inspection of the registration
assured the precise localization of the STN.

For each ROI, with the exception of the STN mask, we obtained the standard-
ized amplitude parameter of only the active voxels (as identified with F-tests) per
subject, per trial, and per condition. For successful stop trials the average number
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2. Fronto-basal ganglia pathways in inhibitory action control

of parameters per ROI (the average number of trials per subject) over the C trials
was 15.0 (SD = 3.3) and 14.3 (SD = 3.3) for NC trials. For failed stop trials,
this average was 17.0 (SD = 3.3) on C and 17.8 (SD = 3.3) on NC trials. For
the left hand go trials, we obtained an average of 43.1 (SD = 5.5) standardized
parameters per ROI on C trials and 43.4 (SD = 4.4) on NC trials. When subjects
responded with their right hand on go trials, the average number of parameters
over trials per ROI was 43.1 (SD = 5.5) of C trials and 43.0 (SD = 5.3) on NC
trials. Error trials and misses were excluded from further analysis.

The aim of our connectivity analysis was to examine how di↵erent brain areas
work together to implement control during stop trials. To this end, model fits were
preformed on: (1) Successful stop C, (2) Successful stop NC, (3) Failed stop C, (4)
Failed stop NC, (5) Correct go C, and (6) Correct go NC. In the case of ancestral
graphs with 7 regions (the number of structural ROIs that we used) the number of
possible models to test is between 1.05⇥109 and 4.04⇥1012. This set is too large to
search through completely. Alternatively, model comparison can be performed on
a set of hypothesized models. Table 2.1 contains a graphical outline of all 9 models
that were specified to test the contribution of the hyperdirect and the indirect
pathway during the process of response inhibition. The specified path refers to the
definition of connections between ROIs. In order to compare the contribution of
each model with the AIC criterion, all 7 regions are always entered into the model,
while only specific connections are specified. These specific connections, including
directed (!), undirected (�), and bi-directed ($) connections, determined the
model.

Table 2.1: Models specified for testing with ancestral graphs

Right hemisphere models Specified path

Indirect Pathway
Ctx=rIFG Ctx-rCaudate-rGPe-rGPi-rThalamus
Ctx=preSMA
Ctx=preSMA+rIFG
Hyperdirect Pathway
Ctx=rIFG Ctx-rSTN-rGPi-rThalamus
Ctx=preSMA
Ctx=preSMA+rIFG
Hyperdirect+Indirect Pathway
Ctx=rIFG Ctx-rCaudate-rGPe-rGPi-rThalamus+
Ctx=preSMA Ctx-rSTN-rGPi-rThalamus
Ctx=preSMA+rIFG

Ctx = ROIs used as cortex areas with unique projections to the basal-ganglia.
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Figure 2.2: Graphical representation of all steps in determining an ancestral graph for connec-
tivity (1) The event related BOLD measurements are used as inputs to (2) the General Linear
Model (GLM). (3) The 7 structural ROIs determine the number of nodes (variables) in the an-
cestral graph, and are used to determine the amplitudes for each trial separately for each region,
such that the covariance matrix for these regions can be determined based on trial data (4). The
data covariance matrix for each condition is then compared to all defined ancestral graph models,
and each model obtains an AIC score. Note that directed arrows represent e↵ective connectivity
and so infer directionality. Undirected lines (e.g., preSMA-IFG) represent functional connectiv-
ity and infer no directionality (5). The model with the lowest AIC values represents the group
network best and is selected (6).

2.3 Results

Behavioral performance

Median C and NC RT were calculated after removal of errors. RTs longer than
2.5 standard deviations above the mean were discarded as outliers. This resulted
in a data reduction of 4.7% for all go trials and 1.5% for all unsuccessful stop
trials.

Table 2.2 gives an overview of the behavioral data for go and stop trials. There
were very few omission errors on go trials (M = 0.26%, SD = 0.36, combined over
C and NC trials). In general, participants responded marginally more slowly on
NC than C go trials (t(19) = �1.99, p = 0.06). However, interference did not
a↵ect the overall percentage of choice errors (t(19) = 0.23, p = 0.8). This was
probably because addition of stop signals to the Simon paradigm makes people
more reluctant to give very fast responses. During stop trials, we found no fur-
ther e↵ects of interference when inspecting RT on trials where participants failed

19
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to stop (t(19) = �1.44, p = 0.16), the SSD (t(19) = �0.54, p = 0.6) and SSRT
(t(19) = �0.09, p = 0.9). A recent study, focusing on the e↵ect of fMRI noise
on performance has shown a significant reduction of the mean Simon interference
e↵ect when participants were tested while hearing fMRI-scanner noise (Hommel,
Fischer, Colzato, Wildenberg, & Cellini, 2011). Possibly, the long inter-trial in-
tervals chosen to gain an optimal BOLD estimation per trail (4 sec between each
trial), together with the conduction of the experiment in the fMRI scanner, weak-
ened the magnitude of the overall interference e↵ect usually observed during this
task on go and stop trials. Next, we tested whether the overall interference e↵ect
is related to the time needed to fully suppress a response. SSRT C, SSRT NC
and the average SSRT did not correlate significantly with the overall interference
e↵ect (all ps > 0.30).

Table 2.2: Behavioral data for go and stop trials

C NC

Median go RT (ms) 613.7 ± 157.1 624.6 ± 156.3
Go errors (%) 10 ± 9.4 9.6 ± 8.7
Median failed-stop RT (ms) 579.6 ± 146.0 594.3 ± 139.7
SSD (ms) 358.4 ± 139.3 367.8 ± 165.9
P (inhibit) 0.53 ± 0.1 0.55 ± 0.1
SSRT (ms) 263.9 ± 76.2 265.4 ± 85.4

Values are mean ± SDs.

Previous work with the combined Simon/Stop task has shown longer SSRTs
for NC trials when the preceding trial (e.g., n-1) is C (Verbruggen, Liefooghe,
Notebaert, & Vandierendonck, 2005). In addition, the overall interference e↵ect
has been found to be stronger for trials that follow a corresponding trial. Ta-
ble 2.3 gives an overview of the sequential analyses. Repeated measures ANOVA
indicated that the compatibility of trial n-1 interacted with the interference e↵ect
on trial n (F (19) = 6.48, p < 0.05) during go trials, but not during successful
(F (19) = 1.55, p = 0.23) or failed stop trials (F (19) = 0.00, p  1). In line with
previous findings, inspection of the observed interaction on go trials revealed a
significant interference e↵ect after a C trial (t(19) = �2.23, p < 0.05), but not
after a NC trial (t(19) = 0.60, p = 0.56). No significant interference e↵ects were
observed after a C or NC trials for successful or failed stop trials (all ps � 0.1).

Regional brain activations during interference and full response
inhibition

To investigate the reliability of the fMRI data set, prior to connectivity modeling,
a conventional set of contrasts was carried out to confirm the replication of typical
findings (Aron & Poldrack, 2006; Forstmann, Jahfari, et al., 2008; Forstmann,
Wildenberg, & Ridderinkhof, 2008). In line with previous results, contrasting
successful stop trials with go trials revealed activation in the rIFG, preSMA, left
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Table 2.3: Sequential behavioural analysis, from both go and stop trials

c�C c�NC nc�C nc�NC

Median go RT (ms) 634.8±162.2 653.7±161.1 647.1±155.4 641.4± 152.0
Median failed-stop RT (ms) 585.8 ±154.7 610.8±134.7 564.7±106.3 590.2±140.5
SSRT (ms) 252.9±84.1 281.3±92.8 274.4±92.2 255.5±103.4

Reaction time on corresponding and non-corresponding trials when taking into account the cor-
respondence of the previous (n–1; indicated by non capital letters) trial (c–C=corresponding–
corresponding, c–NC=corresponding–noncorresponding, nc–C=noncorresponding–corresponding,
nc–NC=noncorresponding–noncorresponding). Values in parentheses are SDs.Values are mean
± SDs.

and right inferior parietal lobule, the left insula, left frontal pole and the cingulate
gyrus posterior division (Table 2.4). With the exception of the left frontal pole,
similar activation patterns were obtained for the contrast: failed stop versus go.
We did not find higher activation in the rSTN for the contrast successful or failed
stop more than go. In line with our previous findings, a direct comparison between
corresponding and non-corresponding trials did not yield significant clusters.

Table 2.4: Location of increased activation during successful and failed stop trials vs. go trials

MNI coordinates (mm)

Anatomical area Cluster size x y z MES

Successful stop > go
Inferior frontal gyrus 3619 46 26 12 5.97
Medial frontal cortex/preSMA 591 7 33 39 4.28
Inferior parietal lobe 2426 �58 �50 26 6.07
Inferior parietal lobe 4462 58 �44 21 6.61
Insula 398 �37 19 �10 3.94
Frontal pole 248 �38 52 �5 3.94
Cingulate gyrus posterior division 161 1 �28 27 4.39
Failed stop > go
Inferior frontal gyrus 3630 48 21 8 6.97
Medial frontal cortex/preSMA 1708 6 32 40 5.68
Inferior parietal lobe 1619 �61 �47 25 6.18
Inferior parietal lobe 3405 59 �43 23 6.24
Insula 907 �41 18 �7 5.41
Cingulate gyrus posterior division 176 1 �25 29 4.53

MIN (Montreal Neurological Institute) coordinates are those of the gravity point of each cluster.
Cluster thresholding with z > 3.1 and p < 0.05, whole brain corrected. MES=maximum e↵ect
size.

Ancestral Graphs connectivity analysis during stop trials: The
hyperdirect and indirect pathway

Due to a lack of su�cient numbers of successful stop trials necessary for mod-
eling the data with the ancestral graphs method, one participant was removed
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from the connectivity analysis. Random e↵ects analysis across the whole group
with the ancestral graphs method pointed towards a right-hemisphere centered
model that involved both the hyperdirect and indirect pathways during successful
and failed stop trials. Figure 2.3 shows the graphical outline of this Hyperdirect-
Indirect Model with functional connectivity between the rIFG and the preSMA,
and e↵ective connectivity from the rIFG and preSMA to the rSTN and rCaudate,
rCaudate to the rGPE, rGPE and rSTN to rGPI, and the rGPI to rThalamus.
As shown in Table 5, both the hyperdirect and indirect pathways were first tested
separately. In line with previous findings, the indirect pathway with e↵ective con-
nectivity between the cortex and caudate yielded a better fit than the hyperdirect
pathway with direct connections between the cortex and the rSTN (Duann et al.,
2009). However, the best-fitting model with the lowest AIC values for all stop
conditions was obtained by combining the hyperdirect and the indirect pathways
into one single model. Note, that the AIC has a preference for simple models and
penalizes for the increase in complexity associated with combining the two path-
ways (i.e., 2⇤number of connections). Therefore, a decrease of 80 points (when
compared with the indirect pathway) in the AIC value is remarkable, as a decrease
of 2 ⇤ 3 = 6 points already indicates that the model with the lowest AIC is the
preferred model. Finally, to infer the specificity of these model fits, all nine stop
models were also tested on go trials. As shown on the right side of table 5, all
models were found to have a large increase in the AIC values, and showed a poor
or no fit to the activity pattern of the ROIs during go trials. Interestingly, these
findings support a large body of literature that indicate a specific role for the
hyperdirect pathway with connections between the cortex and the rSTN (Aron &
Poldrack, 2006; Aron, Behrens, et al., 2007; Isoda & Hikosaka, 2008), and suggest
that we use both the hyperdirect and the indirect pathway to stop a planned
response.

Connection strengths in the Hyperdirect-Indirect Model

In a next step, we used the normalized individual regression (e↵ective connec-
tivity) and correlation values (functional connectivity) to examine whether the
connection strengths of the combined model were stronger during successful stop
vs. failed stop and during NC stop vs. C stop trials. Repeated-measures ANOVA
was used including the factors stop (successful stop vs. failed stop), interference
(C vs. NC), and connection (the nine connections identified in the best-fitting
model). There was a main e↵ect of stop; overall the connection strengths in the
Hyperdirect-Indirect Model were higher when participants managed to inhibit
their response (M=-0.011, SD = 0.004), F (1, 18) = 8.4, p = 0.01, compared to
failed stop trials (M=-0.064, SD = 0.02). There were no further main e↵ects or
interactions. These findings are partly in line with our predictions and show that
successful response inhibition, but not interference on non-corresponding stop
trials, is related to stronger connections within the Hyperdirect-Indirect Model.
Note, that for the current design (with long inter trial intervals for an optimal
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Figure 2.3: Scheme of the Hyperdirect-Indirect Model. Undirected lines represent functional
connectivity between two regions. Directed black arrows represent e↵ective connectivity between
two regions. Functional connectivity was found between the rIFG and the preSMA (straight
line). On the left side of this model, the hyperdirect pathway is displayed including both the
rIFG and preSMA (cortex) projecting into the right STN. Right STN was found to have e↵ective
connectivity with the rGPI, which in turn projects into the thalamus. On the right side, the
model is complemented with the indirect pathway. Again, the rIFG and preSMA project into the
rCaudate that activates a more selective stopping route, via projections to the rGPE going into
the rGPI and finally into the rThalamus.

bold estimation per trial) no interference e↵ects were obtained during stop trials.
Therefore, more e↵ective interference modulations replicating previous interfer-
ence e↵ects on SSRT might be more sensitive to modulations in the Hyperdirect-
Indirect Model.

Behavior and individual connections strengths in the
Hyperdirect-Indirect Model

In a final and more explorative step, we examined how individual behavioral per-
formance in conflict resolution and response inhibition might relate to the individ-
ual connection strengths in the Hyperdirect-Indirect Model. As we found no in-
terference e↵ects on stopping behavior, or on the Hyperdirect-Indirect Model con-
nections, SSRT and the connection strengths of the Hyperdirect-Indirect Model
were collapsed over correspondence conditions.

As displayed in Figure 2.4A, the time needed to fully stop a response (SSRT)
was predictive for the strength of e↵ective connectivity from the preSMA to the
rCaudate and from the rIFG to the rCaudate: respectively, t(17) = 2.2, p < 0.05,
and t(17) = �2.1, p < 0.05 (both two-sided, robust regressions). Note, however,
that the direction of the relationship from the cortex going into the rCaudate
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Table 2.5: Model fits for the indirect and hyperdirect pathways during successful stop and failed
stop trials

Successful stop Failed stop Correct go

C NC C NC C NC

AIC N AIC N AIC N AIC N AIC N AIC N

Indirect
rIFG 2296.2 19 2235.7 19 2223.9 19 2235.8 19 6933.4 0 7272.1 0
preSMA 2306.2 19 2261.0 19 2248.0 19 2227.0 19 7004.7 0 7342.7 0
preSMA+rIFG 1997.1 19 1925.1 19 1934.2 19 1918.6 19 5685.7 1 5963.5 1
Hyperdirect
rIFG 2564.1 19 2469.4 19 2498.4 19 2479.0 19 8132.2 0 8283.6 0
preSMA 2561.9 19 2463.4 19 2508.1 19 2478.5 19 8115.2 0 8279.2 0
preSMA+rIFG 2281.4 19 2152.6 19 2215.3 19 2192.1 19 6935.1 1 7048.8 1
HyperIndirect
rIFG 2232.6 19 2154.6 19 2155.8 19 2181.3 19 6826.2 0 7124.7 0
preSMA 2240.5 19 2174.0 19 2189.6 19 2171.9 19 6880.6 0 7190.9 0
preSMA+rIFG 1903.1 19 1792.4 19 1850.9 19 1839.4 19 5529.3 1 5779.8 1

Lower AIC values indicate a better balance between complexity and fit of the estimated model
connections. N = the number of subjects where the defined model actually fitted the activity
pattern in the a-priori anatomically defined ROIs

di↵ers between the preSMA and the rIFG. Participants who had higher e↵ec-
tive connectivity from the rIFG to the rCaudate needed less time to suppress a
response, while participants who had a stronger connectivity from the preSMA
to the rCaudate needed more time to stop a response. There were no addi-
tional significant relationships between SSRT and the connection strengths of the
Hyperdirect-Indirect Model during successful or failed stop trials. No relation-
ships between the overall Simon e↵ect and connection strengths were observed
during successful stop trials. On failed stop trials, however, the amount of inter-
ference experienced on go trials, as reflected in the Simon e↵ect, was predictive
for the connections from the preSMA to the rCaudate (t(17) = 2.3, p < 0.05,
two-sided, robust regression), and from the rGPi to the rThalamus rCaudate
(t(17) = �2.5, p < 0.05, two-sided, robust regression), but in opposite directions
(Figure 2.4B).

To further examine the reversed relationship between SSRT and the cortico-
caudate connections, a final analysis focused on the relationship between the
two e↵ective connectivity pathways projecting into the rCaudate. As shown in
Figure 2.5, during successful stop trials a strong negative relationship was found
between the two cortico-caudate connections (t(17) = �8.0, p < 0.0001, two-sided,
robust regression). Although weaker, this negative relationship was also observed
during failed stop trials (t(17) = �3.2, p < 0.01, two-sided, robust regression).
These findings support the reversed relationship between SSRT and connection
strengths from both the rIFG and preSMA into the rCaudate, respectively, and
suggest diverse but closely synchronized roles for the communication between
cortex and the basal ganglia during the process of response inhibition.
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A

B

Figure 2.4: Individual connection strengths in the Hyperdirect-Indirect Model are predicted by
behavior. A) During successful stop trials, SSRT was predictive for e↵ective connectivity strengths
between the cortex (rIFG and preSMA) and the rCaudate. On the left, a positive correlation
between SSRT and the connection strength between preSMA to the rCaudate. On the right, a
negative correlation between SSRT and the connection strengths between rIFG to the rCaudate.
B) When participants failed to inhibit their response on stop trials (failed stop), the amount
of experienced interference (Simon e↵ect) was found to have a positive relationship with the
connection strength between preSMA to rCaudate (bottom left), and a negative relationship with
the connection strength between rGPI to rThalamus.

2.4 Discussion

In the present study we examined the specific roles and contribution of the hyper-
direct and indirect pathways during full response inhibition of planned actions.
Using a recently developed method for connectivity analysis of fMRI data that can
test functional or e↵ective connectivity in specifically defined models, we found
that the hyperdirect and indirect pathways complement each other on stop tri-
als to implement response inhibition. We also found that the overall connection
strength of this Hyperdirect-Indirect Model was higher when response inhibition
was successful compared to unsuccessful inhibition.

On successful stop trials, the individual e�cacy to fully stop a response (SSRT)
was di↵erentially predictive for the e↵ective connectivity from cortical areas (rIFG
and preSMA) to the rCaudate. Participants who had higher connection strengths
between the preSMA and the rCaudate needed more time to stop a response
whereas higher connection strengths between the rIFG and the rCaudate were
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2. Fronto-basal ganglia pathways in inhibitory action control

Figure 2.5: E↵ective connectivity strengths from the rIFG and the preSMA projecting into the
rCaudate are closely related during successful stop trials (top), and failed stop trials (bottom).

related to shorter SSRT. This relationship was further supported by the strong
negative relationship between the two cortico-caudal projections. On failed stop
trials, we found that the amount of experienced interference as indexed by the
Simon e↵ect was predictive for e↵ective connectivity in the Hyperdirect-Indirect
Model. Participants who experienced more interference also had a stronger con-
nection between the preSMA and the rCaudate while participants who experi-
enced less interference were found to have a stronger connection between the
rGPi and rThalamus.

A large and consistent body of literature has identified the rIFG, preSMA,
and the basal ganglia as key areas in the process of motor control or response
inhibition (Chambers et al., 2009; Swann et al., 2009; Jahfari, Stinear, Cla↵ey,
Verbruggen, & Aron, 2010; Mars et al., 2012). Yet, in humans a direct comparison
of dominant models that could best explain the activity pattern within and among
these areas were lacking. In the current study we aimed to fill this gap by using
an ROI approach in combination with the ancestral graphs method to test spe-
cific hypotheses about two well-defined fronto-basal ganglia pathways associated
with the process of response inhibition and control. To examine which model
best explains the activation pattern in the ROIs, the hyperdirect and indirect
pathways were first tested as separate models. On stop trials, results indicated
a good fit for both the hyperdirect and indirect pathway separately to explain
the variance in ROIs, whereas the AIC identified the indirect pathway as a better
model when both pathways were tested separately. We obtained the best model
with the lowest AIC values and the best fits by combining the hyperdirect and the
indirect pathway into one model. This finding is remarkable as the model selec-
tion method used by the ancestral graphs (i.e., the AIC method) has a preference
for simple models. Based on these findings, we propose that both the hyperdirect
and indirect pathways play a crucial role in the process of response inhibition and
work together to implement control on trials where participants are required to
fully stop a planned response.

At this point, only right-hemispheric ROIs were selected to test the relative
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contribution of the hyperdirect or indirect pathway. This was done because of a
loss of power that would have been incurred by including additional left hemi-
spheric nodes. Although, an extensive amount of literature has pointed towards
the involvement of right hemispheric nodes during the process of response inhibi-
tion (e.g., Aron & Poldrack, 2006; Aron, Behrens, et al., 2007; Swann et al., 2009;
Jahfari et al., 2010, the current experiment cannot make any inferences about
hemispheric di↵erences.

In addition, the overall model strengths of the Hyperdirect-Indirect Model
were found to be higher for successful stopping as compared to failed stopping.
In line with these findings, previous studies have shown higher activity in the rIFG
in the beta frequency band for successful stopping compared to failed stopping
(Schmajuk, Liotti, Busse, & Woldor↵, 2006; Swann et al., 2009). The current
findings indicate that when the communication between the key areas in the
fronto-basal ganglia network is more e�cient, suppression of basal ganglia output
with downstream inhibitory e↵ects on the primary motor cortex (M1) is successful
(Wildenberg et al., 2010).

In contrast to our initial predictions, we did not obtain any interference e↵ects
on the time needed to stop a response, or on the overall model connections of the
Hyperdirect-Indirect model. Previous work with the Simon/Stop task has shown
interference e↵ects on SSRT, but only when the previous trial was C and did
not prime the need to increase the level of control (Verbruggen et al., 2005). In
the current experiment, we did not obtain any interference e↵ects on SSRT. We
note that the main goal of this experiment was to examine which fronto-basal
ganglia model best explained the observed pattern of activation during response
inhibition. The long inter-trial interval (i.e., 4 seconds between each trial) that
was chosen to gain an optimal bold estimation for connectivity analysis, may have
reduced the magnitude of the sequential interference e↵ects previously observed
during stop trials. Therefore, more research on the role of interference during
stop trials is needed to understand the interplay between these two processes.

Lately, a growing body of literature has focused on the specific roles of the cor-
tex areas deemed relevant for response inhibition (for an overview see Mostofsky
& Simmonds, 2008; Chambers et al., 2009; Ridderinkhof, Forstmann, et al.,
2011). Recent TMS studies indicated that the rIFG has an inhibitory e↵ect
on M1 when participants have to cancel an initiated action (Buch et al., 2010)
and that the ventral part of this region might play an important role in the up-
dating of action plans (Verbruggen et al., 2010). At the same time, other studies
have pointed out that the rIFG might serve an attentional role (Sharp et al.,
2010), while the preSMA resolves the conflict between the go and stop signal
in communication with the rSTN (Nachev, Wydell, Oneill, Husain, & Kennard,
2007; Isoda & Hikosaka, 2008). Shifting the focus to the preparation of action
plans and decision-making, recent literature has linked the activity of (but also
the structural connection between) the preSMA and the striatum to adjustments
in response caution (Forstmann, Dutilh, et al., 2008; Forstmann et al., 2010) in
particular when participants make speeded responses. In addition, the level of ac-
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2. Fronto-basal ganglia pathways in inhibitory action control

tivity within the preSMA has been linked to the process of inappropriate response
activation (Forstmann, Wildenberg, & Ridderinkhof, 2008).

Findings from the current study show that higher connection strengths be-
tween the preSMA and the rCaudate are related to longer inhibition times on
successful stop trials and to a greater experience of interference on trials where
participants fail to stop. At the same time, higher connection strengths between
the rIFG and the rCaudate were related to shorter inhibition times. Together,
these findings suggest that the connection between the preSMA and the rCau-
date might serve as a fast activator of the automatic go response (captured by
the location of the stimulus) while the connection from the rIFG to caudate helps
to update the relevance for an inhibitory act. Within this view, a strong con-
nection between the preSMA and the rCaudate could lead to a failed attempt,
or more time needed (SSRT), to prevent the advanced motor plan during stop
trials from being executed. But also, results in a greater experience of interfer-
ence during NC trials, as the primed automatic response (i.e., triggered by the
color) interferes with the desired response (i.e., triggered by location). In line
with this interpretation, a recent TMS study showed that on switch trials, dur-
ing which an already prepared response was to be inhibited and replaced by an
opposite response, the preSMA had an excitatory influence on the primary motor
cortex (pointing towards an updating role for action plans), while the e↵ect of
the rIFG on the primary motor cortex occurred later in time and was inhibitory
in nature (Neubert et al., 2010). Alternatively, the preSMA-caudate connection
and its negative correlation with SSRT could represent the greater demand on
selection the correct course of action (in this case, action inhibition) in the face
of competing alternatives. The data do not allow us to discern between these
alternatives.

We note that although the hyperdirect pathway was found to be an essential
part of the best model to explain the activity pattern in the ROIs, no relationships
were found between connection strengths in this pathway and the two behavioral
indices. The lack of these associations might be related to the speed with which
the hyperdirect pathway is thought to operate when exerting global response
inhibition. However, more research with standard stop-signal paradigms and
techniques that employ a high temporal resolution is needed to shed light on this
matter.

To summarize, findings from the current study indicate that both the hyperdi-
rect (fronto-subthalamic) and the indirect (fronto-striatal-pallidal) pathway play
a crucial role in the process of response inhibition. The close relationship between
behavioral indices of cognitive control and individual connection strengths from
the cortex projecting into the basal ganglia point towards a top-down controlled
inhibitory process, in situations where we need to withdraw a planned action.
Moreover, as the inter-region coupling of the two inhibitory pathways increases,
suppression of the motor output is more likely to succeed.
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chapter 3

RESPONDING WITH RESTRAINT: WHAT ARE THE
NEUROCOGNITIVE MECHANISMS?

Abstract

An important aspect of cognitive control is the ability to respond with
restraint. Here, we modeled this experimentally by measuring the degree of
response slowing that occurs when people respond to an imperative stimulus
in a context where they might suddenly need to stop the initiated response
compared to a context in which they do not need to stop. We refer to the
reaction time slowing as the “response delay e↵ect”. We conjectured that
the response delay e↵ect could relate to one or more neurocognitive mecha-
nism(s): partial response suppression (“active braking”), prolonged decision
time and slower response facilitation. These accounts make di↵erent predic-
tions about motor system excitability and brain activation. To test which
neurocognitive mechanisms underlie the response delay e↵ect we performed
two studies with transcranial magnetic stimulation and we re-analyzed data
from a prior study with functional magnetic resonance imaging. Taken to-
gether, the results suggest that the response delay e↵ect is partly explained
by active braking, possibly involving a mechanism that is similar to that
used to stop responses completely. These results further our understanding
of how people respond with restraint by pointing to proactive recruitment of
a neurocognitive mechanism heretofore associated with outright stopping.

An excerpt of this chapter has been published as:
Jahfari, S., Stinear, C. M., Cla↵ey, M., Verbruggen, F., & Aron, A. R. (2010). Responding with
restraint: what are the neurocognitive mechanisms? Journal of Cognitive Neuroscience, 22 (7),
1479-1492.
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3. Neural mechanisms of proactive inhibitory control

3.1 Introduction

Many situations in life call for us to respond with restraint. Even as we satisfy
an urge by making a movement, we can make the movement in a controlled
fashion. For example, one eats ones food carefully, rather than wolfing it down,
in order to avoid indigestion. To take another example, one can speak slowly
and deliberately when diplomacy is needed, even though the ideas may be fast
and furious. Experimentally, this form of control may be examined by measuring
the degree of response slowing that occurs when people respond to an imperative
(go) stimulus in a context where they might suddenly need to stop the initiated
response compared to a context in which they do not need to stop. Several
behavioral paradigms have been used to examine this question (De Jong, Coles,
& Logan, 1995; Verbruggen & Logan, 2009b; Vink et al., 2005; Zandbelt & Vink,
2010). Here we used the conditional stop signal task (De Jong et al., 1995)
(Figure 3.1A). This is like the standard stop signal task except that one finger is
designated as “critical” and another as “noncritical”. When a stop signal occurs,
participants must try to stop when the response is critical (e.g. left response),
but they can ignore the stop signal when the response is noncritical (e.g. right
response). This manipulation leads to significantly slower responses on critical
compared to noncritical trials (Aron, Behrens, et al., 2007; De Jong et al., 1995),
which we refer to here as the response delay e↵ect .

We tested three hypotheses about the neurocognitive mechanisms underlying
the response delay e↵ect (Table 3.1). The first hypothesis is that the response
slowing is explained by an active braking mechanism that can proactively suppress
the initiated response without canceling it completely. Such proactive response
suppression (i.e., active braking) should be reflected in reduced excitability of
motor representations that might have to be stopped. Specifically, the braking
hypothesis predicts that if the stopping rule says “stop only if an index finger re-
sponse has been initiated”, then the index finger motor representation will show
reduced excitability compared to when the rule says “stop only if a little finger
response has been initiated”. Furthermore, the braking hypothesis predicts that
an excitability reduction of the response that may need to be stopped may even
be observed before the go stimulus occurs, and not just afterwards. This is be-
cause the stopping rules are known at the beginning of the experiment; and thus
participants may maintain “suppression” of the critical response throughout the
whole experiment, or at least in anticipation of having to respond.

The second hypothesis for the response delay e↵ect is that the duration of
stimulus categorization and response selection stages is prolonged (we refer to
this as the “prolonged decision stage” account). One source of this prolongation
could relate to the increased cognitive load that participants maintain when they
expect a stop signal to occur on critical trials. This may influence the e�ciency
of information processing, and could slow down responses on go critical compared
with noncritical trials (see Verbruggen & Logan, 2009b). Another source of the
prolongation could relate to increasing the response threshold for critical trials.
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The response threshold determines the amount of information that is required to
select a response; if it is increased on critical trials, RTs will increase compared
with noncritical trials (Verbruggen & Logan, 2009b).

The third hypothesis is that the execution of the motor response is prolonged
because of a slower build up of facilitation in the corticomotor system, rather
than an active inhibitory process. This slowing (perhaps better described as
“hesitancy” or “caution”) could be reflected in an increased delay between the
initiation of the response and the actual button press. The major di↵erence
with the braking hypothesis is that the facilitation hypothesis assumes that no
inhibition of motor output is involved.

The second and third hypotheses (i.e. prolonged decision stage and slower
response facilitation) di↵er from the braking hypothesis in predicting that the
di↵erence between critical and non-critical trials will be reflected in di↵erences in
motor excitability during the later stages of stimulus categorization and response
selection only whereas the braking hypothesis predicts that an excitability reduc-
tion of the response that may need to be stopped may be observed even before
the go stimulus occurs (Table 3.1).

Evaluating the predictions of these three hypotheses requires a technique that
can measure the state of specific motor representations with high temporal res-
olution. Here we used transcranial magnetic stimulation (TMS) of the primary
motor cortex, using surface electromyography to record evoked potentials from
intrinsic muscles of the hand. In experiment 1, we delivered TMS to the left
primary motor cortex at specific time- points while participants performed the
conditional stop signal task using index and little fingers of the right hand (Fig-
ure 3.1A). We delivered TMS either 200 or 300 ms before the go choice stimulus
(baseline), 80 and 120 ms after the go stimulus (“early”), and 160 and 200 ms
after the go stimulus (“late”). We expected that the early time-points would
correspond to a pre-response-initiation period, because 80 and possibly even 120
ms is too early for visual information to be categorized to determine response
selection in a choice reaction time task; and we expected the later time-points
would correspond with the response initiation period.

We measured motor evoked potentials (MEPs) from the first dorsal interosseous
muscle (FDI) of the right hand � an index of corticomotor excitability for the
index finger response representation. For each participant, the index finger was
critical for one half of the experiment and noncritical for the other half (with the
little finger in the opposite pattern). This let us always record electromyography
from the index finger, while comparing the e↵ects on this finger of the conditional
rule (index finger is critical, index finger is noncritical).

We predicted that participants would respond more slowly on go critical than
go noncritical trials � the response delay e↵ect. The braking hypothesis predicts
that the response delay e↵ect would have its counterpart in reduced MEPs at
both the early pre- initiation time-points (80 or 120 ms) and the late time-points
(160 or 200 ms). Showing that MEPs are reduced, relative to baseline, at early
time-points would provide support for the hypothesis that participants can pro-
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Figure 3.1: Task and example Motor Evoked Potential (MEP) Traces. A) Schematic design of
go trials (when no stop signal is given) in the conditional stop task. In this example, participants
must stop if a stop signal follows a rightward arrow (‘critical’ direction). The horizontal lines
represent time. The cross indicates the beginning of each trial. It is followed by an arrow stimulus
indicating that a response should be made with the right button (little finger) or left button (index
finger). The vertical arrows indicate the times of TMS delivery - those delivered before the go
stimulus are the baseline condition. A TMS stimulus was delivered only once per trial, and on
some trials not at all. B) EMG traces from one subject. On each trial, a brief TMS artifact is
visible as well as an MEP and an EMG burst (muscle activity). Note that the electromechanical
delay is the interval between the onset of EMG burst and the button press. Note that the MEP
increases with time of stimulation (also see Figure 3.3).

Table 3.1: Possible neurocognitive mechanisms underlying the response delay e↵ect

Mechanism Motor Evoked Potential Electromechanical Delay Activation of

“Stopping” Regions

Active braking go critical < go noncritical go critical > go noncritical go critical > go noncritical
(before/after go stimulus)

Prolonged decision stage go critical < go noncritical No di↵erence No di↵erencea

(after go stimulus)
Slower response facilitation go critical < go noncritical go critical > go noncritical No di↵erence

(after go stimulus)

Di↵erent mechanisms make di↵erent predictions for motor evoked potential (MEP) and func-
tional MRI data. aDepending which regions are activated, this could be compatible with more
than one mechanism.

actively brake a response tendency even before they know which response they
might actually have to make, and even before a stop signal occurs. An alternative
outcome is that there is no di↵erence in MEPs for critical and noncritical con-
ditions prior to response initiation (i.e., at 80 or 120 ms), but instead there is a
di↵erence at the late time points only (i.e., 160 or 200 ms). This would be consis-
tent with the prolonged decision stage and slower motor facilitation hypotheses
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as well as with a modified version of the active braking hypothesis. This modified
version predicts that an active braking mechanism operates only when the critical
response is being initiated, in order to restrain it in anticipation of a possible stop.
This would be like starting to stop an incipient motor tendency only when that
tendency has been triggered.

Another way to distinguish between the three hypotheses is to examine the
electromechanical delay. This refers to the interval between the onset of the elec-
tromyographic burst and the button press on a particular trial. Prior research
showed an elongation of the electromechanical delay when suppression of mo-
tor output occurred (Coxon, Stinear, & Byblow, 2007). The braking hypothesis
and the slower motor facilitation hypothesis predict that the response delay ef-
fect would have its counterpart in a prolonged electromechanical delay for critical
responses compared to noncritical responses. By contrast, the prolonged deci-
sion stage hypothesis predicts similar electromechanical delays for critical and
noncritical responses, because, by definition, the electromechanical delay is post-
decision. Thus, the electromechanical delay makes di↵erent predictions for the
three candidate mechanisms underlying the response delay e↵ect (Table 3.1).

As the reader will discover below, the results for experiment 1 are most com-
patible with a modified version of the braking hypothesis rather than with a purely
prolonged decision stage and/or slower motor facilitation accounts. An additional
feature of this experiment was a general “MEP suppression” (i.e. MEPs were at
below baseline levels for responding and non-responding fingers at the early time
points). To help interpret this finding better, we performed experiment 2, in
which TMS was delivered at the same time-points during a choice RT task as
for experiment 1, but without the presence of stop signals. This allowed us to
examine if MEP suppression e↵ects found in experiment 1 might relate to the
exigencies of response selection itself rather than to the possibility that a stop is
required.

In experiment 3, we used neuroimaging to further distinguish the hypotheses.
If active braking employs a response suppression mechanism that has something
in common with outright stopping then brain regions that are critical for stopping,
such as the right inferior frontal gyrus, the presupplementary motor area and the
subthalamic nucleus region (reviewed in Aron, Durston, et al., 2007; Chambers
et al., 2009) should also be active during braking (Table 3.1). We examined this
prediction by performing a re-analysis of previously published functional magnetic
resonance imaging data acquired with the conditional stop signal task (Aron,
Behrens, et al., 2007). We examined whether brain regions important for stopping
are activated more for go critical than go noncritical trials.
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3.2 Experiment 1: TMS study with the conditional
stop task

Methods

Participants

Thirteen young adults participated (five males and three left handed; M = 20
years, range 18 � 24). All participants provided written consent in accordance
with Internal Review Board guidelines of the University of California at San Diego,
completed a TMS safety screen questionnaire and had no contraindications to
TMS. One participant did not have reliable MEPs and was excluded from further
analysis.

EMG Recordings

Participants were seated comfortably in front of an iMac desktop computer (Ap-
ple Corporation, Cupertino, CA). They responded with index and little fingers of
the right hand, which was placed flat on the table, palm down. The index finger
movement was a lateral abduction to the left to depress a key whose surface was
perpendicular to the table surface. This movement maximally activated the first
dorsal interosseus muscle (FDI), while minimizing activation of other finger mus-
cles. The little finger movement was flexion downward against a key whose surface
was horizontal relative to the table surface. This movement maximally activated
the abductor digiti minimi muscle (of the “little” finger). Surface electromyo-
graphic recordings were made via 10-mm-diameter Ag�AgCl hydrogel electrodes
(Medical Supplies, Inc, Newbury Park, CA) placed over the FDI and abductor
digiti minimi (little finger) muscles. A ground electrode was placed over the lat-
eral epicondyle of the right elbow. The electromyographic signal was amplified
using a Grass QP511 Quad AC Amplifier System Grass amplifier (Grass Tech-
nologies, West Warwick, RI), with a band-pass filter between 30 Hz and 1 kHz
and a notch filter at 60 Hz. Data were sampled at 2 kHz using a CED Micro 1401
mk II acquisition system and displayed and recorded to disk using CED Signal
v4 (Cambridge Electronic Design, Cambridge, UK). MEP analysis was performed
using custom software in Matlab R2007a (The MathWorks, Natick, MA).

TMS

We used a MagStim 200-2 system (Magstim, Whitland, UK) with a figure-of-eight
coil (7 cm diameter) to deliver a single test stimulus during task performance. To
locate the representation of the FDI in the left primary motor cortex, the coil
was initially located at a point 5 cm lateral and 2 cm anterior of the vertex. The
coil was incrementally repositioned while administering single stimuli to locate
the position that produced the largest, reliable MEPs in right FDI. This location
was marked on a snug-fitting cap worn by the participant to ensure the consis-
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tent placement of the coil through the experiment. Resting motor threshold was
determined by finding the lowest stimulus intensity that produced MEPs of at
least 0.05 mV amplitude on at least five out of ten trials (Rossini et al., 1994).
Next, the participant’s maximum MEP size was determined by increasing stim-
ulus intensity in 5% increments, starting at resting motor threshold, until MEP
amplitude no longer increased with increasing stimulus intensity. Test stimulus
intensity was set to produce an MEP amplitude that was approximately half of
the participant’s maximum MEP amplitude. This ensured that the test stimulus
intensity was on the ascending limb of the individuals stimulus-response curve, so
that both increases and decreases in corticomotor excitability could be detected
(Devanne, Lavoie, & Capaday, 1997).

Task and Procedure

Prior to TMS preparation, participants completed two practice blocks to familiar-
ize them with the task. Participants subsequently performed a total of 6 blocks,
of 96 trials, with each block containing 24 stop and 72 go trials (576 trials total).
Prior to each block, instructions on the computer screen indicated the critical
direction for the stop task, which changed after 3 blocks. For seven participants,
the left response (index finger) was the critical response in the first 3 blocks, and
the right response (little finger) was the critical response in the last 3 blocks. The
order of the mappings rules was reversed for the other participants. By reversing
the critical rule half way through the experiment we could compare MEPs from
the right index finger for critical and noncritical conditions.

Instructions emphasized that participants should do their best to respond
as quickly as possible while also doing their best to stop the response when an
auditory stop signal occurred, but only if the initiated response was in the critical
response. If the subject initiated a response on a noncritical trial, and a stop
signal occurred, the subject was to ignore the stop signal. On each trial, a white
fixation cross was displayed on a black computer screen followed by a left- or
right-pointing arrow stimulus (Figure 3.1A). The time between the fixation-cross
and arrow stimulus ranged from 500 to 700 ms (steps of 100 ms, mean of 600ms).

In every four trials, there was one stop trial and three go trials, and the number
of leftward- and rightward- pointing arrows was equal. The delay between the go
stimulus (the arrow) and the stop signal, i.e. the stop signal delay was sampled
from four di↵erent step-up and step-down staircases to ensure convergence to
P(inhibit) of 50%, by the end of the experiment. If a stop signal from a particular
staircase was presented for the critical direction and the subject responded, then
the stop signal delay for that staircase was reduced by 50ms on a subsequent stop
trial; if the subject did not respond (i.e. successfully stopped), then the stop
signal delay was increased by 50 ms. Stop signal delay values for noncritical trials
were yoked to the values for critical trials. The four staircases started with stop
signal delay values of 100, 150, 200, and 250 ms, respectively.
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In each block of 96 trials, TMS was delivered on 66 trials. We included
no-TMS trials in order to estimate go critical RT, go noncritical RT and stop
signal Reaction Time (SSRT) uncontaminated by possible e↵ects of the TMS on
response emission RT and accuracy (Pascual-Leone et al., 1992; Ziemann, Tergau,
& Hömberg, 1997). SSRT is an index of the speed with which someone stops a
motor response (see below). Of the 66 trials on which TMS was delivered, 60 were
go trials and 6 were stop trials. On stop trials, the magnetic stimulus could only
occur in the baseline (pre-stimulus) period, whereas on go trials it could occur
in the baseline or post-stimulus period (Figure 3.1A). For stop trials, TMS was
delivered on 3 trials at 200 ms before the arrow presentation (i.e. baseline b1) and
another 3 trials at 300 ms before the arrow presentation (i.e. b2). For go trials,
TMS was delivered on 6 trials for b1 and 6 trials for b2. Baseline MEPs were
used to normalize the post-stimulus MEPs (see analysis below). On go trials, 12
magnetic stimuli were delivered at each of 80, 120, 160 and 200 ms after the go
(arrow) stimulus. On all trials on which test stimuli were delivered in the block,
we balanced the number of test stimuli for critical and noncritical directions. We
note, with respect to the baseline stimulus, TMS was delivered on 6 stop trials
and 12 go trials per block. Therefore, the probability of a stop given a TMS
stimulus was 0.33.

Analysis

As TMS can speed or prolong RT (Pascual-Leone et al., 1992; Ziemann et al.,
1997) and because the probability of stop signal was slightly di↵erent for TMS
and no-TMS trials, we separately computed key behavioral indices on trials on
which TMS was and was not present. We calculated error rates and median
RTs on critical and noncritical go trials for the index finger, and computed the
response delay e↵ect by subtracting go noncritical RT from go critical RT. We
also computed the speed of stopping for those blocks where the index finger was
critical. We estimated SSRT using the so-called “integration method“ (Logan &
Cowan, 1984; Verbruggen & Logan, 2009a). Additionally, based on some pre-
liminary data (Greenhouse, Verbruggen and Aron, unpublished observations) we
examined whether, across subjects, the response delay e↵ect predicted SSRT.

TMS data

All MEPs from all trials were inspected. First, trials were rejected from further
analysis if there was an overlap between the MEP and the onset of voluntary elec-
tromygraphic activity, or if the MEP amplitude was smaller than 0.05 mV. Sec-
ond, trials were sorted by arrow stimulus direction (critical, noncritical), whether
the MEP was collected from the responding finger (index responding, index not
responding) and stimulation time (Baseline [b1 +b2]/2, 80 ms, 120 ms, 160 ms,
and 200 ms). Third, the MEPs recorded were trimmed by removing those trials
where the MEP’s were more than 3 SD from the mean under each condition. On
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average 5.3% of the trials, SD = 3.4, were rejected for each participant. Finally,
MEPs were normalized in each condition, by dividing the average MEP amplitude
under a given condition by the mean baseline MEP amplitude. The MEP data
reported here are only from the FDI muscle. Representative MEPs for this mus-
cle, across the four time-points are show in Figure 3.1B. Inspection of the ADM
data showed that MEPs were smaller and less reliable than those from FDI. This
was probably due to the stimulation site being optimized for the FDI muscle. The
fact that the critical direction was switched after block 3 meant that we could
examine FDI MEPs when the responding finger was the index finger or when
the responding finger was the little finger (and within these conditions, when the
index finger was critical and when it was not). For the statistical analysis we
examined FDI MEPs for the two early time-points, with a repeated measures
ANOVA which included test stimulus interval (80, 120), rule (index finger is cri-
tical, index finger is noncritical) and responding finger (index responding, index
not responding). We also examined FDI MEPs for the two later time-points with
a repeated measures ANOVA which included test stimulus interval (160, 200),
critical direction (critical, noncritical) and responding finger (index responding,
index not responding).

We also computed Root Mean Square electromyographic activity in the 100
ms preceding the TMS stimuli for each condition to establish if the muscle of
interest (FDI) was “quiet” at the time of MEP recording, and to establish if
there were systematic pre- TMS di↵erences in muscle activity for conditions of
interest. Finally, we also computed the electromechanical delay for go critical and
noncritical trials. Electromyographic burst onset was determined as follows. For
each trial, the standard deviation of the electromyographic trace was established
for a “quiet” period of the trial. A threshold was computed which was three
times the magnitude of the standard deviation of the quiet period. An algorithm
then determined when it was during the 150 ms before the button press that
the electromyograph rose above the threshold. A researcher, blind to condition,
then reviewed (and adjusted if necessary) the estimated electromyographic burst
onset. The electromechanical delay refers to the interval between the onset of
the electromyographic burst and the button press on a particular trial. A recent
study showed that an elongation of electromechanical delay can be produced by
a stopping process (Coxon et al., 2007). Specifically, these authors demonstrated
a significantly increased electromechanical delay in a responding muscle when an
alternative muscle was stopped, relative to when the alternative muscle did not
need to be stopped. Elongation of the electromechanical delay for go critical
trials could relate to active braking via suppression of motor output (Coxon et
al., 2007).

37



3. Neural mechanisms of proactive inhibitory control

Results

Behavior

Table 3.2 shows behavioral data for all trials, in both the TMS and no TMS
conditions. Although TMS is sometimes shown to influence RT (e.g. Pascual-
Leone et al., 1992; Ziemann et al., 1997 here we found minimal di↵erences between
TMS and no TMS trials (critical RT: t(11) = 0.5, p = 0.6; noncritical RT: t(11) =
0.7, p = 0.5). This was probably because the TMS stimuli were delivered 200ms
or more before the motor response. Therefore, we report statistical results for
all trials. Three participants were left-handed but an analysis of MEP amplitude
showed that handedness was not a factor (F (1, 10) = 0.27, p = 0.61); therefore all
12 participants were analyzed together.

There was a reliable response delay e↵ect as participants responded signif-
icantly more slowly on critical than noncritical trials (t(11) = 7.7, p < 0.001)
(Figure 3.2A). Participants made very few errors of omission or discrimination
on go trials (Mean combined errors = 1.1 %; SD = 1.2). The number of com-
bined errors was very similar for go critical and noncritical trials (go critical, M
= 0.7, SD = 0.8; go noncritical, M = 0.4, SD = 0.9; t(11) = 0.9, p = 0.4) The
average stop signal delay at which stop signals was delivered was 228.6 ms, SD
= 78.7. SSRT was estimated at 257.5 ms, SD = 86.8. Importantly, we found
that across participants, the response delay e↵ect was correlated with SSRT �
i.e. participants who showed a larger response delay e↵ect stopped more quickly
(faster SSRT), t(10) = 2.08, p < 0.05, Robust Regression (Figure 3.2B).

Table 3.2: Behavioral data for TMS experiments 1 and 2.

TMS No TMS All Trials

Experiment 1
Critical trials
Median RT (msec) 522.0 ± 55.9 531.9 ± 73.9 523.7 ± 53.9
Errors (%) 1.1 ± 1.2 0.8 ± 1.5 0.7 ± 0.8
SSRT (msec) 257.5 ± 86.8
Mean SSD (msec) 228.6 ± 78.7
Noncritical trials
Median RT (msec) 411.8 ± 29.4 416.2 ± 37.7 412.3 ± 29.5
Errors (%) 0.9 ± 1.9 0.0 ± 0.0 0.4 ± 0.9
Overall
Response delay 110.2 ± 52.0 115.6 ± 66.9 111.3 ± 50.3
e↵ect (msec)
Experiment 2
Median RT (msec) 418.9 ± 63.5 428.1 ± 65.3 420.2 ± 63.9
Errors (%) 0.7 ± 0.5 1.4 ± 1.5 0.8 ± 0.5

Values are mean ± SDs.
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3.2. Experiment 1: TMS study with the conditional stop task

Figure 3.2: Behavioral and electromechanical delay results. A) Median RT for the three exper-
iments. In experiment s 1 and 2 the values are for index finger responses. In experiment 3,
critical and noncritical were index or middle fingers for subjects (counterbalanced across sub-
jects). Error bars are SEM. These are all trials without stop signals. B) Negative correlation
between the response delay e↵ect (i.e. RT di↵erence between go critical and noncritical trials)
and the SSRT. C) Positive correlation between the response delay e↵ect and the electromechani-
cal delay di↵erence between go critical and noncritical trials. Regression lines and p values were
computed with the use of robust regression by iteratively reweighted least squares to prevent the
influence of outliers.

Corticomotor Excitability

Mean resting motor threshold was 42.3 % mean stimulator output, (SD = 3.7 %),
mean test stimulus intensity was 50.4 % (SD = 4.4), and mean baseline MEP am-
plitude in FDI was 1.25 mV (SD 0.35 mV). The main e↵ects of time point (80, 120,
160 or 200 ms) and rule (index finger is critical, index finger is noncritical), and the
interaction between the two were significant (all ps < .05). However, our starting
hypotheses make di↵erent predictions for early and late time-points. Therefore,
in the following analyses, we will analyze the data for early and late time-points
separately. To test the braking hypothesis, specifically the idea that participants
might proactively suppress the “critical“ response representation even before the
response is initiated, we examined FDI MEPs for the two early time-points. We
used a repeated measures ANOVA which included test stimulus interval (80, 120),
rule (index finger is critical, index finger is noncritical) and responding finger (in-
dex responding, index not responding). There was a main e↵ect of interval � FDI
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MEPs decreased significantly from 80 ms to 120 ms (F (1, 11) = 6.4, p < 0.05)
(Figure 3.3A). There were no further main e↵ects or interactions. Inspection of
the pattern in Figure 3.3A shows that FDI MEP amplitude was reduced below
baseline at the 80 and 120 ms time-points. To formally test this “MEP suppres-
sion” we collapsed the normalised MEP data across responding finger and across
rule condition and tested whether the MEP was di↵erent from 1. The MEP was
significantly suppressed at 80 ms (t(11) = �1.9, p < 0.05, one-tailed) and at 120
ms (t(11) = �3.0, p < 0.01, one-tailed).

Second, we analyzed FDI MEPs for the two late time-points. As can be seen
in Figure 3.3A, the MEP data show that a response initiation stage is evident at
160 ms and later. We performed a repeated measures ANOVA with test stimulus
interval (160, 200), rule (index finger is critical, index finger is noncritical) and
responding finger (index responding, index not responding). There was a main
e↵ect of rule � FDI MEP amplitudes were smaller in the critical than noncritical
condition (F (1, 11) = 5.6, p < 0.05), and an interaction between rule and test
stimulus interval (F (1, 11) = 6.5, p < 0.05) � indicating that the excitability rose
more slowly under the critical condition. Moreover, there was a main e↵ect of
responding finger � FDI MEP amplitudes were greater when the index was the
responding finger than when it was not (F (1, 11) = 8.0, p < 0.05), and there was
an interaction between responding finger and time (F (1, 11) = 13.9, p < 0.05) �
such that the di↵erence in excitability between responding and non-responding
fingers was larger for the 200ms than 160 ms time-point.

We performed a pre-TMS electromyographic validation to make sure that the
FDI was equivalently quiet across conditions. We analyzed these data with a
repeated measures ANOVA including test stimulus interval (80, 120, 160 and 200
ms), rule (current response is critical, noncritical) and responding finger (index
responding, index not responding) with Root Mean Square electromyography as
the dependent variable. There were no significant main e↵ects or interactions.
Overall, the FDI muscle was “at rest” prior to magnetic stimulation (mean root
mean square = 0. 6 µV, SD = 0. 1 µV).

Finally, we found a non-significant trend for the electromechanical delay to be
longer for go critical than noncritical trials (Critical: 135.5 ms, SD = 29.7; Non-
critical: 128.6 ms, SD=15.1; p = 0.090, Wilcoxon Test, one-tailed). Interestingly,
the electromechanical delay di↵erence between these trials types was strongly cor-
related with the response delay e↵ect (t(10) = 8.4, p < 0.001, Robust Regression)
(Figure 3.2C).

A key result of this TMS experiment was that the di↵erence in the excitability
of the FDI representation, between critical and noncritical conditions only emerges
at the 160 and 200 time-points. This was contrary to the prediction of the braking
hypothesis that a di↵erence between these conditions may be observable before
the response is initiated by primary motor cortex (Table 3.1). The finding of a
later di↵erence in excitability is consistent with the three possible accounts: a
modified active braking account in which the braking mechanism operates when
the critical response is initiated, as well as the prolonged decision stage and slower
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3.2. Experiment 1: TMS study with the conditional stop task

motor facilitation accounts. However, other aspects of the data speak against
these latter two accounts as explaining all of the response delay e↵ect.

First, there was a significant correlation between the response delay e↵ect and
SSRT those participants with a longer response delay e↵ect stopped more quickly.
This suggests that a process related to the increased slowing could also be related
to the faster stopping. It is unlikely that slower motor facilitation would explain
this because slower facilitation should not alter the speed of the stopping mecha-
nism, as going and stopping are thought to be independent (Verbruggen & Logan,
2009a). In the current experiment, the stop signal delay was adjusted dynamically
� so that if a subject facilitated their motor response more slowly then the stop
signal delay would be adjusted for that and the SSRT estimate would not be influ-
enced. Therefore, the response delay e↵ect/SSRT correlation speaks against the
slower motor facilitation account; instead, the correlation between response delay
e↵ect and SSRT could be explained by either active braking or prolonged decision
stage accounts. If active braking operates via partial response suppression, then
starting this process in advance of the stop signal would produce a response delay
e↵ect and it would also enable faster stopping. Similarly, if a prolonged decision
stage relates to increased cognitive load on go critical trials (i.e. monitoring both
a stop goal and go goal or paying more attention to the occurrence of a stop
signal) then this could produce a response delay e↵ect as well as faster stopping
(because the stop goal is already active or because the stop signal is detected more
quickly). Thus, the significant correlation between the response delay e↵ect and
SSRT is inconsistent with the slower motor facilitation account but is consistent
with the prolonged decision stage account and the braking account (Table 3.1).

Second, there was a significant correlation between the response delay e↵ect
and the electromechanical delay di↵erence for go critical vs. noncritical trials.
This is compatible with both active braking and slower motor facilitation ac-
counts, but not with a prolonged decision stage account. The electromechanical
delay reflects the delay between the electromyographic burst and the button press,
and thus is corresponds to a stage after a decision about the response has been
made, and this could reflect active braking. For example, Coxon et al. (2007)
demonstrated a significantly increased electromechanical delay in a responding
muscle when an alternative muscle was stopped, relative to when the alternative
muscle did not need to be stopped. Thus, elongation of the electromechanical
delay for go critical vs noncritical trials could relate to active braking via sup-
pression of motor output. However, such elongation could also relate to slower
motor facilitation. Thus, the significant correlation between the response delay ef-
fect and the electromechanical delay di↵erence is inconsistent with the prolonged
decision stage account but is consistent with the slower motor facilitation account
and the braking account (Table 3.1).

We note that the idea that subjects slow go critical responses to increase
the probability of successful stopping resembles the idea that subjects slow re-
sponses to increase the probability of a correct response in a choice task (i.e.,
the speed/accuracy trade-o↵, see for an example Howell & Kreidler, 1963; Rinke-
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nauer, Osman, Ulrich, & Mattes, 2004). In this experiment we did not observe
increased accuracy on go critical than noncritical trials (but see Verbruggen &
Logan, 2009b); however this may have related to a very slow error rate overall.
We assume that the similarity between slowing in anticipation of a stop signal
and slowing to prevent an erroneous response exists because in both situations,
subjects prolong decision and non-decisional (motor-related) stages to prevent
fast responses.

An interesting but unexpected finding from experiment 1 was a significant
suppression of FDI MEPs compared to baseline at the 120 ms time-point, both
when the index was the responding and non-responding finger. Possibly, par-
ticipants suppress all motor output when a stimulus is detected (or even before
it is detected) in the conditional stop task and maintain suppression for critical
trials and release suppression for noncritical trials after stimulus categorization
and response selection. Alternatively, the general suppression could be due to the
exigencies of response selection, and thus, would be unrelated to the requirement
to stop occasionally. To examine this question further we performed a second ex-
periment in which we again used TMS to probe motor cortex excitability during
a choice RT task, but this time without stop signals. These were di↵erent par-
ticipants who knew nothing about the requirement to stop in experiment 1. Our
objective here was to assess whether the general suppression at the early time-
points was due to the requirement to stop occasionally or whether it was due to
response selection itself.

3.3 Experiment 2: TMS study with a choice RT task

Methods

Participants

Eight young adults participated (four males, all right handed; age M= 21.8 years,
range 19 - 34). All participants provided written consent in accordance with
Internal Review Board guidelines of the University of California at San Diego,
completed a TMS safety screen questionnaire, and had no contraindications to
TMS. These were di↵erent participants from experiment 1.

EMG Recordings and TMS

The same methods were used as in experiment 1 above.

Task and Procedure

Experiment 2 comprised a total of 6 blocks, with each containing 72 trials. Apart
from the number of trials per block and the absence of stop instructions or stop
signals, every aspect of task procedure and TMS recording was the same as for
experiment 1 (Figure 3.1A). Participants were instructed to respond as fast as
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Figure 3.3: Corticomotor excitability for TMS experiments 1 and 2. Normalized mean MEP
amplitudes are shown for the FDI (index finger) muscle after stimulus presentation. These were
computed by dividing the MEPs for each subject in each condition by the baseline MEPs for that
subject. The dotted line represents the size of the MEP amplitude at baseline. A) Experiment
1: Conditional stop signal task. B) Experiment 2: Choice RT task (no stop signals). The left
side of each panel shows MEPs from the FDI muscle when the stimulus indicates a response with
the index finger; the right side shows mean MEP amplitudes, from the FDI muscle, when the
stimulus indicates a response with the little finger (ADM).

possible, while maintaining accuracy, with a left or right key press after the arrow
was presented (again using index and little fingers of the right hand). Of the 72
trials in each block, magnetic stimuli were delivered before the arrow on 12 trials
(baseline), and after the arrow on 48 trials. There were 12 trials with no magnetic
stimuli. As in experiment 1, 6 magnetic stimuli were given at 200 ms (b1) and 6
at 300 ms (b2) before the arrow presentation to record baseline MEPs. After the
go stimulus, 48 magnetic stimuli were given at the same four time intervals as in
experiment 1. These stimuli were equally distributed over the four time points
for each arrow direction.
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Analysis

Behavioral data

Median reaction time and percentage omission/discrimination errors were com-
puted for the index finger.

TMS data

Trials were rejected using the same criteria as for experiment 1. Trials were then
sorted by responding finger (index responding, index not responding) and TMS
stimulus time (Baseline [b1+b2]/2, 80 ms, 120 ms, 160 ms, and 200 ms). Data
were trimmed and normalized as for experiment 1. On average 7.0 % of all the
trials per subject were rejected, SD = 3.7. As for experiment 1, we performed
separate ANOVAs for the early and late time points. Additionally, we validated
our results by computing pre-TMS electromyography in the 100 ms preceding
the magnetic stimuli for each condition. The pretrigger electromyography was
analysed as for experiment 1.

Results

Behavior

A comparison of RT between TMS (M = 418.9, SD = 63.5) and noTMS trials
(M = 428.1, SD = 65.3) revealed no significant di↵erences (t(7) = �1.8, p = 0.1),
thus we collapsed RT over all trials. We found that median choice RT in this
experiment was significantly faster than critical go RT in experiment 1 (Expt 1:
M = 523.7, SD = 53.9; Expt 2: M = 420.2, SD = 63.9; t(18) = 3.9, p < 0.01,
independent samples t-test), but not significantly di↵erent from noncritical go
RT in experiment 1 (Expt 1: M = 412.3, SD = 29.5; Expt 2: M = 420.2, SD
= 63.9; t(18) = �0.4, p = 0.7) (Figure 3.2A). Thus participants responded to
“pure go” trials in this experiment with a similar latency to noncritical go trials
in experiment 1. Again, omission/discrimination errors on go trials were few (0.8
%, SD = 0.5).

Corticomotor Excitability

Mean resting motor threshold was 41.2 % (SD = 5.8), mean test stimulus intensity
was 46.9 % (SD = 7.5), and mean baseline FDI MEP amplitude was 1.1 mV
(SD 0.3 mV). overall pattern of results from experiment 2 closely resembled the
findings from experiment 1 (compare Figure 3.3A with Figure 3.3B). For the
ANOVA for the early time-points (80 and 120 ms), there was a main e↵ect of
time (F (1, 7) = 10.6, p < 0.05) � more MEP suppression at 120 than 80 ms, and
a main e↵ect of finger (F (1, 7) = 17.4, p < 0.01) � excitability was less when the
FDI was the responding finger than when it was not.
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A key planned analysis was to examine whether significant below-baseline
MEP suppression occurred in this experiment. Collapsing across responding
finger, we examined whether normalised MEP amplitudes were di↵erent from
“1”. As in experiment 1 there was significant “MEP suppression” at 120 ms,
(t(7) = �3.55, p < 0.01, one-tailed). Yet, this e↵ect was not observed at 80 ms
(t(7) = �0.81, p = 0.44, one-tailed).

For the ANOVA for the late time-points (160 and 200 ms), there was a main
e↵ect of finger (F (1, 7) = 7.52, p < 0.05) � where FDI MEP amplitude was
greater when it was responding than non-responding, and an interaction between
responding finger and a main e↵ect of time (F (1, 7) = 7.2, p < 0.05) � the
facilitation of FDI MEPs increased from 160 ms to 200 ms to a greater extent
when the finger was responding than when it was not.

For the validation analysis of pre-TMS electromyography, ANOVA was per-
formed with test stimulus interval interval (80, 120, 160 and 200 ms), and respond-
ing finger (index responding, index not responding). There were no significant
main e↵ects or interactions. Overall, the FDI muscle was “at rest” prior to the
magnetic stimulation (mean 0. 9 µV, SD = 0. 4 µV).

The results of experiment 2 suggest that the general suppression at 120 ms
in experiment 1 was due to the requirement to select responses and not to the
requirement to stop occasionally. Based on prior research (Boulinguez, Ja↵ard,
Granjon, & Benraiss, 2008; Davranche et al., 2007; Duque & Ivry, 2009; Has-
broucq, Kaneko, Akamatsu, & Possamäı, 1997; Hasbroucq et al., 1999), and as
we argue in the General Discussion below, it is likely that this MEP suppression
is due to the imposition of an inhibitory process when selecting response. This
process of inhibiting the corticospinal pathway could begin at the fixation period
of the trial or sometimes before stimulus onset, perhaps to prevent premature re-
sponses (as the above authors have argued), or it could be applied around the time
of response initiation itself, consistent with neurophysiological models proposing
that response initiation is preceded by suppression of competitor motor programs
(Mink, 1996). As we only included a baseline at 200 or 300 ms pre-go-stimulus,
we cannot judge when the MEP suppression began.

We now return to the question of the neurocognitive mechanisms underlying
the response delay e↵ect, observed in experiment 1. We noted that this behavioral
e↵ect could be explained by a prolonged decision stage as well as slower motor
facilitation, but it was most compatible with a modified version of active braking.
Another way to elucidate between these accounts is to use functional MRI to
examine activation for go critical vs. noncritical trials. If active braking occurs
via a (partial) stopping mechanism then brain regions that are key for outright
stopping may be activated more for go critical than noncritical trials (Table 3.1).
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3.4 Experiment 3: Reanalysis of fMRI data from the
conditional stop signal task

Methods

Participants

Fifteen right-handed young adults participated in the fMRI study (10 males;
age M = 28.1 years). All were free of neurological or psychiatric history and
gave informed consent according to a University of California at Los Angeles
Institutional Review Board protocol.

Task and Procedure

The conditional stop signal task was highly similar to the one used in experiment
1. Full details are provided in Aron, Behrens, et al. (2007). In brief, for the go
task, participants responded as fast as possible with a left or right key press (using
index and middle fingers of the right-hand) to arrows pointing left or right. For
the stop task (25% of trials), participants attempted to stop the response when a
stop-signal was sounded after a particular SSD, but only if the arrow was pointing
in the critical direction: for half the participants, this was leftward pointing; for
the other half, rightward pointing. There were 32 stop and 96 go trials per scan
(128 trials total). Each subject performed 3 scans. In every 4 trials there was
one stop trial and 3 go trials, and the number of leftward and rightward pointing
arrows was equal. The stop signal delay value for the stop trial was sampled from
one of the four staircases in turn. Null events were interposed between every stop
or go trial. The duration of null time ranged between 0.5 and 4 seconds (mean 1
second).

Behavioral Data Analysis

This was similar to experiment 1.

fMRI Acquisition and Processing

Full details are provided in Aron, Behrens, et al. (2007). In brief, images were ac-
quired using a 3T Siemens Allegra MRI scanner at the Ahmanson-Lovelace Brain
Mapping Center at the University of California at Los Angeles. Each scanning
run acquired 166 functional T2*- weighted echoplanar images (4 mm slice thick-
ness, 33 slices, TR = 2 s, TE = 30 ms, flip angle = 90�, matrix 64 x 64, field of
view 200, in-plane resolution of 3.125 mm). The first two volumes in each run
were discarded to allow for T1 equilibrium e↵ects. Additionally, a high-resolution
structural scan (MP-RAGE) was acquired for registration: acquisition parame-
ters: TR = 2.3, TE = 2.1, FOV = 256, matrix = 192 ⇥ 192, saggital plane,
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slice thickness = 1mm, 160 slices. Data were preprocessed using the FMRIB soft-
ware library (www.fmrib.ox.ac.uk/fsl), including realignment, spatial smoothing,
temporal filtering and registration steps.

fMRI Model Fitting

Three di↵erent models were fit for the analysis here, with slightly di↵erent regres-
sors. These were: a) The Basic Model: which included go critical, go noncritical,
successful stop and unsuccessful stop trials, and a nuisance event consisting of
go trials on which participants did not respond or made errors of discrimination
(see Aron, Behrens, et al., 2007), and b) the Basic Model with binned RT: which
was the same as the Basic Model except that separate regressors were created for
fast, medium and slow RT in go critical and go noncritical conditions [in each
condition, for each scan, the go RTs were split into three roughly equally sized
bins]. c) The Parametric Model: which was the same as the basic model but with
two extra regressors, go critical parametric and go noncritical parametric, which
added RT as a covariate for each trial type.

fMRI Statistical Analysis

We performed three kinds of analyses. First, an anatomically-defined region of
interest approach to test whether regions of the brain known to be critical for
stopping would be activated more for go critical than noncritical, and especially
whether this would interact with RT. Our regions of interest were the right infe-
rior frontal gyrus, the presupplementary motor area and the subthalamic nucleus
region, based on a prior study (Aron, Behrens, et al., 2007) and on other litera-
ture pointing to these as critical nodes for behavioral stopping (reviewed in Aron,
Durston, et al., 2007; Chambers et al., 2009). Using the results from the Basic
Model with Binned RT, we extracted the mean activity for each subject for each
level of the rule factor (current response is critical, noncritical) and the RT factor
(fast, medium and slow) and performed ANOVA for each of the three regions of
interest. Second, we performed wholebrain voxel-based analysis using the Basic
Model. For each subject, and for each of 3 scans, we computed the contrast:
go critical go noncritical. Third, we performed wholebrain voxel-based analysis
using the Parametric Model. For each subject, and for each of 3 scans, we com-
puted the contrast: go critical parametric go noncritical parametric. Analysis was
carried out using FEAT (FMRI Expert Analysis Tool) Version 5.1, part of FSL
(FMRIB’s Software Library, www.fmrib.ox.ac.uk/fsl). Higher-level analysis (one-
sample t-test) was carried out using OLS (ordinary least squares simple mixed
e↵ects). For the wholebrain analyses, Z statistic images were thresholded using
clusters determined by z > 2.3 and a (corrected) cluster threshold of p = 0.05
(using Gaussian random field theory).
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Results

Behavior

As reported in Aron, Behrens, et al. (2007), participants responded significantly
more slowly on go critical than noncritical trials (Median go critical RT: 433
ms (85); Median go noncritical: 378 (44); t(14)=5.7, p<0.0001). SSRT was
estimated at 266 ms, SD 53. As for experiment 1, SSRT and the response delay
e↵ect were negatively correlated, r=�0.26, so that subjects who responded more
slowly on critical than noncritical trials also stopped more quickly, but this was
not statistically significant here.

fMRI

go critical vs. noncritical activation for three ROIs

For the right inferior frontal gyrus, there was a significant main e↵ect of rule (acti-
vation was greater when current response was critical than noncritical), F (1, 14) =
17.5, p < 0.001, and a significant interaction between rule and RT (the activation
di↵erence between go critical and noncritical was greatest for the slower RTs),
F (2, 28) = 3.54, p < 0.05 (Figure 3.4A). For the presupplementary motor area,
there was a significant main e↵ect of rule (go critical greater than noncritical),
F (1, 14) = 10.4, p < 0.01, but no interaction between rule and RT. For the sub-
thalamic nucleus region region, there were no significant e↵ects. As an auxiliary
analysis, in light of the findings of experiment 2 that an inhibitory process may
be recruited as part of response selection on go trials (even without the potential
need to stop), we examined whether go noncritical activation was above base-
line. Significant activation was not present in any of the regions of interest (all
p > 0.26). Nor was there activation at the voxel level, small volume correction
for multiple comparisons in the anatomically defined right inferior frontal gyrus,
presupplementary motor and subthalamic nucleus regions.

Whole�brain voxel�based analysis

Go critical trials activated a large focus of right lateral prefrontal cortex signif-
icantly more than go noncritical trials (z > 2.3, whole-brain cluster corrected).
Importantly, this included the right inferior frontal gyrus (max Z = 4.43, [52 20
4]) (Figure 3.4B), overlapping with regions of the inferior frontal gyrus that we
have previously shown to be activated by outright stopping in these same sub-
jects (Aron, Behrens, et al., 2007). There was also significant activation of the
right presupplementary motor area (max Z = 3.45, [10 6 72]), as well as the
right superior parietal cortex (max Z = 4.49, [42 �44 48]) and the right mid-
dle temporal gyrus (max Z = 4.04, [58 �26 �2]). At a whole-brain corrected
threshold no subcortical activation was evident. For the parametric contrast a
significantly stronger relationship between activation and RT was observed for go
critical than for noncritical trials in several right hemisphere regions including the
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Figure 3.4: Responding with restraint activates brain regions important for outright stopping.
A) Activation of the right inferior frontal gyrus (IFG), anatomically defined, increases with
slower RT in the go critical but not noncritical condition. Mean activation is extracted from
the ROI for each participant for each trial-type (in critical and noncritical conditions, and at
three levels of RT). B) Whole brain analyses at the voxel level. go critical trials activate several
brain regions more than noncritial trials, including the right IFG and the presupplementary
motor area (preSMA) (n=15, voxel threshold z > 2.3, wholebrain cluster corrected). Moreover,
the correlation between activation and RT is significantly greater for go critical than noncritical
trials in several right hemisphere regions including the right IFG, striatum, parietal cortex and
a midbrain region in the vicinity of the subthalamic nucleus (n=15, voxel threshold z > 2.3,
wholebrain cluster corrected).

inferior frontal gyrus and dorsolateral prefrontal cortex (max Z = 3.68, [50 16
24]), striatum (max Z = 3.53, [14 14 6]), and the parietal cortex (max Z = 3.4,
[60 �46 30]) (all z > 2.3, wholebrain corrected) (Figure 3.4B). There was also
activation in the midbrain subthalamic nucleus region; however, without using
high-resolution methods it is di�cult to locate this with confidence.

3.5 General Discussion

We examined the neurocognitive mechanisms that underlie the response delay
e↵ect that is observed when people anticipate they might need to stop. In a
TMS study, we found that corticomotor excitability was lower and increased more
slowly for go critical vs. noncritical trials from about 160 ms. We also found
that those participants with a larger response delay e↵ect were able to stop their
responses more quickly; and that those with a larger response delay e↵ect had a
bigger di↵erence in electromechanial delay for go critical than noncritical trials.
In a re-analysis of fMRI data, we found that a prefrontal region (the right inferior
frontal gyrus) that is necessary to outright suppress a motor response was more
activated for go critical vs. noncritical, moreover in proportion to the degree of
RT slowing.

One explanation for the response delay e↵ect is an active braking mechanism.
This could involve partial response suppression, perhaps using the same brain

49



3. Neural mechanisms of proactive inhibitory control

mechanism that is used to stop a response outright. Accordingly, the participant
may prepare to partially inhibit a particular e↵ector according to the critical rule,
and this could potentially occur even before the go stimulus is displayed. However,
the results were inconsistent with this prediction: there was no e↵ect of rule (cri-
tical vs. noncritical) at the early time-points of 80 and 120 ms. Instead, we found
that the di↵erence between these conditions emerged at the later time-points of
160 and 200 ms (i.e. after stimulus categorization and response selection, and
during response initiation). While this late e↵ect could be explained by an active
braking mechanism that restrains the critical response once it is initiated, it can
also be partly explained by a prolonged decision stage account and by slower mo-
tor facilitation (Table 3.1). We argued that the correlation between the response
delay e↵ect and SSRT speaks against the slower motor facilitation account, while
the correlation between response delay e↵ect and the electromechanical delay dif-
ference speaks against the prolonged decision stage account. Thus, the data from
experiment 1 point most clearly towards a modified version of active braking as a
mechanism to explain the response delay e↵ect. Notwithstanding this, it is likely
that the di↵erent underlying mechanisms are all in play in di↵erent participants
to di↵ering degrees. In an earlier study that examined a di↵erent form of response
slowing in the context of stop signals, mathematical modeling showed that the
slowing was accounted for by variance in both decision and non-decision (response
initiation) stages (Verbruggen & Logan, 2009b).

Active braking could occur through a partially activated stopping mechanism.
This predicts that brain regions critical for outright stopping will be activated in
relation to the response delay e↵ect. In experiment 3 we found that this was
indeed the case. For the anatomically-defined ROI analysis, we observed signifi-
cantly greater activation for go critical than noncritical trials in the right inferior
frontal gyrus and the presupplementary motor area (two regions that are critical
for outright stopping, see Chambers et al., 2009), and we observed that activa-
tion increased with increasing RT more for go critical than noncritical trials in
the right inferior frontal gyrus. The wholebrain voxel-level analysis confirmed
these observations with greater spatial resolution. In particular, for the para-
metric analysis, a significantly stronger relationship between activation and RT
was observed for go critical than for noncritical trials in the right inferior frontal
gyrus. However, additional regions of the right hemisphere were also implicated,
including dorsolateral prefrontal cortex, striatum, and the parietal cortex, as well
as a midbrain region.

This pattern of fMRI data is compatible with both active braking and pro-
longed decision stage accounts. On go critical trials participants have to maintain
the goal to stop and the goal to go at the same time, while on go noncritical trials
they only have a goal to go. The increased load, which partly must include the
working memory monitoring of the conditional rule, would be expected to activate
dorsolateral prefrontal cortex, the head of the caudate and the parietal cortex,
according to a well-established working memory circuitry (Braver et al., 1997;
Müller & Knight, 2006; Petrides, 1994; Wager & Smith, 2003), as we observed
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here. In addition, the added task load could also explain the increased activation
of the right inferior frontal gyrus. Activation of this region has been reported for
sustained attention, working memory manipulation, and dual task requirements
(e.g. Coull, Frackowiak, & Frith, 1998; McNab, Leroux, Strand, Bergman, &
Klingberg, 2008; Wager & Smith, 2003). Thus, even though the right inferior
frontal gyrus is critical for behavioral stopping, as shown by lesion studies, acti-
vation of this region cannot be taken as definitive evidence that it plays a causal
role in active braking. Future research using loss-of-function approaches may be
able to elucidate if the right inferior frontal gyrus plays a necessary role in active
braking, and imaging with higher temporal and spatial resolution may be able
to parse the di↵erent functions of the right inferior frontal gyrus with respect to
working memory load, sustained attention and proactive inhibitory control.

This study also provided interesting information about response selection. Ex-
periment 2, which had no stop signals, clarified that the decision phase (whichin-
cludes stimulus categorization and response selection) prior to response initiation
is associated with a reduction of corticomotor excitability (beneath baseline lev-
els). Two aspects of the wider literature suggest this MEP suppression is related
to active inhibition of the corticospinal tract via increased gamma-aminobutyric
acid (GABA)�ergic activity in primary motor cortex. First, MEP suppression
has been previously reported for a pre-go stimulus period � in which it may help
prevent premature responding (Boulinguez et al., 2008; Davranche et al., 2007;
Duque & Ivry, 2009; Hasbroucq et al., 1997, 1999). Such studies have also shown
that the corticospinal excitability reduction relates to increases in short interval
intracortical inhibition or the cortical silent period � both indices of GABA-ergic
inhibition in M1. Second, our data from experiment s 1 and 2 indicate that
the selection of the responding finger representation within primary motor cortex
does not occur until at least 120 ms after the presentation of the go stimulus.
After this time-point, FDI MEP amplitudes are facilitated when the index fin-
ger is about to respond, and further suppressed when the little finger is about
to respond. The strong suppression of FDI MEP amplitude prior to activation
of the little finger is in line with previous studies of selective finger movement
(Beck et al., 2008; Stinear & Byblow, 2003). In particular, it has been shown
that intracortical inhibition can be recruited above resting levels, and this con-
tributes to the suppression of MEP amplitude in non-moving fingers (Liepert,
Classen, Cohen, & Hallett, 1998; Stinear & Byblow, 2003). Our findings, in con-
junction with the published literature, therefore suggest that the pre-initiation
phase in this study was accompanied by active inhibition of all possible response
representations. Following this, the initiation phase was accompanied by an even
greater inhibition of the non-selected motor representation, possibly by contin-
ued/increased GABA-ergic activity in primary motor cortex. It is possible that
the putative inhibition in anticipation of response initiation/selection is generated
by a premotor cortex circuit rather than the putative prefrontal/basal-ganglia cir-
cuit important for outright stopping (or active braking). Consistent with this, we
did not observe significant activation above baseline levels for go noncritical trials
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for the right inferior frontal gyrus, nor did we observe activation of the subtha-
lamic nucleus region � and yet neurophysiological models propose that response
initiation is preceded by suppression of competitor motor programs via the sub-
thalamic nucleus (Mink, 1996). Future research is required to further explore the
neural correlates of putative inhibitory processes operating in anticipation of, or
at the same time, as response initiation.

In summary, we examined the neurocognitive mechanisms underlying the re-
sponse slowing that is observed in anticipation of a possible stop. We suggest
that this is an experimental model for the kind of real-world control that is evi-
dent when people respond with restraint. We attained results for two phases: a
pre-response-initiation phase and a response initiation phase. The pre-response-
initiation period of the task was associated with a global reduction of corticomotor
excitability (beneath baseline levels), and we speculate that this relates to GABA-
ergic inhibition of primary motor cortical representations in this early phase.
Once the response is selected, the corticomotor excitability of the responding fin-
gers representation increases sharply, while that of the non-responding finger is
reduced even further, consistent with continued application of a GABA-ergic in-
hibitory mechanism. During the response initiation phase we observed a di↵erent
pattern, which likely explains the response delay e↵ect. A di↵erence in the rate of
corticomotor facilitation for critical and noncritical trials emerged after 160 ms.
Corticomotor excitability rose more slowly, under the critical condition. This was
compatible with a modified version of the active braking hypothesis, as well as
with prolonged decision stage and slower motor facilitation accounts. However,
other features of the data pointed more clearly to active braking as a mechanism
underlying the response delay e↵ect. The di↵erence between go critical and non-
critical trials was also reflected in increased activation of a prefrontal region (the
right inferior frontal gyrus) that is required to outright suppress a motor response.
Although the imaging results cannot distinguish between active braking and pro-
longed decision stage (via increased cognitive load) accounts, when taken together
with the TMS findings, we suggest that at least part of the response delay e↵ect
is explained by active braking and that this is probably reflected in activation of
regions of the brain important for outright stopping. Overall, the results further
our understanding of cognitive control by suggesting that a neurocognitive sys-
tem heretofore associated with outright stopping is proactively recruited to enable
people to respond with restraint.
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chapter 4

HOW PREPARATION CHANGES THE NEED FOR TOP-DOWN
CONTROL OF THE BASAL GANGLIA WHEN INHIBITING

PREMATURE ACTIONS

Abstract

Goal-oriented signals from the prefrontal cortex gate the selection of ap-
propriate actions in the basal ganglia. Key nodes within this fronto-basal
ganglia action-regulation network are increasingly engaged when one antici-
pates the need to inhibit and override planned actions. Here, we ask how the
advance preparation of action plans modulates the need for fronto-subcortical
control when a planned action needs to be withdrawn. Functional magnetic
resonance imaging data was collected, while human participants performed a
stop task with cues indicating the likelihood of a stop-signal being sounded.
Mathematical modeling of go trial responses suggested that participants at-
tained a more cautious response strategy when the probability of a stop
signal increased. E↵ective connectivity analysis indicated that even in the
absence of stop-signals, the proactive engagement of the full control network
is tailored to the likelihood of stop trial occurrence. Importantly, during
actual stop trials, the strength of fronto-subcortical projections was stronger
when stopping had to be engaged reactively compared to when it was proac-
tively prepared in advance. These findings suggest that fronto-basal ganglia
control is strongest in an unpredictable environment, where the prefrontal
cortex plays an important role in the optimization of reactive control. Impor-
tantly, these results further indicate that the advance preparation of action
plans reduces the need for reactive fronto-basal ganglia communication to
gate voluntary actions.

An excerpt of this chapter has been published as:
Jahfari, S., Verbruggen, F., Frank, M. J., Waldorp, L. J., Colzato, L., Ridderinkhof, K. R., &
Forstmann, B. U. (2012). How preparation changes the need for topdown control of the basal
ganglia when inhibiting premature actions. The Journal of Neuroscience, 32 (32), 10870-10878.
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4.1 Introduction

Our actions occasionally run into error, sometimes with dramatic consequences.
Advance preparation helps optimize performance, but the mechanisms underlying
this benefit remain elusive. Recent advances characterize the voluntary control
over our actions in terms of the operation of action-control networks in the brain,
with goal-oriented signals from prefrontal cortex gating the selection of appro-
priate actions in the basal ganglia (Aron, 2011; Frank, 2011). The operation of
top-down action control is most apparent when the need to override our planned
actions occurs suddenly, sporadically, and unpredictably. In highly predictable
situations, a set of proactively prepared action plans could help the basal ganglia
select actions with less reliance on top-down control.

The dynamics of fronto-basal ganglia networks have been studied extensively
in the field of response inhibition, where incidental stop-signals designate that a
planned action needs to be withdrawn (Aron, Behrens, et al., 2007; Verbruggen
et al., 2010). Key to e�cient response inhibition is a fast hyper-direct pathway
connecting right inferior frontal gyrus (rIFG) and presupplementary motor area
(preSMA) with the subthalamic nucleus (STN), as well as an indirect pathway
between rIFG/preSMA and the caudate nucleus (Duann et al., 2009; Jahfari et
al., 2011; Swann et al., 2011). Interestingly, when stop-signals occur frequently
action-control nodes can be prepared proactively, even when the expected stop-
signal is not presented (Braver, 2012; Chikazoe et al., 2009; Jahfari et al., 2010).
However, it is an open question whether the proactive preparation of action-plans
helps in reducing the role of top-down control in action selection.

Here, we tested whether cortico-subcortical connections important for control
are modulated during proactive (prepared) and reactive response inhibition. A
probabilistic stop-task with cues indicating the likelihood of stop trials was used
to manipulate proactive and reactive response strategies (Figure 4.1A). To un-
derstand how response strategies are adjusted on go trials with the increasing
likelihood of a stop trial, the linear ballistic accumulator (LBA) model was used.
The LBA is a mathematical model that can account for latent cognitive pro-
cesses such as strategic response adjustments (Figure 4.1B) (Brown & Heathcote,
2008; Forstmann, Wagenmakers, Eichele, Brown, & Serences, 2011). Modulation
of fronto-basal ganglia communication during reactive and proactive control was
examined by modeling the fMRI data with a recently developed method called
ancestral graphs (Waldorp et al., 2011). This method can identify functional or
e↵ective connectivity constrained by a model-selection approach to identify the
best model of observed brain dynamics (Figure 4.2).

Using an anatomical region-of-interest (ROI) approach including the rIFG,
preSMA, and basal ganglia nodes, we first aimed to replicate previous findings
in the identification of the hyper-indirect model as best for explaining activation
patterns on stop trials (Jahfari et al., 2011). We then verified the prediction
that with the increasing likelihood of a stop trial, participants should proactively
recruit the same network used for stopping during go trials. On stop trials, top-
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down control of the basal ganglia was expected to be weaker when participants
had already proactively recruited the stop-network.

Figure 4.1: Probabilistic stop-task and LBA model. A) Each trial started with a cue indicating the
probability that a stop signal would be presented. The cue was followed by a house or face stimulus,
indicating a left- (right-hand index finger) or right- (right-hand middle finger) response. During
stop trials, a tone was played at some delay (SSD) after the presentation of the go stimulus. The
tone instructed participants to suppress the indicated response. The likelihood of a stop signal
presentation was 25% in the low-, 50% in the high-, and 0% in the none cue blocks. B) The
LBA model was used to examine strategic adjustments during go trials with increasing stop-signal
likelihood. Model selection was performed to identify the best model for representing the observed
RT distributions (lowest BIC).

4.2 Methods

Participants

A total of sixteen adults (5 male; mean age 24.1 years, range 21 � 32 years)
participated in this study. In accordance with the declaration of Helsinki, all
participants provided written consent before the scanning session. A local ethics
committee approved the experiment and all procedures compiled with relevant
laws and institutional guidelines. All participants were right handed and had
normal or corrected-to-normal vision.
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Task and procedure

In a probabilistic stop task (Figure 4.1A), trials were divided into 18 mini blocks
of 20 trials with the same context. Prior to each mini block, a context cue (none,
low or high) for the probability of stop trials was presented at the top of the screen
for a period of 4000 ms. Each trial started with an jitter interval of 500, 1000, 1500
or 2000 ms to obtain an interpolated temporal resolution of 1000 ms. During this
interval, a fixation cross was presented in the center of the screen. A house or face
stimulus (go stimulus) then followed the fixation cross for 300 ms. On stop trials,
the go stimulus was followed by a high tone (stop signal). In the low-probability
context, 25% of the trials were stop trials; whereas in the high-probability context,
50% of the trials were stop trials. No stop signals occurred in the none context.
The stop signal delay (SSD) between the go stimulus and the stop signal was
adjusted separately for the low- and high- probability context trials according
to standard staircase methods to ensure convergence to P(inhibit) of 0.5; SSD
decreased by 50 ms after an unsuccessful stop, but increased by 50 ms after a
successful stop. Initial SSD was set to 250 ms for both low- and high- probability
stop trials. Each trial had a fixed duration of 4000 ms. If participants had
not responded within a time window of 1250 ms after go stimulus presentation,
feedback stating “te langzaam” (“too slow”, in Dutch) was presented for 2000
ms. To estimate the hemodynamic response per trial for each subject, all trials
were followed by a null trial where only the fixation cross was presented for 2000
ms. All stimuli were presented on a grey-projection screen that was viewed via
a mirror system attached to the magnetic resonance imaging (MRI) head coil.
Prior to the MRI session, participants performed a practice block of 30 trials,
with three mini blocks of 10 trials, to familiarize with the task. In the MRI
scanner, participants subsequently performed two experimental blocks, of each 9
mini blocks, and a total of 270 go (120 none; 90 low; 60 high), and 90 stop trials
(30 low; 60 high). Before each of the two experimental blocks, instructions on
a computer screen indicated the response mapping for a house or face stimulus
that was always given with the right index- (left) or middle- (right) finger of the
right hand. For half the participants, the response mapping started with “left”
for a house- and “right” for a face- stimulus during the first 9 mini blocks, and
reversed afterwards. The order of the mapping rule was reversed for the other
half of the participants.

Behavioral analysis

The % choice errors and median reaction times (RTs) were calculated separately
for each context condition for go and failed stop trials. Stop signal reaction
time (SSRT) was estimated separately for the low- and high-probability condition
using the so-called “integration method” (Verbruggen & Logan, 2009a). Here, the
relative finishing time of the stop-process is modelled as the percentile of the go RT
distribution equal to the probability of responding given a stop signal, P (resp).
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The e�ciency of the stopping process, SSRT, is estimated by subtracting the
average stop-signal delay (SSD) from the go RT percentile matching P (resp). For
example when P (resp)=0.5, SSD would be subtracted from the median go RT to
obtain an estimate of the time needed to withdraw a planned response (SSRT).
Repeated measures ANOVAs were used to test how the increasing likelihood of a
stop signal a↵ects performance on go and stop trials.

Linear Ballistic Accumulator model

Based on go trial RT distributions of both correct responses and errors, the LBA
model can disentangle the speed of evidence accumulation (v), the threshold for
the amount of evidence to make a response (b), the start point of evidence ac-
cumulation (A), the variability of this starting point (s) and the non-decision
time (t0). To gain a deeper insight into strategic response adjustments, a set of
eight di↵erent models was investigated where three LBA parameters of interest
were either fixed or varied across the three cue conditions: drift rate (v), re-
sponse threshold (b), and starting point (A). A random e↵ects model was used to
combine identical models across subjects and so compare models over the whole
group. The best model to describe the slowing of responses over conditions was
selected on the basis of the lowest total Bayesian information criterion (BIC).

Magnetic resonance imaging procedure and general analysis

The fMRI data was acquired in a single scanning session with two runs on a
3T scanner (Philips). Each scanning run acquired 555 functional T2*-weighted
echoplanar images (EPIs) (2202 mm FOV; 962 in plane resolution; 3.3 mm slice
thickness; 0.3 mm slice spacing; TR 2000 ms; TE 28 ms; FA 90�, ascending
orientation). For registration purposes, a three-dimensional T1 scan was acquired
before the functional runs (T1; TFE 2202 mm FOV; 2562 in plane resolution; 182
slices, 1.2 mm slice thickness, TR 9.55 ms, TE 4.6 ms, FA 8, coronal orientation).

General analysis was performed using FEAT (FMRI Expert Analysis Tool)
Version 5.98, part of FSL (FMRIB’s Software Library, www.fmrib.ox.ac.uk/fsl).
The first six volumes were discarded to allow for T1 equilibrium e↵ects. The
remaining images were then realigned to compensate for small head movements.
The data were filtered in a temporal domain using a high-pass filter with a cuto↵
frequency of 100s to correct for baseline drifts in the signal. Finally, the functional
data were pre-whitened using FSL. All functional data sets were individually reg-
istered into 3D space using the participants individual high-resolution anatomical
images. The individual 3D was then used to normalize the functional data into
Montreal Neurological Institute (MNI) space by linear scaling (a�ne transforma-
tion). The statistical evaluation was performed using the general linear model
with separate regressors for face and house stimuli during go trials (none, low,
high), successful stop trials (low, high), and failed stop trials (low, high). One
regressor was defined for error or missed trials, and one for the null trials where
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only the fixation cross was presented. The design matrix was generated with a
hemodynamic response function and its first derivative with local autocorrelation
correction (Woolrich et al., 2001). To replicate previous fMRI results using a prob-
abilistic stop-signal task, we computed the following contrasts: 1) Successful stop
(low, high) go (none), 2) Failed stop (low, high) go (none), 3) go high go none,
4) go low go none. Higher-level analysis was performed using FLAME (FMRIBs
Local Analysis of Mixed E↵ects) stage 1 and stage 2 with automatic outlier de-
tection (Beckmann et al., 2003; Woolrich et al., 2004, 2009). For the whole-brain
analysis Z (Gaussianzied T/F) statistic images were thresholded using clusters
determined by z > 3.1 (stop vs. go), z > 2.3 (go low or high vs. go none) with
p = 0.05 (using Gaussian random field theory (GRFT).

House and face stimuli were originally included for an explorative analysis on
the potential e↵ects of preparatory control on visual areas (e.g., Egner & Hirsch,
2005). However, because an initial analysis with the fusiform face area (FFA) and
the parahippacampal place area (PPA) did not yield any clear e↵ects of control
on visual processing, these were not further investigated.

Ancestral Graphs and connectivity analysis

The graphical representation shown in Figure 4.2 portrays all steps taken for
the computation of ancestral graphs connectivity and model comparisons. An-
cestral graphs infer functional or e↵ective connectivity by taking into account
the distribution of BOLD activation per ROI over trials per subject, and so are
not dependent on the low temporal resolution of the time series in fMRI. The
causal interpretations of the connections from ancestral graphs can be described
as follows:

• A ! B: A is a cause of B

• A � B: A is a cause of B and/or B is a cause of A

• A $ B: there is a latent common cause of A and B

A graphical model reflects the joint distribution of several neuronal systems
with the assumption that for each individual the set of active regions is the same.
The joint distribution (graphical model) of two nodes is estimated from the repli-
cations of condition specific trials, and not from the time series. With this method
we can infer three types of connections: (i) e↵ective connectivity (directed con-
nection !), (ii) functional connectivity (undirected connection �), and (iii) un-
observed systems (bi-directed connection $). Directed connections are regression
parameters in the usual sense (denoted by �) and undirected connections are par-
tial covariances (unscaled partial correlations; denoted by �). The bi-directed
connections refer to the covariance of the residuals from the regressions (denoted
by !). These three types of connection can be identified by modeling the covari-
ance matrix as:
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A random-e↵ects model is used to combine models across participants to then
compare di↵erent models over the whole group using Baysian information crite-
rion (BIC). The graph with the lowest BIC value will be selected. For the purpose
of testing di↵erences between connections, Waldorp et al. (2011) combined the
estimation of ancestral graphs with a random e↵ects model where the parame-
ters (connections) of each subject are from a normal distribution with unknown
mean and variance. The main assumption of the random e↵ects model is that
all participants are from the same population, but that they can di↵er in connec-
tion strength. The model is compared at the group level to other models, and
is tested for fit at the individual level. The resulting ancestral graph is the best
representation at the group level and at least an adequate representation at the
individual level.

The model selected by the BIC is the best group representation of the con-
nections between ROIs. To assess relative fit between the selected model and
saturated model, the ancestral graphs method makes use of a modified version
of the Likelihood ratio (LR) test. For ancestral graphs, the modified LR test is
defined as the ratio of the model of interest (hypothesis) and the unrestricted (sat-
urated) model. The test is corrected for being overly sensitive because the data
can deviate from normality slightly (Yuan & Bentler, 1997). The corrected test,
referred to as TA, has asymptotically a chi-square distribution with p(p + 1)/2q
degrees of freedom, where p is the number of variables and q the number of pa-
rameters. The test represents the relative di↵erence in fit between the saturated
model and the hypothesized model. Smaller values of TA indicate a good relative
fit to the observed data, as compared to the full-saturated model, that is, a small
value of TA means that leaving out connections still corresponds well to the data.
A significance level of ↵ = 0.05 was used to reject models with a poor fit at the
subject level. Please see Waldorp et al. (2011) for a more detailed description of
the fit procedure and TA, or a more detailed description of the ancestral graphs
method including comparisons with other methods like structural equation mod-
eling (SEM) or dynamic causal modeling (DCM).

To obtain the single trial images for ancestral graph connectivity, fMRI data
processing was carried out using FEAT (FMRI Expert Analysis Tool) Version
5.98, part of FSL (FMRIB’s Software Library, www.fmrib.ox.ac.uk/fsl). Z (Gaus-
sianised T/F) statistic images were thresholded at p = 0.01 (uncorrected). Based
on previous findings (Jahfari et al., 2011), a set of 7 right hemisphere anatomical
ROIs were defined as key nodes for stop trials: rIFG (centre of gravity (cog) 51,
19, 17), rPreSMA (cog 9, 24, 50), rGPi (cog 17,�6,�4), rGPe (cog 20,�4, 0),
rCaudate (cog 13, 10, 10), rThalamus (cog 11,�18, 7), and rSTN (cog 8,�9,�11).
The STN template in MNI space was derived from a previous study, using ultra-
high 7 Tesla scanning (Forstmann et al., 2010). For each ROI, with the exception
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of the STN mask, the standardized amplitude parameters of only the active voxels
(as identified with F-tests) were obtained per subject, per trial, and per condi-
tion. When the likelihood of a stop signal presentation was low, the average
number of parameters per ROI (i.e., the average number of trials per subject)
was 13.4 (SD=2.0) for successful stop trials and 16 (SD=2.1) for failed stop tri-
als. When the likelihood of a stop signal presentation was high, this average was
28.8 (SD=2.5) for successful stop trials and 30.2 (SD=2.9) during failed stop tri-
als. During go trials, the average number of parameters per ROI for the index
finger was 41.9 (SD=1.8) for the low-, and 31.9 (SD=1.3) for the high condition.
When participants responded with their right hand middle finger, this average
was 43.8 (SD=1.5) for the low-, and 25.7 (SD=1.1) for the high condition. Error
trials and misses were excluded from ancestral graphs analysis.

To examine how top-down control of the basal ganglia is modulated by proac-
tive and reactive response inhibition model fits were performed on the following
trials: 1) Successful stop low, 2) Successful stop high, 3) Failed stop low, 4) Failed
stop high, 5) Correct go none, 6) Correct go low, and 7) Correct go high. A set of
nine potential stop models containing the hyperdirect, indirect or both pathways
were tested to find the best model that can explain the pattern of activation in
the predefined regions of interest during stop trials (see Table 4.1 for the spec-
ification of these models). In the current modeling setup testing for direction
between preSMA and rIFG is not possible because both project into the same
basal ganglia nodes. As a result, introducing a direction here will not induce any
colliding arrows, and so no other conditional independencies which are observable
in the data (please see Waldorp et al., 2011 for a detailed technical description of
colliders).

Table 4.1: Models specified for ancestral graphs analysis

Right hemisphere models Specified path

Indirect Pathway
Ctx=rIFG Ctx-rCaudate-rGPe-rGPi-rThalamus
Ctx=preSMA
Ctx=preSMA+rIFG
Hyperdirect Pathway
Ctx=rIFG Ctx-rSTN-rGPi-rThalamus
Ctx=preSMA
Ctx=preSMA+rIFG
Hyperdirect+Indirect Pathway
Ctx=rIFG Ctx-rCaudate-rGPe-rGPi-rThalamus+
Ctx=preSMA Ctx-rSTN-rGPi-rThalamus
Ctx=preSMA+rIFG

Ctx = ROIs used as cortex areas with unique projections to the basal-ganglia.
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Figure 4.2: Graphical representation of all ancestral graphs connectivity steps. 1) The event-
related BOLD measurements are used as inputs to 2) the General Linear Model (GLM). 3) The 7
structural fronto-basal ganglia ROIs (rIFG, preSMA, rSTN, rCaudate, rGPI, rGPE, rThalamus)
determine the number of nodes in the ancestral graph, and are used to determine the amplitudes
for each trial separately for each region, such that 4) the covariance matrix for these regions can
be determined based on single-trial data. 5) The data covariance matrix for each condition is
then compared to all defined ancestral graph models, and each model obtains a BIC score. 6) The
model with the lowest BIC values represents the group network best and is selected.

4.3 Results

Behavior

Table 4.2 gives an overview of the behavioral data. As expected, reaction times
(RTs) became longer with the increasing likelihood of a stop trial (F (2, 30) =
24.3, p < 0.001), while the percentage errors decreased (F (2, 30) = 10.9, p <

0.001). Three participants did not have a su�cient number of error trials and were
excluded from LBA analyses. Model selection indicated that the observed RT dif-
ferences during go trials were best explained by a constrained LBA model, where
only the threshold (b) for response caution was varied over the conditions (Ta-
ble 4.3). Inspection of the threshold (b) parameters (none: M=277.5, SD=72.1;
low: M=312.4, SD=75.7; high: M=376.4, SD=124.6) suggested that participants
became more cautious on go trials when the probability of a stop signal increased
(F (2, 24) = 22.4, p < 0.001) (Figure 4.3). During stop trials, the high-probability
stop condition prolonged RTs on failed stop trials (F (1, 15) = 15.7, p < 0.01),
and prolonged the SSD (F (1, 15) = 26.5, p < 0.001). Complementing previous
results, stopping performance (SSRT) was not influenced by stop-signal prob-
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4. Preparatory effects on top-down control

ability (Logan & Burkell, 1986) or by proactive response strategy adjustments
(Verbruggen & Logan, 2009b).

Table 4.2: Behavioral data probabilistic stop task

None (0% stop) None (25% stop) None (50% stop)

Go
Median RT (ms) 503.3 ± 84.5 560.6 ± 86.6 643.6 ± 131.6
Choice errors (%) 4.7 ± 4.0 3.0 ± 1.8 1.5 ± 1.3
Stop respond
Median RT (ms) � 525.8 ± 87.9 598.0 ± 139.0
Stop inhibit
SSD (ms) � 315.9 ± 111.0 413.2 ± 162.1
P (respond) � 0.56 ± 0.01 0.52 ± 0.0
SSRT (ms) � 256.8 ± 44.4 237.6 ± 47.3

Values are mean ± SDs.

Table 4.3: LBA model selection

Model Free parameters LBA BIC

1 b 14,672.4
2 A and b 14,729.8
3 b and v 14,730.4
4 A 14,779.3
5 A and b and v 14,831.4
6 A and v 14,908.0
7 v 15,037.0
8 none 15,159.0

Drift (v), Starting point (A), Threshold (b). The model with the lowest BIC was selected as the
most representative model for go trials during the probabilistic stop paradigm.

The hyperdirect and indirect pathways during reactive and
proactive control

Complementing previous results, random e↵ects analysis across the whole group
pointed towards a model that involved both the hyperdirect and indirect pathways
during successful and failed stop trials (Jahfari et al., 2011). Note that this
hyper-indirect model (Figure 4.4A) had the lowest BIC values (indicating the
best model) in all stop conditions, and showed a good fit to the data (Table 4.5
left side). We then examined whether this same stop network is recruited during
go trials. As displayed in Figure 4.4B, the relative fit of the hyper-indirect stop
model improved (decreased TA) consistently across subjects (Figure 4.5) during
go trials, with the increasing likelihood of a stop signal. In line with this finding,
the number of participants for whom the model showed a good fit to the observed
go trial data was increased (Table 4.5 right side, or number above the bars in
Figure 4.4B).
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4.3. Results

Figure 4.3: Participants become more cautious during go trials when the likelihood of stop signal
presentation is increased. Error bars indicate SEM.

In addition to the connectivity analyses, we also investigated a set of con-
ventional contrasts reported in previous studies using the stop-signal paradigm
(Table 4.4). As expected, contrasting successful stop trials with go trials revealed
activation in the rIFG, preSMA, left and right parietal lobe, left insula, left frontal
pole and left and right temporal lobe. Contrasting failed stops with go resulted
in a similar set of clusters. In line with previous findings, the comparisons of
proactive go trials (likelihood of stop is high) with pure go trials (likelihood of
stop is none) activated nodes of the stop network including the rIFG, preSMA,
the right inferior parietal lobe and the left insula. No clusters were found when
comparing the go low (likelihood of stop is low) with go none, or the go high with
go low trials. Therefore, in comparison to traditional contrast analysis, changes
in connectivity patterns seem more sensitive to gradual increases in the likelihood
of stop-trials.

Previous work with proactive and reactive stop paradigms has shown that
key areas important for stopping become more active during go trials, with the
increasing likelihood of a stop trial (Chikazoe et al., 2009; Jahfari et al., 2010).
The current findings complement this by showing that not only the same areas
but also the full stop network (in terms of communication between these areas)
is prepared in advance, when participants attain a proactive response strategy.

Top-down control of the basal ganglia

We hypothesized that when go is the default response (i.e., 25% stop trials),
reactive stopping relies more on action-override signals from the PFC into the
basal ganglia. Hence, when go and stop responses are just as likely (i.e., 50%
stop trials) and the stop network is already proactively recruited, the strengths
of top-down projections for basal ganglia control should be weaker. Note that
the ancestral graphs method defines e↵ective connectivity as a regression (i.e.,
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4. Preparatory effects on top-down control

Figure 4.4: The hyer-indirect model during reactive and proactive control. A) The hyper-indirect
model, was best represented the pattern of activation during all stop trials. Directed white arrows
represent e↵ective connectivity, undirected white lines represent functional connectivity. Both the
rIFG and preSMA projected into the rSTN and rCaudate. B) When the likelihood of a stop trial
was high; the hyper-indirect model was fully recruited on go trials. With the increasing likelihood
of stop-signals, the relative fit of the hyper-indirect model to the data improved (smaller values
of TA) when compared to the saturated model. Consistently, the number of subjects where the
model showed a fit to the data (number above each bar) increased. C) Strength and direction
for top-down projections into the basal ganglia during proactive and reactive response inhibition.
Stars (⇤) represent significant di↵erences in absolute connection strengths between the high and
low stop conditions. E↵ective connectivity (EC) was stronger but reversed in direction for the
two PFC regions projecting into the rSTN (left pael) and rCaudate (right panel) when inhibitory
control was unprepared and reactive. D) While the hyper-indirect model fitted for all participants
during reactive and proactive stop trials, a better relative fit (lower TA) was found for reactive
stopping, where the defined top-down connections were more strongly recruited.

from A to B). Here, the direction of the connection (regression) is informative for
the type of relationship, whereas the absolute regression value is an indication of
connection strength. Therefore, to test our hypothesis, we compared the abso-
lute normalized individual regression values (e↵ective connectivity strength) from
the four top-down connections (rIFG!rSTN, rIFG!rCaudate, preSMA!rSTN,
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4.3. Results

Table 4.4: Location of increased activation in general contrasts

MNI coordinates (mm)

Anatomical area Cluster size x y z MES

Successful stop (high,low)> go none
Inferior frontal gyrus 137 46 23 35 3.92
preSMA 1527 0 42 38 5.08
Inferior parietal lobe 1825 �60 �54 30 5.37
Inferior parietal lobe 2371 68 �32 �2 5.32
Insula 157 �30 18 �18 4.59
Frontal pole 167 �54 32 �10 3.76
Temporal lobe 587 50 20 �16 4.26
Temporal lobe 561 �68 �38 �2 4.65
Failed stop (high,low)> go none
Inferior frontal gyrus 2486 32 22 �8 7.06
preSMA 2805 8 40 24 6.64
Inferior parietal lobe 1147 �58 �46 30 5.90
Insula 1042 �36 20 �12 6.84
Frontal pole 130 �24 48 22 5.03
Temporal lobe 3510 68 �34 0 7.13
Thalamus 820 8 �6 2 5.01
Cingulate gyrus posterior division 464 0 �18 26 5.98
Go high > go none
preSMA 3554 28 22 �10 5.43
Inferior parietal lobe 1450 6 34 30 4.64
nferior parietal lobe 833 48 �40 32 3.15
Insula 647 �28 24 �8 4.77

MNI (Montreal Neurological Institute) coordinates are those of the gravity point of each cluster.
Cluster thresholding with z > 3.1 (stop vs. go) and z > 2.3 (go high vs. go none) with p < 0.05,
whole brain corrected. MES=maximum e↵ect size.

preSMA!rCaudate) of the hyper-indirect model between the low- and high-
probability stop conditions. As predicted, e↵ective connectivity strengths were
stronger for projections into both the rSTN (F (1, 15) = 5.5, p < 0.05) and the
rCaudate (F (1, 15) = 6.4, p < 0.05) during low- compared to high-probability
signal trials (Figure 4.4C). Importantly, this e↵ect was only present when par-
ticipants successfully inhibited their response. On failed stop trials, there were
no di↵erences in top-down projection strengths between the high and low signal
trials (all p > 0.05).

In line with our previous findings (Jahfari et al., 2011) inspection of the type of
relationship indicated that while all top-down projections were stronger for reac-
tive stopping, the direction of projections (regressions) was more positive for rIFG
into the basal ganglia while more negative for preSMA into the basal ganglia. That
is, when inhibition was reactive, the directed relationship was stronger positive
from the rIFG into the basal ganglia (i.e., higher activity rIFG! higher activity
rSTN/rCaudate), while stronger negative from the preSMA into the basal ganglia
(i.e., higher activity preSMA ! lower activity rSTN/rCaudate). We will discuss
the possible significance of the negative regression weights from the preSMA into
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4. Preparatory effects on top-down control

the basal ganglia in the discussion. As shown in Figure 4.4D, the stronger top-
down projections were further reflected in the comparison of relative fit between
the low- and high-probability stop trials (i.e., lower TA indicates an improved
relative fit). That is, consistent across subjects (Figure 4.6), the hyper-indirect
model provided a better representation of the activation patterns during stopping
when top-down projections were strongest, that is, during reactive compared to
proactive control.
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Figure 4.5: Individual subject model fits on go trials. Consistent across participants, relative fits
of the hyper-indirect model improved (decreased TA) with the increasing likelihood of stop-trial
presentation (x-axis). Black bars represent trials where a correct left response press was made,
and white bars indicate correct trials with a right response press.

4.4 Discussion

The present study examined how proactive preparation of action plans impacts the
level of top-down action control during response inhibition. Connectivity analyses
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4.4. Discussion

Figure 4.6: Individual subject plots of changes in relative fit (TA) during proactive and reactive
stopping. Labels on the x-axis indicate the likelihood of stop-signal presentation.

indicated that the same network used for full stopping, is also recruited during go
trials with the increasing likelihood of a stop trial. Importantly, when stopping
was proactively prepared, prefrontal cortex projections into the basal ganglia were
weaker for successfully stopped trials. That is, when inhibition was unprepared,
top-down control from the cortex into the basal ganglia was stronger for rejecting
the default (go) (Fleming, Thomas, & Rolan, 2010). These di↵erences were not
observed for failed stop trials.

Model-based connectivity comprises a novel but increasingly important ap-
proach in the neurosciences (Bressler & Menon, 2010; Smith et al., 2011). There-
fore, replication studies are essential for reliability assessments and a firm interpre-
tation of results. Here, we first replicated previous e↵ective connectivity findings
by showing that both the hyper-direct and indirect pathway combined best ex-
plain the pattern of activity during response inhibition (Jahfari et al., 2011). The
dominance of this model, relative to the indirect or the hyper-direct pathway by
themselves was reflected in BIC values and model fits, for both proactive and
reactive stop trials.

The observation that response strategies, during go trials, are adjusted para-
metrically with the increasing likelihood of stop-trial presentation (as indicated
by a cue) was reflected in increased levels of accuracy, reaction times and response
thresholds. These results support previous findings (Greenhouse, Oldenkamp, &
Aron, 2012; Verbruggen & Logan, 2009b), and suggest that the proactive prepa-
ration of action plans for the go, stop or both responses is tailored to the level
of information that is available. This interpretation was further corroborated by
model fits of the stop network to go trials. When the likelihood of a stop trial
was high, the hyper-indirect model was most representative and showed a good
fit to the data across subjects. Notably, both the representation and model fits
improved with an increasing likelihood of stop trial presentation, indicating that
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4. Preparatory effects on top-down control

the proactive preparation of the action control network is tailored adaptively to
the likelihood of stop-signal occurrence.

Importantly, the proactive preparation to stop reduced the need for strong
top-down projections in order to successfully inhibit a response. When the likeli-
hood of a stop trial was small, stop trials were accompanied by stronger top-down
projections from the rIFG and the preSMA into, respectively, the rCaudate and
rSTN to accomplish successful response inhibition. These cortico-subcortical pro-
jections were weaker when participants were expecting stop trials, and had already
prepared the action control network proactively. Although the hyper-indirect
model was optimal for representing all stop trials, the top-down connections for
action updating fit better for stopping in reactive compared to proactive contexts.
Various studies have examined the role of the rIFG and the preSMA in response
regulation (Forstmann et al., 2010; Forstmann, Dutilh, et al., 2008; Mostofsky
& Simmonds, 2008) and inhibition (Chambers et al., 2009; Sharp et al., 2010;
Swann et al., 2012; Verbruggen et al., 2010; Zandbelt & Vink, 2010). The current
study extends this literature by showing that the level of advance preparation
modulates the strength and type of fronto-subcortical communication.

As shown Table 4.5, proactive and reactive control both recruited the same
network (best fits are found for the hyper-indirect model in all conditions). No-
tably, when the likelihood of stop trials was increased model fits improved for go
but worsened for stop trials. Although, the stop network was more likely to be
engaged during stop than go trials (i.e., overall BICs were smaller for stop trials),
during high probability trials BIC fits were roughly the same for go and stop.
So proactive control engaged the stop network to a similar extent regardless of
whether a stop trial ended up occurring. When a stop trial occurred unexpect-
edly, the sudden urgency to stop, and possibly the unexpectedness of the stop
signal itself enhanced the gain of the stop network (improved BICs during reac-
tive stop). In other words, the reversal of fits by stop probability (i.e., low vs.
high) from go to stop trials is expected due to proactive vs. reactive engagements
of the stop network.

Complementing our previous connectivity findings we observed strong but re-
versed (of opposite sign) connection strengths from the rIFG and preSMA into
the basal ganglia (Jahfari et al., 2011), especially when stopping was reactive
and unprepared. A possible explanation might be that the unprepared reactive
stop trials invoke more conflict (Yeung, Botvinick, & Cohen, 2004), leading to a
more rapid communication between the preSMA the basal ganglia (Hikosaka &
Isoda, 2010). Specifically, the preSMA might detect conflict with the prepared
default response (go), and send a fast signal to the basal ganglia in order to in-
crease response thresholds (leading to decreased activation in the basal ganglia),
and reactivity to updating (inhibitory) signals from the rIFG. Various findings in
the literature are consistent with this interpretation. First, recent studies have
linked the activity within the preSMA (and its connections with the striatum) to
adjustments in response caution (Forstmann, Dutilh, et al., 2008; Forstmann et
al., 2010). Second, the literature seems to suggest that stimulation of the STN
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4.4. Discussion

has di↵erential e↵ects on the interactions with rIFG (more e�cient stopping) and
preSMA (more impulsive behavior). Specifically, one recent study using direct
recordings from the STN found fast diminishment’s in low-frequency power for
high- relative to low- conflict (leading to decreased activation), followed by greater
cue locked high-delta power at approximately the same time of preSMA activa-
tion (Cavanagh et al., 2011). Recent studies have further shown that deep-brain
stimulation of the STN leads to increased cortical activation in the right frontal
cortex (Swann et al., 2011) and improves the e�ciency of stopping (Swann et
al., 2012; Wildenberg et al., 2006; Wylie et al., 2010), while disrupting the pos-
itive correlation between preSMA activation and behavioral decision thresholds
(Cavanagh et al. 2011). Finally, activity in the preSMA has been found to pre-
cede activity in the rIFG during outright stopping (Swann et al., 2012) and task
switching (Neubert et al., 2010), where especially an inhibitory/updating role has
been suggested for the rIFG. Taken together, the current findings indicate a fast
conflict-detecting role for the preSMA that prepares the basal ganglia for the up-
dating inhibitory commands from the rIFG. An alternative explanation could be
that on trials where the rSTN isnt recruited as much by the rIFG, the preSMA
becomes more active to detect conflict (Wiecki & Frank, 2010).

Finally, we note that as both the preSMA and the rIFG project into the
same basal ganglia nodes, the current approach (with ancestral graphs) cannot
informatively model a directed relationship between the two cortex areas (see
Waldorp et al. 2011 for a detailed technical explanation). Therefore, although,
the Hyper-Indirect model indicates functional connectivity between the rIFG and
preSMA no inferences can be made about the direction of this relationship during
proactive and/or reactive control. Therefore, future studies using high temporal
resolution techniques are key to further understand cortico-cortico and cortico-
subcortical interactions that underlie voluntary control (Cohen, 2011).

To summarize, when the likelihood of response inhibition was increased par-
ticipants proactively prepared a plan to stop even when the signal for response
inhibition was omitted. E↵ective connectivity analyses indicate that proactive
preparation of action plans in highly predictable situations reduces the reliance
of the basal ganglia on the goal-oriented prefrontal cortex during response inhi-
bition. These findings suggest that top-down control is strongest in an unpre-
dictable environment, where the PFC actively has to update the response gating
basal ganglia.
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chapter 5

PREFRONTAL AND SENSORY CORTEX CO-DIRECT THE BASAL
GANGLIA TO OPTIMIZE PERCEPTUAL ACTION SELECTION

Abstract

A critical component of action selection is the transformation of sen-
sory information into motor plans. Most theories of action selection have
focused on the interplay between the goal-oriented prefrontal cortex (PFC)
and the basal ganglia (BG). Here, we examine how information from sen-
sory regions is integrated into this circuit to facilitate response selection. We
further investigate the dynamics of information relay by manipulating the
quality of sensory information. fMRI data was collected while participants
performed a stop task, with faces as go stimuli containing either low-, high-,
or all spatial frequencies. E↵ective connectivity analysis showed that the
pattern of brain activity during response selection was best explained by a
cortico-basal ganglia circuit, with projections from both the PFC and sensory
regions into the basal ganglia. Using the drift di↵usion model we found that
the removal of spatial frequencies slowed information accumulation, and de-
creased cautiousness. Importantly, when information accumulation was slow,
the dorsolateral prefrontal cortex and the fusiform face area increased their
e↵ort to convey both raw and processed stimulus information into the Puta-
men. Concurrently, the influence of preSMA on the Putamen, and lateral
occipital projections into the subthalamic nucleus were weakened to allow
lowered criteria for correct decisions. These results show, for the first time,
that perceptually optimal decisions are framed in the basal ganglia through
top-down adjustments from the prefrontal cortex, and bottom-up stimulus
evaluations from the sensory cortex.

An excerpt of this chapter has been submitted for publication as:
Jahfari, S., Waldorp, L. J., Ridderinkhof, K. R., & Scholte, H. S. (2013). Prefrontal and sensory
cortex co-direct the basal ganglia to optimize perceptual action selection.
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5. cortico-basal ganglia dynamics in action selection

5.1 Introduction

Twilight conditions incite us to navigate through tra�c more cautiously than
when visibility is optimal. How do we integrate sensory information into the
deliberate process of action selection? Recent work implicates specific brain re-
gions in the processing of sensory information, the ease of evidence accumulation,
performance monitoring, and adjustments of response cautiousness to optimize
response strategies (for a review see Heekeren, Marrett, & Ungerleider, 2008).
However, how these regions interact dynamically to select an overt motor action
remains unclear.

The prefrontal cortex (PFC) is thought to direct the initiation of selected
responses in concert with the basal ganglia (BG). Mechanistically, classical the-
ories (Alexander et al., 1986; Bogacz, 2007) implicate the striatum in receiving
modality-independent stimulus evaluations from the dorsolateral prefrontal cor-
tex (DLPFC) (Heekeren et al., 2006; Neggers et al., 2012; Sajda et al., 2011),
while the pre-supplementary motor area (preSMA) monitors and evaluates re-
sponse strategies (Alexander & Brown, 2011; Forstmann et al., 2010; Hikosaka
& Isoda, 2010; Isoda & Hikosaka, 2007). The striatum then weighs the incom-
ing information to facilitate the selection and implementation of actions, while
simultaneously suppressing competing alternatives (Mink, 1996; Nambu, 2009).
Specifically, two pathways are described to depart from the striatum. A “direct”
pathway projects into the thalamus via the globus pallidus interna (GPi) to fa-
cilitate the selected action, while an “indirect” pathway via the globus pallidus
externa (GPe) and subthalamic nucleus (STN) allows the integration of addi-
tional information by adaptively slowing the motor output (Cavanagh et al., 2011;
Frank, 2006). Although perceptual decision-making studies inspire an expansion
of this network with sensory regions that first identify and integrate the incoming
information (Gold & Shadlen, 2007; Schall, 2001), how sensory information is
integrated into fronto-BG circuits to inform or facilitate action selection remains
unclear. Connectivity-based neuroimaging analysis may present one approach to
the systematic evaluation of the functioning and architecture of these networks.

In this study we specify how sensory, PFC, and BG regions collaborate to
enable action selection. We examine the dynamics of information relay by ma-
nipulating the quality of sensory information used for action selection, using a
modified stop-signal task (Figure 5.1A). On go trials, participants discriminated
male or female faces containing only low-, only high-, or all spatial frequencies
(Fiorentini, Ma↵ei, & Sandini, 1983; Vuilleumier, Armony, Driver, & Dolan, 2003)
(Figure 5.1B). Face stimuli were occasionally followed by a sound, instructing par-
ticipants to withhold the planned response. A hierarchical Bayesian version of the
drift di↵usion model (Figure 5.1C) was used to model the reaction time data of
correct and incorrect go responses (Ratcli↵ & McKoon, 2008; Wiecki et al., 2012).
This approach allowed us to establish how the degradation of visual information
a↵ects the ease of evidence accumulation (“drift”), and/or strategic adjustments
in the amount of evidence required before a decision threshold is reached (“bound-
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5.1. Introduction

ary”). The slower the progression of evidence accumulation, the greater the cost of
acquiring additional information from sensory regions (Drugowitsch et al., 2012).
We therefore expected the selective removal of spatial frequencies to a↵ect drift
rate and decision threshold of evidence accumulation.

Figure 5.1: Outline of the task, stimuli and drift di↵usion model. A) Each trial started with
the presentation of a fixation cross followed by a male or female face, indicating a left- or
right- response. During stop trials, a tone was played at some stop-signal delay (SSD) after
the presentation of the go stimulus. The tone instructed participants to suppress the indicated
response. [ITI=inter trial interval, allSF=full spatial frequency spectrum, LSF=low spatial fre-
quency, HSF=high spatial frequency] B) To study the dynamics of information relay, the pre-
sented faces contained low-, high-, or all spatial frequencies. Note that the prints underestimate
the contrasts used in the actual experiment, especially for HSF faces. C) Simplistic outline of
the drift di↵usion model. The amount of information required “boundary”, the ease of infor-
mation accumulation “drift rate”, and non-decision time were varied to find the best model for
representing the observed RT distributions (lowest DIC).

The contribution of sensory regions to action selection in fronto-BG circuits
was formalized by modeling fMRI data with a recently developed method called
ancestral graphs (Waldorp et al., 2011). This method combines model comparison
techniques (Akaike, 1973; Burnham & Anderson, 2004) with e↵ective connectivity
analysis to identify which model best supports the observed pattern of activity
(Jahfari et al., 2011, 2012). Potentially important sensory regions include areas
that respond to the processing of faces (fusiform face area, FFA) (Kanwisher, Mc-

73



5. cortico-basal ganglia dynamics in action selection

Dermott, & Chun, 1997) and represent saliency or scene content (lateral occipital
cortex, LO) (Altmann, Deubelius, & Kourtzi, 2004; Park, Brady, Greene, & Oliva,
2011) in the ventral stream, or integrate sensorimotor information (parietal opper-
culum, PO) (Huk & Shadlen, 2005; Tosoni, Galati, Romani, & Corbetta, 2008)
in the dorsal stream. Notably, dense connections link the visual ventral path-
way with the striatum, while the dorsal pathway projects into DLPFC (Kravitz,
Saleem, Baker, Ungerleider, & Mishkin, 2013). Sensory information might thus
be conveyed into the BG, PFC, or both, to inform action selection. Selecting
the most representative model, we further examined how the ease of stimulus
identification a↵ects the communication between cortex and BG. Previous work
has shown adaptations in PFC, BG, and sensory regions when response strate-
gies are adjusted (Egner & Hirsch, 2005; Forstmann, Dutilh, et al., 2008), or
when information accumulation is slowed (Palmer et al., 2005; Philiastides et al.,
2011; White, Ratcli↵, & Starns, 2011). Therefore, modulations in communica-
tion strength could reflect the ease of action selection and/or adapted response
strategies to optimize behavior.

5.2 Methods

Participants

23 young right-handed adults (7 male; mean age 21.6 years, range 19 � 26 years)
participated in this study. All participants had normal or corrected-to-normal
vision, and provided written consent before the scanning session. The ethics
committee of the University of Amsterdam approved the experiment and all pro-
cedures were in accordance with relevant laws and institutional guidelines.

Stimuli

A total of 30 grayscale full-front pictures of unfamiliar faces posing with a neutral
expression (half male, half female), were selected from the Radboud Face Database
(Langner et al., 2010). Faces had neither hair nor glasses and were trimmed to
remove all external features (neck, hairline). Three versions of each picture were
then made, to manipulate the type of spatial frequency information available in
the pictures for sex categorization (male, female). In all LSF pictures, high spatial
frequencies were removed by convolving the image with a symmetric Gaussian low-
pass filter with a size of 20 pixels. The high spatial frequencies (e.g. the edges)
were isolated by applying a range-filter that returned the di↵erence between the
maximum and minimum values (using dilation and erosion function), in a 3⇥3
pixel neighborhood. This resulted in a total of 90 pictures where each picture
had one version containing: 1) all information (allSF), 2) only global information
(low spatial frequency information, LSF) or only the local edge information (high
spatial frequency information, HSF). Note that the HSF and LSF conditions
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are comparable to the original stimuli with the exception of the experimental
manipulation of removing either the high or low spatial frequencies.

Experimental protocol

A modified stop-signal task (Figure 5.1A), with faces as go stimuli, was used to
examine how perceptual information a↵ects strategic responding during response
initiation and withdrawal. To examine how di↵erent types of sensory informa-
tion a↵ect response strategies, go stimuli contained either all spatial frequencies
(allSF), or they contained only low- (LSF) or only high- (HSF) spatial frequen-
cies (Figure 5.1B). On each trial, a white fixation cross was displayed on a black
computer screen followed by a male or female face stimulus, indicating a left or
right response with the index- or middle- finger of the right hand. Each trial
started with a jitter interval of 500 to 700 ms (steps of 50 ms), during which a
white fixation cross was presented in the center of the screen. A face stimulus was
then presented for a period of 500 ms. On 30% of the trials, the go stimulus was
followed by a high tone (stop signal). The stop signal delay (SSD) between the go
stimulus and the stop signal was adjusted separately for each stimulus category
(allSF, LSF, HSF) according to standard staircase methods to ensure convergence
to P(inhibit) of 0.5. Initial SSD was set to 250 ms for all conditions. Instruc-
tions emphasized that participants should do their best to respond as quickly as
possible while also doing their best to stop the response when an auditory stop
signal occurred. Each trial had a fixed duration of 2000 ms. To estimate the
hemodynamic response per trial for each subject, all trials were followed by a null
trial where only the fixation cross was presented for another 2000 ms. All stimuli
were presented on a back-projection screen that was viewed via a mirror system
attached to the magnetic resonance imaging (MRI) head coil. Faces stimuli had
a diameter of 4.2� and 5.3� degrees. Prior to the MRI session, participants per-
formed a practice block of 60 trials to familiarize them with the task. In the MRI
scanner, participants subsequently performed a total of 600 trials (go: 140 allSF
140 LSF, 140 HSF; stop: 60 allSF, 60 LSF, 60 HSF) in four blocks of 150 trials
each. The order of the mapping rules for male and female faces varied across
participants, and was reversed after each block.

Behavioral analysis

The percentage choice errors and median reaction times (RTs) were calculated
separately for each frequency condition for go and failed stop trials. For successful
stop trials, stop signal reaction time (SSRT) was estimated separately for each
frequency condition using the so-called “integration method” (Logan & Cowan,
1984; Verbruggen & Logan, 2009a). Repeated-measures ANOVAs were used to
test how the available spatial frequency information (allSF, LSF, HSF) a↵ects
performance on go and stop trials. We could not obtain reliable SSRT estimates
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for two participants, due to very long (average) SSD values during HSF trials.
Therefore, these participants were excluded from all analysis.

Hierarchical Bayesian Drift Di↵usion model

Based on go trial RT distributions of both correct and error responses, the formal
Ratcli↵ drift di↵usion model (DDM) specifies two choice decisions as a noisy pro-
cess, where information is accumulated over time (Figure 5.1C). This model can
disentangle the speed or ease of evidence accumulation “drift rate” (v), the vari-
ability of evidence accumulation (⌘), the amount of evidence required for a deci-
sion boundary (a), the starting point of evidence accumulation (z), the variability
of this starting point (Sz) the non-decision time (Ter), and non-decision time vari-
ability (St) (Ratcli↵ & Tuerlinckx, 2002; Ratcli↵ & McKoon, 2008; Ravenzwaaij
& Oberauer, 2009). To analyze the go-RT data with the drift di↵usion model we
used a recently developed hierarchical Bayesian estimation of DDM parameters
(HDDM), allowing for simultaneous estimation of individual and group parame-
ters. Fits to individual subjects are constrained by the group distribution, but
can vary from this distribution to the extent that their data are su�ciently diag-
nostic (Wiecki et al., 2012). To gain a deeper insight into how spatial frequency
information a↵ects choice RT (male or female), eight di↵erent models were in-
vestigated where three DDM parameters of interest were either fixed or varied
across the three visual conditions: drift rate (v), boundary separation (a), and
non-decision time (Ter). For each model there were 100,000 samples generated
from the posteriors, where the first 20,000 (burn-in) samples were discarded. Of
the remaining 80,000 samples every 5th sample was saved, resulting in a trace
of 16,000 samples. Proper chain convergence was assessed using Rhat, where the
between-chain variance is compared to the within chain-variance (Gelman, Carlin,
Stern, & Rubin, 2004). For all models, all chains were converged (i.e., all Rhats
were close to 1). The best model to describe the data across the three conditions
was selected on the basis of Deviance Information Criterion (DIC),(Spiegelhalter,
Best, Carlin, & Linde, 2002), reflecting the best trade-o↵ between fit quality and
model complexity.

Image acquisition

For registration purposes, a three-dimensional T1 scan was acquired before the
functional runs (TR 8.312 ms; TE 3.83 ms; FA 8�; 1 mm slice thickness; 0 mm slice
spacing; FOV 240⇥ 220⇥ 188). The fMRI data, with the stop task, was acquired
in a single scanning session with four runs on a 3T scanner (Philips Achieva XT)
using a 32-channel head-coil. Each scanning run acquired 320 functional T2*-
weighted echo planar images (EPIs) (TR 2000 ms; TE 27.6 ms; FA 76.1�; 3 mm
slice thickness; 0.3 mm slice spacing; FOV 240⇥ 121.8⇥ 240; 80⇥ 80 matrix; 37
slices, ascending orientation). Finally, a localizer task with faces, houses, objects
and scrabbled scenes was used to identify FFA and LO regions on an individual
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level (317 T2*weighted EPIs, TR 1500 ms; TE 27.6 ms; FA 70�; 2.5 mm slice
thickness; 0.25 mm slice spacing; FOV 240⇥79.5⇥240; 96⇥96 matrix; 29 slices).

Preprocessing

To obtain the single trial images for ancestral graphs connectivity, FMRI data
processing was carried out using FEAT (FMRI Expert Analysis Tool) Version
6.00, part of FSL (FMRIB’s Software Library, www.fmrib.ox.ac.uk/fsl). Pre-
processing steps included motion correction, high-pass filtering in the temporal
domain (� = 100), and prewhitening (Woolrich et al., 2001). All functional data
sets were individually registered into 3D space using the participants individual
high-resolution anatomical images. The individual 3D representation was then
used to normalize the functional data into Montreal Neurological Institute (MNI)
space by linear and non-linear scaling.

Ancestral Graphs connectivity

Ancestral graphs infer functional or e↵ective connectivity by taking into account
the distribution of BOLD activation per ROI over trials per subject, and so is
not dependent on the low temporal resolution of the time series in fMRI (Fig-
ure 5.2). A graphical model reflects the joint distribution of several neuronal
systems with the assumption that for each individual the set of active regions is
the same. The joint distribution (graphical model) of two nodes is estimated from
the replications of condition specific trials, and not from the time series. Directed
connections are regression parameters in the usual sense (denoted by �) and undi-
rected connections are partial covariances (unscaled partial correlations; denoted
by �). The bi-directed connections refer to the covariance of the residuals from
the regressions (denoted by !). These three types of connection can be identified
by modeling the covariance matrix as:

�

�1

✓
⇤�1 0
0 ⌦

◆
(��1)

where � contains the regression coe�cients, ⇤ contains the partial covariances,
and ⌦ contains the covariances between residuals. A random e↵ects model is used
to combine identical models across subjects to then compare di↵erent models over
the whole group using Akaike’s information criterion (AIC) (Akaike, 1973; Burn-
ham & Anderson, 2004). The graph with the lowest AIC value will be selected.
For a full description of the ancestral graphs method, and comparisons with other
methods like structural equation modeling or dynamic causal modeling please see
citation (Waldorp et al., 2011). We note that, to define the optimal model, AIC
was used for the Ancestral graphs method, while DIC was used for model selection
with HDDM. Although, both methods rely on the same principle and penalize for
added complexity, the method used for model comparisons was based on what is
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commonly used in respectively the HDDM package (DIC) and Ancestral Graphs
package (AIC).

Figure 5.2: Graphical representation of all ancestral graphs connectivity steps. 1) The event
related BOLD measurements are used as inputs to 2) the General Linear Model (GLM). 3) The
11 structural ROIs (DLPFC, preSMA, STN, Putamen, GPI, GPE, Thalamus, FFA, PO, LO, left
M1) determine the number of nodes (variables) in the ancestral graph, and are used to determine
the amplitudes for each trial separately for each region, such that the covariance matrix for these
regions can be determined based on trial data 4). The data covariance matrix for each condition
is then compared to all defined ancestral graph models, and each model obtains an AIC score 5).
The model with the lowest AIC values represents the group network best and is selected 6).

ROI selection, single-trial parameter extraction, and model
definition

Regions of interest (ROIs) were selected on the basis of their involvement in the
initiation of planned actions (Aron, 2011; Cisek & Kalaska, 2010; Heekeren et
al., 2008) with the additional inclusion of sensory regions (Egner & Hirsch, 2005;
Heekeren et al., 2008; Kravitz et al., 2013). For go trials, this approach resulted in
the selection of 11 key regions including the posterior DLPFC, preSMA, Putamen,
GPe, GPi, Thalamus, STN, primary motor cortex (M1), PO, LO, and the FFA.
With the exception of M1, all selected ROIs were bilateral. A left-hemisphere
ROI for M1 was used because all participants responded only with their right
hand. The DLPFC template was obtained from a recent study, linking especially
the posterior part to action execution (Cieslik et al., 2012). The STN template
was derived from a previous study using ultrahigh 7 tesla scanning (Forstmann et
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al., 2012). All other ROIs were obtained from cortical and subcortical structural
atlases available in FSL (Center of gravity coordinates are provided in Table 5.5
supplementary information).

For each ROI, the standardized predictor estimates were obtained per subject,
per trial, and per condition for those voxels with a significant all over model fit
(F-test). During go trials the average number of parameters per ROI for the
right-hand index finger was 64.5 (SD=4.7) for the allSF, 62.3 (SD=4.7) for the
LSF, and 42.4 (SD=5.8) for the HSF condition. When participants responded
with their right-hand middle finger this average was 63.6 (SD=5.3) for the allSF,
61.3 (SD=5.6) for the LSF, and 41.9 (SD=7.9) for the HSF condition. Error trials
and misses were excluded from ancestral graphs analysis. Analysis of stop trial
data is beyond the scope of the current paper, and will be discussed elsewhere.

Definition of the winning model proceeded in three phases. First, we deter-
mined that a combined direct-, indirect pathway with top-down projections from
the PFC into the Putamen results in the lowest AIC, with good fits across subjects
(Tables 5.3 and 5.6 in supplementary information). Next, we added projections
from parietal and temporal nodes into the BG, PFC, or both, and discovered that
the addition of these raw sensory nodes improves AIC in all conditions. Finally,
we explored the relationship between sensory and PFC regions. Functional con-
nectivity between PO, DLPFC and preSMA improved AIC values for the winning
model in all conditions. Due to a poor fit of the winning go model (Table 5.3 in
supplementary information), we could not obtain reliable connections strength
estimates for two participants. These were excluded from regression (connection
strength) comparisons across conditions.

5.3 Results

A sensory informed cortico-basal ganglia network for action
selection

The primary aim of this study was to establish how empirically, and theoretically
defined key regions of action selection communicate to implement a selected mo-
tor plan. To this end, we used ancestral graphs (Waldorp et al., 2011) for the
analysis of e↵ective and functional connectivity. Figure 5.2 portrays a graphical
representation of all steps taken for the computation of ancestral graphs (AG)
connectivity and model comparisons (also see methods for the detailed steps).
Table 5.1 gives an overview of the three types of connections that can be inferred
with ancestral graphs.

Using ancestral graphs, random e↵ects analysis across the whole group in-
dicated that a network comprising both the direct- and indirect pathway best
described the pattern of activity during all go trials, irrespective of spatial fre-
quency information (Table 5.3 supplementary information). Importantly, the op-
timal model (with the lowest AIC) contained e↵ective connectivity projections
from both the PFC and sensory areas into the BG (Figure 5.3). Note that the
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Table 5.1: Description of the ancestral graphs connections

Connection type Symbol Causal interpertation

E↵ective connectivity A ! B A is a cause of B
Functional connectivity A � B A is a cause of B and/or B is a cause of A
Unobserved systems A $ B B: there is a latent common cause of A and B

DLPFC, preSMA, PO, and FFA all projected into the Putamen, while LO pro-
jected directly into the STN. Supporting dorsal projections into PFC, functional
connectivity (with no direction specified) was found between the preSMA, DLPFC
and PO. No further relationship was found between sensory regions in the ventral
pathway (i.e., FFA and LO) and PFC. The inclusion of sensory areas increases
the complexity of response selection networks, but improves the AIC criterion
substantially for all go trials (Table 5.3 in supplementary information). This im-
provement is remarkable because AIC favors simple models and penalizes for all
increases in complexity.

Figure 5.3: Graphical representation of the most representative e↵ective connectivity network. A
cortico-basal ganglia model, with top-down projections from both the prefrontal cortex and sensory
areas into the basal ganglia, was identified to best represent the pattern of activity during all go
trials. Directed arrows represent e↵ective connectivity between two regions, undirected (black)
lines represent functional connectivity. [DLPFC= dorsolateral prefrontal cortex, preSMA= pre-
supplementary motor area, PO= parietal opperculum, FFA= fusiform face area, LO= lateral
occipital cortex, STN= subthalamic nucleus, GPe= globus pallidus externa, GPi= globus pallidus
interna, M1= primary motor cortex]

A final improvement in AIC was observed when we modeled the STN and
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Putamen to project directly into the thalamus instead of first projecting into
the GPi node of the pallidus. One explanation for this finding might be the close
proximity of these regions to the thalamus within the BG. Crucially, the number of
subjects where the model fitted the observed data decreased substantially when we
removed the indirect pathway with the pallidus nodes (i.e., the number of subjects
where the model fits for left (L) and right (R) go responses: allSF [L = 0, R=
0]; GLSF [L= 0, R= 0], GHSF [L= 9, R= 12]). Together, these results underline
the importance of both the direct and indirect pathway in action selection, and
support reported structural connections of the dorsal/ventral pathways with PFC
or the BG. Importantly, these results further imply that response selection is
based on the communication of both raw stimulus information (sensory to BG)
and abstract response plans (PFC to BG).

Table 5.2: Behavioral data overview

allSF LSF HSF

Go
Median RT (ms) 718.2 ± 144.8 745.5 ± 135.8 798.7 ± 146.3
Choice errors (%) 5.5 ± 4.4 8.3 ± 5.4 36.5 ± 8.0
Stop respond
Median RT (ms) 705.2 ± 154.7 716.8 ± 139.2 754.3 ± 160.7
Stop inhibit
SSD (ms) 512.4 ± 213.0 555.6 ± 218.0 596.8 ± 202.7
P (respond) 0.54 ± 0.06 0.56 ± 0.06 0.52 ± 0.08
SSRT (ms) 223.7 ± 94.7 217.5 ± 102.8 212.1 ± 94.7

Values are mean ± SDs.

Perceptually motivated response strategies

Before analyzing conditional di↵erences of information relay, we first established
how the manipulation of spatial frequency information a↵ects correct and incor-
rect response times. Table 5.2 gives an overview of the behavioral data. As
expected, increased reaction times (F (2, 40) = 42.6, p < 0.001, Figure 5.4A),
and percentage choice error (F (2, 40) = 255.9, p < 0.001, Figure 5.4B) indi-
cated that gender categorization in faces becomes more di�cult with the re-
moval of spatial frequencies. A hierarchical drift di↵usion model (HDDM) where
the speed of information accumulation “drift rate” (v), the amount of evidence
required before reaching a decision boundary (a), and non-decision time (Ter)
were allowed to vary across spatial frequency conditions, best predicted the ob-
served RT on go trials (please see supplementary information Table 5.4 and Fig-
ure 5.6). Inspection of model parameters indicated that the accumulation of ev-
idence progresses more slowly with the removal of spatial frequency information
(F (2, 40) = 142.2, p < 0.001, Figure 5.4C). The speed of information accumula-
tion was lowest when only the detailed HSF information was presented. Notably,
the slower accumulation of evidence for especially HSF faces motivated partici-
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pants to change response strategies by reducing the amount of evidence required
before reaching a decision (F (2, 40) = 12.6, p < 0.001, Figure 5.4D). There was
also a main e↵ect of spatial frequency information on non-decision time, such
that non-decision time was higher for HSF pictures relative to allSF pictures
(F (2, 40) = 7.1, p < 0.01). Therefore, the sparse information in HSF pictures
might not only a↵ect the decision process, but also the very early encoding of
stimulus information, or muscle initiation of motor plans. During stop signal tri-
als, the removal of spatial frequency information prolonged RTs on failed stop
trials (F (2, 40) = 6.8, p < 0.01), and the stop signal delay that was adjusted
separately for each frequency condition (F (2, 40) = 12.0, p < 0.01). The time
needed to successfully stop a response was not influenced by the type of spatial
frequency information presented (F (2, 40) < 1). In brief, the manipulation of
spatial frequency made gender identification in faces more di�cult, and therefore
motivated participants to adjust response strategies when information accumula-
tion was progressing slowly.
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Figure 5.4: Across conditions response strategies were adjusted when gender categorization was
more di�cult. Both median correct RT (A), and the percentage choice errors (B) increased with
the removal of spatial frequency. Formal analysis of the correct and incorrect reaction times
indicated that the ease of information accumulation is slowed when spatial frequency information
is removed (C), while at the same time participants require less information before making a
decision to respond (D). [Error bars reflect s.e.m.; ⇤⇤ = p(post-hoc pairwise comparisons) <
0.01; sidak was used to adjust for multiple comparisons; allSF=full spatial frequency spectrum,
LSF=low spatial frequency, HSF=high spatial frequency]
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Perceptually motivated cortico-BG dynamics

Finally, we examined how regression strengths (e↵ective connectivity) from cor-
tex into the BG are modulated to implement the adjusted response strategies
we observed in behavior. We discovered that changes in categorization di�-
culty are accompanied by dynamic adjustments in the strength of communica-
tion from both prefrontal- and sensory cortex into the BG. Within the ancestral
graphs method e↵ective connectivity is defined as a regression from region A
to region B. Therefore, stronger deviations from zero indicate stronger connec-
tion strengths. Repeated-measures ANOVA with the factors region and spatial
frequency information were used to examine the influence of PFC and sensory
areas on the BG. A significant interaction indicated that projections from the
DLPFC into the Putamen become stronger with the removal of spatial frequency
information, while projections from the preSMA into the Putamen are weakened
(F (2, 36) = 4.4, p < 0.05; Figure 5.5A). Similarly, when inspecting sensory to BG
projections, regression strengths from the FFA into the Putamen were stronger
when face identification was more di�cult, while LO projections into the response
braking STN were weakened (F (2, 36) = 3.3, p < 0.05; Figure 5.5B). The ease of
gender identification did not a↵ect PO-BG projection strengths (F (2, 36) < 1).
Thus, when the ease of information accumulation is decreased the DLPFC and
FFA increase their e↵ort to convey both raw and processed stimulus information
into the Putamen. Concurrently, preSMA projections into the Putamen, and LO
projections into the STN, are weakened to allow a lowered criteria for correct
decisions.

Figure 5.5: The strength of cortico-basal ganglia projections was adjusted dynamically when gen-
der identification was more di�cult. Across spatial frequency conditions (x-axis), analysis of ef-
fective connectivity (EC) strength indicated a significant interaction between the two PFC regions
projecting into the basal ganglia (A), and two sensory regions projecting into the basal ganglia
(B). Note that in ancestral graphs e↵ective connectivity is defined as a regression. Therefore,
greater deviations from zero (dotted lines) indicate stronger connectivity strengths (error bars
reflect s.e.m.). [allSF=full spatial frequency spectrum, LSF=low spatial frequency, HSF=high
spatial frequency]
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5.4 Discussion

The present study provides novel insights into how sensory information is inte-
grated into fronto-BG circuits to optimize action selection. Using e↵ective con-
nectivity analysis we show that a cortico-BG network including both PFC and
sensory regions best represents the pattern of brain activity during action se-
lection. Importantly, when the ease of stimulus identification was manipulated,
PFC and sensory projections into the BG were adjusted dynamically to optimize
action selection. Bayesian parameter estimation using the drift di↵usion model
suggested these adjustments to reflect the ease of information accumulation and
the adjustment of response cautiousness.

Our model-driven connectivity approach was motivated by classical accounts
of action selection (Mink, 1996) and more recent advances in the field of per-
ceptual decision-making (Gold & Shadlen, 2007; Schall, 2001). We promote the
convergence of these fields by showing that a model best represents action se-
lection when sensory information is linked to both PFC and the BG. Supporting
theoretical frameworks, a BG circuit where the direct and indirect pathways com-
bine best represented the observed fMRI data. Crucially, we identified the optimal
model by incorporating the information flow from sensory cortex. In accord with
anatomical and neurophysiologic evidence, sensory information within the ventral
stream projected into the BG, while the dorsal stream was connected with both
the BG and PFC (see Kravitz et al., 2013 for a recent review). Both in humans
and primates, the ventral pathway (including FFA and LO) has been reported to
carry detailed stimulus information into the striatum, while the parietal cortex
(including PO), part of the dorsal stream, links to the striatum, and further re-
lates information into the PFC (Donner et al., 2007; Saint-Cyr, Ungerleider, &
Desimone, 1990; Yamamoto, Monosov, Yasuda, & Hikosaka, 2012). Our results
comply and extend these reports by specifying how information is integrated into
the BG to select an overt response.

At subcortical levels, go trial fMRI activity was best represented when both
the facilitating direct pathway, and the more deliberate and balancing indirect
pathway (including the STN) originated from the Putamen. Previous work has
described the striatum to first constrain or weigh potential response options
(Robbins & Brown, 1990). Consistent with such claims, our connectivity analysis
identified the Putamen to receive inputs from the DLPFC, preSMA, PO, and
FFA. Notably, LO, implicated recently in the integration of scene information
(Altmann et al., 2004; Park et al., 2011), projected directly into the STN. This
finding is intriguing, as previous work has repeatedly linked the STN to the de-
liberate slowing or braking of impulsive responses. However, thus far, most work
focused on the goal-oriented PFC directing the STN. The current results imply
the STN to also receive inputs from the ventral sensory stream, associated with
the evaluation of stimuli used for action selection (Kravitz et al., 2013).

The second goal of this study was to examine how the ease of stimulus iden-
tification a↵ects the strength of information relay between the cortex and the
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response-gating BG. In behavior, prolonged reaction times and increased error
rates confirmed that gender identification in faces becomes more di�cult with
the selective removal of special frequency information. In support of a recent
study, analysis of the present reaction time data indicated that when the ease
of information accumulation is slowed, the acquisition of additional information
comes at a greater cost (Drugowitsch et al., 2012). Thus, when gender identi-
fication was most di�cult, and the required information was processed slowly,
participants reduced the criteria for the amount of evidence required to respond.

Crucially, the ease of stimulus identification and related strategic adjustments
were also reflected in the strength of information relay between the cortex and the
BG. Previous work has linked the communication between the preSMA and stria-
tum to the evaluation and adjustment of response strategies (Forstmann, Dutilh,
et al., 2008; Forstmann et al., 2010; Jahfari et al., 2011). Moreover, activity in
the DLPFC has been repeatedly linked to the accumulation of response evidence,
and the computation of a di↵erence score between the desired and undesired re-
sponse choice (Heekeren et al., 2006; Philiastides et al., 2011). In accord, we
observed reduced connection strengths between the preSMA and Putamen when
stimulus identification was most di�cult, while concurrently the strength between
DLPFC and Putamen was increased. Therefore, stronger DLPFC projections into
the striatum seem to reflect an increased e↵ort to convey the processed stimulus
information, while reduced connection strengths form the preSMA allow low-
ered cautiousness when stimulus identification is di�cult and progressing slowly.
Notably, comparable dynamics were observed when inspecting sensory-BG pro-
jections from the visual ventral stream. With the removal of spatial frequency
information, FFA projections into the Putamen became stronger, while LO pro-
jections into the response-slowing STN were weakened. Although the role of the
FFA as a face-processing region has been firmly established, a recent review de-
scribed the ventral pathway to contain neural representations of object quality
(Kravitz et al., 2013). Possibly, when the quality of stimulus information is high,
the STN is instructed to slow responses for a swift acquisition of additional in-
formation. Alternatively, when stimulus quality is low the STN brake is released
to lower the threshold, while the FFA steps up to pass the most basic raw face
information.

We note that, while connection strengths of both PFC regions and the ventral
visual stream were adjusted dynamically with the removal of spatial frequency, we
found no e↵ects when inspecting projections from PO to striatum. One possible
explanation might be the focus of this region on processing spatial and motion
information (Huk & Shadlen, 2005). Because our stimuli did not entail the de-
tection of movement, the function of this region in our experiment might be the
integration of information with PFC, or the presentation of all potential action
intentions (i.e., right hand index- and middle finger) to the striatum (Cisek &
Kalaska, 2010). However, more research using both moving and still objects is
required to shed light on this matter.

To summarize, using a model-driven e↵ective connectivity approach we specify
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5. cortico-basal ganglia dynamics in action selection

how information from sensory regions is integrated into classic fronto-BG circuits
to optimize response selection. By changing the quality of stimulus informa-
tion we further show how the relay of information between the cortex and BG
is adjusted dynamically when response selection becomes more uncertain. When
stimulus identification was more di�cult, both PFC and sensory regions involved
in the processing of stimulus evidence increased their e↵ort to inform the stria-
tum, while other regions evaluated the progress of information flow and reduced
cautiousness. Consistently, formal analysis of RT data indicated that when the
speed of information accumulation is low, the required accuracy levels are low-
ered to a↵ord timely action selection. Together, these results demonstrate that
optimal response selection interacts directly with incoming stimulus information
through bottom-up and top-down cortico-BG interactions.
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5.5 Supplementary Information

allSF LSF HSF

Figure 5.6: Examples of the posterior predictive (red lines) from the optimal Bayesian hierarchical
drift di↵usion model (HDDM), on top of the observed normalized reaction time distributions
(blue) for three representative participants (from top to bottom). Errors have been mirrored
along the x-axis to display correct and incorrect RT distributions in one plot.

Table 5.3: Model fits for the direct and indirect pathway and the extension with sensory regions

Go allSF Go LSF Go HSF

Left key Right key Left key Right key Left key Right key

AIC N AIC N AIC N AIC N AIC N AIC N

Direct PFC BG
Model 1 13970 17 13885 16 13265 18 13160 18 10098 21 10490 21
Indirect PFC BG
Model 2 13752 21 13718 21 13103 21 12866 21 10054 21 10605 21
Direct + Indirect PFC BG
Model 3 13620 21 13604 21 12970 21 12745 21 9908 21 10454 21
Direct + Indirect PFC BG Sensory
Model 4 12798 19 12683 18 12205 19 11850 20 9377 21 9872 21
Direct + Indirect PFC BG Sensory (no GPi)
Model 5 12136 19 12059 19 11568 21 11206 21 9025 21 9456 21

Lower AIC values indicate a better balance between fit and complexity of the estimated model
connections. N indicates the number of subjects (total=21) where the defined model actually
fitted the pattern of activity in the a priori anatomically defined ROIs. For clarity the winning
model (model 5) is printed in italic.
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Table 5.4: Model selection with HDDM

Model Free to vary DIC

1 v, a, Ter 1215.4
2 v, Ter 1877.3
3 v, a 2662.8
4 a, Ter 2873.0
5 v 3064.1
6 Ter 3156.9
7 Fix all 4525.0
8 a 4478.3

Lower deviance information criterion (DIC) values indicate a better balance between fit and
complexity. [v: drift rate, a: boundary, Ter: non-decision time].

Table 5.5: Center of gravity coordinates for the selected anatomical ROIs

MNI (mm)

Hemisphere Left Right

x y z x y z

DLPFC �37.2 37.4 26.6 37.2 37.4 26.6
preSMA �8.8 24.6 49.5 8.8 24.6 49.5
PO �49.5 �17.7 17.1 50.5 �14.4 17.9
FFA �41.8 �48.1 �16.8 44.5 �44.8 �18.8
LO �40.8 �80.6 �6.9 40.6 �78.9 �6.7
Putamen �25.0 0.6 0.6 25.6 1.9 0.5
STN �9.7 �13.4 �7.4 9.5 �13.4 �7.4
GPe �20.8 �3.8 �0.11 20.8 �3.8 �0.11
GPi �17.2 �5.7 �3.8 17.2 �5.7 �3.8
Thalamus �10.1 �19.0 6.7 11.2 �18.0 6.9
M1 �17.8 �26.0 60.8 � � �

MNI = (Montreal Neurological Institute) coordinates

Table 5.6: Specified direct and indirect pathway for testing with Ancestral Graphs

Model Specified path

1 PFC to BG Direct: Putamen�GPi� Thalamus�M1
2 PFC to BG Indirect: Putamen�GPi� Thalamus�M1+

GPe� STN �GPi

3 PFC to BG Direct + Indirect:
Putamen�GPi� Thalamus�M1+
Putamen�GPe�GPi� Thalamus�M1 +GPe� STN �GPi

PFC = ROIs used as cortex areas with unique projections into the Putamen. [PFC: prefrontal
cortex with the regions DLPFC and PreSMA]. Functional connectivity was defined between the
two PFC regions. Note that while no connections were defined from or towards the sensory cortex
(i.e., FFA, LO, PO), these regions were included in the model space to allow later comparisons
of AIC values.
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chapter 6

EFFECTS OF SPATIAL FREQUENCY INFORMATION ON
RESPONSE INHIBITION AND DECISION-MAKING

Abstract

We interact with the world through the assessment of available, but
sometimes imperfect, sensory information. However, little is known about
how imperfect sensory information interacts with the regulation of controlled
actions. We addressed this question by examining how di↵erent types of spa-
tial frequency information a↵ect underlying processes of response inhibition,
and decsion-making. In three experiments, participants underwent a stop-
signal task, a two choice speed-accuracy experiment, and a variant of both
these tasks where prior information was given about the nature of stimuli.
In all experiments, we presented face stimuli that contained either high-,
low-, or all spatial frequencies. Overall, formal analysis showed a decreased
rate of information processing when spatial frequency was removed, whereas
the criterion for information accumulation was lowered. When spatial fre-
quency information was not manipulated, the cost of response inhibition was
high (longer inhibition times), while a correct response was produced faster
(shorter reaction times) and with more certainty (decreased errors). When
responding with a deadline (i.e., be fast or accurate), removal of spatial fre-
quency information slowed response times only when instructions emphasized
accuracy. However, the slowing of response times did not improve error rates,
when compared to fast instruction trials. Together, these results suggest that
spatial frequency information di↵erentially a↵ects the speed of response ini-
tiation, inhibition, and the e�ciency to balance fast or accurate responses.
More generally, the present results indicate a task-independent influence of
basic sensory information on strategic adjustments in action control.

An excerpt of this chapter has publisched as:
Jahfari, S., Ridderinkhof, K. R., & Scholte, H. S. (2013). Spatial frequency information modu-
lates response inhibition and decision-making processes. PLoS ONE, 8(10): e76467.
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6.1 Introduction

Perceptual decision-making is vastly becoming a central theme in psychology and
neurosciences (Heekeren et al., 2008; Philiastides et al., 2011; Ratcli↵ & Smith,
2010; Siegel, Engel, & Donner, 2011). The process of perceptual decision-making
entails the voluntary selection of a motor response from a set of response alterna-
tives, based on information gathered from the sensory system. Influential work in
this field has reported perceptual judgment alternations through the manipulation
of stimulus di�culty or coherence (Palmer et al., 2005; Resulaj, Kiani, Wolpert,
& Shadlen, 2009), the reliability of visual evidence (Gardelle & Summerfield,
2011), and the integration of sensory evidence towards decision outcomes (Tosoni
et al., 2008). However, despite the significance of these findings in highlighting
the importance of perceptual information during action formation, no study has
investigated how perceptual information a↵ects both the inhibition and regula-
tion of controlled behavior. The present study set out to examine how di↵erent
types of perceptual information a↵ect the suppression and initiation of planned
actions.

One prominent field where the type of visual information has been studied
extensively in relation to perceptual judgments has been face recognition and cat-
egorization (Grill-Spector, Knouf, & Kanwisher, 2004; Shina, Balas, Ostrovsky,
& Russel, 2006; Richler, Mack, Palmeri, & Gauthier, 2011). Research within this
field has suggested that, among others, the categorization and recognition of faces
is made possible through the physical characteristics of available spatial frequency
information (Costen, Parker, & Craw, 1996; Gardelle & Kouider, 2010; Go↵aux
& Rossion, 2006; Ruiz-Soler & Beltran, 2006). Importantly, especially the low-
spatial-frequency information has been related to a fast global shape processing
via the magnocellular pathways, whereas high-spatial-frequency information has
been related to a slower processing of fine details via the slow parvocellular path-
ways (Livingstone & Hubel, 1988; Merigan & Maunsell, 1993). The magnocellular
and parvocellular pathways form two distinct streams of processing that medi-
ate the analysis of di↵erent types of visual information. The receptive fields of
neurons in the magnocellular pathways are large and respond to low spatial fre-
quencies. This stream projects into parietal cortex and is important for spatial
and motion processing. In contrast, the receptive fields of neurons, in the par-
vocellular pathway are smaller and respond to higher spatial frequencies. This
stream projects into temporal cortex and is important for object recognition and
categorization.

Despite the identification of two distinct neural pathways that process spa-
tial frequency with di↵erential processing speed, and the importance of frequency
information in the identification and categorization of stimuli; e↵ects of spatial
frequency information on higher order processes like decision-making or inhibitory
control remain unknown. Traditional work into processes of decision-making or
action control has used paradigms that tap into our ability to suppress a planned
response, or to respond strategically with an a priori motivated plan (e.g., fast
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or accurate). At first sight, the encoding of visual information (e.g., image shape
or details) and action control (e.g., strategic responding, or the suppression of
planned responses) appear two separate psychological processes. However, the
relationship becomes apparent when considering an example where one is driving
a car without wearing glasses, and has less detailed information about his or her
surroundings. Here, to prevent accidents, one drives more slowly (carefully ac-
quiring information by increasing reaction time), and is more ready or prepared
to stop for unexpected changes (more e�cient response inhibition). This example
highlights the importance of perceptual information during both response inhibi-
tion and response initiation. However, perceptual decision-making research has
predominantly focused on the e↵ects of noisy sensory information when responses
are being planned or regulated, and not, when a response needs to be inhibited
or withdrawn.

One popular framework to study response inhibition has been the stop-signal
task, where incidental stop-signals designate that a planned response has to be
withdrawn (Aron & Poldrack, 2006; Jahfari et al., 2011, 2012; Leotti & Wager,
2010; Logan & Burkell, 1986; Logan & Cowan, 1984; Wildenberg et al., 2006;
Verbruggen & Logan, 2009a). Theoretically, action regulation within this task
has been described as an independent race between the go (response initiation)
and the stop (response inhibition) response (Band et al., 2003; Logan, 1994).
Therefore, within this framework, noisy or degraded sensory information might
have a di↵erential e↵ect on the strategic decision to inhibit or initiate planned
actions. Focusing on the process of deliberate response initiation, strategic re-
sponse adjustments have often been examined with the random dot motion task
where participants discriminate the net direction of motion for a cloud of moving
dots, with an emphasis on either speed or accuracy (Forstmann, Dutilh, et al.,
2008; Morgan & Ward, 1980; Mulder et al., 2010). While perceptual decision-
making research has often used speed-accuracy paradigms to study how sensory
evidence a↵ects response regulation, no work has described how di↵erent types
of spatial frequency information (processed at di↵erent speeds) a↵ect the initi-
ation of strategic action plans. The current study examined how the inhibition
and initiation of deliberate actions interacts with the type of spatial frequency
information presented.

Central to this study, theoretical accounts of perceptual decision making have
suggested that perceptual decisions are based on an integrative process in which
sensory information is accumulated over time until an internal decision is reached
(Bogacz, 2007; Purcell et al., 2010; Smith & Ratcli↵, 2004). We therefore quanti-
fied how spatial frequency information a↵ects the speed of information processing,
or alternations in response strategies, by using a hierarchical version of the drift-
di↵usion model (Wiecki et al., 2012; Ratcli↵ & McKoon, 2008; Vandekerckhove &
Tuerlinckx, 2007; Wagenmakers, 2009). The drift-di↵usion model (Figure 6.1), al-
lows for the decomposition of correct and incorrect RT data into separate decision
components such as the speed of information accumulation or response caution,
and non-decision components such as the time needed for response execution.

91



6. Frequency information in Action Control

We were specifically interested in determining whether performance di↵erences
(related to the manipulation of spatial frequency) can be related to specific deci-
sion processes such as the speed of information accumulation, or the amount of
information that needs to be accumulated before a response can be executed.

Figure 6.1: Graphical outline of the Drift Di↵usion Model (DDM). The two sample paths repre-
sent accumulation of evidence from a presented female face stimulus; resulting in either a correct
(black line) or incorrect response (grey line). As shown in the RT histograms, responses more
often accumulate towards a correct choice (above) than an incorrect choice (below). Drift rate (v)
represents the average amount of evidence accumulated per time unit. Lower drift rate results in
longer RTs and more errors. Boundary separation (a) represents how much evidence is needed
before a definitive response is made. Lower boundaries result in shorter RT and more errors.

In all experiments, we manipulated the frequency information in faces used
for perceptual judgments during inhibitory control and strategic decision-making.
Specifically, three sets of faces containing either high (HSF), low (LSF), or both
spatial frequencies (allSF) were used as stimuli in a modified version of the stop-
and speed-accuracy task (Figure 6.2). In all experiments, performance di↵erences
due to stimulus manipulations were expected to a↵ect the speed of information
accumulation (drift rate). Due to the slower processing of finer details in the
parvocellular pathway, the removal of especially low spatial frequency information
(in HSF faces) was expected to have the largest e↵ect on the speed of information
accumulation (drift rate), due to the fast processing of global (LSF) information.

The first experiment focused on response inhibition, and examined how dif-
ferent types of spatial frequency information a↵ect the e�ciency to suppress a
planned response. In the stop-signal task, the e�ciency of inhibitory control is
indicated by the time needed to withhold a planned response (stop signal reac-
tion time; SSRT). Given the car example, reduced levels of spatial frequency were
expected to increase reaction times during go trials, while, at the same time,
improving the e�cacy to stop (lower SSRT) when an unexpected stop-signal is
sounded. Experiment 2 was designed to replicate findings from the first experi-
ment with the stop-signal task, and extend these to the field of strategic decision-
making. Using a modified speed-accuracy task with the altered faces, degraded
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levels of information were especially expected to a↵ect response strategies when
participants were motivated to be accurate (e.g., to prevent an accident). A third
experiment was conducted to assess the reliability of e↵ects found during strategic
decision-making.

allSF LSF HSF

Figure 6.2: The presented stimuli during all tasks with all spatial frequency information (allSF),
only low spatial frequency information (LSF), or only high spatial frequency information (HSF).
Note that the prints underestimate the contrasts used in the current experiment, especially for
the HSF pictures.

General Methods

Stimuli

For all experiments a total of 30 grayscale full-front pictures of unfamiliar faces
posing with a neutral expression (half male, half female), were selected from the
Radboud Face Database (Langner et al., 2010). Faces had neither hair nor glacis
and were trimmed to remove all external features (neck, hairline). Three versions
of each picture were then made (Figure 6.2), to manipulate the type of spatial
frequency information available in the pictures for sex categorization (male, fe-
male). In all LSF pictures, high spatial frequencies were removed by convolving
the image with a symmetric Gaussian low-pass filter with a size of 20 pixels. The
high spatial frequencies (e.g. the edges) were isolated by applying a range-filter
that returned the di↵erence between the maximum and minimum values (using
dilation and erosion function), in a 3x3 pixel neighborhood. This resulted in a
total of 90 pictures where each picture had one version containing: 1) all informa-
tion (allSF), 2) only global information (low spatial frequency information, LSF)
or only the local edge information (high spatial frequency information, HSF).

6.2 Experiment 1

While a growing body of literature has focused on the role of sensory evidence
during action formation and decision-making, e↵ects on action withdrawal or
response inhibition largely remain unknown. In this first experiment, we assessed
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whether the type of spatial frequency information presented a↵ects the e�ciency
of action control during response inhibition and initiation. To this end we used
a modified stop-signal paradigm where traditional go stimuli (i.e., arrows) were
replaced by images of male or female faces, containing either allSF, only LSF, or
HSF information (Figure 6.3).

500-700

1000+ITI

500

0 ms 2000 ms

AllSF

LSF

HSF

AllSF

LSF

HSF

Figure 6.3: Visual stop-task. Each trial started with a white fixation-cross followed by a male
or female face stimulus, indicating a left or right response. During stop trials, a tone was
played at some delay (SSD) and instructed participants to suppress the indicated response. The
presented face stimulus contained allSF, only LSF, or only HSF information. Note that the prints
underestimate the contrasts used in the current experiment, especially for the HSF pictures. The
letters displayed on each face are only included here for clarity and were not on top of the faces
during the experiment.

Performance in the stop-signal task is often interpreted through the horse-
race model, which asserts that initiation and inhibition processes are independent
and compete for the first finishing time (Band et al., 2003; Logan, 1994; Logan
& Cowan, 1984). That is, if the inhibition processes finish before the initiation
process a planned response is inhibited. However, if the initiation process finishes
first, the planned response escapes inhibition and a response is produced. The
time needed to inhibit a planned response is referred to as the stop signal reaction
time (SSRT) and can be estimated from the proportion correct stop trials (i.e.,
successful inhibition) and the distribution of reaction times (RT). For the current
study, we predicted that degraded levels of frequency information would increase
uncertainty, leading to (1) a longer finishing time for the go processes, and (2)
a shorter finishing time for the inhibition process (lower SSRT), due to the in-
creased motivation to stop in an uncertain situation. Moreover, we predicted that
especially detailed information (HSF pictures), which is processed at a slow rate
in the visual system, would have the strongest e↵ect on go and stop processes.
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Methods

Participants

Thirty-eight adults (8 male; mean age 22 years, range 18 � 39 years) participated
in this study. All participants provided written informed consent prior to the
experiment. A local ethics committee approved the experiment and all procedures
compiled with relevant laws and institutional guidelines. All participants had
normal or corrected-to-normal vision.

Task and Procedure

On each trial, a white fixation cross was displayed on a black computer screen
followed by a male or female face stimulus (Figure 6.3), indicating a left- or
right-hand index finger response. In order to manipulate the available frequency
information we presented faces with all (allSF), only the low (LSF) or only the
high (HSF) spatial frequencies. All faces were presented at 2.6� from the centre.
Each face stimulus was presented for a period of 500 ms, and the time between
the fixation-cross and the face stimulus ranged from 500 to 700 ms (steps of 50
ms). On 25% of the trials, the go stimulus was followed by a high tone (stop
signal). The stop signal delay (SSD) between the go stimulus and the stop signal
was adjusted separately for each stimulus category (allSF, LSF, HSF) according to
standard staircase methods to ensure convergence to P(inhibit) of 0.5. Initial SSD
was set to 250 ms for all conditions. Instructions emphasized that participants
should do their best to respond as quickly as possible while also doing their best to
stop the response when an auditory stop signal occurred. Each trial had a fixed
duration of 2000 ms. If participants had not responded within a time window
of 1000 ms after go stimulus presentation; feedback stating “te langzaam” (“too
slow”, in Dutch) was presented for 500 ms.

Prior to the actual experiment all participants performed a practice block of
24 trials to familiarize them with the visual stop task. Participants subsequently
performed a total of 480 trials (go: 120 allSF 120 LSF, 120 HSF; stop: 40 allSF,
40 LSF, 40 HSF) in two blocks of each 240 trials. The order of the mapping rules
for male and female faces varied across participants, and was reversed across the
two blocks.

Hierarchical Bayesian Drift Di↵usion model

Based on go trial RT distributions of both correct responses and errors, the for-
mal Ratcli↵ drift di↵usion model (DDM) can disentangle the speed of evidence
accumulation, “drift rate” (v), the variability of evidence accumulation (⌘), the
amount of evidence needed for a decision (a), the starting point of evidence accu-
mulation (z), the variability of this starting point (Sz) the non-decision time (Ter),
and non-decision time variability (St) (Ratcli↵ & McKoon, 2008; Ratcli↵ & Tuer-
linckx, 2002; Ravenzwaaij & Oberauer, 2009). To analyze the go RT data with
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the drift di↵usion model we used a recently developed hierarchical Bayesian esti-
mation of DDM parameters (HDDM), which allows the simultaneous estimation
of subject and group parameters and thus requires less data per subject (Wiecki et
al., 2012). To gain a deeper insight into how spatial frequency information a↵ects
choice RT (male or female), eight di↵erent models were investigated where three
DDM parameters of interest were either fixed or varied across the three visual
conditions: “drift rate” (v), boundary separation or response boundary (a), and
non-decision time (Ter). For each model there were 100,000 samples generated
from the posteriors, where the first 50,000 (burn-in) samples were discarded. Of
the remaining 50,000 samples every 10th sample was saved, resulting in a trace
of 5,000 samples. Proper chain convergence was assessed using Rhat, where the
between-chain variance is compared to the within chain-variance (Gelman et al.,
2004). For all models, all chains were converged (i.e., all Rhats were close to
1). The best model to describe the data across the three conditions was selected
on the basis of Deviance Information Criterion (DIC)(Spiegelhalter et al., 2002),
reflecting the best trade-o↵ between fit quality and model complexity.

Statistical analysis

The percentage choice errors and median reaction times (RT) were calculated sep-
arately for each information condition for go and failed stop trials. Median RT in
each condition was calculated after removal of errors. RTs longer than 2.5 above
the mean were discarded as outliers (3.34% of all go trials). Stop signal reaction
time (SSRT) was estimated separately for the allSF, LSF and HSF information
condition using the so-called “integration method” (Verbruggen & Logan, 2009a).
Here, the relative finishing time of the stop-process is modeled as the percentile of
the go RT distribution equal to the probability of responding given a stop signal,
P(resp|stop). The e�ciency of the stopping process, SSRT, is estimated by sub-
tracting the average stop-signal delay (SSD) from the go RT percentile matching
P(resp|stop). For example when P(resp|stop)=0.5, SSD would be subtracted from
the median go RT. One way repeated measures Anovas were used to test how the
available spatial frequency information (allSF, LSF, HSF) a↵ects performance on
go and stop trials. The degree of slowing was defined as the di↵erence between
the LSF and All (LSF�All), the HSF and LSF (HSF�LSF), and the HSF and All
(HSF�All) condition, for SSRT, RT and % choice errors. One participant was
excluded from all analysis, due to a very high average SSD in the HSF condition
resulting in negative SSRT estimates, i.e. average SSD was larger than the go RT
matching the percentile for P(resp|stop).

Results

E↵ects of spatial frequency information on response inhibition

Table 6.1 shows the behavioral data for experiment 1. During go trials, reaction
times were increased in the HSF condition (F (2, 72) = 10.77, p < 0.001, ⌘2par =
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Table 6.1: Behavioral overview of all visual stop task experiments

Go RT % Choice error Failed Stop SSRT SSD P(resp)

Exp.1
allSF 622.4 ± 109.3 12.9 ± 12.8 591.1 ± 94.4 229.8 ± 78.7 417.2 ± 152.1 0.56 ± 0.07
LSF 622.3 ± 106.3 16.1 ± 13.1 602.2 ± 108.7 209.1 ± 98.7 428.8 ± 168.9 0.54 ± 0.06
HSF 656.6 ± 129.2 37.5 ± 8.7 647.1 ± 134.1 176.2 ± 85.9 495.4 ± 155.2 0.55 ± 0.07
Exp. 2
no cue
allSF 595.1 ± 93.4 9.4 ± 5.7 581.9 ± 76.0 283.7 ± 118.8 330.9 ± 141.8 0.56 ± 0.08
LSF 604.9 ± 91.2 14.3 ± 8.4 587.7 ± 96.5 239.3 ± 111.7 381.0 ± 137.1 0.56 ± 0.09
HSF 646.5 ± 101.5 37.9 ± 9.4 638.1 ± 86.8 220.0 ± 112.4 449.9 ± 160.8 0.58 ± 0.06
with cue
allSF 573.8 ± 91.9 10.0 ± 6.1 564.9 ± 56.8 270.5 ± 77.4 323.4 ± 133.5 0.57 ± 0.06
LSF 581.2 ± 82.4 13.9 ± 7.5 578.3 ± 78.7 241.0 ± 101.1 361.3 ± 127.8 0.56 ± 0.07
HSF 616.6 ± 79.4 36.5 ± 9.1 629.6 ± 94.8 229.4 ± 111.1 413.3 ± 151.3 0.58 ± 0.06

Values are mean ± SDs. The cue refers to the spatial frequency information that was (or not)
provided prior to the stimulus. SSD = stop-signal delay in milliseconds (ms); SSRT= stop signal
reaction time in ms; Go RT = median reaction time in ms; Failed Stop= RT in ms for failed
stop trials; P(resp)= probability of responding given that a stop signal was sounded.

Table 6.2: Estimated HDDM parameters for all visual stop-task experiments

Subject Estimates Group Estimates

a Ter v a Ter v

Exp.1
allSF 2.17 ± 1.37 0.29 ± 0.07 2.32 ± 1.31 1.83 ± 0.18 0.28 ± 0.02 2.32 ± 0.28
LSF 2.04 ± 1.41 0.30 ± 0.08 2.10 ± 1.39 1.70 ± 0.11 0.29 ± 0.02 2.09 ± 0.27
HSF 1.16 ± 0.14 0.36 ± 0.08 0.39 ± 0.37 1.16 ± 0.17 0.35 ± 0.02 0.39 ± 0.28
Exp. 2
no cue
allSF 1.57 ± 0.63 0.34 ± 0.05 2.33 ± 0.62 1.45 ± 0.17 0.33 ± 0.02 2.33 ± 0.36
LSF 1.28 ± 0.31 0.37 ± 0.05 1.84 ± 0.62 1.24 ± 0.09 0.36 ± 0.01 1.84 ± 0.31
HSF 1.08 ± 0.15 0.39 ± 0.05 0.45 ± 0.43 1.07 ± 0.07 0.39 ± 0.01 0.45 ± 0.30
with cue
allSF 1.33 ± 0.38 0.35 ± 0.04 2.25 ± 0.76 1.28 ± 0.08 0.35 ± 0.01 2.25 ± 0.30
LSF 1.22 ± 0.25 0.37 ± 0.04 1.88 ± 0.66 1.19 ± 0.07 0.37 ± 0.01 1.88 ± 0.29
HSF 1.07 ± 0.12 0.38 ± 0.05 0.50 ± 0.41 1.06 ± 0.05 0.38 ± 0.01 0.50 ± 0.30

Values are mean ± SDs for all parameters of the most representative drift di↵usion model dur-
ing each visual stop task. Note that for group estimates, SD is computed from the posterior
distribution of parameter estimates.

0.23; Figure 6.4A left panel), while the percentage errors decreased over the three
conditions from allSF to HSF (F (2, 72) = 132.6, p < 0.001, ⌘2par = 0.79; Fig-
ure 6.4A middle panel). Notably, model selection indicated that a HDDM where
the rate of information accumulation, “drift rate” (v), response “boundary” (a),
and non-decision time (Ter) were all allowed to vary across the spatial frequency
conditions, best explained the observed RT di↵erences (Supplementary Table 6.5
and Figure 6.8). In line with our predictions, inspection of the drift rate param-
eters (Table 6.2), indicated that the rate of information accumulation (i.e., how
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fast information is gathered about the presented stimulus) decreased from allSF to
LSF, and HSF pictures (F (2, 72) = 76.00, p < 0.001, ⌘2par = 0.68; Figure 6.5A left
panel). Interestingly, further inspection of individual subject HDDM parameters
indicated a decease of response “boundary” (a) when information accumulation is
slowed (F (2, 72) = 16.94, p < 0.001, ⌘2par = 0.32; Figure 6.5A right panel), with
an additional increase in non-decision times (F (2, 72) = 15.56, p < 0.001, ⌘2par =
0.30).

Central to our hypothesis, we next examined how the type of visual frequency
information available a↵ects the e�ciency of response inhibition (Figure 6.4A
right panel). Importantly, stopping performance (SSRT) improved (decreased)
when the categorization of stimuli became more di�cult (F (2, 72) = 7.13, p <

0.01, ⌘2par = 0.17). Furthermore, the type of frequency information (from allSF
to HSF) increased average SSD (F (2, 72) = 12.81, p < 0.001, ⌘2par = 0.26), and
RT on failed stop trials (F (2, 72) = 11.86, p < 0.001, ⌘2par = 0.25). No e↵ects of
spatial frequency information were found on P(resp|stop).

Finally, supporting the independency assumptions of the horse race model
(Band et al., 2003; Logan, 1994), we found no correlation between the degree
of slowing during go trials and decreasing SSRTs (all p > 0.05). Therefore,
the current results indicate an independent e↵ect of available visual frequency
information on response initiation and inhibition.

Discussion

Experiment 1 examined how the spatial frequency of available information a↵ects
the e�ciency of action control. Consistent with the literature (Broggin, Savazzi,
& Marzi, 2012; Costen et al., 1996; Vuilleumier et al., 2003), results indicated
that categorization of faces becomes increasingly di�cult as the spatial frequency
of available information ranges from the full spectrum (allSF) to only LSF, and
HSF. Across the frequency conditions, the speed of information accumulation
decreased; while both the time to respond (go RT) and the percentage of choice
errors increased. The increased number of errors was further reflected in lowered
response boundaries when only HFS information was presented. That is, when
stimulus information was processed slowly, participants decreased their response
“boundaries”, and required less information to reach a response decision.

Importantly, the type of spatial frequency presented also a↵ected the e�ciency
to withdraw a response. That is, stopping performance was more e�cient (faster)
when stimuli were more di�cult to categorize. We will discuss this point further
in the general discussion. Together, these results suggest that the type of spatial
frequency available a↵ects both response inhibition and initiation. Moreover, the
lack of a relationship between the degree of slowing and improvements in the
e�ciency of stopping suggested a di↵erential role for available spatial frequency
information during stop and go processes.
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Figure 6.4: E↵ects of spatial frequency information during the visual stop task, for experiment
1 (A) and experiment 2 (B). In all experiments Median Go RT (left panel) and % choice errors
(middle panel) increase when spatial frequency information is degraded, with the strongest e↵ects
for the slowly processed HSF information. Right side: the e�ciency to withdraw a response
(SSRT) improves, in all experiments, when categorization is more di�cult. Prior knowledge
about frequency type speeds up response initiation in general, without any further e↵ects.

6.3 Experiment 2

The goal of our second experiment was threefold. First, we examined the reli-
ability of e↵ects found in experiment 1. Second, we examined whether e↵ects
obtained in the stop-task could be generalized to the field of strategic decision-
making. Although the role of sensory evidence has been studied in numerous
decision-making studies (Drugowitsch et al., 2012; Heekeren et al., 2004; Huk &
Shadlen, 2005; O’Connell, Dockree, & Kelly, 2012) stimuli with a clear distinc-
tion in processing speed, as obtained by manipulating spatial frequencies, have
thus far not been examined, to the best of our knowledge. In the stop task,
participants either need to produce a response (go task) or withdraw a response
(stop-task). However, the stop-task in experiment 1 cannot address how spatial
frequency information a↵ects strategic behavior (fast or accurate response strat-
egy) within one category (e.g., response initiation). We therefore examined how
the type of available spatial frequency information would a↵ect response (initia-
tion) strategies when instructed to respond with a deadline. Finally, it is known
from attention and neuroimaging literature that when given prior knowledge, par-
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A

B

Figure 6.5: HDDM individual subject parameter estimates. In all stop experiments the rate of
information accumulation, “drift rate” (v) decreased when spatial frequency information was
degraded, with the strongest decrease when only HSF information was presented (left panel).
Slower rates of information processing decreased the decision boundary (a) to categorize the face
stimuli, in all experiments (right panel).

ticipants are capable of focusing on specific features that are di↵erential to the
visual system (Egner, Monti, & Summerfield, 2010; Egner et al., 2008; Kok, Rah-
nev, Jehee, Lau, & Lange, 2011; Spratling, 2010; Wolfe, 1994). Therefore, an
additional interesting question is whether advance knowledge about the type of
information available a↵ects controlled performances. We addressed this question
in a more explorative analysis, by asking how prior knowledge about the type of
information to be received (allSF, LSF, HSF) has an impact on decision-making
and action control.

Methods

Participants

Thirty healthy adults (10 male; mean age 22 years, range 18 � 34 years) partic-
ipated in this study. All participants provided written informed consent prior to
the experiment. A local ethics committee approved the experiment and all pro-
cedures compiled with relevant laws and institutional guidelines. All participants
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had normal or corrected-to-normal vision.

Task and Procedure

In experiment 2, each participant performed a set of four tasks. The order of task
presentation was varied across participants. All stimuli were presented at 7� of
the screen centre.

The visual stop task followed the same procedure described for experiment
1 (Figure 6.3), with the exception that stimuli were presented at 7� o↵ centre,
and responses were now made with the right hand index finger for “left” and
right hand middle finger for “right”. The visual cue stop-task was identical to the
visual stop task with the exception that now a cue, containing information about
the stimulus type, was presented before each trial for 500 ms. Specifically, the cue
indicated whether participants would receive a face with all frequency information
(“heel”, Dutch for all), only low spatial frequency information (“globaal”, Dutch
for global), or only high spatial frequency information (“lokaal” Dutch for local).
Note that the cue contained no information about face gender, which was needed
for a left- or right- response categorization.

During the visual speed-accuracy task, a cue instructed participants to re-
act as quickly (SN for “snel”, Dutch for fast) or accurately (AC for “Accuraat”,
Dutch for accurate) as possible to the presented stimulus on a trial-by-trial basis
(Figure 6.6). On each trial, participants decided whether the presented face stim-
ulus (containing either allLSF, LSF or HSF information) belongs to a male (right
hand index finger) or female (right hand middle finger). When a speed cue was
presented trials were followed by feedback stating “op tijd” (Dutch for on time)
whenever response times were below 450 ms, and “te langzaam” (Dutch for too
slow) whenever responses exceeded 450 ms. When an accuracy cue was presented
trials were followed by feedback stating “goed” (Dutch for correct) when a cor-
rect response was given, and “fout” (Dutch for incorrect) when participants gave
an erroneous response. The visual cue speed-accuracy task was identical to the
visual speed-accuracy task with the exception that now the cue contained infor-
mation about the stimulus type and the speed-accuracy condition. Specifically,
the speed-accuracy cue (i.e., “SN” for fast and “AC” for accurate) was combined
with the spatial frequency cue (“heel” for allSF, “globaal” for LSF, and “lokaal”
for HSF). For example, on a speed trial where participants would receive an LSF
face, the cue would indicate “SN globaal”; and on accuracy trials where an allSF
face would be presented the cue would indicate “AC heel”. Again, no information
was provided about face gender that was needed for a correct categorization.

In both visual speed-accuracy tasks the cue was presented before each trial,
for a period of 500 ms. The order of the presented cues was randomly mixed
across trials. Each trial started with a white fixation cross, followed by the face
stimulus for a period of 500 ms. The timing between the fixation cross and face
stimulus ranged from 500 to 700 ms (with steps of 50 ms). Prior to the actual
experiment all participants conducted a practice block of 24 trials to familiarize
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with the task. Participants subsequently performed two blocks of 240 trials each,
with a total of 480 trials, divided equally over the speed (240 total; 80 allSF, 80
LSF, 80 HSF) and accuracy (240; 80 allSF, 80 LSF, 80 HSF) conditions.

500

SP

AC

500

500

on time

too late

FeedbackResp window

500-700

0 ms 2000 ms

450 ms +ITI

Correct

wrong

350 ms

Resp window

AllSF
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HSF

AllSF

LSF
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Figure 6.6: Visual speed-accuracy task. Prior to each trial a cue was presented indicating a
speeded (“SP”) or accurate (“AC”). The presented face stimulus (male or female) indicated a
right- or left- response, and contained allSF, only LSF, or only HSF information. After a speed
cue, trials were followed by feedback stating on time if responses were below 450 ms, and too late
if responses were larger than 450 ms. Accuracy trials were followed by feedback stating either
correct if participants responded correct or incorrect when an error was made. For simplicity, the
cue and feedback text are displayed here in English, in the real experiment these were provided in
Dutch. Note that the prints underestimate the contrasts used in the current experiment, especially
for the HSF pictures. The letters displayed on each face are only included here for clarity and
were not on top of the faces during the experiment.

Hierarchical Bayesian Drift Di↵usion model

For both the visual stop- and visual cue stop tasks we defined the same set of
eight DDM models with the hierarchical drift di↵usion model (HDDM), that were
previously used in experiment 1. Recent advances have shown that the slowing of
reaction times between accurate and speeded responses (i.e., the speed-acuracy
tradeo↵ “SAT”) is best explained by a shift in the overall amount of evidence
needed to make a response (Forstmann, Dutilh, et al., 2008; Forstmann et al.,
2010; Mulder et al., 2010). Therefore, to best capture strategic response adjust-
ments between the two instruction conditions (speed and accuracy) we defined
a set of sixteen (two times the same eight models used in experiment 1) HDDM
models. Within these models boundary separation (a) was either fixed or allowed
to vary across all three types of stimuli (allSF, LSF, HSF) and both conditions
(speed and accuracy); while (consistent with experiment 1) the rate of information
accumulation (v), and non-decision time (Ter) were only fixed or allowed to vary
across the three frequency information conditions. As with all stop experiment,
we generated 100,000 samples for each model from the posteriors, where the first
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50,000 (burn-in) samples were discarded. Of the remaining 50,000 samples every
10th sample was saved, resulting in a trace of 5,000 samples. Proper chain con-
vergence was assessed using Rhat (Gelman et al., 2004). For all models, all chains
were converged (i.e., all Rhats were close to 1). The best model to describe the
data across the three conditions was selected on the basis of DIC (Spiegelhalter
et al., 2002).

Statistical analysis

Examination of behavioral parameters followed the same procedures as described
in experiment 1, for both visual stop tasks. Outlier rejection of RTs longer than
2.5 SD above the mean, resulted in a data reduction of 3.95% for all go trials in the
visual stop task, and 4.84% for all go trials in the visual-cue stop task. Repeated
Measures Anovas with spatial frequency information (allSF, LSF, HSF) and cue
(no cue, with cue) as factors, was conducted to examine how prior information
about spatial frequency type a↵ects go and stop performances. We could not
obtain reliable SSRT estimates for three subjects, due to very long (average) SSD
values during HSF trials. Therefore, these subjects were excluded from all further
analysis in the visual-stop task.

Outlier rejection in both visual speed-accuracy tasks resulted in a reduction of
3.47% for the task with no information cue, and 2.96% with information cue. Me-
dian RT and the percentage choice errors were calculated separately for speeded
and accurate trials. Repeated Measures Anovas with information (allSF, LSF,
HSF), condition (speed, accurate), and cue (no cue, with cue) as factors, was
used to examine how spatial frequency information a↵ects decision processes dur-
ing motivational response initiation. Two participants were excluded from both
speed-accuracy tasks. One participant did not understand the speed-accuracy in-
structions correctly, leading to very high percentage errors in all conditions (per-
centage choice errors > 50%) for one block. Another participant made excessive
omission errors (omission errors > 25%) in all conditions.

Results

How advance knowledge of spatial frequency type a↵ects stop
signal task performance

Figures 6.4B and 6.5B display the main e↵ects found in experiment 2, with the
cue and non-cue visual stop tasks. Complementing experiment 1, visual frequency
information increased both median RT (F (2, 52) = 24.19, p < 0.001, ⌘2par =
0.48) and percentage choice errors (F (2, 52) = 223.72, p < 0.001, ⌘2par = 0.90).
Formal di↵usion model analysis again indicated that a model where the rate
of information accumulation (v), response boundary (a), and non-decision time
(Ter) are all allowed to vary across spatial frequency conditions (information), best
explains the observed data in both visual stop tasks (Supplementary Table 6.5
and Figure 6.8). Repeated measures ANOVA indicated a decrease of “drift rate”
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(v) across the three information conditions (F (2, 52) = 183.95, p < 0.001, ⌘2par =
0.88; Figures 6.5B left panel). Replicating findings from experiment 1, response
boundary (a) was found to decrease across the frequency conditions (F (2, 52) =
22.34, p < 0.001, ⌘2par = 0.46; Figures 6.5B right panel), while Ter increased
(F (2, 52) = 20.93, p < 0.001, ⌘2par = 0.45). Importantly, again, the e�ciency
to stop a response improved when categorization of stimuli was more di�cult
(F (2, 52) = 10.84, p < 0.001, ⌘2par = 0.29). No relationship was found between
the rate of response slowing during go trials and improvements in the e�ciency
of stopping.

Notably, prior information about the type of frequency information (to be
received) only a↵ected the speed of response initiation (F (1, 26) = 4.65, p <

0.05, ⌘2par = 0.15; Figures 6.4B left panel). Inspection of HDDM parameters,
between the cue and non-cue experiments, showed an interaction between cue
and response “boundary” (F (2, 52) = 2.0, p < 0.05, ⌘2par = 0.13), where response
boundary di↵erences (di↵ = non cue a� cue a) decreased from allSF (di↵ = 0.24),
tot LSF (di↵=0.06), and HSF (di↵ =0.01). No further main e↵ects of cue, or inter-
actions with spatial frequency information and cue, were found when inspecting
the other behavioral parameters (all F < 1). The current results replicate find-
ings from experiment 1, and show that prior visual information generally speeds
RT through adjustments in response boundary, without reducing any di↵erences
in categorization di�culty or stopping e�cacy. We will return to this point in
the general discussion.

E↵ects of spatial frequency information on speeded or accurate
response strategies

Table 6.3 gives an overview of the behavioral data in both speed-accuracy tasks.
Inspection of response times indicated a significant interaction between context
(speed, accurate) and information (allSF, LSF, HSF) on median RT (F (2, 54) =
23.95, p < 0.001, ⌘2par = 0.47; Figure 6.7A), and percentage choice errors (F (2, 54)
= 4.12, p < 0.05, ⌘2par = 0.13; Figure 6.7B). Analysis of within-subject contrasts
indicated that the di↵erence between speeded and accurate responses increases
over the three information conditions for correct RT (F (1, 27) = 42.15, p <

0.001, ⌘2par = 0.61), while decreasing for percentage choice errors (F (1, 27) =
5.61, p < 0.05, ⌘2par = 0.17). A HDDM model where response boundary (a) was
allowed to vary across context (speed, accurate) and spatial frequency (allSF,
LSF, HSF), while “drift rate” (v) and non-decision time (Ter) only was allowed
to vary across the frequency conditions, best captured strategic response adjust-
ments in both speed-accuracy tasks (Supplementary Table 6.6 and Figure 6.9).
Consistent with the observations in the visual stop tasks, the rate of information
accumulation (v) decreased across the three frequency conditions (F (2, 54) =
101.32p < 0.001, ⌘2par = 0.79; Figure 6.7C), while Ter increased for the HSF
pictures (F (2, 54) = 4.60, p < 0.05, ⌘2par = 0.15; Table 6.4). As shown in Fig-
ure 6.7D, response boundary (i.e., how much information does one require before
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producing a response) was higher for accurate responses (F (1, 27) = 26.86, p <

0.001, ⌘2par = 0.50), when compared to the speeded condition. Both for speeded
and accurate instruction trials, response boundaries were lowered when only
HSF information was presented, and gender categorisation was most di�cult
(F (1, 27) = 17.45, p < 0.001, ⌘2par = 0.39). We obtained no e↵ects of prior
knowledge (about frequency) on speeded or accurate responses (all Fs < 1).
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Figure 6.7: E↵ects of spatial frequency on decision-making. A) The di↵erence between speeded-
and accurate- reaction times (SAT) increased over the three frequency conditions. B) Overall,
error rates increased over the three conditions while the SAT in % choice errors became smaller
between fast and accurate trials. Computational modeling indicated that the speed of information
accumulation is decreased over the three conditions (C). The amount of information required
to produce a response is higher when instructed to respond accurately, but decreases across the
frequency conditions for both speeded and accurate instruction trials (D).

Discussion

Findings from experiment 2 replicate and extend findings from experiment 1 by
suggesting that the type of available visual frequency information di↵erentially
a↵ects the regulation of response inhibition and decision-making. When partici-
pants were engaged in a visual decision making task, the type of available informa-
tion interacted with the speed-accuracy tradeo↵ (SAT) for correct and incorrect
responses. Interestingly, formal reaction time analysis, using HDDM, indicated
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that the rate of information accumulation and response boundaries decrease over
the three frequency conditions, while response boundary is additionally altered
between speeded and accurate instruction trials. Taken together, these findings
imply that when perceptual information is processed at a slow rate participants
are more ready to withdraw, and lower their criteria to reach a decision while
maintaining a di↵erential strategy toward speeded or accurate responses

During the visual inhibition task, lower levels of available visual information
were again related to longer reaction times, lower rates of information accumu-
lation, a higher percentage of choice errors, and most notably shorter inhibition
times. Importantly, prior information about the type of stimuli to be received
speeded correct responses without a↵ecting the e�ciency to stop. This latter
finding further supports theoretical accounts of the horse race model, and sug-
gests that the e↵ects of information on SSRT are independent from advancements
in the level of response preparation. Additionally, this e↵ect suggests that sub-
jects are capable of using the spatial scale of information as an attention feature by
priming the high and low spatial frequency systems selectively. This information
can then subsequently be used to speed up response initiation when stop-signals
are omitted and response initiation becomes relevant. Notably, no e↵ect of cue
was found in the visual decision making task.

6.4 Experiment 3

In experiment 2, prior information about the type of spatial frequency informa-
tion advanced go responses in the visual inhibition task, but not in the visual
decision making task. One possible explanation for this discrepancy might be
the overall longer RT during the inhibition task. The faster response times in
the decision-making task (even during accurate trials) might be a direct result
of the mixed design used in experiment 2, where accurate and speeded trials are
randomly intermixed. An alternative explanation for the discrepancy might be
that participants ignore the information cue, because the context cue is deemed
more relevant on a trial-to-trial basis. Therefore, a blocked design where dif-
ferences between speeded and accurate trials become even more apparent, while
the information cue becomes more relevant on a trial-to-trial basis, might reveal
comparable e↵ects of prior information on response initiation in the stop and
speed-accuracy task. experiment 3 examined whether prior knowledge about the
type of spatial frequency information a↵ects decision-making in a blocked design,
containing mini blocks of either speed or accurate instruction trials.

Methods

Participants

Thirty-nine healthy adults (20 male; mean age 20 years, range 17 � 30 years) par-
ticipated in this study. All participants provided informed written consent prior
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to the experiment. A local ethics committee approved the experiment and all pro-
cedures compiled with relevant laws and institutional guidelines. All participants
had normal or corrected-to-normal vision.

Task and Procedure

Task and procedure for both the cue and normal visual decision-making task
were identical to experiment 2 with the following exceptions: 1) Trials were now
divided into mini blocks of 30 trials with the same cue for speed or accuracy, 2)
participants performed a total of 600 trials, during two large blocks of 300 trials,
containing a total of 10 speed (300 trials; 100 allSF, 100 LSF, 100 HSF) and 10
accuracy (300 trials; 100 allSF, 100 LSF, 100 HSF) mini blocks, 3) The practice
block contained 40 trials with two mini speed (10 trials) and two mini accuracy
blocks, and 4) responses were made with the right- and left- index finger.

Statistical analysis

Outlier rejection resulted in a reduction of 3.54% for the non-cue task, and 3.86%
for the cue task. Statistical procedures were identical to the one described for the
visual decision-making task in experiment 2. One participant did not complete the
task and was excluded from all analysis. Two participants responded at chance
level in all conditions and were excluded from all further analysis. One participant
made excessive omission errors (> 20%) in all conditions, and was also excluded
from all further analysis.

Results

Advance knowledge of spatial frequency type during speeded or
accurate responses

In line with previous findings, the speed-accuracy tradeo↵ increased over the
three information conditions for correct responses (F (2, 70) = 9.47, p < 0.01,
⌘

2par = 0.21), while the di↵erence in error rates decreased (F (2, 70) = 20.17, p <

0.001, ⌘2par = 0.37). Again, prior information about the type of visual frequency
had no e↵ect on the speed of correct or erroneous responses (all p > 0.05).

Discussion

Experiment 3 examined the potential e↵ect of prior knowledge on correct and
incorrect responses in a blocked speed-accuracy design. In line with the initial
observations of experiment 2, prior knowledge about the type of spatial frequency
information had no e↵ect on response strategies during fast or accurate responses.
Therefore, prior information might only be relevant when it motivates one task
set over the other. That is, during the stop task participants have to prepare a go
response, but also be motivated to withdraw this response in time if a stop signal
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is sounded. Prior information about the type of information is then relevant for
the go task, but not the stop task. In the speed-accuracy task prior knowledge is
relevant for both speeded and accurate responses. We will discuss this point in
more detail below in the general discussion.

6.5 General Discussion

The present study examined how bottom-up sensory processing of spatial fre-
quency information interacts with strategically controlled behavior during in-
hibitory control and decision-making. We found that the available type of spatial
frequency information, di↵erentially, but robustly, a↵ects the e�ciency to sup-
press a planned response as well as the balance to react quickly or accurately.

During all visual stop-tasks, formal modeling of the reaction time data in-
dicated that the quality of sensory information, extracted from the stimulus,
decreased with degraded levels of spatial frequency information; consequently re-
sulting in prolonged reactions times, decreased accuracy, and a lowered response
boundaries. Importantly, degraded types of frequency information were also re-
lated to more e�cient inhibition times. The lack of a relationship between e↵ects
found on go (degree of slowing) and stop (improved stopping; SSRTs) trials indi-
cated that degraded frequency information not only prolongs response planning,
but independently also speeds response withdrawal. This di↵erential e↵ect on
go and stop trials goes well with the dominant horse-race model (Band et al.,
2003; Logan, 1994; Verbruggen & Logan, 2008), which asserts that the stop and
go process are independent, and compete for the first finishing time. Potentially,
the greater certainty that comes with the accumulation of fast low spatial fre-
quency information shortens the finishing time of the go response, while the cost
of suppressing a correct response is increased (Shenoy & Yu, 2010). That is,
when visual information has endowed us with a fast and secure response plan, we
are more slow and reluctant to withdraw the investment to abort and suppress
the prepaid response. On a more general level, these results suggest that when
visual information is more complete and swiftly processed, response production
decisions become more certain, benefitting both in time and accuracy, while the
readiness or motivation to stop a correct response is reduced and therefore takes
longer to process (Huizenga, Molen, Bexkens, Bos, & Wildenberg, 2012; Leotti &
Wager, 2010).

A second goal of this study was to examine how spatial frequency information
would a↵ect other types of controlled behavior such as strategic decision-making.
While the stop-experiments focused on two separate response categories (i.e., stop
and go), we used decision-making paradigms to examine how strategic responses
within one category (i.e., speeded and accurate go), are a↵ected by the type of
visual frequency information presented. Again, modeling of response times sug-
gested that the rate of information accumulation and the amount of information
needed to reach a decision, both decrease over the frequency conditions during
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all trials. In addition, participants were more cautious and required more infor-
mation when motivated to respond accurately (as compared to fast instruction
trials). Reaction time analysis indicated that when categorization was correct,
response time di↵erences between speeded and accurate trials (speed-accuracy
tradeo↵; SAT) increased with the decay in stimulus strength. Notably, an op-
posite e↵ect was found when categorization was incorrect, as SAT di↵erences in
percentage choice errors became smaller with reduced stimulus quality. Thus,
while response boundaries were increased as a function of motivation (respond
accurately), the parallel decrease of response boundaries across frequency con-
ditions prevented a su�cient improvement in accuracy rates when the pace of
information processing was very low (i.e., during HSF trials).

An important observation that stands out in all experiments is the robust
e↵ect of frequency type on the speed of information processing and response
“boundaries”. That is, in all experiments, the rate of information processing con-
sistently decreased across the three frequency conditions (allSF, LSF, HSF; with
the strongest decrease from allSF to HSF), while the criteria for information accu-
mulation was lowered. Previous work has demonstrated di↵erential e↵ects of high
and low spatial frequency filters on simple choice RT (Costen et al., 1996), emo-
tional processing of faces (Vuilleumier et al., 2003), and face perception (Cheung,
Richler, Palmeri, & Gauthier, 2008; Gardelle & Kouider, 2010; Go↵aux & Ros-
sion, 2006). However, while HSF and LSF stimuli have been found to produce
di↵erential e↵ects on performances, the direction of these e↵ects has not always
been conclusive. Therefore, theories have proposed that while gender judgments
might rely equally on LSF and HSF information, specific demands of the task
determine the importance and use of each frequency band (Ruiz-Soler & Beltran,
2006; Schyns & Olivia, 1999). In the current study we observed stronger e↵ects
when presenting only HSF information (as compared to LSF information) on reac-
tion times, error rates, stopping performances and strategic decision-making. One
explanation relates this e↵ect to the speed of information convention in the brain,
by suggesting that distinct neural pathways in the visual system are selectively
sensitive to di↵erent ranges of spatial frequencies (Livingstone & Hubel, 1988;
Merigan & Maunsell, 1993). Specifically, detailed HSF information is thought
to travel through the ventral cortical visual stream via the slow parvocellular
channels, while the fast and more primitive magnocellular pathways carry LSF
information. Indeed, formal analysis of the reaction time data supported this the-
ory and indicated that HSF information is processed at a slower rate than LSF
information. Therefore, our findings, in conjunction with the published literature,
demonstrate a robust e↵ect of spatial frequency information on performance and
further underline the importance of speed in sensory processing during voluntary
action control.

The final goal of the current experiment was to explore how prior knowledge
about the type of future frequency information impacts on motivational or in-
hibitory performance. In the stop-signal task, prior information about frequency
type advanced response production, but it had no e↵ect on stopping, “drift rate”,
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6. Frequency information in Action Control

response boundary, errors, or performance di↵erences between frequency cate-
gories. By contrast, no e↵ects of prior information on response production were
found on speeded or accurate responses in the visual decision making tasks. One
possible, but suggestive, explanation for this dissociation between e↵ects on re-
sponse production might be the relevance of the cue for the response that is
prepared (Kok et al., 2011; Rauss, Schwartz, & Pourtois, 2011). In the stop-
task, two separate response sets are prepared (go and stop); precue information
about the type of visual information to be received is directly relevant only for
go responses, not for response inhibition. Therefore, targeted top-down attention
to specific sensory features (e.g., through the parvo- or magnocellular pathways)
could advance the finishing time of response production, without a↵ecting the ef-
ficacy to stop. By contrast, the relevance of the cue for strategic decision-making
is less clear and advantageous, because both speeded and accurate responses fall
within one and the same response category (i.e., response production) and cannot
be independent.

Alternatively, the use of cue information might be related to the speed of
response production. Due to the possible need of stopping, reaction times for
response initiation were slow and averaged around 600ms in the stop-signal tasks.
Potentially, cue information might be especially beneficial to advance the finishing
time of the go process when response initiation is built up slowly. Consistent with
this theory, overall reaction times in the speed-accuracy tasks were much faster
and averaged around 400ms for speeded trials, and 500ms for accurate trials.
When participants are given a speed instruction, the buildup of response initiation
might already be too fast to profit from the information cue. Accordingly, when
instructions emphasize accuracy over speed, cue information that leads to faster
responding might be fully ignored. Critically, however, more work on the role of
sensory expectations in action control and decision-making is required for a full
comprehension of current cue results. A crucial question for further research in
this field is how or whether prior knowledge about sensory information interacts
with top-down attention during visual decision-making and response inhibition
(Kok et al., 2011; Summerfield & Egner, 2009; White et al., 2011) .

In conclusion, the use of manipulated spatial frequency information in two
prominent response control paradigms indicated a strong interplay between bottom-
up sensory processing and strategic behavior. Importantly, detailed information
that was processed at a slow rate had the strongest e↵ects on all strategic actions.
In more general terms, the current results suggest that the quality of visual in-
formation has a di↵erential e↵ect on the deliberate production and inhibition of
planned actions.
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6.6. Supplementary Information

6.6 Supplementary Information

Figure 6.8: Examples of posterior predictives (grey lines) from the winning HDDM, on top of the
observed normalized reaction time distributions (black) for a representative participant. Errors
have been mirrored along the x-axis to display correct and incorrect RT distributions in one
plot. A) visual stop task experiment 1, B) visual stop task experiment 2, C) visual cue stop task
experiment 2.

Figure 6.9: Posterior predictives (grey lines) and observed reaction times (black lines) in the vi-
sual speed-accuracy task (experiment 2) for a representative participant. A) Accurate instruction
trials, B) speeded instruction trials.
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6. Frequency information in Action Control

Table 6.5: Model selection with HDDM for the visual stop tasks

Model Vary Exp. 1 Exp. 2: no cue Exp. 2: with cue

1 a, v, Ter 4447.4 337.8 �877.6
2 a, Ter 4985.1 716.9 �558.4
3 a, v 5038.7 544.6 �703.8
4 v 5275.6 836.1 �484.0
5 v, Ter 6160.7 1504.9 212.5
6 a 6229.7 1554.6 256.9
7 Ter 6494.5 1930.8 554.0
8 Fix all 7026.0 1953.8 592.0

Values represent deviance information criterion (DIC). Lower values indicate a better balance
between fit and complexity. For clarity values representing the optimal model are printed in bold.
[v: drift rate, a: boundary, Ter: non-decision time].

Table 6.6: Model selection with HDDM during decision-making

Vary DIC

Information context no cue with cue

a, v, Ter a �1497.0 �1978.7
a, v a �983.1 �1568.0
v a �925.3 �1455.2
a, Ter a �591.6 �1052.9
Ter a �567.3 �991.2
a, v, Ter Fix all �242.2 �816.3
v, Ter Fix all �216.3 �700.1
Fix all a �11.0 �533.1
a a 0.4 �550.3
a, v Fix all 158.9 �466.8
v Fix all 217.1 �356.9
a, Ter Fix all 574.6 46.7
Ter Fix all 607.0 161.0
a Fix all 1061.6 484.4
Fix all Fix all 1069.0 524.9
v, Ter a 1425.4 �1876.5

Information indicates that parameters were allowed to vary across the three visual frequency
conditions (allSF, LSF, HSF). Context indicates that parameters were allowed to vary across the
speed and accuracy condition. For clarity values representing the optimal model are printed in
bold. In both tasks, the winning model (with the lowest DIC) allowed drift rate (v), boundary
separation (a), and non-decision time to vary across spatial frequency information while boundary
separation (a) was additionally allowed to vary across context.
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chapter 7

DISCUSSION

In isolation, no single node in the brain can achieve the goal of deliberately ini-
tiating or inhibiting a planned action. To understand how we implement action
plans this dissertation focused on co-activation, and examined how di↵erent re-
gions within our brain work together as a network. In the following sections I
will summarize and interpret the obtained results, while arguing how the relay of
information between the cortex and basal ganglia is key in the implementation
of all controlled actions. Before concluding, I will discuss some limitations of our
current approach, and outline possible future directions.

A hyperdirect-indirect route to stop all actions

In the last decade, a consistent body of literature had identified the rIFG, preSMA,
and the basal ganglia as key nodes in the process of full response inhibition (for
a review see Chambers et al., 2009; Aron, 2011). However, in humans a direct
comparison of dominant models that could best explain the activity pattern within
and among these regions was missing. In chapter two, we aimed to fill this gap
by using an region of interest (ROI) approach in combination with the ancestral
graphs method to test specific hypotheses about two well-defined fronto-basal
ganglia pathways associated with the process of response inhibition. We identified
the optimal model when the hyperdirect and the indirect pathway were combined
in one model. The reliability of these findings was assessed in chapter four, where
again the combined hyperdirect-indirect model was best predictive for the pattern
of brain activation during both reactive and proactive stop trials. In addition, the
overall model strengths of the hyperdirect-indirect model were found to be higher
for successful stopping as compared to failed stopping. Based on these findings,
we propose that both the hyperdirect and indirect pathways play a crucial role
in the process of response inhibition and work together to implement control
on trials where participants are required to fully stop a planned response. In
addition, we propose that when the communication between the key areas in the
hyperdirect-indirect route is more e�cient, suppression of basal ganglia output
with downstream inhibitory e↵ects on the primary motor cortex (M1) is more
likely to succeed.

The dynamics of top-down projections map onto the behavioral
e�ciency to stop

Another important observation in chapter two was made when we inspected the
relationship between behavioral indices of response inhibition and top-down con-
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7. Discussion

nection strength of the hyperdirect-indirect model. On successful stop trials, the
individual e�cacy to fully stop a response (SSRT) was di↵erentially predictive
for the strength of e↵ective connectivity from cortical areas (rIFG and preSMA)
to the striatum. Participants who had higher connection strengths between the
preSMA and the striatum needed more time to stop a response, whereas higher
connection strengths between the rIFG and the striatum were related to shorter
SSRT. This relationship was further supported by the strong negative relation-
ship between the two cortex to striatum connections. On failed stop trials, we
found that the amount of experienced interference as indexed by the Simon ef-
fect was predictive for e↵ective connectivity in the hyperdirect-indirect model.
Participants who experienced more interference also had a stronger connection
between the preSMA and the striatum. From a theoretical perspective, the stria-
tum is thought to weigh all incoming information to facilitate the selection and
implementation of actions, while simultaneously suppressing competing alterna-
tives. When planned responses need inhibition, stronger connection strengths
from the preSMA might reflect an increased level of observed conflict (i.e., go is
now changed in stop), while projections from the rIFG into the striatum help to
update the relevance for an inhibitory act. On a broader perspective, the close re-
lationship between performance control and the fronto-basal ganglia connections
point toward a top-down mechanism that underlies inhibitory action control.

Proactive control: neural mechanisms and connectivity networks

Chapters three and four focused on the neural indices of proactive response inhi-
bition. In chapter three, we examined proactive inhibitory control using a condi-
tional stop paradigm. Participants were asked to stop planned responses when a
beep followed (for example) a right button press signal (“critical” direction), but
to keep on going when a beep followed a left press signal (“noncritical” direction).
In chapter four, a probabilistic stop task (i.e., where cues indicate the likelihood
of stop signal presentation) was used to examine strategic response adjustments
when participant anticipate an increased chance of stop signal presentation. In
both chapters, proactive inhibitory control was reflected in increased reaction
times and accuracy levels during go trials when the need of potential stopping
was higher (either indicated by a cue, or critical direction). The results of formal
mathematical analysis of go trial responses further indicated that participants
become more cautious when the probability of a stop signal presentation is in-
creased. In chapter three, fMRI analysis of go trial data comparing “critical” with
“noncritical” trials found increased activity in regions typically used for “reactive
stopping” (i.e., rIFG, preSMA, STN, striatum). In addition, a greater degree of
slowing on “critical” go trials was related to a higher level of activation within
these regions. Chapter four supported these results, and further showed that
when the likelihood of a stop-signal was increased, the hyperdirect-indirect model
was proactively and fully recruited on go trials. These findings indicate that when
the likelihood of stopping is increased, participants are motivated to prepare a
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stop plan proactively even when the signal for response inhibition is omitted.

The strategic gain of proactive preparation

In chapter two, we suggested that top-down control of the basal ganglia mostly
involves the communication of conflict (i.e., between new and already prepared
action plans) and the need to actively update or change prepared action plans.
But what if preparation reduces conflict, and so removes the need to actively
change prepared plans. One possibility could be that the advance preparation
of multiple action plans (i.e., a plan to go and stop) reduces the reliance of the
basal ganglia on the prefrontal cortex to gate selected actions. Support for this
hypothesis was found in chapter four, where we compared top-down connection
strengths from the cortex into the basal ganglia during reactive and proactive stop
trials. That is, when the likelihood of a stop trial presentation was small, actual
stop trials were accompanied by stronger top-down projections from the rIFG and
the preSMA into, respectively, the striatum and STN to accomplish successful re-
sponse inhibition. These top-down projections were weaker when participants
were expecting stop-signals, and had already prepared the hyperdirect-indirect
network proactively. These findings suggested that top-down control is strongest
in an unpredictable environment, where the prefrontal cortex plays an impor-
tant (updating/conflict resolving) role in the implementation of new salient plans
(i.e. change go to stop now). Importantly, these results further indicate that
the advance preparation of action plans reduces the need for reactive top-down
control of the basal ganglia, making the prefrontal cortex more available for other
internally maintained goals.

A sensory informed route for perceptual action selection

In chapter five, we examined how the cortex and basal ganglia interact to se-
lect and initiate action plans. To define a desired motor output, we often inte-
grate sensory information from our environment with abstract goals and response
plans. Most theories of action selection have focused on the interplay between
the goal-oriented prefrontal cortex (PFC) and the basal ganglia. In chapter five,
we examined how information from sensory regions is integrated into this circuit
to facilitate response selection. We further investigated the dynamics of infor-
mation relay by manipulating the quality of sensory information used for action
selection. That is, fMRI data was collected while participants performed a stop
task, with faces as go stimuli containing low-, high-, or all spatial frequencies.
Supporting theoretical frameworks, go trial fMRI activity was best represented
when both the facilitating direct pathway, and the more deliberate and balanc-
ing indirect pathway (including the STN) originated from the striatum (Mink,
1996; Redgrave et al., 1999). Importantly, the optimal model contained e↵ective
connectivity projections from both the PFC and sensory regions into the basal
ganglia. Originating from the PFC, the striatum received inputs from the DLPFC
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7. Discussion

and the preSMA. Additionally, sensory regions within the ventral stream (related
to face processing or scene content/saliency) projected into the basal ganglia,
while the dorsal stream (related to the integration of sensory information) linked
with both the basal ganglia and the prefrontal cortex. Given these results, we
conclude that perceptual decision-making is based on the communication of both
raw stimulus information (sensory to basal ganglia) and abstract response plans
(prefrontal cortex to basal ganglia).

Cortico-basal ganglia dynamics of information relay

A second goal of chapter five was to examine how the ease of stimulus identi-
fication a↵ects the strength of information relay between the cortex and basal
ganglia. In behavior, prolonged reaction times and increased error rates con-
firmed that gender identification in faces becomes more di�cult with the selective
removal of spacial frequency information. Formal analysis of reaction time data
indicated that when information accumulation progresses slowly, the required ac-
curacy levels are lowered to a↵ord timely action selection. Importantly, the ease
of stimulus identification and related strategic adjustments were also reflected in
the dynamics of information relay between the cortex and basal ganglia. When
stimulus identification was di�cult, the DLPFC and the fusiform face area in-
creased their e↵ort to convey both raw and processed stimulus information into
the striatum. Concurrently, the influence of preSMA on the striatum, and lateral
occipital projections into the STN were weakened to allow for lowered criteria for
correct decisions. In the previous chapters, we observed that the communication
between cortex and basal ganglia is key in the implementation of active response
inhibition. Observations from chapter five extend these findings by highlighting
the importance of cortico-basal ganglia dynamics in action selection. In our opin-
ion, these results show that perceptually optimal decisions are framed in the basal
ganglia through top-down adjustments from the prefrontal cortex, and bottom-up
stimulus evaluations from the sensory cortex.

Perceptual uncertainty in Action Control

In chapter five, we established how the manipulation of spatial frequency infor-
mation a↵ects cortico-basal ganglia dynamics during action selection. However,
while we observed more e�cient inhibition times when spatial frequency infor-
mation was removed, these e↵ects were not significant when tested in the fMRI
scanner. Recently, a study focusing on the e↵ects of fMRI noise on performance,
showed a significant reduction of behavioral e↵ects when participants were tested
while hearing MRI scanner noise (Hommel et al., 2011). In line with these find-
ings, we observed (in chapter two) that in the stop-simon task, long inter-trial
intervals chosen to gain an optimal BOLD estimation per trail (for connectivity
analysis), together with the conduction of the experiment in the MRI scanner
weakened the magnitude of the strong interference e↵ect usually observed in this
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task. Therefore, to better understand how perceptual uncertainty a↵ects action
control, chapter six focused exclusively on behavior. In a series of seven behav-
ioral studies, we examined how di↵erent types of spatial frequency information
a↵ect the process of response inhibition and selection. Participants underwent a
stop-signal task, a two choice speed/accuracy balance experiment, and a variant
of both these tasks where prior information was given about the nature of stim-
uli. In all experiments, stimuli were either intact, or contained only high- or low-
spatial frequencies. Overall, drift di↵usion model analysis showed a decreased
rate of information processing when spatial frequencies were removed, whereas
the criterion for information accumulation was lowered. When spatial frequency
information was intact, the cost of response inhibition increased (longer SSRT),
while a correct response was produced faster (shorter reaction times) and with
more certainty (decreased errors). Note that these results were consistent across
three separate experiments conducted with the stop-signal task. When we ma-
nipulated the motivation to respond with a deadline (i.e., be fast or accurate),
removal of spatial frequency information slowed response times only when in-
structions emphasized accuracy. However, the slowing of response times did not
improve error rates, when compared to fast instruction trials. To conclude, our
behavioral studies suggest that the removal of spatial frequency information dif-
ferentially a↵ects the speed of response initiation, inhibition, and the e�ciency to
balance fast or accurate responses. However, more research is needed to under-
stand why results from within the scanner di↵er from results outside the scanner.

Future research

In this dissertation we complement neurophysiological, primate, and computa-
tional modeling work on the role of fronto-basal ganglia circuits during voluntary
action control (Mink, 1996; Hikosaka & Isoda, 2010; Frank, 2006). However,
two important issues require further research. First, we encourage future work
to question both the validity and reliability of the reported findings. Although
we report some replications, more work form di↵erent labs, and from other disci-
plines is essential to better interpret our current results. For example, to examine
the validity of our connectivity results, future work could combine TMS with an
fMRI-ancestral graphs study. Here, regions important for the reported networks
could be disrupted to evaluate network validity. Second, we encourage future
work to combine model-driven connectivity approaches across multiple imaging
techniques. Although this dissertation sheds some light on the interplay between
the cortex and basal ganglia in action control, we add very little when one consid-
ers aspects of timing. Because action control is often a rapid and e�cient process,
the combination of techniques such as EEG or MEG with deep brain stimulation
(DBS) could greatly benefit our current beliefs about the interplay between cortex
and basal ganglia.
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7. Discussion

Concluding remarks

In brief, the studies reported in this dissertation focus on the interplay between the
cortex and the basal ganglia when responses are selected or need inhibition. Based
on the studies conducted, the following conclusions can be drawn: 1) response
inhibition recruits a fronto-basal ganglia circuit with both the deliberate indirect,
and the fast response-braking hyperdirect pathway. 2) This inhibitory circuit is
also recruited proactively (already during action preparation) when we anticipate
a high chance of future stopping. 3) perceptual decision-making recruits a cortico-
basal ganglia circuit containing the facilitating direct and the more deliberate
indirect pathway. 4) When response selection is based on perceptual information,
the direct and indirect pathways originating from the striatum are informed by
incoming information from the goal-oriented PFC and the information oriented
sensory cortex. In conclusion, the model-driven connectivity approach used in
this dissertation highlights the importance of cortico-basal ganglia routes in the
formation of deliberate action plans.
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Dagelijks stappen velen van ons op de fiets of in de auto, om in de drukke ocht-
endspits op weg te gaan naar ons werk. Waar we niet altijd bij stilstaan, is dat
we dagelijks in een noodvaart informatie uit onze omgeving omzetten in een ac-
tieplan. Bijvoorbeeld, al ver voor we echt bij een stoplicht aankomen zijn we al
aan het anticiperen hoe lang het licht nog op groen blijft, of we wel of niet door
moeten fietsen bij oranje, en hoe we het beste abrupt kunnen stoppen wanneer
het licht toch ineens op rood springt. Het doelmatig kunnen plannen, controleren,
of juist terugtrekken van een handeling is een belangrijk onderzoeksgebied binnen
de psychologie, met raakvlakken aan zowel verslavingsonderzoek (je hebt cont-
role nodig om niet weer te roken), als aan neuro-cognitieve aandoeningen zoals
Parkinson of Huntington � waar degeneratieve stoornissen in het brein bewuste
controle in de weg staan. De opkomst van neurowetenschappelijk onderzoek heeft
ons de afgelopen tien jaar veel geleerd over breingebieden die een belangrijke rol
spelen tijdens het proces van actiecontrole. We weten echter nog erg weinig over
de samenwerking tussen deze gebieden. Tijdens mijn promotie heb ik onder-
zocht hoe verschillende gebieden in ons brein met elkaar samenwerken wanneer
wij doelgericht proberen om ons gedrag te controleren.

Achtergrond

Het doelbewust kunnen controleren van ons gedrag - denk aan fietsen van huis
naar werk - is binnen de psychologie veel bestudeerd met paradigma’s die de focus
leggen op het kunnen plannen of juist terugtrekken van een response. Een veel
gebruikt paradigma is de stoptaak, waar proefpersonen steeds opnieuw een pijl
zien en gevraagd worden zo snel mogelijk te reageren op de richting van de pijl.
Binnen deze taak wordt de pijl sporadisch gevolgd door een stopteken (vaak een
hoge toon), waarna proefpersonen de geplande response om te drukken moeten
intrekken (stoppen).

Het simpele design van deze taak heeft psychologen in staat gesteld om con-
trolemechanismen in zowel gezonde-, als klinische populaties te bestuderen. Zo
komt herhaaldelijk naar voren dat aandoeningen in de prefrontaalschors of diepere
kernen van ons brein de e�cientie van responsecontrole kunnen aantasten. Ge-
bruik van functionele MRI onderzoek laat verder zien hoe activiteit binnen de
prefrontaalschors en verschillende basale kernen zich verhoudt tot individuele ver-
schillen in het e�ciënt kunnen terug trekken of controleren van gedrag.

Het belang van de prefrontaalschors en basale kernen komt verder naar voren
wanneer we kijken naar progressieve actie controle. Denk hier aan een proactief
plan om te stoppen op de fiets terwijl het licht nog groen is omdat je verwacht dat
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het stoplicht toch snel op rood zal gaan. Proactieve controle betekent in essentie
dat we een actieplan op basis van anticipatie, proactief, voorbereiden. In de stop-
taak wordt proactieve controle bestudeerd door de kans op een stopsignaal na de
pijl te variëren. Hier laat onderzoek zien dat wanneer een stopsignaal frequenter
wordt aangeboden, mensen proactief een plan voorbereiden om te stoppen en
daardoor langzamer gaan reageren op de richting van een pijl. Deze gedragsbevin-
dingen komen ook naar voren in fMRI onderzoek, waar brein gebieden belangrijk
voor het stopproces proactief betrokken raken wanneer de kans om te moeten
stoppen is verhoogd.

Hoewel we al veel geleerd hebben over de rol van de prefrontaalschors en basale
kernen tijdens het plannen of inhiberen van een response, blijft onze kennis op twee
fronten nog zeer beperkt voor het omschrijven van het gehele proces. Ten eerste
beschrijft de neurofysiologische literatuur dat de doel-georiënteerde prefrontaal-
schors actiesignalen doorstuurt naar de basale kernen, waar uiteindelijk de dam
wordt opengezet voor een bewust gekozen response. We weten echter nog erg
weinig over hoe gebieden binnen de prefrontaalschors precies communiceren met
de basale kernen om een gekozen response te activeren, of juist te inhiberen. Ten
tweede, we weten nog erg weinig over de rol van meer visueel georiënteerde ge-
bieden die het gehele proces voorzien van informatie uit onze omgeving. Aan het
begin van deze samenvatting schets ik een voorbeeld waarbij we razendsnel infor-
matie uit onze omgeving halen om doelgericht een actieplan te maken. Maar hoe
wordt sensorische informatie uit onze omgeving nou gëıntegreerd met hogereorde
doelen in de prefrontaalschors, of het reguleren van gedrag in de basale kernen?

Mijn proefschrift is gebouwd op het beantwoorden van deze twee grote vra-
gen. In wat volgt, zal ik een samenvatting geven over de gevonden resultaten en
eindigen met een beknopte conclusie.

Resultaten

In hoofdstuk 2 onderzoeken we hoe de prefrontaalschors communiceert met de
basale kernen wanneer proefpersonen een stopsignaal krijgen en dus hun gep-
lande response moeten inhiberen. Resultaten laten zien dat in het bijzonder twee
gebieden in de prefrontaalschors signalen doorsturen naar de basale kernen om
response selectie te blokkeren. Deze twee gebieden houden zich respectievelijk
bezig met het aanpassen van actiedoelen (verander response selectie in response
inhibitie) en het evalueren van gedrag in lijn met de gestelde opdracht in de taak
(reageer op de pijl, maar stop na de toon). Verder laten resultaten uit dit on-
derzoek zien dat het inhiberen van een response verloopt via twee verschillende
communicatiepaden tussen de prefrontaalschors en de basale kernen. Deze paden
kunnen gezien worden als een rood stoplicht pad voor het zeer snel stoppen van
alle responses en een oranje stoplicht pad, waar zorgvuldige adaptatie ongerela-
teerde spieractiviteit zoals balans houden gewoon laat doorgaan.

In hoofdstuk 3 en 4 kijken we meer naar breinmechanismen verantwoordelijk
voor het proactief plannen van controle. In beide taken komt naar voren dat
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wanneer mensen anticiperen vaker te moeten stoppen, er al proactief een stop-
plan wordt voorbereid. Dit is te zien in langere reactietijden voor response selectie
en toegenomen activiteit in zowel de frontaalschors als delen van de basale kernen
wanneer er geen stopsignaal is aangeboden. Verder laten we hier zien dat niet
alleen de activiteit in inhibitie gerelateerde brein gebieden toeneemt met proac-
tieve controle, maar een heel stopplan met betrokkenheid van zowel het oranje
als rode inhibitiepad. Samen laten deze resultaten zien, dat proactieve controle
(wanneer je dus nog niet hoeft te stoppen) gebruik maakt van hetzelfde brein
mechanisme dat verantwoordelijk is voor volle response inhibitie (wanneer je dus
volledig gaat stoppen).

In hoofdstuk 5 en 6 onderzoeken we hoe sensorische (perceptuele) informatie
omgezet wordt naar een doelgericht actieplan. Door de kwaliteit van visuele
plaatjes te variëren maken we het hier makkelijker of moeilijker voor mensen
om een response te selecteren. In hoofdstuk 5, laten we zien dat sensorische
gebieden die de inkomende visuele plaatjes verwerken direct de informatie doors-
turen naar de prefrontaalschors en basale kernen. Een interessante bevinding is
dat de dynamiek van communicatie tussen sensorische delen, de prefrontaalschors
en de basale kernen direct weerspiegelt is in de aanpassingen die we observeren
in gedrag. Wanneer het moeilijker wordt om een stimulus te identificeren, veran-
dert niet alleen het patroon van communicatie binnen het brein, maar observeren
we ook langere reactietijden, een toegenomen verwerkingstijd voor de plaatjes en
meer response fouten. In hoofdstuk 6 laten we zien dat visuele informatie niet
alleen response selectie processen benvloed, maar ook een sterk e↵ect heeft op het
kunnen terugtrekken van een response. Dit alles laat zien dat het selecteren of
inhiberen van responses binnen de basale kernenen berust op doelgerichte signalen
vanuit de prefrontaalschors en informatie vanuit het sensorische brein.

Conclusie

De de nadruk van mijn onderzoek ligt op de communicatie tussen de prefrontaal-
schors, het sensorische brein, en de basale kernen wanneer wij doelgericht een
actie plannen of juist willen terugtrekken. Gebaseerd op de beschreven stud-
ies kunnen we voorzichtig de volgende conclusies trekken: 1) Response inhibitie
berust op een prefrontaalschors-basale kernen netwerk met een snelle stop route
en een meer balancerend pad. 2) Ditzelfde netwerk wordt ook gebruikt wanneer
we proactief een plan maken om te stoppen. 3) Zowel tijdens response selectie als
response inhibitie wordt de communicatie tussen de prefrontaalschors en basale
kernen gemoduleerd door de kwaliteit van sensorische informatie die we binnen
krijgen. Concluderend dragen de studies binnen mijn dissertatie toe aan ons be-
grip van hoe gebieden binnen ons brein samenwerken om doelgericht gedrag te
faciliteren.
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Het laatste hoofdstuk! Promoveren doe je alleen, maar zeker niet in je eentje.
Voor het tot stand komen van mijn proefschrift wil ik in het bijzonder mijn
promotor Richard Ridderinkhof en mijn co-promotor Birte Forstmann bedanken.
Daarnaast wil ik het Nederlands Wetenschappelijk Onderzoekinstituut (NWO)
bedanken voor hun vertrouwen en het toekennen van het Mozäıek beurs.

Beste meneer de professor, oftewel beste Richard, het bleek een ware uitdaging
om uw bijdrage aan de wetenschap goed te omschrijven. Waar u zich graag bezig
houdt met het benoemen van vogels, het interpreteren van (soms eeuwenoude)
literatuur, en het ontwikkelen van nieuwe theoriën, bent u gelijktijdig ook bezig
met het draaien van een gehele afdeling, een eigen interdisciplinaire onderzoeks-
groep, en verkleedfeestjes als sinterklaas. U zult begrijpen dat de veelzijdigheid
van uw functioneren soms verwarrend kan overkomen voor een beginnende aio.
Naar mijn mening, die zich zorgvuldig ontwikkelde door de jaren heen, bent u
het beste te omschrijven als de dirigent van een zeer groot circus orkest. Binnen
deze visie combineert u de melodie van de vogels, het rijmen van sinterklaas, en
de inhoud van de literatuur voor het creëren van een meesterstuk. Om deze over
te brengen, swingt u met uw geleerde stokje harmonieus door het circus (weten-
schappers rijmen nu eenmaal niet met een concertzaal). Waar nodig zult u de
toon corrigeren of bijschaven, maar feitelijk ligt uw kracht in het vrijlaten van de
individuen en het integreren van hun talenten in uw muziekstuk. Ik dank u voor
het mij laten deelnemen aan uw orkest.

Naast mijn promotor, speelde mijn co-promotor Birte Forstmann een belan-
grijke rol in de eerste hoofdstukken van mijn proefschrift. Dear Birte, thank you
for introducing me to the world of science. I look forward to read your newest
discoveries.

Tijdens mijn promotie heb ik verder veel hulp gehad van drie heren in het
bijzonder, welke ik graag omschrijf als de drie musketiers.

Aan de startblokken van mijn promotie stond de eerste musketier, Wery van
den Wildenberg. Deze zeer bescheiden musketier, met een zachte g uit Brabant,
is een ware meester als het gaat om controle processen. Beste Wery, bedankt
voor je bijdrage aan mijn proefschrift en het mozäıek voorstel. Ik vond het zeer
inspirerend om telkens weer nieuwe lagen in jouw controle kennis te ontdekken.

Door het gehele project was de tweede musketier, Lourens Waldorp, mijn
reddende zwaard als het ging om innovatie en techniek. Beste Lourens, zonder
het gebruik van jouw connectiviteit methode, deelname aan jouw grote resting-
state projecten, of discussies van fMRI methodes had ik niet kunnen ontdekken
hoe leuk het is om na te denken over het brein als een verbonden geheel. Grote
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dank voor uw bijdrage.
De laatste musketier, Steven Scholte, kan door de hedendaagse fantasylezer

omschreven worden als de Harry Dresden van psychologie. Voor mij was deze mus-
ketier een voorbeeld in het combineren van sterk onderzoek met heerlijk leven.
Beste Steven, hoewel perceptie en controle onderzoek aanvankelijk twee niet ver-
bonden werelden leken kan ik ze ondertussen, na drie grote studies met jou, niet
meer los van elkaar zien. Daarnaast heb ik tijdens onze samenwerking veel bi-
jgeleerd over wijn, eten, en niet te vergeten nieuwe fantasy series. Ik dank u voor
de betrokkenheid tijdens mijn project; als wetenschapper en voorbeeld voor het
goede leven.

Graag bedank ik ook alle co-autheurs van de beschreven hoofdstukken: Adam
Aron, Cathy Stinear, Mike Cla↵ey, Frederick Verbruggen, Michael J Frank, en
Lorenza Colzato.

Mijn dank gaat verder uit naar de overige leden van mijn promotie commissie
voor het lezen en beoordelen van mijn proefschrift: Roshan Cools, Tobias Donner,
Hilde Huizenga, Victor Lamme, Maurits van der Molen, en Frederick Verbruggen.

Vervolgens zou ik graag alle collega’s en mede aio’s bij psychonomie en on-
twikkelingspsychologie willen bedanken voor alle discussies en borrels in Kriterion.
De woorden powerfpu↵ (Renee en Iris), roomie (Melle), ABC (Irene, Mr X, Ro-
gier), de liedjes op nvp (Annelinde en Anouk), HBM (Andries), Firenze (Joram)
en non-casual friday (Martijn en Simon) zal ik altijd aan de aio tijd linken.

Beste paranimfen, wat heerlijk dat jullie me bij willen staan ter verdedig-
ing van dit proefschrift. Vanessa, wat fijn dat we als vriendinnen ook nog goed
konden samenwerken, en zomaar, samen met Angelos een geheel eigen project
konden doen. Ilja, tijdens mijn promotie hebben we ontzettend veel gekaart,
wijn gedronken, en vooral gekibbeld over speelstrategieën van Bridge (waar ik
het ECHT altijd met jou oneens was). Ik ben zeer vereerd dat jij als dr. Ilja,
naast me wilt staan als paranimf.

Beste bridgeclub, zonder het bestaan van ons spel iedere maandag (en soms
ook nog op vrijdag) was promoveren ongezouten en flauw geweest. Dr. Maat
(Daniel), met het behalen van mijn dr. schap hoop ik dat wij ooit als het dr.
Maat team nog de beker zullen pakken. Lieve Sanne, bedankt voor je vriendschap
en acceptatie van mijn frons tijdens onze vele wedstrijden. Hoewel we het nooit
zullen toegeven ben jij het grootste natuurtalent aan onze tafel.

Lieve vriendjes, wat fijn dat jullie verder allemaal niet in de wetenschap zitten.
De vele dagen en avonden met jullie bracht mij altijd terug op aarde waar de
gesprekken gingen over immigratie, politiek, klaverjas, reizen, voetbal, kunst,
foto, en de kleinste details van een nieuw begonnen naaicursus. Ik hoop op nieuwe
borrels met jullie, tot in de lengte der dagen!

Mijn liefste Ruud, zonder jouw onvoorwaardelijke steun, kritische vragen, vele
suggesties en liefde had ik hier vandaag letterlijk gestaan als een kip zonder ei.
Wat heerlijk om naast het promoveren, het leven met jou (voor altijd) te mogen
delen en te mogen toezien hoe onze kleine Caspar iedere dag weer een stuk groter
en vrolijker wordt.
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