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1. Introduction

The use of published research to train, fine-tune, and 
ground generative AI models is becoming increasingly 
prevalent. Training a model involves building it from 
scratch using large datasets, which typically include a 
variety of sources such as Wikipedia pages, social media 
posts, government documents, and public domain books, 
with published research being a subset of the training 
corpus. Training a generative AI model is resource inten
sive, requiring capital investment in state-of-the-art com
puter chips and the resources needed to compile and 
organize a large corpus of training data.

Researchers and practitioners in quality technology 
are unlikely to be involved in training AI models. 
Instead, our community may opt for fine-tuning or 
grounding pretrained models. Fine-tuning refines a pre
trained model using additional data, often presenting the 
AI model with questions and their “ideal” answers. 
Grounding provides context for a task and can reduce 
model hallucinations by restricting the underlying gen
erative AI model to specific datasets or documents. 
Many use cases of generative AI involve fine-tuning or 
grounding (Gao et al. 2024, Minaee et al. 2024).

Although you may not be directly involved in fine- 
tuning and grounding AI models, others may use your 
published work for these purposes. Therefore, in this 
editorial we explain how your published work can be 
used in grounding (and, by extension, fine-tuning) and 
the implications for the proper use and attribution of 
copyrighted materials.

1.1. Common open-source licenses in academic 
journals

Academic journals can be broadly categorized as sub
scription based or open access. In many subscription- 
based journals, authors can pay (or their funding agency 
or university may have an agreement with the publisher) 

to make their published research articles publicly avail
able on the internet without a subscription. For these 
publicly available research papers and those in open- 
access journals, the type of copyright license determines 
how the papers can be shared, modified, and used for 
various purposes (Piwowar et al. 2018, Suber 2012), 
including fine-tuning and grounding AI models. The 
Creative Commons (CC) licenses are among academic 
journals’ most widely adopted open-source licenses. They 
provide a standardized way for authors to grant permis
sion to use their work while ensuring proper attribution. 
Each CC license varies in terms of the freedoms it allows 
and the restrictions it imposes, making it essential for 
researchers to understand the specific terms associated 
with each type of license (see Creative Commons 2024
for more details).

Based on Creative Commons (2024), we describe the 
three most commonly used licenses in the Journal of 
Quality Technology (JQT), Technometrics (TECH), 
Quality Engineering (QE), Quality and Reliability 
Engineering International (QREI), and Quality 
Technology and Quantitative Management (QTQM), a 
sample of journals in our field:

� Creative Commons Attribution (CC BY) Requires 
attribution and allows distribution and modification 
for noncommercial or commercial use.

� Creative Commons Attribution–Noncommercial 
(CC BY-NC) Requires attribution and allows distri
bution and modification for noncommercial purposes 
only.

� Creative Commons Attribution–Noncommercial– 
No Derivs (CC BY-NC-ND) Allows noncommercial 
redistribution as long as the work is passed along 
unchanged and in its entirety, with credit to the 
author.

Figure 1 depicts the distribution of the three license 
types among the five journals, illustrating that most 
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open-access papers were either CC BY or CC BY-NC- 
ND. The CC BY-NC-ND license does not permit deriva
tive work; that is, papers with this license (all JQT and 
QTQM papers) should not be used to ground generative 
AI models. Note that the percentage values in Figure 1
represent the proportion of articles under a specific 
open-source license relative to the total number of 
articles published in the journal from 2020 to 2023.

1.2. Grounding AI chatbots with published 
research

One of the most common use cases of current large lan
guage models (LLMs) is the development of question- 
answering (Q&A) chatbots based on information in spe
cific documents. These chatbots use a technique called 
retrieval-augmented generation (RAG), which, as its 
name implies, augments LLM knowledge with additional 
data (Lewis et al. 2020). Typically, the data can include 

private documents (e.g., internal company manuals, code 
repositories, and policies), data introduced after a mod
el’s cutoff date, or high-quality documents that may have 
been omitted from the LLM’s training (since most state- 
of-the-art LLMs do not report details about their training 
data). RAG can improve an LLM’s knowledge without 
costly retraining and can help ensure that responses are 
based on accurate, up-to-date information. Figure 2
shows a simple flowchart for a typical RAG application.

The RAG process comprises two main phases: an off
line indexing phase and an online retrieval and gener
ation phase. During indexing, data are loaded from one 
or more sources (e.g., PDFs, web pages, code reposito
ries), split into manageable chunks to fit the model’s 
context window, embedded into vector representations 
to capture semantic meaning, and stored in a vector 
database for efficient retrieval. The retrieval and gener
ation phase begins with a user query. The RAG applica
tion then retrieves the most relevant chunks of 
information from the database using similarity search 

Figure 1. Distribution of Creative Commons licenses in the five representative statistical quality control and process monitoring 
journals from 2020 to 2023.

Figure 2. Flowchart of a typical RAG application, divided into two phases: indexing, and retrieval and generation. Adapted from 
the two figures in LangChain (2024).
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algorithms, combines them into a prompt, and uses an 
LLM to generate a coherent and contextually accurate 
response.

This editorial focuses on RAG applications that are 
publicly facing (i.e., not in a company’s internal system) 
and augmented by state-of-the-art research and/or aca
demic textbooks. One example is our own ChatSQC, a 
RAG-based chatbot that consists of a basic module 
grounded in the NIST/SEMATECH Handbook of 
Engineering Statistics and a research module grounded 
by more than 50 open-access papers from the statistical 
quality control (SQC) field (Megahed et al. 2024). In the 
next section, we provide insights into what papers can 
be included and how the choice of open-source licenses 
impacts their inclusion.

2. Advice for publicly facing RAG chatbot 
developers

Publicly facing RAGs are accessible to a broad audience, 
making the legal use of copyrighted academic materials 
more complex. Public RAGs include applications such as 
ChatSQC, but they are not limited to academic purposes. 
Public RAGs can also be used for customer service, tech
nical support, and content generation. For example, 
GitHub Copilot uses RAG to improve its code sugges
tions and interactions (Choi 2024), but it does not pro
vide proper attribution. Hence, a group of programmers 
has filed a class-action lawsuit against Microsoft 
(GitHub’s parent company), alleging six main violations, 
including copyright and contractual licensing infringe
ment. For more details on copyright violations and the 
lawsuit, see Novobilsk�a (2023) and Joseph Saveri Law 
Firm (2022). This lawsuit highlights the importance of 
respecting copyrights and providing proper attribution in 
publicly facing RAG applications.

When we designed and built ChatSQC, we prioritized 
the ethical and legal use of academic materials. We 
believe that four of our design choices can serve as a 
template for future RAG-based systems. First and fore
most, only use reference material that is appropriately 
licensed for the use case. In our ChatSQC-Basic, we used 
the NIST/SEMATECH e-Handbook of Statistical Methods, 
which is in the public domain and can be used with no 
restrictions. For ChatSQC-Research, we incorporated 
only research papers with licenses that allow distribution 
and modification with proper attribution for commercial 
or noncommercial purposes (CC BY or CC BY-NC 
licenses). Second, compile a text file of all the papers 
grounding the RAG system. This should provide detailed 
information about each paper, including the title, 
authors, publication date, and licensing terms. Making 
this list available to users ensures that they can easily ref
erence the sources of information used in the responses, 
promoting academic integrity and accountability. In our 
case, we compiled a comma-separated values (CSV) file 

containing this information embedded in the landing 
page of ChatSQC (https://chatsqc.osc.edu/). Third, refer
ence those works cited in the preprint or published 
research paper documenting the RAG system to provide 
further attribution. Fourth, reference the papers and 
their relevant text chunks with the AI-generated text. 
This serves two purposes: it provides attribution and 
allows the user to check for hallucinations and verify 
that the text has been appropriately incorporated by AI. 
Figure 3 provides a sample prompt, with its generated 
answer and associated referencing.

We suggest two additional strategies (not imple
mented in ChatSQC) to enhance the ethical and legal 
compliance of a RAG system. First, allow users to report 
any issues or inaccuracies in the responses generated by 
the RAG system. This feedback can help identify and 
rectify any potential ethical or legal issues promptly. A 
feedback mechanism demonstrates your commitment to 
maintaining high standards of accuracy and integrity. 
Second, develop and publish a model card. A model 
card, introduced by Mitchell et al. (2019), is a document 
that provides essential information about the AI model, 
including its intended use, data sources, limitations, and 
ethical considerations. By developing and publishing a 
model card for your RAG system, you provide users 
with a clear understanding of how the system works, 
what data it relies on, and how to use it responsibly. The 
simple model card for ChatSQC in Figure 4 illustrates 
how model cards can be adapted to RAG-based systems.

3. Advice on selecting the appropriate open- 
source license for a research paper

Despite our extensive editorial experience, prior to our 
work on developing a publicly facing AI chatbot, we had 
not given much thought to which CC license was best 
for our own publications. In fact, we readily admit to 
accepting the default option when signing copyright 
agreements in the past. However, when faced with the 
possibility of using published research to ground an AI 
chatbot, we knew that we should carefully weigh the 
issue of licensing.

After consulting with Taylor & Francis, we learned 
more about common licensing agreements and how our 
(and others’) work might be used with AI. Thus, we can 
offer the following advice. When selecting an open- 
source license for your published paper, consider the 
extent to which you wish to allow others to use, modify, 
and distribute your work. The three commonly available 
licenses—CC BY, CC BY-NC, and CC BY-NC-ND— 
offer varying degrees of freedom and restriction. 
Understanding these differences and aligning them with 
your goals is key to making an informed decision.

CC BY is the most permissive of the three options, as 
it allows others to use, modify, and build on your work, 
even for commercial purposes, provided they give 
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Figure 3. Example of ChatSQC’s answer to a prompt asking for an explanation of the homogeneously weighted moving average 
control chart in less than 100 words.

Figure 4. Simple model card for ChatSQC.
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appropriate credit to the original author. This license 
maximizes the dissemination and potential impact of 
your work and fosters a wide range of derivative applica
tions, including in educational, research, and commercial 
contexts. If your primary aim is to enhance visibility and 
encourage broad reuse and adaptation, CC BY is an 
excellent choice.

CC BY-NC restricts the use of your work to noncom
mercial purposes but allows others to modify and build 
on it. This license is suitable if you want to prevent com
mercial exploitation of your work while still promoting 
open academic and educational use. It strikes a balance 
between openness and control, making it ideal for 
authors who wish to support noncommercial endeavors 
and academic research without forgoing attribution.

CC BY-NC-ND is the most restrictive of the three 
options. It allows others to download and share your 
work as long as they credit you as the author, but they 
cannot change it in any way or use it commercially. This 
license is appropriate if you want to retain control over 
your work, ensuring that it is shared in its original form 
and used only for noncommercial purposes. This option 
is ideal if you want to maintain the integrity of your 
work and prevent modifications that could misrepresent 
your findings or intentions.

We cannot advise you which license is best for you; 
however, we encourage you to consider your dissemin
ation goals, the potential for derivative works, and a bal
ance between openness and control that aligns with your 
professional and ethical considerations. Each license 
offers different advantages, and your decision should 
reflect the desired reach and impact of your research.

4. Concluding remarks

With the growth and increasingly common use of gen
erative AI, researchers and developers must carefully 
consider the issues of copyright and open-source licens
ing. In this editorial, we have highlighted how the type 
of open-source license selected by authors affects the 
ability to incorporate their work in RAG systems.

From a developer’s perspective, it is critical to respect 
the licensing of the materials used and to select resources 
appropriate for the use case. To safeguard publicly facing 
RAG developers (and their contributions) from potential 
legal issues, we have presented six actionable pieces of 
advice. From an author’s perspective, it is important to 
carefully select a copyright license that meets the author’s 
goals for reach, impact, and control. Work licensed 
under the CC BY-NC-ND license should not be included 
as grounding material in a publicly facing AI chatbot. 
Including your work in the grounding sources for an AI 
chatbot such as ChatSQC can increase its reach and its 
potential for implementation and impact. However, such 
inclusion can also have downsides, including a possible 
reduction in the number of times your paper is 

downloaded and read in full and the potential for the 
chatbot to reach incorrect conclusions about your work.

The goal of this editorial has been to educate develop
ers and authors on the use of open-source materials with 
AI. We suspect the legalities of using copyrighted materi
als in training and grounding AI models will evolve. 
Furthermore, copyright laws vary by country, and there 
are certain “niche” cases we did not consider (e.g., in 
Japan, copyrighted materials can legally be used in train
ing and grounding AI models). As the field of AI contin
ues to develop, staying informed about licensing options 
and legal considerations will be essential for both authors 
and developers to navigate the complex landscape of 
intellectual property.
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