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 1 1.1 Overview 

In 2024, the Nobel Prize in Chemistry was awarded to Demis Hassabis and John 

Jumper for their groundbreaking development of the artificial intelligence (AI) 

model, AlphaFold2, which revolutionized the field of biochemistry by 

accurately predicting the 3D structures of virtually all 200 million proteins 

identified so far1,2. This achievement highlights the transformative potential of 

AI in solving complex scientific challenges, demonstrating the capability of AI-

driven tools to accelerate research and provide insights that were previously 

unattainable through conventional experimental approaches. 

Beyond biochemistry, AI has driven significant advancements in fields such as 

analytical chemistry, industrial chemistry, and chemical engineering over the 

last decade. In these areas, AI-powered tools have enhanced analytical 

precision and optimized large-scale chemical processes, proving the 

transformative impact of data-driven technologies. However, in fields like 

pharmacology, toxicology & pharmaceuticals, inorganic chemistry, and 

particularly organic chemistry, AI adoption has been slower.3 

One contributing factor to biochemistry being ahead of the curve in integrating 

AI can be attributed to the early establishment of standardised databases for 

proteins. One such database is the Protein Data Bank (PDB) which was founded 

as early as the 1970s and saw significant expansion  already in the 1990s.4 

These well-curated repositories have enabled AI-driven models like 

AlphaFold2 to make significant impact. In contrast, organic chemistry has 

lacked similarly structured and comprehensive datasets, which has slowed the 

progress of AI applications in the field. Nevertheless, AI is increasingly being 

integrated into organic chemistry, particularly in reaction prediction, synthesis 

planning, and automated experimentation.5,6 
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Given the critical role of high-quality data in AI-driven research, this thesis 

explores both the acquisition of high-quality data through automated 

experimentation and its application in training machine learning models. The 

goal is to leverage these methods for tasks such as optimising reaction 

conditions and reaction outputs, screening chemical space, and predicting 

reaction outcomes. This chapter will focus on covering the background on AI 

and Machine learning in organic chemistry, laying the foundation for the rest of 

the thesis. 

1.2 Background on AI and Machine Learning in 

Organic Chemistry 

Artificial Intelligence (AI) is a broad field encompassing techniques that enable 

machines to perform tasks typically requiring human intelligence, such as 

reasoning, decision-making, and pattern recognition. As illustrated in Figure 

1.1A, Machine Learning (ML) is a subset of AI focused on developing algorithms 

that can learn from data without explicit programming. By identifying patterns 

and relationships within datasets, ML models can make predictions, classify 

information, and adapt their performance over time. 

Deep Learning (DL), a further subset of ML, leverages neural networks to model 

complex patterns, such as image recognition or molecular properties. Neural 

networks are inspired by the structure and function of neurons in the human 

brain, where interconnected nodes (or "neurons") process and transmit 

information in layered architectures. Deep learning is effective for tasks 

involving large datasets but requires significant computational resources and a 

substantial amount of data to achieve meaningful results.7 As such, deep 

learning is less practical for small datasets. In this thesis, all projects are 

working with limited data, and therefore, we will not focus on this subsection 

of Machine Learning. 
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Machine learning can be divided into three main categories: supervised 

learning, unsupervised learning, and reinforcement learning, each with distinct 

approaches and applications in chemistry8, see Figure 1.1B. 

 

Figure 1.1: A) Deep Learning (DL) is a subset of Machine Learning (ML), and both fall under the 
broader category of Artificial Intelligence (AI). While AI encompasses various approaches to 
creating intelligent systems, ML focuses on enabling machines to learn from data, and DL specifically 
uses neural networks to process complex patterns in large datasets. B) Machine Learning can be 
divided into three main types: supervised learning, unsupervised learning, and reinforcement 
learning. Supervised learning is trained on labelled data and can be further divided into 
classification, where the goal is to assign data to predefined categories, and regression, which 
focuses on predicting continuous outcomes. Unsupervised learning, on the other hand, is trained on 
unlabelled data and is commonly used for clustering, where the model identifies patterns or 
groupings within the data. Reinforcement learning differs from both, as it involves a model learning 
through interaction with an environment, receiving feedback in the form of rewards or penalties, 
and continuously improving its decision-making over time. In the figure, dots represent the training 
data used to develop the model, while the star symbolises new data that the model predicts based 
on the learned patterns. 
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Supervised learning involves training a model on labelled data, where the 

inputs (raw data) are paired with corresponding outputs (labels) in the format 

[X, y]. By learning the relationship between inputs and outputs, the model can 

make predictions on new, unseen data. Supervised learning can further be 

divided into classification and regression. Classification focuses on assigning 

data to predefined categories. In chemistry, this could involve tasks such as 

predicting whether a reaction will take place under given conditions. 

Regression, on the other hand, is used to estimate continuous variables. It is 

particularly useful for tasks such as estimating reaction outcomes, for instance, 

yields or selectivity.8,9 

In contrast, unsupervised learning works with unlabelled data, where the 

model identifies patterns or structures without predefined categories, 

represented as [X]. This approach is commonly used for clustering, such as 

grouping molecules based on structural or property similarities.9 

Reinforcement learning, on the other hand, focuses on training a model to 

interact with an environment by taking actions and learning from feedback in 

the form of rewards or penalties. Over time, the model refines its strategy to 

maximise cumulative rewards.8 In chemistry, task include optimising reaction 

conditions10, where the model learns to fine-tune parameters such as 

temperature or solvent concentration to maximise yield. Another example is 

molecular design, where reinforcement learning is used to explore chemical 

space and generate novel molecules with desired properties, such as potential 

drug candidates.11 

The performance of any machine learning task is determined by three key 

factors: the selection of the dataset, the featurisation process, and the choice of 

model.12 First, data quality sets the foundation for success. Poor-quality data 

leads to poor results 3, a concept often summarised as "garbage in, garbage out." 

Second, featurisation transforms raw data into meaningful representations that 
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capture molecular properties, allowing the model to uncover relationships 

between inputs more effectively. Finally, selecting the appropriate model is 

crucial, as different models are better suited for specific tasks. Together, these 

factors define the overall performance of the machine learning workflow. In the 

following sections, we will explore each of these components in detail, 

highlighting their importance in achieving reliable and accurate results. 

1.2.1 Data 

In contrast to the computer-driven chemical research of the 1990s, which 

explicitly defined theoretical and empirical rules13, machine learning modelling 

takes a fundamentally different approach. Rather than relying on predefined 

rules, ML leverages vast datasets to uncover underlying patterns and 

trends14,15. For ML to succeed, both the quality and quantity of data are critical. 

High-quality data ensures that models are trained on accurate and 

representative information, while sufficient quantity allows the model to 

uncover meaningful patterns and relationships. Without these factors, even the 

most advanced ML models are likely to underperform. 

1.2.1.1 Data Quantity 

The ability of a machine learning model to identify patterns and trends depends 

heavily on the amount of data available for training. A general rule of thumb is 

that for simple linear models with  5-10 features, 50-100 observations per class 

is needed. For more complex models, more data is generally needed.16 

When deciding which data to use, several options are available. In-house 

generated data is one approach, while another is to utilise literature data. This 

data can be extracted manually through literature reviews or accessed via 

specialised databases.  
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A wide range of databases is available for data collection. Of particular interest 

for organic chemistry, are databases for chemical reactions, chemical 

properties, and computational chemistry. These databases draw on diverse 

sources of information, including open patents, research articles, high-

throughput experimental libraries, and computational methods such as 

Quantum Mechanics (QM) calculations, often derived from density functional 

theory (DFT).17–19 

Chemical reaction databases are specialised repositories that store detailed 

information about chemical reactions, including reactants, products, reaction 

conditions, yields, and mechanisms. They often support structure-based 

searches, allowing users to identify reaction pathways or optimise synthesis 

strategies. Examples include Reaxys and SciFinder, which offer comprehensive 

access to indexed reactions. These databases however, limit the size of batches 

one can have access to. This limits their use for ML purposes, especially if one 

wants to do deep learning, which typically requires tens of thousands of 

samples. Nevertheless, it’s a good place to access these type of info. To address 

this, some researchers use text-mining techniques to extract reaction data from 

sources like the United States Patent and Trademark Office (USPTO)20–22. 

Initiatives like the Open Reaction Database (ORD)23 provide standardised and 

machine-readable formats, making them more suitable for ML applications. 

Chemical property databases provide information on physical, chemical, and 

biological properties, as well as toxicities and molecular structures. Examples 

include PubChem24 and ChemSpider25, which are widely used to study specific 

chemical characteristics. Computational chemistry databases, such as QM926, 

contain highly accurate and reproducible quantum chemical data derived from 

computational methods. These datasets are invaluable for ML applications, 

enabling precise predictions and analyses. 
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1.2.1.1 Data Quantity 

No matter the origin of the data, the quality of it is essential for building robust 

and accurate machine learning models. High-quality data ensures that models 

learn meaningful and reliable patterns rather than being misled by noise, 

errors, or biases. Poor-quality data, on the other hand, can compromise the 

training process, leading to predictions that are neither accurate nor 

generalisable to new scenarios, a concept often summarised as "garbage in, 

garbage out".19,27 

Literature-derived datasets, while extensive, are often biased, as chemists tend 

to rely on well-established protocols, solvents, and reagents, leading to a lack of 

diversity. Additionally, these datasets frequently lack negative data, such as 

unsuccessful or low-yield reactions, which is a significant drawback for training 

ML models. Without such data, models struggle to generalize beyond known 

reactions, effectively replicating existing knowledge but failing to innovate or 

predict novel pathways not documented in the literature28–31. This limitation 

hampers AI’s potential to drive new discoveries in organic chemistry, as models 

trained solely on literature data risk reinforcing existing patterns rather than 

advancing the field through novel insights 31. 32 

Even when negative data is included, it often lacks sufficient detail. For example, 

a reaction resulting in zero yield could have several underlying causes. It could 

indicate that the starting material remained unreacted due to insufficient 

reaction conditions. Alternatively, it might suggest that side reactions or 

unintended pathways dominated the process, leaving no starting material or 

product. In some cases, operational issues such as contamination, handling 

errors, or equipment failure may explain the result. Including such information 

would improve the overall quality of the data.33  
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1.2.2 Automation 

Instead of relying solely on literature data, collecting data in-house offers a way 

to ensure higher quality by allowing the inclusion of both low-yield and high-

yield reactions, as well as a diverse range of reactants and reaction conditions. 

Traditional experimental workflows, however, often struggle with issues like 

scalability, efficiency, and reproducibility. Additionally, performing 

experiments manually can be time-consuming, expensive, and sometimes even 

hazardous. By introducing automation, these limitations can be addressed, 

through streamlining tasks, minimizing manual involvement, and improving 

overall reliability. 

When combined with machine learning, in-house data collection becomes even 

more efficient. By already including machine learning in the data collection step, 

the amount of data required can be reduced. This integration not only enhances 

the efficiency of data generation but also accelerates the path to meaningful 

insights. As a result, more and more self-driving laboratories are being 

developed.34–40 

In the context of organic chemistry, automation helps streamline processes that 

traditionally require labour-intensive setup and monitoring, allowing for 

higher throughput and improved control over reaction conditions. However, 

successful automation in chemical synthesis depends heavily on the ability to 

precisely manage reaction parameters, such as temperature, mixing, and 

exposure to light, which can be challenging in conventional batch setups. This 

is where flow chemistry becomes particularly advantageous. Flow chemistry 

is a process in which reagents are continuously pumped through a reaction 

chamber, allowing for precise control over key parameters like mass, heat, and 

photon transport. Unlike batch processes, where reactions are often limited by 

vessel size and variable heat distribution, flow chemistry enables reproducible 

and scalable reactions, minimizing inconsistencies across larger quantities.41 
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Additionally, it offers significant safety benefits42 and improved efficiency43, 

particularly for reactions that are difficult to control in batch setups 44. A unique 

advantage of flow chemistry in automated systems is its use of fluidic transfer 

methods. By moving materials between reaction units through fluidic channels, 

flow setups eliminate the need for costly robotic arms or mobile transfer 

systems that batch processes typically require 45. This streamlined approach 

not only reduces operational costs but also enhances the accessibility of 

automation, making flow chemistry an ideal platform for implementing 

automated, high-throughput synthesis in both research and industrial contexts. 

1.2.3 Features 

Features, also referred to as descriptors or representations, are used to encode 

molecular and chemical information into machine-readable formats suitable for 

machine learning models. These representations allow models to capture 

molecular properties such as structure, connectivity, and reactivity, making 

them critical for uncovering relationships within datasets. The choice of 

representation directly influences the accuracy, efficiency, and interpretability 

of the resulting model, making it a key step in any machine learning workflow 

for chemistry. 46 

For machine learning models to process data, it must first be converted into a 

computer-readable format. Continuous variables, such as reaction time, 

temperature, or concentration, can typically be used directly in their numerical 

form after applying normalisation or scaling techniques to ensure uniformity 

across the dataset. However, categorical variables, such as the identity of a 

catalyst or molecule, require additional processing methods to make them 

suitable for machine learning applications. Unlike continuous data, categorical 

variables must be transformed into representations that encode their distinct 

categories while remaining interpretable by the model. 
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One-Hot Encoding is a commonly used method for handling categorical data, 

converting each category into a binary vector. For example, if there are three 

catalysts, they would be represented as [1, 0, 0], [0, 1, 0], and [0, 0, 1]. One-hot 

encoding is simple and effective for categorisation tasks, ensuring that each 

category is represented distinctly. However, this method does not account for 

relationships between molecules or capture chemical properties such as 

structure or reactivity. Despite these limitations, one-hot encoding has proven 

useful in specific scenarios, such as in the work by Granda et al.47, where it was 

effectively applied for reaction classification. 

 

Figure 1.2: A selection of molecular featurisations, demonstrated using serotonin, a molecule every 
PhD student need a bit more of. A) String-based representations, such as SMILES and InChI, which 
encode molecular structures as linear text. B) Neural Networks, showcasing their ability to extract 
features directly from molecular graphs. C) A molecular graph, a graph-based representation where 
atoms are nodes and bonds are edges, capturing molecular connectivity. D) Molecular fingerprints, 
illustrated with functional group encoding as an example of capturing molecular features. 
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String-Based Representations encode molecular structures as linear text and 

are widely used in cheminformatics (see Figure 1.2A). Examples include InChI 

(International Chemical Identifier)48, a standardised representation 

developed by IUPAC to uniquely identify molecules. Another example is SMILES 

(Simplified Molecular Input Line Entry System)49, which captures molecular 

connectivity as sequences of characters. SMILES is compact, widely adopted, 

and compatible with preprocessing techniques such as tokenisation or 

conversion into molecular fingerprints, making it highly efficient for machine 

learning applications. However, SMILES lacks spatial information, is sensitive 

to syntax errors, and requires canonicalisation to ensure consistency. Variants 

like DeepSMILES and SELFIES (Self-Referencing Embedded Strings) 

address some of the limitations of SMILES by improving robustness and 

ensuring valid molecular representations. Extensions like SMARTS 50 allow for 

the specification of chemical patterns with wildcards for atoms or bonds, while 

formats like SMIRKES are tailored for representing transformations or 

reactions. 51 

Deep Learning to Extract Features Automatically provides a more advanced 

alternative to manual descriptor selection (see Figure 1.2B). Models such as 

neural networks can learn hierarchical and complex patterns directly from raw 

data. For example, graph-based deep learning models can extract features from 

molecular graphs for property prediction. Although powerful, deep learning 

methods often require large datasets and substantial computational resources, 

making them less practical for smaller datasets frequently encountered in 

organic chemistry.19 

Graph-Based Representations treat molecules as graphs, where atoms are 

nodes and bonds are edges, preserving their connectivity (see Figure 1.2C). This 

approach enables models to directly operate on structural information without 

relying on predefined descriptors. Graph-based representations are widely 
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used in cheminformatics for tasks such as reaction prediction and molecular 

property estimation and are particularly well-suited for use with Graph Neural 

Networks (GNNs).19 

Molecular Fingerprinting converts molecular structures into binary or 

continuous vectors that encode features like topology, substructures, or 

functional groups (see Figure 1.2D). Fingerprints are widely applied in tasks 

like similarity comparisons, clustering, and molecular property prediction. For 

instance, Mordred fingerprints52 provide comprehensive molecular descriptors 

that capture structural details and functional groups. While fingerprints offer 

detailed representations, they lack the ability to capture spatial or 

transformation-related knowledge, limiting their utility in certain scenarios.  

Quantum Chemistry Representations, derived from methods such as Density 

Functional Theory (DFT), include features like molecular orbitals, electron 

densities, and other electronic properties. These representations are highly 

accurate and are commonly used for machine learning tasks that require 

detailed insights into molecular reactivity and behaviour. 

Finally, various computational tools and libraries are available for extracting 

descriptors and tailoring molecular representations to specific applications. By 

leveraging these tools, researchers can optimise the molecular representations 

for their machine learning workflows, improving accuracy and efficiency across 

a range of chemical prediction tasks. 

1.2.4 Machine Learning Models 

After having decided what data and featurization to use, the next step is to select 

the appropriate machine learning model. The choice of model depends on the 

specific task, the nature of the data, and the goals of the research. One of the key 

considerations when selecting and evaluating a machine learning model is 

balancing underfitting and overfitting, as illustrated in Figure 1.3A.  
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Underfitting occurs when a model is too simplistic to capture the underlying 

patterns in the data. Overfitting, on the other hand, happens when the model is 

overly complex and learns not only the general patterns but also the noise in 

the training data. To find out whether a model is underfitting or overfitting, one 

can look at the error for both the training and test data respectively, see 

Figure 1.3B. In the case of underfitting, the model exhibits high error for both 

the training and test datasets because it fails to adequately represent the 

complexity of the system. Overfitting, by contrast, is characterised by a low 

training error but a high test error, as the model conforms too closely to the 

training data and struggles to generalise to unseen data. A well-balanced model 

captures the underlying trends in the data without overfitting or underfitting, 

achieving the lowest possible test error.8,9 

Additionally, bias and variance play a central role in the trade-off between 

underfitting and overfitting. Bias refers to the error introduced when the model 

oversimplifies the problem, leading to underfitting. Variance, on the other hand, 

measures the model's sensitivity to fluctuations in the training data. High 

variance leads to overfitting, where the model performs well on the training 

data but fails to generalise to new data. As shown in Figure 1.3C, the total error 

is the sum of bias and variance, and the optimal model is found where this total 

error is minimised. For summary of underfitting and overfitting see Table 1.1. 
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Figure 1.3: Explanation of underfitting and overfitting. A) Example of underfitting, balanced fitting 
and overfitting. Underfitting happens when the model fails to capture the underlying trend of the 
data, while overfitting happens when the model conforms too closely to the training data, missing 
the general trend instead. A balanced fit is found in between these two extremes; it captures the 
underlying trend without conforming too much to the training data. B) Relationship between 
training error and test error. High training and test errors indicate underfitting, while low training 
error but high test error signals overfitting. The optimal fit occurs where the test error is minimised. 
C) Interaction between variance and bias. Reducing variance increases bias and vice versa. The best 
model fit is achieved at the point where the total error (sum of bias and variance) is minimised. 

 

Table 1.1: Comparison of underfitting and overfitting. 

Aspects Underfitting Overfitting 

Model 

complexity 

Model is too simple to compute data 

patterns 

Model is overly complex, capturing 

noise as well 

Accuracy 
Performs poorly on both training 

and validation sets 

Performs well on the training set 

but poorly on test sets 

Key indicators High bias and low variance Low training error, high variance 

Detection 
Easily identified using performance 

metrics 

Harder to detect: training error is 

low while test error is high 

Solutions 
Use more complex models, reduce 

regularisation, or add more features 

Use simpler models, increase 

regularisation, or reduce features 
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1.2.4.1 Bayesian Optimization  

Bayesian optimisation is a probabilistic approach designed to optimise black-

box functions that are expensive or time-consuming to evaluate. Bayesian 

optimisation leverages a surrogate model, often a Gaussian Process, to 

approximate the objective function. This surrogate model predicts both the 

expected value of the function and the associated uncertainty, which is critical 

for guiding the optimisation process. The combination of these predictions 

informs the acquisition function, which balances exploration by searching less-

known regions of the parameter space and exploitation by refining promising 

regions already identified, see  Figure 1.4. 

In the context of chemistry, Bayesian optimisation has proven particularly 

valuable for tasks such as reaction condition optimisation and materials 

discovery, where experimental evaluations are resource-intensive. For 

example, it can efficiently identify the optimal combination of catalysts, 

solvents, and temperatures to maximise reaction yield while minimising the 

number of experimental trials. By iteratively refining the surrogate model with 

feedback from newly explored datapoints, Bayesian optimisation enables 

systematic and efficient navigation of complex parameter spaces. 53,54 
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Figure 1.4: Illustration of Bayesian optimisation. The top panel shows the optimisation process, 
where the Bayesian optimisation model fits a surrogate model to the target function using the 
collected datapoints. Between the datapoints, the uncertainty increases, as indicated by the shaded 
regions. The combination of this uncertainty and the prediction of where the highest output lies 
informs the acquisition function, shown in the bottom panel. The acquisition function balances 
exploration (searching less-known regions) and exploitation (refining promising regions) to 
determine the next point to explore. The star indicates the datapoint with the highest acquisition 
value, selected as the next experiment to optimise the objective. 
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1.2.4.2 Supervised Learning Models 

Supervised learning models are extensively used in predictive tasks in 

chemistry, such as property prediction, reaction yield estimation, and 

retrosynthetic analysis. These models work with labelled datasets, where 

inputs are paired with corresponding outputs (labels). 9 

Decision Trees are simple, interpretable models that split the data into subsets 

based on feature thresholds. They are particularly effective for small datasets 

and provide insights into which features are most important for making 

predictions. In chemistry, they are frequently used for tasks such as predicting 

reaction success or categorising molecular activity. However, decision trees are 

prone to overfitting, especially when working with larger, more complex 

datasets. 

Random Forests are ensemble models composed of multiple decision trees. By 

averaging predictions from many trees, Random Forests improve accuracy and 

reduce overfitting. These models handle both numerical and categorical data 

well and are effective in property prediction tasks such as predicting solubility, 

toxicity, or reaction yields. Random Forests also provide interpretable outputs, 

such as feature importance scores, though they can be slower to train compared 

to simpler models. 

Lasso Regression applies L1 regularisation to shrink coefficients and 

encourage sparsity, effectively eliminating irrelevant features. This makes 

Lasso Regression ideal for high-dimensional datasets where feature selection is 

critical. However, it can sometimes over-penalise and eliminate important 

features, limiting its performance in certain cases. 

Ridge Regression is a linear regression model that uses L2 regularisation to 

reduce overfitting by penalising large coefficients. Ridge Regression is 

particularly effective for datasets with multicollinearity, often encountered in 
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chemical datasets with many interdependent features. While efficient and easy 

to implement, Ridge Regression is limited to linear relationships and does not 

perform feature selection. 

ElasticNet combines the penalties of Ridge and Lasso Regression, providing a 

balanced approach to regularisation and feature selection. It is particularly 

useful when the dataset contains many irrelevant features or when feature 

importance is a priority. However, careful tuning of hyperparameters is 

required to achieve optimal results. 

Support Vector Machines (SVMs) are versatile models that work well in high-

dimensional spaces. They use kernel functions to handle both classification and 

regression tasks, making them effective for analysing molecular descriptors. 

However, SVMs require significant computational resources and careful tuning 

of parameters to perform optimally. 

Gaussian Process Regression is a non-parametric probabilistic model ideal 

for small datasets. It provides uncertainty estimates alongside predictions, 

which is particularly valuable in chemistry for tasks like predicting molecular 

properties and guiding experimental design. However, Gaussian Processes 

scale poorly with large datasets and are complex to implement. 

K-Nearest Neighbors (KNN)55 is a simple, non-parametric algorithm that 

classifies or predicts data points based on the closest k-neighbors in the training 

set. KNN is intuitive and requires no explicit training, making it effective for 

small datasets or when relationships are straightforward, such as grouping 

similar molecules. However, KNN is sensitive to noise and becomes 

computationally expensive for large datasets. 
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1.2.4.3 Unsupervised Learning Models 

Unsupervised learning models are critical for clustering and dimensionality 

reduction in chemical datasets. These models enable the discovery of patterns 

and relationships for unlabelled data. 9 

K-Means Clustering is one of the most widely used clustering algorithms in 

chemistry. It is effective for grouping molecules based on structural or 

physicochemical similarity. Applications include grouping compounds into 

families or identifying clusters of similar reactivity. However, K-Means 

struggles with non-spherical clusters and is sensitive to the initial placement of 

centroids, requiring multiple runs for reliable results. 

Agglomerative Hierarchical Clustering takes a bottom-up approach, where 

each datapoint starts as its own cluster and is iteratively merged with others 

based on similarity. This method is particularly useful for creating 

dendrograms that hierarchically classify molecules, such as grouping functional 

groups or reaction pathways. While it does not require pre-specifying the 

number of clusters, it is computationally intensive for large datasets. 

Principal Component Analysis (PCA) reduces the dimensionality of high-

dimensional chemical data by projecting it onto a lower-dimensional space 

while retaining the most significant variance. PCA is widely used for visualising 

large datasets or simplifying input data for downstream modelling. However, 

PCA is limited in its ability to capture non-linear relationships, and the 

transformed components may lack clear interpretability. 

Uniform Manifold Approximation and Projection (UMAP)56 is 

dimensionality reduction technique that preserves both local and global 

structures in high-dimensional data. In chemistry, UMAP is used to explore 

molecular datasets, identify clusters of similar reactivity, and visualise chemical 

spaces. Compared to PCA, UMAP is better at retaining non-linear relationships, 
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though it is sensitive to hyperparameter choices and can be less intuitive to 

interpret. 

A summary of the pros and cons of all machine learning models presented are 

found in Table 1.2. These models as well as other models not presented in this 

thesis can be implemented using a variety of open-source frameworks, 

including scikit-learn57, PyTorch58, and TensorFlow59.  
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Table 1.2 Pros and cons for different models. 

Model Pros Cons 

Bayesian Optimization53,54 

- Efficient resource use 

with minimal evaluations 

- Balances exploration 

and exploitation 

- Provides uncertainty 

quantification 

- Adapts well to noisy 

systems 

- Computationally expensive 

for large datasets 

- Limited effectiveness in 

high-dimensional parameter 

spaces 

- Requires expert tuning for 

hyperparameters and kernel 

selection 

Supervised 

Learning 

Decision Trees 

- Easy to understand and 

visualise 

- Effective on small 

datasets 

- Handles non-linear 

relationships 

-  Prone to overfitting 

-  Struggles with large and 

complex datasets 

Random 

Forests 

- Reduces overfitting 

- Works with mixed data 

types 

- High accuracy and 

performance 

- Less interpretable 

- Slow training process 

Ridge 

Regression 

- Handles correlated 

features well 

- Easy to implement and 

efficient 

- Limited to linear 

relationships 

- Does not reduce irrelevant 

features 

Lasso 

Regression 

- Selects features by 

reducing irrelevant 

coefficients to zero 

- Effective for high-

dimensional datasets 

- Limited to linear 

relationships  

- Can over-penalise and 

eliminate important features 

ElasticNet 

- Balances Ridge and 

Lasso methods 

- Reduces overfitting in 

high-dimensional data 

- Requires careful 

hyperparameter tuning 

- Less interpretable than 

Ridge or Lasso 
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Supervised 

Learning 

Support 

Vector 

Machines 

- Works well in high-

dimensional spaces 

- Flexible with kernel 

functions 

- Slow training for large 

datasets 

- Performance sensitive to 

choice of kernel and 

hyperparameters 

Gaussian 

Process 

- Provides confidence 

intervals and uncertainty 

levels. 

- Effective on small 

datasets 

- Less interpretable 

- Slow training process 

K-Nearest 

Neighbors 

- Easy to implement 

- No training needed 

- Sensitive to noise and 

outliers 

- Slows down with large 

datasets 

Unsupervised 

Learning 

K-Means 

Clustering 

- Efficient, especially for 

large datasets 

- Easy to understand and 

implement 

- Struggles with non-

spherical or overlapping 

clusters 

- Results depend on initial 

cluster centroids, requiring 

multiple runs 

Agglomerative 

Hierarchical 

Clustering 

- Shows hierarchical 

relationships 

- Does not require pre-

specifying the number of 

clusters 

- Computationally intensive 

- Limited by memory for 

large datasets 

Principal 

Component 

Analysis 

- Simplifies large datasets 

while retaining variance 

- Fast and 

computationally efficient 

- Poor for non-linear 

relationships 

- Transformed components 

may be hard to interpret 

Uniform 

Manifold 

Approximation 

and Projection  

- Ideal for visualising local 

and global relationships 

- Effective for non-linear 

data 

- Sensitive to 

hyperparameter choices 

- Visualisation can be less 

intuitive 

 



Chapter 1 

24 

 1 1.3 Further Reading 

The aim of this background section has been to provide a solid understanding 

of what makes a machine learning approach good or not. We have explored the 

importance of data quality and quantity, discussing which factors matter and 

how to collect good data. Furthermore, we have looked at how to represent 

molecules using different featurization methods. Finally, we have looked at 

different machine learning models and their pros and cons.  

While this provides a solid foundation for understanding the projects covered 

in this thesis, it is by no means exhaustive. There are many more databases, 

featurisation techniques, and machine learning models available, each with 

their own applications. Covering all of this would be a PhD thesis in itself. 

Instead, I would like to leave the interested reader with some recommendations 

for where to find more information on this topic. 

For the general implementation of AI and machine learning to organic 

chemistry, following reviews cover the topic in great detail: Synthetic organic 

chemistry driven by artificial intelligence60, Machine Learning for Chemistry: 

Basics and Applications19, A Brief Introduction to Chemical Reaction 

Optimization61, and Bridging Chemical Knowledge and Machine Learning for 

Performance Prediction of Organic Synthesis12. The review Taking the Human 

Out of the Loop: A Review of Bayesian Optimization53 focuses on explaining all 

ins and out to implementing Bayesian optimization. Information on different 

molecular representation can be found here: Molecular representations for 

machine learning applications in chemistry 62 and Molecular representations in 

AI‑driven drug discovery: a review and practical guide46. An overview of the 

diverse set of self-driving laboratories that has been developed can be found in 

Review of low-cost self-driving laboratories in chemistry and materials science: 

the “frugal twin” concept63 and The rise of self-driving labs in chemical and 
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materials sciences64. Lastly, to make sure that the machine learning workflow 

one presents is reliable, repeatable and reproducible, this papers provides solid 

guidelines for best practices: Best practices in machine learning for chemistry27. 

1.4 Research Aims and Outline of the Thesis 

While machine learning methods are typically classified based on what data 

they handle, such as labelled data for supervised learning, unlabelled data for 

unsupervised learning, or reward-driven processes for reinforcement learning, 

this thesis approaches the topic from a different perspective. Reflecting the title 

of this thesis, the focus is instead on key areas that machine learning can be 

implemented to within organic chemistry: optimisation, screening, and 

prediction. 

Optimisation uses machine learning to determine for instance the best 

reaction conditions, such as temperature, solvent, and catalysts, to improve 

yields and selectivity. This addresses the question, “What are the optimal 

conditions for maximising the desired output of a reaction?” 

Screening applies machine learning to explore chemical spaces. This answers 

the question, “Can we identify reactive regions within the vast chemical space?” 

Prediction leverages machine learning to forecast reaction outcomes, for 

example substrates outside the training dataset. This addresses the question, 

“Are we capable of predicting whether a new reaction will occur under certain 

conditions?” 

Each chapter outlines its own project, each focusing on one of the objectives 

described above.  

Chapter 1 introduced the foundational concepts of automation and machine 

learning in organic chemistry. It focuses on the three key elements of any good 

machine learning application; data (quality and quantity), featurization 
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(representing the molecules in a computer readable way) and finally the 

machine learning model itself. 

Chapter 2 presents the development and implementation of automation in 

synthetic workflows, introducing the RoboChem platform. This chapter focuses 

on how automation facilitates efficient data generation, with a specific focus on 

optimization using Bayesian Optimization. 

Chapter 3 explores the integration of high-throughput experimentation 

combined with Random Forest models for rapid screening across expansive 

chemical spaces, demonstrating how these tools streamline the discovery of 

successful reactions. 

Chapter 4 highlights RoboChem’s dataset collection capabilities, using the 

generated data to perform reaction prediction. The workflow involved 

defining and clustering the chemical space, selecting representative substrates, 

and conducting experimental campaigns on these. The resulting dataset 

enabled the training of machine learning models to predict reaction outcomes 

under varying conditions. 
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