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Ch 4
Optimizing matching policies
to reduce long-term immune

responses

We propose a method for optimizing daily red blood cell (RBC) matching policies to minimize
long-term alloimmunization rates in patients requiring regular transfusions. Each RBC
transfusion carries the risk of alloantibody development. When alloantibodies are formed
against an antigen, it complicates future transfusions, as the patient can never be mismatched
on that antigen again or else there is a risk they will reject the transfusion.

For this reason, clinical guidelines recommend extended preventive matching for patients at
high risk of alloimmunization. This is particularly critical for sickle cell disease (SCD) patients,
who need a transfusion every six weeks, and must be matched not only for the major antigens
A, B, and D, but also for the minor antigens C, c, E, e, and K, and preferably for Fya, Fyb, Jka,
Jkb, M, N, and S as well.

We use linear optimization for solving the short-term RBC matching problem, and machine
learning models to estimate relationships between the short-termmodel parameters and several
long-term outcomes, aiming to identify parameter settings that optimize these long-term
outcomes. The parameter values found cover a wide range of values, which is likely a result of
the complexity and stochastic nature of real-world scenarios. A selection of these parameters
was implemented for short-termmatching, and increased performance was observed for several
long-term outcomes, with respect to a baseline setting without tuned parameters.

The methodology presented in this paper, developed within the context of RBC matching, yields
insights applicable across various fields requiring optimization. By employing a parameterized
model for short-term optimization, optimal model settings are identified that not only address
immediate objectives but also improve long-term outcomes.

A manuscript of this chapter was submitted to Computers in Biology and Medicine.

https://www.sciencedirect.com/journal/computers-in-biology-and-medicine
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4.1 Introduction
Red blood cell (RBC) transfusions are crucial in medical care. In both the Netherlands and
England, a single organization is responsible for the blood supply. Sanquin and NHSBT
respectively supply blood to 113 and 260 hospitals, serving populations of 17.9 and 58.3
million inhabitants in each country [157, 217]. Each year, approximately 390,000 and
1 million RBC units are distributed to these hospitals in the two countries respectively
[155, 218].

More than 300 RBC antigens are known to exist [84]. However, the transfusion process
generally requires that RBC units are compatible only for the ‘major’ RBC antigens (A, B
and D) of the patient, except when the patient has already developed an antibody against
a minor antigen. Several studies have estimated that about 1-5% of recipients become
alloimmunized against a ‘minor’ antigen after one ABO-Rh(D) compatible transfusion
[83, 206, 207], increasing up to 8-15% of recipients after multiple ABO-Rh(D) compatible
transfusions [186, 208]. The antibodies formed can destroy RBCs subsequently transfused
if they carry cognate antigens [186–188]. Such reactions pose a risk of death, particularly
to patients with sickle cell disease (SCD), many of whom receive regular transfusions.

SCD is a genetic disorder affecting the hemoglobin within RBCs, causing them to adopt
a sickle shape that impedes blood flow, leading to pain, organ damage, and increased
infection risk. The disorder is most commonly found in western and central sub-Saharan
Africa and India [219], but it also affects people from other areas. There is no cure, but
treatments are available to help manage symptoms and prevent complications, including
regular blood transfusions which increase the number of healthy RBCs in circulation. These
exchange transfusions partially replace the patient’s blood by multiple units of healthy
donor RBCs, possibly with different antigen profiles. To remain effective, they must be
performed at approximately 6-weekly intervals [220].

To address the alloimmunization risk in SCD patients, extended antigen matching
is crucial. This involves matching not only the three major antigens, but also other
clinically relevant antigens, both in terms of their immunogenicity and the expected clinical
consequences of incompatible matching. According to clinical guidelines, compatible
matching on the antigens C, c, E, e, and K is compulsory for SCD patients, and matching
on the antigens Fya, Fyb, Jka, Jkb, M, N, and S is recommended. Earlier studies aimed to
reduce the risk of alloimmunization caused by these minor antigens for each transfusion
request separately [166, 182, 194, 204]. However, as patients with SCD need transfusions
every six weeks, an alternative aim is to reduce the long run risk of alloimmunization of
patients receiving regular exchange transfusion.

In this study we use the short-termmodel described in Chapter 3 for RBCmatching on a
daily basis. The problem is formulated as a Markov Decision Process (MDP) as extensively
described by van Sambeeck [162]. Such an MDP can be used to estimate the product
allocation policy that is optimal for long-term performance as a function of available
inventory levels [221]. This is also our aim, although we will also include known (future)
requests as input for decision making. An MDP approach was also used by Soares et al.
[222], who considered the collection, storage, production and disposal of RBCs, although
they focus on preventing product outdating instead of compatible matching. The same
is true of Abdulwahab and Wahab [223], who only consider the eight major blood types,
reducing the complexity of the matching problem compared to including all clinically



general approach

4

61

relevant minor antigens. Optimization approaches have also been used in blood supply
chains. In the study by Zhu et al. [224], an optimization model is developed to enhance
blood donor incentivization schemes, reducing shortages and wastage of blood products.
Lin et al. [225] explore how charitable organizations such as blood banks can boost donation
rates by understanding worker experience and staff-donor interactions. Zhang et al. [226]
propose a strategy for reducing platelet wastage via inventory sharing among healthcare
facilities, demonstrating a notable decrease in product outdates in a partnering hospital
system.

The aim of this study is to adjust the short-term optimization model such that the
number of alloimmunizations, shortages and product outdates are minimized in the long
run. We use data on RBC supply and demand from three large London hospitals to design
and test the outcomes of the matching policy. Through this analysis, we aim to enhance
matching strategies and decision-making in blood transfusion practices, with a particular
focus on minimizing long-term alloimmunization risks for SCD patients. Our approach
of optimizing short-term strategies to improve long-term outcomes could be beneficial in
various decision-making scenarios, such as production planning for maintaining optimal
inventory levels, or scheduling maintenance activities to reduce long-term production
costs.

In Section 4.2, we provide an overview of our approach in general terms, highlighting
its applicability to various domains, and also define the desired long-term outcomes for
our case study. In Section 4.3 the short-term optimization model is defined, which is
applied and tested using simulations as described in Section 4.4. In Section 4.5 the results
of these simulations are analyzed and optimal parameter bounds are determined, in order
to generate more simulated data on parameter values within these bounds. In Section 4.6
we describe the training of neural networks to predict long-term outcomes from the
simulated data. In Section 4.7 we explain how the fitted models are used to identify the
optimal parameter values of the short-term allocation problem. In Section 4.8 the resulting
long-term performance of the MDP is evaluated, before conclusions and limitations are
discussed in Section 4.9.

4.2 General approach
This section provides an overview of our methods, and introduces the terminology that will
be used throughout the rest of the paper. The first step is to define a set of desired long-term
outcomes, which we desire to achieve by applying the short-term decision policy iteratively.
One goal is to minimize the total number of requests left unsatisfied, i.e. shortages (TS).
While this is the most important metric to minimize, it can also be targeted directly through
the short-term matching policy and is therefore relatively straightforward to optimize. The
same holds for the total number of perished products, i.e. outdates (TO). For this reason,
minimizing the total number of antibodies formed by all SCD patients (TA) is our main
focus. The desire to prevent patients from forming antibodies is also reflected by the goals
of minimizing total alloimmunization risk, cumulative over all mismatches (TAR) and the
number of alloimmunized SCD patients, with at least one antigen (AP). The maximum
number of antigens that any SCD patient has antibodies against (MAP) is also relevant
for diagnostic reasons. The complexity of testing a patient for existing antibodies against
mismatched antigens increases with the number of antibodies developed by the patient;
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test results can become ambiguous, leading to uncertainty about whether the patient is at
risk of a transfusion reaction.

Some long-term outcomes are not suitable to be directly measured and addressed in
the short-term optimization problem. Long-term alloantibody formation is influenced by
decisions made during many transfusion episodes as well as by the probabilistic nature of
antibody formation. Instead, these outcomes are approximated and added to the short-term
optimization problem in a parameterized way.

The second step is to define a short-term optimization model that incorporates the
long-term outcomes in a parameterized way. In other words, the objective function is
defined as a summation of several penalty matrices 𝐹 (𝑗), where each matrix is multiplied
with some pre-defined parameter 𝜆𝑗 , weighting the contribution of that penalty to the final
decision policy. Our short-term matching policy will be described in Section 4.3.

In order to execute, test and experiment with the short-term optimization model, the
third step is to perform simulations using real-world data, where the short-term decision
policy is applied for each timestep of the simulation. These simulations, as further described
in Section 4.4, are used for the fourth step: estimating optimal values for parameters 𝜆 of
the short-term optimization model, such that it leads to the best long-term performance.
This is achieved as follows:

1. We use space-filling Latin Hypercube Design (LHD) to explore the parameter space
comprehensively. Long-term performance is evaluated for each unique configuration
of 𝜆 in this LHD, by iterating the short-term optimization problem. Section 4.5
describes the analyses and observations.

2. A machine learning model 𝑀 (𝑔)(𝜆) is developed for each long-term outcome 𝑔 ∈ 
individually. This model is used to predict the outcome value 𝑦̂(𝑔) for a complete
simulation as a function of 𝜆. This design and training procedure are further discussed
in Section 4.6.

3. For each𝑀 (𝑔)(𝜆), a corresponding mixed-integer linear optimization model is created,
taking 𝑦̂(𝑔) as the objective value to be minimized, and including 𝜆 as variables
to be determined. As the linear optimization is solved, optimal values for 𝜆 are
found, optimizing the expected value 𝑦̂(𝑔) for long-term outcome 𝑔 by adjusting the
short-term decision policy. In Section 4.7 the creation of this process is discussed, as
well as the optimal parameter values for our case-study.

4. Performance of the optimized parameter values is evaluated for long-term
performance using simulations. This is further discussed in Section 4.8.

4.3 Short-term optimization model
The short-term optimization model requires the information available on hospital inventory
levels and on scheduled transfusions as input. This includes the antigen profile and the age
of all RBC units in the inventory, as well as the antigen profile and the number of units
requested for each scheduled transfusion. As a result of previous transfusions, patients may
also have antibodies against some antigens, that need to be taken into account. Particular
values for the model parameters may vary depending on the simulation setup, as will be
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discussed in Section 4.4. The rest of this section will describe the different parts of our
short-term optimization model, which is designed to be applied for daily RBC matching
in a hospital context. We start by defining the sets and parameters used in the matching
model:

 = set of products present in the inventory;
 = set of requests known;
𝑛𝑟 = number of units requested for 𝑟 ∈;
𝐶𝑖𝑟 = 1 if request 𝑟 ∈ is compatible with product 𝑖 ∈ , 0 otherwise;
𝜆 = vector of parameters balancing the contribution of each matrix 𝐹 to

the objective function of the short-term optimization;

𝜆shortages = reward for satisfying a request with a compatible product;
𝜆mismatches = penalty for mismatching on any of the minor antigens;

𝜆FIFO = reward for issuing older products, encouraging a FIFO strategy;
𝜆usability = penalty for issuing a product with high usability of the major antigens;

𝜆substitution = penalty for substitution of the minor antigens;
𝜆today =weight for prioritizing requests for the current day over future requests;

We use the linear optimization model as presented in Chapter 3 for our short-term
matching policy. This policy makes use of four matrices of size  ×, as well as a vector
of length  and a vector of length, which are defined in Appendix A. In the objective
function of the short-term optimization model, each of these matrices and vectors 𝐹 (𝑗) is
multiplied with a parameter 𝜆𝑗 , which determines its contribution to the final matching
policy. We refer to these parameters using notation 𝜆name, with name representing the
purpose of the matrix that the parameter will be multiplied with.

The variables in the short-term optimization model are:

𝑋𝑖𝑟 =

{
1 if inventory product 𝑖 ∈  is allocated to request 𝑟 ∈,
0 otherwise.

When solving the short-term optimization model, we aim to minimize the weighted sum
of all 𝐹 (𝑗) for all matches between inventory products 𝑖 and requests 𝑟 . This is achieved by
multiplying the decision variable𝑋𝑖𝑟 with the sum of all 𝐹 (𝑗), weighted by 𝜆, and minimizing
the total sum. The resulting short-term matching policy is defined as:

minimize
∑

𝑖∈,𝑟∈

(𝜆shortages𝐹
(0)
𝑖𝑟 +𝜆mismatches𝐹

(1)
𝑖𝑟 +𝜆FIFO𝐹 (2)𝑖 +

𝜆usability𝐹
(3)
𝑖𝑟 +𝜆substitution𝐹

(4)
𝑖𝑟 ) ⋅

(1+𝜆today𝐹 (5)𝑟 ) 𝑋𝑖𝑟

(1)
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s.t. ∑
𝑟∈

𝑋𝑖𝑟 ≤ 1 ∀𝑖 ∈  (2)

∑
𝑖∈

𝑋𝑖𝑟 ≤ 𝑛𝑟 ∀𝑟 ∈ (3)

𝑋𝑖𝑟 ≤ 𝐶𝑖𝑟 ∀𝑖 ∈ , 𝑟 ∈ (4)

𝑋𝑖𝑟 ∈ {0,1} ∀𝑖 ∈ , 𝑟 ∈ (5)

The objective function (1), consisting of the summed penalty for all matches, is
minimized. Here 𝜆shortages𝐹 (0)𝑖𝑟 contains a negative value (or reward) for each successfully
matched request. Minor antigen mismatches are penalized by 𝜆mismatches𝐹

(1)
𝑖𝑟 , and

𝜆FIFO𝐹 (2)𝑖 encourages a first-in-first-out strategy to prevent product outdates. Both
𝜆usability𝐹

(3)
𝑖𝑟 and 𝜆substitution𝐹

(4)
𝑖𝑟 are included aiming to preserve high value

inventory. Requests for the current day are prioritized over those for future dates, based
on the parameter 𝜆today. Constraint (2) ensures that each inventory product 𝑖 ∈  can be
issued no more than once. Constraint (3) ensures that each request 𝑟 ∈ cannot receive
more inventory products than the number that was requested. Constraint (4) forces 𝑋𝑖𝑟 to
0 either if a match between product 𝑖 ∈  and request 𝑟 ∈ is incompatible on any of the
antigens that must be matched compatibly, if the patient 𝑟 has antibodies against any of
the antigens that product 𝑖 is positive for, or if the issuing date of request 𝑟 is after product
𝑖 will have expired. Finally, constraint (5) ensures that all variables are binary.

4.4 Simulation setup
Patients with SCD typically require a transfusion every six weeks. We conducted
simulations over a period of 26 six-week cycles, equivalent to approximately three years of
treatment. Simulating life-long transfusions would be too computationally intensive, and
26 transfusion episodes is expected to provide a reasonable proxy for long-term outcomes.
Each simulation was preceded by an initialization period of 70 days, equivalent to two RBC
life cycles of 35 days, allowing the inventory to reach a steady state.

During the simulation we monitor one (virtual) cohort of patients, which is further
described in Section 4.4.3, to prevent noise that would be induced by new patients starting
or concluding regular transfusion regimen during the study period. In these simulations
our short-term matching strategy is applied to assign RBC units to the requests known on
each simulated day. See Figure 1 for pseudo-code describing this process.

4.4.1 Latin Hypercube Design for parameter configurations
In order to find optimal parameter values we applied the short-term matching policy with
many configurations of 𝜆 and analyzed long-term outcomes. To explore the parameter space
systematically, we created a five-dimensional space-filling Latin Hypercube Design (LHD)
of 500 points, with each dimension representing one parameter, and each point in the
space representing one configuration of parameter values. By making use of a LHD we
ensure that the tested parameter combinations form an optimal representation of the full
parameter space. Appendix E elaborates on the creation of the LHDs. While most elements
of 𝜆 are in the range [0,1], 𝜆today ranges between 0 and 100. This range was chosen
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1: Input: simulation episodes  , days 
2: function simulate daily RBC matching
3: for 𝑒 ∈  do
4:  ← fill inventory up to its capacity. ⊳ initialize inventory
5: ← { } ⊳ initialize requests
6: for 𝑑 ∈ do
7: ← \ {requests with a transfusion date in the past}.
8: ← ∪ {new requests, from data as described in Appendix B}.
9: 𝑋 ← result of applying matching policy described by Equations (1) to (5).
10:  ← {𝑖 ∣ 𝑖 ∈ , ℎ𝑖 < 34} and increase ℎ𝑖 for all 𝑖 ∈ .
11:  ←  ∪ {new supply, from data as described in Appendix B}.
12: end for
13: end for
14: end function

Figure 1: Pseudo-code for applying the short-termmatching policy in simulation episodes.

as in our model a patient that needs a transfusion today is considered to be 1 + 𝜆today
times as ‘important’ as a patient that needs a transfusion in the future, and a two orders of
magnitude of variation in penalty was considered sufficient. The value for 𝜆shortages is
fixed at 100, and therefore not included in the LHD. This parameter value is high because
we aim to always prioritize satisfying as many requests as possible with a major antigen
compatible product.

4.4.2 Supply and demand data
Simulated supply and demand was based on NHSBT data of three hospitals in London:
University College London Hospitals (UCLH), North Middlesex, and Whittington. In
our simulations, requests for individual SCD patients become known 7 days before the
transfusion date. These transfusions are typically planned and they can be considered
whenever assigning products to other patients as well. Lead times for non-SCD patients
were set to be uniformly distributed between 0 and 6 days. At the start of the simulation,
as well as at the end of each simulated day, the hospital’s inventory was restocked with
random RBC units up to its maximum capacity (Figure 1, Lines 4 and 11). The blood
type distribution of replenished units was based both on supply data and on the blood
type distribution of the English donor population. See Appendix B for a more detailed
description of the data, and on the stochastic demand and supply generated based on this
data.

4.4.3 Modeling of returning patients
For the first six weeks of the simulation, we generated new SCD patients to be included
in the simulated cohort. Next, no new SCD patients were generated, but only existing
patients in the cohort who returned every six weeks. At the end of each simulated
day, minor antigen mismatches were observed for all transfused SCD patients, and
alloantibody formation was simulated with a certain probability. Appendix C describes the
estimation of alloimmunization probabilities, with Table 11 showing the estimated values.
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When alloimmunization occurred, the patient’s record was updated to include the newly
formed alloantibodies. For each subsequent transfusion the patient was prohibited from
receiving any mismatching units for this antigen. The probability of alloimmunization
after mismatching was a function of the cumulative number of mismatching units received
over the course of the simulation, as further explained in Appendix C, Table 11.

4.4.4 Computational statistics
All experiments were performed on a PowerEdge R930 server, containing an
Intel® Xeon® CPU E7-8867 v3 @ 2.50GHz, with 32 cores and 1.5T RAM. The experiments
were parallelized so that typically a single core was used for one simulation. The model
was programmed in Python [214]. The commercial solver Gurobi was used to execute the
model and generate results [200]. The code is available on Github1.

Using this hardware and software, computational statistics were obtained for applying
the short-term matching policy in simulated scenarios. These statistics are acquired from
1162 days of allocating RBC products (70 initialization days + 26×6×7 = 1092 test days), an
average daily demand of 151 requests and an inventory size of 453 RBC units. A summary
of computational statistics is presented in Table 1.

Number of Number of Calc. time Calc. time
variables constraints per day (sec) simulation (min)

Mean 153 143 791 1.1 21.4
Min 2 718 459 0.005 13.6
Max 303 963 1 124 38.24 35.2
St. dev. 26 709 59 0.488 4.2

Table 1: Computational statistics of the short-term optimization model when applied for
daily matching in a three-year simulation.

4.5 Determination of parameter bounds
Before determining the optimal parameters 𝜆 for improving long-term outcomes, we first
investigated the relationships between the parameters and each of the individual goals.
For each of the 500 parameter configurations, as introduced in Section 4.4.1, we ran a
simulation and observed the matching quality. For each of these simulations a different
scenario of supply and demand was generated as described in Section 4.4.2.

4.5.1 Observations from the data
In Table 2 all configurations for which the total number of outdates during the simulation
were more than 0 are shown. The main observation from this table is that for all of these
simulations, 𝜆FIFO is lower than 0.04 (the full domain for 𝜆FIFO is [0,1]). As any value
higher than 0.04 was sufficient to prevent outdates, it seems that any small non-zero penalty
would suffice.
1https://github.com/WemelsfelderML/blood_matching_longterm_SCD

https://github.com/WemelsfelderML/blood_matching_longterm_SCD
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𝝀mismatches 𝝀FIFO 𝝀usability 𝝀substitution 𝝀today TO

0.421 0.0.00 0.982 0.180 69.739 52
0.543 0.002 0.092 0.098 101.302 9
0.914 0.004 0.569 0.022 134.669 6
0.812 0.008 0.599 0.383 38.477 8
0.487 0.010 0.116 0.186 85.671 1
0.719 0.014 0.561 0.389 41.483 1
0.874 0.026 0.279 0.367 78.156 2
0.772 0.038 0.379 0.020 18.036 1

Table 2: Total number of perished products, i.e. outdates (TO) observed for several
simulated scenarios using various values of 𝜆. matching was simulated for three years.
The only scenarios presented here are those where the total number of outdates is larger
than 0. Entries are sorted in ascending order for 𝜆FIFO.

As shown in Table 3, setting the parameter for 𝜆today to 0 leads to approximately
one-third of all requests being left unsatisfied. Setting this penalty to any value higher
than 0 will reduce the number of shortages to reasonable numbers; the maximum number
of shortages for all other parameter configurations is 223, with a mean of 33. We conclude
that 𝜆today should be set to a value higher than 0, and for further analyses remove the
data point that corresponds to the parameter configuration in Table 3. We do this because
the (yet unknown) function mapping 𝜆 parameters to the TS objective appears to be very
steep near 𝜆today = 0, which is likely to affect the parameter optimization.

𝝀mismatches 𝝀FIFO 𝝀usability 𝝀substitution 𝝀today TS

0.345 0.66 0.319 0.124 0.0 31687

Table 3: Total number of requests left unsatisfied, i.e. shortages (TS) in the only simulated
scenario where 𝝀today = 0. RBC matching was simulated for three years.

4.5.2 Correlation statistics
Figure 2 shows correlation statistics for all combinations of parameter values and objective
values. Wemake a few observations. Negative correlations are found between 𝜆mismatches
and all objectives that relate to alloantibody formation (i.e., TA, TAR, AP, MAP), indicating
that a higher value for 𝜆mismatches leads to better results for these objectives. Positive
correlations are observed between 𝜆usability and most objectives, indicating that a higher
value for 𝜆usability leads to worse results for most objectives. Parameters 𝜆FIFO and
𝜆today both hold a combination of positive and negative correlations with the objective
values, although the majority of these correlations are not significant. To determine the
optimal parameter values further investigation is required, as will be discussed in the
following sections. The parameter 𝜆substitution only correlates negatively with each of
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the objectives, meaning it is likely to have a desirable influence on the outcomes. Only the
correlation with total alloimmunization risk is significant at the 1% level.
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Figure 2: Spearman correlation coefficients for all combinations of the parameter values
𝜆 and the long-term outcomes that were defined in Section 4.2. These values indicate to
what extent these relationships are monotonic.

Note: * : 𝑝 ≤ 0.1, ** : 𝑝 ≤ 0.01, *** : 𝑝 ≤ 0.001

4.5.3 Generalized Additive Models
Appendix F shows partial dependence plots of Linear Generalized Additive Modelss (GAMs)
[227]. These models are built upon the assumption that the predicted objective value can
be described as the sum of individual (numerical) features.

The estimated relationship between objectives TA, AP, MAP and TS, and each of
the considered parameters individually, is observed to be highly non-linear. It is likely
that interaction terms between the parameters are required to sufficiently describe their
relationship to these objectives. The analysis also indicates that the objective TAR benefits
from higher values of 𝜆mismatches, and of lower values of 𝜆usability. We also see a
similar effect as was previously observed in Table 2 and Figure 2 where setting 𝜆FIFO > 0
is important for preventing outdates.

4.5.4 Parameter bounds
Based on the observations discussed in this section we set the following bounds to obtain
desirable results. A lower bound of 𝜆FIFO ≥ 0.05 is set based on Table 2, to keep the
number of outdated products low. A lower bound of 𝜆today ≥ 0.1 is set based on Table 3, to
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prevent excessive shortages. A lower bound of 𝜆mismatches ≥ 0.2 is set based on Figure 2
and Figure 7 (Appendix F), to prevent minor antigen mismatches. An upper bound of
𝜆usability ≤ 0.2 is set based on Figure 2 and Figure 7 (Appendix F), as high values seem
to have a negative impact on several long-term outcomes.

4.6 Prediction of long-term outcomes
In order to estimate long-term performance we trained Neural Networks (NNs) to predict
the long-term outcomes as a function of parameter values. A second LHD was created,
covering only parameter values within the bounds defined in Section 4.5.4. With these
parameter configurations another 500 simulations were executed, to gather more data in
the most promising areas of the parameter space. The same supply and demand scenarios
were used as for the first 500 simulations. The combined data from all 1000 simulations
was used for training the NNs.

Before fitting the NNs to predict long-term outcomes as a function of 𝜆, an extra source
of informationwas added as input for prediction. For each simulated scenario, themaximum
number of mismatched units per transfusion per SCD patient, was recorded for each minor
antigen. For all minor antigens, significant correlations were found between this metric and
the cumulative number of antibodies observed for the corresponding simulated scenario.
These findings, shown in Table 4, suggest a strong monotonic relationship between the
two metrics for all antigens examined. Consequently, this allows us to incorporate the
maximum number of mismatches per day into our matching policy by setting an upper
limit based on the highest number observed per antigen. Unlike similar metrics, such as
the average number of mismatches per day, this upper limit is a precise constraint that is
suitable for incorporation into the short-term matching policy.

We differentiate between two types of NN models: N2, which incorporates the
maximum number of daily mismatches for SCD patients per antigen, and N1, which
does not. A further description of the design and architecture of the NNs can be found in
Appendix G.

Fya Fyb Jka Jkb M N S

0.436*** 0.29*** 0.516*** 0.098** 0.219*** 0.073* 0.102*

Table 4: Spearman correlation coefficients for the relationship between the maximum
number of mismatched units per day for SCD patients per antigen, and the observed
number of alloantibodies in SCD patients for that antigen. No correlation statistic is
available for those antigens against which no antibodies were formed in any of the
simulated scenarios.

Note: * : 𝑝 ≤ 0.1, ** : 𝑝 ≤ 0.01, *** : 𝑝 ≤ 0.001

Next, we test the fitted NNs to a randomly selected test dataset, covering 10% of all data
points. Table 5 shows some resulting performance metrics for both the N1 and N2 models,
indicating poor predictive performance for all models except for N1-TAR which has a high
𝑅2 value. Since all parameter configurations were simulated only once, there is limited
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information about each individual parameter. To investigate whether the poor performance
of the NNs was either due to low predictive value of the parameters with respect to the
predicted objectives, or due to a lack of data, we simulated an extra 100 scenarios. For
these simulations only the values for parameters 𝜆mismatches and 𝜆substitution were
varied, as these parameters generally seem to have most predictive power, again using a
LHD to cover the parameter space. The other parameters were kept constant with values
of 𝜆FIFO = 0.5, 𝜆usability = 0.0, 𝜆today = 100. After training NNs to predict long-term
outcomes, the predictions turned out to have worse performance than the N1 and N2
models shown in Table 5. This suggests that the relationship between our short-term
policy parameters and long-term outcomes is not strong, and that increasing the amount
of data on the relationship between these parameters and long-term outcomes is unlikely
to increase predictive performance.

Type Objective MSE RMSE MAE R2

N1 - TA 12.190 3.491 2.744 0.208

N1 - TAR 28.219 5.312 4.407 0.972

N1 - AP 8.573 2.928 2.262 0.196

N1 - MAP 0.28 0.529 0.422 0.035

N1 - TS 1848.401 42.993 31.663 0.066

N1 - TO 0.008 0.091 0.01 0.0

N2 - TA 10.179 3.19 2.513 0.339

N2 - AP 7.559 2.749 2.171 0.291

N2 - MAP 0.268 0.517 0.431 0.077

Table 5: Performance metrics for predictions of several fitted NNs. Each of these NNs
was trained to predict one of the long-term outcomes that were defined in Section 4.2. All
models use the parameter values 𝜆 as input, while the N2-models also use the maximum
number of mismatched units per minor antigen, for SCD patients.

4.7 Parameter optimization
Using the fitted NNs, a Mixed-Integer Programming (MIP) model can be defined as in
Maragno et al. [228] and Fajemisin et al. [229]. In this approach, the NN that predicts the
objective that is to beminimized, is embedded into the objective function of the optimization
model, in which the elements of parameter vector 𝜆 are the model’s decision variables. The
other fitted NNs, corresponding to other objectives, may be set as constraints, setting an
upper- or lower bound for the value of that metric. When this model is solved, it will find
the values for vector 𝜆 that should result in the lowest possible value for the long-term
outcome that was minimized. Note that this approach assumes that the NNs have good
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predictive performance.
Wewill test this method for finding optimal parameter values with twoNNs: N2-TA and

N1-TAR (shown in Table 5). We chose to optimizeN2-TA as this is the main objective of our
study, but also includedN1-TAR because this is expected to approximate the main objective,
and has better predictive performance. The optimal parameter values are presented, for
all the NNs, in Table 6. Note that several parameter values of either 0 or 1 are found to
be optimal, where the total ranges of values for these parameters are [0,1]. This indicates
that the optimal value might be outside of this range, and that increasing the range of 𝜆
may have been beneficial. This is because the fixed parameter value 𝜆shortages = 100 has
constrained the relative contribution of the other parameters.

For the N2-type models, the maximum number of mismatches per transfusion episode
of SCD patients was also included as input for each minor antigen. The values for these
metrics, as resulting from solving the corresponding parameter optimization model, can
be used as constraints in the short-term optimization model to set upper bounds on the
number of mismatches allowed for each SCD patient transfused. As a result, model N2-TA
sets an upper bound of 4 on Jkb, and an upper bound of 0 on all other antigens. Model
N2-AP determines an upper bound of 2 on mismatches for Fyb and 7 for S, and model
N2-MAP sets an upper bound of 3 on mismatches for Jka. These upper bounds are included
as constraints in the short-term matching policy as described by Equations (1) to (5).

N1-type N2-type
TA AP MAP TS TO TA AP MAP

𝝀mismatches 0.20 0.20 0.20 1.00 0.20 1.00 0.20 0.70
𝝀FIFO 0.05 0.05 0.05 0.42 0.05 0.05 0.05 0.05
𝝀usability 0.18 0.00 0.00 0.00 0.00 0.03 0.00 0.00
𝝀substitution 0.00 0.00 0.00 0.07 0.00 0.01 0.00 0.00
𝝀today 0.10 0.10 100.00 2.16 5.55 37.39 3.29 83.76

Objective value 7.90 7.42 0.71 0.09 0.00 0.00 0.48 0.00
Variables 300 84 42 588 204 84 120 84
Constraints 197 53 21 389 117 37 53 37
Calc. time (sec) 0.15 0.04 0.03 0.50 0.04 0.05 0.05 0.04

Table 6: The results and computational statistics of minimizing the outputs of the NNs
described by Table 5. A linear optimization model was used for minimizing the long-term
outcome values predicted by the NNs, where the NN’s output is minimized as its objective
function, and parameters 𝜆 are its variables.

Finally, we also combine two NNs to investigate trade-offs between multiple objectives.
We do this by minimizing the output of one of the NNs and setting an upper bound on the
output of the other NN, while gradually shifting this upper bound to explore the Pareto
front. Figure 3 shows resulting estimated Pareto curves for all combinations of N1-TAR,
N1-TS and N2-TA. In each plot a few Pareto-optimal points are highlighted along with the
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corresponding parameter combinations.
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Figure 3: Pareto curves to observe trade-offs between long-term outcomes, where for
each curve three points are highlighted, including their corresponding parameter vector 𝜆.
Note that the data points presented are output values of the fitted NNs (Table 5), predicting
values for the long-term outcomes based on input vector 𝜆.

Note: 𝜆 = [𝜆mismatches 𝜆FIFO 𝜆usability 𝜆substitution 𝜆today]

4.8 Performance testing
In order to evaluate performance of our method when using the parameter values shown in
Table 6, we need to compare their performance to a baseline. As a baseline, we performed
100 simulations using only 𝜆shortage = 100, and setting all other penalties to 0, except
for 𝜆today, which is set to 1 in order to prevent an unreasonable number of shortages. In
other words, we assigned the model with the task to maximize the number of satisfied
requests, while slightly prioritizing requests for today over requests for the future. This
strategy is applied for every day in 100 simulations of approximately three years each.

Table 7 shows a performance comparison between the baseline simulations and the
simulations performed with the parameter settings resulting from the N2-TA and N1-TAR
optimizations. Additionally, in Appendix H more elaborate performance visualizations
can be found. We can observe that both policies perform significantly better than the
baseline for most objectives (low 𝑝-values), but also that the performance of each policy is
subject to substantial variation on each of the performance metrics shown. The similarity in
performance of the optimized parameter settings, however, suggests that with parameters
being set within proper bounds (Section 4.6), the exact parameter values are less critical
for achieving desirable results.

Another observation is that, for most long-term outcomes, theN1-TAR policy performs
best. Note that this policy is trained to optimize the TAR objective, which is not part of the
long-term outcomes tested, but that it does hold the strongest predictive power as shown
in Table 5. This suggests that it may be preferable to use an objective that merely correlates
with the desired long-term outcome as the base for parameter optimization, rather than
using the long-term outcome directly.
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Objective Setting 𝝁 𝝈 𝒕-value 𝒑-value

TA
Baseline 22.73 4.33
N2-TA 14.21 3.33 -24.05 3.99e-43
N1-TAR 12.42 3.33 -23.66 1.55e-42

TS
Baseline 201.13 78.53
N2-TA 58.47 40.43 -25.60 1.87e-45
N1-TAR 65.18 46.30 -28.17 4.49e-49

AP
Baseline 18.65 3.20
N2-TA 12.33 2.62 -22.21 3.08e-40
N1-TAR 11.29 2.76 -20.04 1.27e-36

MAP
Baseline 2.15 0.39
N2-TA 1.92 0.53 -4.06 9.68e-05
N1-TAR 1.74 0.63 -5.54 2.48e-07

TO
Baseline 0.68 3.49
N2-TA 0.18 0.48 -1.47 1.45e-01
N1-TAR 0.00 0.00 -1.95 5.42e-02

Table 7: Performance of short-term matching policies N2-TA and N1-TAR, as well as
the baseline setting. For a total of 100 simulations, this table displays the mean 𝜇 and
standard deviation 𝜎 for all tests. It also contains statistical measures 𝑡 and 𝑝 of a pairwise
comparison between simulation performance of our policies and the baseline.

4.9 Discussion
In this study, we have delved into the relationship between the parameter settings for
short-term red blood cell (RBC) matching policies and various long-term outcomes, with a
primary focus on enhancing short-term decision making to boost overall matching quality.
Our primary study population consisted of patients with sickle cell disease (SCD), who
require blood transfusions every six weeks, providing a valuable opportunity to observe
the development of alloantibodies over a long period of time.

Our results indicate that using a space-filling Latin Hypercube Design to explore the
parameter space, followed by an analysis of simulations under these parameter settings,
may provide an effective strategy to derive general conclusions about desired parameter
limits. For instance, using this strategy we discovered that setting 𝜆FIFO, which prioritized
older over younger products, to a value that is too low will cause product outdates, while
by increasing this parameter outdates can be prevented entirely. Conversely, assigning a
positive value to the parameter 𝜆usability, which incurs a penalty for allocating products
with higher usability than required, quite surprisingly resulted in a detrimental impact
on most of the performance metrics. Furthermore, to avoid excessive shortages, it is
essential to adopt a positive value for 𝜆today, which prioritizes today’s over future requests.
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However, completely eliminating shortages remains challenging. It is likely that with a
larger inventory size shortages could be prevented, but since this would result in an increase
in product outdating, this may not be a desirable solution.

We should note that several optimal parameter values found were on the boundaries of
their search space (i.e., [0,1]). This indicates that a better performance may potentially be
achieved by increasing the search space.

Challenges were encountered in identifying a single specific optimal parameter setting.
Results indicate that carefully setting parameter bounds is more important for achieving
desired outcomes than the detailed tuning of parameter values within these bounds.
Moreover, the noisy nature of demand and supply, combined with the interplay of factors
affecting matching performance, leads to a broad range of outcomes for each of the
performance metrics considered, even when parameters are kept constant. This hinders
the accurate prediction of long-term outcomes for specific parameter values. Nevertheless,
this variability suggests that our model realistically reflects the stochasticity of supply and
demand and the complexity of the matching problem as a result of multiple interacting
factors, prohibiting the risk of overfitting on some specific scenario.

Supply and demand are both stochastic and are likely to vary over time due to changes
in the donor and patient population, as well as changes in donation or transfusion practices.
As a result the optimal matching policy may also vary over time. In case a model were to be
implemented in practice this would require the installation of review episodes, where the
configuration of optimal parameters is evaluated and potentially adjusted. There also may
be alternatives for the current parameterization used. We tested one alternative: setting an
upper bound 𝑢𝑗 on each of the penalties∑𝑖∈,𝑟∈ 𝜆𝑗𝐹 (𝑗)𝑖𝑟 , instead of minimizing these values
as part of the objective function. Although this experiment did not hold any promising
results, there may be other parameterizations or model designs that would, which could be
fruitful to explore in future research.

This research was limited by computational time and resources as a result of widely
exploring the parameter space. Computational times are large when running hundreds
of three-year simulations, despite the fact that for each individual day the short-term
policy on average takes only one second to solve. In a similar manner, training the Neural
Networks (NNs) to predict long-term outcomes is computationally expensive, but solving
the parameter optimization that is a transformation of trained NNs takes less than a tenth
of a second for most NNs, and in all cases less than an minute.

The approach developed in this chapter can potentially also be applied to many other
decision problems. There are many situations in which one has to run an optimization
model every day or week, and that the model outcome also determines a long-term impact
in a parameterized way. The methodology proposed in this chapter could then be used
to optimize these parameter values for the long-term performance. As an example we
mention general production-inventory problems in which for example order-up-to-levels
are included in the optimization model that has to be solved on a daily basis.
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Appendix

A Short-term objective function
In this section the objective function is formulated for the short-term optimization model,
which is designed to be applied for daily RBC matching in a hospital context. We start by
defining the sets and parameters used in the matching model:

 = set of products present in the inventory;
 = set of requests known;

major = set of all major antigens = {A, B, D};
minor = set of all minor antigens considered = {C, c, E, e, K, Fya, Fyb, Jka, Jkb, S, s};

 = set of all antigens considered = major ∪minor;
 = set of patient types considered = {SCD, non-SCD};

ℎ𝑖 = age of RBC product 𝑖 ∈ ;
𝑡𝑟 = 1 if the issuing day of request 𝑟 ∈ is today, 0 otherwise;

𝑉𝑏𝑘 = 1 if blood 𝑏 ∈  ∪ is positive for antigen 𝑘 ∈, 0 otherwise;
𝐴𝑟𝑘 = 1 if request 𝑟 ∈ has alloantibodies against antigen 𝑘 ∈, 0 otherwise;
𝐶𝑖𝑟 = 1 if request 𝑟 ∈ is compatible with product 𝑖 ∈ , i.e. 𝑉𝑖𝑘 ≤ 𝑉𝑟𝑘 , for 𝑘 ∈major

and each of the antigens that must be matched compatibly (Table 13),
𝑉𝑖𝑘 ≤ (1−𝐴𝑟𝑘), and the issuing date of request 𝑟 is while ℎ𝑖 ≤ 34, 0 otherwise;

𝑖𝑘 = subset of  containing all requests that are compatible with product 𝑖 on
antigen 𝑘, i.e. {𝑟 ∣ 𝑟 ∈, 𝑉𝑖𝑘 ≤ 𝑉𝑟𝑘} for a given 𝑖 ∈  and 𝑘 ∈;

𝑏𝑗 = usability of blood type 𝑗 , being the proportion of patients that can receive blood
type 𝑗 without mismatching on major, i.e. |{𝑟 ∣ 𝑟 ∈, 𝑉𝑗𝑘 ≤ 𝑉𝑟𝑘∀𝑘 ∈major}| / ||
for a given 𝑗 ∈  ∪;

𝑖𝑟 = subset of minor containing all antigens that would substituted when issuing
product 𝑖 to request 𝑟 , i.e. {𝑘 ∣ 𝑘 ∈minor, 𝑉𝑖𝑘 < 𝑉𝑟𝑘} for a given 𝑖 ∈  and 𝑟 ∈;

𝑊𝑟𝑘 = penalty for mismatching request 𝑟 ∈ on antigen 𝑘 ∈ (Table 13);
𝜆 = vector of parameters balancing the contribution of each matrix 𝐹 to

the objective function of the short-term optimization;
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We use the linear optimization model as presented in Chapter 3 as a basis for our daily
matching policy. This policy makes use of six matrices of size  ×, which are used by
the linear optimization model to match the inventory and requests for a single day. Each
matrix 𝐹 (𝑗) is multiplied with a parameter 𝜆𝑗 , which determines its contribution to the
final matching policy. We refer to a single element of this vector as 𝜆name, with name
corresponding to the purpose of the matrix that the parameter will be multiplied with:
𝜆shortages, 𝜆mismatches, 𝜆FIFO, 𝜆usability, 𝜆substitution, 𝜆today.

The variables in the short-term optimization model are:

𝑋𝑖𝑟 =

{
1 if inventory product 𝑖 ∈  is allocated to request 𝑟 ∈,
0 otherwise.

When solving the daily optimization model, we take the dot product of matrix 𝑋 and the
sum of all penalty matrices 𝐹 (𝑗) as defined below, and minimize the total sum. Matrix 𝐹 (0)
is defined as

𝐹 (0)𝑖𝑟 = −1, ∀𝑖 ∈ , 𝑟 ∈
leading to a negative value when multiplied with 𝑋𝑖𝑟 = 1. In the objective function of the
daily optimization model, this value will be multiplied with 𝜆shortages, functioning as a
reward for each successfully matched request when the objective function is minimized.
All other matrices 𝐹 hold positive values. 𝐹 (1) penalizes mismatching on the minor antigens,
and will be multiplied with 𝜆mismatches in the objective function of the daily matching
model. The size of the penalty is dependent on the patient type (whether it concerns a
patient with SCD or not) and the antigen that is mismatched on. It is defined as:

𝐹 (1)𝑖𝑟 =

{
𝑊𝑟𝑘 ∀𝑟 ∈\𝑖𝑘 ,
0 ∀𝑟 ∈ 𝑖𝑘 .

∀𝑖 ∈ , 𝑘 ∈

Vector 𝐹 (2) is used to prevent products from outdating. The value for

𝐹 (2)𝑖 = −0.5(34−ℎ𝑖)/5 ∀𝑖 ∈ 

will be near 0 if ℎ𝑖 is small (also near 0), and will exponentially decrease to become −1when
ℎ𝑖 approximates 34, which is the maximum age of RBC products. As this encourages a
first-in-first-out strategy, 𝐹 (2) is multiplied with parameter 𝜆FIFO in the objective function.
Aiming to preserve high inventory quality after removing matched products,

𝐹 (3)𝑖𝑟 = 𝑏𝑖−𝑏𝑟 ∀𝑖 ∈ , 𝑟 ∈

aims to maximize the usability of inventory products, and will be multiplied with
𝜆usability. Usability refers to the proportion of patients that can receive a product
of the blood group of 𝑖 or 𝑟 without mismatching on any of the major antigens, i.e. they are
compatible. Matrix 𝐹 (4) penalizes minor antigen substitution for non-SCD patients, where
substitution refers to issuing an antigen negative product to a patient who is positive for
that antigen. By being defined as:

𝐹 (4)𝑖𝑟 =

⎧⎪⎪⎪
⎨⎪⎪⎪⎩

∑
𝑘∈𝑖𝑟

𝑊𝑟𝑘 if 𝑟 ≠ SCD patient ,

0 otherwise.
∀𝑖 ∈ , 𝑟 ∈
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the same penalty weights are used as for mismatching (𝐹 (1)). In the objective function of
the daily optimization model, 𝐹 (4) will be multiplied with 𝜆substitution. Lastly,

𝐹 (5)𝑟 = 𝑡𝑟 ∀𝑟 ∈

is defined to distinguish requests for patients that will be transfused on the current day
from requests for the future. It will be multiplied with parameter 𝜆today.

B Simulation of supply and demand
Simulated supply and demand was based on data gathered from three hospitals in London:
UCLH, North Middlesex, and Whittington. The total number of RBC units distributed
to these hospitals in a year is shown in Table 8. For our simulations, we assume perfect
communication between the hospitals, and between the hospitals and the blood bank; we
merge the hospitals into one large hospital, representing their overall supply and demand.

UCLH North Middlesex Whittington

Yearly demand 31 511 10 815 12 491
Average weekly demand 606 208 240
Registered SCD patients 182 65 60
Weekly SCD patients 34 11 10
Weekly non-SCD patients 572 197 230

Table 8: Statistics on supply and demand of the three hospitals included in this study,
from May 2022 to April 2023. The total yearly demand was directly retrieved from this
data, the other columns are estimates.

For simulating supply of RBCs to the hospital inventory, we also need to determine
the blood group of supplied products. Based on supply data of these hospitals, we observe
that 12.5% of issued RBCs is R0, which is higher than the national average donation rate
of 3.37%. For this reason, we sample only 90.5% of products from the regular donation
distribution for A, B, D, C, c, E and e. The remaining 9.5% of the issues will be of R0
phenotype, meaning an antigen profile that is positive for D, c and e, while being negative
for C and E. The antigen profiles of major antigens A and B are sampled according to
the distribution of A and B antigens in the national donations for R0 blood, as shown in
Table 9. The remaining minor antigens of these products are sampled randomly from the
blood group distribution in the population, using a ratio of 99% Caucasian and 1% African
[201].

According to our data, 46% of patients from African descent have the R0 phenotype,
and it is 2.1% for white patients. We assume that all of the R0 demand at each hospital is
from SCD patients. If we divide this by the fraction of patients of African descent with that
phenotype, we get the total demand for all SCD patients of all blood phenotypes. Table 10
shows the probabilities used to simulate the number of units requested per patient, for
both SCD and non-SCD patients.
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A B Frequencies

0 0 0.484518
0 1 0.118930
1 0 0.362874
1 1 0.033677

Table 9: Frequencies of antigens A and B for R0 donors.

# 1 2 3 4 5 6

SCD 0.0 0.0 0.0 0.0 0.0 0.004
non-SCD 0.404 0.497 0.068 0.03 0.0 0.0

# 7 8 9 10 11 12

SCD 0.054 0.242 0.399 0.242 0.054 0.004
non-SCD 0.0 0.0 0.0 0.0 0.0 0.0

Table 10: Probabilities for SCD and non-SCD patients of requesting a certain number of
units per transfusion.

C Estimation of alloimmunization probability
We estimate the probability of alloimmunization occurring after a given number of
mismatching units as follows:

1. Table 11 contains alloimmunization incidences that were observed in
antigen-negative patients after receiving up to 20 mismatching units, in a
cohort study that was performed by Evers et al. [186].

2. Figure 3 in Evers et al. [186] shows the remaining number of antigen-negative
patients in their study cohort that received a certain number of mismatching units,
corresponding to the observed alloimmunization incidences of Table 11. Since we
only know cohort sizes for 0, 5, 10, 15 and 20 mismatching units, we estimate
the cohort sizes for remaining numbers by fitting a function on the known values.
Figure 4 shows visualizations of these fitted functions.

3. Multiply each number in Table 11 with initial cohort sizes as shown in Figure 3 of
Evers et al. [186] to estimate the number of alloimmunized patients.

4. Since wewant to prevent probabilities of 0, we prefer a smooth increase of the number
of alloimmunized patients per mismatched antigens over a step-wise increase, so we
fit a function to approximate this line. The result is visualized in Figure 5.
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5. For each antigen, for each number of mismatching units received, the
alloimmunization probability is calculated as the increase in the number of
alloimmunized patients divided by the total number of patients at risk of
alloimmunization at that point. The final estimations are shown in Table 12.

# C c E e K k Fya Fyb Jka Jkb M N S s

1 0.1 0.1 0.7 0.0 0.9 .. 0.1 0.0 0.3 0.0 0.1 0.0 0.0 0.0
2 0.2 0.4 1.5 0.5 2.3 .. 0.3 0.1 0.5 0.0 0.2 0.0 0.0 0.0
3 0.3 0.7 1.9 0.5 3.5 .. 0.4 0.2 0.7 0.2 0.2 0.0 0.1 0.0
4 0.4 0.8 2.4 0.5 3.9 .. 0.5 0.2 0.9 0.2 0.3 0.0 0.1 0.0
5 0.5 0.9 2.8 .. 4.1 .. 0.5 0.2 1.4 0.2 0.3 0.0 0.1 0.0
6 0.5 1.0 3.3 .. 4.7 .. 0.6 0.3 1.6 0.3 0.5 0.0 0.2 0.0
7 0.6 1.1 3.5 .. .. .. 0.6 0.3 1.8 0.3 0.5 0.0 0.2 0.0
8 0.7 1.2 4.0 .. .. .. 0.7 0.3 1.9 0.3 0.6 0.1 0.2 0.0
9 0.7 1.3 4.3 .. .. .. 0.7 0.3 2.1 0.3 0.8 0.1 0.2 0.0
10 0.7 1.6 4.3 .. .. .. 0.7 0.3 2.1 0.3 0.8 0.1 0.2 0.0
11 0.7 1.6 4.6 .. .. .. 0.7 0.3 2.1 0.3 0.9 0.1 0.2 0.0
12 0.8 2.1 4.6 .. .. .. 0.7 0.3 2.3 0.3 0.9 0.1 0.2 0.0
13 0.8 2.1 4.9 .. .. .. 0.7 0.3 2.3 0.3 0.9 0.1 0.2 0.0
14 0.8 2.1 5.8 .. .. .. 0.7 0.5 2.6 0.3 0.9 0.1 0.2 0.0
15 0.8 2.1 .. .. .. .. 0.7 0.5 2.6 0.3 0.9 0.1 0.2 0.0
16 1.2 2.1 .. .. .. .. 0.7 0.5 2.6 0.3 1.3 0.1 0.2 ..
17 1.2 2.5 .. .. .. .. 0.9 0.5 2.6 0.3 1.3 0.1 0.2 ..
18 1.2 2.5 .. .. .. .. 0.9 0.5 2.9 0.3 1.3 0.1 0.2 ..
19 1.2 2.5 .. .. .. .. 0.9 .. 2.9 0.3 1.3 0.1 0.2 ..
20 1.5 2.5 .. .. .. .. 0.9 .. 2.9 0.3 1.3 0.1 .. ..

Table 11: Cumulative red-cell alloimmunization incidence (%) per antigen, being the
proportion of the full antigen-negative patient cohort for that antigen that has developed
alloantibodies after being transfused with a certain number of antigen-positive blood
products.

Note: All values were calculated for at least 200 non-censored patients for each antigen separately
[186], leading to some absent values (denoted by ‘..’) in this table.
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Figure 4: Estimated cohort size per number of mismatching units received.

Note: Based on the study of Evers et al. [186].
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Figure 5: Data and fitted functions for number of alloimmunized patients per number of
mismatching units received.

Note: Based on the study of Evers et al. [186].
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1 2 3 4 5 10 15 20

C 0.00081 0.00102 0.00128 0.00161 0.00200 0.00520 0.00922 0.01103
c 0.00193 0.00228 0.00268 0.00314 0.00367 0.00723 0.01120 0.01291
E 0.00183 0.01967 0.01780 0.01942 0.02294 0.06344 0.04545 0.00513
e 0.00084 0.00307 0.00216 0.00184 0.00170 0.00174 0.00199 0.00198
K 0.00939 0.03305 0.04402 0.07095 0.12427 0.29167 0.00000 0.00000
Fya 0.00145 0.00153 0.00160 0.00168 0.00175 0.00193 0.00157 0.00089

Fyb 0.00046 0.00053 0.00061 0.00070 0.00079 0.00143 0.00206 0.00223
Jka 0.00313 0.00354 0.00399 0.00448 0.00501 0.00799 0.00986 0.00891

Jkb 0.00068 0.00067 0.00066 0.00065 0.00064 0.00052 0.00033 0.00015
M 0.00083 0.00100 0.00120 0.00144 0.00172 0.00378 0.00660 0.00865
N 0.00000 0.00000 0.00000 0.00005 0.00043 0.00056 0.00073 0.00075
S 0.00004 0.00072 0.00057 0.00055 0.00057 0.00098 0.00139 0.00136

Table 12: Expected alloimmunization probabilities per antigen and number of
mismatching units received.

D Mismatch weights
The mismatch penalties as used in our simulations are shown in Table 13. All patients that
need an RBC transfusion must be matched compatibly on antigens A, B and D. For SCD
patients, additional preventive matching for antigens C, c, E, e and K is applied, meaning
that mismatching must never be allowed for these antigens.

C c E e K M

SCD × × × × × 0.129
non-SCD 0.003 0.007 0.018 0.005 0.034 0.001

Fya Fyb Jka Jkb N S

SCD 0.0 0.257 0.129 0.450 0.0 0.032
non-SCD 0.0 0.003 0.001 0.005 0.0 0.0

Table 13: Mismatch penalties, where × indicates the antigen must be matched compatibly.
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E Latin Hypercube Designs

A space-filling Latin Hypercube Design (LHD) was used for thoroughly investigating the
parameter space for our daily matching policy. By using an LHD we ensure that the tested
parameter configurations are a good representation of the full parameter space. Figure 6
contains pseudo-code for generating these LHDs.

1: function initialize(𝑛,𝑑)
2: LHD ← matrix of size 𝑛×𝑑
3: for each column 𝑐 of LHD do
4: 𝐿𝐻𝐷[𝑐] ← shuffle([0,1,…,𝑛])
5: end for
6: return LHD
7: end function

8: function simulated annealing(LHD, 𝑡init, 𝑡min, 𝑟)
9: 𝑛 ← number of rows in LHD matrix
10: 𝑑 ← number of columns in LHD matrix
11: 𝑡current ← 𝑡init
12: while 𝑡current ≥ 𝑡min do
13: 𝑠 ← random number between 0 and 1
14: if 𝑠 < 0.1 then ⊳ select random rows and columns
15: 𝑝0,𝑝1 ← two random points (rows) from LHD
16: 𝑐0, 𝑐1 ← two random dimensions (columns) from LHD
17: else
18: (𝑝0,𝑝1), (𝑝2,𝑝3) ← two pairs points with smallest distance
19: 𝑐0, 𝑐1 ← dimensions where pairs have smallest distance
20: end if
21: LHDnew ← LHD where points 𝑝0 and 𝑝2 are switched in dimensions 𝑐0 and 𝑐1
22: if smallest distance between two points in LHDnew is larger than in LHD then
23: LHD← LHDnew

24: else
25: if random value ≤ probability 𝑒

𝑑𝑒𝑙𝑡𝑎
𝑡current then

26: LHD ← LHDnew

27: end if
28: end if
29: 𝑡current ← 𝑟𝑡current
30: end while
31: return LHD
32: end function

33: 𝐿𝐻𝐷 ← initialize(𝑛=500, 𝑑 = |𝜆|)
34: LHD ← simulated annealing(LHD, 𝑡init = 100, 𝑡min = 0.001, 𝑟 = 0.999)

Figure 6: Generate Latin Hypercube Design (LHD)
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F Generalized Additive Models
Figure 7 shows partial dependence plots of Linear GAM [227]. From Figures 7a, 7c, 7d
and 7e we can mainly conclude that the relation between objectives TA, AP, MAP and TS,
and each of the considered parameters individually is highly non-linear and non-trivial. It
is likely that interaction terms between the parameters are required to sufficiently describe
their relationship to these objectives. Figure 7b indicates that the objective TAR benefits
from higher values of 𝜆mismatches, and of lower values of 𝜆usability. In Figure 7f we
see a similar effect as previously observed in Table 2 and Figure 2, namely that setting
𝜆FIFO > 0 is important for preventing outdates.
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Figure 7: Partial dependence plots of a Linear Generalized Additive Models (GAM) model,
based on the assumption that the target variable is continuous, and can be described as
the sum of individual (numerical) features.

G Neural Networks
For predicting long-term outcomes, taking parameter values for the daily matching policy
as input, Neural Networks (NNs) were developed. For each of the NNs, all architectures
in the set {[2𝑘 , 2𝑘−1,… ,21, 2] ∣ 𝑘 ∈ ℕ,𝑘 ≥ 1} are tested, referring to the number of nodes in
each layer. For each of the NNs the best performing architecture is selected and presented
in Table 14.

The NNs are trained to predict long-term performance metrics, and need to be
transformed into a mixed-integer representation in order to minimize their output. This
is done as follows. For each layer 𝓁 ∈  we separate two steps: (1) multiplying the node
input by weights 𝑊 (𝓁) and biases 𝛽(𝓁), and (2) applying the ReLu activation function to
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Type Objective Input size Hidden layers Output size

N1 - TA 5 [32, 16] 1

N1 - TAR 5 [64, 32, 16, 8] 1

N1 - AP 5 [8, 4] 1

N1 - MAP 5 [4] 1

N1 - TS 5 [64, 32] 1

N1 - TO 5 [16, 8, 4] 1

N2 - TA 12 [8] 1

N2 - AP 12 [8, 4] 1

N2 - MAP 12 [8] 1

Table 14: Architecture of the NNs, each using ReLu activation and MSE loss.

the resulting values. The first step is already mixed-integer representable, while linear
representation of the ReLu activation can be reformulated as follows, based on Fajemisin
et al. [229], Murzakhanov et al. [230]:

𝐿 = number of layers in the Neural Network;
 = set of all layer indices of the Neural Network = {1, ..., L};

𝑑(𝓁) = dimension of layer 𝓁 ∈ {0,1, ...,𝐿}, i.e., the number of nodes in that layer, where 𝑑(0) is the input size;
𝑊 (𝓁) =matrix of size 𝑑(𝓁−1) ×𝑑(𝓁) containing the weights for layer 𝓁 ∈ ;
𝛽(𝓁) = vector of length 𝑑(𝓁) containing the biases for layer 𝓁 ∈ ;
𝑥 = input vector of the NN, corresponding to the to-be-determined parameter values 𝜆;

𝑦̂(𝓁) = output of layer 𝓁 ∈  before applying ReLu activation;

𝑙(𝓁)𝑗 , 𝑢(𝓁)𝑗 = lower (𝑙) and upper (𝑢) bounds of all elements in 𝑦̂(𝓁), based on known values for 𝑊 (𝓁) and 𝛽(𝓁);

𝑧(𝓁)𝑗 = 1 if 𝑦̂(𝓁)𝑗 > 0, and 𝑧(𝓁)𝑗 = 0 if 𝑦̂(𝓁)𝑗 ≤ 0, ∀𝑗 ∈ {0,1, ..., 𝑑(𝓁)},∀𝓁 ∈ ;

𝑦(𝓁) = output of layer 𝓁 after ReLu activation

= max(0, 𝑦̂𝑗 ) ⇒

⎧⎪⎪⎪⎪⎪⎪⎪⎪
⎨⎪⎪⎪⎪⎪⎪⎪⎪⎩

𝑦𝑗 ≤ 𝑦̂𝑗 − 𝑙(𝓁)𝑗 (1−𝑧𝑗 )

𝑦𝑗 ≥ 𝑦̂𝑗

𝑦𝑗 ≤ 𝑢(𝓁)𝑗 𝑧𝑗
𝑦𝑗 ≥ 0

𝑧𝑗 ∈ {0,1}

∀𝑗 ∈ {0,1, ..., 𝑑(𝓁)}
∀𝓁 ∈ 
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This leads to the following optimization model, where 𝑦(𝐿) is the output of (the last
layer of) the NN, i.e. the prediction of the objective value, and 𝑥 is the input vector of 𝜆s.
The weights 𝑊 (𝓁) and biases 𝛽(𝓁) of each layer 𝓁 are assumed to be known and retrieved
from the fitted NN.

minimize 𝑦(𝐿) (6)

s.t. 𝑦̂(1) = 𝑊 (1)𝑥 +𝛽(1) ∀𝑖 ∈  (7)

𝑦̂(𝓁) = 𝑦(𝓁−1)𝑊 (𝓁)+𝛽(𝓁) ∀𝓁 ∈  (8)

𝑦(𝓁) ≤ 𝑦̂(𝓁)− 𝑙(𝓁)(𝟏𝑑(𝓁) −𝑧(𝓁)) ∀𝓁 ∈  (9)

𝑦(𝓁) ≥ 𝑦̂(𝓁) ∀𝓁 ∈  (10)

𝑦(𝓁) ≤ 𝑢(𝓁)𝑧(𝓁) ∀𝓁 ∈  (11)

𝑥 ∈ [0,1] (12)

𝑦(𝓁) ≥ 0 ∀𝓁 ∈  (13)

𝑧(𝓁) ∈ {0,1} ∀𝓁 ∈  (14)

The objective (6) minimizes the predicted output of the NN. Constraint (7) multiplies
the input that is fed into the NN with the weights and biases of the first layer, while
constraint (8) does the same computation for all other layers. For all nodes where 𝑦̂ > 0,
the combination of constraints (9) and (10) will force the neuron output 𝑦 to 𝑦̂. For nodes
where 𝑦̂ ≤ 0, constraint (11) will force the output 𝑦 to 0. Constraints (12), (13) and (14)
make sure all variables can only receive values that are allowed.

H Performance tests
Tables 15 and 16, as well as Figures 8 to 10 show performance of three parameters
configurations over 100 simulations. The performance is shown of parameter settings
N2-TA and N1-TAR, and of the baseline setting where 𝜆shortage = 100, 𝜆today = 1, and
all other values of 𝜆 are 0.

MAP Baseline N2-TA N1-TAR

1 1 18 36
2 83 72 54
3 16 10 10

Total 100 100 100

Table 15: The number of simulations where a certain maximum number of antibodies
formed by a single SCD patient was observed during a three-year simulation, for a total
of 100 simulations.
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TO Baseline N2-TA N1-TAR

0 81 86 100
1 11 10 -
2 2 4 -
3 3 - -
5 2 - -
34 1 - -

Total 100 100 100

Table 16: The number of simulations where a certain total number of outdates was
observed during a three-year simulation, for a total of 100 simulations.
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(a) Baseline setting: 𝜇 = 22.73, 𝜎 = 4.33.
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(b) Parameter setting N2-TA: 𝜇 = 14.21, 𝜎 = 3.33.
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(c) Parameter setting N1-TAR: 𝜇 = 12.42, 𝜎 = 3.33.

Figure 8: The number of simulations, out of 100 simulations in total, where a certain
total number of antibodies was formed by SCD patients.
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(a) Baseline setting: 𝜇 = 𝑎𝑣𝑒𝑟𝑎𝑔𝑒 ∶ 201.13, 𝜎 = 78.53.
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(b) Parameter setting N2-TA: 𝜇 = 58.47, 𝜎 = 40.43.
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(c) Parameter setting N1-TAR: 𝜇 = 65.18, 𝜎 = 46.3.

Figure 9: The number of simulations, out of 100 simulations in total, where a certain
total number of shortages was observed.
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(a) Baseline setting: 𝜇 = 18.65, 𝜎 = 3.2.

5 10 15 20 25
Number of alloimmunized patients

0

5

10

15

O
cc

ur
re

nc
es

 (N
 =

 1
00

)

(b) Parameter setting N2-TA: 𝜇 = 12.33, 𝜎 = 2.62.
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(c) Parameter setting N1-TAR: 𝜇 = 11.29, 𝜎 = 2.76.

Figure 10: The number of simulations, out of 100 simulations in total, where a certain
number of SCD patients had formed at least one alloantibody.


