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Ch 5
Investigating the use of
Deep Q-learning to find

optimal matching policies

Recipients of red blood cell (RBC) transfusions must always be a compatible match with the
donor blood on ‘major’ antigens A, B, and Rh(D) to prevent transfusion reactions. With more
than 300 ‘minor’ RBC antigens also existing, preventive matching is advised on the antigens
with the highest probability of provoking immune responses over multiple transfusions.

Several linear programming approaches have already been developed to satisfy this need for
comprehensive blood matching policies. However, as these are limited by the requirement
of carefully designing the policy in terms of objectives with pre-defined weights, we aim
to achieve better matching performance using a Deep Q-Learning (DQL) algorithm that
learns from long-term observations and experience, searching for adaptive matching policies
without requiring manual policy design. This algorithm learns matching strategies through
environmental interactions, receiving rewards and penalties based on decision quality. These
strategies were tested for sets of three, five, and seven antigens.

Although our proof-of-concept approach does not yet perform at the level of the best currently
available linear programming approaches, it does show much potential. As our DQL algorithm
was already able to match around 90% compatible on the major antigens, and around 90%
on minor antigens with a small Neural Network and little parameter tuning, it is expected to
yield much better results if further developed.
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5.1 Introduction

Medical conditions or acute trauma can cause individuals to require a red blood cell (RBC)
transfusion to restore the blood’s hemoglobin levels and oxygen supply. The transfusion
process typically involves matching the recipient’s and the donor’s blood based on the
presence of ‘major’ RBC antigens A, B, and Rh(D). This matching is generally sufficient to
prevent transfusion reactions in first-time transfusions. However, there are more than 300
other RBC antigens known [84]. Over all transfusions matched on ABO-Rh(D), about 1-5%
of recipients becomes alloimmunized against one of these ‘minor’ antigens [83, 206, 207],
increasing up to 8-15% after multiple transfusions [186, 208]. Alloimmunization is the
process where the recipient’s immune system develops antibodies against antigens present
on the donor’s RBCs. In subsequent transfusions, the antibodies formed can destroy
transfused RBCs [186–188].

Therefore, should a patient develop antibodies against some antigen, for any subsequent
transfusion, this patient can now only receive blood that is compatible on that antigen, to
prevent transfusion reactions. Ideally, however, preventive comprehensive blood matching
on clinically relevant minor antigens is performed for all RBC transfusions, to minimize
alloimmunization rates and simplify subsequent RBC transfusions. Since the number of
possible blood groups is 2𝑛, where 𝑛 is the number of antigens considered for matching, it
is not feasible to always identically match blood units when considering many antigens. A
matching policy is thus required to determine when to allow minor antigen mismatches.
This policy should aim to minimize alloimmunization risks, while also preventing shortages
in the blood bank inventory. The process is further complicated by the 35-day shelf-life of
RBC units, requiring the policy to also prevent product outdating.

Earlier studies have manually designed this policy, and utilized linear programming
for applying this policy daily, aiming to reduce the risk of alloimmunization on the minor
antigens for each transfusion request separately [166, 182, 194, 204]. While these studies
show promising results, linear programming is limited by the requirement of carefully
designing the policy in terms of objectives with pre-defined weights. An effective design
of such a policy requires detailed knowledge of the problem and system interactions. This
also means that the design is restricted by the boundaries of human imagination, while
matching performance might benefit from more complex or flexible designs.

Reinforcement Learning (RL) might serve as a method for facilitating the search for
optimal matching policies. In RL, an agent learns a policy by making decisions in an
interactive environment and adapting its policy based on the observed effect of these
decisions. By rewarding or penalizing the agent for its actions, the policy can be guided in
the desirable direction, creating the possibility of finding complex matching policies that a
human would not have come up with. The speed and flexibility of RL that is a result of this
interactive and adaptive way of learning is promising for achieving real-time optimization
of supply chain systems [231], making the shift of RL to industry-scale problems a crucial
challenge in the coming years [232]. In this study, several variations of RL methods will be
created, and tested on settings including 3, 5 and 7 antigens. The best-performing models
will be compared to the MINRAR approach as described in Chapters 2 to 4.
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5.2 Methodology
In this section we will first explain the RBC matching problem in Section 5.2.1. Then the
method of Reinforcement Learning (RL) will be introduced in Section 5.2.2, including the
design of the training environment and procedure of training the RL agent. In Section 5.2.3
we further describe the simulations and data used for training.

5.2.1 Red blood cell matching
We consider a hospital environment where patients require RBC transfusions, and an
inventory is present containing RBC products for this purpose. The hospital faces an
average daily demand of 50 RBC units. Reflecting typical inventory practices in Dutch
hospitals, we assume an inventory that holds three times the daily demand, or 150 RBC
units. These RBC products have a shelf life limited to 35 days, after which they must be
discarded.

The task of the hospital is to provide each RBC request with a product from its inventory,
and the goal of this study is to find a policy that determines which product best to select for
each patient. In this process, we incorporate product perishability as we aim for little to no
discards, and account for compatibility of the RBC antigens. Compatible matching involves
ensuring that antigens present in the donor’s blood are also present in the recipients blood.
Using the set of considered antigens as defined below, let 𝑖 and 𝑗 be vectors of length ||,
representing the blood groups of an inventory product and a patient request respectively.
For each antigen 𝑘 ∈, 𝑖𝑘 can either be 0 or 1, where 1 indicates the presence of antigen 𝑘
for product 𝑖, and 0 indicates the absence of this antigen. In the same manner, 𝑗𝑘 denotes
the presence or absence of antigen 𝑘 for request 𝑗 . Blood groups 𝑖 and 𝑗 are compatible on
antigen 𝑘 ⟺ 𝑖𝑘 ≤ 𝑗𝑘 .

major = set of all major antigens = {A, B, D};
minor = set of all minor antigens considered = {Fya, Fyb, Jka, Jkb};

 = set of all antigens considered = major ∪minor;

 = blood groups considered for matching = 2;
 = all valid RBC product ages = {0,1,…,34}.

Compatible matching is, in all occasions, mandatory on the major antigens A, B and D.
In this study we also include minor antigens Jka, Jkb, Fya and Fyb, for which compatible
matching is preferred but not required. These antigens were selected for their relatively
balanced occurrence in the donor and patient population [201].

5.2.2 Reinforcement learning
RL is a domain of artificial intelligence focused on algorithms that learn decision-making
policies through trial-and-error [233]. An agent interacts with an environment, receives
feedback in the form of rewards, and learns to make decisions that maximize rewards. At
timestep 𝑡, the agent observes the current state 𝑠𝑡 . Based on this observation, it will interact
with the environment by performing action 𝑎𝑡 , which leads to a new environment state
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𝑠𝑡+1, and a corresponding reward 𝑟𝑡+1, reflecting how desirable the effect of action 𝑎𝑡 on the
environment was.

The agent uses a policy to decide which actions to take, and rewards to update this
policy iteratively. Actions that led to success become more likely to be executed again,
while unfavorable actions are unlikely to be repeated. One way to learn this policy is
Q-learning, which estimates the value of actions, referred to as ‘Q-values’ [234].

In tabular Q-learning, all Q-values are stored in a Q-matrix. Each row corresponds
to a unique state, each column to an action, and learning is done by iteratively updating
the Q-value for each state-action pair. This method does however fall short when the
environment is characterized by a large (or infinite) number of possible states. This also
applies to our problem, as a state in our environment represents all inventory products and
patient requests. For this reason Deep Q-Learning (DQL) is used, where the Q-matrix is
replaced by a Neural Network [235]. This Deep Q-Network (DQN) takes the state as input
and predicts Q-values for all available actions, and learning is done by updating the DQN’s
weights.

After some training time, Q-values will reflect the quality of actions and can be used
to guide the agent’s next moves. However, in the initial stages of a learning process, an
agent’s Q-values are unlikely to accurately reflect the true value of state-action pairs. To
address this, the 𝜖-greedy action selection method is used, where the 𝜖 parameter balances
exploitation of best-known actions and exploring random actions. Pseudo-code for DQL,
adapted from Silver et al. [236], is provided in Figure 1.

1: Initialize empty experience replay buffer 𝑒 ← {}
2: Initialize DQN with random weights 𝜃

3: for timestep 𝑡 = 1 to 𝑇 do
4: if random number ∈ [0,1] ≤ 𝜖 then
5: 𝑎𝑡 ← random action
6: else
7: 𝑎𝑡 ← 𝑎𝑡 with highest predicted Q-value
8: end if
9: Execute 𝑎𝑡 and observe state 𝑠𝑡+1 and reward 𝑟𝑡
10: 𝑒 ← 𝑒 ∪ {(𝑠𝑡 , 𝑎𝑡 , 𝑟𝑡 , 𝑠𝑡+1)}
11: if 𝑠𝑡+1 is not terminal then
12: 𝑟𝑡 ← 𝑟𝑡 +𝛾max𝑄(𝑠𝑡+1, 𝜃)
13: end if
14: Apply gradient descent on DQN using loss = (𝑟𝑡 −𝑄(𝑠𝑡 , 𝜃))2
15: end for

Figure 1: Deep Q-Learning with experience replay, adopted from Silver et al. [236].

In order to successfully learn a policy, an agent needs many interactions with the
environment, and experiment with many actions in many states. In the following sections,
we will describe how the states, actions, and rewards are shaped to achieve this.
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State space
The state space is the set of all possible states that the environment can be in. Each state
is a description of the current environment, containing information on inventory levels
and pending patient requests. We define the state as a two-dimensional matrix, which we
divide into three parts that share the vertical axis.

We refer to matrix 𝐼 as the part of the state that describes the inventory, and to matrix
𝑅 as the part of the state describing known requests. In both matrices, the rows represent
unique antigen combinations, also referred to as blood groups. The state thus contains
2|| or || rows. In matrix 𝐼 , the columns represent the age of inventory products, ranging
between 0 (a fresh unit) on the left and 34 on the right, as RBC units of 35 days are
considered outdated and should be discarded. The columns of matrix 𝑅 represent the
number of days until transfusion, starting at 7 on the left, and with 0 on the right denoting
transfusions for the current day. Finally, as our RL agent is tasked to handle each request
separately, a vector of length || is added to the state. This vector 𝑣 contains mainly 0s and
one 1, which refers to the blood group of the request that is next to be assigned a product
from inventory. We define matrices 𝐼 and 𝑅, as well as vector 𝑣, as follows:

𝐼𝑔ℎ = number of products in inventory with blood group 𝑔 ∈  and product age ℎ ∈;
𝑅𝑔𝑑 = number of products requested for patients with blood group 𝑔 ∈  that are

transfused in 𝑑 days;
𝑣𝑔 = blood group 𝑔 ∈  currently considered request.

Action space
On a given simulated day, the agent is tasked with selecting a product from inventory for
all requests in {𝑅𝑔0 ∣ 𝑔 ∈ } by taking actions. This is done sequentially: with each action,
only one request is provided with an inventory product. This is guided by vector 𝑣, which
indicates the blood group of the request to consider next. Each action is a vector of size
||, containing a 1 for the selected blood group to be taken from inventory, and a 0 for all
other blood groups.

When the agent has chosen an action, the state will be updated accordingly. Matrix
𝐼 is updated by removing a product from the chosen blood group from inventory, if it is
available, where the oldest product is removed first. The handled request is removed from
matrix 𝑅. This way, the agent proceeds to provide all requests with an inventory product,
until all requests on a single day have been handled. When a new day starts, the age of all
inventory products is increased by moving all numbers in matrix 𝐼 one position to the right.
Consequently, all products with an age higher than 34 are removed, and the inventory
is filled up to its maximum capacity of 150 products by adding products to the left-most
column. For matrix 𝑅, the days until transfusion are decreased by moving all values to the
right, and new requests are added.

Reward calculation
In order to train the agent to take desired actions, each of the agent’s actions is followed not
only by observing the next state, but also by a reward corresponding to the chosen action.
The rewards for our agent take the shape of penalties, negative rewards, meaning the
maximum (best) reward an agent can get is 0. Penalties are given when the issued product
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is not compatible with the request on the major or minor antigens, when a blood group is
selected that is not present in inventory, and when the age of inventory products reaches
their maximum shelf life. If products are incompatible on any of the major antigens A, B
and D, the request is not satisfied, and a penalty is incurred to account for a shortage. If
products are incompatible on any minor antigens, the penalty is dependent on the specific
antigen. The calculation of rewards as performed during training of the RL agent is shown
in Figure 2.

1: Input: state [𝐼 𝑅 𝑣], issued blood group {𝑖 ∣ 𝑎𝑖 = 1}, patient blood group {𝑗 ∣ 𝑣𝑗 = 1},
weights 𝑤

2: Initialize reward 𝑟 = 0
3: if ∑

ℎ∈
𝐼𝑖ℎ > 0 then

4: ℎ ←max{ℎ′ ∣ 𝐼𝑖ℎ′ > 0}
5: 𝐼𝑖ℎ ← 𝐼𝑖ℎ −1
6: if 𝑖 and 𝑗 are not compatible onmajor then
7: 𝑟 ← 𝑟 −11 ⊳ penalty: shortage + discard
8:
9: else
10: for 𝑘 ∈minor where 𝑖 and 𝑗 not compatible do
11: 𝑟 ← 𝑟 −𝑤𝑘 ⊳ penalty: antigen mismatch
12: end for
13: end if
14: else
15: 𝑟 ← 𝑟 −50 ⊳ penalty: not-existent product
16: end if
17: 𝑟 ← 𝑟 − ∑

𝑔∈
𝐼𝑔34 ⊳ penalty: outdated products

Figure 2: Reward calculation.

5.2.3 Simulations and data
The training loop of the RL agent, incorporating our design of states, actions and rewards
as described in the previous sections, is shown in Figure 3. Each training episode consists
of 800 simulated days. Data for these simulations is based on actual Dutch hospital demand
statistics, blood bank inventory statistics, and antigen prevalence in the population. We
model a hospital with an average daily demand of 50 RBC units. Note that, although some
patients receive repeated exchange transfusions, for this study we assume all patients only
receive a single transfusion. More details on supply data can be found in Appendix B.

5.3 Experimental analysis
Various experiments were performed to identify which methods and hyper-parameters
would result in the best-performing Deep Q-Network (DQN). Several simulation outcomes
and performance measures were analyzed and are shown in this section. Two settings are
studied: a 3-antigen setting with antigens { A, B, D}, and a 5-antigen setting with { A, B, D,
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Figure 3: Overview of Reinforcement Learning iterations. For each timestep, the agent
observes the current state 𝑠, and decides on an action 𝑎 to take (i.e. choose one blood group
from  for issuing to the considered request). Together with the resulting alteration of
the state, this will result in a reward 𝑟 . The agent will update it’s DQN using this reward,
observe the changed state, and decide on the next action.

Jka, Jkb}. The resulting size of the state matrices are 8×43 and 32×43 respectively. since
the DQN used is defined as a multilayer perceptron, requiring one-dimensional data as
input, the state matrices are flattened into a vector before being provided to the network.
The architecture and hyperparameters describing the DQN are shown in Table 1.

5.3.1 Learning rate tests
To ensure efficient updating of the DQN weights, experiments with varying learning rates
𝛼 are performed. Learning rates of 1𝐸−2, 1𝐸−3, and 1𝐸−4 were tested, which is further
discussed in Appendix C.

5.3.2 Usage of an existing policy to pre-train the Q-network
Earlier studies have used MILP approaches to design a near-optimal matching policy
[166, 182, 194, 204], as also discussed in Chapters 2 to 4. We have used the MINRAR model
as proposed in Chapter 3 to pre-train the DQN in a supervised manner. For a total of 25
training episodes, the MINRAR model is used to assign inventory products to requests. For
every issued product, the current inventory, known requests, and the match that is made
are transformed into the desired shape of states and actions as described in Section 5.2.2.
Each state-action pair is stored, and finally used to train the DQN to predict actions that the
MINRAR policy would take, given a state. Subsequently, the weights of this Neural Network
are used to ‘kick-start’ the DQL process, aiming to increase algorithm performance and
decrease computational time.

Experiments with pre-training the DQN are discussed in Appendix D. For the 3-antigen
setting, a pre-trained network makes the agent start at a higher base reward, and reach high
rewards slightly faster. Training from scratch does however catch up with the kick-started
network over time. The same experiment was performed in the 5-antigen setting, where
the kick-started network learns slightly faster but is quickly caught up with by the network
trained from scratch.
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Hyperparameter Value

Optimizer Adam
Input size 8×43 = 344 (3 antigens)

32×43 = 1,376 (5 antigens)
Output size 8 (3 antigens)

32 (5 antigens)
Batch size 64
Layers 64, 32
Learning rate 𝛼* 1𝐸−2

1𝐸−3
1𝐸−4

Activation ReLu
Loss function MSE
𝜖 0.1
Discount value 𝛾 0.98

Table 1: Architecture and hyperparameters for the Deep Q-learning method used for the
experiments. Hyperparameters denoted with ∗ vary depending on the experiment.

5.3.3 Double Deep Q-learning
To investigate whether performance could be increased further, Double Deep Q-Network
(DDQN) was implemented. Compared to the original DQN method, a second Q-value
estimator is added in the form of an additional DQN, first proposed by vanHasselt [237], van
Hasselt et al. [238]. Updates to the second estimator’s weights are only performed at a
predefined interval of time steps.

Action selection is performed in the same way as in the original DQN, but evaluation of
states when updating the DQN is done with an additional DQN. For this, hyperparameter
𝑓 is introduced to control after how many updates the first DQN’s weights are copied to
the second DQN. Experiments with varying values for 𝑓 are described in Appendix E.
For the 3-antigen setting a frequency of 𝑓 = 1,000 results in the fastest learning. For the
5-antigen setting, there is no noticeable difference between 𝑓 = 100 and 𝑓 = 1,000.

5.3.4 Performance testing
Analysis of obtained rewards
The reward system in our DQN is designed to achieve (approximations of) the following
objectives:

1. Provide requests with units compatible on ABO-Rh(D).

2. Prevent issuing non-existing products by only taking actions of blood groups that
are present in inventory.
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3. Prevent outdating of inventory products by issuing them before their expiration
date.

4. Prevent incompatible matches (mismatches) on minor antigensminor (only when
considering more than 3 antigens).

Figure 4 shows performance for measures 1-3 during training episodes for the 3-antigen
setting. The figures show a noticeable decline over time in both the number of outdated
and non-existent units. Although the number of incompatible matches remains low, it
increases slightly over time. This is likely to be the result of a steep decrease in the number
of non-existent blood groups issued: when blood groups are picked that are actually
available in inventory, this also increases chances of issuing a product that turns out to be
incompatible.
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(a) Considering 3 antigens.
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(b) Considering 5 antigens.

Figure 4: Number of incompatible, outdated, and non-existing issued units.

Figure 5 displays the number of mismatches for antigens Jka and Jkb during training
episodes for the 5-antigen setting, relative to the total number of requests. These
mismatches follow a similar trend as the incompatible products shown in Figure 4, that were
a result of mismatching on any of the major antigens. The relative number of mismatches
seems to converge after approximately 10,000 training days.

Comparison to linear programming
To evaluate the performance of the DQL models, the best-performing RL models are
compared to the MINRAR model. For the 3-antigen setting, this means kick-starting the
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Figure 5: Number of mismatches per minor antigen, relative to the total number of
matched requests, for the DDQN algorithm in the 5-antigen setting.

network before the Q-learning and using the DDQN algorithm with update frequency
𝑓 = 1,000. For the 5-antigen setting, the same architecture is used, apart from kick-starting,
as it did not yield any improved results. The DQN algorithm was tested on the same supply
and demand data in the 3- and 5-antigen setting. The test set of supply and demand data
consisted of 2,400 simulation days in total.

The number of requests that is matched compatible on ABO-Rh(D), the number of
shortages, outdated units, and mismatches on minor antigens Jka and Jkb are stated in Table
2. These results show that DQN has not yet reached the performance level of the MINRAR
model. MINRAR matches considerably more requests with a compatible product in both
the 3-antigen and the 5-antigen setting. When considering 5 antigens, MINRAR achieves
an average number of minor antigen mismatches per request that is approximately half
the amount of DQN.

Matching on 7 antigens
Finally, experiments were performed including a total of 7 antigens: A, B, D, Jka, Jkb, Fya,
and Fyb. The same architecture was used, described in Table 1, with a learning rate of
1𝐸−3. Figure 6 shows the daily reward. Since this is a far more complex task, with a state
matrix of size 128×43, the algorithm requires much more training time before converging.
It was run for 100 episodes or 8,000 simulation days, and does not yet show convergence
at that point.
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DQN 3 antigens MINRAR 3 antigens

Matches 92.98% 99.49%
Non-existent 0.11% 0.00%
Incompatible 6.90% 0.51%
Outdates 0.003% 0.001%

DQN 5 antigens MINRAR 5 antigens

Matches 86.60% 99.43%
Non-existent 7.35% 0.00%
Incompatible 6.04% 0.57%
Outdates 0.07% 0.03%
Mismatch Jka 0.15 p.r. 0.07 p.r.

Mismatch Jkb 0.18 p.r. 0.07 p.r.

Table 2: Comparison of our best-performing DQN models and the linear programming
model. Numbers are the total values for the entire test simulation (2,400 days). Analyzed
performance measures are the number of matches compatible on ABO-Rh(D) (proportion
of total requests), the number of outdates and shortages as a result of issuing non-existent
or incompatible products (proportion of total inventory level), and the number of
mismatches on minor antigens Jka and Jkb (average number of mismatches per request).
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Figure 6: Reward received by the RL agent during training in the 7 antigen-setting, for a
total of 100 training episodes.
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5.4 Discussion
This study shows that DQN can be used for creating an issuing policy for the distribution
of RBC units. In the 3-antigen setting, DQN was able to consistently match 93% of requests
compatible on the major antigens A, B and D, and 87% in the 5-antigen setting. The number
of incompatible matches, non-existent units, and outdated units were minimized over time,
showing the DQN was able to improve its performance over time. While promising, the
DQN’s performance is subpar compared to that of existing linear programming models.

We should note that the current implementation of DQN is fairly simple. A small
Neural Network was used, consisting of 2 hidden layers of 64 and 32 nodes. As this network
has already shown promising results, a larger Neural Network is expected to achieve
better results since it is capable to capture more complex relations within the information
provided. Also, more extensive tuning of hyper-parameters might result in better outcomes.

Kick-starting the network has proven only moderately successful. Training time was
slightly reduced, but it may also cause the agent to over-exploit actions that are initialized
with high Q-values. The Double Deep Q-learning algorithm has shown to increase
performance as faster learning and higher rewards were observed. More experiments
regarding the frequency of updating the second network should be performed in further
research.

An important topic for future work, is to include more relevant minor antigens for
comprehensive matching. The results for the 3-antigen, 5-antigen, and 7-antigen settings
show that increasing the number of antigens leads to a significant increase in learning
complexity, which is likely the result of the exponential increase of the state matrix.
Experiments including 7 antigens take over 100 training episodes to only match around 60%
of requests, while not yet showing signs of convergence. Including up to 14 antigens, which
is the number that is considered clinically relevant for matching, might be too complex
for the DQN agent to learn at once. A possible approach could be to implement a form
of incremental learning. This involves an environment that is dynamic and adaptable,
which in this context could be used to expose the Q-learning model to an increasing
number of antigens over time. Learning in that case may start with only 5 antigens, and
gradually incorporate more antigens whenever the model reaches convergence for those
settings. Incremental learning has proved its worth already in various other domains, such
as computer vision and robotics [239, 240].

Future work could also focus on better shaping states and reward matrices. The reward
should specifically be revised for the mismatch penalty, as mismatching occurrences did
not decrease significantly during our training episodes. This might be because the penalty
weights used for mismatching are too small compared to those for non-existent products,
incompatible matches, and outdated products. The rewards may be shaped dynamically
over time: increasing the penalties for mismatching as soon as the agent has learned to issue
mostly units that are compatible on the major antigens. Revising the state representation
can also be beneficial. For example, information on the age of inventory products is only
useful to a certain extent. Creating bins of ages 0-15 and 15-30, and only separating the ages
closest to product expiration, would reduce the size of inventory matrix 𝐼 tremendously,
without removing relevant information. Similarly, 7-3 days before transfusion can be put
in a bin for request matrix 𝑅. Finally, the learning process of the agent could be combined
for the tasks of (1) only issuing blood groups that are present in inventory and (2) only
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issuing blood groups compatible on the major antigens, by creating a mask on the Neural
Network input that sets the inventory of all incompatible blood groups to 0. All of these
measures are expected to decrease learning complexity and with that increase learning
speed and performance.

The goal of this study was to investigate whether a Deep Q-Learning approach for
matching comprehensively typed RBC units would outperform a more conventional
matching strategy which has shown to be suited for this task. The initial results are
quite promising, but further research is required to extend the model to be able to match
more antigens and to improve model performance.

What the current results do show is that, with a Reinforcement Learning approach,
a matching strategy can be found by only providing the model with a description of the
problem, and providing it with feedback on its matching decisions. MIP approaches require
carefully transforming the problem into a solvable set of mathematical equations, and
defining a set of meaningful and workable objective functions. For this, detailed knowledge
is required of the problem setting and the effect of actions on (future) outcomes, in order
to effectively design model components and achieve desired results.

Further research will be required to see if a RL model will indeed be able to mirror (or
improve) the performance of a MIP model. But even if it doesn’t, the benefits of being able
to derive strategies for complex systems and interactions with a RL approach may outweigh
the expertise and effort required for designing these solutions using more conventional
optimization methods.
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Appendix

A Representation of blood groups

Name O- O+ B- B+ A- A+ AB- AB+

Binary 000 001 010 011 100 101 110 111
Integer 0 1 2 3 4 5 6 7

Table 3: Blood group representations used in this study. In the binary representation, the
left binary value represents antigen A, the second represents antigen B, and the third
represents antigen D. These binary vectors can be translated into integer values, which
can easily be used in our models.

B Creation of supply data
At the end of each day in the simulation, the inventory is replenished with random units
up to its maximum capacity. This number is set to three times the average daily demand,
or 150 RBC units. Although it is not realistic that the supply of each day will be exactly
enough to replace the issued units in a distribution center, it does make sure that the
mismatches, outdates and shortages are a direct result of the issuing strategy, and not
caused by over- or undersupply.

The major antigen profile of the units supplied is sampled in accordance with its
prevalence in the donor population, as shown in Figure 7. As donors are only invited based
on their major blood group, we assume that the prevalence of minor antigens in the donor
population is approximately equal to that of the general population. Minor antigens are
therefore sampled in accordance to the phenotype prevalence per blood group system
among Caucasians [201].

C Learning rate tests
To ensure efficient updating of the DQN weights, experiments with varying learning rates
are performed. A high learning rate can provide fast convergence, but might complicate
finding optimal weights if adjustments done as a result of individual actions are too large.
The network was tested with learning rates 1𝐸−2, 1𝐸−3, and 1𝐸−4. All experiments were
performed for 30 episodes with 800 simulated days each.

Figure 8 depicts matching performance for various learning rates. The two figures on
the left illustrate results for the 3-antigen setting using antigens A, B, and D, while the
right column displays outcomes for the 5-antigens setting, including A, B, D, Jka, and Jkb.
Across all experiments, adjusting the learning rate significantly impacts the performance
and computational time.
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Figure 7: Distribution of major blood types of donated RBC units and of the Caucasian
population.

The highest learning rate, 1𝐸−2, leads to the agent learning the quickest but reaching
the lowest performance in most experiments. In the 3-antigen setting, the difference in
performance is not significant compared to the other learning rates. After 30 episodes, the
reward converges at slightly above -250 and the proportion of matched requests reaches 0.9.
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(c) Total daily reward obtained by the RL agent during
training, considering 5 antigens.
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Figure 8: Comparison of training performance for learning rates 1𝐸−2, 1𝐸−3, and 1𝐸−4.
The total training time was 30 episodes.
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The other learning rates only slightly outperform 1𝐸−2. In the 5-antigen setting, however,
this learning rate does again learn the quickest but reaches a much worse performance
compared to the other learning rates.

A learning rate of 1𝐸−4 is, as expected, the slowest learner in all experiments. In the
3-antigen setting, convergence is attained, but it takes slightly longer than with the other
learning rates. Over time, this learning rate does achieve a proportion of matched requests
above 0.9. In the 5-antigen setting, it can be observed that the model has not reached
convergence yet after 30 episodes of training, indicating that, with longer training time, a
learning rate of 1𝐸−4 could achieve better results.

A learning rate of 1𝐸 −3 provides our optimal balance between computational time
and algorithm performance. In the 3-antigen setting, the agent consistently matches over
90% of requests regularly. In the 5-antigen setting, the agent’s reward and proportion
of matched requests are much higher after 30 episodes than for the other learning rates.
Daily reward converges around -250, with the percentage of matched requests nearing
90%, approaching the performance level observed in the 3-antigen setting.

D Pre-training of the Q-Network
The MINRAR model as described in Chapter 3 is not only used for benchmarking our
model performance, but also for pre-training the DQN. For a total of 25 training episodes,
MINRAR is used to assign inventory products to requests. For every issued product, the
current inventory, known requests, and the match that is made are transformed into the
desired shape of states and actions as described in Section 5.2.2. Each state-action pair is
stored, and will finally be used to train the DQN to predict optimal actions given a state.
Subsequently, the weights of this NN are used to ‘kick-start’ the Q-learning process, aiming
to increase algorithm performance and decrease computational time.

D.1 Training the DQN to predict actions of MINRAR
As a result of non-uniformly distributed blood groups in the donor and patient population
(see Figure 7), the distribution of blood groups for selected inventory products is also
skewed. As shown in Figure 9, classes 1 and 5, corresponding to major blood groups O+
and A+ respectively, are issued much more often by the MINRAR policy than the other
blood groups in the 3-antigen setting. Similarly, classes 7 and 23 are the largest for the
5-antigen setting. Imbalances in the dataset could lead to poor performance of the network
on minority classes. Therefore, a weighted sampler was implemented that, during training,
uses the class frequencies to sample all classes evenly.

The architecture of the NN is an input size of 8×43 = 344, two hidden layers of 64 and
32 nodes, and an output size of 8. In the learning rate tests as described in Appendix C,
a learning rate of 1𝐸 − 3 provided the best trade-off between computational time and
performance, hence we continue with this setting. The cross entropy loss is used, since this
problem can be defined as a multi-class classification problem [241]. In order to simplify
copying of the weights of the trained network to the DQN, the rest of the architecture is
kept the same.

The data was split into a train set (70%) and a validation set (30%). The validation set
is used to test the performance of the network on unseen data. The NN was trained for
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Figure 9: Distribution of all classes issued by the MINRAR policy. Classes are integer
representations of blood groups, as described in Appendix A.

50 epochs. An epoch is a complete run through the available data. Each epoch consists of
250 training batches and 50 validation batches. Since the batch size is 64, a total of 16,000
training samples and 3,200 validation samples were used.

The training and validation loss and accuracy are depicted in Figures 10a and 10b.
The model’s performance increases quickly, plateauing at around 15-20 epochs, with the
validation accuracy consistently reaching 80 - 82 %. Remarkably, the performs much better
on the validation set then on the training set. The validation accuracy achieved is around
10 p.p. higher and the loss is 0.1 lower than the training loss. This can be attributed to the
underlying distribution of the validation set compared to the test set. Due to the weighted
sampler, the train set contains evenly distributed classes, whereas, in the validation set,
classes 1 and 5 are over-represented. Even though a weighted sampler is used, the variety
in classes 1 and 5 still results in better generalizability of these classes to new data. On the
test set, the network achieves a loss of 0.7592 and an accuracy of 79.67%.

The same supervised learning experiment was performed on the 5-antigen setting. The
model was again run for 50 epochs. The accuracy and loss plots are shown in Figures 10c
and 10d. Similarly to the 3-antigen setting, the model achieves better accuracy on the
validation set compared to the train set. Accuracy reaches approximately 60% and 54%, for
the validation and train set, respectively. Again, this can be attributed to the difference in
class distribution and variety between the two sets. On the test set, an accuracy of 59% and
a loss of 1.4124 is achieved.
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(c) Accuracy for the 5-antigen setting.
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(d) Loss for the 5-antigen setting.

Figure 10: Performance of the NN to predict the MINRAR policy.

Further analysis of the supervised training experiment includes a classification report,
which shows the precision, recall, and F1-score per class. The metrics for each of these
measurements per class are shown in the classification reported depicted in Figures 11a
and 11b for the 3-antigen and 5-antigen settings respectively. The model achieves an
accuracy of 0.79 on the test set. The model performs best in classes 1 and 5, with an
F1-score of 0.85 and 0.89, respectively.

D.2 Initializing Q-learning with pre-trained weights
The trained weights from the supervised learning experiments are stored and used to
‘kick-start’ the Q-learning process. Figure 12 shows training performance in the 3-antigen
setting with and without a pre-trained DQN. Using a pre-trained network makes the agent
start at a higher base reward, around -1,000 kick-started vs -1,500 from scratch, and the
agent reaches higher rewards slightly faster. A similar performance increase is observed
for the number of requests that was matched with a compatible product: a higher initial
value (approximately 0.6 vs 0.4) and the proportion of matched requests, and reaching rates
above 0.90 after 1,000 simulation days (kick-started), while training from scratch takes
around 2,500 days to reach the same performance. Training from scratch does catch up
with the kick-started network over time.
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Figure 11: Precision, recall, and F1-score. The 𝑦-axis labels correspond to the integer
mapping of the binary blood group representations as shown in Appendix A.

This slight increase in performance and computational speed that was observed for
the 3-antigen setting in Figure 12 might be even greater in more complex settings. Hence,
the same experiment was performed in the 5-antigen setting. The results for learning
rates 1𝐸 −3 and 1𝐸 −4 are shown in Figure 13. With the learning rate set at 1𝐸 −3, the
kick-started network learns slightly faster but is quickly caught up with by the network
trained from scratch. With the learning rate set at 1𝐸−4, the kick-started network learns
much faster. The model consistently matches over 60% of requests after 5,000 simulation
days compared to 10,000 days when starting from scratch.
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Figure 12: Kick-starting the DQN versus training from scratch, for the 3-antigen setting.
Training was done for 10 episodes.
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(a) Training reward for learning rate 1𝐸−3.
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(b) The proportion of requests that was matched with
an ABD-compatible product for learning rate 1𝐸−3.
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(c) Training reward for learning rate 1𝐸−4.
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Figure 13: Kick-starting the DQN versus training from scratch, for the 5-antigen setting.
Training was performed for 50 episodes.
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E Double Deep Q-Learning
To investigate whether performance could be increased further, a variation of the Deep
Q-Learning algorithm was implemented: Double Deep Q-Learning (DDQL). In the original
DQN algorithm, the max argument in the update function could lead to an overestimation
of Q-values and poorer policies. A solution for this is the addition of a second Q-value
estimator, first proposed by vanHasselt [237]. In DQL, this second estimator is implemented
in the form of an additional DQN. The second estimator is used to evaluate the states to
prevent overestimation of Q-values. Updates to the second estimator’s weights are only
performed at a predefined interval of time steps.

Action selection is performed in the same way as in the original DQN, using the DQN
with weights 𝜃. Evaluation of states during the update of the DQN, however, is done with
the additional DQN with weights 𝜃′. An additional hyperparameter 𝑓 is introduced that
controls after how many updates weights 𝜃 are copied to 𝜃′.

Experiments are performed with varying values for 𝑓 to investigate whether DDQL
improves performance. The same NN architecture is used as described in Section D.1, with
the learning rate set at 1𝐸−3. Experiments were performed by updating the double DQN
each 100 time-steps and 1,000 time-steps (𝑓 = 100 and 𝑓 = 1,000).

Performance measures for 10 training episodes for the 3-antigen setting are shown in
Figures 14a and 14b. Updating the second DQN every 100 time-steps slightly improves
speed and performance in the 3-antigen setting. A frequency of 1,000 results in the fastest
learning: matching 80% of requests after 1,000 days versus around 1,500 days in the original
DQN.

Similar experiments were conducted in the 5-antigen setting. Results are shown in
Figures 14c and 14d. Again, faster learning can be observed when the DDQN algorithm is
implemented. A frequency of 100 does not differ much from a frequency of 1,000.
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(a) Training reward for the 3-antigen setting.

0 2000 4000 6000
Days

0

20

40

60

80

100

Pr
op

or
tio

n 
of

 re
qu

es
ts

 (%
)

DQN DDQN f=100 DDQN f=1000

(b) The proportion of requests that was matched with
an ABD-compatible product, for the 3-antigen setting.
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(c) Training reward for the 5-antigen setting.
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Figure 14: Performance for the Deep Q-Network (DQN) and the Double Deep Q-Network
(DDQN) with update frequencies 𝑓 = 100 and 𝑓 = 1,000.


