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D1SCcUSSION

The studies presented in this thesis demonstrate the use of analytics to optimize the blood
supply chain (BSC), with broader implications for supply chain optimization in general.
Analytical models such as the MINRAR model discussed in Chapters 2 to 4 are used to
optimize the use of available resources, leading to reduced wastage and improved patient
outcomes. In addition, as shown in Chapter 3 such models can quantify the benefits of better
collaboration and information sharing across the supply chain, while DRL algorithms such
as those proposed in Chapters 5 and 8 can easily adapt to highly complex and stochastic
problems.

Adaptation and responsiveness of a supply chain to changes is crucial for maintaining
operational quality in a dynamic environment. Chapter 6 describes the use of analytics for
balancing transportation and exploitation costs while maintaining service levels. Finally,
making optimal use of inventory products is of high importance in the BSC, requiring
demand forecasting methods such as proposed in Chapter 7.

In Section 9.1 of this chapter some limitations are discussed that were encountered
during the studies incorporated in this dissertation. These limitations are not specific to
one study in particular but are rather applicable to the work presented in this dissertation in
general. Finally, in Section 9.2 the impact of the studies presented for blood bank operations
is discussed, as well as anticipated future developments related to the field.

9.1 LIMITATIONS

For all studies presented in this thesis, data was required to build, train, or solve the proposed
models. However, in most cases the available data was limited, requiring workarounds such
as estimations or the use of synthetic data. Although we have attempted to let the final
data sets used mirror true values as closely as possible, this is clearly a research limitation.
The studies involving RBC matching (Chapters 2 to 5) were built on the assumption of
knowing the full antigen profile for all patients and donors. As these are still largely
unknown, synthetic patient and donor data was generated based on antigen distributions
reported for various ethnic sub-populations, and used for testing and optimizing matching
performance. When, in the future, genotyping for RBCs will be further implemented
and data on the extensive antigen profiles of patients and donors will become available,
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this information can be used to tailor the matching algorithms and practically implement
the algorithms proposed. For the PLT inventory management problem, as discussed in
Chapter 8, data on platelet usage was required to derive optimal inventory strategies.
However, the data available includes the time, product type and blood group of products
delivered to hospitals, rather than the actual blood groups of patients and timestamps
of PLT requests. If, in the future, a system could be implemented to keep track of the
date, time and patient characteristics of PLT requests, such data would be valuable for
further optimizing inventory strategies. In the study focusing on optimizing locations for
blood distribution centers (DCs) (Chapter 6), the facility exploitation costs were not fully
known. If these would become available, they may be used to more precisely determine
the optimality of various scenarios.

Another challenge faced throughout this thesis where modeling techniques are used is to
find the right balance between achieving satisfactory model performance and maintaining
computational feasibility. One aspect of this conflict is reflected in the level of detail
simulated: the more detail is included to better imitate reality, the more computationally
heavy the simulation will become. On the other hand, simplicity usually improves
interpretability, but also with large gaps between the simulated scenario and reality.
Another aspect of the balance between simulation accuracy and computational feasibility
is reflected in the time horizon that is considered in the simulations. The studies discussed
in Chapters 2 to 4 concern mathematical optimization models to be solved for many
subsequent time steps. As a result of limited time and computational resources, the number
of simulated time steps was restricted. Although we believe that the length of simulations
was sufficient for achieving meaningful results in all cases, longer simulations may have
led to slightly improved outcomes. A similar challenge was encountered in Chapters 5
and 8, where Deep Reinforcement Learning (DRL) models were developed. The training
efforts and resulting final performance of these models may have been limited due to their
high computational demand in terms of time and resources. In the case of determining
optimal locations for DCs (Chapter 6), the finite set of candidate locations may have limited
the precision of outcomes. We do however believe the distances were still sufficiently small
to provide valid decision-making recommendations.

It is important to recognize that the models discussed in Chapters 5 and 8 are still
in the early stages of development. Although there are many examples of successful
applications of RL in existing literature, creating and refining these models is challenging
and requires a significant amount of time and computational resources. Obtaining results
that outperform current optimization methods is not a straight-forward task, with several
factors contributing. One major challenge here is properly designing reward functions
that provide the agent with sufficient and meaningful information to discern the quality of
different actions. Other issues include balancing exploration and exploitation as managed
by the € parameter, and preventing both underfitting and overfitting. Furthermore, effective
policy learning requires extensive interactions with the simulated environment, which
can be demanding in terms of time and computational resources. Finally, RL algorithms
may struggle to converge to optimal policies and might not even produce stable results
even after training, especially when Neural Networks are used as action predictors. As
a result, there will remain a level of uncertainty when applying RL in practice, even in
the scenario where these policies would outperform state-of-the-art methods within the
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context of simulations.

9.2 IMPACT AND OUTLOOK

In Chapters 2 to 5 matching strategies were investigated under the assumption that the
antigen profile of all patients and donors is known. Currently for most patients and donors,
only the major blood type ABO-Rh(D) is known. Only a select group of patients with
extensive matching requirements and a limited number of donors are tested for the presence
of other antigens. In the near future however, genotyping will be implemented on a larger
scale. Genotyping is a molecular biology technique that involves the analysis of DNA
to identify genes, which can be used in transfusion medicine to predict the presence of
RBC antigens [87, 88]. Genotyping for RBC antigens improves patient safety by reducing
alloimmunizations [87, 88, 309-312], supporting diverse inventory management [87, 90,
313-317] and improving outcomes for patients with chronic transfusion needs [211, 318],
all leading to long-term savings from reduced adverse reactions and fewer complications
[85, 86, 89, 90]. The feasibility of matching extensively for all transfusion recipients has been
demonstrated [166], and approaches such as the MINRAR model proposed in Chapters 2
and 3 could potentially be integrated into existing transfusion practices. In Chapter 4,
the focus is shifted to the long-term effects of matching strategies, showing that the
improvement of matching strategies is especially important for patients who need regular
transfusions. A model based on the MINRAR approach has already been implemented in
the UK to extensively match SCD patients, reflecting pioneering changes in transfusion
medicine. By integrating these new models for extensive matching with donor call-up and
blood distribution processes, we envision a coordinated blood supply chain intelligently
connecting donors to patients. Building upon the information gained from large-scale
genotyping combined with techniques for extensive matching, decisions can be guided by
detailed antigen profiles, ensuring that all patients receive the best possible matches. This
approach will improve supply chain efficiency, reduce the number of transports required,
minimize waste, and benefit donor well-being, reflecting a responsive blood supply system
that fosters medical excellence and innovation.

As discussed in Chapter 6, optimal locations were determined for blood DCs in the
Netherlands. Based on these results, DC locations in the Netherlands were re-organized.
The proposed model was also used in Finland to determine optimal base locations for
medical drones. In the Netherlands, a medical drone service was also launched!. The
first test flights were conducted in 2019, involving partners such as Sanquin? and several
hospitals® from different regions of the Netherlands. Transports involve blood products,
medication, and diagnostic samples. Such developments, as well as the ones on extensive
RBC matching, are dependent on the supply and demand of blood products, are partially
known or predictable, but are in essence stochastic and therefore uncontrollable. Supply is
guaranteed by strategically inviting donors, but remains dependent on the unpredictable
behavior of the invited donors. Known demand includes scheduled surgeries and exchange
transfusions of patients with chronic diseases, while stochastic demand may be caused by
acute trauma that results in unscheduled emergency transfusions. Prediction models can be

Thttps://medicaldroneservice.nl/en/
Zhttps://www.sanquin.org/nl/nieuws/2019/nov/een-vlucht-van-de-weg-drones-voor-bloedvervoer2
3Partners include the Erasmus MC, Isala ziekenhuis, Sint Anthonius, UMCG, and Franciscus Gasthuis & Vlietland.


https://medicaldroneservice.nl/en/
https://www.sanquin.org/nl/nieuws/2019/nov/een-vlucht-van-de-weg-drones-voor-bloedvervoer2
https://www.erasmusmc.nl/nl-nl/artikelen/drones-helpen-bij-medisch-transport
https://www.isala.nl/nieuws/testvluchten-medisch-transport-per-drone-van-start/
https://www.antoniusziekenhuis.nl/nieuwsoverzicht/met-medical-drone-service-minuten-heen-en-weer-tussen-ziekenhuislocaties-0
https://www.umcg.nl/s/inzet-medische-drones
https://schiedam24.nl/artikel/franciscus-onderzoekt-vervoer-via-drones
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used to estimate future demand and supply of blood, such as the demand prediction model
presented in Chapter 7. With the rise of artificial intelligence, an increase is observed in the
number of studies considering demand prediction for RBCs and PLTs [289, 292, 319-324].
Machine learning algorithms have also been developed to predict potential blood donors,
in order to effectively manage donor recruitment processes [325-328]. Finally, donors
may be invited according to the predicted demand, in the ideal scenario of an integrated
operational system that protects both patient and donor health.

For adopting a data-driven strategy, it is of crucial importance that relevant information
and data is actively shared among all parties involved in the blood supply chain. This
integration and information sharing can significantly benefit patients as well as donors,
aligning with overarching healthcare visions. Chapter 3 demonstrates the importance of
information sharing throughout the blood supply chain. In addition to the direct impact of
preventing mismatches and shortages, the comprehensive availability of data is essential
for innovative supply chain developments, such as the Reinforcement Learning (RL)
methodologies proposed in Chapters 5 and 8. Despite the challenges associated with
RL approaches that may prevent them from reaching benchmark performance, as discussed
in Section 9.1, RL offers several advantages over traditional optimization techniques. One
of its key strengths is its inherent capability to optimize for expected future or long-term
outcomes. This is unlike conventional optimization methods, which require the model
creator to manually incorporate future outcomes into short-term decisions, necessitating a
deep understanding of the problem and the aspects contributing to an optimal solution. In
contrast, RL agents are not constrained by these requirements, allowing them to explore
creative and unconventional strategies. This can be inspiring to those implementing or
using the models, encouraging the development of new strategies that go beyond the
limitations of human imagination, ultimately, leading the way to improvements in existing
practices.

The ultimate goal of future research is to create a digital twin that integrates all stages of
the BSC, ensuring optimal patient care, thoughtful donor management, and efficient blood
bank operations. This integration is crucial because, despite significant advancements in
genotyping technology and sophisticated matching strategies, the possibilities for their
implementation is limited by the current level of information sharing. Presently, there is
no centralized platform that houses all the necessary data, such as the antigen profiles
of both the donor and patient population across all hospitals, which would be required
to get the most out of extensive matching in practice. Implementing such a digital twin
could also contribute to the donor invitation process by precisely aligning it with demand
through accurate forecasting and effective inventory management. Various studies have
explored methods to predict and increase donor response rates to donation invitations
[329-337]. If these insights were to be combined with reliable estimations of the blood
products needed to meet patient demand, donor invitation strategies could be streamlined,
thereby minimizing wastage and ensuring optimal use of available blood products. These
improvements would not only contribute to the overall efficiency of the blood supply chain,
but also improve patient outcomes and donor experiences, contributing to a sustainable
and efficient healthcare infrastructure.




